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Abstract: The Access Grid is a group-to-group videoconferencing technology deployed at over 150 locations worldwide. We believe that there is a need for the Access Grid and other real-time collaboration technologies to provide a richness of interaction that goes beyond just audio, video and simple data sharing. This paper starts by describing in general terms possible extensions to real-time collaboration technology for achieving this and then describes two specific enhancements in the context of the Access Grid, namely speaker identification and participant tracking for the automatic generation of dynamically updated attendance lists. These extensions replace vital perceptual cues lost when videoconferencing, and also have a number of other important benefits, particularly for archiving. We make a case for why these improvements are required in an Access Grid environment and describe current and planned implementation work on a prototype system.

1 Introduction

The need to travel is increasingly being replaced by the application of real-time collaboration technologies such as videoconferencing. Users of these technologies agree that they are not as effective as actually meeting face-to-face, and that this is not just due to the quality of the audio and video. There is a clear need to enhance distributed real-time collaboration technology to go beyond just audio, video and simple data sharing. Furthermore, by using technology this way to mediate human-to-human interactions, the potential exists to improve interactions to the point that they become as effective as, or even more effective than non-mediated face-to-face communication [Hol92].

This paper presents a possible mechanism for these enhancements by applying existing work on continuous metadata (see section 2.2) to the domain of real-time collaboration. We then describe the introduction of two specific types of continuous metadata to existing Access Grid videoconferencing technology, namely real-time speaker identification and automatically generated, dynamically updated attendance lists, which explicitly convey information and perceptual cues to participants that are not adequately conveyed by existing videoconferencing technology. Rather than focusing on developing techniques for the automatic generation of speaker identification and participant tracking data, for which many techniques already exist or are being developed, (e.g. [Bet00],[Mik00],[Cut02]) our focus is on the delivery mechanisms and infrastructure required and how such data can be harnessed to improve the effectiveness of collaboration.

This work is part of the CoAKTinG (Collaborative Advanced Knowledge Technologies in the Grid) research activity [Buc02]. The project is looking to provide tools to assist scientific collaboration by integrating smart meeting spaces, ontologically annotated media streams, issue handling, planning and coordination, group memory capture and presence management and visualisation.

The next section presents background on the Access Grid and continuous metadata. Section 3 describes the possible enhancements in general terms. Section 4 makes a case for why speaker identification and participant tracking should be introduced to the Access Grid and section 5 describes our implementation work currently in progress.

2 Background

This research builds on current Access Grid technology and the existing concept of continuous metadata. This section explains both of these in more detail.

2.1 The Access Grid

The chosen collaboration technology for the basis of this work is the Access Grid [Chi00]. Developed by the Futures Laboratory at the Argonne National Laboratory in the US, it is a room-based videoconferencing system that enables large-scale group-to-group interactions and also provides interfaces to visualisation environments. Each Access Grid installation is known as an Access Grid node and there are over 150 of theses nodes worldwide, with the number growing continually. 

The Access Grid runs on standard PCs and uses the Internet’s multicast backbone (Mbone) as the transport mechanism for the media streams. Multicast to unicast bridges are provided for sites that do not have multicast connectivity. Audio and video are handled by special versions of the Mbone conferencing tools rat and vic. The Access Grid also uses a centralised server that implements a virtual meeting room metaphor called Virtual Venues. Meetings are held in specific Virtual Venues and are joined by “entering” the appropriate venue, which automatically launches the correct audio and video streams. Each Access Grid node typically transmits video streams in parallel from four remote controlled cameras, meaning that each person in the conferencing room is usually covered by at least one camera. Incoming video is projected on the wall of the node by several video projectors, which can display dozens of incoming video windows simultaneously. This means that everybody at remote sites can have continuous “presence” in a session. Loudspeakers and tabletop microphones are used in conjunction with echo-cancellation hardware to enable the Access Grid to support natural hands-free voice communications. Desktop versions of the Access Grid are also available, which allow users without access to a room-based node to participate in meetings from a PC.

A technician known as a node operator is normally present for each Access Grid session. Their job is to operate the software and hardware, performing such tasks as joining the correct Virtual Venue, controlling the local cameras and selecting which incoming video feeds are displayed. Node operators at each site use a text-based MOO (Object Oriented MUD) for back channel communications, allowing them, for example, to coordinate any technical adjustments without disrupting the meeting. The Access Grid also uses software called Distributed PowerPoint (DPPT) to enable a presenter to display and control a slide show at multiple sites from a laptop PC. VNC is also used when application sharing is required. 

The Access Grid has a number of advantages as the basis of this work. The nodes are designed to be used as a research environment for the study of issues relating to distributed collaborative work and are implemented using open source software that has a number of extensibility mechanisms. The Access Grid also has a large number of real users, and most of these are in academic environments, meaning there is a real willingness within the community to experiment with extensions to the technology. 

Although the majority of the focus of this research is on the Access Grid, this work is also applicable to other video and audio based conferencing technologies, (e.g. telephone audio conferences). 

2.2 Continuous Metadata

The extensions to collaboration technology that this research is investigating can be thought of as a form of continuous metadata. The concepts behind continuous metadata are discussed in [Pag01].  Traditionally metadata is represented as a structured block of data associated with or embedded within a resource. Continuous metadata is metadata with a time dimension; it is temporally significant and is transported in close synchronisation with, but separately from, the streamed multimedia data and is used as supporting information to enrich specific sections of multimedia data. The metadata is encoded as individual metadata packets, with the metadata in each packet only being relevant during a certain time interval during the playback of the media. For example if the media was a foreign language film, then the continuous metadata could be the English subtitles for the film. Since the metadata is separate from the media stream, if another viewer, say, wanted German subtitles, then this could be easily achieved without any modification to the original media.    

An example of an existing application that uses continuous metadata is HyStream. The HyStream system [Cru01] is capable of delivering metadata streams synchronously with multimedia streams over a wide area network. It is also capable of live processing as well as working with stored media. The system consists of a Temporal Linking Service, comprising of a streaming media server, a continuous metadata server and a client that can receive and synchronise the resultant streams from both servers. The protocol between the components is designed for on-time delivery of metadata, rather than guaranteed delivery. Metadata is transmitted in a just-in-time manner, thus supporting near live processing or small devices with a low buffering capacity. 

3 The Application of Continuous Metadata to Real-Time Collaboration

Existing work with continuous metadata has concentrated on handling stored media or live, one-way media. Continuous metadata in the context of videoconferencing requires handling live, two-way media and means delivering and displaying temporally significant metadata in synchronisation with events in a live collaboration setting. The metadata is data presented to participants that provides useful additional information or cues that describes or is related to the events currently happening in the collaboration activity. Apart from speaker identification data and dynamically updated attendance lists, other basic examples of temporally significant metadata in this setting are: 

· the current position in the agenda 

· annotations as people author them

· transitions of slides in presentation materials

· movements of a virtual laser pointer 

· URLs to documents currently relevant 

Much of this metadata could be generated using automated or semi-automated techniques. For example, a web proxy could be used to determine what documents people are viewing on their computing devices. 

In addition to enhancing live collaboration, continuous metadata can be archived alongside audio and video from a meeting to provide a more complete record than just audio and video alone could provide. The metadata can also be used for retrospective navigation of the archived material to allow easy location and replay of specific sections. This potentially allows interesting functionality such as allowing specific sections of archived sessions to be replayed during live collaboration activities.

A novel aspect of our work is that we are applying Semantic Web principles [Ber01] to this framework. We use ontologies to define the various collaboration activity events and the relationships between them, with individual events expressed in RDF (Resource Description Framework) [Las99]. This has the key advantage that the metadata is machine understandable, thus allowing automated processing. This not only allows interoperability and extensibility, but by taking this formal structured approach to the schema, we will in future be able to add inference capabilities, therefore being able automatically derive new metadata from that which is already known.

Dealing in the live, two-way domain introduces some unique requirements for metadata generation and transport. For example, the server in the HyStream system delivers metadata slightly in advance of when it is required and the client buffers the metadata and media streams by a small amount so that they may be synchronised before display to the user. For live collaboration, metadata packets cannot be explicitly synchronised with audio and video streams since metadata cannot be pre-delivered as there is no way of determining with any certainty what the next event will be and when it will happen. As the collaboration is live, no significant buffering of metadata or media can be allowed either.  

Instead, this framework must rely on the real-time nature of the metadata and media transport mechanism(s) for metadata synchronisation with the media streams. If the metadata and media streams are all being transported using real-time mechanism(s), metadata will arrive at the receiver at approximately the same time as the corresponding media data, providing the metadata and media data are all sent from the sender in close synchronisation. In the context of the Internet, without any Quality of Service (QoS) guarantees, real-time means using an unreliable transport protocol. This means that a designer of a continuous metadata enabled Internet based application must decide whether the types of metadata used by the application should be delivered using real-time, but unreliable delivery or using reliable delivery that may not be real-time. For example, a presentation slide transition delivered a couple of seconds late would probably be of more use than not being delivered at all, so is a candidate for reliable delivery, while a movement of a virtual laser pointer delivered late would in most cases be useless, and is therefore a candidate for unreliable delivery.

3.1 Examples

We have implemented a simple proof of concept application based on this framework. The system enables real-time web document sharing during a NetMeeting (H.323) videoconference. When a participant views a document in their web browser, they may choose to share a hyperlink to the document with the other session participants. Sharing the document makes a hyperlink to that document appear in the user interface of the other participants’ applications. The other participants then have the option of clicking on the link to view the page in their web browser. Participants may also author annotations about individual web pages, and these are shared with the other participants in real-time. The RDF encoded metadata packets are distributed using NetMeeting’s T.120 data conferencing support. 

3.1.1 W3C Telephone Conferences

A real-world example of collaborations that can be thought of as continuous metadata enabled are the telephone conferences of working groups within the W3C (World Wide Web Consortium). The W3C teleconferences often use a text based IRC (Internet Relay Chat) session in tandem with the telephone based audio. The sessions use an automated IRC “bot” called Zakim [Kot03] that runs on the W3C’s own in-house telephone conference bridge. The purpose of the bot is to help facilitate the meeting, with users issuing commands to it directly in the IRC. The bot facilitates the meeting in a number of ways, including showing people joining or leaving the teleconference, listing the current participants in the teleconference, agenda tracking, and allowing people to join a queue to speak. In addition to their beneficial role during live teleconferences, the IRC sessions are automatically archived and exported to the web and serve as a useful meeting record. We have examined the IRC logs from a number of these sessions. We found that the teleconferences typically have a large number of participants in each session, averaging 17, with an observed maximum of 29. The most frequently used Zakim features were listing the current participants and using the speaker queue. This is not surprising given the large number of participants; without such features it would be very difficult to keep track of who was in the session or avoid lots of people all trying to speak at once. 

4 Speaker Identification and Participant Tracking

We have chosen two types of continuous metadata for detailed study as extensions to Access Grid videoconferencing technology, namely speaker identification and dynamically updated attendance lists. Initially it may not seem obvious that these extensions would provide any real benefit. We believe that these extensions offer significant potential benefit, especially when applied to large scale, room-based, “continuous presence” videoconferencing technologies like the Access Grid. Existing work on speaker identification and participant tracking (e.g. [Bet00],[Mik00],[Cut02]) has focused on its potential for archiving and indexing the meeting and has not realised the potential this data has for enhancing live collaborations.

The Access Grid is often used for large meetings. For example, certain regular management meetings in the UK involve 12 nodes and have over 25 participants, and it is not unusual for other meetings that involve fewer nodes to have up to a dozen participants at each site. We have a large amount of first hand experience of such meetings, both as participants and node operators, and have found that a lack of perceptual cues like audio direction means that keeping track of who is in the meeting and identifying who is speaking can be difficult tasks and can be highly distracting from the meeting content.  

Attendance lists are motivated by the fact that it is difficult to keep track who is in the remote meeting rooms because not everybody is always on camera or displayed on the projection wall. People also join or leave meetings mid session, and even when participants are on camera, other participants cannot be expected to continually visually scan dozens of video windows to check if somebody is there or not. Our observations from the W3C teleconferences also show that providing explicit facilities for keeping track of who is in a meeting appear to be useful, albeit in an audio only environment.    
Speaker identification is motivated by the fact that in such large scale meetings, identifying who is speaking can often involve visually scanning through dozens of video feeds before locating the correct one. To make matters worse, when the video feeds are of low frame rate and resolution, it can sometimes be near impossible to identify who is speaking as the fidelity of the video is such that it is difficult to tell whose lips are moving. 

However, speaker identification and attendance lists can go beyond simply knowing who is in a meeting and who is talking at any moment. Speaker identification (or more broadly, participant identification in general) allows participants to put a name to a face, which can be useful when meeting participants do not know each other in advance or could avoid the potentially embarrassing situation of forgetting another participants name. Knowing the names of other participants is particularly important in videoconferences since addressing remote participants must be done by name, rather than establishing eye contact with somebody, as would be the case in a face-to-face meeting. Attendance lists also give the potential for other interesting functionality. For example if the attendance list was displayed on the laptop computers of participants, each name in the list could be presented as a web hyperlink to that participant’s homepage, thus allowing other participant to gain easy access to information about them during or after the meeting.     

Cues like these have been described as focal assurance cues [Man97] and give information relating to each participant such as who is speaking, asking questions or interrupting. “In situations where the participants are not familiar with each other it is especially hard to develop a sense of where people stand on issues when contributions are not tied to a specific participant” [Man97].

It’s true that other work on directional audio, gaze direction and higher quality media streams in videoconferences (e.g. [Bal01],[Ver98]) also has an important role to play and we feel that such work has a complementary role to ours in improving the overall videoconferencing experience. One advantage of our work over these other techniques is that it does not require any specialist hardware and also has the potential to offer more precise information than general cues like audio or gaze direction, and can also be used for automatic indexing of archived sessions.  

It could also be argued that using a single voice switched video feed would overcome the speaker identification problem. Voice switching, however doesn’t help with participants keeping track of which other participants are in the session, in fact it makes it far harder, and participants can’t see the reactions of other participants. It is also far less natural and doesn’t lend itself well to fluid conversations. Furthermore, it still doesn’t give the name of the speaker, which is not only useful when participants don’t know each other, but is also useful for archiving.

5 Implementation 

We are currently working on an initial prototype system that will implement a subset of the features described in the previous section. To participants, the application appears as an additional window displayed on the main projection wall. The window lists the names of each of the sites currently in the Access Grid session and under each site name is a list of the names of participants currently at that site. The list is automatically updated in real time as participants and sites join or leave the meeting. Whenever a participant speaks, their name is highlighted in the list. Additionally, the border of the video window(s) originating from the site that the speaker is at are highlighted while they are speaking. 

This functionality goes a long way to implementing the desirable characteristics described in the previous section, but has some weaknesses. These weaknesses are that a person has to speak before other participants can tell what their name is and that highlighting the borders of all the video windows from a site does not uniquely identify the window the speaker is in, as there are usually multiple video feeds from any given site. Furthermore, highlighting just the window borders is not ideal either, as there are often multiple participants in a video window. A better functionality might have names superimposed over people in the video and an arrow pointing to whoever is currently speaking. The site list and participant name window still would have a use as it means that participants off camera are still included and participants can still keep track of which sites are in the session. Clearly the user interface issues are non-trivial, and we hope through our prototyping work to better understand these issues.

Implementing such features to realise this improved functionality is more of a challenge, but possible, requiring the ability to determine which participants are in any given video feed, and where in that feed they each were, for example by using standard computer vision techniques. We plan to investigate such techniques in future work.

5.1 Speaker Identification Technique

Numerous techniques exist for text independent automatic speaker identification, consisting of either speech pattern matching (e.g. [Bet00]) or Sound Source Localisation (SSL) techniques (e.g. [Cut02]). The drawback of pattern matching techniques is that they require users to supply a sample of their voice in advance and when in use typically require at least one or two seconds of speech before being able to produce a result and are therefore are not suitable for real-time applications or short utterances. The techniques also cannot handle two people speaking at once, which is a common occurrence in meetings.  

We therefore favour SSL techniques, which are particularly suited to meeting rooms as participants tend to stay seated in the same location for the duration of the meeting. One of the drawback of SSL is that it normally requires expensive microphone arrays. We have however discovered that it is possible to do basic SSL by exploiting a feature of the standard audio hardware that Access Grid nodes use. 

Each room-based Access Grid node is equipped with an echo-cancelling digital audio mixer, usually manufactured by Gentner. These Gentner products can be controlled and monitored via the serial port of a PC allowing real-time access to the audio levels and gating status of each microphone. Our node uses a Gentner AP400, which has four mic inputs. We had initially hoped to do SSL by looking at the relative audio levels on each of the mics. Unfortunately after some experimentation we found that hardware limitations in the Gentner unit meant that it was only possible to access the audio level one mic at a time, with a 0.2 second delay between accessing each mic and that this amount of delay was too large to do SSL using this technique. The gating status of the mics, however, proved to be more useful. The Gentner hardware allows the status of all four mics to be reported simultaneously once every 0.2 sec, which is sufficiently fast to be useful. Furthermore, by default the AP400 has a feature called First Mic Priority mode enabled, which has a useful side effect, explained as follows. Its main purpose is to help maintain good speech intelligibility by ensuring that only one mic gates on when a person speaks. It achieves this by determining the audio level received by all the mics when the first mic gates on and this audio level is then used as the ambient level for all other mics. The useful side effect of this is that if each participant has a mic in front of them, only the mic in front of the person speaking will gate on, meaning that the gating status of the mics reflects who is speaking at any moment in time. We have confirmed this experimentally. Additionally, if more than one person speaks at a time, then a mic will gate on for each person speaking. 

Performing SSL by giving each participant a tabletop mic may sound obvious, but without First Mic Priority mode the technique is not reliable. We conducted experiments with the mode switched off and found that usually two or more microphones gated on when only one person spoke and that increasing the gating threshold simply meant that quieter speakers were unable to gate a mic on.          

The advantage of performing SSL in this way is that it requires no additional hardware for Access Grid nodes. The main drawback is that the maximum number of participants is limited to the number of mics, although similar Gentner products (e.g. AP800) deployed at other Access Grid nodes support up to eight mics, and multiple Gentner units can be daisy chained to provide more mic inputs. Another weakness is that sounds other than speech can gate a mic on (e.g. a door slamming). This could be overcome by using a technique to determine if an audio signal is speech or non-speech (e.g. [Tur02]). 

5.2 Participant Tracking Technique

Initially we plan to have Access Grid node operators generate and update the attendance list for each node by hand. As well as entering the name of each participant, the node operator will tell the prototype application which microphone each participant is sitting in front of for the purposes of speaker identification. Later on we plan to equip each seating position in our Access Grid room with an iButton (http://www.ibutton.com) reader and participants will be issued with their own iButtons that identify them. When participants join a conference, they will sign-in using the iButton reader in front of them. This not only identifies that they have entered the conference, but identifies which microphone they are using. When a participant leaves the meeting, they simply sign-out by using the reader once more.  

5.3 Access Grid Based Architecture

We are implementing our prototypes as Access Grid v2.0 node services, which will run at each Access Grid node taking part in a conference. Access Grid services are implemented as producer and consumer services. For example, rat is used to implement both the audio consumer and producer services for a node. 

5.3.1 Producer Service

The producer service receives as input the attendance list and seating position data for the node (either manually entered by the node operator, or automatically obtained from the iButton readers). It also receives the microphone gating data from the serial link to the Gentner audio mixer and uses it in conjunction with the seating position data to generate the speaker identification data for the node. It packages the speaker identification data and attendance list data as RDF encoded metadata packets and sends them to the multicast address for the conference. Multicast address allocation is handled the Access Grid Virtual Venues server. 

We feel that the real-time requirements of the speaker identification data outweigh the need for guaranteed delivery, whereas for the attendance list data, guaranteed delivery is more important than on-time delivery. For example, speaker identification data that arrives a couple of seconds late is useless, but an update to the attendance list that arrives a few seconds late is preferable to it not arriving at all. Thus we plan to use native multicast (i.e. non-guaranteed delivery) for the speaker identification data, but plan to use the SRM protocol (Scalable Reliable Multicast) [Flo97] on top of native multicast to transport the attendance list data. 

We also plan to transmit the data in differing manners too. Metadata packets that represent an update to the attendance list will only be sent when there is a state change to the attendance list for the node (i.e. when somebody joins or leaves the meeting), whereas for speaker identification, metadata packets will be sent out repeatedly at short time intervals for as long as there is somebody at the node speaking, the semantics of a packet being “person X at this node is currently speaking”. A person not speaking is represented by an absence of packets, thus a packet being lost will appear to users as a split second when the system is not identifying the person as speaking when actually they are. We feel this is preferable to sending single state change packets, where a lost packet could potentially result in many seconds of missing metadata. We plan to use a 0.2 second interval between metadata packets as this is the resolution of the data obtained from the audio mixer. We also plan to transport the metadata packets as individual transport layer packets, since in the presence of packet loss, metadata packets that spanned multiple transport layer packets would not arrive intact and would result in useless fragments. 

5.3.2 Consumer Service

The consumer service listens to the correct multicast address and parses the incoming metadata packets from the other nodes. It has a display window (intended to be shown on the main projection wall) in which it displays a list of sites and participants in the session and it highlights the name of the current speaker. The service obtains the list of connected nodes directly from the Virtual Venues server. The service also interfaces with a modified version of vic and passes on data about which site the person currently speaking is at so that vic can highlight the correct windows. 

5.4 Conclusions and Future Work

We have described how existing work on continuous metadata can be applied to enhance real-time collaboration and have made a case for introducing two specific types of continuous metadata, namely speaker identification and participant tracking, into Access Grid videoconferencing. We have described current and planned work on implementing these as node services, including the description of a novel speaker identification technique. We have also identified that the user interface issues are complex and this is something we plan to investigate in more detail. We feel that much of the work presented here is also relevant to situations where all collaborating people are located within the same physical space and view this situation as being a special case of the more general distributed collaboration problem.

Future work will look at archiving this data and what novel functionality this may allow. In particular we are interested in replaying sections of archived data during live videoconferences. We also plan to perform a user-based evaluation of our prototype system and hope to show that our extensions have had a measurable improvement on the effectiveness of collaboration conducted using the Access Grid.
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