
Towards Semantic Web Support
for Writing Project Proposals

Timothy Miles-Board
Intelligence, Agents,
Multimedia Group

University of Southampton, UK

tmb@ecs.soton.ac.uk

Leslie Carr
Intelligence, Agents,
Multimedia Group

University of Southampton, UK

lac@ecs.soton.ac.uk

Arouna Woukeu
Intelligence, Agents,
Multimedia Group

University of Southampton, UK

aw1@ecs.soton.ac.uk

Gary Wills
Intelligence, Agents,
Multimedia Group

University of Southampton, UK

gbw@ecs.soton.ac.uk

Wendy Hall
Intelligence, Agents,
Multimedia Group

University of Southampton, UK

wh@ecs.soton.ac.uk

ABSTRACT
Writing technical project proposals is a task that needs con-
venient access to a wide range of information. The Web
provides some support for this activity in the form of search
engines (to discover relevant material) and links (to make
reference to supporting evidence). This paper establishes
some requirements for supporting proposal authoring and
describes how they can be satisfied by a Semantic Web en-
vironment.

1. INTRODUCTION
The aim of the Semantic Web is to make the present

web more machine-processable, in order to allow intelligent
agents to better retrieve and manipulate pertinent informa-
tion. However, the end client is usually a human, rather
than machine, intelligent agent. Many Semantic Web appli-
cations aimed at humans have been concerned with search,
i.e. the use of ontological descriptions to improve the loca-
tion and retrieval of relevant information, often through a
semantic portal [11, 2, 19]. Other applications have focused
on annotation - the ability to improve the display of infor-
mation about known concepts which appear in a text and
which feature in an ontology [6, 4].

Both of these kinds of applications address readers of the
Web, but Semantic Web technologies can equally well ad-
dress the needs of writers of the Web. A writer, especially of
technical or business material, needs to synthesise informa-
tion from various sources in order to create new documents.

In the context of the Web, the writer can take advantage
of a search engine to find information that is required and
should then link the useful resources to the new document.
Various hypertext solutions assist the user in these tasks [21,
18]. However, the writer still has to undertake a substantial
reading task in order to write - firstly locating useful doc-
uments and then reading and understanding the contents
before extracting the required information.
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In the context of the Semantic Web, a semantic model of
the contents of the documents may well be available for use
by the author if the document’s contents have already been
marked up against a suitable ontology. Other Semantic Web
processes and services may have harvested and cached that
semantic information in order to offer services to just such
an author. Consequently the tasks that the author needs
to undertake in the Web context (search, read, understand,
extract) may potentially be streamlined in the context of
the Semantic Web (directed lookup).

This paper describes the work of the WiCK project1,
whose aim is to investigate the potential for authorship sup-
port that an existing Semantic Web knowledge store can
afford. So as to make such an investigation practical, we
have focused on a specific kind of writing task, i.e. produc-
ing a project proposal. The outputs of this task fall into a
well-defined genre, whose usage (by funding bodies’ grant
committees) means that the type of material that the au-
thor needs to produce (and hence the type of material which
the author needs to use) is specified and constrained quite
precisely.

Even so, writing project proposals is a very involved task
with a large number of information requirements, from cost-
ings and work-plans through objectives and related work
analyses. Complex arguments must be formulated to sup-
port a particular course of action and to justify expenditure.
For each argument, evidence must be presented that is at-
tested by work that appears in the literature or by other
projects that have been previously funded.

The work that this paper describes does not claim to re-
lieve the author of the effort required to construct these
arguments, but it does attempt to address the issue of what
facilities should be provided and how they could be deliv-
ered to the author in order to provide demonstrable assis-
tance in the effort of creating new (and convincing) proposal
documents. In order to achieve this, a new writing tool is
proposed which works in conjunction with an existing (and
proven) knowledge store.

1http://wick.ecs.soton.ac.uk/



2. WRITING PROJECT PROPOSALS
The task of writing a funding proposal is common in in-

dustrial and commercial environments; here, we consider a
funding proposal for a research project in an academic envi-
ronment. The proposal is directed at the UK’s Engineering
and Physical Sciences Research Council (EPSRC), which
has a well-defined procedure for submitting, reviewing, and
selecting proposals for funding, and provides a standard
form2 (the Je-SRP1) and a comprehensive guidance docu-
ment3 on how to fill out the form, create the supplementary
documentation, and submit it for consideration. The Uni-
versity of Southampton is well positioned for investigating
this particular scenario, as it is the 4th highest beneficiary
of EPSRC funds in the UK[7].

The Je-SRP1 form itself serves as an administrative sum-
mary of the research proposal, collecting together the rel-
evant information about the hosting organisation, project
investigators, project partners (for joint proposals), refer-
ees, staff (including visiting researchers), and travel and
equipment costs. The ‘meat’ of the proposal is contained
in the supplementary document — the Case for Support
— the composition of which is tightly defined in the guid-
ance notes. The rules for the Case define the formatting
(constraints on page length, font sizes etc.), the information
content, and the structure of parts and sections where each
of these pieces of information should be placed.

The Case for Support has two parts. Part 1 requires the
author to “provide a summary of the results and conclusions
of recent work in the technological scientific area which is
covered by the research proposal”, with reference to both
EPSRC-funded and non-EPSRC funded work, and to out-
line the specific expertise available for research at the organ-
isations involved in the proposal. In other words, the author
needs to report from the cutting edge, placing the proposed
work amongst other efforts on this research frontier and give
evidence that the project partners have the necessary exper-
tise to push back the boundaries of this frontier further.

Part 2 of the Case for Support has two main themes; topic
background and work-plan. The former requires a fuller
description of the topic of research and its academic and
industrial context, instructing the author to “demonstrate
a knowledge and understanding of past and current work
in the subject area both in the UK and abroad”, that is
to provide a ‘historical’ perspective to the proposed work.
The latter theme of Part 2 is the proposed work-plan for
the project, for which the author must describe the project
programme and methodology (including overall aims and
objectives), identify the potential impact of the work and
its relevance to beneficiaries, indicate proposed dissemina-
tion and technology transfer routes, and justify the resources
(staff, equipment, travel, services etc.) requested for carry-
ing out the research.

In summary, the main writing tasks in completing a fund-
ing proposal are:

• Filling in the form.

• Reporting from the cutting edge.

• Providing an historical perspective.

2http://www.epsrc.ac.uk/website/commonpages/
downloads.aspx?CID=4482
3http://www.epsrc.ac.uk/website/commonpages/
downloads.aspx?CID=8621

• Proposing a work-plan.

2.1 Investigating Current Practice
To begin to put together a picture of current practice in

writing EPSRC project proposals, we carried out a focused
investigation within our department. A group of 10 partici-
pants were interviewed, each with varying degrees of experi-
ence of proposal writing, but each belonging to the School of
Electronics and Computer Science (ECS) — our participant
pool was therefore drawn from a highly computer literate
environment. We split the pool into two groups of five par-
ticipants, novices and experts, reflecting their relative pro-
posal writing experience.

In the context of the WiCK project, we were specifically
interested in the kinds of informational resources that the
authors engage with during the main information-intensive
tasks identified in the previous section: filling in the Je-
SRP1 form, reporting from the cutting edge, providing an
historical perspective, and proposing a work-plan.

2.1.1 Information Sources
To provide a starting point for discussion we seeded a

list of 14 different information sources which we thought
could potentially be useful to an author preparing a fund-
ing bid. As it turned out, this list was broad enough in
scope to attract only a few additions by participants dur-
ing the investigation (see below). Table 1 summarises these
sources, which we have classified into four categories: per-
sonal/interpersonal. institutional, funding body, and World-
Wide Web.

Within the personal/interpersonal group, we anticipated
that the author’s own recollection and experience could pro-
vide information needed for the various tasks. For the pur-
poses of this particular investigation, we broadly distinguished
recall as recovering required information by mental effort
(e.g. remembering John’s phone number), and experience
as the recollection of a process by which the required infor-
mation has been obtained in the past (last time I asked Mary
from Finance for John’s salary details). In both cases, actual
grey cells could be augmented by notes (e.g. academic log-
books). Additionally, authors could ask their colleagues for
information, for example through formal discussion groups,
research mailing lists, or informal chats over coffee.

The institutional group represents those sources of in-
formation available to the author within the department
and/or institution at which they are based, in this case
the Electronics and Computer Science department. To this
end, authors may direct enquiries to the human resources
department, or extract information from the ECS intranet
(projects, people, publications), academic CVs for members
of the department, or previous EPSRC project proposals
completed by the author or by others in the department.

The EPSRC itself provides a number of resources which
could potentially prove useful to authors putting together a
funding bid. The EPSRC project pages provide information
about previously and currently funded projects. Recently
introduced by the Research Councils UK group, the Je-S
service assists applicants in completing the Je-SRP1 form
by automatically filling in required information where avail-
able (provided that this information has previously been
registered by the named individuals and/or organisations).
Lastly, as we have already seen, the EPSRC guidance notes
provide a wealth of information and advice to applicants.



Personal & Interpersonal Recall
Experience
Colleague

Institutional Personnel
ECS Website
Academic CVs
Previous Proposals

Funding Body (EPSRC) Projects Pages
Je-S
Guidance Notes

World-Wide Web Search Engine
Lit. Services
Digital Library
Homepages

Table 1: List of information sources, with groupings,
used as starting point for discussion.

Finally, the World-Wide Web group represents those in-
formation sources outside of the institutional and funders’
boundaries. Potentially valuable sources of information in-
clude literature-based services such as CiteSeer’s citation
indexing [14], the electronic materials archive by digital li-
braries (e.g. ACM Portal, IEE INSPEC), and homepages
of people, projects, research groups, communities etc. Such
pages, as well those containing other required information,
are likely to be discovered through the use of a Web search
engine (e.g. Google).

2.1.2 Method
The investigation took the form of an informal directed

interview in which participants were initially given a chance
to re-familiarise themselves with the EPSRC guidelines, par-
ticularly in reference to the four main writing tasks that we
wanted to focus on. The participants were then asked to
identify from our list, in the context of each of the tasks,
the information sources which they had used in the past
when preparing a proposal, and to indicate those sources
which they considered to have been most important. Par-
ticipants were also encouraged during the course of the inter-
view to add any information sources to the list that they felt
had been overlooked. Some participants also had paper or
electronic copies of their proposals to hand, and referred to
them. Participants were asked to jot down anecdotal notes
that occurred to them during the interview, relating, for ex-
ample, to the type of information extracted from a source
and the reason for extracting it.

2.2 Investigation Results
The numerical results of the investigation are presented in

Figure 1. Perhaps the most striking feature in these graphs
is the diverse range of information sources our participants
had consulted during the proposal writing process — each
information source on our list was ticked at least once; most
were ticked many more times. In fact, four participants each
extended our list with an additional information source:

Tech. Support Kit-related queries and costings directed
at the department’s technical support and equipment
purchasing staff assisted expert in the form-filling task.

External Services A cost calculating service provided by
an external website was used by one novice participant

in the form-filling task.

Final Reports In addition to it’s proposal documents, the
final report of a past project proved very useful for
one novice participant in the historical perspective and
cutting edge tasks.

Call for Proposals Proposals answering a specific call is-
sued by the funding body are subject to a stricter set
of requirements (for example, a recent call required
bid to demonstrate how their proposed research fitted
into an architectural framework outlined by the fund-
ing body) and so the call for proposals was an impor-
tant source of information for one expert participant
in the work-plan task.

The figures show that experts are more likely to consult
a wider range of information sources more often during pro-
posal writing than novices. However, the highest scoring
group of sources in each of the four tasks were corrobo-
rated by both novices and experts: institutional sources
score highest in the form-filling task; in the cutting edge task
the WWW sources score highest; in the historical perspec-
tive task both personal and WWW groups feature highly,
with personal sources just having the edge; finally, personal
sources score highest in the work-plan task by a wide mar-
gin.

In terms of individual sources, previous project proposals
were rated highly throughout the four tasks, second only
to recall and experience overall; this information source also
attracted many comments from participants. One such com-
ment seems to typify this trend: “look for related material
that could be used as a basis for the first draft”; predictably
therefore, the lowest score for this source was reported in
the cutting-edge task — what was on the cutting edge six
months ago has since become history so information for this
task will have to come from more up to date sources!

Participants reported different levels of information reuse
from previous proposals, ranging from looking at “similar
topic proposals to get an idea of current trends” and identi-
fying “key information to go in the Programme and Method-
ology section”, through reflecting on “style, good practice,
phraseology” as used for “successful vs. unsuccessful pro-
posals”, to cut and pasting “boilerplate text” and figures
(“what can I reasonably ask for a workstation? — grab fig-
ures out of recently accepted proposal”). One novice even
ranked previous project proposals as being a particularly
important source, even though none were actually available
to him at the time that he had produced his only EPSRC
proposal to date.

One expert who highlighted the importance of extracting
information from previous “successful proposals (not only
my own!)”, lamented that “the people with the most ex-
perience of writing project proposals are always the busi-
est” (and therefore less likely to be able to find time to an-
swer colleagues’ questions about their own proposals). To
help himself and his colleagues in future, he suggested an
intranet-based “pool of previous proposals from the research
group”. This notion was also independently put forward by
another (expert) participant, who drew parallels with cor-
porate memory systems.

2.2.1 Filling in the form
In this task, experts relied more on experience (presum-

ably they had more of it —“what I did last time”), and



a. Novice Scores.

b. Expert Scores.

Figure 1: Graphs showing scores given to each information source by both novice and expert participants
(each source has a maximum score of 10).

conducted many more personnel enquiries (this could be ac-
counted for by the fact that the staff costing duties usually
fall to the senior member of the project team i.e. the ‘ex-
pert’). Whereas novices did not use search engines at all
in this task, examples of search engine use from experts in-
cluded “checking that acronym for proposed project is not
in use” and “looking up project partner information”. It
is interesting to note that only experts reported using the
Je-S electronic application service, which likely reflects the
relative newness of this resource.

2.2.2 Reporting from the Cutting Edge
Novices relied more on experience in this task; rather than

place as much emphasis on this source, the experts consulted
a wider range of resources more often. Perhaps unsurpris-
ingly, the WWW group of sources were scored more highly
in this task than any other — participants’ comments re-

vealed that using these sources was the best way to uncover
the “major new initiatives” in project’s research area. A
number of recall- and experiential-based strategies (“using
stuff you know to find out stuff you don’t know”) for using
these resources came to light, including “looking at most
recent work of relevant authors and research groups”, fol-
lowing up “emails from friends, things heard in discussions
at conferences”, and “checking homepages for new material
from known experts”. One expert provided further insight,
noting that his personal recollection and experience acted
as “drivers to solve the problem”, leading to “extensive lit-
erature searches” using the WWW sources in an iterative
fashion against “a set of rules based on what is in the pro-
posal”.

2.2.3 Providing an historical perspective
One expert ranked digital libraries as “most important



for demonstrating historical context through references”, a
comment which echoes many of the other insights recorded
in this task. For example, one novice noted that she looked
at ECS intranet pages to assess “relevant expertise” from
within her research group, used a digital library to “follow up
references” from these pages, falling back to a search engine
to “track down electronic version of papers not in the digital
library”. Other participants adopted similar approaches:
using WWW sources to flesh out the “details of known”,
“fill out a bibliography”, or as an aid to “justify the starting
point for discussion”. An (expert) participant reported that
during this process he also took into consideration “who will
review, who will be on the panel?” when evaluating which
material should and should not be included in the proposal.
One novice writing a proposal for work in a different research
area to his own found himself “reinventing my past” through
targeted web searches for combinations of keywords to find
relevant papers.

2.2.4 Proposing a work-plan
Experts placed a greater emphasis on recall and experi-

ence in this task (presumably having a greater wealth of
experience to draw upon than novices). The experts also
scored the WWW group of information sources much higher
than the novices, although still less than in the cutting
edge and historical perspective tasks. Comments by par-
ticipants reveal some of the functions carried out by the
WWW sources: “check that new terminology I make up does
not have conflicting meaning in others areas”, “use search
engine to explore beneficiaries and dissemination routes”,
visit homepages of industrial sponsors to “cover their in-
terests”, cite relevant work on which methodology is based
— “as done by X evaluation”. Both novices and experts
also ranked their colleagues higher than in any other task.
One novice noted that she had talked over her work-plan
with a senior colleague to “get an idea of the feasibility of
the project in terms of goals and timing. An expert, on
the other hand, might seek to find out from a colleague the
“latest innovations in dissemination”.

2.3 Requirements for Supporting
Proposal Writing

In order to better inform computer-based support for the
proposal writing process, we extracted a set of requirements
that such systems should meet. Perhaps the most arresting
result from this investigation is the diverse range of informa-
tion sources participants interacted with during the proposal
writing process — our small study revealed regular use of
at least 16 different information sources during the process.
It is also clear that there is a great deal of complex inter-
action taking place between the author and these sources,
for example the (novice) participant that started her infor-
mation retrieval task by consulting intranet pages to assess
relevant expertise within her research group, moving to a
digital library to follow up useful looking paper references
from these pages, and then falling back to a search engine
to try and track down those papers that could not be ac-
cessed. Computer-based support for the proposal writing
task should therefore be able to handle multiple different
information sources.

In order to carry out the proposal writing task, authors
must necessarily contend with, and ultimately overcome, a
high cognitive overhead and ‘forced divided attention’ [21],

not only dealing with multiple different information sources
during the task but also having to switch between the dif-
ferent interaction mode of each source, e.g. picking up the
phone to call a colleague, firing off an email, or opening a
Web browser and surfing to any number of different loca-
tions. The fact that in our investigation experts consulted
more information sources more often could be interpreted
as authors becoming more attuned to this process as they
become more experienced at it, and that such skills must
therefore be learnt by novices. Computer-based support for
proposal writing should therefore also facilitate better man-
agement of these sources, for example, reducing ‘forced di-
vided attention’ by providing information at the author’s fin-
gertips in their chosen editing environment. This could also
include the leveraging of expert strategies to help novices
make their writing more effective — examples observed in
our investigation included considering who will be reviewing
the proposal (are panel members interests and/or research
efforts covered?) and using the WWW group of sources to
justify the proposed methodology where appropriate.

It is also clear from the investigation that there is a re-
quirement to support different information sources and us-
age strategies in different tasks: institutional sources scored
highest in the form-filling task, WWW sources in the cut-
ting edge task, personal and WWW sources in the historical
perspective task, personal resources in the work-plan task.
A further requirement for computer-based support is there-
fore the ability to provide informational services which most
closely match the task or subtask that the author is currently
engaged in.

A number of opportunities for information reuse are ap-
parent in the proposal writing task, the most obvious being
the wide range of strategies reported by participants in ex-
tracting useful information from previous project proposals.
A final requirement for computer-based assistance is there-
fore that the ongoing evolution of its information sources
should be supported. For example the output of one au-
thor’s proposal writing task — the finished funding bid, in
the EPSRC case the completed Je-SRP1 form and accom-
panying Case for Support — itself becomes a part of the
array of informational sources that the system subsequently
makes available to other proposal authors.

In summary, therefore, we have identified the following re-
quirements arising from our investigation of current practice
in project proposal writing:

1. Support a large, diverse range of information sources.

2. Manage these sources effectively.

3. Support the differentiated informational requirements
that arise from different tasks.

4. Facilitate the reuse of completed proposals.

3. REQUIREMENTS VS.
EXISTING APPROACHES

From our investigative work, we have established that the
defining characteristic of this problem domain is the syn-
thesis of information from a diverse range of sources. One
of the fundamental aims of the Semantic Web [3] is to pro-
vide homogeneous access to heterogeneous data: formally
specified ontologies codify agreed meanings across diverse



information sources, unifying them through a common lan-
guage model. In such an environment, computational agents
can unambiguously determine the meaning of a resource
and its relationship to other (meaningful) resources, thus
making the Web an environment in which software agents
and humans can make better (reasoned) use of the available
resources. The key components of the Semantic Web are
therefore (a) agreed models (ontologies) of the objects and
relationships contained in the information sources (b) for-
mally specified ontology languages for unambiguously codi-
fying these agreed models and (c) an annotation mechanism
for identifying (parts of) Web documents and other sources
with concepts from relevant ontologies. Semantic Web tech-
nology therefore makes a suitable base on which to build
a computer-based environment to support proposal writing
by specifically enabling the crucial requirement of proposal
writing — access to diverse information sources.

A number of efforts in this area have contributed to our
understanding of how Semantic Web technology can be used
to assist authors in carrying out different writing tasks.
ARIA [17], for example, supports email or web page au-
thoring based on a semantically annotated photo database.
By continuously monitoring the text typed by the author
against a domain ontology, ARIA recommends photos from
the database that seem appropriate to illustrate the var-
ious facets of the unfolding narrative. CREAM [9] helps
the writer produce the text itself, by dragging and dropping
knowledge fragments from an ontology browser into a text
editor — for example a dropped slot inserts a text rendering
of the slot value (with a link back to the source).

The potential research and commercial benefits of bring-
ing these knowledge-aware processes into the office arena
have not gone unnoticed. Microsoft Word, for example, is
the most commonly adopted product for authoring text doc-
uments [23]; authors can therefore adopt new knowledge-
aware extensions without learning a new production envi-
ronment and without sacrificing familiar features [24]. Se-
manticWord [23], a Microsoft Word-based environment, adds
several toolbars to the standard interface which support the
creation of semantic annotations in documents and tem-
plates according to selected ontologies (local or imported
from the Semantic Web). Annotations are “carried over”
in text cut/copy and paste operations, facilitating a level
of knowledge reuse between documents. SemanticWord also
offers a more proactive annotation feature which the author
experiences through the Microsoft Smart Tags interface: as
the author types the text content of the document, it is
processed by an information extraction component which
relates instances and values appearing in the text to ontol-
ogy instances and types, visually highlighting the matched
text in the document. Through the Smart Tags “action”
menu, the author can examine the highlighted entities and
convert them into semantic annotations.

Although provoking a range of reactions upon its release [12],
Smart Tag technology has also been adopted by other office-
based initiatives, including SemTalk [8] and OntoOffice [20].
As with SemanticWord, recognised concepts and instances
are highlighted with Smart Tags. However, the kinds of
action offered differs between systems: in SemTalk, for ex-
ample, the author can access and edit the underlying onto-
logical model; in OntoOffice, a search for context-relevant
documents can be initiated.

3.1 Summary of Shortcomings
Table 2 attempts to match the work described above to

the requirements that we have identified for computer-based
support for proposal writing: it is evident from this table
that there is no single system which meets every require-
ment.

Since each approach is ontology-based, with instances po-
tentially harvested from a variety of sources to populate a
range of different ontologies for use within the system, all
the approaches could potentially meet our first requirement
to support access to a large range of information sources. In
terms of management of these multiple sources however, we
can observe two main interaction approaches — CREAM’s
split screen interface allows authors to add information to
their document by dragging and dropping from ontology
browser to editor (and annotate their document by drag-
ging information in the reverse direction, from selected text
in the editor into slots in the ontology browser); the other
approaches use a suggestion-based mechanism based on the
recognition of concepts/instances as the user enters keystrokes
into the document. In the former case, the onus is on the au-
thor to initiate each interaction; the latter mechanism offers
a more proactive approach in which suggested information
or actions are presented as and when a suitable context is
detected (e.g. the author types a recognised identifier)4.
Of the suggestion-based approaches, ARIA and OntoOffice
seem most promising, since the recognition is used as a ba-
sis to offer further (in context) information (e.g. suggested
photos) and services (e.g. search document repository), that
is to assist the writing task, rather than simply to “minimise
the burden of annotation” [24] (e.g. convert recognised text
into a semantic annotation) or to enable validation and con-
sistency checks on the document.

Of all the approaches, it seems that only SemanticWord
could potentially provide support for the different informa-
tional requirements of different tasks by pre-preparing tem-
plates for each task. However, the scope of each template
extends only to specifying knowledge placeholders which will
be populated by authors creating documents based on that
template. All of the approaches except ARIA (which merely
produces an illustrated text) produce a knowledge-rich doc-
ument as output, from which ontological instances can po-
tentially be harvested for reuse by other authors.

4. WICKOFFICE
In response to the shortcomings of existing work described

in the previous section, we have focused our efforts on a de-
veloping a bespoke office-based solution: WiCKOffice. Fig-
ure 2 illustrates the features of this Semantic Web environ-
ment.

In order to properly model the multitude of different infor-
mation sources used by authors during the proposal writing
task, and hence be able to deploy it usefully in a computa-
tional environment, our scenario requires a number of on-
tologies. To understand and model what is being written
about, we define a research ontology to describe the stake-

4Of course, one of the drawbacks of this approach occurs
when the knowledge base is incomplete — in the worst
case, no terms are recognised and therefore no assisted writ-
ing services offered. SemTalk uses WordNet as an external
glossary to increase opportunities for recognition; Semantic-
Word uses NLP techniques to try and extract new instances
of existing concepts from sentences.



Figure 2: The generalised WiCKOffice knowledge writing environment.

Requirements
Range Manage Diff. Reuse

of Sources Sources Tasks Info.

ARIA • • · ·
CREAM • • · •

SemanticWord • ◦ ◦ •
SemTalk • ◦ · •

OntoOffice • • · •

• ◦ ·
Key: Strength ↔ Weakness

Table 2: Matching existing work to requirements for
computer-based support for proposal writing.

holders and activities who participate in research — the re-
searchers, their publications, research interests, conferences
and journals, and a subject ontology to describe the area in
which we wish to conduct research, the problems that we
wish to address and the methods, systems and approaches
which have been described in the literature.

The ‘design specification’ for the proposal writing task
itself — what needs to be written — is then modelled by a
document ontology to make explicit the semantic structure of
the proposal documents — the pages, sections, paragraphs,
forms, and fields. The type of information that the author
must enter into each part of this structure, is then captured
by a project ontology — the activity of undertaking work;
the ideas of work package, budget, personnel, milestones
etc. — and a proposal ontology — describing the objectives,
beneficiaries, funding call, and programme of activity for the
project.

Knowledge is managed by two knowledge-bases, both based
on the AKT 3Store platform [10]. The AKT knowledge-base
models the UK Higher Education computer science commu-
nity [15] (expressed using the AKT Reference Ontology[1]),
harvesting knowledge from multiple sources including home
pages and departmental web sites and currently storing in
the order of 10 million triples. This knowledge store is al-

ready utilised by a number of applications, perhaps most
notably CS AKTive Space [22].

A separate WiCK knowledge-base hosts the additional on-
tologies. Instances for the proposal ontology are acquired
from previous EPSRC project proposals; we envision Se-
mantic Web agents trawling digital library archives and au-
tomatically constructing and populating the subject ontol-
ogy. WiCK extensions to the Microsoft Office environment
utilise key computational knowledge services to assist the
writing task, and to update the knowledge-bases when the
writing task is completed (for example, new proposals be-
coming part of an “institutional memory”).

4.1 Current Prototype
Our modelling and development efforts to date, currently

in the third cycle of our iterative development approach,
have produced a coherent WiCKOffice environment in which
several knowledge services are available to proposal authors.
A knowledge fill-in service and knowledge recall service are
motivated by the need to provide timely and convenient ac-
cess to knowledge collated from multiple diverse sources,
which would otherwise have to be manually ‘looked up’ from
multiple sources on the institutional intranet and the wider
Web. A third service, in-line guidelines, also assists recall
by exposing guidelines and constraints captured from the
design specification (the EPSRC guidance notes) that are
relevant to the part of the proposal document currently be-
ing worked on, presenting them to the user via the Microsoft
Office Assistant interface (Fig. 3).

4.1.1 Filling in Forms
The knowledge fill-in service assists the author in filling in

the Je-SRP1 form. For example, the author can specify the
(partial) name of the Principal Investigator and instruct the
service to retrieve appropriate (in context) instances from
the knowledge-base to automatically fill in the remainder of
the required information.

The majority of the information required to provide an
assisted knowledge fill-in service for the Je-SRP1 form is
already provided by the AKT Reference Ontology (our re-
search ontology). However, leveraging this service is not



Figure 3: In-line guidelines presented via the Mi-
crosoft Office assistant.

as simple as filling each part of the form with an appropri-
ate instance selected from the research ontology — different
parts of the Je-SRP1 form “share” data about the same
concept. For example, information relating to the Principal
Investigator must entered in three different locations: sec-
tion 1B (page 1) requires the PI’s title, name, organisation,
department, and commitments to other projects; section 2B
(page 12) requires the PI’s name (for the proposal decla-
ration); and section 3B (page 13) requires the PI’s contact
telephone number, email address, fax number, etc.

We have therefore used Microsoft Office 2003’s new “smart
documents” feature to add semantic structure to the other-
wise unstructured Je-SRP1 template in the form of an XML
Schema derived directly from the document ontology. The
XML Schema identifies each ‘sub-form’ of the Je-SRP1 and
groups together related sub-forms (thus, for example, de-
scribing the fact that information about the PI is shared
by sub-forms 1B, 2B, and 3B). Each individual form field
is marked up with three attributes — the ID of the sub-
form to which the field belongs, a boolean value indicating
whether that field is a preferred search field (in the case
of the Je-SRP1, the PI’s first name and surname are good
search terms for a person instance in the research ontol-
ogy; knowing the PI’s title may not so helpful), and finally
a filled-in-by attribute which identifies the slot of the
matching knowledge instance which should be used to actu-
ally provide a value for the field.

When the author partially fills in a sub-form (Fig. 4a)
and presses the “Fill-In” button, the XML structure of the
document is consulted to determine which fields are part of
the current sub-form (and also which fields are part of other
sub-forms that share data with the current sub-form). Fields
in the current sub-form with an is-search-field attribute
value of true are then used by the knowledge fill-in service
to construct an RDQL query to extract matches from the
research ontology. In the case that multiple instances match
the query, these instances are presented to the author who
chooses the appropriate match. Finally, the filled-in-by

attribute is used to map the slot values of the returned in-
stance (which of course may originally have been harvested
from multiple sources) to each associated field (Fig. 4b).

We have already noted that the EPSRC, in conjunction
with several other UK research councils, has recently rolled

a. Author fills in partial details.

b. All sub-forms sharing data with current sub-form are
populated from matching instance.

Figure 4: Using the knowledge fill-in service to help
complete the Je-SRP1 form.

out its own assisted form filling system, the Je-S e-form5,
which provides some equivalent functionality to this service.
Provided that each party has previously registered their de-
tails with the system, the author can select the host organ-
isation, principal and co-investigators, referees and other
staff from checklists and then download a partially com-
pleted Je-SRP1 form which contains all the required details
of the selected parties, but still requires some unaided ‘man-
draulic’ effort to complete in full. By contrast, we believe
that the WiCKOffice approach of leveraging the function-
ality of multiple services operating over diverse knowledge
sources (including, but not restricted to, employee data and
information harvested from personal webpages and online
directory services) not only allows authors to be aided in
filling in all aspects of the Je-SRP1 form but also potentially
offers wider applicability (adding new types of form requires
only that form’s semantic structure be elicited according the
document ontology) than a data-based application.

4.1.2 Knowledge in the Right Place at the Right Time
The knowledge recall service assists the author in quickly

and conveniently recalling appropriate knowledge from the
research environment. Example (contextual) queries include
“what papers relevant to this proposal have been published
recently?”, or “what relevant projects has this person worked
on?”. In response to such queries, appropriate knowledge
from the knowledge-bases is selected and inserted directly
into the document in the form of ‘potted’ summaries.

5https://je-s.rcuk.ac.uk/



a. Name recognised as author types.

b. Available actions in Previous Research section.

c. Available actions for recognised text ”Wendy Hall” in
References section.

Figure 5: Using the knowledge recall service, via the
WiCKOffice Smart Tag.

As with the knowledge fill-in service, the AKT Reference
Ontology provides the majority of knowledge utilised by this
service. In the current implementation, given the name of
a recognised person, project or place, the knowledge recall
service assists the writer in recalling facts about it. We have
seen that recent incarnations of Microsoft Office already pro-
vide a mechanism for recognising terms and presenting avail-
able “actions” associated with that term to the user in the
form of Smart Tags. However, in the case of the Case for
Support document, the author’s information requirements
depend on the section or part of the document currently be-
ing worked on. For example, the author might expect that
typing “Les Carr” in the Previous Research section would
make available options to “auto-summarise” or browse those
facets of Les Carr’s previous research history most relevant
to the current proposal, whereas typing “Les Carr” in the
References section would make available options to insert
Les Carr’s most recent and relevant publications, and typ-
ing “Les Carr” in the Researcher Curriculum Vitae section
would make available options to insert a “mini CV” with in-
formation appropriate to the proposal (with links to knowl-
edge sources in each case). However, prior to the release of
Microsoft Office 2003, the actions made available through
Smart Tags have been static; Office 2003 allows the set of
available actions to be determined dynamically when the
author activates (clicks on) a Smart Tag [13].

An XML Schema derived from the document ontology is

again used to make explicit the structural semantics of the
Case for Support document. When the author activates
a WiCK Smart Tag by clicking on a highlighted term in
the text, the XML structure of the document is consulted
to work out which part of the document the text appears
in (e.g. Background, References) and the actions offered
by available services which are appropriate to the type of
knowledge required in that section are presented (Fig. 5).
We therefore describe this service as providing knowledge
in the right place (i.e. appropriate to the author’s current
location in the document) at the right time (when a name of
a recognised person, place or project is typed by the author).

4.2 Planned Future Services
Two further knowledge-based services are currently under

development within the project proposal writing scenario.
Using an appropriate proposal ontology, an augmented ex-
perience service provides the author with access to the “in-
stitutional memory” of previous research proposals, thereby
augmenting the author’s own experience of proposal writ-
ing (“what works? what doesn’t work?”). For example, the
author is assisted in evaluating the most important benefi-
ciaries of the proposed research by being shown the benefi-
ciaries put forward by other proposals (with an indication
as to whether those proposals were subsequently approved
or otherwise).

An assisted writing service attempts to assist the author
in making higher-level decisions about relevant content to
include in the proposal by suggesting appropriate instances
from the subject ontology (for example, relevant projects,
papers, resources) based on both the writing context and the
text that the author has already written. For example, this
service could use an internal bibliometric reasoning engine
to detect that although the author has referred to a number
of knowledge acquisition-related projects in the Background
section6 of the Case for Support, one statistically significant
project has not yet been mentioned, and so offer to create
a summary of the project from the relevant instances in
the knowledge-base (gathering details of key personnel and
publications) and insert the information into the appropriate
sections of the Case document. Alternatively, by reasoning
over a scholarly ‘claim space’ such as that facilitated by
ScholOnto [16], the service could help the author formulate a
convincing argument by providing access to, and ultimately
inserting a summary of, selected claims in favour of and
opposing the author’s position.

4.3 Evaluation Against Requirements
Although the current WiCKOffice prototype represents

only the first steps along the road to supporting a very com-
plex process, our work to date already compares favourably
to the requirements that we extracted from the results of
our investigation of current practice. WiCKOffice’s primary
knowledge base, the AKT Triplestore, harvests its knowl-
edge from a diverse range of information sources; WiCKOf-
fice subsequently supports the effective management of these
sources through the integration of toolbar and Smart Tag ex-
tensions with the popular writing tool Microsoft Word. To
date these integrations include the toolbar-activated inline-
guidelines and knowledge fill-in services and the Smart Tag-

6Guidance notes: “Demonstrate a knowledge and under-
standing of past and current work in the subject area both
in the UK and abroad.”



based knowledge recall service which allow authors to pull
appropriate information from the knowledge base into the
document.

By combining explicit descriptions the semantic struc-
ture of the proposal documents with dynamic Smart Tags,
WiCKOffice is also able to support the different information
requirements that arise from different tasks, even if those
tasks are carried out within the framework of a single docu-
ment, as with the Case for Support where the cutting-edge,
historical context and work-plan tasks produce different sec-
tions of the document. Whenever a service inserts informa-
tion into the document (for example, the knowledge recall
service inserting a list of recent publications from a named
author), appropriate knowledge markup is also inserted be-
hind the scenes [5]. This markup, in conjunction with the
document’s explicit semantic structure, means that when
the proposal is ultimately completed and submitted to the
EPSRC for consideration, the knowledge can also be ex-
tracted and asserted into the triplestore for subsequent use
by other authors.

5. CONCLUSIONS AND FUTURE WORK
Semantic Web activities are beginning to build large, flex-

ible knowledge stores which can be leveraged for diverse
purposes within an organisation. This paper has reported
the latest efforts of a project which aims to assist authors
in creating and re-using knowledge-rich documents within
such an environment, specifically the preparation of a fund-
ing proposal. We have carried out an investigation to as-
sess current practice within our department, and used the
findings to inform a list of requirements for computer-based
support for this task. The most arresting feature from this
investigation was the diverse range of information sources
that participants interacted with during the proposal writ-
ing process; there is a clear requirement therefore to support
a large, diverse range of information sources. Furthermore,
computer-based support for the proposal writing task should
also assist the author in managing the complex interactions
between these sources, increasing the author’s effectiveness
by minimising ‘forced divided attention’. The investigation
also revealed that there is a requirement to support different
information sources and usage strategies in different tasks:
each of the four different writing tasks that we identified
within the proposal writing process showed a different pat-
tern of information access. Finally, we observed a num-
ber of opportunities for information reuse in the proposal
writing task, the most obvious being the range of strate-
gies reported by participants in extracting information from
previous project proposals. A final requirement therefore
is that computer-based systems facilitate this evolutionary
reuse cycle.

We have taken the first steps in integrating an office envi-
ronment with knowledge-aware services to demonstrate how
these requirements could be successfully met. Although we
have yet to carry out a user evaluation of this proof of con-
cept, as a case study in the application of Semantic Web
technology to a specific business process it exercises the tech-
nologies very well, requiring:

• A widely applicable knowledge model.

• A fully populated, well maintained and evolving knowl-
edge base.

• Appropriate and effective high level knowledge ser-
vices, inferences and measures of trust.

• A familiar user interface to facilitate users in assisted
knowledge creation.

The knowledge base we have leveraged within our writ-
ing environment is large (if incomplete), but without it,
the requirements that we have established for building a
computer-based system for supporting the proposal writ-
ing process from the ground up would be far too resource-
intensive to justify; this work therefore gains much benefit
from an existing knowledge store (in this case, the AKT
Triplestore) and its established knowledge engineering pro-
cesses (information harvesting etc.).

Our future work plans, aside from continued implemen-
tation of our integrated office environment, include a more
detailed focus on the processes and mechanisms by which
the knowledge provided by the AKT and WiCK knowledge-
bases can be updated and maintained as more and more
research proposals are produced. We also plan to carry
out a systematic user evaluation using the participants of
our initial fact-gathering investigation. Lastly, we are also
working on a writing methodology for creating more com-
plex, knowledge-rich documents such as multi-faceted Web
sites and hypertexts.
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