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Purpose

The purpose of the Linking Repositories study was to conduct research to identify appropriate sustainable technical and organisational models to support the development of end-user oriented services across repositories.  The work covered four overlapping strands: user and community requirements, roles and responsibilities, technical architecture and infrastructure, and business and management models.

Design/methodology/approach

Interviews, focus groups and a questionnaire were used to elicit the knowledge held.  This information was combined with a literature review and reported alongside the proposed models derived from an analysis of the information gathered.

Findings

Five distinct groups of end-users were identified and their respective roles and responsibilities identified. Relevant services to serve these groups were also identified and a services model constructed showing the relationships between them.  An aggregation model is proposed to support technical development.  A range of business models are suggested, each of which may be applicable in different circumstances.

Research limitations/implications

The models contain a series of recommendations for subsequent research and testing to establish the relative merits of the models proposed and develop these further.

Practical implications

The technical model in particular makes a number of practical recommendations for how repositories need to be structured so as to best support end-user services.  These are complementary to recommendations on repository management.

Originality/value

The research reported in this paper represents a consolidation of views reported previously, and a novel analysis of this information to assist in taking repository service development further.
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Introduction

The UK’s Joint Information Systems Committee (JISC) [1] is a major funder of development projects in the UK to investigate the use of information and communications technology (ICT) within education and research.  A number of JISC-funded development projects and programmes in the early part of this decade made use and highlighted the value of digital repositories (e.g., Awre, 2005 and Jeyes, 2005), leading to the launch of a Digital Repositories Programme [2] in 2005.  The Linking UK Repositories study was funded by JISC in December 2005 [3] within this Programme to identify appropriate sustainable technical and organisational models to support end-user oriented services, those presenting a user-facing interface, across institutional and other digital repositories, primarily those exposing content on open access, within Higher and Further Education.  The study was further tasked with investigating the issues that the development of such services would need to consider and address.  The study ran over a five-month period and reported to the JISC in May 2006: the full report is available via the JISC website (Swan, 2006).

This article presents an overview of the issues addressed by the study and its subsequent findings, focussing particularly on the technical model proposed to support the development of end-user oriented services.  As required by the invitation to tender, the study took a broad perspective of the issues that service developments are likely to face within four overlapping strands:

· User and community requirements

· Roles and responsibilities

· Technical architecture and infrastructure

· Business and management models

In order to address these strands the digital repository community was consulted at length through interview, questionnaire and focus group to gather current thinking and concerns about the development of user-oriented services: the growing body of literature on digital repositories was also consulted (see the full report for a bibliography).  In addition to specific cross-repository components and services, much of the information gathered related to what repositories themselves need to do in order to maximise their exposure: these include issues of metadata, the interfaces presented and the overall architecture that individual repositories and associated services sit within.

User and community requirements

Five groups of users were identified as having a close or connected role in the development of user-oriented services across repositories.  Each group has their own set of requirements.

· Repository managers: as managers of individual services, repository managers will be concerned to facilitate services onto their own repository, for both internal and external purposes.  Where there are multiple repositories in existence within an institution it may be beneficial for services to be delivered across these repositories.  Similarly, in an external environment, for example for open access, services across repositories may be the most effective means of achieving the goals of each individual repository.  Repository managers have needs ranging from the non-technical, for example building a business cases for repositories and IPR guidance, through to the full range of technical issues involved in managing digital content.

· End users: as searchers end users require resource discovery tools and value-added content.  As content providers they first need somewhere to deposit their work so they can then take advantage of related cross-repository services, potentially involving peer review, citation and other statistical services and possible technical services to help add value to or manipulate the repository content.

· Aggregators: these ‘users’ are services in their own right and, by default, draw together metadata and/or content from across different repositories.  For effective presentation or use further upstream, aggregators primarily need accurate and adequate metadata to work with.

· Meta-users: this group includes those end users who have an indirect need to gather information on repository use.  They include research funders, employers, economists and others wishing to analyse how repositories are being utilised.  Their primary need is thus for analysis and other statistical services.

· Entrepreneurs: this group includes those who will build services across repositories.  They are not necessarily commercial, but it is important to consider both public and commercial possibilities in the delivery of relevant services.  The study proposes that they will most likely build their services upon appropriate aggregations.

On the basis of the needs highlighted in the user requirements analysis a services model has been developed.  This captured the identified needs within four layers of interconnected services, as presented in Figure 1.
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Figure 1. The Linking UK Repositories services model

The ingest services layer contains both technical and non-technical services to cater for the needs of repository managers and content providers.  These services are involved in facilitating the creation of repositories and addressing the issues of gathering content within them.  They include technical organisation services to help build or host repositories as well as advisory services on other aspects of ingest: these may include services such as a file format registry, format conversion services and name authority services.  The data layer is not made up from repository-related services per se, but rather the repositories themselves, encompassing all forms of collections of digital content.  In including these two layers the study recognised that in order to develop end-user oriented services across repositories you must first have repositories: whilst repository development is ongoing, it is not yet widespread enough to act as a stimulus for subsequent upstream services.  The aggregator layer meets the needs of content aggregators, providing the ability to bring repository content together to provide a stable platform upon which subsequent user-oriented services can be built.  The output services layer is where these end-user oriented services are located, meeting the needs of end users as searchers, meta-users and entrepreneurs.  Examples of such services include resource discovery, preservation, research assessment and monitoring, publishing (including overlay journals), and meta-analysis/statistical services.  Although not a separate layer in itself there is also a role for technology transfer services in advising on the development of output layer services.

The value of metadata in enabling the development of services across these layers has been mentioned already.  In order to maximise the value of this metadata it is proposed that metadata creation and enhancement services be made available to facilitate the aggregation services that bring the metadata together.  There is value also in applying these metadata services to the ingest and data layers, as metadata management can, and does, take place at the level of individual repository.  However, the study particularly highlighted the benefit of applying these services at a an aggregated level, particularly where it is not feasible for individual repositories to implement them locally.  Potential metadata enhancement through text or data mining also requires large bodies of metadata, making it most viable at a level above individual repositories.

Roles and responsibilities

In proposing the services model in Figure 1 the study recognised that many of the proposed services already exist in some shape or form within the UK or elsewhere.  However, how these are organised and developed further is key to enabling the model as a whole.

Individual institutions already undertake and provide a number of services themselves.  Many build their own repositories, dealing with relevant digitisation and IPR issues as required, for example.  Aggregators exist to pull the metadata together, and they then provide resource discovery services on top of these.  These services tend to sit in isolation of each other, however, preventing a coherent view across the repository landscape.  Three areas of development are required to enable this coherent view.

· There needs to be a clear recognition of what is best provided by individual repositories and what is best provided at level across the educational sector.  Within the UK the JISC has an established reputation for providing sector level services where this distinction has become apparent, and this role will be essential for developing user-oriented services across repositories.  Within the services model proposed there are a number of possible options for sector level development.  These particularly include the advisory services that can create the momentum of getting institutions up to speed, but also the technical services that can support institutions in their efforts: the ingest services mentioned earlier, the metadata creation and enhancement services, and many of the analytical output layer services, not to mention generic infrastructural components such as authentication.

· There needs to be scope for innovation.  Whilst there are a number of output layer services available already, there has been a relative dearth of ideas of how to extend and explore this area further.  Where appropriate aggregations can be provided innovation needs to be stimulated to build on these in new ways.

· There needs to be a link between the two previous points, so that ideas that come out of innovative projects can be turned into services that can benefit both individual institutions and the community as a whole.

As indicated above, there is also a need at both institutional and sector level for agreement and effort on the generation of quality metadata that can feed through the model and the services proposed.  Further consideration of potential roles is given in the section on business models later in this article.

Technical architecture and infrastructure

Examining the issues that underpin the development of services across repositories from a technical perspective, it was clear that many of these exist at the repository level as well as at the level at which end-user oriented services will be developed.  Hence, although services may face these issues, it is unlikely that they will be able to address them alone.  Communication between repositories and aggregators/service providers and a clearer sense of the use cases involved are required to enable full technical implementation of end-user oriented services.

An aggregation model

An aggregation model (see Figure 2) is proposed to support the development of end-user oriented services.  This model builds on previous recommendations of harvesting (Swan, 2004) using the Open Archives Initiative Protocol for Metadata Harvesting (OAI-PMH) [4] as the preferred technical approach.  However, the breadth of potential content within open access and other repositories requires both a closer examination of OAI-PMH’s capabilities and a consideration of alternative or additional standards and technologies that might be used to achieve similar ends.

Aggregations bring metadata and potentially also content together as a basis for end-user services and avoid the need for services to have to deal with many individual repositories.  Aggregations offer greater control over the data by the service because it is in one place, so the basis from which they can work is a stable one: full control over the metadata and content, though, remains with the originating repository.  Regular aggregation permits efficient and up-to-date access for end-user oriented services to build on.  Most valuably, aggregations allow re-factoring of the metadata/content to make it better suited for supporting end-user services than working across individual repositories: this re-factoring might include enhancing the metadata through services such as those described earlier.
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Figure 2. Linking UK Repositories aggregation model

Metadata and content

At the heart of all end-user oriented services across repositories is good quality metadata about the digital content within the repositories.  Automated generation of metadata in all its forms is an area requiring additional activity, but it is also valuable to consider where metadata might be sourced from if it is has been generated by a third party.  Generation should lead where possible to the creation of a rich base metadata record that can be used by a repository internally whilst acting as the basis for externally-facing metadata formats for exposure to aggregators.

The exposure of digital content for aggregation, though technically possible through the use of packaging standards such as MPEG-21 DIDL (Bekaert, 2003) and IMS Content Packaging (Magee, 2002), remains less widely understood than exposure of metadata.  There is a need to model exactly what we wish to do when exposing content so that the technology eventually employed best suits these requirements.  A modelling approach will also be of value in determining the use and granularity for assigning identifiers to digital content and relevant sub-components so that aggregators/end-user services can clearly identify what they are working with.

Repository interfaces

OAI-PMH is used extensively to facilitate access across repositories through OAI service providers.  But it is not often used to its full extent.  The use of sets and other protocol containers can enhance its value and allow service provider aggregations to better focus what they can offer end-user oriented services.  In addition to OAI-PMH, RSS [5], ATOM [6] and web crawlers also offer aggregation capabilities.  RSS and ATOM newsfeeds are mini-aggregations in their own right from individual repositories, whilst RSS/ATOM readers act as aggregators for newsfeeds from many repositories.  Web crawlers aggregate available web page information, and quite often other formats as well nowadays, and present this usually through web search engines.  These two alternative approaches offer different paths to enabling an aggregation upon which end-user services can be built.

Aggregation and end-user services

Once compiled, aggregations can act as the basis for metadata generation and/or enhancement, and offer a more viable option for the processes involved through economies of scale.  Aggregations themselves currently offer their own interfaces as end-user oriented services.  However, the study proposes that they should rather provide a range of machine interfaces on which end-user services to be built.  This may involve re-exposure via OAI-PMH, RSS/ATOM or via a web crawler for further aggregation.  Once exposed through an end-user oriented service, though, there should always be access back to the originating repository so that additional functionality can be offered and full content sourced.

Architectural approaches

The three main components of the aggregation model are repositories, aggregators and end-user oriented services.  Repositories are likely to be independent of aggregators: services, though, are often closely associated with aggregators, though there is an increasing shift to separating these two (e.g., through Web 2.0 approaches).  A shift toward viewing the three components as services can facilitate a move towards a service-oriented architecture that can provide maximum flexibility in how the components are implemented.  Two specific instances of how the components can be linked are the adore (Van de Sompel, 2005) and CORDRA (Jerez, 2006) initiatives.  Both promote the concept of exposing as rich a metadata set as possible to facilitate aggregation and the development of end-user services across repositories.  aDORe has practically demonstrated many of the CORDRA concepts and both can benefit future development.

The three main architectural components cannot sit in isolation, however.  Intermediary shared infrastructure, abstracted out from individual repositories where there is a better case for providing such services at the sector level, can be called as required and used to assist with combining them: examples include authoring tools, bridging services, identifier infrastructure, and metadata generation services.  As with repositories, aggregators and end-user oriented services, integrating the shared infrastructure as part of a wider service-oriented architecture will enable flexible interaction as required.

Business and management models

In planning any range of services there needs to be a clear case and basis for building them.  The study proposed five potential business models that can be considered.  Different business models will be needed across the full range of services proposed as no one model suits all.

· Institutionally supported: this is appropriate for those services that are best positioned within the institution.  These will include repositories themselves, local digitisation services (though these could be made available under other business models as well), and aspects of preservation and metadata creation.

· Publicly funded: as indicated in the section on roles and responsibilities, advisory services are best provided at the sector level.  They could thus be supported through public funding (through the JISC in the UK) or supported directly by the broad education community under this or the next option.  Technical services that can serve the whole educational sector can also be considered under this business model on a similar basis.

· Community supported: this business model draws in non-public bodies that make up part of a specific community, quite often a subject-based one.  These communities can support their own repositories, as well as potential aggregators and a range of output services.

· Subscription supported: Where it is not feasible to generate support from across a community or sector through central coordination, some aspect of subscription may be appropriate to sustain support for sector level services.  These may include resource discovery and preservation and be predominantly based in the output services layer.

· Fully commercial: the fully commercial model can potentially be applied to almost all the services proposed.  Nevertheless, greatest value would appear to sit with output services and those that are more user-oriented.

Recommendations

A set of recommendations emerged from the study for the sector to take forward.  Although the study focused on the needs of the UK, its applicability and potential for the development of appropriate services extend beyond this.  The JISC is committing to exploring the issues further through calls for proposals in September 2006 and April 2007 and it is hoped other countries will do likewise.

1. The research community should be engaged to encourage the wider establishment of repositories in HE and FE.

2. Channels of communication with repository managers should be opened, and the establishment of a community encouraged.

3. Similarly, an interface between the JISC and actual or potential service providers should be established to enable end-user oriented services to be developed in a coordinated and directed way.

4. Developments of repositories, aggregators, end-user oriented services, and intermediary services should move towards a service-oriented architecture.

5. Development of end-user oriented services should include an element of investigation of how information presented through them will be used to help guide development.

6. Additional means to generate metadata using automatic means are required with some urgency.

7. Further attention to identifiers and necessary resolution systems should be undertaken.

8. The potential use of RSS and ATOM should be investigated as additional standards to OAI-PMH for use in aggregating metadata and content, alongside an investigation of how web crawler aggregations can be used most effectively by repositories and prospective end-user oriented services.

9. Future work to develop aggregators and/or end-user oriented services should include an element of communication and involvement of repositories from the outset to prevent developments taking place in isolation and preventing effective outcomes.

10. The ongoing development of a set of repository services will require publicly funded input, and that this should be planned for within the JISC.
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Notes

1. Joint Information Systems Committee (JISC), http://www.jisc.ac.uk/
2. JISC Digital Repositories Programme, http://www.jisc.ac.uk/programme_digital_repositories.html
3. JISC ITT: Linking UK Repositories Scoping Study, http://www.jisc.ac.uk/index.cfm?name=funding_repositoryservices
4. Open Archives Initiative – Protocol for Metadata Harvesting, http://www.openarchives.org/OAI/openarchivesprotocol.html
5. RSS, http://en.wikipedia.org/wiki/RSS_file_format 

6. ATOM, http://www.atomenabled.org/
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