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ABSTRACT 

 

This thesis explores and quantifies the associations between socioeconomic variables and 

environmental metrics.  Remotely sensed satellite data is often used to monitor environmental 

conditions.  However, it is less frequently used for socioeconomic purposes.  Several studies 

have attempted to use remotely sensed data to monitor socioeconomic conditions in urban 

areas.  Non-causal associations between poverty and development and environmental 

conditions are frequently found in the scientific literature for rural areas of developing countries.  

This research uses environmental metrics derived from remotely sensed imagery from an Earth 

observation satellite to explore if associations, similar to those in the literature, can be found for 

extensive spatial areas.  If non-causal associations can be found between census-based 

socioeconomic variables and remotely sensed environmental metrics it may be possible to use 

remotely sensed imagery as a limited, but valuable source of information regarding 

socioeconomic conditions of rural communities.  Socioeconomic data is collected in national 

census datasets at the household level.  However, this fine spatial resolution means that it is an 

expensive process and is typically only conducted once every 10 years.  This coarse temporal 

resolution limits the relevance of census data for planning resource allocation by governments 

and targeting development assistance, especially in rapidly changing economies.  Therefore, 

the increased temporal resolution that remotely sensed imagery offers over the traditional 

ground survey methods may provide a way of increasing the understanding of information 

available to policy makers for monitoring socioeconomic conditions. 

 

An extensive area of Assam in northeast India was used as a case study to explore the 

associations between socioeconomic variables derived from the Indian national census and 

remotely sensed environmental metrics derived from Landsat Enhanced Thematic Mapper Plus 

(ETM+) data.  Field work first identified; (i) two socioeconomic variables that appeared to be 

associated with poverty which were female literacy and participation in economic alternatives to 

agricultural work, and; (ii) a series of land cover types that appeared to be associated with broad 

level socioeconomic conditions.  Cloud and transparent cloud cover were removed from satellite 
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data prior to an object-based land cover classification which defined nine land cover types 

identified as having potential associations with poverty in the literature and a field work study.   

 

Socioeconomic and environmental data were integrated at the village level prior to statistical 

analysis.  No village boundary information was available and therefore, research aimed to 

identify the most appropriate method of approximating the village boundary using Thiessen 

polygons and several radial buffer zones.  Statistical analyses were conducted to explore; (i) the 

associations between female literacy and economic alternatives to agricultural work and several 

environmental metrics, and; (ii) which village boundary approximation provided the lowest AIC 

model fit statistic.  Logistic regression and generalised autoregressive error models explored the 

associations between socioeconomic conditions and environmental metrics on a global level.  

Geographically weighted logistic regression was also used to explore the spatial variation in the 

associations.  

 

Findings indicated that significant associations exist between female literacy and economic 

alternatives to agricultural work and remotely sensed environmental metrics.  Many of the 

associations identified could be interpreted meaningfully in relation to both the understanding 

gained from field observations and in relation to generally accepted associations in the 

literature.  Thus, the quantitative findings of the research were in keeping with expectations and 

research hypotheses, lending credibility to the associations observed by other researchers.  The 

methods used here could be developed further and the increased temporal resolution that 

remotely sensed imagery offers over the traditional ground survey methods may, in the future, 

increase the relevance and understanding of information available to policy makers for 

monitoring socioeconomic conditions. 
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Chapter 1: Introduction 

 

All materials on the Earth’s surface reflect, absorb, transmit and emit electromagnetic radiation 

in varying amounts dependent on wavelength (Short 2010).  Remote sensing is the science of 

obtaining information about the Earth’s surface using data acquired remotely from satellite and 

airborne sensors (Campbell 2002; Lillesand et al. 2004).  Data obtained from satellite remote 

sensing can be used for acquiring environmental data for extensive areas of the Earth’s surface 

at fine temporal and spatial resolution which would not be possible from other sources such as 

ground data collection.  Consequently, satellite remote sensing has become a key component in 

monitoring environmental change particularly across areas with large spatial extents.  Research 

has demonstrated the potential use of remotely sensed satellite data for monitoring 

socioeconomic conditions in urban areas (Section 1.4).  Equally, remotely sensed satellite data 

could be uniquely placed to provide vital information on socioeconomic conditions, poverty and 

development for rural locations of developing countries.       

 

This chapter gives a brief overview of the important issues surrounding poverty and its impacts 

on society, the current methods used to monitor poverty, and the uses of remote sensing for 

monitoring socioeconomic conditions in urban locations.  These introductory concepts form the 

basis for the research aims.  A more detailed theoretical basis for this research is presented in 

Chapter 2 along with specific research objectives required to achieve the research aims.       

 

1.1 Poverty in rural areas of developing countries 

 

Poverty is often described as a lack of income and resources required for an individual to fulfil 

their position in society.  Put simply poverty translates as when people are unable, for various 

reasons, to access income, education, health and other resources that would enable them to 

perform the tasks expected of them (Jesuit and Smeeding 2003; Kanagawa and Nakata 2008; 

Townsend 2004; World Bank 2000). 
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It is estimated that 70% of the poorest people on Earth (living below the poverty line of less than 

$1.25 per day) live in rural areas (IFAD 2011).  The inhabitants of rural areas in developing 

countries are often reliant on small holder agriculture and are highly vulnerable to climatic and 

environmental changes (Cutter et al. 2000).  Chakraborty et al. (2005) highlighted that; “higher 

levels of vulnerability are correlated with higher levels of poverty…” (p. 24).  The spatial 

distribution of rural poverty in developing countries is often clustered and this has led to 

suggestions that government resources and poverty alleviation should be spatially targeted 

(Bigman and Srinivasan 2002; Jalan and Ravallion 1996; Ravallion and Wodon 1997).  Despite 

these suggestions monitoring of socioeconomic conditions and poverty alleviation strategies are 

often targeted at broader spatial scales such as the state. This is because it can be very 

expensive and time consuming to collect statistically representative data at finer spatial scales 

(Bigman and Srinivasan 2002).  

 

1.2 Socioeconomic data for monitoring poverty and vulnerability 

 

The data on socioeconomic conditions of rural populations which are vital for poverty monitoring 

and the development of poverty alleviation strategies are often derived from national censuses 

(Chakraborty et al. 2005; Clark et al. 1998).  A census is the collection of core demographic 

data about individuals in a country.  Censuses are conducted primarily to enable governments 

to allocate resources, evaluate previous policies and monitor longer term trends (Gregory and 

Ell 2005; Rindfuss and Stern 1998; UNSD 2008a).  A census can also provide information for 

international bodies, such as the United Nations and the World Bank, to design poverty 

reduction strategies, monitor a country’s progress towards the Millennium Development Goals 

(MDGs) (UNDP 2003) and identify areas that could slide into poverty because they are 

vulnerable to climatic changes such as increased flooding (Hutton et al. 2011; Thomalla et al. 

2006).   

 

There are several issues relating to census design, methods of collection and publication which 

can limit the use of the data collected for policy creation and academic research.  Census 

enumeration is conducted during pre-defined time periods (Johnston et al. 2000; UNSD 2008b).  

The regular time intervals of census collection (typically every 10 years) enable detailed 
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analysis of spatial and temporal population trends (Gregory and Ell 2005; Jones 1990).  

However, census publishing times can range from two years (Martin 2007) to four years 

(Census of India 2007).  The typical 10 year time interval between enumeration periods, in 

addition to data publishing times, can limit the usefulness of census data for monitoring and 

planning purposes.  Increasingly mobile populations and dynamic changes in population 

structures and characteristics have led some to argue that census data are accurate only on the 

date of collection (Shearmur 2010) and short term demographic changes could be missed as a 

result (Rigg 2006).  The time lag for data collection could therefore have negative impacts on 

the use of census data for use in poverty alleviation strategies, monitoring the MDG and 

assessing populations vulnerable to climatic changes.  For example, Cutter and Finch (2008) 

found that social vulnerability to natural hazards can vary spatially and temporally.  Therefore, if 

vulnerability assessments are based on census data they may provide incorrect results and 

translate into inefficiencies in government resource allocation.   

 

The increasing costs of undertaking a census combined with other influences such as political 

instability and natural disasters, have led to several countries in sub-Saharan Africa postponing 

enumeration (Leete and Mubiala 2003).  The political and military instability in Sudan led to a 

gap of more than 15 years between the census in 1993 and the next one in 2008 (UNFPA 

2007) and the last census conducted in Angola was in 1970 (Tatem and Linard 2011).  

Furthermore, the Canadian government proposed the end to the ‘long form’ census which is 

sent out to a 20% sample representative of the general population partly because it was too 

costly (Shearmur 2010).  Alternative methods have been sought to ensure national datasets 

continue whilst costs are curtailed.  Pommier (2003) suggested the continual collection of 

census information over a 10 year period.  This has been adopted in France, where a 

representative 10% sample is taken each year (Desplanques 2008; INSEE 2010).  Alternatively, 

continually updated national population registers are used in Denmark instead of a population 

census.  Despite these alternative methods costs for continual enumeration and population 

registers are still likely to be too large for many developing nations (Leete and Mubiala 2003).  

Therefore, gaps will continue to appear in the census time series, which can affect the 

subsequent use of the data for government policy and academic research.   
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In an attempt to address the issues highlighted above, methods to update and add to the 

information contained within a census have been developed.  Sample surveys such as the 

Demographic and Health Surveys (Measure DHS 2011) use census population statistics to 

target a representative sample of the population.  Since these surveys have smaller sample 

sizes than the census they are able to collect more detailed information about specific variables 

of interest (such as health indicators over smaller scales).  Methods have been developed, such 

as small area estimation (Rao 2003) and micro-level estimation (Elbers et al. 2003), to combine 

the detailed information in sample surveys with the census to provide estimates across entire 

countries.  This means that demographic information can be spatially and temporally updated 

between census enumeration periods.  However, sample surveys often have to be conducted 

close in time to the census to ensure that the sample used is statistically representative of the 

population.  Consequently, the accuracy of sample surveys used for small area estimation and 

micro-level estimation may decrease with time. 

 

1.3 Potential uses of remotely sensed data for monitoring poverty and 

development 

 

The census and sample survey limitations discussed above have, in the past, led to suggestions 

that remotely sensed data could be used to supplement census data during intercensal periods 

(Brugioni 1983; Morrow-Jones and Watkins 1984) or when ground data collection is not feasible 

(Crews and Walsh 2009; de Sherbinin et al. 2002).   

 

1.3.1 Population mapping using satellite sensor data  

 

Several studies have combined census and remotely sensed data to provide spatially 

disaggregated information on population that are otherwise not widely available from published 

census data.  Population density has been estimated by combining remotely sensed night time 
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lights data1 and population counts from the census (Pozzi et al. 2002).  Two other global 

population products, Landscan and GRUMP combine population data from national censuses 

with remotely sensed data sets.  The Landscan data product estimates the total population in a 

grid format using data sets such as road proximity, slope, land cover and night-time lights 

(Dobson et al. 2000).  The Global Rural-Urban Mapping Project (GRUMP) provides urban 

population and extent information at the global scale which was built using a range of data sets 

including night-time lights (Small et al. 2005).  Finally, the Afripop (www.afripop.org) data 

product provides data on human population distributions using textural and optical remote 

sensing products in combination with the finest spatial resolution national census data sets 

available (Tatem et al. 2007).  A product providing similar human population distribution data for 

Asia (www.asiapop.org) is also being produced using similar methods to those used for the 

development of the Afripop product.  

 

1.3.2 Remote Sensing for socioeconomic purposes 

 

As well as being used for population mapping, remotely sensed data have also been utilized in 

studies examining socioeconomic conditions.  When attempting to predict residential quality in 

Sydney Australia, Forster (1983) found that remotely sensed environmental factors yielded very 

similar results to separate models using economic data from land registers.  These results 

suggested that remotely sensed environmental information could be used as a valuable tool in 

predicting residential quality when economic data were not available.     

 

Since the research by Forster (1983) several studies have explored further the potential of 

remotely sensed environmental data for predicting Quality of Life (QOL) measures in urban 

areas.  The remotely sensed normalised difference vegetation index (NDVI)2, a measure of 

vegetative greenness that is associated with vegetation health, was found to be an indicator of 

higher incomes in Georgia, USA (Lo and Faber 1997).  Increases in the amount of vegetation 

between 1975 and 1992 detected from remotely sensed satellite imagery of Detroit, USA was 

                                                      

1 For introduction to Night-time lights see Doll (2008) 

2 For an introduction to NDVI see Weier and Herring (2011). 
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found to be an indicator of urban areas with the highest incidences of poverty (Ryznar and 

Wagner 2001).  Mennis (2006a) found that NDVI was an indicator of lower population density in 

Denver, USA.  A principal component analysis of QOL and environmental metrics revealed that 

environmental data (greenness, impervious surfaces and temperature) had the same 

capabilities of predicting income as a factor describing income derived from the census (Li and 

Weng 2007).  Similarly, an exploratory study by Avelar et al. (2009) found that remotely sensed 

imagery could be used to partially identify rich and poor regions of Lima, Peru.   

 

Remote sensing cannot feasibly be used to replace the census entirely because it is not 

possible to acquire all information required for government monitoring of socioeconomic 

conditions from imagery alone.   However, Ogneva-Himmelberger et al. (2009) stated that; “if 

the relationship between environmental and socioeconomic conditions were understood, 

practitioners, and policymakers could develop an understanding of the geographic distribution of 

social well-being and quality of life based on a map of vegetation [or land] cover” (p. 2).  

Therefore, if associations between land cover features and census variables could be found 

then the high frequency revisit capability of remotely sensed imagery could enable a limited but 

potentially valuable understanding of general socioeconomic conditions between census 

enumeration periods which could be used to help target development assistance.   

 

The above studies by Forster (1983), Lo and Faber (1997), Ryznar and Wagner (2001), Mennis 

(2006a), Li and Weng (2007) and Avelar et al. (2009) demonstrated the large potential for using 

environmental data acquired remotely to indicate QOL.  To the author’s knowledge no studies 

have explored the use of remotely sensed satellite sensor data to estimate or monitor QOL or 

poverty metrics in rural areas of developing countries.  However, if research in rural areas of 

developing countries returned similar results to those in urban areas it could potentially enable 

more up-to-date targeting of government policies for poverty reduction, vulnerability 

assessments and development assistance. 
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1.4 Wider Significance 

 

The repeatability and universality of a census are vital to chart a country’s development over 

time and space, to develop future government policies that are focused on the existing problems 

(Rindfuss and Stern 1998).  Socioeconomic data within the census are also an important 

component of assessing social vulnerability to natural hazards such as floods (Chakraborty et 

al. 2005; Clark et al. 1998; Hutton et al. 2011).   However, the limitations of the census in its 

current guise can result in inefficient resource allocation and government policy (Bigman and 

Srinivasan 2002; Jalan and Ravallion 1996).  The data contained within the census can be 

limited by the decennial collection methods.  For example, a 2008 to 2010 study of vulnerability 

to flood and drought in Assam, northeast India used information contained within the 2001 

National census of India (Hutton et al. 2011). Thus, the community level vulnerability estimates 

were limited by the age of the census data. These limitations of the census have led to 

suggestions that data collected remotely using aerial and satellite based sensor imagery could 

be used as sources of important data between census enumeration periods (Ogneva-

Himmelberger et al. 2009) or when ground based social surveys are not feasible (de Sherbinin 

et al. 2002).  

 

Past studies have found links between QOL assessments and remotely sensed environmental 

data in urban locations (Avelar et al. 2009; Forster 1983; Li and Weng 2007; Lo and Faber 

1997; Ryznar and Wagner 2001).  Chapter 2 highlights several potential associations between 

socioeconomic variables and environmental factors.  There is great potential to explore the 

spatial associations between socioeconomic variables derived from the national census and 

environmental data derived from remotely sensed satellite sensor imagery.  Combining remotely 

sensed data with the more detailed information available in census and sample surveys could 

provide methods for monitoring socioeconomic changes using more up-to-date information for 

policy creation such as development assistance and poverty alleviation. 
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1.5 Research Aims  

 

This research will explore and quantify associations between socioeconomic conditions derived 

from national census data and environmental metrics derived from remotely sensed imagery 

from Earth observation satellites.  If non-causal associations can be found between census-

based socioeconomic variables and remotely sensed environmental metrics it may be possible 

to use remotely sensed imagery as a limited, but valuable source of information regarding 

socioeconomic conditions of rural communities.  The increased temporal resolution that 

remotely sensed imagery offers over the traditional ground survey methods used to obtain 

socioeconomic data may, in the future, increase the relevance and understanding of information 

available to policy makers for monitoring socioeconomic conditions. 
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Chapter 2: Exploring associations between socioeconomic 

variables and environmental factors: A literature review 

 

This chapter aims to develop a set of research objectives required to fulfil the research aim in 

Section 1.5.  To do this, Section 2.1 reviews potential associations between rural socioeconomic 

variables and environmental factors that have been found in the literature.  Section 2.2 

discusses methodological issues related to linking socioeconomic data and remotely sensed 

data.  Section 2.3 briefly outlines the statistical analysis methods required to explore the 

associations between census derived socioeconomic data and environmental factors derived 

from remotely sensed data.  The chapter concludes with a series of objectives that will be 

required to fulfil the research aim.  Often the terms socioeconomic variables and poverty have 

been used interchangeably as it can be argued that poverty is partly the occurrence of a range 

of poor socioeconomic variables (World Bank 2000).  The term environmental metric has been 

taken to represent any type of land use/land cover that can be detected from fine spatial 

resolution satellite sensor imagery.    

 

 

2.1 Associations between poverty and the environment  

 

In the past it has been cited that poverty and poor people cause environmental degradation due 

to short term survival taking precedence over longer term ecological protection.  However, in 

more recent times this has been revisited and a more complex argument devised which 

identifies the multitude of other interactions which can also contribute to environmental 

degradation and poverty, such as micro and macro scale economic, political, environmental and 

social issues (de Sherbinin et al. 2007; Gray and Moseley 2005; Lambin et al. 2003; Giest and 

Lambin 2002; Scherr 2000).   
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Poverty is often separated into chronic poverty, where poverty persists for many years (Hulme 

and Shepherd 2003) and households ascending out of or descending into poverty.  Often 

factors found to be correlated to chronic poverty, descent into poverty or ascent out of poverty 

are different (Hulme and Shepherd 2003; Krishna 2007) and can also vary spatially and 

temporally.  In Bangladesh, Sen (2003) found that; remote locations, unfavourable agricultural 

conditions, limited access to transport, power and other infrastructure, illiteracy, wage labour 

and low amounts of agricultural assets were associated with poverty.  In Kenya, Krishna et al. 

(2004) found that; poor health, family size and ownership of smaller land holdings were 

associated with descents into poverty whilst access to urban areas for income diversification 

and the type of non-farm employment were associated with ascents out of poverty.  In Uganda, 

Lawson et al. (2006) found that; chronic poverty was associated with household composition, 

average number of cattle owned and average land area owned.  Whilst in India, Krishna (2006) 

found that; poor health, private debt and drought were associated with descents into poverty 

and diversification of income and improvement of land were associated with ascents out of 

poverty.  In many cases at least some type of environmental factor are found to be correlated 

with poverty.  These factors could potentially be identified from satellite data.  For example, the 

ownership of small land holdings and increased non-farm jobs due to access to urban areas 

(Krishna et al. 2004) could be explored using RS data by estimating the size of agricultural fields 

(small fields are often an indication of small holder agriculture and a lack of mechanisation 

associated with larger fields) or estimating the proximity of urban areas to a rural community 

using data derived from satellite sensors could yield similar results to those found in the above 

studies.   

 

Associations between poverty and the environment have been studied before in different 

guises.  There is considerable literature on the associations between demography and land 

use/land cover change (LUCC) which is especially concerned with exploring the colonisation of 

primary forest and converting it into agricultural land in the sub-tropical regions of the World’s 

developing nations (Aldrich et al. 2006; Carr 2004; Cassetti and Gauthier 1977; Rudel et al. 

2002).  This research area has led to the formulation of several concepts that describe how the 

environment and demographic conditions are linked.  For example, the vicious circle model and 
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the life cycle model (Aldrich et al. 2006; de Sherbinin et al. 2008).  Both models have been 

criticised for over-simplifying the relationships between poverty and environment (Gray and 

Moseley 2005).  Often the methods miss certain important areas in favour of concentrating on 

one aspect.  For example, a study exploring the effects of demographic conditions on land cover 

change may focus almost entirely on the effects of the population on the natural and physical 

environments whilst neglecting the reciprocal effect of the environment on the population.  

Furthermore, it may also neglect to mention the plethora of confounding and mediating effects 

that can have important impacts on the outcomes being explored (for example, political, 

economic and institutional factors).   

 

A further area of research that has concerned itself with the links between poverty and the 

environment is the sustainable livelihoods approach (SLA) which has been devised as a way of 

assessing poverty in developing countries without focussing solely on financial capital resources 

of households (de Sherbinin et al. 2008).  The SLA states that, all households have a range of 

assets that can typically be divided into five categories; human, natural, physical, social and 

financial.  Each household will have access to a different level of each of these assets.  The way 

the SLA defines livelihoods means that households can be financially poor, but still be relatively 

wealthy by having access to other forms of capital such as natural resources (for example, 

woodland and fisheries) and physical capital (for example, ownership of agricultural land).  The 

SLA demonstrates how socioeconomic conditions and environmental factors can interact to 

determine a household’s well-being and ability to deal with changing conditions.  The SLA asset 

categories indicate the links between environment and poverty and how the two can combine to 

help determine a households overall wealth.   

 

Poverty and the environment are closely linked but finding and assigning causality between the 

two is difficult (de Sherbinin et al. 2007) as the associations between rural socioeconomic 

conditions and environmental factors are complex (Section 2.1.7 discusses some of the 

uncertainties surrounding these complexities in more detail).  This literature review and the 

subsequent analysis does not attempt to assign causality to the associations, rather it attempts 

to review the literature that has found links between environment and poverty.  This research is 
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therefore, not concerned with the in-depth exploration of links and possible reasons for them.  

Rather, it focuses on the generic associations between poverty and poor socioeconomic 

conditions and environmental factors.  The review aims to develop further the idea that the 

presence or absence of particular environmental factors in a rural area may be associated with 

changing poverty levels of a community.  It is acknowledged that this is a large generalisation 

and oversimplification of the systems at play in the environment-poverty/poverty-environment 

framework.  However, if associations can be found between poverty and the environment using 

remotely sensed data to identify key environmental metrics it may be possible to use this data to 

monitor rural areas for potential changes in socioeconomic conditions.  It could then be used as 

a tool to identify areas where further more in-depth research can be conducted on the 

sustainable livelihood approach and vicious circle model, or be used for targeting of 

development assistance.   

 

The following sections discuss links and associations between demography, poverty and 

environment, whereby remotely sensed satellite sensor data could have the potential to be used 

for identifying environmental factors to monitor socioeconomic conditions in rural communities of 

developing countries.  

 

2.1.1 Ecological Marginalisation 

 

The poor are often found to be located in areas with unfavourable cultivable land (Sen 2003) 

due to; (i) environmental changes such as land degradation or loss; (ii) population pressure, 

and; (iii) a skewed distribution of land ownership that means the majority of the land is owned by 

absentee land lords (Alam 2003).  In South Asia, large scale river bank erosion and subsequent 

deposition creates river islands or Chars (Sarker et al. 2003).  These islands are often inhabited 

by people who have lost cultivable land through erosion and, due to large population densities 

and subsequent pressures on the land, are either (i) unable to find suitable cultivable land to 

purchase, or (ii) unable to afford to purchase land on the mainland.  Large numbers of people 

classed as extremely poor are Chars dwellers in this region of the World (Brocklesby and 

Hobley 2003).  This could be because, although the seasonal flooding on the islands bring 

highly fertile soils and large yields (Lahiri-Dutt and Samanta 2007; Lein 2008) the sudden loss 
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of land due to larger than normal flooding, or more usually, bank erosion can result in 

communities having to prioritize short-term survival over longer term development (Conroy et al. 

2010).  However, the availability of relatively cheap and highly productive land means that 

communities choose to live in these marginal lands.  The majority would prefer to live on the 

mainland but could not afford to.  For example, in Bangladesh Lein (2008) found that 

agricultural land on the mainland was up to 10 times more expensive than the equivalent land 

on the Chars.  If unfavourable cultivable land that is susceptible to sudden shocks such as 

erosion could be identified in remotely sensed data this could be used to find associations with 

poor socioeconomic conditions.   

 

2.1.2 Forests and woodland 

 

In developing countries the poor are often disproportionately located in forested areas 

(Sunderlin and Huynh 2005; World Bank 2003).  The World Bank estimated that over 1.6 billion 

people depend on forests for subsistence or economic earnings, with approximately 60 million 

entirely dependent on forests and 350 million partly dependent (World Bank 2004).  This 

disproportionate pattern can be associated with two main factors:  

 

 Communities with limited alternative land options and economic opportunities choosing 

to inhabit areas of unclaimed land that can be converted relatively cheaply into 

agricultural land (Sunderlin et al. 2005), and;  

 Indigenous communities remaining in traditional areas (Sunderlin et al. 2007).   

 

One of the largest economic uses of forests in developing countries is timber extraction.  

However, the majority of timber extraction is conducted by large corporations (PROFOR, 2008; 

Sunderlin et al. 2004) and can often have very little impact on the development of rural 

communities (Angelsen and Wunder 2003).  Therefore, assessing the true economic impact of 

forests on rural incomes can be difficult as the majority of rural communities use them as a 

source of non-timber forest products (NTFP) (Angelsen and Wunder 2003; Dubois 2002).  

NTFP often do not alleviate poverty or substantially increase an individual’s socioeconomic 
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status (Sunderlin et al. 2007).  This is because NTFP are used for domestic subsistence 

consumption and to supplement incomes during poor agricultural harvests (Sunderlin et al. 

2004).  Thus, there is “...overwhelming evidence that the poorest segments of the societies 

around the world are the populations principally engaged in NTFP extraction” (Neumann and 

Hirsch 2000 p.35).   Several studies have found that the collection of NTFP was often on a 

small-scale, but could make large contributions to household incomes.  For example, NTFP 

have been found to contribute:  

 

 35% of total household incomes in Zimbabwe (Cavendish 1999); 

 33% of household incomes in Tanzania (Monela et al. 2001); 

 Between 17 and 45% of earnings in Bolivia and Honduras (Godoy et al. 2002); 

 22% of total income of rural households across 17 developing countries (Vedeld et al. 

2007); 

 39% of total household incomes in south-west Ethiopia (Mamo et al. 2007), and; 

 27% of total household income in northern Ethiopia (Babulo et al. 2009). 

 

The benefits from forest products can vary spatially depending on local conditions.  For 

example, in northern Ethiopia forest products contributed 35% of the total household income in 

the poorest quartile of households and decreased to 23% in the wealthiest quartile (Babulo et 

al. 2009).   Similar results were found in south-west Ethiopia where the poorest quintile of 

households gained 59% of total income from forest products compared to just 34% in the 

wealthiest quintile (Mamo et al. 2007).  It has also been claimed that increased local variations 

in access to roads and markets can increase the likely benefits from forest products (Angelsen 

and Wunder 2003; Babulo et al. 2009; Godoy et al. 2002) (roads and markets are described in 

more detail in Section 2.1.6).     

 

Overall, the presence of open access forest resources in rural areas may help communities 

maintain socioeconomic standards and provide emergency resources during crop failures.  

Therefore, areas with a mixture of woodland and other productive land cover types (such as 

agriculture) may be expected to have positive associations with socioeconomic conditions.  
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However, communities located inside dense forest areas are more likely to have poor 

socioeconomic conditions.  Thus, if woodland and other productive land types can be identified 

in satellite sensor imagery associations may be found with socioeconomic data that vary 

spatially. 

 
2.1.3 Water Resources 

 

In developing countries access to irrigation can have a substantial impact on reducing rural 

poverty (Narayanamoorthy 2007)3.  The presence of irrigation infrastructure in rural 

communities has been found to be correlated with lower levels of poverty (Hussain 2007).  This 

can be attributed to irrigation resulting in increased agricultural yields (FAO 1996).  An example 

in China found that irrigated plots had yields that were 177%, 71% and 16% higher than non-

irrigated plots for cotton, wheat and maize respectively (Huang et al. 2006).  Irrigation has been 

associated with increased yields through the increased ability of cultivators to grow crops during 

the dry season which is often not possible using rain fed techniques (Angood et al. 2003; 

Hussain and Hanjra 2004; Smith 2004).  Angood et al. (2003) reported that multiple cropping 

patterns can lead to surplus crops being sold resulting in increased agricultural incomes.  The 

wider rural community can also benefit from local irrigation as increased productivity can often 

lead to increased farm and non-farm employment (Smith 2004).  Further benefits include 

increased wages, increased non-farm jobs, decreased food prices, decreased rural out-

migration (Bhatterai et al. 2002; IPTRID 1999) and decreased temporary poverty (Hussain et al. 

2002).   

 

The impact that access to irrigation can have on rural poverty in developing countries can vary 

spatially.  The impact can be substantial when integrated with investments in other resources 

such as access to markets and education (Hussain 2005).  For example, the construction of 

main roads in Nepal was thought to enhance the impacts of irrigation (Angood et al. 2003).  

However, Van de Walle (2003) reported that poor education could limit the benefits of irrigation.   

Therefore, if irrigation or irrigated crops can be identified in satellite sensor imagery associations 

                                                      

3 Detailed reviews of the impacts of irrigation can be found in Smith (2004) and Lipton (2007) 
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may be found with socioeconomic variables.  The associations would however be expected to 

vary spatially.  Thus, analysis would have to account for other environmental conditions such as 

road availability (Section 2.1.6). 

 

2.1.4 Agriculture 

 

In developing countries the agricultural sector can often have the most significant impact on 

rural poverty and development than any other economic sector (Cervantes-Godoy and Dewbre 

2010).  Of particular importance to rural economic development is growth in the agricultural 

sector and increased agricultural yields (Datt and Ravallion 1998; Ligon and Sadoulet 2008; 

Ravallion and Chen 2007; Thorbecke and Jung 1996).  This positive impact centres around 

increased rural employment, growth in the rural economy and decreased rural food prices (de 

Janvry and Sadoulet 2010; Irz et al. 2001).  Thus, a lack of agricultural development and growth 

can often have a detrimental effect on poverty and rural development (Christiaensen and 

Demery 2007; Christiaensen et al. 2006).  Furthermore, in developing countries, the growth in 

agricultural production, and rural growth in particular, has been found to reduce poverty in both 

rural and urban areas whereas urban growth has little impact on rural poverty (Ravallion and 

Datt 1996).  

 

If agricultural development over time or levels of agricultural yield across space could be 

identified in satellite sensor imagery, associations may be found with socioeconomic data.  

However, other aspects of development can affect the impact that agricultural development and 

growth can have on poverty reduction.  For example, changes in government policy appeared to 

have a larger impact on economic growth and poverty reduction than agriculture in Brazil 

(Ferreira et al. 2010) and China (Ravallion and Chen 2007).  Other issues such as land policy 

and equitable access to agricultural land can also have an impact on the levels of development 

associated with agricultural growth (DFID 2002a: Hussain 2007; Lipton 2007).  Infrastructure, 

such as the quality of rural roads, may also have an association with agricultural development.  

Research indicates that the level of agricultural growth and its effect on rural development would 

be lower without infrastructure (Mellor 1999; Serneels and Lambin 2001).  However, this is a 

controversial issue and is discussed in more detail in section 2.1.6 and 2.1.7. 
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2.1.5 Biodiversity 

 

Maintaining biodiversity is often seen as an important factor for rural development and poverty 

alleviation (Campbell et al. 2002; FAO 1996; Hussain and Hanjra 2004; IFAD 2001; IFAD 2009; 

Ligon and Sadoulet 2008).  Biodiversity preservation is a key contributing factor in the poverty 

reduction strategies of international bodies such as the UN and FAO (Tallis et al. 2008).  The 

importance of biodiversity for rural development was highlighted by the United Nations 

Environment Programme (UNEP): 

 

“Maintenance of a heterogeneous local environment provides the widest possible range 

of ecosystem services reduces the exposure of local people to risk and lessens their 

dependence on the vagaries of global markets or on development assistance.” (2007 p.2) 

 

The rural poor are often dependent on natural resources directly.  Therefore, maintaining 

biodiversity and balancing this with agricultural development can be important for the rural poor 

to ensure future food security.  In Thailand it was suggested that conserving and protecting 

areas had helped to reduce poverty in the local areas through increased tourism (Sims 2010).  

However, protecting biodiversity can have negative impacts on rural development as it can limit 

the local uses of land that was once used as a common resource (Adams et al. 2004; IUCN 

2008).  A review of 32 World Bank biodiversity projects carried out between 1993 and 2007 by 

Tallis et al. (2008) found that just five (16%) of the projects had substantial positive impacts on 

poverty alleviation.  If remotely sensed satellite sensor imagery can be used to estimate the 

biodiversity of a region or identify the amount of protected land in an area this could be used to 

explore associations with poverty and economic development.   

 

2.1.6 Roads and Accessibility 

 

Community remoteness can result in decreased access to important facilities such as non-

agricultural employment, health, education and markets (ADB 2001; Blaikie et al. 2002; Hanmer 

et al. 2000; IFAD 2001; Khandker et al. 2006; Porter 2002).  This can often result in larger 
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concentrations of rural poverty in remote or marginalised areas of developing countries (IFAD 

2002; Porter 2002; Sen 2003) and less remote communities experiencing more rapid poverty 

reduction in developing countries (Bird and Shepherd 2003).   

 

In rural areas of developing countries research has indicated that roads are the most common 

method of accessing markets, and other important facilities such as health and education.  

Therefore, they have been found to be associated with decreased levels of poverty and 

increased agricultural productivity and household incomes (IFAD 2002; Lokshin and Yemstov 

2005; Platteau 1996; Windle and Cramb 1997).  Research has found that agricultural inputs, 

such as fertiliser and pesticides, which can increase crop yields, are used more in areas with 

easier access to markets (Von Oppen et al. 1997).  This is often because easier access to 

roads effectively reduces the cost of commercial inputs such as fertiliser, pesticides and higher 

yielding seed varieties which can then result in increased uptake of these inputs and can lead to 

increased farm employment (Fan and Hazell 2001; IFAD 1999).   

 

Diversification of rural incomes from reliance on agriculture to non-farm incomes can contribute 

to a reduction in rural poverty (Lanjouw and Lanjouw 2001).  Rural roads can play a vital role in 

the diversification of incomes because, as well as benefitting the agricultural sector, rural roads 

can provide access to alternative forms of income. However, non-farm incomes will not reduce 

or remove poverty for all participants (van de Walle and Cratty 2004) and they can contribute to 

increased inequality (Canagarajah et al. 2001).  This may be partly explained by a study by 

Lanjouw (2001) in El Salvador which found that those with diverse incomes from farm and non-

farm sources were more likely to be poor compared to those engaged only in non-farm 

activities. This emphasises the complexities in exploring development and poverty reduction but 

also that, some actions such as income diversification are driven by necessity to survive rather 

than as a way to increase overall living standards (Lanjouw and Lanjouw 2001).     

 

The direct and indirect benefits that roads can bring to rural development have led several 

international non-governmental organisations (NGOs) to give high importance to rural road 

investment schemes.  For example, the World Bank invested $9.4 billion in international 
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transport initiatives in 2010 and over the last decade supported over 200 projects worth over 

$34 billion or 21% of the Banks portfolio (World Bank 2011a).  Further, a large proportion of the 

development loans handed out by the Asian Development Bank between 1986 and 2001 

supported road development (ADB 2001).  

 

Not all rural road schemes result in increased prosperity for rural communities.  Often only 

portions of the rural population are able to benefit from the schemes (Ellis 1998; Wilson 2004) 

as the poorer members of rural communities lack the financial and human capital to diversify 

farm and non-farm incomes. Rigg (2002) summarised the complexities in assessing the impact 

of rural road schemes on poverty reduction; “…there is a range of cultural, social and economic 

reasons – which often coalesce – why roads offer unequal opportunities to different groups” (p 

630).  Furthermore, Escobal (2001) found that access to roads was one of a number of issues 

that could explain increased farm and non-farm incomes in rural Peru.  However, the presence 

of rural road schemes has been found to contribute significantly to rural development.  

Therefore, if rural roads can be identified and access to markets estimated using satellite sensor 

imagery this information could be used to explore the associations with socioeconomic 

variables.  However, it is important to consider that the poorest communities do not always 

benefit the most from rural road schemes as transportation costs can remain high (Jacoby 

2000).  Separating the impact that different interventions have on the community can be difficult 

and therefore the importance that each aspect has with poverty reductions and rural 

development is uncertain (Khandker et al. 2006; Leinbach 1995; Van de Walle 2002).   

 

 
2.1.7 Uncertainties in the associations between socioeconomic variables and the 

environment 

 

“Although there is widespread cognition that important relations exist between 

population, development and environment, there is little agreement about the nature and 

magnitude of the links” (UNFPA 2001 p.11). 
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This statement highlights the links between human development and environmental factors.  

However, these links can be complex and it can be difficult to assign causality to the two issues.  

Taking the comments by Rigg (2002) in section 2.1.6 further, Figure 2.1 summarises some of 

the main confounding and mediating effects in the associations between socioeconomic 

conditions and environmental factors.  The figure demonstrates that population and 

environmental variables can be directly linked (blue line).  However, there are several additional 

factors (central boxes) that can have mediating or confounding effects on these links.  

Furthermore, there can be additional associations between each of the mediating and 

confounding effects.  For example, as the previous sections have demonstrated, economic 

development is often expected to increase as access to facilities becomes easier (direct links).  

However, this association cannot be expected to be linear as government policy could result in 

some communities utilising access to facilities in different ways.  For example, government 

subsidised transport would encourage more people to travel to towns and cities for markets 

compared to an area with no subsidised transport.  Furthermore, government policy in one area 

may be affected by the cultural conditions as they seek more votes from particular sections of 

society which will affect local government policy.   

 

 

Figure 2.1 complex associations between population and environment4. 

                                                      

4 Figure adapted from UNFPA, (2001) 
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Confounding and mediating factors in the links between poverty and the environment can 

include the type of local environmental conditions present, amount of assets held by the 

household (Reardon and Vosti 1995), the country of study (Dasgupta et al. 2001) and 

government and market failures (Duraiappah 1998).  Associations can also change as 

development progresses (de Sherbinin et al. 2008) and have been found to vary spatially within 

and across countries (de Sherbinin et al. 2008; Reardon and Vosti 1998; Sen 2003).  

Furthermore, it has been suggested that integrated investment in several different aspects of 

the rural economy would create more effective poverty alleviation (Hanjra et al. 2009).   

 

The links between population and environment in relation to tropical deforestation have often 

concluded with the historical simplification that; poverty drives deforestation through shifting 

cultivation (Lambin et al. 2001).  However, the relationships between population and 

environment are more complex than this statement suggests (Geist and Lambin 2002).  For 

example, Lambin et al. (2001) found that institutional policies fed into local and national markets 

which created opportunities for the population to take advantage of.  Similarly, Geist and Lambin 

(2002), Lambin et al. (2003) and de Sherbinin et al. (2007) highlight the complexities that should 

be considered when exploring links between poverty and the environment.  For example, 

deforestation can be the result of increased land use pressure due to increased population.  

However, it can also be linked to market demand, government investment, changes in 

technology, and subsidies and changes in land policy (Figure 2.2).      

 

 

Figure 2.2 Visualisation of the links between population and deforestation with additional 

mediating affects in the centre. 
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The scale of analysis can be a very important consideration when exploring the associations 

between population and environment.  The majority of the research discussed in Section 2.1 

was focused at the village level.  Such small area findings may lead to important macro scale 

impacts, such as regional government development policies, being missed from the analysis.  

Therefore, important associations may be missed unless data cover all spatial scales (local, 

regional and national).  This lack of multi-scale information could lead to the identification of 

associations that may not have resulted in significant results had other variables been available.  

Consequently, this is a primary reason why causal associations cannot be attributed to 

population and environment (Young et al. 2006) as it is unlikely that data at all spatial scales will 

be available for analysis.  Therefore, no attempt will be made to attribute causal associations in 

this research.  Instead this research explores possible associations between socioeconomic 

conditions and environmental factors to determine if socioeconomic conditions can be predicted 

using remotely sensed environmental metrics.   

 

 

2.1.8 The value of remote sensing for exploring associations between socioeconomic 

variables and environmental factors 

 

Individual environmental resources can provide important benefits to rural populations of 

developing countries.  As population numbers increase and demand for food, water and 

resources also increase, pressures on environmental resources may lead to resource 

degradation (Lambin and Meyfroidt 2010).  As populations become more dynamic and 

population change becomes much more rapid it could be argued that the data contained in 

large scale census and sample surveys will become less useful for policy development and 

vulnerability assessment.   

 

Earth observation satellite sensors can collect information about land cover and its changes at 

high temporal and spatial resolution.  If the associations between population and the 

environment highlighted in Section 2.1 can be found using socioeconomic data derived from a 

census and environmental information derived from Earth observation data it may be possible to 
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provide more up-to-date estimates of socioeconomic conditions.  This updated information could 

be used to identify areas where resources should be targeted.   

 

It is clear that methods to explore the associations between socioeconomic conditions and 

environmental information will have to account for the complexities that have been highlighted 

throughout Section 2.1.  Methods will have to explore: 

 How to link census data and remotely sensed imagery;   

 The scale at which the analysis is conducted, and;  

 How to account for and explore spatially varying associations between poverty 

and the environment.  

 

2.2 Methods to link census derived socioeconomic data and remotely 

sensed environmental factors 

 

To explore the associations between socioeconomic variables and remotely sensed 

environmental factors the spatial boundaries in which the population and environment interact 

have to be defined (Rindfuss et al. 2003a).  It is common for socioeconomic data and 

environmental data to be stored in different formats.  Socioeconomic data are most often 

represented in vector format reflecting the scales of data collection.  These can include, discrete 

points for individuals, households, or settlement centroids or polygons representing village 

boundaries, census enumeration districts and counties.  Conversely, remotely sensed 

environmental data are stored in raster format representing continuous coverage within a 

defined area.  Socioeconomic vector data can be linked with remotely sensed environmental 

data to provide information about the local environment using a geographic information system 

(GIS).  A GIS can be used to extract local environmental information and spatial analysis 

performed to relate environmental information to socioeconomic data.  

 

Several methods exist to link census derived socioeconomic data with environmental factors 

derived from remotely sensed satellite sensor data.  Methods used depend on the purpose of 

the study, the spatial scale of the socioeconomic data, the spatial scale (resolution) of the 
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A problem for linking socioeconomic and environmental data at the household level is land 

fragmentation.  In areas with rapid population growth, land is often divided between children or 

sold off (Pan et al. 2004).  The resulting irregularly shaped land parcels can complicate linking 

methods (Figure 2.4).  However, land registry maps could be used to link individual households 

with each non-contiguous land parcel that they own (Rindfuss et al. 2003b).  These methods 

would create an accurate portrayal of land ownership.  However, they would increase the 

financial and time costs of field data collection.    

 

 

Figure 2.4 Complexities of linking individual households to individual land parcels in North 

America, source: Evans and Moran (2002 p.179). 

 

Linking socioeconomic data and environmental factors at the household level would reflect the 

scale at which most land-use decisions are made.  It would also most likely be the level at which 

changes in environmental conditions would have the greatest impact on socioeconomic 

conditions.  However, this method would only be feasible for small scale studies as the amount 

of field data and the fine spatial resolution of satellite sensor data required would be vast, 

expensive and time consuming for subsequent analysis.   

 

2.2.2 Linking aggregated socioeconomic data with wider scale landscape data 

 

Although census data are collected at the household level it is not always necessary or 

appropriate to link socioeconomic and environmental datasets at this level (Lambin 2003) or 

possible due to aggregation of data to maintain anonymity of the population.  When individual 
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socioeconomic data are aggregated alternative linking strategies are required.  Radial buffer 

zones can provide an approximation of village boundaries which can then be spatially related to 

the environmental data that is most likely to be associated with socioeconomic conditions 

(Entwisle et al. 1998).   

 

A study by Behrens et al. (1994) into potential reasons for land use intensification in Venezuela 

used radial buffer zones to represent the boundaries of villages and to link socioeconomic and 

environmental data sets.  A GPS was used to locate village centres and the edges of the fields 

furthest from the village centre.  The GPS points were used in a GIS to create polygons with 

different sizes for each village.  Subsequent analysis was performed using environmental data 

that had been extracted within each radial buffer zone (Behrens et al. 1994).  A more 

generalised method was used in studies in Thailand where socioeconomic data were available 

at the village level and represented in a GIS by a GPS point for each village centre.  Buffer 

zones with a radius of between 2 and 3 km were used to derive local environmental data 

(Entwisle et al. 1998; Rindfuss et al. 2003b).   Unlike the method employed by Behrens et al 

(1994) all of the buffer zones created by Entwisle et al. (1998) and Rindfuss et al. (2003b) were 

the same size and required no field data collection of village boundary information.  The method 

would lead to more generalised results than those expected in Behrens et al. (1994) as it was 

assumed that the same amount of land was available within each village which is unlikely to be 

the case. However, this was an efficient way of deriving an estimate for the amount of land 

around each village and would be more applicable for research on extensive spatial scales.   

 

Radial buffer zones can provide an effective and rapid method of linking socioeconomic data 

with environmental data.  However, buffer zones will inevitably produce omission and 

commission errors related to ownership and use of land.   Figure 2.5 highlights these errors 

when land owned by village A is outside of the village buffer zone or land owned by village A is 

inside the buffer zone of village B (Rindfuss et al. 2003b).  The land holdings shaded in black in 

the left hand village belong to the household coloured black and are all within the radial buffer.  

They therefore would be linked to the correct village in subsequent analysis. However, black 

shaded land parcels in the right hand village are outside the buffer and therefore will not be 
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considered in subsequent analysis which could cause bias in the data.  Red shaded land 

parcels, which belong to the red household, are distributed across the study area and, in one 

case, a field is inside a different village buffer zone.  These errors could affect the results of any 

subsequent analysis as the socioeconomic data will not match the relevant environmental data.  

Further, associations between socioeconomic conditions and environmental factors can extend 

far beyond the local community.  Thus, exogenous environmental factors that have potentially 

important associations with socioeconomic conditions may be missed when using buffer zones 

(Evans and Moran 2002).   

 

 

Figure 2.5 Land misrepresentations associated with radial buffers which can induce errors 

(adapted from Evans and Moran, 2002 p.182). 

 

The size of radial buffer zones could be increased to capture more environmental information 

and reduce the omission errors.  However, this could lead to increased commission errors and 

replication of environmental data resulting from overlapping village extents.  An alternative 

method could be used where the size of each buffer zone was weighted to represent a more 

appropriate size of different villages.  This could be done using socioeconomic data such as the 

population size of individual villages or data indicating the ownership and location of every land 

parcel.  However, this may be more challenging and less feasible for research on large spatial 
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areas.  Further, radial buffers could result in large amounts of environmental data not being 

assigned to any socioeconomic data level and thus not being included in subsequent analysis.   

 

When exploring the dynamics of land use change across an extensive area of Vietnam, Muller 

and Zeller (2002) used Thiessen or Voronoi polygons (Longley et al. 2011) to link 

socioeconomic and environmental data.  Unlike radial buffer zones a Thiessen polygon 

“…contains only one input point [village], and any location within a polygon is closer to its 

associated point than to the point of any other polygon” (ESRI 2009a).  Thus, all environmental 

data across the study area would be assigned to the closest socioeconomic data point.  This 

would potentially reduce omission and commission errors associated with radial buffers in rural 

areas of developing countries as all environmental data would be included in the analysis once.  

In the absence of village boundary information Thiessen polygons may be more appropriate for 

analysis in rural areas of developing countries as, unlike developed countries, large amounts of 

land are used even if they have protected status due to informal land management practices 

and policies.  However, the use of Thiessen polygons could potentially generalise the 

associations between socioeconomic and environmental data too far by only allowing 

environmental data to be assigned to one socioeconomic data point.     

 

2.2.3 Summary of linking strategies 

 

The most appropriate method of linking socioeconomic and environmental data will depend on 

the level of spatial aggregation of the socioeconomic data and the purpose of the subsequent 

analysis.  Census data are collected at the household level and most commonly aggregated to 

census enumeration districts and thus, analysis is limited to this spatial scale (Lo 1997).  

However, when socioeconomic data are available at finer resolutions such as the household or 

village level different methods can be employed.  Linking at the household level can ensure the 

most detailed information is retained for subsequent analysis but requires large amounts of data 

and would most likely be infeasible for many studies exploring links across extensive spatial 

areas.      
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Radial buffer zones appear to offer a rapid and effective way of linking aggregated 

socioeconomic data and environmental datasets.  Methods for limiting the omission and 

commission errors could include weighting the size of the buffer zone.  However, the 

aggregated data resulting from buffer zone analysis will not be able to account for all of the 

heterogeneity within the village (Lambin 2003) and this would have to be considered when 

interpreting the results of subsequent analysis. Overall, the linking strategy would be primarily 

determined by the spatial scale of the socioeconomic data and the spatial extent of the study 

region.  A consideration when exploring the associations between socioeconomic and 

environmental data is that the linking strategy could have an important influence on the final 

results.  Therefore, any study using generalised linking strategies should seek to explore the 

impact that alternatively sized buffer zones would have on the final results of the analysis.   

 

2.3 Statistical methods to identify potential associations between 

socioeconomic variables and environmental factors.   

 

Statistical and spatial statistical models can be used to explore and identify associations 

between poverty or socioeconomic variables and remotely sensed environmental metrics.  

Statistical methods include multivariate approaches that explore the significance and magnitude 

of associations between an observation variable and a set of explanatory variables which in the 

case of this research would be a socioeconomic indicator and environmental factors 

respectively (Crews and Walsh 2009).   

 

Models to explore the significance and magnitude of associations between different variables 

include correlation analysis and multiple regression analysis (Chapter 6).  Correlation analysis 

compares the variation in two variables and the resulting correlation coefficient provides an 

estimate of the association between the two variables (Reimann et al.  2009). Regression 

analysis advances this method by providing an estimate of the power of the explanatory 

variables to predict the observed variable (Dalgaard 2002; Field 2009; StatSoft Inc. 2007).  

Regression analysis aims to explain how the variation in the dependent variable depends on the 

variation in independent variable(s).  The simplest forms of regression analysis (linear 

regression) achieve this by finding the straight line model that passes as close to the majority of 



Gary R. Watmough  Literature Review 

 30  

the data points as possible (Field 2009).  The correlation coefficient from this analysis can be 

squared (r2) to create a coefficient of determination, which can be used to show how much 

variability in the observed variable is accounted for by the independent variable(s) (Chapter 6 

provides a more detailed description of non-spatial regression modelling; Chapter 7 and 8 

provide more detail on spatial regression modelling). 

 

2.3.1 Spatial Analysis 

 

Associations between poverty and environmental factors have been found to vary across space 

(Section 2.1).  Traditional regression analysis assumes that the associations between variables 

being regressed do not vary across the study area.  If associations do vary across the study site 

simple regression methods can be inappropriate for the analysis as they only generate an 

average model and do not account for local effects.  Therefore, regression models will be 

extended in this study to explore the effects that spatial dependency (Chapter 7) and spatial 

non-stationarity (Chapter 8) have on the model results. 

 

2.4 Summary 

 

Chapter 1 identified some of the limitations of census data for use in targeting government 

resources and academic research in poverty alleviation, economic development and social 

vulnerability to natural hazards.  Also identified was the potential for high resolution satellite 

sensor imagery to be used to update the census between enumeration periods.   

 

This chapter has highlighted that there are known and measurable associations between 

socioeconomic variables and environmental factors in the literature.  These associations are 

however, mediated and confounded by a range of complexities and uncertainties often related 

to the causality of associations and spatially heterogeneous patterns across space.  However, 

some of these associations and complexities can be taken into consideration using spatial 

analysis techniques.   
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The aim of this research was to explore and statistically quantifying the spatial associations 

between census based socioeconomic variables and environmental factors obtained from fine 

resolution satellite sensor imagery.  This chapter has introduced the main theoretical basis for 

the thesis and highlighted some of the methods that will be further explored.  A detailed 

description and review of the methods used is presented in each of the analysis chapters. 

 

 

2.5 Research Objectives 

 

This thesis focuses on exploring associations between census based socioeconomic variables 

and environmental factors derived from remotely sensed satellite sensor imagery.  From the 

literature reviewed and the contextualization discussed in the introduction the following research 

objectives have been identified: 

 

Objective 1: Explore if associations in the literature translate to a case study location 

Identify a suitable case study location to explore the local associations between socioeconomic 

conditions and environmental factors.  Use this case study location to determine if associations 

highlighted in the literature are prevalent in this locality and identify which, if any, associations 

between socioeconomic conditions and environmental factors vary spatially.  Finally, use field 

observations to consider how remotely sensed satellite sensor data could be used to generate 

proxies for the environmental factors associated with socioeconomic conditions.  

 

Objective 2: Develop targeted remotely sensed environmental variables 

Few of the links between socioeconomic and environmental data highlighted in Section 2.1 are 

directly observable from remotely sensed satellite sensor data.  Therefore, this objective 

addresses the development of a targeted land cover classification scheme that generates 

environmental variables; variables which have potential associations with local socioeconomic 

conditions as identified from field observations and the reviewed literature. 
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Objective 3: Explore the associations between socioeconomic and environmental 

variables using global regression techniques 

Explore and quantify the associations between socioeconomic conditions and environmental 

metrics using a global non-spatial regression technique.  The results of this analysis will be used 

as a benchmark to assess the general associations across the case study area prior to 

conducting more detailed spatial analysis. 

 

 

Objective 4: Explore how spatial dependence in model errors can affect the estimated 

associations 

The global statistical models used in Objective 3 make assumptions about the data and 

associations between different datasets that are often violated when using socioeconomic and 

environmental data.  These violations can result in spatial autocorrelation (SAC) which can, in 

turn, result in unreliable associations between socioeconomic conditions and environmental 

factors.  This objective will investigate if global regression results display SAC and determine 

how accounting for SAC impacts the prediction of socioeconomic conditions using 

environmental factors.   

 

Objective 5: Explore if associations between socioeconomic data and environmental 

factors vary spatially  

The literature has highlighted that associations between socioeconomic and environmental 

variables can vary spatially within a region of interest.  A spatial statistical method will be used 

to explore if spatially varying associations exist across the study region.  In addition, it will be 

explored how accounting for the spatial non-stationarity of the model can affect the prediction of 

socioeconomic conditions from remotely sensed environmental metrics.   

 

Objective 6: Explore methods of estimating community access to important facilities 

The literature has highlighted the importance of road infrastructure and access to facilities such 

as markets, education and health for rural development.  An objective will be to explore the 

most appropriate methods for representing access to important facilities using only satellite 

sensor derived information.  Considerations need to be made for models accounting for road 
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densities, estimates of travel effort from village to urban areas using cost-surfaces and 

estimates of distances from villages to urban areas using straight line distance measures. 

 

Objective 7: Explore the most appropriate models for linking census and environmental 

data  

As highlighted from the reviewed literature, one of the most important aspects of linking 

socioeconomic and environmental data is the method used to link the datasets which is often 

determined by the data available.  Therefore, the most appropriate models for transforming 

environmental variables will be explored such that, the association with socioeconomic variables 

will be maximised.  Such models to explore include fixed size radial buffer zones, weighted size 

buffer zones and Thiessen polygons. Models will identify the environmental variables within the 

vicinity of the social element (for example, administrative boundaries, villages, individual 

households) to link to census variables. 

 

These research objectives form the basis for the subsequent research-based chapters of the 

thesis. Objectives are addressed in Chapters 5 to 8 and overall linkages between objectives are 

discussed in Chapter 9. A final conclusion in Chapter 9 summarises the key findings of the 

research objectives and provides a consensus as to the overall research aim of how useful 

environmental factors acquired from fine spatial resolution remotely sensed imagery are for 

estimating socioeconomic data. 
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Chapter 3: Study Site and Data 

 

This chapter introduces the study area in Assam Northeast India and the data used in 

subsequent analysis chapters.   

 

3.1 Study Site: Assam North-east India 

 

Assam is the largest of the ‘Seven Sister’ states in the north-east region of India and lies 

between 28° 18’ and 24° north Latitude and 89° 46’ and 97° 4’ east Longitude.  The north-east 

region shares just 2% of its borders with the rest of India and 98% with Bangladesh, Bhutan, 

China, Myanmar and Nepal (Figure 3.1).  The state of Assam is bounded by several mountain 

ranges such as the sub-Himalayan range of Bhutan and Arunachal Pradesh to the north and 

north-east, the Patkai range to the east and the Garo and Khasi hills to the south 

(Golpalakrishnan 1995).  The present research is focused on the low lying region of the Assam 

Basin of the Brahmaputra River (Goswami and Das 2003) with four administrative districts on 

the north bank of the river and eight districts on the south bank (Figure 3.2).   

 

The Brahmaputra River dominates the state as it runs across the entire length of Assam from 

Sadiya in the north-east to Dhubri in the west and the overall width of the river ranges from 1 to 

20 km (Singh 2003).  The source of the Brahmaputra is fed by the glacial streams of Mount 

Kailash at 5150 m elevation in Tibet, where the river is known as the Tsangpo (Figure 3.3).  The 

Tsangpo flows east through southern Tibet for approximately 1600 km before turning South at 

the “Great Bend” which is one of the steepest Gorges in the world.  At the “Great Bend” the 

Tsangpo falls from an elevation of 3000 m to 500 m and enters Assam where it is known as the 

Dihang.  It is joined by the Dibhang and Lohit when it becomes the Brahmaputra and flows west 

for approximately 720 km through Assam (Dhar and Nandargi, 2000).   
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Figure 3.1 Location of north-east India in relation to the Rest of India and international borders. 

 

 

Figure 3.2 Districts of Assam and Brahmaputra River in study site. 
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Figure 3.3 Flow of the Brahmaputra from source in the Tibetan Plateau to mouth in Bangladesh, source: Figure 1 in Immerzeel et al. (2010).
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3.1.1. Poverty and Development in Assam 

 

Despite India having one of the fastest growing economies in the world since the 1990s (Deaton 

and Dreze 2009; Dhongde 2004) there have been large variations in the development rates of 

different states (Dhongde 2004; World Bank 2011b).  Assam is a state in India that has 

struggled to maintain development rates similar to those of the rest of India (UNDP 2003).  The 

GDP in Assam grew by 3.3% between 1980 and 2000 compared to 6% for the rest of India 

(Government of Assam 2003).  Furthermore, immediately after independence from the British 

rule in 1950-51 the per capita income in Assam was 4% higher than the national average.  This 

has since become 41% below the national average (Ahmed and Biswas 2004).   

 

The lack of development in Assam has led to persistently high levels of poverty in the state 

(Mehta and Shah 2003).  The Assam Development Report in 2003 estimated that poverty had 

increased in absolute terms from 7.8 million in 1983 to 9.5 million in 1999-2000 (Government of 

Assam 2003).  Statistics from the last census in 2001 showed that over 36% of the population 

were living below the national poverty line5 compared to a national average of 26% (World Bank 

2011b), making Assam the fifth poorest state in India.  Several potential factors explain why 

development in Assam has been low and poverty rates relatively high.  These include large rural 

populations, a disproportionate dependence on agriculture for incomes and subsistence, poor 

agricultural development and the relative isolation of the north-east region from the rest of India. 

 

Economic development has been lower in Assam partly due to the large reliance on the 

agricultural sector as 76% of the population is reliant on agriculture or allied industries for 

incomes and subsistence (Daimari and Mishra 2005).  Small scale, marginal6 agricultural 

practices dominate in Assam (Government of Assam 2003) which has resulted in a 

disproportionately high level of subsistence agriculture in the region with very little commercial 

agriculture (Baruah et al. 2004).  This has led to low productivity which has contributed to slower 

                                                      

5 The 2001 National Poverty Line in India was defined as Rs. 328 per capita per month for rural areas and Rs. 454 per 

capita per month in urban areas.  

6 Defined as farms with less than one hectare of contiguous land (Government of Assam 2003) 
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growth rates (Datt and Ravallion 1998).  For example, the productivity of rice, which is the main 

crop of Assam, was 1.35 tonnes per hectare per year in Assam, compared to an average of 2 

tonnes per hectare per year for the rest of India and three tonnes in the Punjab region of India 

(Baruah et al. 2004).  

 

Irrigation is an important driver for agricultural productivity (Jayaramen and Lanjouw 1999) and 

can contribute considerably to economic development (Datt and Ravallion 1998) through 

increased yields and diversification into commercial crop practices (World Bank 2011c).  

Irrigation has even been found to contribute to increased school attendance as family run 

agricultural plots produce increased financial benefits that mean children are no longer required 

to help on the land (World Bank 2007).  However, in Assam low levels of irrigation have 

contributed to low agricultural productivity and therefore the lower economic development of the 

state.  Levels of irrigation in Assam have been estimated at between 7% (Government of Assam 

2003) and 22% (Daimari and Mishra 2005) which is considerably lower than the national 

average of 35% (Fan et al. 2000).  The low levels of irrigation have resulted in a large reliance 

on rainfall during the summer monsoon periods to irrigate crops. Relative drought conditions in 

the winter months result in few plots being able to produce more than one harvest per year 

which has significant effects on the productivity of agricultural land (Baruah et al. 2004).   

 

Growth in industry and non-agricultural sectors can lead to economic development in rural 

regions of developing countries as resulting urbanization increases demand for food crops 

which can encourage agricultural development of increased productivity (World Bank 2011b).  

Assam has a wealth of natural resources including oil, coal, dense forest and a huge potential 

for hydropower generation.  However, growth rates of non-agricultural sectors in Assam have 

been very low (Government of Assam 2003).  One of the main reasons for low levels of 

industrial growth is the state’s relative isolation from the rest of India.  The partition of East 

Bengal into Bangladesh after independence left the north-east region cut-off from the rest of 

India as navigable river channels and railways which once connected Assam to ports such as 

Calcutta now cross Bangladesh.  The only method of reaching the rest of India is using the poor 

road infrastructure from the northeast over the north of Bangladesh.  This isolation from the rest 



Gary R. Watmough  Study Site and Data 

 40  

of India has been a major factor in north-east India’s failure to develop on a par with the rest of 

the country (Gopalakrishnan 1995; Gopalakrishnan 2000; Singh 2003; World Bank 2007). 

 

Development within Assam is uneven as the infrastructure within north-east India is low quality 

making trade difficult even locally (Government of Assam 2003).  Furthermore, separatist 

movements in the north-east are also thought to discourage investment and development in 

specific regions of north-east India (Baruah 2002; Hassan 2006).  This uneven development in 

Assam is indicated in the Human Development scores for the different districts in the study 

region (Table 3.1). 

 

Table 3.1 Human Development Index (HDI) scores for districts of Assam7. 

District HDI 

Darrang 0.259 

Dhemaji 0.277 

Dibrugarh 0.483 

Golaghat 0.54 

Jorhat 0.65 

Karbi Anglong 0.494 

Lakhimpur 0.337 

Morigaon 0.494 

Nagaon 0.356 

Sibsagar 0.469 

Sonitpur 0.357 

Tinsukia 0.377 

     

The districts of Jorhat and Golaghat have the highest HDI scores and are in regions of Assam 

where industry is prominent.  Dibrugarh also has a relatively high HDI score and this district is 

the main oil producing area of Assam.  Marigaon district also has a relatively large HDI score 

                                                      

7 Source: Assam Human Development Report 2003 (Government of Assam 2003). 
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and this district is the neighbour of the Kamrup district where the Assam capital city of Guwahati 

is located.  The districts with relatively low HDI scores are predominantly rural such as Darrang, 

Dhemaji, Lakhimpur, Nagaon, Sonitpur and Tinsukia with little or no non-agricultural industries 

present.  Karbi Anglong is dominated by dense protected forest land and is inhabited by a large 

proportion of scheduled tribe and scheduled caste populations. However, the HDI score is 

relatively high for this district which may be because government policy in India protects and 

encourages development in areas of large populations of scheduled tribes and castes 

(Government of Assam 2003).      

 

3.1.2 Challenges to development and poverty alleviation in Assam 

 

Major challenges for economic development in Assam are often related to climatic events such 

as flooding, erosion and large scale deposition.  Assam is affected by flooding during the annual 

monsoon between June and September (Dhar and Nandargi 2000).  Although an important 

component for replenishing soil nutrients for agriculture, flooding causes extensive damage and 

socioeconomic problems.  On average 950,000 hectares and 2.18 million people are directly 

affected by flooding annually (Chaudhari and Sinha 1999).  Extreme flood events such as that in 

2007 can increase the number of people affected to more than 3 million people (Bagchi 2007) 

and 3.8 million hectares of land (World Bank 2007).  The main challenge to Assam is that flood 

events are increasing in frequency and economic costs are rising (Jamir et al. 2008).  

Furthermore, limited government resources mean that only a fraction of the damage can be 

repaired using government support each year.  For example, annual damage is estimated at 

US$163 million but Assam receives approximately US$21 million annually from central 

government to cover the costs of damage (World Bank 2007).   

 

Although flooding has occurred for many years in Assam, it is since mass migration began 

during the early 20th century that flooding has become a problem for economic development 

and poverty.  During the British rule in Assam people from East Bengal (now Bangladesh) were 

encouraged to migrate to Assam and cultivate the ‘waste’ lands to help increase the agricultural 

output of the state (Golpalakrishnan 1995; Barpujari 1998).  However, these so called ‘waste’ 

lands were swamps and marshes that had traditionally acted as buffer zones between the 
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Brahmaputra River and the agricultural lands beyond, minimising the effect that the annual 

monsoon floods had on the population.  However, the swamps and marshes were drained to 

create more agricultural land which has resulted in an increase in the number of people and 

amount of land affected by flood waters.  The flood waters are beneficial in some areas as the 

lack of irrigation infrastructure means that the flood and monsoon rain waters are required to 

replenish soil nutrients and maintain agricultural fertility across the floodplains.  Without flood 

water inundation many paddy fields would remain fallow (Goswami et al. 2004).   

 

Compounding the problem of flooding, the Assam basin also experiences extensive bank 

erosion (Goswami et al. 1999) with an average of 10.3 km2 land lost to erosion per year from 

1912 to 1996 (Sarma 2005).  A major challenge to the economic development of Assam is the 

southward migration of the main river channel causing large scale erosion of land on the south 

bank of the river.  It was estimated that 868 km2 of land was lost between 1900 and 2000 

(Sarma 2005).  The deposition of river sediments creates sand banks and islands that often 

become the site of semi-permanent habitation (Das et al. 2009).  However, often those 

benefitting from these areas are generally not those who lost land through erosion.  Newly 

formed land is often unstable and prone to flooding meaning those choosing to inhabit them are 

often vulnerable to flood induced poverty.   

 

The change in gradient of the Brahmaputra as it enters Assam from 1-4 m km-1 upstream of 

Assam to 0.13 m km-1 at Dibrugarh in the north-east (Boruah et al. 2008) and 0.1 m km-1 400 

kilometres south in Guwahati (Goswami and Das 2003).  This sudden change in gradient results 

in large amounts of sediment being deposited in Assam.  The sediment levels are further 

increased by seismic activity and deforestation combining with heavy rainfall (Pahuka and 

Goswami 2006).  Over recent years, areas of Assam have been affected by extreme events 

such as flash floods and sand-casting (large scale deposition of sand across land) causing 

1000s of acres of agricultural land to be lost (Das et al. 2009).  Increased flood severity in the 

north-east of Assam has been found to result in villages not even being able to grow summer 

rice (Das et al. 2009).  Much of the flooding is caused by the large amount of rainfall during the 

monsoon and the very high levels of sediment within the Brahmaputra.  The Brahmaputra has 
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the largest sediment load of any river in the world (Sarma et al. 2005).  Large amounts of 

sediment within a river can increase flooding and bank erosion by effectively raising the river 

bed (Sharma et al. 2010).   

 

3.1.3 Future Impacts 

 

Changes in monsoon rainfall are likely to impact flood regimes.  The Inter-governmental Panel 

on Climate Change (IPCC) predicted in 2001 that by 2050 in India winter rainfall would 

decrease by 10-20% and summer monsoon rainfall would increase by 30% (IPCC 2001).  This 

could lead to increased amounts of flooding during the summer months and bring extended 

periods of drought during the winter months with further challenges to already low levels of 

agricultural productivity and development.  The predicted increase in monsoon intensity could 

lead to greater problems in Assam.   

 

Changes in temperature and melting glaciers may also affect flooding in Assam.  Although 

areas further from the source of glacier fed rivers are not expected to be affected as strongly as 

those more upstream from melting glaciers (Kaser et al. 2010), Himalayan glaciers are 

retreating at rates of between 10 to 60 m per year and with temperatures predicted to rise in 

India and Tibet by 3.5 to 5.5° C by 2100 the retreat of glaciers is expected to also increase 

(Bajracharya et al 2007).  In the short-term it is predicted that climate change would result in the 

Brahmaputra experiencing an increase in summer flow levels due to increased glacial melting 

(Immerveel et al. 2010).  However, this would eventually result in decreased summer flows by 

2065 (Immerveel et al. 2010).   

 

Groundwater systems may also be affected by climate change in the future.  Often the 

improvements to irrigation in Assam funded by the World Bank give funding to local farmers to 

invest in ground water irrigation systems (World Bank 2011c).  These investments have often 

had the effect of increasing yields and in turn enabling the small subsistence farmers to begin 

selling surplus produce in local markets.  However, the warming of the climate predicted by the 

IPCC could reduce the amount of groundwater available (Mall et al. 2006).  Thus, there may be 

a limit to the long term impact that these investments will have.   
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3.2. Data Description 

 

The data descriptions are split in to three sections, (i) the socioeconomic data that were used 

from the Indian National Census are presented in Section 3.2.1, (ii) the satellite remotely sensed 

environmental data used to generate environmental metrics are presented in Section 3.2.2 and, 

(iii) supplementary environmental datasets from secondary sources are presented in Section 

3.2.3.    

 

3.2.1. Indian National Population Census (2001) 

 

The 2001 Indian Population Census was undertaken by the Office of the Registrar General and 

Census Commissioner of India.  The 2001 census in India was conducted by approximately two 

million door-to-door enumerators covering approximately 638,588 villages (Registrar General 

and Census Commissioner, 2011a).  The Census enumeration was held on March 1st 2001 with 

two phases preceding this to ensure that the number of households enumerated was as large 

as possible; (i) Phase one was a house-listing exercise conducted between April and 

September 2000, and; (ii) Phase two was the population enumeration conducted between 

February 9th and February 28th 2001 (Registrar General and Census Commissioner, 2011a).   

 

The house-listing exercise identified all households that were eligible for subsequent population 

enumeration.  A household was defined as a group of persons living together and taking meals 

from the same common kitchen (Registrar General and Census Commissioner, 2011a).  Each 

household identified by the enumerator was given a unique identifier code which would then be 

used in subsequent enumeration operations.  Layout maps were also developed showing the 

location of individual households for the use by enumerators in the population census 

enumeration conducted in 2001 (Registrar General and Census Commissioner, 2011b).    

 

The Population Enumeration identified the number of people within each household that should 

have been enumerated as part of the census day on March 1st 2001 and to avoid duplicating 

some respondents (Registrar General and Census Commissioner, 2011c).  The purpose was to 

identify all those who either: 
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 Resided in the household and were present during the whole or some part of the period 

between February 1st and February 28th 2001; 

 Visited the household in question and not expected to return to the normal residence 

during the entire period between February 1st and February 28th 2001.   

 

The census enumeration was conducted on March 1st 2001 and was composed of three parts.  

Part one collected information on the location of the household, part two collected information 

on the individuals within the household and part three collected information from households 

that were engaged in cultivation (Registrar General and Census Commissioner, 2011c).  Part 

two of the census was composed of 23 questions and all members of each household were 

required to provide responses (Registrar General and Census Commissioner, 2011d).  The 

questions asked included information on: Age, sex, marital status, age at marriage, religion, 

language, literacy status (see section 3.2.1.1), highest educational level attained, employment 

characteristics (see section 3.2.1.2), migration characteristics and fertility (For a full list of the 

questions see Registrar General and Census Commissioner, 2011d).   

 

For the present research socioeconomic data were taken from a subset of the 2001 Indian 

Population census at a level aggregated to the settlement.  The subset available did not include 

all of the census questions.  The information that was available included: 

 Village Population;  

 Total number of Households; 

 Number of males and females; 

 Number of children under 7 years old split into males and females; 

 Number of literates and illiterates; 

 Number of workers and non-workers; 

 Number of cultivators, agricultural labourers, household industry workers, and other 

workers. 

 

A description of the literates and illiterates and employment characteristics are described in 

section 3.2.1.1 and 3.2.1.2 respectively.  The data were stored as a geospatial database, where 
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each row represented a different settlement within Assam and each column a different census 

variable.  No data were collected on income or poverty in the 2001 census questionnaire 

(Bigman and Srinivasen 2002; Registrar General and Census Commissioner, 2011d).  

However, several of the variables that were collected had associations with poverty and 

socioeconomic conditions including literacy rates (Bigman and Srinivasen 2002)8 and 

employment characteristics (which are discussed in more detail below).   

 

3.2.1.1. Literates and Illiterates 

Question 12 of the individual particulars section of the census sought to determine if a 

respondent was literate or illiterate (Registrar General and Census Commissioner, 2011a).  A 

respondent was defined as literate if they were aged seven years or over and could read and 

write with understanding in one of several pre-defined languages.  No formal educational 

achievements or years in school were required for literacy to be recorded.  All children less than 

seven years old were recorded as illiterate (Registrar General and Census Commissioner, 

2011a).  A person who could read but not write was classed as illiterate and so too were all 

children that were six years of age or less.  The literacy values were given in counts of the 

number of male and female respondents in each village that were literate.  This could be 

combined with the information about the total number of females and males in the villages to 

create an overall village level literacy rate and also rates for females and males.     

 

Question 13 of the individual particulars section of the census sought to identify the highest 

educational level attained by the respondent.  Question 14 sought information on whether the 

respondent was currently attending an educational institution.  However, neither of these 

variables was available in the subset for Assam.   

 

3.2.1.2 Employment 

Questions 16 to 20 of the individual particulars section of the census sought to collect 

information on the employment characteristics of respondents.  The section began by asking if 

the person worked for any part of the past 12 months.  More detailed questions were then asked 

about the economic activity performed (Registrar General and Census Commissioner, 2011d).  
                                                      

8 Chapter 4 explores the potential for the different census variables to be used as a proxy for socioeconomic conditions. 
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The section was later coded into several categories describing the employment characteristics 

of the village.  The workers variable was a count of the number of people within the village that 

were involved in any economic activity in the 12 months preceding the census enumeration 

date.  The definition of a worker included any unpaid help on family lands or within family 

businesses.  No details were available in the census subset about the actual job or level of 

seniority that the individual had achieved (Registrar General and Census Commissioner, 

2011a).  However, several different classifications of employment were recorded during census 

enumeration including9:   

 

 Main workers were defined as those who were engaged in economic activity for 6 

months or more of the 12 months preceding census enumeration; 

 Marginal workers were those who were engaged in economic activity for less than 6 of 

the 12 months preceding census enumeration;  

 Cultivators were defined as those people who owned or rented agricultural land and 

cultivated the land themselves.  They had to work on the land themselves and if they 

were not engaged in the cultivation of crops and just acted as a land owner they were 

not classed as cultivators; 

 Agricultural labourers were defined as those people who were engaged in agricultural 

work on another person’s land for money, kind or share and had no right of lease or 

contract for the land; 

 A household industry was any non-farm activity that was not conducted on a large 

enough scale to have to legally register under the Indian Factories Act.  Household 

industry workers were defined slightly differently according to whether the settlement 

was classed as rural or urban.  In rural areas it was defined as an industry conducted 

within a village, whereas in urban areas it was an industry conducted within an 

individual household.   

                                                      

9 All descriptions can be found in more detail at: http://censusindia.gov.in/Metadata/Metada.htm.  
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 Other workers were those who were engaged in an economic activity during the 

previous 12 months and not classed as cultivator, agricultural labourer or household 

industrial worker.  The type of work covered by this category included civil servants, 

teachers, factory workers, plantation workers, the transport sector, banking, mining and 

construction; 

 Non-workers were defined as those individuals not engaged in any form of economic 

activity in the past 12 months and could include students, those engaged in household 

duties that did not extend to food production, pensioners, beggars, sex workers and 

those with unidentified sources of income. 

 

3.2.2. Satellite Remotely Sensed Environmental Data 

 

The spatial resolution of satellite sensor imagery is a crucial determinant of the amount of detail 

that can be accurately obtained from a specific image.  All satellite sensor imagery have trade-

offs between the level of spatial detail and the total area covered by the data.  Fine spatial 

resolution satellite sensor imagery such as IKONOS (4 m resolution) or QuickBird (2.4 m 

resolution) enable the detection and classification of smaller land features over coarser spatial 

resolution imagery such as Landsat (30 m resolution) and MERIS (300 m resolution).  However, 

the total area covered by an image with a finer resolution sensor will be smaller (e.g. Quickbird 

has a swath width of 16.5 km by 16.5 km and IKONOS has a swath width of 11.3 km by 11.3 km 

compared to 183 km by 170 km for Landsat Enhanced Thematic Mapper Plus (ETM+)).  

Therefore, fine resolution imagery is most suited for use in small area studies.  When data are 

needed for regional or global scale mapping the large number of images required can be 

problematic (Campbell 2002).  Foody (2002) highlighted that;  

“...regional to global scale mapping is often constrained to use relatively coarse resolution 

data... due to constraints of data cost, volume and the relatively high probability of 

obtaining a cloud-free view of the land surface with such data” (p187). 
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For operational use Landsat 7 ETM+ data provides an appropriate balance between relatively 

fine spatial resolution and relatively large areal coverage (Irons 2010).  Furthermore, selected 

Landsat data are now available free of charge (USGS 2008a), thus, removing the constraint of 

data costs highlighted by Foody (2002).    

 

Despite ETM+ image use often being limited by factors such as cloud coverage (Wen et al. 

2001) which is discussed in more detail in Chapter 5, the levels of information available from the 

sensor’s spatial resolution of 30 m and image size of 183 by 170 km (Irons 2010) is potentially 

advantageous for regional, national and global studies.   

 

3.2.2.1 Landsat 7 ETM+ 2001 Data 

Using the Global Visualisation Viewer (GloVis) any Landsat scene from Landsat 1 launched in 

1972 to the data collected by Landsat 7 ETM+ for the current date is processed to a specific 

defined level and provided for free.  The intention is that data will begin to be used for historical 

time series all over the world, providing an important time series data set for monitoring 

environmental and global changes remotely (USGS 2008b).  

 

For operational purposes the Landsat ETM+ data selected for use in the present research, had 

to meet three selection criteria to satisfy subsequent image analysis aims;  

 the images had to be from 2001, the year of the Indian National Census;  

 cloud coverage had to be less than the 40% threshold used for current Landsat ETM+ 

data uploaded to the GloVis database (USGS 2008c). 

 acquisition dates had to capture the maximum agricultural information and, therefore, 

images were required from two periods: 

1. October or November prior to the harvest of summer crops in October or 

November which are known as Kharif crops, and; 

2. January or February prior to the harvest winter crops in February or March of 

which are known as Rabi crops.   
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Exploratory analysis of the metadata for each image revealed that the region had cloud 

coverage regularly in excess of 50% during the main growing season (June to September).  

Thus, compromises had to be made for certain scenes.  The October 2001 image for WRS path 

135 row 042 could not be used as it had 83% cloud coverage.  Scenes immediately before and 

after the October 2001 image with acceptable amounts of cloud cover were found to be 

unsuitable on closer inspection due to cirrus cloud coverage in excess of 50%.  Since the cloud 

estimates in the metadata were derived from the ACCA method, discussed above, only optically 

thick clouds were considered in the estimate.  The scene from November 2002 was used as it 

was immediately prior to harvest and had 6% cloud reported with lower levels of transparent 

clouds.  Table 3.2 provides a summary of the six images that were required to cover the study 

area.  

Table 3.2 Landsat ETM+ Image tiles used for the study10. 

Image  WRS Scene Path WRS Scene Row Day Month Year Cloud % 

Image 1 134 041 23 10 2001 0.19 

Image 2 135 041 30 10 2001 16.92 

Image 3 135 042 18 11 2002 5.54 

Image 4 136 041 21 10 2001 5.55 

Image 5 136 042 21 10 2001 7.00 

Image 6 137 041 28 10 2001 4.01 

 

3.2.3. Supplementary Spatial Data Sets 

 

Several existing spatial data sets previously developed by the GeoData Institute for a previous 

study (the BrahmaTwinn project) were used.  These were; polygon boundary files of the 12 

districts and 72 sub-districts (Tahsil’s) that constituted the study region in Assam.   

 

Due to the limitations of the spatial resolution of Landsat ETM+ data for identifying particular 

features, several spatial data sets were used to provide data on environmental metrics 

supplementary to the data that could be extracted from Landsat ETM+ satellite sensor imagery.         

 

                                                      

10 Information obtained from metadata for images on the GloVis website http://glovis.usgs.gov/ 
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3.2.3.1 Flooding Data 

The revisit period of Landsat of approximately 16 days meant that during the monsoon it was 

often found that all images contained in excess of 80% cloud.  Revisit periods of the Landsat 7 

satellite and cloud cover limit the amount of information that can be extracted from Landsat 

ETM+ sensor images.  Since flooding has a large impact on the study site flood extent 

information was acquired from the Moderate Resolution Imaging Spectroradiometer (MODIS) 

which is on-board the Terra and Aqua platforms.  MODIS data has a spatial resolution of 250 m 

and a revisit period of 1 day, which makes it more able to collect data during a break in the 

monsoon cloud compared to Landsat ETM+.  The flood extent was provided for the August 

200711 flood event.  This event was one of the largest in recent years (Bagchi 2007; World Bank 

2007), and so it was felt that it provided a good representation of the likely areas to be flooded 

during major flood events in the state.   

 

3.2.3.4 National Park Data 

The World Commission on Protected Areas (WCPA) provided spatial boundary files of the 

worlds protected areas.  The World Database on Protected Areas is compiled from numerous 

sources and updated regularly (WDPA 2011) the most recent being in December 2007 which 

was used here.  The data were downloaded from the World Database on Protected Areas as 

GIS polygon boundary files.  The data represented the boundaries of any IUCN protected land 

area in Assam.  The data for Assam covered nine protected areas: 

 The World Heritage Site of Kaziranga National Park 

 The Wildlife Sanctuaries of Pabitora; Orang; Laokhowa; Sonai-Rupai; Garampani; 

Pabha; Poba and Dibru 

The national park dataset was intended to provide supplementary environmental information on 

the impact that tourism could have on the local socioeconomic conditions and also how 

socioeconomic conditions were affected by limitations placed on the local land use from the 

designated legal protected status of these areas.  

 

                                                      

11 provided courtesy of UNOSAT, Geneva www.unosat.org  
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3.2.3.5 Transportation Data 

The spatial resolution of Landsat ETM+ data was not capable of detecting small and medium 

sized road and rail infrastructure.  The literature review highlighted the importance of rural roads 

and access to markets, education and health facilities for development.  Therefore, data on road 

and rail transportation systems in Assam were downloaded from the Digital Chart of the World 

(DCW)12.  The data were available in the DCW 1993 version at 1:1000000 scale.  The railway 

data provided a vector line dataset of the rail lines within Assam.  The road data included vector 

line files of several different road types: 

 Metalled Road 

 Un-metalled Road 

 Cart Track 

 Footpath 

 Track Pass 

 

3.3 Summary 

 

Assam is a state that has the natural resources available to encourage economic development.  

However, its isolated position and key environmental and climatic challenges have limited this 

potential causing Assam to be one of the poorest states in India.  Future predictions of climatic 

and environmental change suggest that the challenges faced by Assam will increase.  

Therefore, government development policies will be required to target populations most in need 

to make use of the limited financial resources available.  As Chapter 1 highlighted government 

targeting of resources can be limited by a lack of up-to-date population data at fine spatial 

resolutions.  In Assam this is further exacerbated by the annual flood events that can increase 

the number of people experiencing problems relating to poverty and thus requiring government 

development assistance.  Chapters 1 and 2 highlighted the potential use of remotely sensed 

data for exploring and quantifying the associations between socioeconomic conditions and land 

                                                      

12 Source: geo-community www.geocomm.com  
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use.  Therefore, this study will explore the level of socioeconomic information that can be 

extracted from remotely sensed data in Assam.  If associations between land cover features 

and census variables can be found then the high frequency revisit capability of remotely sensed 

imagery could enable a limited but potentially valuable understanding of general socioeconomic 

conditions.  This could in the future be used to help identify the populations most likely to be in 

need of development assistance in a region of rapid potential changes.
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Chapter 4: Field Study, Assam northeast India 

 

This chapter presents findings from a field study conducted over a six week period in Assam 

during October and November 2009.  The main aim of the field study was to gain an 

understanding of the social, economic and environmental conditions in rural communities of the 

Brahmaputra Basin of Assam.  Another aim was to identify variables that were available in the 

census data subset for Assam that had the potential to act as proxies for living standards, 

socioeconomic conditions and development.  This was especially important due to the absence 

of income information in the census data available for Assam (Chapter 3).  As a result of the 

field study research hypotheses relating to possible associations between development and the 

local environment were generated based on key findings from the literature review and field 

observations.  These research hypotheses then formed the basis for subsequent statistical 

analyses.   

 

4.1 Introduction 

 

Bigman and Srinivasen (2002) stated that, although no income data were collected in the 2001 

Indian National Census, there were variables such as employment, building type and literacy 

rates that could be used by researchers as proxies for socioeconomic conditions.  Therefore, an 

objective of the field study was to identify which census variables could be used as proxies for 

socioeconomic conditions.  Additional field study objectives were: 

 To explore the socioeconomic conditions in a range of villages in rural Assam and to 

form an understanding of how the local environment can impact these socioeconomic 

conditions; 

 To identify the environmental issues potentially affecting rural settlements and that were 

associated with different socioeconomic conditions; 
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 In the absence of village boundary information, to identify the average size of village 

boundaries so that this could be used to extract environmental data from the satellite 

sensor imagery that the community used on a regular basis; 

 To collect data to support land cover classification of satellite sensor imagery; 

 

It was envisaged that the 30 m resolution Landsat ETM+ data would present operational 

challenges as it would not be possible to detect directly some of the environmental factors that 

the literature review suggested had important associations with rural development (Campbell 

2002).  For example, irrigation infrastructure and the quality of roads were unlikely to be 

detected at the spatial resolution of data used in this research.  Therefore, the field campaign 

attempted to identify environmental metrics that could be used as proxies for those 

environmental factors potentially associated with rural development.  

 

4.2 Methods 

 

Obtaining local level information on the environmental conditions affecting communities was 

essential to ascertain which environmental metrics should be explored in subsequent statistical 

analysis.  This section provides details of the methods for addressing each of the field study 

research objectives.   

 

To meet the field study objectives several rural settlements in Assam were visited which were 

organized with a team of local experts to help identify suitable locations.  Prior to field visits a 

range of communities with different socioeconomic and environmental conditions were 

identified.  Socioeconomic conditions were inferred from the census and information provided by 

local experts.  Environmental conditions were identified using the literature on Assam, Google 

Earth data and local expert opinion.  The aim was to conduct one semi-structured interview in 

as many communities as possible that had: 

 Above average, average and below average socioeconomic conditions, and;  
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 Different local environmental settings, for example, communities were sought that were 

within a few hundred metres of a river, over a kilometre from a river, within a kilometre 

of an urban area, isolated villages.  

 

4.2.1 Identifying social and environmental issues affecting rural communities. 

 

Semi-structured interviews and focus groups are an effective method of exploring an issue and 

developing theories to be tested quantitatively at a later date (Goss and Leinbach 1996).  

Quantitative data collected from structured questionnaires was felt to be inappropriate because 

the field study was conducted over eight years after the last available census data was 

collected.  Reliance on participant recall for such a long time period would introduce significant 

bias into the results of the field campaign.  Semi-structured interviews were used in Assam as 

they provide flexibility for researchers to follow different lines of study depending on the 

responses of participants (Longhurst 2003; Valentine 1997).  Translators were used in all field 

visits and therefore semi-structured interviews enabled the principal investigator to observe how 

the community responded to specific areas of questioning in a conversational style instead of a 

structured questionnaire format which induces formality and within which the structure can be 

hard to adapt to different situations (Valentine 1997).   

 

In each community, group level semi-structured interviews were the preferred method as they 

enabled the community to collectively discuss the issues before returning a considered 

consensus (DiCicco-Bloom and Crabtree 2006; Longhurst 2003).  The composition of the group 

can influence the community responses of the group (Goss and Leinbach 1996).  Furthermore, 

responses would be expected to be different if the sample of participants did not reflect the 

diversity of the local community (Kitzinger 1995).  In Assam no formal selection criteria were 

used because the harvest was on going and therefore, it was not possible to be selective as 

attendances would be unreliable.  Instead participants were selected on an ad-hoc basis, but 

each group was composed of at least six individuals.  Contact was made with a member of the 

community and they were requested to arrange a diverse gathering of participants and to 

include a range of male and female participants with a range of different ages.  To negate for 
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any potential response bias due to group dynamics every member of the group was actively 

encouraged to contribute as recommended by Burgess (1996).  While the translator was 

facilitating the discussion those participants that appeared to have less influence on the group 

discussions were encouraged to contribute before any response was recorded.  This was 

achieved by waiting for the participants to report back and then using the answer provided to 

ask those on the periphery of the group if they agreed or had additional comments to make.  

Most interviews were conducted in a central communal location within the community.  All 

responses remained anonymous and GPS data were collected in a central location away from 

any individual households (Valentine 1996).   

 

Semi-structured interviews can be subject to interviewer bias because the information provided 

by the participants can be interpreted in different ways (Lillis 1999).  To minimize the risk of bias 

a guideline of questions was developed to ensure consistency in the broad topics covered by 

each interview (Table 4.1).  As recommended by DiCicco-Bloom and Crabtree (2006) the 

opening question was open ended and designed to encourage the interviewee(s) to talk at 

length about themselves and the current environmental conditions.   

 

Questions in Section 1 were designed to collect information that could be compared directly to 

the census to identify the villages after the interview had taken place.  Agricultural productivity 

has important associations with economic development in developing countries (Datt and 

Ravallion 1998; Ligon and Sadoulet 2008; Ravallion and Chen 2007; Christiaensen et al. 2006).  

Therefore, Section 2 aimed to identify the uses and amounts of productive land within the 

community.   
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Table 4.1 Guidelines of topics to cover for the semi-structured interview. 

Reference Number Category  

Opening How has the harvest been for your community this year? 

1 Village Information  

 1.1  Name of Village 

 1.2  Population Estimate 

 1.3  Total Area of village/ village boundary size/ Land owned by family

2 Local land uses and covers 

 2.1  Type of agriculture / prevailing land cover type  

 2.2  Number of crops per year 

 2.3  Fisheries available 

 2.4   Agriculture: subsistence or commercial? 

 2.5  Loss of land through erosion/deposition/flooding/other? 

 2.6  Irrigation method in village? 

3 Transport and Roads 

 3.1   Type of transport available 

 3.2  Type and amount of roads surrounding village 

 3.3  Are roads passable during the monsoon 

 3.4  Where is the nearest health centre 

 3.5  How do people travel to the health centre 

 3.6  Same as 35 but during monsoon flood event 

 

4 Buildings 

 4.1  Material used for buildings walls and roofs 

 4.2  Electricity available 

 4.3  Water supply available 

5 Economic Alternatives to agricultural work 

 5.1  Source of income other than agriculture 

 5.2  Is the available source of income available all year 
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In the literature, access to facilities such as markets, health centres and education was found to 

have associations with socioeconomic conditions (Blaikie et al. 2002; Hanmer et al. 2000; IFAD 

2002; Khandker et al. 2006).  The isolation and poor road infrastructure within the northeast 

region of India has also been suggested to contribute to slow economic development in Assam 

(Government of Assam 2003; Singh 2003; World Bank 2007).  Therefore, questions in Section 3 

were designed to explore if there were similar associations at the village level.  Questions were 

asked about the availability of transport, local road network conditions and the distance 

individuals had to travel to make use of transport services.  Schools and markets were found to 

be very common and generally some form of each was present in the smallest of villages.  

Therefore, the location of the nearest health centre was used as a proxy for the distance/time to 

travel to the nearest major market town.   

 

Census data for India in 2001 did not collect information on incomes or poverty.  However, 

alternative variables that were collected could be used as proxies for socioeconomic standards 

(Bigman and Srinivasen 2002).  Section 4 was designed to identify additional 

wealth/socioeconomic conditions within the village which could be compared to census 

variables such as job type and education to assess if the available census data provided 

adequate proxies for socioeconomic conditions/wealth in the communities.   

 

When using semi-structured interviews it is recommended that test surveys are used to refine 

the types of information sought (Barbour 2005) which is especially important when the method 

for conducting a semi-structured interview uses a translator.  The survey was piloted in two 

communities in Assam that were outside of the study area.  The test villages in the Kamrup 

district highlighted the importance of non-agricultural employment to the wealth of a village.  

Therefore Section 5 was added to the survey during the final development stages of the 

interview and used to identify those villages that had wealthier socioeconomic conditions but not 

necessarily differing environmental conditions.   
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After each visit the results of the surveys were combined with field observations, photographs of 

any important environmental conditions, census data and results of discussions with guides and 

local experts.  This provided a detailed database of information relating to the socioeconomic 

conditions within each village and the various environmental factors potentially affecting them. 

 

4.2.2 Identifying the average size of village boundaries 

 

Section 1.3 of the semi-structured interview (Table 4.1) aimed to collect information about the 

average size of villages.  Results from the test sites suggested that there was confusion about 

questions related to the size of a village.  The hierarchical nature of village organisation in 

Assam meant that responses from participants ranged dramatically as there were differing 

opinions about the definition of a village.  Therefore, to negate for this effect section 1.3 sought 

instead to ask about the total size of the village and the average amount of land owned by a 

family so an estimate could be made at a later date and responses compared to population 

sizes.  The survey responses were supported by field observations by taking a brief walk around 

a village with a local guide to try and establish the size of a village boundary.     

 

4.2.3 Collecting land cover information for remote sensing land cover classification. 

 

To coincide with the most recent census enumeration, the imagery used for land cover 

classification was from 2001.  Using ground data points collected in 2009 would introduce 

potential inaccuracies in the land cover classifications.  To mitigate for this, global positioning 

system (GPS) points were not used as samples in remote sensing software to train the 

classifications.  Instead they were used to help identify distinct land classes in the 2001 imagery 

by comparing it to known land cover types in 2009 Landsat ETM+ and Google Earth Imagery13.  

  

                                                      

13 See Chapter 5 for details of the land cover classification 
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4.3 Survey and field observation findings 

 

In total 24 villages and two tea gardens were visited, the locations of which are given in Figure 

4.1, and details of the socioeconomic conditions given in Table 4.2.  The villages visited were 

located in five out of the 12 districts in the study area.  The villages that were visited had a 

diverse range of socioeconomic conditions and occupied different environmental locations.  

Table 4.2 shows that there were several villages with large proportions of the population having 

the status of scheduled caste and scheduled Tribe (Kashasila, Kashasila No. 2, Na-Nai Taring 

and Niz Dahi).  It was important to visit these types of communities as the results would be 

indicative of any potential differences between communities of historically marginalised people.  

This would provide opportunities to compare the observations with wealthier communities that 

were involved in industrial practices and larger scale agricultural practices. 

 

Karbi Anglong is a densely forested area that is relatively isolated from the rest of Assam and 

would likely have diversified the findings.  However, insurgency problems in the area (Baruah 

2002; Hassan 2006) meant that it was not safe to visit.  Similar safety concerns meant that the 

more industrial districts of Golaghat, Jorhat, Sibsagar and Dibrugarh (Figure 4.1) were also not 

visited.  This has to be taken into account when using the findings as conditions in these areas 

could alter the results of the analysis.   
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Figure 4.1 Regional location of the study site and the villages visited during the field study.  Background image is taken from ESRI maps and data group: 

Physical and Ocean Layer file.  
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Table 4.2 Villages visited and 2001 census data used to determine the socioeconomic conditions. 

Name District X Y Pop 

No. 

Househo

lds 

Sch. 

Caste 

Sch. 

Tribe 

Dist. 

To 

Town 

Elec. 

Supply 

Commercial 

Activities 
Literacy 

Irrigated 

Land (ha.) 

Bhutai Gaon Nagaon 472434.4231 2912480.719 1782 324 0.00 0.00 3 Yes  0.09 0 

Dhekerigaon Darrang 422367.5806 2937096.677 1799 336 0.35 0.02 6 Yes 

JUTE 

PRODUCTS 0.42 0 

Gadharia Nagaon 475515.8352 2916940.092 345 64 0.00 0.00 18 Yes  0.94 0 

Hatimara Darrang 422862.6335 2963395.449 702 128 0.00 0.02 35 Yes  0.48 0 

Kacharipara Darrang 378905.1039 2948006.557 325 65 0.00 0.51 10 Yes  0.65 140 

Vhuktabari Darrang 407850.7468 2935857.346 969 65 0.01 0.98 10 Yes  0.73 140 

Karaiyani Nagaon 474675.2201 2915605.417 1477 290 0.00 0.00 4 Yes  0.09 0 

Kashasila Marigaon 405145.8043 2905899.285 402 66 1.00 0.00 30 No  0.17 0 

Kashasila No. 2 Marigaon 405145.8043 2905899.285 402 66 1.00 0.00 30 No  0.17 0 

Katari Chapari 

No.1 Lakhimpur 623808.5613 3032921.975 263 44 0.00 0.00 22 No ENDI CLOTH 0.79 0 
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Kawpatoni Dhemaji 635028.3238 3035312.036 508 92 0.02 0.01 12 No 

BAMBOO 

PRODUCT 0.87 0 

Khatikuchi Darrang 389731.7543 2921392.578 1047 345 0.00 0.00 15 Yes  0.83 0 

Majgaon Dhemaji 639931.9884 3029978.525 256 36 0.00 0.00 14 Yes  0.85 0 

Na-Nai Taring Dhemaji 636034.1744 3031656.972 369 64 0.62 0.02 22 No 

BAMBOO 

PRODUCT 0.83 0 

Nigam Sonitpur 569360.0562 2982469.524 650 136 0.05 0.04 12 No  0.74 0 

Niz Dahi Darrang 395404.2666 2925124.635 1581 306 0.58 0.00 9 Yes  0.08 0 

Niz Kharupetia Darrang 413887.8921 2932314.111 1707 327 0.00 0.00 16 Yes 

JUTE 

PRODUCTS 0.25 160 

No.2 Gohaigaon Dhemaji 641729.5103 3028198.938 545 96 0.00 0.00 19 No  0.82 0 

Ondolajar Darrang 408847.1219 2927944.100 3144 551 0.00 0.00 6 Yes 

JUTE 

PRODUCTS 0.40 232 

Pabhakati Marigaon 423800.9901 2920874.064 667 43 0.00 0.00 70 Yes  0.69 0 

Sialmari Darrang 424644.5116 2937094.864 1127 11 0.00 0.04 5 Yes  0.23 50 

Somora Jan Dhemaji 646881.5918 3034547.475 439 78 0.00 0.00 12 Yes  0.79 0 



 

66 

Vhuktabari Darrang No Matching Census villages 

Test Villages   

Guimara Kamrup Outside of the Study Site, no census data available 

Satrapara Kamrup Outside of the Study Site, no census data available 
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4.3.1 Potential proxies for socioeconomic conditions in the census  

 

For exploratory purposes those villages visited were split into three groups based on the relative 

socioeconomic conditions of the village; (i) relatively wealthy, (ii) relatively poor and (iii) 

relatively very poor.  These groups are defined relative to those villages visited during the field 

study and use a combination of census information and results of the field observations and 

semi-structured interviews.  The groups were defined based on the generalisation of the census 

and field data and served to make it easier to identify potential trends in the environmental 

conditions in different villages.  Table 4.3 gives information on the conditions that were used to 

formulate an overall definition of the socioeconomic status of the villages.  Each village that was 

visited was assigned to one of these categories and the local environmental conditions 

recorded.   

 

Table 4.3 conditions used to define the level of socioeconomic status of a village. 

Relatively wealthy Relatively poor Relatively very poor 

Census Variables: 

Sch. Caste <10% 

Sch. Tribe <10% 

Domestic electricity  

Literacy >60% 

Census Variables: 

Sch. Caste 10-40% 

Sch. Tribe 10-40% 

Domestic Electricity 

Literacy 40-60% 

Census Variables: 

Sch. Caste >40% 

Sch. Tribe >40% 

No domestic electricity 

Literacy <40% 

   

Field observations: 

Brick/Concrete building 

material 

Employment in government 

jobs.  

Field observations: 

Brick/ metal building materials 

Majority employed in 

agriculture 

 

Field observations: 

Bamboo, mud and straw 

building materials 

Fishing and very small scale 

subsistence agri.  

 

Gang et al. (2008) reported that, in rural India, poverty incidences between 1999 and 2000 were 

higher in scheduled tribe and scheduled caste populations (30.1% and 39.4% for caste and 

tribe respectively) than the non-scheduled population (17.7%).  This appeared to be the case in 

the data collected during field studies in Assam and the proportion of village inhabitants classed 
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as scheduled tribe or scheduled caste could be explored further to identify if they are associated 

with socioeconomic conditions.   

 

Table 4.3 shows that female literacy was identified as a possible proxy measure of 

socioeconomic conditions in Assam because it was often higher in the villages with wealthier 

conditions such as access to domestic electricity and permanent modern housing construction.  

Furthermore, past studies in the literature support this choice because achieving universal 

primary education and promoting gender equality are the second and third Millennium 

Development Goals (MDG) (UNDP 2011).  Abu-Ghaida and Klasen (2004) suggested that 

gender inequality could harm a country’s progress in other development goals such as the 

reduction of child mortality (MDG 4) and the improvement of maternal health (MDG 5).  

However, there are many components contributing to gender equality and education is only one 

of those (Morrison et al. 2007).  Female literacy has also been found to be linked with 

decreased child mortality (Cleland 2010; Schultz 2002), decreased fertility (Osili and Long 2008) 

and increased school attendances of girls (Dreze and Kingdon 2001) all of which can be used 

as indicators of economic development.  In the review by Hannum and Buchmann (2005) into 

the evidence for literacy being a positive determinant of economic development it was 

concluded that it can have significant impacts on development.  However, no clear distinction 

between causal effects could be found due to the range of other factors that can influence 

education and economic development.   

 

Other factors that can influence economic development include the job market (Hannum and 

Buchmann 2005) with off-farm employment often having strong associations with increased 

economic development (Kam et al. 2005; Kristjanson et al. 2010; Rodriguez et al. 1994).  Table 

4.4 summarises the key findings from the semi-structured interviews conducted in Assam.  In 

Assam employment in government jobs or the availability of government pensions was found to 

be more common in villages with wealthier socioeconomic conditions.  Responses highlighted 

that income from these sources was guaranteed and did not fluctuate during the year (Table 

4.4).  Other sources of income in villages were susceptible to fluctuations due to climatic 

conditions such as a poor monsoon or an unusually large amount of monsoon flooding.  There 
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were also potential associations between climatic conditions and availability of non-agricultural 

jobs such as daily wage labour and the service industry.  Villages that were still able to work in 

non-agricultural jobs all year round appeared to have associations with wealthier socioeconomic 

conditions (Table 4.4).   

 

The most important economic alternatives to agricultural work were government jobs or 

government pensions as they provided a guaranteed source of income for life.  Jobs providing 

daily wages were less stable as they did not guarantee incomes.  A pattern was found between 

village locations and the number of people employed in government jobs or having retired from 

government jobs.  These villages were often within 5-10 km of a larger settlement or a denser 

road network existed with metalled roads linking the village to the larger settlements.  The 

quality of roads was generally greater in and around villages with larger numbers of government 

workers.  It was not clear, however, if this was the reason for more employment in government 

jobs or a result of the government workers having more influence on local policy and therefore 

able to campaign for improved rural infrastructure.     

 

Semi-structured interviews with villagers and discussion with local experts sought information 

about non-environmental influences on socioeconomic conditions.  In the test villages 

alternative sources of income were found to be an important factor in the ability of communities 

to cope with the loss of crops from unexpected events such as flooding or drought.  Therefore, 

questions were asked about the source of alternative incomes to agriculture and the availability 

of this income during the year.   

 

4.3.2 Potential associations between socioeconomic conditions and environmental 

factors  

 

Survey data and field observations highlighted several potential associations between 

socioeconomic conditions within the village and the surrounding environmental factors.  Table 

4.4 summarises results of the semi-structured interviews.  Several patterns were identified 

between the socioeconomic conditions within the village types (Table 4.3) and the local 

environmental factors surrounding the villages and some of these are presented in Table 4.5.  
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The relatively wealthy villages often had extensive rice fields which were only harvested once 

per year (Figure 4.2), there was an abundance of woodland and only small amounts of 

grassland or bare land.  The majority of relatively wealthy villages either had good quality 

metalled roads within them or were within 500-1000 m of a metalled road.  They were also 

generally within 5 km of a major market town and were over 1 km from a major river.   

 

 

Figure 4.2 Land use in a wealthy traditional Assamese community in Marigaon district (Source: 

Watmough, 2009). 

 

The very poor villages were often located on river islands and river banks created by the large 

braiding of the Brahmaputra and its tributaries (Goswami and Das 2003; Sharma 2005).  The 

majority of the land surrounding the villages was bare (Table 4.5) land and often accompanied 

by a major river.  The main economic activities were fishing and informal daily wage earning in 

the construction industry.  Very small plots of agricultural land were available that were usually 

too small even for subsistence levels of production.  Thus, additional sources of subsistence 

were required to support families such as fishing, NTFP and daily wage labour.  Flooding and 

erosion were constant threats to the villages which meant that they often harvested multiple 

crops per year to insure against losses.  There were no roads directly connecting the villages 
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and travel to the nearest metalled road had to be conducted by foot or boat.  This often meant 

that access to a major market town was much more difficult than it was for villages with 

wealthier socioeconomic conditions.  Figure 4.3 gives an example of a relatively very poor 

village; often the villages were located on a sandy river deposition zone with very few areas of 

productive land.  Villagers travelled across the river to the island for additional agricultural land 

(Inset Figure 4.3) which was flooded most years during the monsoon meaning crops were often 

destroyed. 
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Figure 4.3 In Marigaon District a poor community on the banks of the Brahmaputra. Inset, plan of the village and surrounding environmental conditions, 

(Source; Watmough 2009). 
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Villages with average socioeconomic conditions (Table 4.3) often had intensive agricultural 

practices conducted within them (Table 4.5).  There were very few areas of woodland or land 

left uncultivated as every possible area was used to grow a wide range of crops including rice 

and vegetables.  These villages were often not far away from local markets.  However, 

surrounding roads were often of poor quality and motorised transport was unable to use them all 

year round (Figure 4.4).  The poor infrastructure resulted in an effective increase in isolation as 

the increased effort to travel appeared to increase the perceived distance that a village was 

from a major market town.  

 

 

Figure 4.4 Poor access and flood water issues in poorer communities in Darrang District 

(Source: Watmough, 2009). 

 

In the north-east districts of Dhemaji and Lakhimpur all surveyed communities were affected by 

some form of extreme environmental problem.  Villages were often close to tributaries of the 

Brahmaputra, originating from deforested slopes of the sub-Himalayan Mountains in Arunachal 

Pradesh.  The combination of locally reported changing rainfall patterns (Das et al. 2009), 

deforestation and sudden change in river slope (Baruah et al. 2008; Goswami and Das 2003) 

resulted in large amounts of sand being deposited on agricultural fields rendering them infertile 
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for many years to come.  These events were causing extensive damage to agricultural land and 

often resulted in communities having to find alternative sources of income.  Industry in this part 

of Assam was limited due to the relatively isolated position that the districts of Dhemaji and 

Lakhimpur occupied.  Often the only alternative source of income was low paid daily wage 

labour for the construction industry such as manual rock breaking.  Isolated villages appeared to 

have larger amounts of grassland or bare land surrounding them than those that were closer to 

market towns or main roads (Figure 4.5).   

 

 

Figure 4.5 Sand casting in Lakhimpur and Dhemaji reduced very large areas of productive land 

into unproductive sand (Source: Watmough, 2009). 
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Table 4.4 Summary of the key findings from the semi-structured interviews. 

Name 
Building 

wall/roof 

Crop 

type 

No. 

Crops/year

Subsistence/ 

commercial 

Erosion/

flood 

Main Eco. 

Activity  
Transport

Type of 

road 

Road passable 

in monsoon 

Nearest 

health centre

How 

travel/flood 

Bhutai Gaon 

Brick/ 

concrete Mix Multiple 

Sell in good 

yr None Govt. 

Foot/bike 

to NH. 

Unmeta

lled Never floods 0 km Foot/Foot 

Dhekerigaon Brick/metal Padi 1 rain fed Yes Flood Govt. Public NH 52 Yes   

Gadharia Brick/metal Mix Multiple Yes  None Agri. Public NH 52 Yes 1 km Foot 

Hatimara 

Majority 

Bamboo Padi 1 rain fed Yes Flood Agri. 

Public, 

bike Unmet Yes most   

Kacharipara Brick/metal Padi 1 rain fed Yes Flood Govt. 

Foot, 

bike Unmet Yes 1 km Foot 

Vhuktabari 

Bamboo/ 

Metal Padi* Multiple Surplus Flood Serv. 

Private 

m/vehicle NH 52 No 500 m Foot 

Karaiyani 

Brick/ 

concrete 

Padi & 

Veg. Multiple Sell  None Govt. 

Private 

m/vehicle Met Yes 2 km Private  

Kashasila 

Bamboo/ 

straw Mix Multiple* Yes Both Fish 

Foot, 

boat None No   
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Kashasila No. 2 Mud/Straw Veg.* Multiple Yes Both* Fish 

Foot, 

boat None No   

Katari Chapari 

No.2 Mud/straw Padi* 1 winter Sell Erosion Inf. 

Foot, 

bike Unmet No 3-4 km Raft 

Kawpatoni 

Bamboo/ 

Metal 

Winter 

veg. 1 winter Sell Flood Agri./ inf. 

Foot, 

bike Tracks No 4 km Raft/boat 

Khatikuchi 

Bamboo/ 

Metal Padi* 1 rain fed Yes Flood Agri. 

Private 

m/vehicle Unmet No 3-4 km Foot 

Majgaon 

Brick/ 

concrete Padi Multiple Yes Depos. Govt. m/bikes Unmet. No 4 km Boat 

Na-Nai Taring Mud/ metal Mix Multiple Yes Erosion Agri./ Inf.  

Foot, 

bike Path No   

Nigam 

Bamboo/ 

Straw Padi Multiple Yes None Agri.  Foot/boat Path Sometimes   

Niz Dahi 

Bamboo/ 

Metal 

Padi & 

Veg. Multiple surplus Flood  Agri.  

Foot, 

bike Met. Yes 3 km Foot, bike 

Niz Kharupetia 

Bamboo/ 

Metal 

Veg. & 

Padi Multiple Sell None* Int. Agri. 

Foot, 

bike Path Sometimes 2 km  Foot, bike 

No.2 Gohaigaon Brick/ Metal Padi* Multiple Sell Flood Govt. m/bike Unmet No 7 km 

Bike, 

public 
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Ondolajar 

Bamboo/ 

Metal 

Mustard

& Padi* Multiple Sell None Agri.  Public Met. Yes 5 km Public 

Pabhakati Mud, straw* 

Padi, 

Veg. 2  Mix None Agri.  

m/bike, 

public Mix Yes   

Sialmari 

Bamboo/ 

Metal Veg. Multiple Mix Flood Agri. Bike, foot Unmet. No 1 km 

Boat, 

public 

Somora Jan 

Bamboo/ 

Metal None* None  Depos. Inf. Public NH No   

* denotes additional information is provided in Appendix 2 about this response. 

In Main Economic Activity; Govt. denotes government job; Agri is agriculture, serv is service industry (transport etc) Inf. Is informal sector, fish is fishery. 
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4.3.2 Exploring the amounts of land utilised by different communities 

 

This was the most problematic objective to achieve during the field campaign and results were 

limited.  The hierarchical structure of villages in Assam meant that the local residents had 

differing opinions of what constituted their community.  Consequently, the estimates of the size 

of the village boundary either could not be given by the respondents or estimates had very large 

ranges and it was felt that they could not be relied upon.  Therefore, subsequent analysis 

sought to develop GIS based approximations for village boundaries such as Thiessen polygons 

(Muller and Zeller 2002) and radial buffer zones that were used in similar studies (Behrens et al. 

1994; Entwisle et al. 1998; Rindfuss et al. 2003b). 

 

4.3.3 Ground data collection to support land cover classifications from satellite sensor 

imagery 

 

Several land cover classes appeared to have potential direct associations with census variables 

within the communities or they could be used as a proxy measure for other environmental 

factors.  Table 4.5 gives details of the land cover classes that were selected for classifying the 

Landsat ETM+ data in Chapter 5.  Potential associations, found during the field study, between 

land cover/ land use data and the socioeconomic conditions are also presented in Table 4.5.      
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Table 4.5 Land cover classes and descriptions to be used for land cover classifications and the potential relationships with census data. 

Land cover class Description Association with census data 

Bare Bare agricultural land, river banks and islands with no 

vegetation 

Increased amounts of bare land often associated with poorer communities 

Built Up Large towns and cities Communities near to these had wealthier socioeconomic conditions 

Grassland Vegetated land that did not have the texture of 

woodland or the seasonal changes in phenology seen 

in agricultural areas 

Often a sign that the villages had no irrigation and low levels of rain or other 

climatic/environmental issue that resulted in less productivity. 

Plantation Large commercial plantations, majority were tea 

gardens 

These were often the only large scale industrial organisations in the areas 

visited.  Potential associations with increased socioeconomic conditions.  

Summer cropland Land that was cropped during the summer months and 

harvest around October/November.  Known as Kharif 

crops in Hindi they are planted to coincide with the start 

of the rainy season. 

The main source of income for over 70% of the population of Assam.  Areas 

with large amounts of agricultural land often found to have wealthier 

socioeconomic conditions. 

Water Any water bodies, including rivers, canal, lake and 

reservoir.  

Vital for irrigating winter crops and replenishing soil nutrients.  Also cause 

large scale disruption and loss of productivity due to extreme flood events, 

erosion and deposition.  

Wetland Areas surrounding water classes that were vegetated 

with very high background water signals. 

These areas are largely protected by Indian law.  Those living on or within 

them are illegal settlers and therefore often marginalised communities with low 

socioeconomic conditions.  They are also a vital source of fish. 
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Winter cropland Land was cropped during the dry winter months.  

Generally planted after the Kharif harvest and 

harvested in February/March time.  Known as Rabi 

crops in Hindi.   

Found to only be grown in areas where irrigation was available.  This either 

meant that the community was on the bank of a river or had irrigation 

infrastructure available.  If the former, the village often had low socioeconomic 

conditions as the winter crop was grown to insure against loss of other crops 

from unstable land being inhabited.  

Woodland Forest areas and small areas of woodland around 

settlements, roads and agricultural plots.   

Important source of additional incomes in the literature.  Found that wealthier 

communities had larger amounts of woodland within them than communities 

with lower socioeconomic conditions.  
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4.4 Discussion  

 

In this chapter potential associations between socioeconomic conditions and local 

environmental factors were explored in the field.  Literature suggested that the poor have little 

choice but to locate themselves in environmentally degraded areas (Barbier 1997; Mink 1993) 

or that the poor degrade an area’s natural environmental conditions due to a lack of resources 

for long term planning (Barbier 2000).  Results from the field campaign appear to partially 

support this.  Communities with very low socioeconomic conditions were often found to live in 

areas that were unsuitable for permanent human habitation such as river islands, river banks 

and along the fringes of protected wetland areas.  However, field studies found no evidence of 

the communities degrading their environments as they were already the most unstable, 

marginal areas of land.  Thus, it appeared from field work that poor environmental conditions 

were associated with poor socioeconomic conditions due to a lack of alternative choices 

regarding the locations for communities to locate themselves which supports the assertions by 

Sen (2003), Krishna (2004), Krishna (2006) and Sarker et al. (2003). 

 

The literature also suggested that the poor were disproportionately located in dense woodland 

areas (Sunderlin and Huynh 2005; World Bank 2003).  The field campaign was not able to visit 

densely forested areas.  However, discussion with local academics (Das 2009; Saikia 2009 both 

personal communication) revealed that swidden or shifting cultivation is still practiced in the 

densely forested Karbi hills region of Assam.  This would appear to support the literature.  

However, it will be explored further using the data available.  Non-timber forest products have 

been found to provide poor communities with opportunities to supplement their incomes in times 

of hardship (Babulo et al. 2009; Mamo et al. 2007; Monela et al. 2001).  In Assam evidence for 

this was weak as the majority of poor communities visited were located in areas with very little 

woodland vegetation.  This was often because the land was recently created from river 

deposition and therefore woodland had not had time to develop.  Conversely, woodland was 

more evident in wealthier areas due to lower demands on land use, the availability of larger 

agricultural plots and an apparent knowledge that the presence of woodland could provide 

protection to agricultural crops from wind damage.   
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Irrigation is often seen as an important component of development in rural communities 

(Bhatterai et al. 2002; Huang et al. 2006; Hussain and Hanjra 2004; Narayanamoorthy 2007).  

However, the majority of Assam relies on rain fed agricultural practices and there was little 

evidence found during field studies that irrigation was available.  Winter crops (Rabi) relied on 

water resources other than rain.  However, in most cases these were only grown by poor 

communities that were located on river banks and islands using very primitive manual irrigation 

techniques.  Therefore, there was little evidence that irrigation provision was positively 

associated with socioeconomic conditions.  Instead, evidence of winter crop production 

appeared to suggest the opposite to the literature as those growing winter crops were only 

doing so out of necessity to negate the highly likely possibility that crops would be lost at other 

times of year due to flood and deposition damage.  

 

Growth in agricultural yields often helps to decrease poverty (Cervantes-Godoy and Dewbre 

2010; Datt and Ravallion 1998; Ligon and Sadoulet 2008; Ravallion and Chen 2007).  It was 

difficult to assess this during the field campaign as no information was collected about yields.  

However, villages with extensive amounts of agricultural land were most often found to have 

wealthier socioeconomic conditions than those with small total areas of productive land.  

Villages with large amounts of unproductive land covers such as bare land and grass land were 

often found to be affected by environmental or climatic issues that led to decreased productivity 

and could have a knock on effect on the socioeconomic conditions of a community.  

 

In developing countries poverty is often concentrated in remote areas (IFAD 2002; Sen 2003) 

and access to facilities such as education, markets and health centres is required for 

development in rural areas (Blaikie et al. 2002; Hanmer et al. 2000; Khandker et al. 2006).  In 

Assam distance to major market towns appeared to have an association with socioeconomic 

conditions.  Those villages further away generally had lower socioeconomic conditions than 

those closer.  Effort to travel appeared to have an even greater association as some villages 

close to major towns were found to have low socioeconomic conditions.  Often these 

communities had poor quality roads connecting them to the main transport routes to the major 

towns and this appeared to relate to an increase in the communities perceived distance from the 
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town when compared to that of a village the same distance away but with higher quality roads 

connecting them.  

 

Available census variables found to have potential associations with the socioeconomic 

conditions in the communities were; female literacy and participation in economic alternatives to 

agricultural work.  Often villages with high levels of female literacy were also those that reported 

in the survey as having a large number of people within the community working in government 

jobs which provide a reliable and constant income.  Participation in economic activity other than 

agricultural work was also a potential indicator of wealthier socioeconomic conditions.  These 

two variables will be explored further in subsequent chapters to see if they have associations 

with environmental factors that were similar to those found in the literature for poverty and 

socioeconomic development.   

 

4.5 Limitations 

 

No earnings information was available in the 2001 census subset for Assam and it was decided 

not to ask about this in a group setting as it was deemed to be inappropriate and could lead to 

potential conflicts within the community or inaccurate information being provided.  Development 

and poverty are very emotive subjects and so these issues were not discussed directly within 

the community surveys.  Instead the focus was on field observations and expert opinions on a 

community’s relative wealth.  This information was qualified with information from the survey 

relating to the main economic activities within the community.   

 

One problem that was experienced was the translator either answering on behalf of the 

community, sometimes without either asking the questions first or providing the answer that was 

thought the survey was hoping for.  This is a common problem encountered by interviews 

(Valentine 1997).  All efforts were made to encourage full and honest opinions to be sought 

from the participants.  However, the use of a translator meant that it was not always possible to 

know if the information being conveyed was a true reflection of the community’s responses.   
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Not all areas of Assam could be visited due to safety concerns for the research team from 

insurgency and civil unrest.  The spatial variation in the data collected suggested that the areas 

not visited would have very different associations than those that were visited.  However, 

because the field work highlighted this, it is less of a limitation as the results were used only to 

formulate working hypotheses.  One of which was that spatial analysis methods will be required 

to explore the potential associations in more detail.    

 

4.6 Summary 

 

Although not considered statistically representative, links between socioeconomic conditions 

and environmental variables were found during the field work.  Villages with wealthy 

socioeconomic conditions were often located further away from areas regularly affected by 

flooding, closer to major towns and with easier access to good quality roads.  Wealthier villages 

also had extensive amounts of agriculture and woodland surrounding them.  Villages with 

poorer socioeconomic conditions had more intensive farming practices, with less grassland and 

woodland available, they were often a similar distance from major towns but had lower quality of 

roads connecting them.  Villages with the lowest socioeconomic conditions were found to be 

located along the banks of rivers or on river islands.  They were highly prone to flooding, erosion 

and deposition which affected agricultural productivity.  The villages were surrounded by large 

amounts of bare land and water bodies with very small areas of agricultural land and no road 

connections.   

 

4.7 Research hypotheses 

 

After comparing the field campaign results with the literature presented in Chapter 2 several 

research hypotheses were developed that will be statistically tested in later chapters: 

 The amount of agricultural land within the village boundary was positively associated 

with socioeconomic conditions; 

 The amount of woodland was positively associated with socioeconomic conditions in 

the majority of Assam and negatively associated in the densely forested isolated areas; 
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 The amount of bare land and water bodies surrounding a village were negatively 

associated with socioeconomic conditions; 

 The amount of water surrounding a village was negatively associated with 

socioeconomic conditions as larger amounts of water could indicate a village located on 

the banks or islands of a river; 

 The presence of winter cropland within a village was negatively associated with 

socioeconomic conditions; 

 The amount and quality of roads connecting a village to a major market town were 

positively associated with socioeconomic conditions; 

 The effort required for villagers to travel to a major market town was negatively 

associated with the quality or roads available.  
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Chapter 5: Classifying remotely sensed environmental metrics 

 

5. 1 Introduction 

 

The objective of this chapter was to create a land cover dataset for the study site where the 

classes would be selected based on the potential associations between population or 

development and the environment that were found in the literature and during field 

observations.  

 

Remotely sensed satellite images can be used to obtain information about environmental 

conditions across large spatial areas of the Earth (Lillesand et al. 2004).  Land features such as 

grass, concrete, water, woodland and agriculture reflect electromagnetic radiation in different 

ways and have specific spectral patterns (Campbell 2002).  These different patterns enable 

remote sensors to distinguish between different types of land covers.  There are two 

overlapping types of classification that can be performed using remotely sensed images, (i) land 

cover mapping and (ii) land use mapping.  Land cover maps classify information on the type of 

feature present on the Earth’s surface.  Land use maps classify information on the “human 

activity or economic function associated with a specific piece of land” (Lillesand et al. 2004 

p.215).  For operational purposes it is often necessary to develop classification schemes that 

combine land use and land cover classes.  This can result in the need to split spectrally similar 

classes.  For example, Koch et al. (2007) found that agricultural practices in Paraguay could be 

split into two distinct types; (i) large scale commercial farms, and; (ii) small scale production by 

small land holders.  Spectrally the differences between the two types of agriculture were very 

small.  However, using spatial and textural information contained within the scene it was 

possible to distinguish between the two quite clearly. 
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5.1.1 Using Landsat for land cover classification 

 

The Landsat programme provides a large historical and largely uninterrupted Earth observation 

data set dating back to 1972.  The current satellite and that used for analysis in this research is 

Landsat 7 Enhanced Thematic Mapper Plus (ETM+) with a 30 m spatial resolution (Irons 2010).   

 

There are important differences between detection and identification of land cover classes 

(Millette et al. 1995).  Detection only requires a change in contrast between a group of pixels 

and the background, whereas, identification requires each feature to have a unique spectral 

signature for it to be computationally distinguished from other classes.  Thus, land features with 

similar spectral properties may be easily detected but more difficult to identify using spectral 

information in a satellite sensor image (Blaschke et al. 2005).  The data from Landsat ETM+ can 

be used to map land cover classes however, the potential for mapping land uses is limited due 

to the spatial resolution of the sensor.  Anderson et al. (1976) suggested that nine classes could 

be classified using 30 m spatial resolution imagery.  This is because, for example, the 30 m 

resolution imagery is not able to identify different types of agricultural crops (Millette et al. 1995).  

However, spatial information contained within the remotely sensed image can be used in 

conjunction with the spectral information to classify land features with similar spectral properties.   

 

5.1.2 Object-based land classification 

 

Often, to distinguish between different land cover classes, the value and texture of surrounding 

pixels can be used (Aplin and Smith 2008; Blaschke and Strobl 2001; Flanders et al. 2003).  

Unlike per-pixel classification methods, object-based approaches to image analysis allow the 

use of spectral and spatial information contained within an image to be used in the classification 

process (Blaschke and Strobl 2000; Flanders et al. 2003).  

 

To make use of the textural and spatial data available in remotely sensed imagery, object-based 

analysis uses image segmentation prior to classification which groups pixels with similar 

attributes together into homogenous objects.  This is conducted by first considering each pixel 

as a separate object and merging similar objects using localised homogeneity thresholds.  Once 
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the homogeneity threshold is exceeded the merging process ends and an object boundary is 

defined (Darwish et al. 2003).  When attempting to split spectrally similar but spatially distinct 

classes in classification procedures object-based analysis can be more accurate than pixel 

based methods.  For example, results in Koch et al. (2007) showed that an object-based 

approach had an overall accuracy of 84% compared to 43% for maximum-likelihood per-pixel 

classifier.   

 

For operational purposes the classification of Landsat ETM+ data for Assam merged land cover 

and land use classes.  Several of these classes were spectrally very similar but could be 

identified using a combination of spatial and textural information.  Therefore, object-based land 

use/land cover classification methods were used.   

 

5.2 The problem of cloud in land cover classification using Landsat data  

 

Estimates suggest that cirrus cloud covers up to 30% of the Earth’s surface at any time (Wylie 

and Menzel 1999) and this can rise to more than 50% in tropical and sub-tropical locations 

(Chepfer et al. 2000) where cirrus cloud can persist for extensive periods (Comstock et al. 

2002).  The low optical depth of cirrus clouds can cause problems for land cover classification 

(Dessler and Yang, 2003) because pixels often contain a mixture of atmospheric cloud and land 

signals.  Unlike cumulus cloud, cirrus cloud is partially transparent and, thereby, difficult to 

remove entirely. However, left in place, cirrus cloud can be problematic for studies utilising 

remotely sensed satellite sensor imagery for further analysis because pixels that are cloud 

covered may be incorrectly assigned to a land cover class with similar spectral and thermal 

properties to clouds rather than to the true underlying land cover class.   

 

The Landsat ETM+ sensor lacks wavebands that are able to detect cirrus clouds which, by 

contrast, are available on other satellite sensors such as the Moderate Resolution Imaging 

Spectroradiometer (MODIS) (Gao et al. 2002).  The presence of these bands enables more 

accurate cloud masks to be developed (Platnick et al. 2003).  Thus, cirrus cloud cover is a 

problem when using Landsat ETM+ data. Irish et al. (2006) highlighted that “...the ETM+ 

spectral bands do not easily detect semi-transparent clouds such as Cirrus Uncinus...Cirrus 
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Fibratus and cloud edges” (p.1180).  If an image on a specific date is required for subsequent 

data analysis there may be no option but to select cloud affected imagery and find a method to 

identify and mask this cloud (El-Araby et al. 2005).  Therefore, although the data cost constraint 

for regional studies has been removed for Landsat data their use may be hampered by a lack of 

simple to implement cirrus cloud removal procedures.   

 

Initial analysis of the Landsat ETM+ images available for Assam revealed substantial amounts 

of cloud (Table 5.1).  Transparent clouds were a particular problem in Assam as they were 

found to have very similar spectral properties to several intended classes.  For example, shallow 

water pixels with sand and silt had similar properties to areas of bare land with cloud coverage.  

Wet bare land also had similar spectra to transparent clouds.  Often remotely sensed images 

with such cloud cover issues would not be considered for analysis (Foody 2002: Wen et al. 

2001).  Operational reasons, such as the need to have satellite data near to the time of the 

2001 Indian census enumeration, meant these images were the most suitable for subsequent 

analysis. The presence of cloud and transparent cloud would potentially result in significant 

limitations for the environmental data to be used in subsequent analysis.  Therefore, before 

image classification was conducted, cloud coverage was identified and removed.   
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Table 5.1 Cloud percentages for Landsat scenes covering Assam in 200114. 

Scene 

(Path/Row) 

F
eb

 

M
ar

 

A
pr

 

M
ay

 

Ju
n 

Ju
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O
ct

 

N
ov

  

D
ec

 

134/041 8 95  85 82 58 62 83 0 

N
o 

D
at

a 
A

va
ila

bl
e 

1 

135/041 9 37 90 99 32 95 79 33 17 11 

135/042  10 38 80 94 98 88 87 83 1 

136/041 13 57 51 9   100 98 6 1 

136/042 0 24 38 15  88 100 94 7 37 

137/041  32 47  96 56 71 87 4 7 

 

5.2.1 Identifying and masking cloud in Landsat Data 

 

Several cloud identification and masking techniques have been proposed for Landsat data.  

Helmer and Reufenacht (2005) created cloud and cloud shadow masks for Landsat Thematic 

Mapper (TM) imagery using the Iterative Self-organising data analysis (ISODATA) technique 

and manual editing.  Results were variable with 73% to 87% overall accuracy for images from 

2000, but 18% to 92% in 1991.  

 

To increase discrimination between low altitude cloud and ground features with similar spectral 

properties such as rooftops, Melesse and Jordan (2002) augmented the data to be used in 

ISODATA with the Landsat TM thermal band.  Data were also augmented using the normalized 

difference vegetation index (NDVI) to increase discrimination between low altitude cloud and 

ground features with small amounts of vegetation cover.  Masks created using ISODATA with 

                                                      

14 Source: GloVis website metadata files http://glovis.usgs.gov/  
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augmented data contributed to a 2.5% increase in accuracy compared to a fuzzy classifier.  It 

was concluded that the additional work required could not be justified for such a small increase 

in accuracy.  However, any increase in the accuracy of a cloud mask will result in increased 

accuracies if data are required for further analysis.  Unsupervised classifiers such as ISODATA 

are suitable when scenes have several very distinct classes.  Optically thin cirrus clouds and 

cloud edges often allow some form of spectral information from the ground below to be 

transmitted (Wang et al. 1999).  Therefore, particular ground features with similar spectral 

properties to transparent cloud may have higher numbers of pixels incorrectly assigned to them.  

Using such classification methods may, therefore, increase inaccuracies when using the images 

for further analysis. 

 

Several studies have created cloud masks using supervised methods of classification that 

depend on defining thresholds in specific bands.  Song and Civco (2002) used brightness 

thresholds for Landsat TM band 1 and band 4.  Martinuzzi et al. (2007) used Landsat ETM+ 

band 1 and band 6.1 (low gain thermal band).  Wang et al. (1999) used TM band 1 and band 5.  

Thresholds were used in different ways to identify cloud and cloud shadows.  For example, 

Song and Civco (2002) compared the brightness in a main image (used for further analysis) with 

a reference image to create a brightness difference image.  Band thresholds and brightness 

differences were then used to create cloud masks.  Wang et al. (1999) used multi-image 

compositing or fusion for cloud masking.  Cloud masks were created using absolute brightness 

differences between the main image and a reference image.  The largest differences were said 

to be more likely to represent cloud.  There were omission errors with this method where cloud 

was present in both the main and reference image.  

 

To identify cloud edges or thinner clouds Song and Civco (2002) and Martinuzzi et al. (2007) 

used tolerance thresholds to extend the thresholds.  A Digital Number (DN) tolerance threshold 

of 10 was employed by Song and Civco (2002) whereas Martinuzzi et al. (2007) used a three 

pixel buffer around each masked cloud. 
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Although not designed to be used as a per-pixel cloud mask, the scene averaged automated 

cloud cover assessment (ACCA) algorithm identifies clouds in Landsat ETM+ imagery (Irish 

2000).  The method integrates brightness, temperature and composite thresholds to 

discriminate cloud from a range of land cover types that can have similar spectral properties to 

clouds such as bare sand and rock.  Such a mask is created as part of the procedure and Irish 

et al. (2006) recommended that this mask could be made available when users download 

Landsat ETM+ imagery. 

 

5.2.2 Limitations of Cloud Masking Methods 

 

The techniques highlighted above all have limitations for creating accurate cloud masks.  The 

main limitation for cloud mask creation using Landsat imagery is the lack of a band designed to 

identify cirrus clouds.  Irish et al. (2006) described the clouds identified by the ACCA method 

“...as optically thick or nearly opaque...” (p. 1180).  The series of thresholds used for the ACCA 

algorithm enables a hierarchical model to be built that can separate cloud, non-cloud and 

ambiguous pixels from a range of land covers with similar spectral and thermal responses.  

However, the ACCA method suffers from omission errors associated with thin cirrus clouds 

(Irish et al. 2006).  The method also suffers from commission errors associated with low solar 

illumination over snow and ice (Choi and Bindschadler 2004).   

 

Image compositing methods such as those used in Wang et al. (1999) could require unfeasibly 

large numbers of images to decrease commission errors and in sub-tropical and tropical 

locations it may not be possible to acquire imagery with acceptable levels of cloud (< 40%) 

during particular times of the year.  DN or pixel buffer tolerance thresholds can help mask 

transparent cloud.  However, DN thresholds will introduce commission errors by using a blanket 

threshold across the whole image.  A pixel buffer tolerance is likely to decrease these 

commission errors as it adds tolerances only to areas already identified as clouds.  Pixel-buffer 

tolerances will be affected by omission errors associated with areas of cloud not identified in the 

original mask. 
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5.2.3 Developing an Improved Method 

 

Few cloud masking methods for Landsat imagery have been developed.  Those available have 

been described and associated key limitations discussed.  From this, it was necessary to build 

upon existing methods to develop an improved technique for cloud removal to ensure that cirrus 

clouds were captured in a mask.  Consequently, this study used the Automated Cloud Cover 

Assessment (ACCA) method to mask cloud from images in a sub-tropical area affected by 

seasonal cloud.   The ACCA method was adapted to increase the accuracy of identification of 

semi-transparent cloud using a combination of widely available pixel-based and object-based 

tools. 

 

5.3 Cloud Cover Removal Method 

 

Prior to land cover classification, cloud and transparent cloud were identified and removed from 

all images.  First the ACCA method as presented in Irish (2000) and Irish et al. (2006) was 

conducted before adaptations were made to identify transparent cirrus clouds and cloud edges.   

 

5.3.1 Automated Cloud Cover Assessment Algorithm  

 

The ACCA algorithm combines bands two through five and seven of Landsat ETM+ data in 

eight filters designed to distinguish between cloud and non-cloud pixels.  Irish (2000) developed 

a set of optimised parameters that can estimate the amount of thick and nearly opaque cloud in 

an image. The algorithm comprises of two passes through the data.  “Pass one” identifies and 

removes non-cloud features from an image creating a cloud mask.  It is composed of eight 

filters and the processing required for each filter and the reason for their use is detailed in Irish 

(2000) and Irish et al. (2006). “Pass two” filtering uses the temperature characteristics of clouds 

identified in “pass one” to identify cloud pixels missing from the “pass one” mask.  However, 

“pass two” filtering is only performed if the desert index is greater than 0.5, the cold cloud 

population is over 0.4 % of the scene and the mean temperature of the cloud is less than 295K 

(Irish 2000).        
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The procedure presented in Irish (2000) was followed using ENVI 4.6 image visualisation 

software to generate cloud masks so that a benchmark could be set to assess any increases in 

accuracy from adapting the thresholds (described in Sections 5.3.2 and 5.3.3). The optical 

bands 1 through 5 and 7 and the low gain thermal band 6.1 were converted to absolute 

radiance using Equation 5.1 (see Irish 1999):   

 

L 	 	 ∗ QCAL QCALMIN 	LMIN    Equation 5.1 

 

Where; Lλ is the spectral radiance at the sensor in watts/metre2 * ster * µm; LMIN and LMAX are 

the spectral radiances for each band at digital numbers 0 or 1 and 255.  Thus, LMAXλ is the 

spectral radiance that is scaled to QCALMAX and LMINλ is he spectral radiance scaled to 

QCALMIN and both are in watts/metre2 * ster * µm and can be found in Irish (1999).  QCALMAX 

is the maximum quantized calibrated pixel value in DN which is 255 and QCALMIN is the 

minimum quantized calibrated pixel value which is 0 for data processed before 2004.  QCAL is 

the quantized calibrated pixel value in DN.   

 

Radiance converted optical bands were then converted to Unitless Planetary Reflectance using 

Equation 5.2 (Irish 1999):   

 

ρ 	 ∗ ∗

∗
           Equation 5.2 

 

Where: ρp is the Unitless planetary reflectance; Lλ is the spectral radiance the sensors aperture 

calculated from the equation above in converting digital numbers to at sensor radiance section; 

d is the Earth-Sun distance in astronomical units based on the day of the year that the image 

was acquired; ESUNλ is the mean solar exo-atmospheric irradiances provided in Irish (1999); 

and θs is the solar zenith angle in degrees.   

 

One of the eight “pass-one” filters is a temperature threshold as clouds are generally much 

colder than land.  Irish (2000) used absolute temperature in Kelvin’s where pixels under 300k 
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were seen as potential cloud.  The low gain thermal band 6.1 was converted from digital 

numbers (DN’s) to radiance using Equation 5.1 (Irish, 1999).  Equation 5.3 converts radiance 

into absolute Kelvin values (Irish, 1999): 

 

T 	
	

          Equation 5.3 

 

Where: T is the at-satellite temperature in Kelvin, K2 is the calibration constant 2 (fixed at 

1282.71 watts/metre2 *ster* µm for Landsat 7), K1 is the calibration constant 1 (fixed at 666.09 

watts/metre2 *ster* µm for Landsat 7) and Lλ is the spectral radiance in watts per metre squared.  

See the Landsat Science Users Handbook for more details Irish (1999).   

 

Potential cloud pixels were identified using the exact thresholds set out in Irish (2000).  An 

iterative process was used whereby; each ACCA filter threshold was used to create a region of 

interest (ROI), the ROIs were converted to binary masks and multiplied together with the binary 

masks from the other filters.  “Pass two” filtering was not conducted as the images did not meet 

the three criteria mentioned above and in Irish (2000).  Thus, the binary mask resulting from 

multiplying all ROI masks together was considered as the per-pixel cloud cover mask.   

 

5.3.2. Adapting the Automated Cloud Cover Assessment Algorithm for Pixel Based Cloud 

Filtering in Assam 

 

To standardise brightness differences between images acquired on different dates (Song et al. 

2001) atmospheric correction was performed using ATCOR-2: Atmospheric Correction for Flat 

Terrain to remove medium level haze and convert the 30 m multispectral bands from all images 

to ground-based reflectance units (Richter 2007).  The thermal band 6.1 was processed in 

exactly the same way as for the ACCA method in section 5.3.1.    

 

Using ENVI 4.6, six of the eight “pass one” filters from the ACCA algorithm were applied to the 

data.  Filter two and filter eight of the ACCA algorithm were excluded.  The ACCA filter two is a 

normalized snow difference index (NSDI) (Irish 2000) and this was excluded as no snow was 
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present in the scenes once spatial sub-setting had removed the surrounding mountains.  ACCA 

filter eight is a composite of ETM+ band 5 and thermal band 6.1 designed to separate identified 

clouds into hot and cold cloud categories and was excluded as splitting clouds by temperature 

was not required for this research.  Cloud filter parameters offered the greatest discrimination 

between thick and transparent cloud and non-cloud when filter threshold values were varied for 

each image (Table 5.2). 

 

Table 5.2 Thresholds used for the pixel based filtering of clouds 

Image ACCA 

filter 1 

ACCA 

filter 3 

(° K) 

ACCA 

filter 4 

ACCA 

filter 5 

ACCA 

filter 6 

ACCA 

filter 7 

Additional 

filter A 

Additional 

filter B 

L7134_041 Cloud 

> 3.25 

Cloud < 

296 

Cloud 

< -517 

Cloud 

< 5 

Cloud 

< 4.2 

Cloud 

< 4.18 

Cloud > 

2.5 

Cloud > 

7.75 

L7135_041 Cloud 

> 1.5 

Cloud < 

293.5 

Cloud 

< - 60 

Cloud 

< 10 

Cloud 

< 2.7 

Cloud 

> 1.5 

Cloud > 

1.75 
 

L7135_042 Cloud 

> 1 

Cloud < 

296.5 

Cloud 

< -69 

Cloud 

< 12 

Cloud 

< 2.6 

Cloud 

> 1.25 
  

L7136_041 
Cloud 

> 0.75 

Cloud < 

296 

Cloud 

< -

1100 

Cloud 

< 13 

Cloud 

< 3.7 

Cloud 

> 0.99 
  

L7136_042 Cloud 

> 5.5 

Cloud < 

297 

Cloud 

< 30 

Cloud 

< 1.5 

Cloud 

< 0.7 

Cloud 

> 1.1 
  

L7137_041 No Cloud 

 

In scenes where cirrus cloud was present the thresholds for filters 1-6 had to be extended well 

past the normal cloud levels (Table 5.2).  Therefore, to decrease the number of pixels identified 

as potential cloud two additional filters were developed (Table 5.2); i) additional filter A and ii) 

additional filter B.  Additional filter A used ETM+ band seven brightness levels to distinguish 

areas of transparent cloud from wet bare land and urban areas.  Band seven brightness levels 

were used to distinguish areas of cirrus cloud from wet bare land or urban areas displaying 

similar spectral and temperature properties to clouds.  Band seven was selected as it is in the 

mid infra-red region and thus less affected by atmospheric scattering.  Thus it gave a clearer 

idea of areas that may have thin cirrus clouds. Additional filter B used Band two brightness 

levels to help further distinguish between areas of thin cirrus cloud and vegetation.  Band two 
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presents clear differences between dark vegetation and brighter cloud pixels.  The additional 

filters were employed in two images that had brighter overall pixel values due to increased 

levels of bare soil from agricultural harvests.  All filter threshold parameters adapted from the 

ACCA algorithm and the two extended filters are presented in Table 5.2.  Extending the ACCA 

thresholds was expected to decrease the omission errors relating to transparent clouds.  

However, it was also expected to introduce increased commission errors from pixels with similar 

properties to transparent clouds.  Therefore, object-based analysis was used to reduce these 

errors by ‘cleaning’ the mask using spatial parameters to remove the pixels least likely to be 

clouds.     

 

5.3.2.1 Object-based Analysis for cloud mask “cleaning” 

The binary masks developed from spectral filtering described in Section 5.3.2 were input into 

eCognition Professional 515.  The multi-segmentation tool was used to create two levels of 

image objects (Darwish et al. 2003).  Level-two segmentation had a scale factor of 10.  The 

shape criteria is constructed of two parameters; i) compactness, which optimizes for the 

compactness of the resulting objects where a perfectly compact object is a square and, ii) 

smoothness, which optimises for the smoothness of object borders.  The level-two 

segmentation had one class defined (potential cloud) and included all pixels with a value of one 

which were identified as potential cloud in the adapted pixel-based filters in section 5.3.2.  The 

potential cloud class in level-two segmentation was used as the parent class for further analysis 

in level-one segmentation.  Level-one segmentation was undertaken based on a scale factor of 

one.  The homogeneity criteria included 95% emphasis on spectral homogeneity and 5% on 

shape.   The shape parameter included 75% emphasis for compactness and 25% emphasis for 

smoothness. Within the level-one segmentation three child classes were created; large cloud, 

small cloud and non-cloud.   

 

Using the level-two segmentation all objects with a value of one were classified as potential 

cloud and used as a parent class for subsequent analysis on the image from level-one 

segmentation.   Objects from the level-one segmentation were classified as one of three child 

                                                      

15 Definiens (2006) http://www.ecognition.com/products 
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classes; i) large cloud, ii) small cloud, iii) non-cloud.  The objects were defined solely using 

spatial definitions as summarised in Table 5.3.  The same three class descriptors were used for 

each image, but the spatial thresholds were optimized separately for each individual image as 

the size, thickness and brightness of clouds varied (Table 5.3).   

 



 

100 

Table 5.3 Class descriptions used for the object-based classification of clouds. 

 

Cloud Mask 

Input 

Level 2 Segmentation and 

Classification 

Level 1 Segmentation and class descriptions 

 Potential Cloud Large Cloud Small Cloud Non-Cloud 

L7134_041 Object mean value = 1 Area > 50,000 m2 Area 7,500 – 50,000 m2  OR 

Distance to large cloud < 1000 m 

Area <10,000 m2 AND 

Distance to large cloud > 1000 m2 

L7135_041 Object mean value = 1 Area > 100,000 m2 Area > 5,000 – 100,000 m OR 

Distance to large cloud < 1000 m 

Area < 5,000 m2 AND  

Distance to large cloud > 1000 m 

L7135_042 Object mean value = 1 Area > 150,000 m2 Area 4,000 – 150,000 m2 OR 

Distance to large cloud < 1000 m2 

 

Area < 4,000 m2 AND 

Distance to large cloud > 1000 m2 

L7136_041 Object mean value = 1 Area > 30,000 m2 Area 900 – 30,000 m2 AND 

Distance to large cloud < 1000 m2 

Area <30,000 m2 AND 

Distance to Large cloud > 1000 m2 

L7136_042 Object mean value = 1 Area > 15,000 m2 Area 1,800 – 15,000 m2 OR 

Distance to Large Cloud < 1000 m2 

Width < 60 metres 

L7137_041 No Cloud 
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5.3.3. Accuracy Assessment for cloud cover removal 

 

An ROI equating to an approximate 10% sample of the total clouds from the object-based cloud 

filters was created for each image.  Histogram stretching and visual interpretation was used to 

distinguish between transparent clouds and land covers. For each image an ROI of non-cloud 

pixels, approximately equal to the number of cloud pixels was also created.  The resulting ROIs 

were used to create a sample image with three classes; cloud samples, non-cloud samples and 

remaining pixels.  Error images were created by summing the sample image with the output 

masks from the ACCA filtering, the pixel-based filtering and object-based classification.  

 

Confusion matrices and Cohen’s Kappa coefficient (Congalton 1991; Foody 2002; Rosenfield 

and Fitzpatrick-Lins 1986) were calculated from the error images for each of the three methods 

and reported in error matrices.  An error matrix allows the comparison on a category-by-

category basis of the relationship between training data which are known and the predicted data 

resulting from the classification.  The matrices highlight the errors of omission, where an object 

is selected as belonging to a class in the sample data but has been missed by the classification 

and errors of commission, where an object is classified as a different class to the one it is 

selected as in the sample data.  The overall accuracy is calculated by dividing the total number 

of correctly classified pixels with the total number of pixels in the training data.  Producer 

accuracy  is defined as the number of pixels classified correctly in each class divided by the 

number of pixels used in the training data for that class.  The producer accuracy shows how well 

the training data of a given class have been classified.  The user accuracy is defined as the 

number of pixels classified correctly for each class divided by the total number of pixels 

classified in the category (Lillesand et al. 2004).  

 

The Khat statistic results from calculating the Kappa Coefficient and it is a measure of the 

difference between the agreement between sample data and classified data and the chance 

agreement between the sample data and a random classifier (Lillesand et al. 2004).  The Khat 

statistic for this research was calculated using Equation 5.4 which was taken from Congalton 

(1991) and Lillesand et al. (2004): 
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K
∑ ∑ 	∗	

	∑ ∗
         Equation 5.4 

 

Where: r is the number of rows in the error matrix; xii is the number of observations in row i and 

column i (on the major diagonal); xi+ is the total of observations in row i (marginal total to the 

right of the matrix); x+i is the total observations in column i and N is the total number of 

observations included in the matrix.  Thus, taking the object-based cloud classification image for 

WRS path/row 135/042 as an example, where the error matrix is shown in Table 5.4. 

 

Table 5.4 Example error matrix for WRS path/row 135/042. 

Image 5 Object-based Mask Cloud Non-cloud Total 

Cloud 38671 1 38672 

Non-cloud 13379 51378 64757 

Total 52050 51379 103429 

 

From the error matrix for example image (WRS path/row 135/042) the Khat statistic was 

calculated using: 

 

))51379*64757()52050*38672(()2^103429((

))51379*64757()52050*38672(()5137838671(103429




K
  Equation 5.5 

 

Once the cloud cover had been identified and removed from each image and accuracy 

assessments conducted the cloud free imagery was then passed to the land cover classification 

procedure outlined below. 

 

5.4. Land cover classification 

 

Object-based land cover classification was conducted using eCognition Professional 5.5.  Nine 

classes were identified, covering both land uses and land classes, based on knowledge from 

field work observations (Chapter 4) and relationships between census and environment 
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identified in the literature (Chapter 2).  The classification procedure followed the guidelines for 

30 m spatial resolution satellite sensor data set out in Anderson et al. (1976) and subsequently 

modified by the USGS for the United States National Land Cover dataset (Vogelmann et al. 

2001; Jones et al. 2009) and used by Homer et al. (2004).  Therefore, based on the above 

literature, the criteria followed for remote sensing classification included the following focus 

points: 

 

 Minimum level of accuracy of 85%; 

 Repeatable results needed; 

 Applicable over extensive areas, and; 

 Classification should allow land cover types to be used as a proxy for activities (land 

uses). 

 

Classes identified were; bare, built up, grass, plantation, summer crop, water, wetland, winter 

crop and woodland.  Landsat ETM+ images acquired prior to the main harvest time of October 

or November and during the winter period during January were used to distinguish between 

winter crop and bare land.  

 

Segmentation of the images produced homogeneous objects for classification using a scale 

parameter of 8 (which determines the size of the resulting objects). The homogeneity criteria 

included 90% emphasis on spectral homogeneity and 10% on shape (compactness and 

smoothness), and 50% for both compactness (optimises for the compactness of resulting 

objects; a perfectly compact object is a square) and smoothness (optimises for the smoothness 

of object borders).  As recommended by Baatz et al. (2000) the segmentation criteria were 

based on experimentation with parameters to achieve objects with the desired size, 

homogeneity and shape for the application.  The ETM+ band 1 in both the October and January 

data sets were weighted as zero in the segmentation process.  Band 1 on the ETM+ sensor 

covers the blue portion of the electromagnetic spectrum and is subject to several problems 

relating to atmospheric contamination.  Tasselled cap transformation wetness and greenness 

indices (Lillesand et al. 2004) were derived from October images in ENVI prior to segmentation 



Gary R. Watmough  Remote Sensing 

104 

and used in the segmentation and classification process to assist in identifying wet pixels, and 

different types of vegetation.  Bands two to five and seven of both the October and January 

images and the Tasselled cap wetness band were given a weighting value of one to ensure all 

were treated equally in the segmentation process.  Each image was segmented using the same 

criteria.  However, image WRS path/row 136/042 had to be split into two as the image was too 

large to be segmented and classified as one.  

 

The classification procedure used for each of the land cover classes is detailed in Table 5.5.  

The nearest neighbour classifier was applied to six of the nine land cover classes and used a 

minimum membership of 0.5.  Minimum membership was calculated using samples for each 

land cover class that were collected after segmentation.  Spectral features used for nearest 

neighbour classification were, mean and standard deviation measures of the spectral values of 

bands two to five  and seven in the October and January images and the mean and the 

standard deviation of the wetness and greenness bands from the Tasselled cap transformation 

for both October and January images.  The customized features builder, in eCognition 5.5, was 

used to create Normalized Difference Vegetation Index (NDVI) for each object in both October 

and January images and these were used in the nearest neighbour definition along with the 

change in NDVI between October and January.  Spatial features used in the nearest neighbour 

classifier included, object area, object length divided by object width, and object asymmetry.   

 

Table 5.5 Class descriptions used for the object-based land cover classification. 

Class Definition Image number 

Bare NN with samples All 

Grassland NN with samples All 

Built Up Manual All 

Summer crop NN with samples All 

Winter crop NN with samples All 

Water Class description All 

Woodland NN with samples All 

Wetland Manual All 

Plantation NN with samples.  Area over specific threshold. All 
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Areas of plantation in Assam are easy to identify visually through constant year round spatial 

and textural properties.  Segmentation did not result in single plantation objects as they were 

spectrally very similar to the surrounding woodland and summer cropland.  Therefore, prior to 

running the nearest neighbour classifier plantation objects were manually merged to form larger 

homogenous plantation objects.  This meant that plantation could be identified using the 

samples and nearest neighbour classification with the addition of a class descriptor (minimum 

object size).  The size of plantation objects varied for each Landsat image and the definitions 

used for each image are summarised in Table 5.6.  The manual creation of large objects helped 

to distinguish plantation from other vegetation classes such as woodland that had small NDVI 

changes between October and January and similar spectral properties.  

 

Table 5.6 Object area used to help classify plantation land. 

Image Number Area Threshold (square metres) 

1 134/041 > 500,000 

2 135/041 > 500,000 

3 135/042 > 500,000 

4 136/041 > 500,000 

5 136/042 Right > 750,000 

6 136/042 Left > 750,000 

 

In each image, a sample group of water was collected and summary statistics calculated which 

included: 

 

 Mean October/November Band 5 and 7 value;  

 Mean Tasselled Cap wetness, and; 

 Mean NDVI for January.  

 

These summary statistics provided a generalisation of water objects to be used to define the 

water class.  Four class descriptors were used and these are presented in Table 5.7.  Since 

class descriptors were used for water objects any object with water present was classified as 
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water.  Wetland therefore had to be classified using manual editing instead of class descriptors 

or nearest neighbour classification. 

 

Table 5.7 Object definitions used for classifying water 

Image Number Mean Oct B5 Mean Oct B7 Mean TC 

Wetness 

NDVI Low 

1 10 – 50 9 – 40 -15 - 33 -1 – 0.4 

2 <9 0 – 5 -6 – 7 -1 – 0.5 

3 <10 0 – 7 -6 – 20 -1 – 0.4 

4 0 – 16.2 0 – 10.48 -9 - 20 -1 – 0.5 

5 Right and Left <12 0 – 10.48 -7.3 – 20 -1 – 0.4 

6  0- 4.2 0 – 2 -0.15 – 20 -1 – 0.4 

 

There were very few built up areas identifiable in the Landsat ETM+ imagery across the study 

region.  Built-up areas had woodland, water, bare land and agricultural land within them which 

meant that the variance in the size and spectral properties of built-up objects were considerable.  

Thus, it was not possible to use nearest neighbour classification processes without having large 

numbers of bare land or shallow water objects wrongly classified as built up land.  Therefore, 

built-up objects were manually classified once the nearest neighbour classification had been 

run.   

 

GPS points representing specific land cover classes were collected during the field work and 

overlaid onto Google Earth imagery to identify how land cover classes looked in 2009.  These 

classes were compared to Landsat imagery from 2001 to visually identify the land cover 

classes.  Samples of these land cover classes were selected within the eCognition software to 

act as validation data for use in accuracy assessments.  The areas where cloud had been 

masked were coded as no data and not used in the accuracy assessments.  

 

5.4.1. Replacing the cloud removed objects with land cover data 

 

Once the classification was complete all Landsat ETM+ images were mosaiced in ENVI 4.6 to 

form one raster data set for the study area.  The ‘Expand’ function in the Spatial Analyst tool box 
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of ArcMap 9.3 was used to fill in the gaps left by the cloud removal procedure.  The ‘Expand’ 

function expands selected values of a raster by a specified number of cells (ESRI 2009b).  The 

pixels where cloud had been removed had values of zero and were specified as background 

zones, the nine land cover classes were specified as foreground zones.  The ‘Expand’ function 

allows the foreground zones to expand into the background zones based on the value of the 

neighbouring cells.  If there is more than one value that could be expanded into a background 

zone the function bases the expansion on the value of the majority of the surrounding cells.   

 

 

5.5 Results  

 

The results have been split into two sections (i) cloud cover removal and (ii) land cover 

classification.  The full list of confusion matrices showing the differences between the ACCA 

mask and the extended ACCA mask are presented in Appendix 3a.  Appendix 3b gives the full 

error matrices for the land cover classifications.   

 

5.5.1 Cloud cover identification and removal 

 

The confusion matrices (Appendix 3a) show increases in the numbers of cloud pixels identified 

from the ACCA mask to the pixel-based extended mask. As a result, the overall accuracies 

increased from 58.89% to 78.09%, 89.1% to 90.73%, 70.10% to 92.55%, 74.76% to 85.21%, 

65.99% to 86.97% and 78.53 to 82.11% for images one to six respectively.  Further, overall 

Kappa coefficients increased from 0.1625 to 0.5574, 0.7834 to 0.8156, 0.4066 to 0.8510, 

0.4985 to 0.7043, 0.3203 to 0.7397 and 0.202 to 0.6531 for images one to six respectively.  

Error matrices are shown in Appendix 3a and total accuracy for the object-based cloud 

classification images are summarised in Table 5.8.  
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Table 5.8 Overall accuracy for each classified image using samples 

Image  Scene Accuracy 

1 134_041 82.12 % 

2 135_041 94.55 % 

3 135_042 94.94 % 

4 136_041 88.87 % 

5 136_042 87.06 % 

6 137_041 86.69 % 

 

The object-based classification procedure reduced the commission errors from the extended 

cloud mask by 5.47% and 8.72% in images three and four respectively.  However, commission 

errors increased by 5.27%, 0.10% and 1.95% in images one, two and six respectively (Table 

5.9).  Manual editing was used to assign any unclassified objects to a class which reduced 

omission errors by 13.74%, 7.45% and 9.02% (Table 5.10) in images one, two and six 

respectively from the extended mask to the object-based mask.  However, manual editing 

increased omission errors by 0.63%, 1.67% and 0.19% in images three, four and five 

respectively.  Despite mixed results with regard to the omission and commission errors between 

the extended mask and the object-based mask, overall accuracies (Table 5.8) increased from 

78.09% to 82.12%, 90.73% to 94.55%, 92.55% to 94.94%, 85.21% to 88.87%, 86.97% to 

87.06% and 82.11% to 86.70% for images one to six respectively.  Kappa coefficients increased 

from 0.5574 to 0.6403, 0.8156 to 0.8913, 0.8510 to 0.8988, 0.7043 to 0.7779, 0.7397 to 0.7417 

and 0.6531 to 0.736 for images one to six respectively. 

 

Table 5.9 Commission errors for the cloud removal techniques 

 

 ACCA Filter Extended Filter  Object-based mask 

Image 1 0% 0.38% 5.65% 

Image 2 0.04% 0.38% 0.48% 

Image 3 0% 9.16% 3.69% 

Image 4 0.05% 12.40% 3.26% 

Image 5 28.49% 0.4% 0.0% 

Image 6 5.6% 0.09% 2.04% 
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Table 5.10 Omission errors for the cloud removal techniques 

 

 ACCA Filter Extended Filter  Object-based mask 

Image 1 84.04% 44.40% 30.66% 

Image 2 20.97% 17.50% 10.05% 

Image 3 59.03% 5.77% 6.40% 

Image 4 49.75% 17.11% 18.78% 

Image 5 39.46% 25.51% 25.7% 

Image 6 32.25% 29.99% 20.97% 

 

On average the percentage decrease in omission errors from ACCA filter to object-based 

masking was 35.08% and can be visualised in Figure 5.1 where the ACCA mask failed to 

identify the transparent parts of clouds.  Image three, four and six had slight increases in 

omission errors from the extended mask to the object-based mask which was expected and is 

discussed in section 5.6.  As expected commission errors increased from negligible values in 

the ACCA masks to larger values in the object-based mask (Table 5.9).  However, object-based 

mask reduced commission errors from that of the extended mask in two images.     
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Figure 5.1 Outline of the cloud identified by the ACCA mask (blue) and that identified by the 

object-based mask (red) overlaid onto an RGB false colour composite of Landsat ETM+. 

 

Image one was problematic for all cloud masking methods all and methods had higher omission 

levels for this image.  This may be related to the lack of clouds in the image with just 0.19% 

reported in the image metadata.  Images are classified as cloud free if the ACCA filter reveals 
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that less than 0.4% of the image is covered in cold cloud (Irish 2000).  The majority of visible 

clouds were small semi-transparent clouds which is probably why the ACCA filter reported such 

low cloud coverage.  The clouds were difficult to identify computationally or visually against the 

relatively bright background due to a large amount of bare agricultural land, sand bars and 

banks and lower amounts of dense forest and vegetation.     

 

Overall accuracy and Cohen’s Kappa coefficients increased significantly for all four images from 

the ACCA mask to the object-based masks (Table 5.4).  There were significant increases in 

overall accuracies and Kappa coefficients between the basic ACCA mask and the extended 

mask before object-based mask for images one, three and four.  More modest increases in 

overall accuracy were seen between the extended thresholds mask and the object-based mask.  

However, in all four images there were large increases in the Kappa coefficients between the 

extended filter mask and object-based mask.   

 

5.5.2 Land cover classification 

 

The error matrices for all classified images can be found in Appendix 3b and the overall 

accuracy percentages for each image are summarised in Table 5.11.  Overall accuracy ranged 

from 93.61% for image 135/041 (WRS Path/Row) to 98.62% for image 137/041 (WRS path/row) 

which are all above the 85% threshold advised by Anderson et al. (1976). 

 

 

Table 5.11 Overall accuracy for each Land cover classification 

Image Scene WRS Path/Row Accuracy 

1 134/041 95.82 

2 135/041 93.61 

3 135/042 98  

4 136/041 96.37 

5a 136/042_Left 97.14 

5b 136/042_Right 97.05 

6 137/041 98.62 
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Figure 5.2 shows the land cover classification for the entire research area in Assam.  Figure 5.3 

is a zoomed in image of part of the land cover classification where cloud was replaced with land 

cover data from the surrounding area using the expand function in ArcMap 9.3.  On the whole 

the expand function appeared to work satisfactorily.  No analysis was conducted on the 

accuracy of the expand method but it can be seen that when there are few land cover classes 

the resulting imagery appeared adequate.  

 

Omission and commission errors were low for all classes apart from wetland and plantation.  

There was some omission of wetland objects and woodland, summer cropland and water.  The 

wetland objects often fringed areas of water and were initially classified as water from the class 

descriptors.  The manual editing phase then re-classified those objects that were felt to be 

wetland.  Thus, there was large scope for human error in missing wetland objects.  Furthermore, 

wetland also had similar spectral and spatial properties to woodland objects either under cloud 

shadow or within steep valleys. Very wet summer cropland also had similar properties to 

wetland objects.  This meant that manually classifying wetland was expected to be limited.   

 

The confusion between plantation and woodland was consigned to areas where woodland 

infringed on plantation and had large objects from the segmentation or where plantation objects 

had been missed when manually merging objects.  This resulted in plantation objects not 

meeting the minimum object size criteria and instead being classified as woodland as the 

spectral properties were similar.   
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Figure 5.2 Land cover classification map for study area. 
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Figure 5.3 the effect of the 'expand' function for expanding surrounding land into the areas of cloud (outlined in red).
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5.6 Discussion 

 

Overall, the land cover classification procedure was able to provide nine land cover classes that 

were deemed important for subsequent statistical analysis with census variables and is 

discussed in greater detail in Section 5.6.2.  The cloud cover identification and removal 

appeared to provide more accurate masking of transparent clouds and this is discussed further 

in Section 5.6.1. 

 

5.6.1 Cloud cover identification and removal 

 

The image-based technique to remove transparent clouds from individual images developed 

here used existing tool sets in widely available software packages.  Kappa coefficients and 

overall accuracies increased for all images from the ACCA mask to the object-based mask.  

Overall accuracies for five of the six images were above the 85% threshold stated by Anderson 

et al. (1976).  Omission errors were reduced substantially from the ACCA mask to the object-

based mask for all images.  Although, as expected, commission errors increased slightly from 

almost zero in the ACCA masks to between 0.5% and 5.65% in the object-based mask.   

 

Omission and commission errors are important considerations for operational methods as they 

can lead to inaccuracies in the subsequent use of imagery for land cover classifications.  

Omission errors in images three, four and five were found to increase slightly from the extended 

mask to the object-based mask.  This is a result of the definitions used in object-based 

classification.  If small clouds existed in the imagery and were over a specific distance away 

from large clouds they would have been classified as non-cloud.  These slight increases in 

omission errors were countered by much larger decreases in commission errors in both images.   

 

Altering the ACCA filters can increase the commission errors in binary cloud masks.  In an 

operational setting this may decrease the number of pixels available for land cover 

classifications.  The object-based classification of cloud masks was designed to avoid masking 

large areas of non-cloud.  Figure 5.4 show that it was relatively accurate in removing non-cloud 

objects whilst maintaining the majority of cloud objects.  Commission errors increased 
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significantly in image one possibly due to brighter background pixels leading to erroneous 

classification of non-cloud objects during manual editing.   

Figure 5.4 The object-based classification "cleaning" process.  The extended cloud mask 

resulted in large amounts of commission errors.  Using the object-based mask removed large 

amounts of non-cloud pixels from the mask.  Grey coloured objects with a red outline were 

classified as cloud and those with no outline classified as non-cloud.  
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Problems may occur if ACCA filter thresholds are extended too far.  The cloud cover mask may 

incur increased commission errors.  If non-cloud pixels are adjacent to one another they will 

result in larger objects being created during object-based image segmentation.  This will make it 

more difficult to distinguish between cloud and non-cloud using the current spatial class 

definitions.  Therefore, future research may focus on performing object-based classifications on 

the multispectral imagery and using spectral and spatial definitions rather than using spatial 

definitions on a binary mask.   

 

5.6.1.2. Limitations of the cloud cover identification and removal method 

Prior to analysis it was hoped that one set of threshold extensions and object-based definitions 

would be sufficient to identify and remove transparent clouds from all five images.  Histogram 

matching was attempted in ENVI mosaic tools prior to analysis.  However, the spectral 

responses for specific land covers were not uniform, possibly due to the different dates of 

images and the time of year of acquisition coinciding with the start of rice harvests.  The failure 

of histogram matching may be explained by Wen et al. (2001) who found that clouds and 

distance to clouds can lead to under predictions of surface reflectance.  Therefore, differences 

in illumination between scenes remained and thresholds had to be adapted for individual 

images.  This image-specific approach is not ideal, as it is more difficult to fully automate. 

However, the method was developed on a pragmatic basis in an operational environment that 

required specific images to be used in subsequent research.  Accuracy assessment results 

show that it offered significant increases in accuracy in identifying and masking cloud and visible 

semi-transparent clouds.   

 

It was difficult to assess fully the accuracy of methods to identify transparent cloud.  Image 

enhancement tools available in the software were used to help distinguish between transparent 

cloud and underlying land.  However, any optically thin clouds in the scene that cannot be seen 

by the user are likely to have been left unmasked.  This cannot be avoided as it is related to the 

spectral resolution of the Landsat ETM+ sensor.  However, sharpening the multispectral 

imagery using the panchromatic band may help to further enhance the identification of cloud 

edges (Irish et al. 2006).   
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Image fusion techniques similar to those used by Helmer and Reufenacht (2005) to replace the 

masked areas with the correct land cover information were not attempted here.  Extensive cloud 

coverage related to the monsoon meant a lack of available scenes immediately before those 

used, and images immediately after those acquired in October had very different spectral 

properties due to the harvest.  Therefore, errors were likely in fusion techniques from 

differences in agricultural vegetation seasons which affect vegetation and soil phenology.   

 

Future research could integrate shadow removal into the technique applied here by using 

geometric relationships between clouds and their shadows and brightness values as described 

in Martinuzzi et al. (2007).  Further, a comparative study could compare the accuracies of the 

method developed here with other cloud masking methods highlighted in Section 5.2 to identify 

the most comprehensive cloud identification technique (although results may vary depending on 

the local conditions in the images used).     

 

5.6.2 Land cover classification 

 

The spatial and spectral parameters used in the nearest neighbour classifier were the same for 

all the images but the parameter thresholds were varied.  The class descriptors used to define 

water and to support the nearest neighbour classifier of plantation were varied in each image to 

ensure greater accuracy.  This approach was time consuming and would be problematic for 

extensive areas of research (Pax-Lenney et al. 2001) as the methods were not entirely 

repeatable or applicable over extensive areas (Anderson et al. 1976).  However, this method 

ensured that the differing spectral and spatial parameters inherent in the images did not cause 

increased errors to result from generalising the classification process.   

 

Creating an image stack for the classification which incorporated images from two distinct time 

periods during the agricultural calendar with NDVI and Tasselled Cap Transformation products 

meant that it was possible to distinguish between classes that would otherwise have been 

classified as a single land cover.  For example, in the October/November images winter crop 

often lacked any vegetation cover.  Thus, it had very similar spectral characteristics with bare 

land.  Adding in images from January increased the distinction between winter cropland and 
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bare land classes through the use of spectral change detection in the multispectral bands and 

NDVI images.   

 

A problem using images from two distinct time periods in an area affected by monsoon rain 

were the very large differences between the amounts of water in the river channels in October 

compared to January.  Segmenting the images using the TC wetness band derived from the 

October image and not January meant that the extent of the water could be used to define the 

object boundaries.  However, this means that the water class is only representative during 

October and may not have any similarity with the amount of water present at other times of the 

year.    

 

No differences in spatial or spectral parameters could be found between the woodland and 

plantation classes.  Thus, the manual object merge tool had to be used to increase the size of 

the plantation objects, which were very distinct visually from other classes.  Some woodland 

objects were larger than the minimum plantation object area and therefore these errors had to 

be rectified using the manual editing tool.   

 

5.6.2.1. Limitations of land cover classification 

The 30 m spatial resolution of Landsat ETM+ data meant roads could not be identified in the 

classification.  Pan-sharpening tools could be used in the future to create a data set with an 

effective spatial resolution of 15 m which may enable some of the larger roads within Assam to 

be detected by an automated classification process. A further problem resulting from the spatial 

resolution of Landsat ETM+ was that small ad-hoc agricultural areas on river banks and islands 

could have been missed due to average field sizes often being lower than 30 by 30 m.   

 

Small settlements cannot be identified using 30 m resolution imagery.  Henderson and Xia 

(1997) discussed the use of Synthetic Aperture Radar (SAR) for identifying human settlements 

and Tatem et al. (2004) found that “...the combination of medium spatial resolution multispectral 

satellite imagery [Landsat TM] with similar scale SAR imagery and derived texture layer [was] 

effective in identifying and mapping settlements at medium-scale resolution across the diverse 
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landscapes of Kenya” (Tatem et al. 2004, p.49).  This may be a method to explore further in the 

future as it could add provide vital information relating to the location of human settlements.  

 

The accuracy assessment conducted for land cover classification relied upon samples selected 

from within the images.  Some of the images had very few objects belonging to the plantation, 

wetland or built up classes.  Therefore, the number of samples available was often low which 

could potentially distort the overall accuracy estimates.  A more detailed accuracy assessment 

would require the collection of ground data from around the time of the satellite data acquisition 

which was not possible here due to the use of historical data.   

 

The winter cropland class was identified as an important environmental parameter during field 

observations.  However, the number of crops harvested per year is much more complicated 

than just a summer and a winter crop in Assam.  Crops are planted depending on the rainfall 

and when rainfall is late this can delay the planting of the second crop (termed winter cropland 

in this research).  This means that there is a strong likelihood that only using images from two 

periods during the agricultural calendar may result in some areas that grow second or third 

crops being missed.    

 

The ‘Expand’ function was used as an efficient way of replacing land that was masked by cloud.  

In the future, image compositing or geostatistical methods such as Kriging could be used to 

identify the most likely land cover under a cloud.  However, problems may be encountered if 

substantial land cover changes occur between composited images, such as large scale flooding 

or land erosion, or if substantial cloud cover persists.   

 

5.7 Conclusion 

 

The ACCA algorithm was designed to provide fast automated assessments of cloud cover in 

Landsat ETM+ images to aid wider USGS mission aims for data acquisition.  This research 

suggests that the ACCA method can be used in operational settings as the basis for a 

supervised step-by-step approach to extend the thresholds to identify and mask transparent 

cloud pixels.  Object-based analysis principles can then be used to minimise the inevitable 
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commission errors emanating from visually extending the thresholds, thus, preserving more 

pixels for subsequent analysis and reducing potential inaccuracies in future land cover 

classifications.   

 

Initial research attempted to find optimised filter threshold ranges that included transparent 

clouds in all images.  However, it was found that cloud properties varied in each image.  

Therefore, filter threshold parameters for individual images were altered to ensure the highest 

possible overall accuracy for identification of thick cloud and transparent cloud whilst minimising 

commission errors. 

 

Overall, omission errors were much smaller in the object-based mask than the ACCA mask 

meaning that subsequent land cover classifications will be more reliable with less inaccuracies 

associated with cloud that has been inadvertently excluded from the mask.  Commission levels 

increased slightly from the ACCA filter to the ‘cleaned’ mask.  However, the process of 

extending the ACCA filters, which were optimised using global data sets, is expected to include 

increased numbers of non-clouds.  The object-based classification helped to reduce 

commission errors in two of the four images and there was little change in a third image. 

 

The adapted cloud cover identification and masking procedure produced a set of images for 

land cover classification with greater reduced amounts of cloud within them.  This meant that it 

was easier to identify and classify land cover classes accurately that were thought to have 

important associations with poverty and development.  Had the cloud removal procedure not 

been conducted certain land cover classes with spectral and spatial properties similar to 

transparent cloud would have been less accurate.  These inaccuracies may have had the effect 

of causing bias into the subsequent statistical analyses as there would have been increased 

amounts of bare land within the database that was not actually bare land.   

 

Overall, the cloud cover removal algorithms provided a database in which to derive 

environmental metrics for subsequent analysis more accurately which would also then lead to 

increased confidence in the subsequent statistical analysis results. 
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Chapter 6: Determining associations between census and 

remotely sensed environmental variables 

 

6.1 Introduction 

 

This chapter had two main objectives (i) to determine whether associative relationships found in 

the literature and during field observations could be replicated using national census variables 

and environmental proxies generated from Earth observation data and (ii) to form a benchmark 

statistical analysis of associations to compare to more detailed analysis presented in Chapter 7 

and 8. 

 

To ensure the census and environmental data were in the correct formats several pre-

processing stages had to be conducted before the statistical analysis could begin.  Methods to 

create environmental metrics for use in statistical analysis were designed to link the census data 

with the environmental data.  Land cover information and supplementary Earth observation data 

could not be used as direct representations for environmental factors.  However, the Landsat 

ETM+ and supplementary Earth observation data could be used to generate proxies for different 

environmental metrics.   

 

6.2 Determining associations between census variables and 

environmental data 

 

Studies exploring the associations between socioeconomic conditions and environmental 

factors often use income and expenditure data collected in census or survey enumerations 

(Angood et al. 2003; Babulo et al. 2009; de Janvry and Sadoulet 2010; Mamo et al. 2007)16.  

Furthermore, studies that have explored the use of remotely sensed environmental data as a 

proxy for socioeconomic conditions have used income data (Li and Weng 2007; Lo and Faber 

                                                      

16 See Chapter 2 for a review of the associations between socioeconomic conditions and environmental factors 
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1997) or poverty indicators that were derived from income data (Avelar et al. 2009; Ryznar and 

Wagner 2001).  When income or expenditure data are not available, or data are of poor quality, 

alternative indicators can be used such as the assets owned by a household (Sahn and Stifel 

2003).  However, since information about income and assets was not available in the subset of 

the 2001 Indian National Census data (Bigman and Srinivasen 2002) field work results were 

used to select alternative census variables to act as proxies for socioeconomic conditions 

(Section 4.3.1).  In rural areas of developing countries wealthier socioeconomic conditions have 

been associated with increased incomes from sources other than agriculture (Hannum and 

Buchmann 2005; Rodriguez and Smith 1994).  In Assam, the proportion of village workers 

involved in economic alternatives to agricultural work was used as a proxy for permanent 

incomes (Section 4.3.1).  This was defined as the proportion of the working population actively 

engaged, for at least six months of the year, in non-agricultural practices.  The rate was 

composed of two census variables depicting the number of household industry workers and 

other workers present in the village (Section 3.2.1).   

 

Female literacy is often associated with increased socioeconomic conditions in developing 

countries (Barro 2001; Cleland 2010; Klasen 2002; McTavish et al. 2010; World Bank 2001) and 

evidence of this was also found in Assam (Chapter 4).  Therefore, the second census variable 

to be explored as a proxy for socioeconomic conditions in Assam was female literacy.  

 

The proportion of (i) female literacy and (ii) participants in economic alternatives to agricultural 

work in each village were used to explore if associations found between socioeconomic 

conditions and environmental factors in the literature and field study could be replicated using 

environmental metrics extracted from remotely sensed satellite sensor data. 

 

6.2.2 Extracting Local Environmental Metrics 

 

To explore the associations between socioeconomic variables and remotely sensed 

environmental factors the spatial boundaries of each village need to be defined so that 

socioeconomic conditions at the village level can be related to local environmental conditions 

(Rindfuss et al. 2003b).  Previous studies have used radial buffer zones to extract 
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environmental information related to individual villages (Behrens et al. 1994; Entwisle et al. 

1998; Rindfuss et al. 2003b)17.  Georeferenced village centroid points were available for Assam.  

However, no georeferenced village boundary information was available and therefore GIS 

techniques were utilised to approximate the size of each village in Assam.  Furthermore, unlike 

other studies using buffer zones (Behrens et al. 1994; Entwisle et al. 1998; Rindfuss et al. 

2003b) it was not possible to accurately identify the size of each village during field work 

campaigns in Assam.  Therefore, two generalised polygon methods were designed to determine 

which resulted in a greater model fit.  

 

6.2.2.1. Thiessen polygons 

To integrate socioeconomic and environmental data sets Muller and Zeller (2002) used 

Thiessen polygons in Vietnam.  Thiessen or Voronoi polygons can be created around a set of 

origin points so that “… any location within the polygon is closer to the polygons point [of origin] 

than to the point of any other polygon” (ESRI 2009a).  Thiessen polygons can be used as an 

efficient first step of dividing up a study region by assigning each piece of land to the village 

point that is closest (Figure 6.1).  The benefits of using Thiessen polygons for linking the village 

points and environmental data were that; (i) the environmental data would not be associated 

with more than one village, and; (ii) unlike radial buffer zones used by Behrens et al. (1994) no 

additional information would be required about the village prior to creating Thiessen polygons.          

                                                      

17 See Section 2.2 for a review of the different methods used to link socioeconomic and environmental data sets 
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Figure 6.1 Thiessen polygons created around each village to represent the village boundary. 

 

6.2.2.2. Buffer zones 

Previous studies that have integrated socioeconomic data and remotely sensed environmental 

data used radial buffer zones to represent the extent of the villages (Behrens et al. 1994; 

Entwisle et al. 1998; Rindfuss et al. 2003b).  Radial buffer zones can be designed as fixed sizes 

where all villages have the same boundary assigned or can vary in size (Figure 6.2).  Thus, they 

can be used to represent a more realistic village boundary than Thiessen polygons.   

 

It was expected that land utilization patterns in Assam would be more complex than those 

assumed by Thiessen polygons. Different methods for approximating village extents could 

provide different estimations of the associations between socioeconomic conditions and 

environmental metrics.  Therefore, to explore the impact that different village extents may have 

on the overall performance of statistical models a series of radial buffer zones were designed.  

All buffer zones were created using the ‘buffer’ command in the Geospatial Modelling 

Environment (GME)18 for ArcMap 9.3.  The ‘buffer’ command creates features with constant 

                                                      

18 Beyer (2010) available at: http://www.spatialecology.com/gme/ 
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buffer distances or by using a field in the attribute table that has a buffer size stated for 

individual objects.  Five different radial buffer zone approximations were used (Figure 6.2) 

including three fixed size buffers (where all villages had the same size buffer) of 3000 m, 1000 

m and 500 m.  However, it was expected that the amount of land that village residents 

interacted with may vary as a function of the number of households within that village or the 

number of households working in agriculture.  Thus, two weighted buffer zone approximations 

were used based on the average household size and the number of cultivators (land owners) in 

each village.   

 

The average household buffer zone size was weighted based on the number of households 

within each village and the assumption that each household had equitable access to 1.3 ha of 

land each, which was the average reported land holding within Assam in 2004 (Government of 

Assam 2004).   

 

Figure 6.2 Radial buffer zones created around each village to represent the village boundary.  

Land owners buffer was calculated using the average amount of land owned per household in 

Assam and the number of cultivators within the village.  The Area buffer was created using the 

number of households multiplied by the average land holding per household.   
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The cultivator buffer was weighted by the number of cultivators (land owners)19 in the village 

and the assumption made that each land owner had access to an average of 1.3 ha of land.  In 

villages with zero cultivators the number of marginal cultivators (defined as land owners that 

work on the land less than 6 months of the year) was used.  The assumption was made that 

each marginal cultivator had equitable access to 0.7 ha of land as the average for small land 

holdings in Assam was between 0.4 and 1 ha in 2004 (Government of Assam 2004).  There 

were 221 villages with no main or marginal cultivators of which 122 of these villages were within 

500 m of a Plantation and the main commercial activity reported in the census was ‘Tea’.  In 

these cases, it was assumed that the majority of the populations were tea plantation workers 

with no land holdings.  The procedure to extract proportions of land cover within each village 

required a size of greater than zero to be specified for each village.  Field observations revealed 

that very few plantation workers grew crops despite land owners offering land for sale.  

Therefore, it was assumed that no agricultural practices would be present in plantation villages 

and each tea plantation village was given a minimal buffer value of 1 m and the land cover 

within each of these buffers was manually coded as 100% plantation.  For the remaining 99 

villages with no cultivators it was assumed that each village had access to the average buffer 

size of the rest of Assam (551.6 m).     

 

6.2.3 Extracting land cover proportions  

 

To calculate the proportion of different land cover types within each village boundary the 

different land covers classified in Chapter 5 were reclassified into nine binary raster files 

representing presence or absence of each land cover.  Using the Thiessen polygons and radial 

buffer zones as estimates of village boundaries, the proportion of each land cover type was 

extracted using the ‘isectpolyrast’ command in the GME (Beyer 2010).  The same process was 

repeated for each of the nine land cover types and for each of the five buffer zones.   

 

 

                                                      

19  See Section 3.2.1.2 for full definitions of cultivator employment type. 
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6.2.4 Access and Infrastructure  

 

In developing countries isolation can result in larger poverty rates in rural communities (IFAD 

2002; Sen 2003).  Road infrastructure can have significant impacts on rural development and 

socioeconomic conditions (Lokshin and Yemstov 2005; World Bank 2011a)20.  Therefore, to 

accompany land cover proportions, distance calculations from villages to several features 

(urban areas, roads, water resources and flood zones) were made to act as proxies for 

accessibility.   

 

6.2.4.1. Euclidean Distance Calculations 

Straight line or Euclidean distances were estimated from village centroid points to the nearest 

major market town, road, water course and flood zone using the ‘Near’ function in ArcMap 9.321.  

To explore the relationships between census variables and access to major market towns and 

infrastructure Euclidean distances were calculated from each village centroid to the nearest 

market town as identified by the national census.  Distances to main roads were also calculated 

as field observations and literature suggested that socioeconomic conditions could be 

associated with access to road infrastructure and not just markets.  Increased distance to major 

market towns and main roads was expected to be associated with decreased female literacy 

and less involvement in economic alternatives (Section 4.7).  This was because villages located 

further from roads and urban areas would be expected to have poorer access to markets, jobs, 

education and health facilities.      

 

Literature suggested that associations between socioeconomic conditions and water resources 

such as irrigation were often positive as they led to increased yields (Section 2.1.2).  However, 

there was very little irrigation infrastructure in Assam and field observations (Chapter 4) 

highlighted that the associations between socioeconomic conditions and the presence of water 

were often negative as communities nearer to main rivers and tributaries often had lower 

socioeconomic conditions than those further from the river banks.  The Euclidean distances to 

                                                      

20 See Section 2.1.5 for a review of the impacts of roads and isolation on socioeconomic conditions 

21 ESRI ArcMap 9.3 http://www.esriuk.com/   
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water bodies identified in the land cover classification and MODIS derived flood zones (Section 

3.2.3.1) were calculated to explore the associations between socioeconomic conditions and 

water resources and flooding.  It was expected that increased distance to water bodies and 

floods would be associated with increased female literacy and involvement in economic 

alternatives (Section 4.7).  This was because those living close to flood zones and water bodies 

were often poorer communities living in unfavourable agricultural locations.    

 

6.2.4.2. Road density calculations 

To explore the relationship between census variables and road infrastructure an estimate of 

road density within each village boundary was calculated.  Increased road density was expected 

to be associated with increased female literacy and involvement in economic alternatives as it 

can increase access to markets, employment and education facilities.  The 

‘sumlinelengthsinpolys’ tool in the GME was used to calculate the total length of all road 

portions within each village boundary.  The total road length was divided by the village boundary 

area in square kilometres (Riverson et al. 1999; Wilkie et al. 2000; Jalan and Ravallion 2002; 

and Bryceson et al. 2008) to provide a road density estimate of metres of road per square 

kilometre of village area.  Two separate densities were calculated for each village 

approximation; (i) main road density using only national highways and metalled roads, and; (ii) 

all road density using all roads specified in the road shapefile (national highways, metalled and 

un-metalled roads, paths and tracks).   

 

6.2.4.3. Cost surfaces estimating the time to travel  

It was acknowledged that using Euclidean distance as a measure of access to major market 

towns was not ideal in Assam where water bodies and forests create substantial boundaries to 

travel.  Thus, to provide a comparative estimate to Euclidean distance to major market towns as 

a proxy for access to markets, a simple least accumulative cost surface was created to estimate 

time to travel from a village to the nearest major market town.  A cost function estimates the 

shortest accumulated travel cost (defined as time in this case) from each cell to the nearest 

source using a cost surface and an impedance layer.  
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The impedance layer represented the average speed to cross a particular raster cell.  For 

example, if the fastest speed in the study area is 60 m km-1 on a motorway this would have an 

impedance value of one.  A smaller road with a speed of 30 m km-1 would be half the total 

speed and, therefore, the impedance value would be two (twice that of the motorway).  For 

Assam the impedance layer was built using the road data (Section 3.2.3.5) and the land cover 

classification raster (Chapter 5).  Roads were converted to a raster data set with each road type 

given a unique value (national highway 100; metalled road 200; un-metalled road 300; cart track 

400; foot path 500; track pass 600) which enabled the identification of roads and land types 

when they intersected.  The road raster was added to the land cover classification using the 

raster calculator in ArcMap 9.3.  Land cover cells that had a road overlaid were reclassified to 

have the value of the road ignoring the land cover type.  Water was classified as ‘no data’ to 

ensure that it was treated as a barrier to travel.  This had the effect of forcing the cost surface 

generation to take an alternative route to water, much like the population was found to do in 

field observations.  Impedance values for Assam (Table 6.1) were devised to represent the 

average estimated speed of travel for the different road types and land covers based on 

previous studies (Black et al. 2004; Noor et al. 2006) and evidence from field observations.  

Based on field knowledge and local expert opinion it was assumed that travel on national 

highways, metalled roads and un-metalled roads would be undertaken using motor vehicles, 

whilst travel on paths, tracks and across other land cover types would be by foot. 
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Table 6.1 Impedance values for each road type and land cover class 

Raster Value Land Cover Type Estimated Speed 

km/hour 

Impedance value 

2 Bare land 4   15 

3 Built up land 30  2 

4 Grass land 4  15 

5 Summer crop land 4 15 

6 Winter crop land 4 15 

7 Woodland 3 20 

8 Plantation 3 20 

9 Wetland 1.5 40 

10  National Highway 60 1 

11 Metalled road 60 1 

12 Un-metalled road 30 2 

13 Cart track 5 12 

14 Foot path 5 12 

15 Track pass 5 12 

        

The cost raster in ArcMap calculations is specified in unit distance not total cell distance.  Since 

the land cover classification cell size was 30 m all cost raster cells were kept at this resolution, 

which meant that the unit distance was one metre.  The fastest estimated travel time was 60 m 

km-1 (Table 6.1).  Thus, the cost raster was created with a constant value of 0.0000167 (time in 

seconds to travel one metre) for each cell.  The impedance layer was then multiplied with the 

cost layer using the raster calculator to produce a cost surface.   

 

The cost surface was used in the ArcMap 9.3 ‘cost distance’ tool to estimate the total travel time 

from each of the market towns in Assam to each cell in the raster.  Village centroid points were 

overlaid onto the estimated least accumulative cost distance layer and the ‘extract to points’ 

function used to give an estimate of the least accumulative travel time from each village to the 

nearest urban area.   
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Specifying water as a barrier to travel led to 1507 villages with no estimated travel time as they 

were completely surrounded by water.  Field observations suggested that those villages would 

be the only ones to use water bodies as a transport route.  Therefore, the above process was 

repeated again for the 1507 villages, but with the water land cover class given a 1.5 m km-1 

impedance value.  This resulted in the remaining villages having an estimated travel time, whilst 

ensuring those villages that did not have to travel across water were not allowed to as was 

found during field work.    

 

6.3 Statistical Modelling: Exploring associations between socioeconomic 

variables and environmental metrics 

 

Logistic regression analysis was conducted in R22 using two response variables; (i) proportion of 

female literacy and (ii) proportion of village workers involved in economic alternatives to 

agricultural work.  Explanatory covariates included the land cover proportions, road density, 

Euclidean distance measures and estimated travel time to major market towns (Table 6.2).   

 

Prior to logistic regression Spearman’s non-parametric correlation coefficient was calculated 

between each pair of explanatory covariates to identify any potential multi-collinearity.  Any 

pairwise correlations greater than 0.4 or -0.4 would result in one of the covariates being 

removed from subsequent analysis as this was assumed to represent multi-collinearity between 

covariates.  Spearman’s correlation coefficients indicated potential multi-collinearity between all-

road density and main-road density, main-road density and distance to urban area and main-

road density and time to urban area.  The two road density estimations were correlated because 

both contained a large amount of the same information.  Main-road density was correlated with 

time to urban due to the importance placed on road transportation in the cost surface estimation 

and main-road density was correlated with distance to urban areas because the density of roads 

was much higher near urban areas.   

 

                                                      

22 R Development Core Team (2010) source: http://cran.r-project.org/ 
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Table 6.2 Covariates extracted from earth observation data for use on logistic regression 

 

Name Description Proxy for 

time_town Estimated time in hours from village to 

nearest major market town 

Accessibility to markets, health 

centres and schools 

dist_flood Euclidean distance to UNOSAT flood zone Impact of living in flood zone 

plantation Proportion of land in village covered in 

plantation land 

Amount of commercial 

agriculture within village 

wintercrop Proportion of land in village covered in 

winter cropland (known as Rabi crop) 

Irrigation availability 

dist Main rd Euclidean distance to main roads  Accessibility to road 

infrastructure 

summercrop Proportion of land in village covered in 

summer cropland (known as Kharif crop) 

Production levels of agriculture 

within village 

Water Proportion of land in village covered in 

water 

Irrigation availability and 

proximity to water 

woodland Proportion of land in village covered in 

woodland 

Biodiversity levels 

Grass Proportion of land in village covered in 

grassland 

Infertile land not used for 

agriculture 

waterdist Euclidean distance to water  Accessibility to irrigation.  

Location of village in unstable 

area 

urbandist Euclidean distance to urban area Accessibility to markets 

Bare Proportion of land in village covered in 

bare land 

Infertile land not used for 

agriculture 

rddensity Amount of road in metres per square 

kilometre of village 

Accessibility to markets.   

protect_land Amount of land within village designated 

as protected 

Government land protected and 

biodiversity 

 

Field work observations and mapping of the road data suggested that the density of any type of 

road had larger associations with socioeconomic conditions than main roads.  Furthermore, time 
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and physical distance to urban areas appeared to be more associated with the decision of rural 

residents to travel to a particular location than the quality or type of roads.   Therefore, it was felt 

that main road density should be removed from further statistical analysis to avoid potential 

problems with multi-collinearity whilst maintaining other variables that appeared to have 

stronger associations with socioeconomic conditions.  Prior to statistical analysis the proportion 

of plantation land and protected land covariate was removed because over 95% of the villages 

had no plantation land within them in any of the village approximations (buffer zones and 

Thiessen polygon).   

 

6.3.1. Method: Logistic Regression 

 

Linear regression cannot be used when dependent variables are proportional as the data violate 

the assumption that the dependent and independent variables are linearly related (Everitt 2006; 

Pampel 2000).  This is because proportions have a maximum value of one and a minimum 

value of zero and therefore, at some value of the independent covariate(s) x, the dependent 

variable y will be smaller than zero or larger than one (Rogerson 2010).  Proportional data also 

violate two other assumptions of linear regression.  The first is that the variance is not constant 

across the mean and instead, the variance increases with the mean up to a maximum which is 

when the probability of success is 50%.  The variance then declines again towards zero as the 

mean approaches one (Hosmer and Lemeshow 2000). The second assumption is that the 

errors (the difference between the observed and the predicted values) are not normally 

distributed because the data are bounded at zero and one (Hosmer and Lemeshow 2000).   

 

Logistic regression and generalised linear models (glm) can be used to extend the linear model 

for use with data that violate the assumptions of linear models (Dalgaard 2002; Venables and 

Ripley 2002).  Instead of predicting a value for the dependent variable y from several 

independent covariates x, as in linear regression, logistic regression and glms predict the 

probability of y occurring given the known values of x.  To do this the probabilities are used and 

are defined as the event occurring divided by the event not occurring: 
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            Equation 6.1 

 

The probability of the dependent variable occurring P(y) can be transformed into a new variable 

that is linearly related to the independent covariates x.  This is a logit transformation, which is 

also known as a link function in glms (Crawley 2007), and is central to the logistic regression 

equation (Hosmer and Lemeshow 2000): 

 

 

log odds l n link	 y         Equation 6.2 

 

The link function or logit transformation produces the log odds which have many of the 

properties of a linear regression model (Hosmer and Lemeshow 2000).   Using a logarithmic 

transformation on the response variable allows the non-linear relationship to be expressed in a 

linear way.  Therefore the logistic regression equation expresses the multiple linear regression 

equation in logarithmic terms to overcome the problem of violating the linear assumption (Field 

2009).   

 

link	 y 	α βx e         Equation 6.3 

 

Where, link (y) is the probability of success (one) in the response or the proportion of ones, α is 

the estimated intercept (constant), β is the estimated slope coefficient, x is the independent 

covariate and e is the error term or residual.  Thus, α gives the probability of success when xi is 

zero and β adjusts the speed at which the probabilities change with a unit change of xi.  This 

equation means that it is no longer possible to predict probabilities smaller than zero or greater 

than one.  This is because if α + βx is a large positive number the predicted probability, P(y), will 

approach zero and if α + βx is a large negative number the predicted the probability will 

approach one (Rogerson 2010) but not exceed it.   
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6.3.2. Fitting a logistic regression model 

 

To estimate the unknown parameters, α (intercept) and β (slope), logistic regression uses the 

method of maximum likelihood.  This maximises the probability of obtaining the observed set of 

data.  To apply the method a likelihood function is constructed which expresses the probability 

of the observed data as a function of the unknown parameters, α and β.  Thus, the estimators of 

the unknown parameters are those values that maximise the likelihood and that agree most 

closely with the observed data (Hosmer and Lemeshow 2000).   

 

6.3.3. Categorising the explanatory variables  

 

To help frame which covariates to enter in the logistic regression an exploratory analysis was 

conducted.  For each of the environmental covariates in Table 6.2 box and whisker plots were 

used to examine the distributions of each covariate and scatter plots were used to examine the 

relationships between the two observed variables and environmental explanatory covariates.  

An assumption of logistic regression is that the logit of the response variable and continuous 

explanatory covariates are linearly related (Hosmer and Lemeshow 2000).  However, nonlinear 

relationships were identified in scatter plots of the logit of the response against each 

environmental covariate.  Land cover classes were often not present in village polygons which 

led to large tails at zero for many land cover classes.  Transformations applied to data skewed 

at zero were unable to produce data with linear relationships.  To counter the problem of 

nonlinear relationships and the large number of zeros in some covariate data sets each 

environmental covariate was converted into a categorical data set.   

 

All covariates, even those with continuous distance, time or density data were converted to 

categorical covariates to standardise the interpretation of results (Dalgaard 2002; Field 2009).  

To categorise the covariates, scatter plots (observed variable versus explanatory covariate) had 

a non-parametric locally weighted regression curve (lowess) overlaid.  Category boundaries 

were drawn where changes in the relationships could be seen along the lowess curve. The first 

category boundary was always drawn at zero, unless there were no or very few points (<5% of 

the total observations) in which case an alternative value was chosen.  Category boundaries 
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were held constant for each buffer zone, but were changed between female literacy (Table 6.3) 

and involvement in economic alternatives to agricultural work (Table 6.4).   

 

Table 6.3 Female Literacy Categorical Boundaries 

Covariate Reference category 1 Category 2 Category 3 

Bare land 0 > 0  NA 

Built up Not categorised as > 500 zeros 

Grassland 0 >0 NA 

Protected land Not categorised as > 500 zeros 

Summer crop 0 > 0 and ≤0.4 > 0.4 

Water 0 > 0 and ≤ 0.3 > 0.3 

Winter crop 0 > 0 and ≤0.2 > 0.2 

Wetland Not categorised as > 500 zeros. 

Woodland 0 > 0 and ≤ 0.5 > 0.5 

Time to town ≤ 0.25 > 0.25 and ≤ 1.5 > 1.5 

Road Density 0 > 0 NA 

Distance Flood ≤ 0 > 0 and ≤ 1000 > 1000 

Distance main road ≤ 250 > 250 and ≤ 1000 > 1000 

Distance town ≤ 10000 > 10000 NA 

Distance water ≤ 2000 > 2000  NA 
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Table 6.4 Economic Alternatives Categorical Boundaries 

Covariate Reference Category 1 Category 2 Category 3 

Bare land 0 > 0 and ≤ 0.1  > 0.1 

Built up Not categorised as > 500 zeros. 

Grassland 0 >0  

Protected land Not categorised as > 500 zeros 

Summer crop 0 > 0 and ≤0.2 > 0.2 

Water 0 > 0 and ≤ 0.2 > 0.2 

Winter crop 0 > 0 NA 

Wetland Not categorised as > 500 zeros. 

Woodland 0 > 0 and ≤ 0.6 > 0.6 

Time to town ≤ 0.25 > 0.25 and ≤ 1.5 > 1.5 

Road Density 0 > 0 NA 

Distance Flood 0 >0 and ≤ 1000 > 1000 

Distance main road ≤ 100  > 100 and ≤ 10000 > 10000 

Distance town ≤ 5000 > 5000 and ≤10000 > 10000 

Distance water 0 >0 and ≤ 1500  > 1500 

 

An analysis of variance test (ANOVA) explores if there is a significant difference between the 

explanatory covariate categories (Rogerson 2010), but it does not show which categories are 

significantly different from one another.  Therefore, Tukey’s honest significant difference (HSD) 

test was used to test if each category within the factor was significantly different from all other 

categories (Crawley 2007). If the levels were significantly different from one another they were 

retained. If levels were not significantly different from one another the boundaries were altered 

or merged until significant differences were found between all categories within a factor.  An 

example of the Tukey’s HSD output is given in Table 6.5.  
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Table 6.5 Output for the Tukey HSD test results for bare land covariate for female literacy 

Category Difference Difference Lower C.I. Upper C.I. P value Comments 

2-1 -0.022 -0.034 -0.011 0.000 Significant 

3-1 -0.066 -0.085 -0.047 0.000 Significant 

3-2 -0.044 -0.064 -0.023 0.000 significant 

 

6.3.4. Model selection 

 

The objective of multiple logistic regression analysis is to identify a combination of covariates 

that result in the most parsimonious model, that is, the model that predicts most of the variance 

in the observed variable y using the least number of explanatory covariates x (Burnham and 

Anderson 2002; Hosmer and Lemeshow, 2000).  The logistic regression model begins with an 

initial set of covariates based on the scientific knowledge of the subject and purpose of the 

study.  By removing those covariates that have little or no statistical relationship with the 

observed variable, model output statistics can be used to determine the smallest number of 

parameters required for an adequate representation of the observed data (Burnham and 

Anderson 2002).   

 

In logistic regression, large samples can result in significant p values for explanatory covariates 

that have small effects on the dependent variable (Hauser 1995; Raferty 1995).  Therefore, two 

modelling methods were used to identify the most parsimonious model using remotely sensed 

environmental metrics; 

 The ‘Drop1’ function in R was used to identify explanatory covariates that had a minimal 

effect on the overall model (Dalgaard 2002).  The ‘Drop1’ function iteratively removes 

each covariate one at a time whilst holding the remaining covariates constant (Venables 

and Ripley 2002).  An analysis of deviance test reports the extent to which each 

covariate affected the overall model fit and those which had the smallest effect on the 

deviance when removed from the model were dropped from the final logistic regression 

model (Crawley 2007; Rogerson 2010).        



Gary R. Watmough  Global logistic regression modelling 

141 

 Like logistic regression, the ‘Drop1’ function is also affected by the large sample 

problems highlighted by Raferty (1995).  Therefore, a cross validation technique was 

used.  Logistic regression was conducted on a random 10% sample of villages and 

repeated 10,000 times to identify the effect that dropping each covariate would have.   

 

The null hypothesis of the ‘Drop1’ deviance change test was: there was no significant difference 

between the larger model (all covariates) and the smaller model (one covariate dropped).  A 

significance level of p ≤ 0.025 was specified where if dropping a covariate resulted in a change 

in deviance with a p value greater than 0.025 the null hypothesis would be rejected and the 

covariate recorded as being dropped from the model in that iteration.  Covariates that were 

dropped more than 500 out of the 10000 iterations (i.e. more than 5%) were dropped from the 

final reduced model effectively providing a 95% confidence interval.  

 

6.3.5. Validation procedure 

 

Model fitting always performs in an optimistic manner (Hosmer and Lemeshow 2000) meaning 

that the values of model statistics such as the r2 and AIC can be overestimated. Model 

validation procedures can provide a more thorough and unbiased assessment of a model fit 

(Harrell 2001).  Two validation procedures were investigated for this analysis; i) external 

validation or data splitting, and; (ii) resampling or cross-validation.  External validation splits the 

dataset in two and uses one for model fitting and the other to validate the model.  There are two 

forms of cross-validation, the first is leave-one-out and the other is grouped.  Grouped cross 

validation splits the data into a pre-defined number of subsets with an equal number of data 

points in each.  For example, if 10 groups were selected the model would be fitted using nine of 

the subsets and validated using the tenth.  The process of fitting and validating the model is 

then repeated at least ten times so that each group is left out of the fitting process at least once 

and results are compared (Harrell 2001).  Leave-one-out cross validation removes one 

observation y from the model each time and repeats this until each y has been left out once.   
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There are advantages and disadvantages to using either external or cross-validation 

procedures.  External validation can bias model fitting as it is not based on all available data 

(Faraway 1992) and the splitting process could result in a ‘fortuitous’ dataset that would not 

return the same results as another splitting algorithm would (Harrell 2001).  However, external 

validation only requires two datasets, and can provide efficient and unbiased estimates of the 

predictive capacity of the model.  Cross-validation is often the preferred validation method 

(Harrell 2001: Hosmer and Lemeshow 2000).  However, Harrell (2001) estimates that a 

minimum of 200 iterations of grouped validation would be required to achieve an accurate 

model fit estimate.  With a large dataset for Assam repeating model fitting and validation either 

200 times for grouped-validation or over 14,000 times for leave-one-out validation would be very 

time consuming and computationally intensive.  Therefore, to ensure that all statistical analyses 

to be conducted for this research could be subjected to the same process the external validation 

procedure was selected.   

 

To ensure validation data were representative of the whole data set the ‘sample’ function in R 

was used to create a dataset of 95% of the data for model fitting and a randomly sampled 5% 

validation dataset to be withheld from model fitting.  The same 5% sample was held back and 

used for all of the subsequent regression analyses validations in Chapter 7 and 8.   

 

The ‘predict’ function in R was used to combine the regression equation developed in the model 

fitting process with the 5% validation dataset.  The resulting literacy or economic alternatives 

predictions were compared to the observed values and the number of times the predictions 

were within 5%, 10% and 20% accuracy of the observed value was recorded.     

 

6.3.6. Spatial Autocorrelation 

 

Spatial autocorrelation occurs when the distribution of values of the observed variable is not 

random across the study site.  If spatial autocorrelation is present in the errors or residuals of a 

logistic regression it can result in biased regression parameters and underestimated covariate 

standard errors (Legendre 1993).  Therefore, residual semi-variograms were plotted to estimate 
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the presence of residual spatial autocorrelation using the ‘gstat’ package in R (Bivand et al. 

2008).  

 

6.4 Results 

 

The results have been split into two sections; (i) female literacy, and; (ii) participation in 

economic alternatives to agricultural work.  The logistic regression summary tables for each 

buffer zone used in the analysis are provided in Appendix 4A and Appendix 4B for female 

literacy and economic alternatives to agriculture respectively.   

 

6.4.1 Female Literacy 

 

Logistic regression was used to explore the associations between female literacy and the Earth 

observation derived environmental metrics. In logistic regression the odds ratio is used to 

indicate the change in odds of the response occurring resulting from a one unit change in the 

covariate (Field, 2009).  An odds ratio above one indicates that, as the covariate increases the 

odds of the outcome also increase.  An odds ratio below one indicates that, as the covariate 

increases the odds of the outcome decrease.  When the covariates are categorised (known as 

factors) the 1st factor level is reserved as a reference and the coefficients and odds ratios for 

the 2nd and 3rd factor levels are interpreted based on a comparison with the reference level.  

For example, the odds ratio of time to major market town > 90 minutes (level 3) was 0.83.  This 

can be interpreted as; when travel time to major market towns from villages is over 90 minutes 

the likelihood of female literacy is 17% lower compared to villages within 15 minutes (reference 

category).  This result effectively indicated that female literacy was lower in villages further from 

major market towns. 

 

6.4.1.1 Thiessen Polygon Results 

Covariates found to have no significant statistical relationship with female literacy from the 

‘Drop1’ analysis were; distance to water, distance to major market town, proportion of land 

covered by grassland and bare land, and road density within the village (Appendix 4C).  Nine 
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factor levels were associated with a lower likelihood of female literacy and five factor levels were 

associated with a higher likelihood of female literacy (Table 6.6). 

 

There was a lack of overall fit in the model (residual deviance: 846928 and AIC: 925129; null 

deviance: 976135).  Thus, there were additional covariates that could be added to the model to 

explain more of the variance of the female literacy.  However, a lack of overall model fit was not 

viewed as a problem as the covariates were limited to EO data.  Of more importance to this 

research was that the analysis-of-deviance tests indicated that the model explained significantly 

more of the variance in the response than the null model (null deviance: 976135).  

 

Maps displaying the observed female literacy and those predicted by the Thiessen polygon 

regression model show that the regression model using Thiessen polygon environmental data 

failed to predict literacy rates above 70% or below 10% (Figure 6.3 and Figure 6.4).  The 

accuracy of the predictions using the external validation data revealed that 7.5% of predictions 

were within ±5% of the observed female literacy values.  Further, 12.5% were within ±10% 

accuracy and 27.1% of predicted female literacy were within ±20% accuracy of the observed 

literacy.   
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Table 6.6 Odds ratios and associated ranks for covariates with a negative and positive relationship with female literacy 

 Covariate Thiessen Polygon 3km Buffer 1km Buffer 500 m Buffer Average Buffer Cultivator Buffer 

  O.R. Rank O.R. Rank O.R. Rank O.R. Rank O.R. Rank O.R. Rank 

N
eg

at
iv

e 
R

el
at

io
ns

hi
p 

w
ith

 F
em

al
e 

Li
te

ra
cy

 

Winter crop > 20% 0.65 1 0.45 1 0.62 1 0.67 1 0.63 1 0.63 1 

Dist Main Rd > 1000 m 0.74 2 0.74 3 0.74 2 0.75 2 0.74 2 0.75 2 

Time to town > 90 minutes 0.83 3 0.82 5 0.83 3 0.83 3 0.81 3 0.83 4 

Water > 30% 0.84 4 0.68 2 0.83 3 0.94 8 0.85 5 0.80 3 

Dist Flood > 1 km 0.85 5 0.86 6 0.83 3 0.83 3 0.82 4 0.83 4 

Winter crop > 0 – ≤ 20% 0.88 6 0.86 6 0.89 6 0.87 5 0.90 7 0.87 6 

Time to town > 15 – ≤ 90 minutes 0.91 7 0.92 9 0.91 8 0.91 7 0.90 7 0.91 7 

Dist Main Rd > 250 – ≤ 1000 m 0.93 8 0.94 10 0.94 9 0.94 8 0.94 9 0.95 8 

Water > 0 – 30% 0.97 9   0.97 10 0.96 10 0.96 10 0.95 8 

Bare land > 0%   0.88 8         

Grass > 0%   0.78 4 0.89 6 0.90 6 0.86 6 0.96 9 

              

              



 

146 

P
os

iti
ve

 R
el

at
io

ns
hi

p 

Woodland > 50% 1.70 1 2.05 1 1.80 1 1.65 1 1.65 1 1.70 2 

Sumer crop > 40% 1.50 2 1.59 3 1.46 2 1.49 2 1.54 2 1.74 1 

Woodland > 0 – ≤ 50% 1.40 3 1.84 2 1.46 2 1.32 3 1.33 3 1.39 4 

Dist Flood >0 – ≤ 1 km 1.13 4 1.14 5 1.11 4 1.11 5 1.10 5 1.09 5 

Summer crop > 0 – 40% 1.11 5 1.21 4 1.10 5 1.16 4 1.17 4 1.43 3 

 D.F. 13886 13884 13885 13885 13885 13885 

 Residual Deviance 846928 830184 838102 842827 831614 833905 

 AIC 925129 908399 916305 921031 909818 912108 
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Figure 6.3 Observed Female Literacy Percentages (map includes 13900 data points used for model fitting). 
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Figure 6.4 Predicted Female Literacy Percentages from the Thiessen polygon model (map includes 13900 data points used for model fitting). 
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Figure 6.5 Predicted Female Literacy Percentages from 3km buffer zone model (map includes 13900 data points used for model fitting). 
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6.4.1.2 Buffer zone analysis 

Overall model fit statistics (residual deviance and AIC) for each buffer zone is provided in Table 

6.623.  The AIC values for each of the buffer zones indicated a lack of overall fit in all the 

models.  The AIC values for the five buffer zones were lower than that for the Thiessen polygon 

by 16730, 15311, 13021, 8824 and 4098 respectively.  Thus, all five radial buffer zones (Table 

6.6) explained marginally more of the variance in the female literacy compared to the Thiessen 

polygon model.   

 

There was very little difference between the overall model fit and the prediction accuracy of the 

Thiessen polygon model compared to the radial buffer zone models.  The map of predictions 

from the buffer zone with the lowest AIC (3 km buffer) was only very slightly different from that 

of the Thiessen polygon (Figures 6.4 and 6.5) with a small increase in the number of villages 

with a predicted Literacy rate of 60-70%.  Furthermore, the prediction accuracies (Table 6.7) 

show only marginal changes in the prediction accuracy within 5%, 10% and 20% of the 

observed female literacy.  

 

Table 6.7 Prediction Accuracy from the Validation process for Female Literacy 

Buffer Zone Within 5% 

Accuracy 

Within 10% 

Accuracy 

Within 20% 

Accuracy 

Model AIC 

3 km Buffer 56 (7.7%) 110 (15.1%) 212 (29%) 908399 

Average Buffer 65 (8.9%) 108 (14.8%) 212 (29%) 909818 

Cultivator Buffer 41 (5.6%) 90 (12.3%) 205 (28.1%) 912108 

1 km Buffer 55 (7.5%) 103 (14.1%) 207 (28.4%) 916305 

500 m Buffer 46 (6.3%) 104 (14.2%) 208 (28.5%) 921031 

Thiessen Polygon 55 (7.5%) 91 (12.5%) 198 (27.1) 925129 

 

 

 

                                                      

23 For a full regression model summary for each of the buffer zones and Thiessen polygon see Appendix 4A  
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6.4.2 Involvement in economic alternatives to agricultural work 

 

The Results of the Thiessen polygon analysis are used as a benchmark to which the other 

buffer zones are compared. 

 

6.4.2.1 Thiessen Polygons 

The ‘Drop1’ analysis resulted in no covariates being dropped more than the threshold of 500 

times.  Therefore, no covariates were removed from the model (Appendix 4C).  Ten factor levels 

were associated with a lower likelihood of involvement in economic alternatives to agricultural 

work and eleven factors were associated with a higher likelihood of involvement in economic 

alternatives to agricultural work (Table 6.8).  

 

There was a lack of overall fit in the model (residual deviance: 924297 and AIC: 992055). 

Therefore, there were additional covariates that could be added to the model to explain more of 

the variance of the economic alternatives.  However, analysis-of-deviance tests suggested that 

the model explained more of the variance in the census variables than the null model (null 

deviance: 1161353).  

 

A map of the predicted economic alternatives from the Thiessen polygon regression model 

highlighted that the model failed to predict any economic alternatives proportions above 50% or 

below 30% (Figure 6.6 and 6.7).  The accuracy of the predictions using the external validation 

data revealed that 3.6% of predictions were within ±5% of the observed values.  Further, 6.8% 

were within ±10% and 13.7% of predictions were within ±20% of the observed value for 

participation in economic alternatives to agricultural work. 
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Table 6.8 Odds ratios and ranks for negative and positive relationships with economic alternatives to agricultural work. 

 Covariate Thiessen Polygon 3km Buffer 1km Buffer 500 m Buffer Average Buffer Cultivator Buffer 

  O.R. Rank O.R. Rank O.R. Rank O.R. Rank O.R. Rank O.R. Rank 

N
eg

at
iv

e 
R

el
at

io
ns

hi
p 

w
ith

 F
em

al
e 

Li
te

ra
cy

 

Main road Dist > 10000 m 0.46 1 0.44 1 0.46 1 0.44 1 0.51 1 0.43 1 

Water > 20% 0.63 2 0.76 4 0.67 2 0.71 3 0.78 4 0.69 6 

Time to town > 90 minutes 0.69 3 0.66 2 0.71 3 0.63 2 0.75 2 0.67 3 

Dist town > 10000 m 0.73 4 0.75 3 0.73 4 0.73 4 0.75 2 0.77 9 

Dist town > 5000 – ≤ 10000 m 0.84 6 0.87 6 0.84 5 0.85 8 0.86 5 0.86 12 

Main road Dist > 100 – ≤ 10000 m 0.84 6 0.80 5 0.84 5 0.79 5 0.87 6 0.80 10 

Water > 0 – ≤ 20% 0.82 5 0.90 8 0.84 5 0.85 8   0.69 6 

Time to town > 15 – ≤ 90 minutes 0.94 10 0.88 7 0.95 10 0.90 10   0.91 14 

Winter cropland > 0% 0.86 8   0.86 8 0.80 6   0.76 8 

Summer Cropland > 20% 0.86 8   0.90 9 0.81 7   0.68 5 

 Woodland > 0 - ≤ 60%           0.58 2 

 Woodland > 60%           0.67 3 

 Summer Cropland > 0 - ≤ 20%           0.80 10 
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 Bare > 0 - ≤ 10%           0.90 13 

 Bare > 10%           0.90 13 

P
os

iti
ve

 R
el

at
io

ns
hi

p 

Dist. Flood > 1000 m 1.56 1 1.61 2 1.52 2 1.60 1 1.59 1 1.51 1 

Woodland > 60% 1.34 2 1.63 1 1.64 1 1.14 6 1.43 3   

Dist. Flood > 0 - ≤ 1000 m 1.25 3 1.31 7 1.23 6 1.26 2 1.26 7 1.29 2 

Woodland > 0 - ≤ 60% 1.22 4 1.36 6 1.42 3   1.19 9   

Road Density > 0 1.22 4 1.45 3 1.25 4   1.36 4   

Bare > 0 - ≤ 10% 1.19 6 1.42 5 1.17 7 1.15 5 1.31 6   

Dist. Water > 1500 m 1.18 7 1.43 4 1.24 5 1.25 3 1.48 2 1.14 3 

Grass land > 0% 1.18 7 1.27 10 1.16 9 1.16 4 1.26 7   

Summer crop >0 – ≤ 20% 1.13 9 1.22 9 1.16 9   1.32 5   

Bare > 10% 1.13 9 1.28 8 1.16 9   1.15 11   

Dist. Water > 0 - ≤ 1500 m 1.10 11 1.20 11 1.17 7 1.11 7 1.17 10   

Summer crop > 20%         1.08 12   

 D.F. 13879 13880 13879 13880 13880 13881 

 Residual Deviance 924297 932398 925174 946121 891040 850075 

 AIC 992055 1000154 992932 1013877 958796 917829 
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Figure 6.6 Observed Participation in Economic Alternatives to Agricultural Work (Map includes 13900 data points used for model fitting). 
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Figure 6.7 Predicted participation in economic alternatives to agricultural work from Thiessen polygon model (Map includes 13900 data points used for model 

fitting). 
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Figure 6.8 Predicted participation in economic alternatives to agricultural work from Cultivator buffer zones (Map includes 13900 data points used for model 

fitting). 
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6.4.2.2 Buffer zone analysis 

Overall model fit (residual deviance and AIC) for each buffer zone is provided in Table 6.824.  

The AIC values for each of the buffer zones indicated a lack of overall fit in all the models.  AIC 

values for the average cultivator and land holding buffer were smaller than Thiessen polygons 

by 74226 and 33259 respectively.  Thus, these two buffer zones explained marginally more of 

the variance in the response than Thiessen polygons (Table 6.8).    However, AIC statistics for 

the 1 km, 3 km and 500 m fixed buffer zones were larger than the Thiessen polygon by 877, 

8099 and 21822 respectively. 

 

There was very little difference between the overall model fit and the prediction accuracy of the 

Thiessen polygon model compared to the radial buffer zone models.  The map of predictions 

from the buffer zone with the lowest AIC (Cultivator buffer) was only very slightly different from 

that of the Thiessen polygon (Figures 6.7 and 6.8) with a small increase in the number of 

villages with a predicted participation in economic alternatives to agricultural work of 40-50%.  

Furthermore, the prediction accuracies (Table 6.9) show only marginal changes in the prediction 

accuracy within ±5%, ±10% and ±20% of the observed economic alternatives to agricultural 

work proportions for the validation data set.  

 

Table 6.9 Prediction Accuracies for validation data 

Buffer Zone Within 5% 

Accuracy 

Within 10% 

Accuracy 

Within 20% 

Accuracy 

Model AIC 

Cultivator Buffer 24 (3.3%) 49 (6.7%) 110 (15.1%) 917829 

Average Buffer 29 (4%) 59 (8.1%) 114 (15.6%) 958796 

Thiessen Polygon 26 (3.6%) 50 (6.8%) 100 (13.7%) 992055 

1 km Buffer 27 (3.7%) 49 (6.7%) 108 (14.8%) 992932 

3 km Buffer 29 (4%) 62 (8.5%) 119 (16.3%) 1000154 

500 m Buffer 22 (3%) 57 (7.8%) 115 (15.8%) 1013877 

 

                                                      

24 For a full regression model summary for each of the buffer zones and Thiessen polygon see Appendix 4B 
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6.4.3. Autocorrelation 

 

The residual variograms in Figure 6.9 and Figure 6.10 demonstrated that spatial autocorrelation 

was present in all the female literacy and economic alternatives models.  Residual variograms 

describe the spatial continuity in the residuals or error terms of a model by displaying the 

relationship between variance and distance.  The shape of the variogram plot can be used to 

infer several aspects of the model.  The sill is the level at which the maximum variance is 

reached and indicates the overall variance in the model.  The range is the distance at which the 

variogram stops increasing and indicates the distance at which model residuals are spatially 

correlated.  The nugget value is the part of the variogram that has no spatial correlation and 

indicates random variation that could not be accounted for in the model (Burrough and 

McDonnell 2005).  Since each model output statistics were very similar the variograms were 

also very similar in range, nugget and sill values.  The range for all models was approximately 

30k indicating that, pairs of points within a 30 km distance of one another were autocorrelated 

(Burrough and McDonnell 2005).  
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Figure 6.9 Residual Variograms for (A) Thiessen Polygon, (B) 3km Buffer, (C) 1km Buffer, (D) 500m Buffer, (E) Average Buffer and (F) Cultivator Buffer from 

Female Literacy models. 
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6.5 Discussion 

 

In this chapter, global logistic regression was used to explore the associations between census 

based socioeconomic variables and remotely sensed environmental factors.  Overall model 

goodness-of-fit statistics indicated that there were large amounts of variance left unexplained by 

all village approximation methods for both census variables (female literacy and economic 

alternatives to agricultural work).  These results were expected given that only remotely sensed 

environmental metrics were used.  However, results from analysis-of-deviance tests indicated 

that all village approximations for both female literacy and economic alternatives explained 

significantly more variance than if no model (null model) was used.  Results also indicated that it 

was possible to use remotely sensed environmental data as a limited proxy for these two 

socioeconomic conditions.  This may indicate that remotely sensed environmental data could in 

future be used as a limited but valuable tool to monitor changes in socioeconomic conditions at 

fine temporal and spatial resolutions. 

 

6.5.1 Interpreting the covariate odds ratios 

 

The logistic regression results were compared to the associations between socioeconomic 

conditions and environmental metrics that were found in the literature (Section 2.1) and field 

observations (Section 4.3.2).  Logistic regression results were also compared to the research 

hypotheses developed in Chapter 4 as a result of field study results and the literature review.  

Many of the associations found between socioeconomic conditions and individual environmental 

metrics using remotely sensed data were similar to those found in the literature.  However, 

where the associations deviated from the literature they could often be partly explained using 

field observations and, therefore, often supported the hypotheses in Section 4.7.  

 

6.5.1.1 Woodland 

Socioeconomic conditions were expected to be positively associated with the proportion of 

woodland within a village (Section 4.7).  Logistic regression results indicated that increased 

proportions of woodland within a village boundary had positive associations with both female 

literacy and economic alternatives.  For example, in five of the six village boundary 
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approximations, when compared to a village with 0% woodland coverage, involvement in 

economic alternatives to agricultural work was found to be between 14 and 63% more likely 

when woodland covered more than 60% of a village and between 19 and 43% more likely when 

woodland covered between 0.1% and 60% of the village (Table 6.8).  Female literacy in villages 

where woodland covered over 60% was 65-105% more likely compared to villages with 0% 

woodland coverage. 

 

Field observations indicated that poorer villages were either more likely to have removed all 

woodland to provide increased land for cultivation.  It was expected that woodland would be 

more abundant in wealthier areas of Assam and logistic regression results may indicate this 

association.  The literature suggested woodland and NTFP provided the poorest communities 

with additional incomes to those available from agricultural crops (Cavendish 1999; Mamo et al. 

2007; Monela et al. 2001).  However, in Assam the poorest communities were often located on 

river islands and river banks where woodland was scarce.  This does not necessarily indicate a 

contradiction as the research reviewed in the literature indicated that poorer households gained 

more financially from woodland, it did not indicate that more woodland was present in poor 

areas.  Thus, the results from the literature and the logistic regression results in Assam cannot 

be directly compared.      

 

The World Bank (2003) stated that the poor were disproportionately located in dense forest 

areas.  Therefore, there may be expected to be different associations between socioeconomic 

conditions and woodland in areas with very high woodland coverage in Assam.  However, due 

to safety issues, fieldwork did not include visits to communities living in densely forested areas 

and results would be expected to differ in communities surrounded by dense woodland.     

 

Field observations indicated that villages with lower amounts of woodland were found in two 

distinct locations.  One was in areas employing intensive agricultural practices in which the 

majority of the local population were employed (low economic alternatives).  The second was 

along river banks and river islands where woodland was not able to grow and populations were 

often marginalised.  In both of these areas female literacy and participation in economic 
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alternatives to agricultural work was low.  In Assam the lack of woodland in areas may indicate 

decreased socioeconomic conditions. Therefore, it could be used as a proxy for census based 

socioeconomic variables from remotely sensed data.  However, there were often other 

environmental factors that could have resulted in woodland being lower in the areas with lower 

socioeconomic conditions including the amount of water and agricultural land in a village.    

 

6.5.1.2 Agriculture  

Field observations revealed that in Assam intensive agricultural practices were used as an 

insurance against losses to crops incurred during the year from damage to land caused by 

floods, erosion and deposition.  Often villages growing more than one crop per year were those 

with lower socioeconomic conditions as they were in areas that were less favourable for 

agricultural cultivation and more likely to be affected by floods, deposition and erosion.  This 

appeared to be the opposite of the associations found in the literature on agricultural 

productivity as they suggested that multiple harvests each year resulted in higher yields, 

increased incomes and subsequently increased socioeconomic conditions (Datt and Ravallion 

1998; de Janvry and Sadoulet 2010; Ligon and Sadoulet 2008; Ravallion and Chen 2007).  

However, in Assam the majority of agricultural land relies on rain water and not irrigation 

schemes (Government of Assam 2003).  Those villages with multiple harvests per year were 

often in areas with limited amounts of agricultural land and along the banks of rivers.  This 

meant that there was an increased chance of loss of crops from floods, erosion and deposition 

but also that irrigating crops during the winter months was easier.  The competing argument 

here however, is ecological marginalisation (Section 2.1.1) which is discussed in reference to 

the logistic regression results in Section 6.5.1.5.  Therefore, it was expected that socioeconomic 

conditions would be negatively associated with winter crop proportions and positively associated 

with summer crop proportions.   

 

Results of the logistic regression analysis appeared to support field study findings as female 

literacy was between 33 and 55% less likely when winter cropland (Rabi) covered more than 

20% of the village and between 10 and 14% less likely when winter cropland covered between 

0.1 and 20% of a village (Table 6.6).  The association between female literacy and winter 

cropland over 20% was the strongest in all six models (based on the ranks of odds ratios).  
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Female literacy was between 49 and 74% more likely in villages with more than 40% of the land 

covered by summer (Kharif) cropland and between 10 and 43% more likely when summer 

cropland covered between 0.1 and 40% of village land compared to villages with 0% summer 

cropland (Table 6.6).  Involvement in economic alternatives to agricultural work was slightly 

more likely as coverage of summer cropland increased.  

 

Perhaps highlighting the necessity of villages to find alternative incomes when located near 

infertile land, unproductive land covers (bare land and grass land) had positive associations with 

participation in economic alternatives to agricultural work (Table 6.8) although they were 

dropped in the literacy models as they were not significant.  For example, participation in 

economic alternatives to agricultural work was between 15 and 42% more likely when bare land 

covered more than 10% of the village and between 13 and 28% more likely when bare land 

covered between 0.1% and 10% of the village (Table 6.8).   

 

Most previous studies have explored the association between irrigation and agricultural yield or 

yield and socioeconomic conditions.  No yield data was available to this project, however just 

the presence of estimated proportions of summer and winter crop land had the expected 

association with socioeconomic conditions.  Thus, it may be possible to use Earth observation 

derived environmental metrics to estimate and monitor changes in economic development in 

rural areas of Assam.  

 

6.5.1.3 Irrigation and water resources 

Fieldwork observations found that water resources had potentially large associations with 

socioeconomic conditions in rural Assam.  Villages located on islands, within river channels or 

along river banks, and therefore, often containing higher proportions of water within the local 

vicinity, had lower socioeconomic conditions (Section 4.3.2).  It was expected that 

socioeconomic conditions would be positively associated with increased distance to floods and 

water and negatively associated with increased proportion of water within the village.  These 

hypotheses were largely supported by the logistic regression results as female literacy and 

participation in economic alternatives were less likely when the proportion of water coverage 

within a village increased (Table 6.6 and Table 6.7).     
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Associations between female literacy and flood zones varied according to the distance from the 

2007 flood zone.  The association was positive when villages were within 1000 m of the flood 

zone as female literacy was between 9 and 14% more likely compared to villages inside the 

zone (Table 6.6). However, the association was negative when villages were over 1000 m from 

a flood zone as female literacy was between 14 and 18% less likely (Table 6.6).  These logistic 

regression results may indicate the importance of flood waters to agricultural practices and 

incomes in Assam.  Villages over 1000 m from the flood zone may have been too far from the 

rivers and flood zones to gain significant benefits from the flood waters and, therefore, had 

negative associations with female literacy.  In comparison, villages within 1000 m of a flood 

zone may have been able to make significant use of the flood waters without experiencing the 

associated impacts from inundation, erosion and deposition that would be expected within the 

flood zone.   

 

The interpretation of the association between female literacy and flood zones may be 

supported, by the positive association between involvement in economic alternatives to 

agricultural work and distance to flood zones.  Economic alternatives were increasingly more 

likely as the distance to flood zones increased. This may indicate the importance of monsoonal 

flood waters for the agricultural practices of the majority of farmers in Assam. When villages 

were not located within a flood zone, alternative sources of income were required as agricultural 

opportunities were lower. However, employment in the non-agricultural sector was often 

positively associated with socioeconomic conditions.  If this was the case then it would be 

expected that both female literacy and economic alternatives would be positively associated 

with increased distance from flood zones.  Hannum and Buchmann (2005) found that not all 

non-agricultural jobs required literate employees and therefore employment and increased 

literacy were not always positively correlated.  If the jobs further from flood zones were informal 

daily wage labour and not government jobs this would support findings in Hannum and 

Bachmann (2005), it may explain why female literacy was negatively associated with distance to 

flood zone over 1000 m but economic alternatives were positive.  This result also indicated a 
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weakness of using female literacy and general employment variables rather than income and 

poverty measures or an SLA asset category.       

 

6.5.1.4 Infrastructure and Roads 

The literature suggested that access to good quality rural roads could contribute to increased 

living standards (Section 2.1.6).  This was, in part, due to the increased access to markets that 

roads provide (Platteau 1999; Serneels and Lambin 2001).  However, there were several 

reports that roads did not provide universal poverty reduction because “…there is a range of 

cultural, social and economic reasons – which often coalesce – why roads offer unequal 

opportunities to different groups” (Rigg 2002 p 630).  However, several Earth observation 

derived metrics were used to explore the links between economic development and access to 

market towns.  These included: 

 

 Road density within a village; 

 Euclidean distance to main road;  

 Estimated time to travel from a village to the nearest major market town, and; 

 Euclidean distance to major market town.  

 

It was expected that socioeconomic conditions would be positively associated with road density 

and negatively associated with increased travel time and distance to major market town.  

Results for female literacy and distance to main road and time to major market town potentially 

support the research hypotheses and findings in the literature. Female literacy was between 24 

and 25% less likely when a village was over 1000 m from a main road (compared to a village 

within 1000 m of a main road).  Female literacy was also progressively less likely as the 

estimated time to travel to an urban area increased (Table 6.6).   

 

Road density and Euclidean distance to major market towns were found to have no significant 

statistical association with female literacy in any village approximation model.  These results 

could suggest that it was more useful to estimate the total travel time rather than simply 
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estimating a straight line distance.  This is not surprising in Assam due to the large barriers to 

travel such as water bodies, protected land and woodland which would not be considered in a 

straight line distance calculation.  However, the results may instead reflect the use of all road 

types and not just main roads in the density calculations (main road density had to be removed 

from the analysis due to multi-collinearity with several covariates).  Furthermore, the analysis 

was based on road densities within the different village approximation boundaries.  Analysis did 

not extend to looking at road densities over a wider area.  Thus, the analysis will not have been 

able to detect if the association between socioeconomic conditions and roads was more local or 

regional in nature. 

 

Involvement in economic alternatives to agricultural work was between 49 and 57% less likely 

when a village was over 10 km from a main road and increasingly less likely as the estimated 

time to travel to a major market town increased (Table 6.8).  Involvement in economic 

alternatives to agricultural work was more likely when the road density within the village was 

above 0 m of road per km2 area of village, as compared to a village with no roads at all (Table 

6.8).  The decrease in participation in economic alternatives to agricultural work as distance to 

main roads and time to major market towns increased may indicate the increased difficulty to 

travel to locations providing non-agricultural employment.  Further, the increase in involvement 

in economic alternatives to agricultural work as road density increased may be highlighting that 

it is easier to travel to areas with alternative jobs when there are more roads in the village.   

 

If data are available on roads and estimations of travel time to major market towns can be made 

it may be possible to use this information as a proxy for socioeconomic conditions.  No accuracy 

assessment or information on data collection methods are available for the road data and 

therefore it was not clear if the road data available was an accurate representation on the 

amount and type of roads in 2001 in Assam.  Thus, using a different road data set may yield 

significantly different results, however at the time of analysis no alternative road datasets were 

available.   
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6.5.1.5 Ecological Marginalisation  

 

The literature indicated that the poor are often found to be located in areas with unfavourable 

cultivable land (Sen 2003).  Many of the associations between census variables and 

environmental metrics described in sections 6.5.1.1 to 6.5.1.4 could indicate the presence of 

ecological marginalisation in Assam.  Field work often indicated that the poorest communities in 

Assam were found on Chars land or river banks just like in other parts of South Asia (Sarker et 

al. 2003; Sen 2003).  These areas can provide cheap and relatively high yielding agricultural 

land (Lein 2008) but can be subject to erosion, deposition and larger than normal flood events 

which can mean that production is unreliable and insecure.  It may be that the results of the 

logistic regression are indicating the presence of ecologically marginalised groups in Assam 

using remotely sensed satellite data.   

 

Historically agricultural land in Assam was located away from the main river channels of the 

Brahmaputra and swampland along the banks of the river and its tributaries left to act as a 

protective buffer for agricultural land from annual flood events.  During the British rule many of 

these swamps were drained to create additional productive land and migration encouraged from 

other parts of India (Gopalakrishnan 1995; 2000).  It appears that the areas closest to the main 

river channel and its tributaries are most affected by ecological marginalisation and poverty.  

This would be supported by the fact that logistic regression results highlighted that the poorer 

villages had larger amounts of water within them.  The lack of road access in poorer villages 

may also indicate that the villages are located in marginalised communities where it is either not 

possible to connect them with roads (in the case of river islands) or that they occupy isolated 

areas that are too costly for road development.   Furthermore, absence of woodland in poorer 

communities may be because the poor have located in areas that have been created relatively 

recently by geomorphologic processes.  Intensive agricultural practices within the poorer 

villages may reflect pressures from population and environment resulting in a lack of land.  

Thus, combining the results of the logistic regression analyses may indicate that remotely 

sensed environmental data can be used to highlight ecologically marginalised areas where 

poverty is likely to be higher. However, caution is required as; (i) associations between 

population and environment are subject to numerous complexities (Section 2.1); (ii) the 
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increasing influence of the non-farm sector in rural development is difficult to highlight using 

satellite sensor data, although estimations could be attempted using access to roads and major 

markets, and; (iii) the data available for this research lacked detailed information on additional 

aspects that can drive socioeconomic development such as social, political and economic 

factors.  Thus, more research would be required before conclusions could be made as to 

usefulness of remotely sensed environmental metrics for identifying ecologically marginalised 

and poor locations of Assam.   

 

6.5.2 Buffer zone analysis 

 

Previous studies investigating associations between land cover and census data were based on 

small sample sizes and therefore detailed mapping of village boundaries and ownership of 

individual land parcels (Behrens et al. 1994; Marquette 1998; McCracken et al. 1999; Walsh et 

al. 2003).  However, the size of the dataset used in Assam meant that it was not feasible to 

identify or measure the village boundaries during the field study.  Further, it was not possible to 

identify individual rural settlements using 30 m spatial resolution satellite sensor imagery.  

Therefore, several village boundary approximations were created to explore how the 

associations between socioeconomic data and environmental metrics would alter based on the 

amount of land considered to be surrounding each village.   

 

Small but significant (AIC > 3) differences in model performance were found between all six 

village approximation methods.  These differences in AIC values translated into differences in 

the predictive power of the models.  Logistic regression results indicated that Thiessen polygons 

provided a relatively efficient way of approximating village boundaries as compared to more 

detailed radial buffer zones as they required no a priori knowledge of the study area.  

Furthermore, the AIC results of the Thiessen polygon models were similar to those for the radial 

buffer zones and therefore could be used in the future to provide a fairly accurate approximation 

of village boundaries.  However, no baseline village boundary dataset was available to examine 

which of the approximation methods resulted in the closest representation of reality. 
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Village boundaries are difficult to approximate and even if an accurate cadastral map existed of 

actual village boundaries it is unlikely that the land within each would be the only land that a 

community would interact with (Evans and Moran 2002).  Radial buffer zones could be extended 

further to capture more of the local environmental conditions surrounding each village.  

However, this would result in a large increase in overlapping boundaries and very similar land 

cover proportion statistics would have been extracted for the villages.  This may have led to 

increased spatial autocorrelation in the residuals due to replication of environmental data.   

 

The use of the cultivator buffer zone for economic alternatives to agricultural work produced 

results that were opposite to those for the other village estimation techniques. For example, 

where all other village approximations found that economic alternatives were positively related 

to increased woodland the cultivator buffer found that economic alternatives to agricultural work 

were significantly less likely as woodland coverage increased (Appendix 4B).  The reasons for 

these contradictory results were not known and, therefore, it was not used in subsequent 

analysis.   

 

6.5.3 Spatial Autocorrelation 

 

The variogram estimates “…how correlation with neighbours falls off with distance” (Crawley 

2007, p.775) and the variograms for the female literacy and economic alternatives models 

(Figure 6.9 and Figure 6.10 respectively) indicated that the residuals at a point xi were not 

independent of residuals at neighbouring points xj.  This spatial dependence appeared to have a 

range of approximately 30 km.  The variograms also indicated a possible non-stationary trend 

as they continued to rise after the initial sill value (Crawley 2007; Caers 2011).  The spatial 

autocorrelation of the residuals within a 30 km range will need to be explored to ensure that the 

spatial dependence does not bias the regression parameters and this is investigated in Chapter 

7.  The non-stationarity between the x and y will also have to be investigated to identify if 

associations between socioeconomic conditions and environmental metrics change locally, and 

this is explored in Chapter 8.   

 

 



Gary R. Watmough  Global logistic regression modelling 

 171  

6.6 Summary 

 

In this chapter female literacy and involvement in economic alternatives to agricultural work 

were used as proxies for socioeconomic conditions.  The results presented here should not be 

used to infer causal relationships between socioeconomic conditions and environmental 

metrics.  However, many of the associations identified could be interpreted in relation to the 

results of the field campaign to Assam and in relation to the associations suggested in the 

literature.  Of particular interest was the potential for remotely sensed environmental data to be 

used to indicate areas of ecological marginalisation in rural locations of Assam.  Although 

difficult to compare directly with studies that have explored the relationships between poverty or 

economic development and the environment, the quantitative findings of the present research 

were in keeping with expectations from the literature and field study results, lending credibility to 

the associations observed. 
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Chapter 7: Exploring the links between socioeconomic 

variables and environmental factors using a generalised 

autoregressive error model 

 

7.1 Introduction 

 

Logistic regression and generalised linear models (glm’s) applied in Chapter 6 make two 

assumptions that can have important consequences for hypothesis testing and inferential 

statistics.  The first assumption is that the observations y in the data set are randomly 

distributed across space.   The second assumption is that the relationships between the 

observation data y and the explanatory covariates x apply across the entire study region.  Put 

another way, logistic regression models assume that the value of each observation point is 

independent and not influenced by neighbouring observation values and that the impact an x 

variable has on y is the same across the study space.  The residual variograms from Chapter 6 

suggested that neighbouring observation points had an influence on y.  Therefore, this chapter 

attempts to explore how predictions and inferential statistics change when accounting for spatial 

dependence present in the logistic regression residuals.  

 

7.2 The problem of spatial autocorrelation 

 

If the distribution of observation values is not random across space and spatial dependence is 

present the data are said to be spatially auto-correlated.  Spatial autocorrelation (SAC) is 

defined as when; “...observations close to each other geographically are more likely to be 

similar than those far away from each other” (Carl and Kuhn 2007 p159).  Two types of spatial 

autocorrelation have been distinguished; inherent and induced.  Inherent SAC is a property of 

the observation variable such that the observation values do not appear to be randomly 

distributed and that the value of one point can be partially influenced by its neighbouring points.  

Induced SAC results from the dependence of the observation variable on spatially auto-

correlated covariates (Kissling and Carl 2008; Valcu and Kempenaers 2010).   
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Spatial autocorrelation does not result automatically in problems for data analysis as it can be 

accounted for by the explanatory covariates x in the model (Beale et al. 2010; Bivand et al. 

2008; Miller et al. 2007).  If SAC is removed during the regression modelling process no further 

action would be required as the observations could be assumed to be independent.  Therefore, 

SAC can be detected in model outputs by analysing a variogram of the model residuals.  If SAC 

is found in the residuals it means that the explanatory covariates used did not account for the 

inherent SAC of the observation data or that induced SAC has been introduced during the 

modelling process.  Either way, if residual autocorrelation is present in the model residuals the 

assumption of independent observation variables is violated (Cliff and Ord, 1973; Valcu and 

Kempenaers 2010).   

 

The violation of independent residuals can have an important impact on hypothesis testing and 

inferential statistics because non-independence is a form of pseudo-replication.  In cases of 

positive autocorrelation (points closer together being more similar than those further away) 

pseudo replication can result in a reduction in the confidence intervals of the parameter 

estimates (Legendre 1993).  Reduced confidence intervals can lead to inflated coefficient 

values and significance levels.  Therefore, SAC can result in an increase in Type I errors 

(Lichstein et al. 2002) of rejecting the null hypothesis of no effect between an observation and 

its associated covariates even though there is no statistical effect (Lennon 2000) of the 

explanatory variable on the observation data.  The increase in Type I errors is related to the 

degrees of freedom of the model, as non-independent observations should not  be classed as a 

whole degree of freedom (Legendre 1993).  Therefore, a logistic regression model with spatially 

auto-correlated data would overestimate the degrees of freedom (Lennon 2000) as not all data 

points would be classed as independent.  Thus, analysing and accounting for the spatial 

autocorrelation in the residuals can generate a more accurate estimate of the degrees of 

freedom by identifying the presence of true independent observations (Bivand et al. 2008) and 

highlighting the spatial range in which observations are spatially dependent.     
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In the previous chapter residual variograms suggested that there was short range SAC as the 

nugget-to-sill ratios ranged from approximately 0.2 to 0.3 (Burrough and McDonnell 2005).  

Therefore, the null hypothesis of spatial randomness was to be rejected.  Consequently, the 

spatial dependence in the residuals had to be accounted for to determine the impact on the 

estimates of the regression coefficients and significance levels of model parameters and the 

regression model as a whole.  The full logistic regression model resulted in all covariates being 

highly significant (p<0.001) which was attributed mostly to the large number of observations 

(13901) which can cause the model to saturate.  Accounting for SAC could significantly change 

the covariate parameter estimates and odds ratios potentially resulting in the significance of 

some variables decreasing, which would lead to a more parsimonious model.    

 

7.3 Accounting for spatial autocorrelation as part of the regression 

modelling process  

 

The effect that neighbouring observation values have on the observation point of interest i can 

be accounted for using autoregressive models (Dormann 2007a).  To achieve this, 

autoregressive models include an additional variable in the model that is designed to capture 

the area around the observation point i that contains the spatially auto-correlated (spatially 

dependent) observation points.  The area containing spatially dependent points can be seen as 

the neighbourhood of influence and is used to calculate a weights matrix.   Several methods 

exist for calculating the weights, but typically all observations within the neighbourhood receive 

a weight reflecting their distance from the observation point, i (Bivand et al. 2008).     

 

Several autoregressive methods have been developed to allow regression analysis on spatial 

data25.  In recent years, several studies have sought to review the performance of differing 

spatial methods by using artificially created datasets where the coefficients of all explanatory 

covariates are known prior to any modelling procedure.  The known coefficients were compared 

to those estimated by the different spatial models and provide model accuracy comparisons.  

                                                      

25  Detailed reviews of the methods available to account for SAC can be found in Beale et al. (2010); Keitt et al. (2002) 

and Miller et al. (2007) 
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Dormann et al. (2007) compared known coefficients with those estimated from six different 

spatial regression methods.  Findings revealed that all regression models that accounted for 

SAC resulted in decreased SAC in the data, but not all of the methods completely eliminated the 

SAC.  Similar model comparisons have been conducted by Beale et al. (2010) and Bini et al. 

(2009).  In all three studies (Beale et al. 2010; Bini et al. 2009; Dormann et al. 2007) the 

simultaneous autoregressive (SAR) model was found to be consistently more effective at 

minimizing SAC than other methods.    

 

The SAR model assumes that the observation value y at a location i is a function of the 

explanatory variables at i, and the values of the response at neighbouring locations of j (Kissling 

and Carl 2008).  To account for this assumption, autoregressive models augment the standard 

linear model with an additional term that accounts for the dependence of the observation on the 

neighbouring observation points as well as the explanatory variables (Keitt et al. 2002).  This 

additional term is implemented using a spatial weights matrix.  The spatial weights matrix 

consists of a neighbourhood of influence (defined to represent the extent of spatial 

autocorrelation in the data). Within the neighbourhood a weight is assigned to each observation 

point j, based on its distance from the observation value at i (Kissling and Carl 2008).  Three 

different SAR models have been developed based on where the SAC is assumed to be present 

in the model:  

(i) The SAR error model (SARerr) assumes that the SAC is an inherent property of the 

response variable and is found in the model error term (residuals).  This is most likely if 

the SAC is not fully explained by the explanatory variables.  The SARerr includes a term 

(λWu) representing the spatial structure of the spatially dependent error term (Kissling 

and Carl 2008);  

(ii) The SAR lagged model (SARlag) assumes that the SAC is found only in the response 

(inherent spatial dependence) and to account for this, the method includes a spatially 

weighted value for the response (Keitt et al. 2002), and;  

(iii) The SAR mixed model (SARmix) assumes that the SAC is present in both the 

response and the explanatory variables and is not removed by the inclusion of the 

explanatory variables in the model (Kissling and Carl 2008). 
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Kissling and Carl (2008) compared the three different SAR models (SARerr, SARlag, SARmix) with 

four artificial data sets with known coefficients.  Findings revealed that SARerr models were the 

“…most reliable SAR models and performed well in all cases” (p.59).  The SARlag and SARmix 

models were often found to be affected by type I error problems and often had unpredictable 

bias in the parameter estimates.   

 

Methods developed to implement autoregressive models can vary for normally distributed and 

non-normally distributed data. The SAR models have been developed for normally distributed 

data and are usually implemented after SAC is found in the residuals of a linear least squares 

regression or similar method.    Methods available for non-normal data that are similar to SAR 

include generalised linear mixed models (GLMMs) and generalised estimating equations 

(GEEs) (Dormann et al. 2007).  Carl and Kuhn (2007) recommended the use of GEE for binary 

response variable data, as results were more accurate when using artificial test data.  However, 

the GEE does not calculate an AIC which can be a problem for model selection and comparison 

(Murphy et al. 2010).  The AIC uses the likelihood function to estimate a measure of model fit, 

penalizing more complex models and enabling comparisons between competing models 

(Burnham and Anderson 2002). However, model selection using the AIC is not easily 

implemented into the spatial methods available for non-normal data as likelihoods are either not 

computed, as in the case for GEEs (Pan 2001), or are based on pseudo or penalised quasi-

likelihoods as in the case of GLMMs (Bolker et al. 2009).  Therefore, it is difficult to compare the 

effect of incorporating spatial dependence into a model when working with non-normal data.  To 

counter this problem Murphy et al. (2010) recently developed an approach called the 

generalised autoregressive error model (GARerr) to analyse non-normal data with spatial 

autocorrelation present in the residuals of a logistic regression model.  To the authors 

knowledge the GARerr model has yet to be applied to data other than that used to develop the 

model. 
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7.4 The Generalised Autoregressive Error (GARerr) model 

 

The GARerr model adds several modifications to the spatially autoregressive error (SARerr) 

model (Equation 7.1) to allow non-normal data to be used.  The SARerr model takes the linear 

non-spatial regression model (Y=Xβ+e) and adds a term λWu to represent the spatial structure 

λW in the spatially dependent errors u:  

 

	Y 	Xβ 	λ	Wu 	e          Equation 7.1 

 

Where Y is the observation variable, β are the unknown parameters of the explanatory 

covariates X and e is an error term which represents the effect that the missing covariates 

would have on the estimated parameters had they been added to the model.  

  

The GARerr model makes several modifications to the linear SARerr model to allow the use of 

non-normal data, such that the model takes the form: 

 

Link	 Y 	Xβ 	λ	 link WY 	 WXβ	 	e     Equation 7.2 

 

Where the spatially weighted errors Wu of the SARerr model are estimated as WY-WXβ,  WY is 

the spatially dependent response and WXβ are the spatially dependent explanatory covariates 

Wβ and the spatially dependent unknown parameters of the explanatory covariates (WX) to be 

estimated in the model.  To accommodate the non-normal response data the link function is 

used to transform both the response Y and the spatially weighted response WY which ensures 

that both Y and WY are specified in the same scale. The autocorrelation parameter λ, or Morans 

I value, for the data is also used and an error term e remains after accounting for the spatial 

autocorrelation (Murphy et al. 2010).   

 

The spatially dependent observation and spatially dependent explanatory covariates are 

calculated using a spatial weights matrix which can have an important effect on the outputs of 

the spatial regression model (Kissling and Carl 2008).  A spatial weights matrix is created by 
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identifying the neighbourhood (either by distance or a number of neighbours) for each location i 

in the observation vector.  Points within the neighbourhood j have weights assigned based on 

the distance from i such that geographically proximate neighbours will have larger weights than 

those further away (Bivand et al. 2008).  Murphy et al. (2010) followed this principle in the 

GARerr model by calculating a distance matrix between i and j for all observations using the 

great circle distance method (Longley et al. 2011).  The spatial weight was created using 

distance between each point and the range over which spatial autocorrelation existed in the 

residuals.  The weights were then calculated using the correlation structure within the residuals 

of the non-spatial model.  The correlation (Moran’s I) is modelled as a function of distance using 

a nonlinear regression model assuming an exponential spatial correlation structure: 

 

Correlation 1 exp /         Equation 7.3 

 

Where r is the range of the spatial autocorrelation and dij is the distance between i and j.  The 

range was estimated as the regression coefficient from a nonlinear least squares regression 

model using the Moran’s I correlation and assuming an exponential relationship between the 

range and distance of the correlation structure.  The correlation (Equation 7.3) effectively 

represented a weight for each j based on its distance from i and the total range of spatial 

autocorrelation in the residuals of the non-spatial model.   The spatial weights were 

standardized such that each row summed to one: 

 

w 	
∑ 	

          Equation 7.4 

 

Multiplying the spatial weights by the observation and each explanatory covariate produced the 

spatially weighted observation WY and the spatially weighted explanatory covariates WX to be 

used in the autoregressive error model shown in Equation 7.5. 

 

Link	 Y 	 X β 	X β …X β 	λWY 	λβ WX 	λβ WX … 	λβ WX 	 

Equation 7.5 
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The GARerr model was constructed by Murphy et al. (2010) in R (R Development Core Team 

2010) using the structure provided by a generalised non-linear model (gnm).   The gnm package 

“…can be viewed as a replacement for glm for specifying and fitting generalized linear models” 

(Turner and Firth 2011 p2.) as they are setup in the same manner. Furthermore, the gnm 

package in R uses maximum likelihood model fitting and, therefore, AIC values can be 

produced which enable the GARerr models to be directly compared to their glm counterparts.   

 

7.5 Methods 

 

A generalised autoregressive error model (GARerr) was applied to the Assam data to explore if 

the short range residual spatial autocorrelation detected in the logistic regression model affected 

the estimated covariates and overall model parameters.   

 

7.5.1 Regression Analysis 

 

GARerr models were constructed in R using two response variables; (i) proportion of female 

literacy, and; (ii) proportion of village workers involved in economic alternatives to agricultural 

work.  Since the village approximations compared in Chapter 6 were all very similar three village 

boundary approximations were selected for use in the GARerr models and these are 

summarised in Table 7.1.  The two village approximations with the lowest AIC values from the 

glm models (average weighted and 3 km fixed buffers for female literacy and average weighted 

and 1 km fixed buffers for economic alternatives) and the Thiessen polygons were selected.  

This would give an opportunity to again compare between weighted and fixed radial buffer 

zones and the efficiency of Thiessen polygons.  
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Table 7.1: Village approximations used for female literacy and economic alternative GARerr 

models 

 Female Literacy Economic Alternatives to 

agricultural work 

Village Approximation 1 Thiessen Polygon Thiessen polygon 

Village Approximation 2 3 km fixed radius buffer zone 1 km fixed radius buffer zone 

Village Approximation 3 Average land holding 

weighted buffer zone 

Average land holding weighted 

buffer zone 

 

The explanatory covariates used in the models included the land cover proportions, road 

density, Euclidean distance measures and estimated time to urban areas that were created in 

Section 6.2.   

 

7.5.2 Validation procedure 

 

The same 5% external validation data set that was used to validate the logistic regression 

models in Chapter 6 was used with the ‘predict’ function in R to identify the number of 

predictions that were within an accuracy of 5%, 10% and 20% of the corresponding observed 

values.  

  

7.5.3 Model Selection 

 

The objective of the use of the GARerr models was to account for the spatial dependence 

present in the model error terms and to enable more reliable model parameter estimates and 

confidence intervals.  Therefore, to assess the overall model fit, AIC values for the glm and 

GARerr models and the differences between them for each village approximation were 

calculated from the results of the fitted dataset.  Individual explanatory covariate estimates of 

the GARerr model were compared with those from the equivalent non-spatial glm.   
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7.5.4 Spatial Autocorrelation 

 

To test if the GARerr model reduced or removed the residual spatial autocorrelation in the non-

spatial models, the residual variograms from the GARerr model were compared to those for the 

non-spatial glm models in Chapter 6. 

 

7.6 Results 

 

The analysis was undertaken to answer two questions. First, to identify if the use of the GARerr 

model reduced the spatial autocorrelation found in the glm models.  Second, to determine which 

of the three different village approximations used (Table 7.1) resulted in the lowest AIC and 

highest predictive accuracies. In addition, the individual covariate parameters were compared to 

those found in Chapter 6 to see how accounting for SAC affected the odds ratio for each 

explanatory covariate.  Section 7.6.1 compares results of the GARerr overall model statistics with 

those for the non-spatial glm models.  Section 7.6.2 compares the amount of SAC present in the 

GARerr and non-spatial glm model residuals.  Section 7.6.3 compares the overall model fit 

results for the different village approximations.  Section 7.6.4 compares the odds ratios of 

explanatory covariates from the GARerr and non-spatial glm models using a Thiessen polygon 

village approximation.  The overall regression model summary tables for each of the three 

village approximations used are presented in Appendix 5A and Appendix 5B for female literacy 

and economic alternatives, respectively.   

 

7.6.1 Comparing between the non-spatial and spatial models 

 

The model fit statistics for the fitted data and predictive accuracies of the external validation 

procedure are provided in Table 7.2 for female literacy and in Table 7.3 for economic 

alternatives to agricultural work.  

 

7.6.1.1 Female Literacy model comparisons 

The GARerr models for female literacy for each of the three village approximations had smaller 

AIC values compared to the equivalent non-spatial glm models (Table 7.2).  The AIC values for 
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the GARerr models were approximately 15% lower than the glm equivalents.  The amount of the 

null model explained by the GARerr models was almost double that of the glm models.  These 

results highlighted that there was a significant increase in the model fit from the glm to the 

GARerr model.  The fitted GARerr model produced lower AIC values than the equivalent non-

spatial glm models.   AIC differences were 143234, 129393 and 136634 (Table 7.2) for 

Thiessen polygons, 3 km fixed buffer zones and average landholding weighted buffer zones, 

respectively.  The decrease in AIC from glm to GARerr is larger than would have been expected 

when adding in one additional covariate.  Therefore, the fit of the spatially weighted model to the 

test data is significantly better than the glm.   However, the AIC values for all three village 

boundary approximations are still large, highlighting that there was a lack of overall fit in all the 

models.
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Table 7.2: Comparing results of the glm and GARerr models for the fitted statistics and validation accuracies for female literacy 

 Thiessen 

glm 

Thiessen 

GARerr 

Difference 3km glm 3km 

GARerr 

Difference Average 

glm 

Average 

GARerr 

Difference 

AIC 925129 781895 143234 (15.48% 

of glm AIC) 

908399 779006 129393 (14.24%of 

glm AIC) 

909818 773184 136634 (15.02% of 

glm AIC) 

% of Null explained 

(AIC: 1053421) 

12.18% 25.78% 13.6% 13.77% 26.05% 12.28% 13.62% 26.60% 12.98% 

Within 5% 

Accuracy 

7.5% 6.4% -0.9% 7.7% 7.26% -0.44% 8.90% 7.67% -1.23% 

Within 10% 

Accuracy 

12.5% 16.16% +3.66% 15.1% 15.89% +0.79% 14.79% 16.03% 1.24% 

Within 20% 

Accuracy 

27.1% 32.74% +5.64% 29% 36.03% +7.03% 29.04% 32.47% 3.43% 

Difference corresponds to the difference between the glm or GARerr model calculated as a % of the glm AIC.  % null explained corresponds to the amount of 

the null deviance that is explained by the model. 
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The external validation procedure for the GARerr model showed that in all village approximations 

there was a slight decrease (around 1%) of the number of predictions within 5% accuracy.  

However, the number of predictions within 10 and 20% predictive accuracy increased for all 

three village approximations.   

 

Overall, the results in Table 7.2 suggest that the GARerr models for all three village 

approximations led to a significant increase in the model fit and predictive accuracies over the 

non-spatial glm models.   

 

The GARerr models were able to predict a wider range of female literacy proportions compared 

to the glm.  For example, using the Thiessen polygon village approximation the glm prediction 

ranged from 10% (0.1) to 70% (0.7) whereas the GARerr model ranged from 10% (0.1) to 80% 

(0.8).  The observed female literacy is displayed in Figure 7.1 and the predictive capacity of the 

glm and GARerr models is displayed in Figures 7.2 and 7.3 respectively. 
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Figure 7.1 Observed female literacy percentages per village.  Graduated symbol sizes are used to show the total population of the village. 
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Figure 7.2 Percentage female literacy per village predicted from the non-spatial glm model. 
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Figure 7.3 Percentage of female literacy per village predicted from the spatial GARerr model.
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7.6.1.2 Economic Alternatives model comparisons 

The GARerr models for economic alternatives for each of the three village approximations had 

smaller AIC values compared to the equivalent non-spatial glm models (Table 7.3).  The AIC 

values for the GARerr models were 13.35%, 13.45% and 13.78% lower than the glm equivalents 

for the 1 km fixed buffer, average weighted buffer and Thiessen polygon models respectively.  

The decrease in AIC from glm to GARerr is larger than would have been expected when adding 

in one additional covariate.  The amount of the null model explained by the GARerr models was 

over 11% higher than that of the glm models.  However, the AIC values for all three village 

boundary approximations remained large, highlighting the lack of overall fit in the models. 

 

The external validation procedure for the GARerr model showed that in all village approximations 

there was an increase in all of the accuracy categories compared to the glm model.  The 

increases were however smaller than those found in the female literacy models.  Overall, the 

results in Table 7.3 suggest that the GARerr models for all three village approximations led to a 

significant increase in the model fit and a small increase in the predictive accuracies over the 

non-spatial glm models.   

 

The GARerr models were able to predict a wider range of economic alternatives to agricultural 

work proportions compared to the glm.  For example, using the Thiessen polygon village 

approximation the glm prediction ranged from 0% (0) to 40% (0.4) whereas the GARerr model 

ranged from 0% (0) to 50% (0.8).  The observed participation in economic alternatives to 

agricultural work is displayed in Figure 7.4 and the predictive capacity of the glm and GARerr 

models is displayed in Figures 7.5 and 7.6, respectively.   
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Table 7.3: Comparing results of the glm and GARerr models for the fitted statistics and validation accuracies for economic alternatives models 

 Thiessen glm Thiessen 

GARerr 

Difference 1km glm 1km GARerr Difference Average glm Average 

GARerr 

Difference 

AIC 992055 855345 136710 

(13.78%) 

992932 860348 132584 

(13.35%) 

958796 829835 128961 

(13.45%) 

% of Null 

explained 

(AIC: 

1167513) 

15.03% 26.74% 11.71% 14.85% 26.31% 11.46% 17.88% 28.92% 11.04% 

Within 5% 

Accuracy 

3.84% 5.48% 1.64% 3.69% 4.93% 1.24% 4.38% 5.75% 1.37% 

Within 10% 

Accuracy 

9.59% 13.29% 3.7% 

 

6.71% 8.63% 1.92% 12.47% 13.42% 0.95% 

Within 20% 

Accuracy 

20% 21.92% 1.92% 14.79% 17.12% 2.33 22.33% 25.07% 2.74% 

Difference corresponds to the difference between the glm or GARerr model calculated as a % of the glm AIC.  % null explained corresponds to the amount of 

the null deviance that is explained by the model. 
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Figure 7.4 Observed economic alternatives percentage per village.  Graduated symbols are used to highlight the total population of villages. 
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Figure 7.5 Percentage economic alternatives per village.  Predicted using non-spatial glm model. 



 

193 

 

Figure 7.6 Percentage economic alternatives per village.  Predicted using spatial GARerr model. 
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7.6.2 Autocorrelation 

 

The residual variograms for the female literacy models are presented in Figure 7.7 and for the 

economic alternatives models in Figure 7.8.  In Figures 7.7 and 7.8 the variograms for the 

corresponding glm models are also presented for comparison.  The range of the female literacy 

variograms decreased from approximately 30 km in the glm models to less than 20 km in the 

GARerr models.  This indicated that the distance in which spatial autocorrelation was occurring 

in the model had been reduced but not entirely removed.  The variograms for the economic 

alternatives models indicated that the short range spatial autocorrelation in the glm residuals 

had been removed by the GARerr approach.   

 

The variograms for the GARerr residuals for female literacy models had small sill values 

indicating that the spatial GARerr model had reduced the amount of spatial autocorrelation in the 

data but not entirely removed it.  This could have been because the glm residual variograms for 

female literacy were unbounded as they did not appear to reach a true sill value indicating that 

there was a spatial trend in the data.  The map of observed female literacy (Figure 7.1) supports 

this assertion as there is considerable spatial clustering of female literacy proportions in the 

study site.  Thus, the GARerr model would not be expected to completely remove spatial 

autocorrelation.   

 

The variograms of the economic alternatives residuals for the glm models did reach a sill at an 

approximate range of 20 km.  The variogram did however indicate a non-stationary trend as it 

began to increase towards a second sill of 80 km.  This too indicated that the model residuals 

had a non-stationary nature.  However, the GARerr model did remove the short-range spatial 

autocorrelation in the residuals because up to approximately 40 km the variogram is relatively 

flat.  However, after this distance there is an increasing trend once again mirroring almost 

exactly the glm variograms.  This may demonstrate that the GARerr model is unable to account 

for spatial autocorrelation when spatial non-stationarity exists in the model.  The GARerr model 

is a global model and therefore assumes that the spatial autocorrelation present in the model 

residuals is constant across the study site.  When this is not the case, as indicated in both the 
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female literacy and economic alternatives glm variograms, the GARerr model cannot account for 

all of the spatial autocorrelation present in the data.    
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Figure 7.8: Residual variograms for Economic Alternatives GARerr models: (A) Thiessen polygon, (B) 1km buffer and (C) Average buffer, (D) glm Thiessen,  

(E) glm 1km buffer and (F) average buffer. 
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7.6.3 Model covariates for the average land holding buffer zone 

As in Chapter 6, the estimated odds ratios were again used to indicate the strength of 

association between the explanatory covariates and the dependent/observation variable (Bland 

and Altman 2000; Pampel 2000).  Since all village approximations had very similar AIC results 

and the Thiessen polygon represents a benchmark the odds ratios estimated from the Thiessen 

polygon models are presented here.  Odds ratios for the average landholding weighted buffer 

and the fixed 3 km buffer from the female literacy models and average land holding weighted 

buffer and fixed 1 km buffer from the economic alternatives to agricultural work models can be 

found in Appendix 5B. 

 

7.6.3.1 Female Literacy  

The results of the non-spatial logistic regression and spatial autoregressive error model for the 

proportion of female literacy are given in Tables 7.4 and 7.5.  The odds ratios for each of the 

explanatory covariates are split according to positive (Table 7.4) and negative (Table 7.5) 

associations with female literacy.  The rank corresponds to the level of impact that each 

independent variable has with female literacy in that particular village approximation.  The 

Average weighted buffer zone had the lowest AIC and is therefore displayed here.  Full results 

summary tables for average buffer zones, Thiessen polygons, and fixed 3 km buffer zones are 

presented in Appendix 5. 

 

The proportion of woodland within a village, proportion of summer cropland in a village and 

distance (between 0 and 1000 m) from a village to the 2007 flood zones were positively 

associated with female literacy (p<0.001).  The proportion of winter cropland within a village, 

distance from a village to a main road (>1000 m), time to travel from a village to an urban area, 

distance from a village to the 2007 flood zone (>1000 m), proportion of water and proportion of 

grass land within a village were all negatively associated with female literacy (p<0.001).   
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Table 7.4 Odds ratio estimates for covariates with a positive relationship with female literacy 

Positive Odds ratios ranked.  

Literacy 

Model 

Average glm Average GARerr 

Covariate Odds Sig. Rank Odds Sig.  Rank 

Woodland > 50% 1.65 *** 1 1.59 *** 1 

Summer cropland > 40% 1.54 *** 2 1.55 *** 2 

Woodland > 0 – ≤ 50% 1.33 *** 3 1.41 *** 3 

Summer cropland > 0 – ≤ 40% 1.17 *** 4 1.28 *** 4 

Dist. Flood > 0 – ≤ 1000 m 1.10 *** 5 1.12 *** 5 

Significance level *** corresponds to p=0 

 

Table 7.5 Odds ratio estimates for covariates with a negative relationship with female literacy 

Negative Odds ratios ranked.  

Literacy 

Model 

Average glm Average GARerr 

Covariate Odds Sig. Rank Odds Sig. Rank 

Winter cropland > 20% 0.63 *** 1 0.70 *** 2 

Dist. Main road > 1000 m 0.74 *** 2 0.84 *** 4 

Time to urban > 90 minutes 0.81 *** 3 0.66 *** 1 

Dist. Flood > 1000 m  0.82 *** 4 0.89 *** 6 

Water > 30% 0.85 *** 5 0.77 *** 3 

Grass land > 0% 0.86 *** 6 0.91 *** 7 

Winter cropland > 0 – ≤ 20% 0.90 *** 7 0.94 *** 8 

Time to urban > 15 – ≤ 90 minutes  0.90 *** 7 0.87 *** 5 

Water > 0 – ≤ 30%    0.92 *** 9 

Significance level *** corresponds to p=0 

 

The initial p values of the non-spatial logistic regression model were expected to overstate the 

true significance of the results.  However, no covariates had a change in the significance when 

the spatial dependence was accounted for.  This may have been due to the large number of 

observations in the model and the fact that the model is affected by problems related to 

misspecification as the AIC is still large indicating that other covariates are missing (Chapter 6).  

In the GARerr model the odds ratio of distance to flood (>0 – ≤ 1000 m) and summer crop (> 

40%) remained approximately the same as in the glm model, indicating there was no spatial 

difference.  The odds ratio of woodland >50%; winter cropland >20%; distance to main road 

>1000 m; distance to flood >1000 m; and grassland >0% decreased but all remained significant 

at the p<0.001 level.  This indicated that some of the association between female literacy and 
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these covariates in the logistic model was due to the spatial correlation.  The odds ratio of 

woodland >0 - ≤50%; summer crop >0 - ≤40%; distance to flood >0 - ≤1000 m; time to urban 

>90 minutes; water >30%; time to urban >15 - ≤90 minutes and water >0 - ≤30% increased but 

all remained significant at the p<0.001 level.  This indicated that the spatial correlation in the 

covariates that had decreased odds ratios was masking the level of association that these 

covariates had with female literacy in the non-spatial logistic regression model.  

 

7.6.3.2 Participation in economic alternatives to agricultural work 

The results of the non-spatial logistic regression and spatial autoregressive error model for the 

proportion of the population participating in economic alternatives to agricultural work are given 

in Table 7.6 and Table 7.7.  The odds ratios for each of the explanatory covariates are split 

according to positive (Table 7.6) and negative (Table 7.7) associations with economic 

alternatives.  The average weighted buffer zone had the lowest AIC for both the glm and GARerr 

models and these results are provided in this section (full results summary tables for average 

weighted buffer zones, 1000 m fixed buffer zones and Thiessen polygons are presented in 

Appendix 5).  

 

The distance from a village to the flood zones, proportion of woodland within a village, distance 

from a village to a water body, road density within a village, proportion of summer cropland 

within a village, proportion of bare land within a village and the proportion of grass land within a 

village were positively associated with economic alternatives to agricultural work (Table 7.6).  

The distance from a village to the nearest main road, distance from a village to an urban area, 

time to travel from a village to an urban area and proportion of water within a village were 

negatively associated with economic alternatives to agricultural work (Table 7.7).   
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Table 7.6 Odds ratio estimates for covariates with a positive relationship with economic 

alternatives 

Positive Odds ratios ranked.  

Economic Alternatives 

Model 

Average glm Average GARerr 

Covariate Odds Sig. Rank Odds Sig.  Rank 

Dist. Flood > 1000 m  1.59 *** 1 1.43 *** 1 

Woodland > 60% 1.43 *** 2 1.29 *** 3 

Dist. Water > 1500 m 1.48 *** 3 1.38 *** 2 

Road Density > 0 m/km2 1.36 *** 4 1.27 *** 5 

Summer crop land > 0 – ≤ 20% 1.32 *** 5 1.28 *** 4 

Bare land > 0 – ≤ 10% 1.31 *** 6 1.20 *** 6 

Dist. Flood > 0 – ≤ 1000 m 1.26 *** 7 1.15 *** 11 

Grass land > 0 1.26 *** 7 1.20 *** 6 

Woodland > 0 – ≤ 60% 1.19 *** 9 1.18 *** 8 

Dist. Water > 0 – ≤ 1500 m 1.17 *** 10 1.18 *** 8 

Bare land > 10% 1.15 *** 11 1.11 *** 12 

Summer cropland > 20% 1.08 *** 12 1.16 *** 10 

Significance level *** corresponds to p=0; ** corresponds to p=0.001 

 

Table 7.7. Odds ratio estimates for covariates with a negative relationship with economic 

alternatives 

Negative Odds ratios ranked.  

Economic Alternatives. 

Model 

Average glm Average GARerr 

Covariate Odds Sig. Rank Odds Sig. Rank 

Dist. Main road > 10000 m  0.51 *** 1 0.56 *** 1 

Dist. Urban area > 10000 m 0.75 *** 2 0.77 *** 2 

Time to urban > 90 minutes 0.75 *** 2 0.77 *** 2 

Water > 20% 0.78 *** 4 0.94 *** 5 

Dist. Urban > 5000 – ≤ 10000 m 0.86 *** 5 0.85 *** 4 

Dist. Main road > 100 – ≤ 10000 m 0.87 *** 6 0.91 *** 5 

Significance level *** corresponds to p=0; ** corresponds to p=0.001; * correspond to p=0.01 

 

As was seen in the female literacy model results no covariates had a change in the significance 

when the spatial dependence was accounted for.  This may have been due to the large number 

of observations in the model and the fact that the model suffers from misspecification.  In the 

GARerr model the odds ratio of distance to water (>0 – ≤1500 m) and distance to urban (>5000 – 

≤10000 m) remained approximately the same as in the glm model, indicating there was no 
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spatial difference in these covariates.  The odds ratios of all but two covariates with a positive 

association with economic alternatives decreased in the GARerr model compared to the glm.  

Summer cropland >20% and distance to water >0 – ≤1500 m increased slightly in the GARerr 

model.  All covariates with a negative association with economic alternatives decreased but all 

remained significant at the p<0.001 level.  This indicated that there was a reduced strength in 

the majority of associations between economic alternatives and environmental metrics when the 

spatial dependence was accounted for in the GARerr model.   

 

7.7 Discussion 

 

In this study, accounting for the spatial dependence in the logistic regression residuals did not 

alter the significance of any of the covariates.  However, the strength of association between the 

majority of the environmental covariates and both female literacy and economic alternatives to 

agricultural work decreased in the GARerr model.  These decreases indicated that the strength 

of the associations in the glm models were over estimated as a result of the spatial dependence 

in the residuals.   

 

The residual variograms for the female literacy and economic alternatives models indicated that 

the GARerr model was able to reduce the amount of spatial autocorrelation present in the data.  

This result is similar to that reported in Murphy et al. (2010) as in that study, although it removed 

spatial autocorrelation in two models, the GARerr model was only able to reduce and not 

completely remove the spatial autocorrelation in another model tested by Murphy et al. (2010).  

The ability of spatial regression models such as the GARerr model to remove spatial 

autocorrelation and the associated Type I errors will be limited by spatial non-stationarity in the 

data.  This is because, like the logistic regression model, the GARerr makes the assumption of a 

constant global relationship between x and y.  The GARerr model therefore, also assumes that 

any spatial autocorrelation in the model also has a constant effect across the study region.  

Non-stationarity violates this assumption and the GARerr model would not be able to account for 

all of the spatial autocorrelation in the model.  This may go some way to explaining why the 

GARerr model was only able to reduce and not remove the autocorrelation in the female literacy 
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and economic alternatives models in Assam and will have to be investigated further using 

statistical methods that can take account of non-stationarity in the data.  

 

Overall, one of the main causes of residual SAC is the omission of important environmental 

covariates from the model and since this study was limited by the spatial scale of satellite 

sensor imagery it was highly likely that important environmental covariates were omitted.  

Therefore, it was important to test the effect that residual SAC had on the results of the glm’s 

(Beale et al. 2010) as the violation of independent residuals can lead to uncertain results (Carl 

and Kuhn 2007; Legendre 1993; Lichstein et al. 2002).  The GARerr approach did account for 

some of the spatial dependence found in the residuals of the logistic regression and therefore 

the results of this global model can be used to infer associations between the socioeconomic 

variables y and environmental metrics x.   

 

7.7.1 Interpreting the covariate odds ratios 

 

When spatial effects were taken into account all environmental covariates with significant 

associations in the logistic regression remained significant in the GARerr model.  However, the 

strength of associations changed for the majority of the covariates, and since the spatial 

autocorrelation was reduced in the GARerr models the interpretation of the covariates should be 

made based on the GARerr results and not the non-spatial logistic regression results.  

 

The literature suggested that access to road infrastructure was important for rural development 

(Lokshin and Yemstov 2005; Platteau 1996).  The spatial analysis appeared to support this 

because female literacy and participation in economic alternatives to agricultural work were both 

negatively associated with increased distance to main roads and economic alternatives were 

positively associated with increased road densities within a village.  The literature also 

suggested that access to facilities such as non-farm employment, health and education facilities 

and markets were important for rural development (ADB 2002; Blaikie et al. 2002; Hanmer et al. 

2000; IFAD 2001; Khandker et al. 2006).  Results from the spatial analysis appeared to support 

this as female literacy and participation in economic alternatives to agricultural work were both 

negatively associated with increased travel time to urban areas.  Economic alternatives were 
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also negatively associated with an increase in the Euclidean distance from villages to urban 

areas.   

 

It was expected that time would have had a stronger association than straight line distance to 

urban areas as it accounts for barriers to travel unlike the distance measure.  However, this 

appeared not to be the case as time > 90 minutes and distance to urban >10000 m had the 

same odds ratio of 0.77.  These covariates are not directly comparable as there was no 

evidence to suggest that 10 km could be traversed in 90 minutes.  However, the result may 

indicate that the estimation of the cost surface did not adequately represent the effort to travel 

across different land surfaces which would have been expected to have a stronger association 

than a straight line distance.  This is likely because the cost surface was based on a generalised 

assumption that all areas of Assam were equally able to access motorised transport once at a 

main road.  This is often not the case as access to transport can be unequal and determined by 

a range of factors including, economic, social and political issues (Rigg 2002).  This unequal 

access can result in complexities in the relationship between rural roads and poverty reduction 

that cannot be simply generalised as a positive impact.  Further problems for the cost surface 

were the use of census defined market towns as the source of travel time estimations and low 

resolution/quality open source road infrastructure data.  Future work could use information on 

the known locations of individual facilities and finer resolution road infrastructure to explore the 

associations between access and socioeconomic variables.  

 

In Assam the poorer communities were often located in ecologically marginalised areas such as 

those along river banks or on river islands.  Therefore, the presence of water was expected to 

be associated with lower rates of female literacy and economic alternatives.  The spatial 

analysis results went someway to support this hypothesis because villages further from the 

flood zones and water had higher participation rates in economic alternatives.  Furthermore, 

villages with larger amounts of water within them were also associated with lower rates of 

female literacy and economic alternatives.  The distance to flood covariate had an interesting 

association with female literacy because villages within 1000 m of a flood zone were associated 

with larger female literacy rates but those over 1000 m from a flood were associated with 
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smaller female literacy rates.  It was not clear why this occurred as no patterns could be found 

within the individual flood distance groups.  However, flood zone data were from 2007 which 

reflected an unusually large event (Bagchi 2007).  If data were available to generate an average 

flood extent for 2001 or for a period of several years the results may be different.  This is 

something that could be explored further in the future if the data became available.  

 

The spatial analysis suggested that the proportion of woodland within a village had a strong 

positive association with female literacy as villages with >50% and >0-50% woodland were 59% 

and 41% more likely to have large female literacy rates than those with 0% woodland.  This 

appears to contradict the literature because it suggests that some of the poorest communities 

live in areas covered by dense forest (Angelson and Wunder 2003; Sunderlin and Huynh 2005; 

Sunderlin et al. 2007).  However, ecological marginalisation of the poor often mean that they 

locate in areas less favourable for cultivation (Sen 2003).  Field studies in Assam found that 

woodland was more common in those villages with wealthier conditions compared to poorer 

villages (Chapter 4) because there was more land available per household, less land pressure 

and a knowledge that the woodland could be used to help protect crops from wind and flood 

damage and to provide additional resources during difficult agricultural years.  Furthermore, 

statistical results from this analysis may indicate that the most ecologically marginalised areas 

were those along river banks and the Chars land within the river.  These areas were often 

relatively new pieces of land that had been created due to the erosion and deposition of the 

Brahmaputra River and therefore have not been established long enough for tree growth to 

occur.  The results of the spatial analysis appear to indicate that the relationship between 

socioeconomic conditions and woodland could be determined by two distinct concepts; (i) 

ecological marginalisation of the poor means that trees cannot grow in locations where the poor 

live because the land is unfavourable for vegetation growth, and; (ii) population pressure can 

result in the loss of woodland.   

 

It is important to consider the spatial differences in the study areas.  Inhabiting the Karbi 

Anglong hills are very poor communities often engaged in shifting cultivation, which were not 

visited during the field campaign (Chapter 4).  These villages would be expected to be more 
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similar to those villages in the literature which were found to have a higher number of poorer 

people in densely forested areas (Sunderlin and Huynh 2005; Sunderlin et al. 2005; World Bank 

2003; World Bank 2004).  The reason the spatial analysis has not identified these relationships 

is because of the global assumption of the model.  Since there were a small number of shifting 

cultivation communities with small population numbers they will be masked by the larger 

number of non-shifting communities.  Therefore, a statistical analysis on shifting cultivation 

communities alone would be expected to yield different associations between woodland and 

socioeconomic variables.   

 

The literature states that agriculture is very important for economic development (Datt and 

Ravallion 1998; Ligon and Sadoulet 2008; Ravallion and Chen 2007).  This appears to be 

supported by the results of the spatial analysis as increased amounts of summer crop within a 

village were positively associated with female literacy rates.  Rates of economic alternatives 

were also positively related to increased summer cropland which may be explained by wealthier 

communities residing in the traditional agricultural heart lands of Assam and thus having more 

land suitable for agriculture compared to poorer communities.  Results for winter cropland 

appeared to support the field observation that winter cropland was grown only by poorer 

communities because it was a necessity to insure against low yields due to unsuitable land and 

crop damage due to climatic conditions (flood and drought).  Furthermore, because the majority 

of Assamese agriculture has no formal irrigation infrastructure, communities undertaking winter 

cropping are often located close to rivers, which is also where the poorer communities generally 

reside.   

 

7.7.2 Buffer zone analysis 

 

The GARerr models for the three village approximations showed that there was a significant 

decrease in the AIC when the spatial dependence was accounted for.  However, differences 

between different village approximation techniques were still very small.  In terms of overall 

model fit the average buffer zone was able to explain more of the variance in female literacy and 

economic alternatives rates than Thiessen polygons, 3 km fixed buffer (female literacy) and 1 

km fixed buffer (economic alternatives) models.   
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The external validation procedure for female literacy models resulted in Thiessen polygons 

having the largest predictive accuracies within 10 and 20%.  This indicated that the efficiency of 

developing a Thiessen polygon did not appear to cause a significant decrease in model fit or 

predictive accuracy.  Perhaps, the influence of land and the environment is more regional in 

nature and would, require larger buffer zones than those used in this analysis.  On the other 

hand, it may be that the characteristics of the individual household’s land was more important 

than the surrounding area and therefore, a much smaller village approximation or individual 

household level analysis would be required.   

 

The analysis assumed that there would be one individual village approximation technique that 

would yield the largest model fit (lowest AIC) and largest predictive accuracy across the whole 

of Assam.  However, if the size and relationship between land and people changes across the 

study site this will potentially mask the strength of results.  For example, if the majority of 

communities near an urban area work in non-agricultural sectors the village may only require a 

small buffer zone compared to a village with a dominant agricultural sector.  Furthermore, 

village density may have an effect on buffer zone sizes as an area with a high density of villages 

may result in smaller buffer zones compared to a more remote area with fewer villages.  Future 

research could explore if different areas require different types and sizes of village 

approximation.  Furthermore, the research did not have a benchmark or known village size to 

which the results of the approximations could be compared and therefore, the research is 

limited as it assumes that the model with the lowest AIC offers the best approximation of the 

village boundary size. 

 

7.7.3 Limitations 

 

The Simultaneous Autoregressive (SAR) model that the GARerr model was based on assumes 

that the observation values at a location i are a function of the explanatory variables at i and the 

predicted value of the response at neighbouring locations j (Kissling and Carl 2008).  Therefore, 

just like logistic regression spatial regression methods are global methods that assume the 

relationship between an observed variable and a set of environmental covariates remains 
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constant across the whole study site (McCullagh and Nelder 1989).  Furthermore, the 

neighbourhood in which nearest neighbours have an impact on the observation i is assumed to 

be the same size across the entire study site. However, it is unlikely that either the relationships 

between the observation variable and environmental covariates or the size of the 

neighbourhood of influence will remain constant across the study site (Miller et al. 2007).    

 

The validation procedure selected (Chapter 6) may have had an impact on the results of the 

models.  Although care was taken to balance the size of the dataset used for fitting the model 

with that used for validation there are potential problems resulting from the external validation 

procedure.  Splitting the data in two may not be the ideal approach as the model was fit to a 

smaller sample size than was actually available (Faraway 1992; Harrell 2001).  However, 

removing a 5% representative sample of over 14000 observations was unlikely to have a 

substantial impact on the overall model fit.  Cross-validation is designed to estimate model fit 

without decreasing the sample size used for model development (Harrell 2001).  The grouped 

cross-validation method may have produced different results as the model would have been 

fitted using all of the available data.  Further, the iterative process of cross-validation may have 

led to increased confidence in the results of the validation procedure.  However, the time to run 

200 iterations on a large data set was unfeasible in this case.   

 

Removing samples from the dataset for model fitting may introduce error into the GARerr 

modelling.  The spatially weighted errors in the GARerr model were created using spatially 

weighted values for the observation variable and each environmental covariate.  The spatial 

weights are based on the number of villages within the neighbourhood identified as having an 

influence on the value of i.  Thus, removing points for validation may affect the weight assigned 

to each of the variables entered into the model.  Every effort was made to avoid any problems 

by ensuring that there was no spatial clustering of the validation data.  However, it may still have 

had an effect on the ability of the GARerr model to fit the available data.  A grouped cross-

validation procedure could not be conducted due to computational limitations (Section 6.3.5).  

Had it been possible, a 10 group cross-validation procedure may have provided more 
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confidence in the GARerr model results as the influence that removing samples would have on 

the spatial weights would have been minimised.     

 

7.8 Conclusion and Future work  

 

In conclusion, this chapter; (i) validates that the GARerr method for accounting for spatial 

dependence in non-normal data can reduce the spatial autocorrelation found in the model 

residuals, and; (ii) highlights the importance of accounting for spatial dependence before using 

model results for inferring associations between response variables and explanatory covariates.  

The results of the GARerr model highlighted that the spatial autocorrelation in the glm residuals 

had an effect on several covariates.  The GARerr model reduced the residual spatial 

autocorrelation from the glm models. Thus, if future models have large amounts of residual 

spatial autocorrelation and the AIC is required for model fitting purposes then the GARerr model 

would be a useful tool to account for spatial dependence in the observation values and provide 

more reliable overall model fit and estimated covariate parameters.   

 

Overall, the models confirmed that access to towns and roads have important associations with 

development and that using remotely sensed satellite sensor data can yield associations that 

support literature and ground observations.  However, the spatial non-stationarity in the model 

needs to be explored using a spatial regression method such as geographically weighted 

regression (Fotheringham et al. 2002).  This method can take into account heterogeneous 

relationships across space and highlight changes in the association across the study area 

where the GARerr and logistic methods assume constant association.  Furthermore, since 

ecological marginalisation is a spatial concept that does not occur in all locations the use of a 

geographically weighted regression (GWR) model may be able to indicate where associations 

between socioeconomic conditions and the environment change.  In areas of unfavourable 

agricultural land the statistical results would be expected to be different to those of the mainland 

locations that are not affected by erosion, deposition and flooding and are thus less affected by 

pressures on the land.  If spatially varying patterns of the associations between poverty and 

environment can be identified using remotely sensed satellite data it may be possible to create a 

limited but valuable method for indicating areas of ecological marginalisation.  Since a large 
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proportion of people living in ecologically marginalised locations are often very poor this method 

could provide organisations with the ability to monitor conditions in these locations at a finer 

spatial and temporal resolution that is currently possible using ground based survey data sets.    
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Chapter 8: Exploring spatial non-stationarity in the 

associations between socioeconomic conditions and 

environmental factors 

 

8.1 Introduction 

 

The logistic regression and GARerr models applied in Chapter 6 and 7 assume that the 

relationships being modelled are global.  Therefore, the results of these regression models 

describe averaged relationships between observation variables and a set of explanatory 

covariates (Fotheringham et al. 2002).  If the assumption is violated and relationships vary 

across space the model is said to be miss-specified.  This means that inferences made using 

the results may mask local variation in the relationships between the observed variables and 

explanatory covariates that are being modelled.  Okwi et al. (2007) found that the relations 

between spatial determinants and poverty in rural Kenya varied spatially and it is unlikely that 

associations between socioeconomic variables and environmental metrics would be the same 

across the extensive study area in Assam.  Therefore, this chapter builds on the previous 

analyses by exploring if spatial non-stationarity exists between socioeconomic conditions and 

environmental factors found in Chapters 6 and 7. 

 

8.2 The problem of spatial heterogeneity for regression modelling 

 

If the relationship between an observation variable and an explanatory covariate are not 

constant over space the relationship is said to be spatially non-stationary (Tu and Xia 2008).  

Global regression techniques such as logistic regression (Chapter 6) and generalised 

autoregressive error models (Chapter 7) do not consider spatial non-stationarity.  Instead, global 

models provide a single estimated coefficient across the entire study region for each 

explanatory covariate.   This coefficient is used to infer the relationship between the observed 

variable y and an explanatory covariate x and inference of these coefficients effectively 
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assumes that the association between x and y holds true for each of the data points in the study 

area.   

 

Global models are an effective method of acquiring an initial idea about the underlying 

processes and associations between an observed variable and a set of explanatory covariates.  

However, if spatial non-stationarity is present, but not accounted for, it could render model 

inference inappropriate because there may be significant bias in the estimated coefficients 

(Huang and Leung 2002).  The problem for global regression analysis is that if the data were 

split into smaller component data sets the relationships and therefore model inferences may be 

very different to those reported for a global model.  This phenomenon, when results change 

significantly as individual populations are combined, is known as ‘Simpsons Paradox’ (Everitt 

2006; Fotheringham et al. 2002; Upton and Cook 2006).  Figure 8.1 demonstrates how two 

individual populations can have different positive relationships between x and y variables but 

when merged into a larger ‘global’ data set the relationship switches to that of a negative one.  

A negative relationship would be reported for the combined populations in a global regression 

model.   

 

 

Figure 8.1 Visualising the potential impact of Simpsons Paradox on the association between 

household income y and woodland x presented in Babulo et al. (2009) and Mamo et al. 

(2007)26.   

 

                                                      

26 Diagram adapted from Figure 1.3 in Fotheringham et al. 2002 page 8. 
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An example of Simpson’s paradox can be inferred from global model results reported in Chapter 

7.  The GARerr model indicated that literacy was 59% more likely in villages with over 50% of 

land covered by woodland compared to villages with no woodland coverage.  However, 

previous studies have found that benefits from NTFP varied spatially depending on local 

conditions (Section 2.1.1).  Babulo et al. (2009) and Mamo et al. (2007) independently reported 

that poorer households in Ethiopia benefitted more than wealthier households from NTFP.  If a 

similar relationship was present in Assam between woodland and the socioeconomic 

development proxies of female literacy or economic alternatives the results of the GARerr model 

would have averaged the two relationships.  This would result in local patterns being masked as 

the odds ratios previously reported in Chapter 7 for woodland coverage > 50% would be 

expected to vary spatially.  If the relationships between NTFP and household incomes found in 

Babulo et al. (2009) and Mamo et al. (2007) were similar in Assam it would be expected that 

odds ratios would change significantly if the dataset was split into smaller populations and 

analysis repeated for each smaller population group.  For example, poorer regions may have 

larger odds ratios than wealthier regions, or positive effects may occur in some regions and 

negative effects in others (Fotheringham et al. 2002).  If the global GARerr model result was to 

be used to develop government forestry policy to help alleviate poverty it may be decided that 

woodland was negatively associated with poverty and policies may aim to encourage the 

conversion of woodland into agricultural land.  However, if the individual populations were 

modelled positive relationships which may be found would lead to different overall policies that 

could even vary for each population.  For example, government policy could seek to ensure 

woodland was increased in the poorest areas whilst maintaining the status quo in wealthier 

areas where woodland was not as strongly associated with poverty (population B in Figure 8.1).   

 

Village level female literacy proportions in Assam showed clear areas of clustering (Figure 7.1) 

and it is likely that the environmental metrics associated with female literacy are not spatially 

stationary.  The association between female literacy and each environmental covariate may 

vary in different locations, which would have led to generalisation of the inferences made from 

the global GARerr model (Fotheringham et al. 2002).  Therefore, it is important to explore if the 

variations in socioeconomic conditions across Assam are associated with random variation or if 
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there are spatial variations in the association between socioeconomic conditions and 

environmental metrics.   

 

8.3 Spatially non-stationary models  

 

The spatial non-stationarity in the model can be explored using several different approaches.  

One of the simplest approaches would be to split the global data set into component 

populations, based on pre-defined spatial units such as administrative districts or census tracts, 

and run separate regression models on each population (Fotheringham et al. 2002; Osborne et 

al. 2007).  An alternative approach is multi-level modelling which can estimate and compare 

relationships at different spatial levels (Diez-Roux 2000; Upton and Cook 2006).  Such multi-

level models can be used to identify the relationships between observed variables and 

explanatory covariates at the household, village, sub-district, district and state levels (Diez-Roux 

2000).  Data splitting and multi-level model modelling methods would provide estimates of local 

associations and could both generate different estimations of the associations between 

observed and explanatory covariates.  However, both approaches require the definition of a 

priori spatial units to determine the level at which the associations are modelled (Fotheringham 

et al. 2002) which may not be known prior to analysis.  Furthermore, the use of discrete spatial 

units such as districts and states implies that the relationships being modelled are constant 

within a spatial unit and change only at the boundaries between adjacent spatial units.  

However, it is more likely that relationships are not constrained to artificial boundaries but 

change gradually over space (Fotheringham et al. 2002).   

 

8.3.1 Geographically Weighted Regression 

 

Geographically weighted regression (GWR) is an alternative method which can be used to 

analyse local relationships without the use of discrete spatial units (Fotheringham et al. 2002).  

GWR can explore local relationships by estimating a different regression equation for each data 

point available.  It achieves this by using a traditional regression framework but with added 

information regarding the spatial location of data points.  GWR works in a similar way to moving 

window regression as a spatial kernel is used to identify the number of data points that will be 
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used in the estimation of each regression point (Charlton et al. 2006).  Figure 8.2 highlights the 

differences between the global, district level and GWR methods.  The global model estimates a 

single regression equation at point x using all of the data available and the results represent a 

global average.  In the district level model a regression is conducted several times using all of 

the data within each district and results represent a district level average in this case.  In the 

GWR model there can be as many regression equations estimated as there are data points, 

although it is also possible to estimate regression equations for a different set of point locations 

(Fotheringham et al. 2002).  The results of a GWR represent the relationship between data 

points located within the window surrounding each regression point.   

 

 

Figure 8.2 differences in the number of points considered for the global, district and GWR 

regression models. 

 

The use of a moving window in GWR means that a regression equation is estimated for each 

data point in the study area but that each data point will also be used several times in the 

estimation of regression equations for neighbouring data points.  This approach attempts to 

remove the problems of discrete spatial units in local analysis that are found in data splitting and 

multi-level models (Fotheringham et al. 2002)27.  The use of the same data points several times 

to estimate coefficients at different locations has led to assertions that model results cannot be 

used for inference in the same way as those for global models.  This is because using the same 

data points repeatedly can introduce multi-collinearity between the estimated coefficients of the 

                                                      

27 The design of the spatial kernel is discussed in Section 8.4 
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GWR models (Griffith 2008; Wheeler and Tiefelsdorf 2005) and makes it difficult to calculate 

degrees of freedom as effective degrees of freedom have to be calculated instead.  These 

issues mean that it is not possible to accurately estimate confidence intervals and thus it is not 

possible to calculate significance levels for individual regression coefficients (Paez and Wheeler 

2009).  Without accurate confidence intervals it is not possible to ascertain if a particular 

coefficient has a significant association with the observed variable.  These issues have led to 

the recommendation that GWR should be used as an exploratory method to examine if the 

associations found in the results of global models are constant across space or if there are 

significant levels of coefficient variation to suggest the relationships are not stationary as the 

global model suggests (Jetz et al. 2005; Ogneva-Himmelberger et al. 2009).  Therefore, GWR is 

not used to estimate the effect of x on y but rather to explore if the x has a non-stationary 

relationship with y over the study area.   

 

8.3.2 Examples of the use of GWR to explore non-stationarity 

 

Ali et al. (2007) suggested that GWR could be used to increase the effectiveness of research for 

government policy development as it may lead to significant changes in understanding the 

underlying processes related to socioeconomic conditions over traditional global methods.  

GWR has been used in several studies to explore the associations between poverty, population 

and environment.  Ogneva-Himmelberger et al. (2009) used GWR to explore the associations 

between socioeconomic conditions and remotely sensed land cover data in Massachusetts, 

USA.  Significant spatial variation was found and the research concluded that if remotely sensed 

environmental data was to be used to help inform government policy then the spatial 

associations with socioeconomic conditions must be explored and addressed in any research 

leading to decision making.   

 

Kam et al. (2005) used GWR to explore spatial non-stationarity in associations between rural 

poverty and various welfare indicators including education, agricultural productivity and access 

to major market towns.  Significant spatial non-stationarity was found for several explanatory 

covariates including that for land at higher elevations as coefficients only had the same sign 

(positive) as the global model in 32% of cases.  Similarly, Farrow et al. (2005) used GWR to 
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explore the spatial dimensions of food poverty in Ecuador.  Results showed that the 

relationships between the determinants of food poverty varied spatially.   

 

Benson et al. (2005) used GWR to identify the spatial determinants of poverty levels in Malawi 

and found that just eight of 24 explanatory covariates were significant in a global model.  

However, when using GWR, all covariates were significant in at least some of the local areas 

highlighting that the global model masked some of the local associations between the observed 

and explanatory variables.  In particular, educational attainment per household was found to 

have a significant negative association with rural poverty 41% of the time and a significant 

positive association 23% of the time.  Therefore, more educated people were unable to derive 

any significant benefit from education in some locations but were able to in others.  Benson et 

al. (2005) concluded that the relationships between x and y variables were significant in the 

GWR model, several others have claimed that GWR should not be used for this purpose yet 

there was still evidence to suggest that associations between the x and y variables varied 

across Malawi.     

 

GWR has also been used to explore spatial non-stationarity in the determinants of house prices 

(Kestens et al. 2006), factors affecting bird species richness (Foody 2004), distribution of fish 

stocks (Windle et al. 2010), predicting urbanisation (Luo and Wei 2009) and the drivers of forest 

change and deforestation (Clement et al. 2009; Pineda-Jaimes et al. 2010).  In all cases 

significant spatial non-stationarity was found in at least some of the estimated coefficients which 

would have been masked by global models.  Furthermore, the use of GWR led to increased r2 

values in all studies indicating that the amount of variation in the observed variable explained 

using the explanatory covariates increased when using GWR compared to global models.  The 

spatial non-stationarity found in the analysis by Benson et al. (2005), Farrow et al. (2005), Kam 

et al. (2005) and Ogneva-Himmelberger et al. (2009) could have important impacts on the 

appropriateness of a regression model’s ability to predict socioeconomic conditions.  However, 

without the use of models that explore spatial non-stationarity these associations would be 

generalised, as would conclusions drawing on such results.   
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Across research disciplines GWR has become a popular method to investigate spatial non-

stationarity partly because it is relatively straightforward to implement and interpret.  If spatial 

non-stationarity is present in the associations between socioeconomic conditions and 

environmental metrics in Assam it may have important implications for model future 

development.  Therefore, GWR will be used to explore if spatial non-stationarity exists in the 

associations between socioeconomic conditions and remotely sensed environmental metrics in 

Assam.  Spatial non-stationarity in Assam may highlight that associations between 

socioeconomic conditions and environmental metrics were masked by global regression 

analyses and may formulate different conclusions when making inferences regarding the 

development of future government policy concerning poverty alleviation strategies.  

Furthermore, if spatial non-stationarity exists in the data the use of GWR may increase the 

accuracy of models trying to predict socioeconomic conditions from remotely sensed 

environmental metrics. 

 

8.4 The Geographically Weighted Regression Model  

 

The geographically weighted logistic regression (GWR) model is a global logistic regression 

model that has been modified to take a set of geographic coordinates for each regression point 

location (Brunsdon et al. 1998).  A global logistic regression model takes the form: 

 

link	 y 	α βx ε          Equation 8.1 

 

Where link(y) is the predicted proportion of the observed variable transformed using the logit link 

function (link) and the probability equation for y (Section 6.3.1), α is the estimated intercept 

coefficient, β is the estimated coefficient for the explanatory variable xi and ε is the error term.  

In the GARerr model several modifications were made to the global non-spatial logistic 

regression model to represent the spatial structure λW in the spatially dependent errors:      

 

link	 y 	α βx λ link WY WXβ ε      Equation 8.2 
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Where WY is the spatially dependent observation variable and WXβ are the spatially dependent 

explanatory covariates WX and the spatially dependent estimated coefficients of the explanatory 

covariates Wβ.  The GWR modifies the global non-spatial logistic model so that coefficient 

estimates can be conducted at several locations i using data from surrounding data points j, 

such that the model takes the form: 

 

link	 y 	α u v β u v x ε         Equation 8.3 

 

Where ui,vi represents the coordinates for regression point i,  α(ui,vi) is the estimated intercept 

coefficient at regression point i and β(ui,vi) is the estimated regression coefficient for the 

explanatory covariate xi at regression point i and neighbouring data points j.   

 

GWR is similar to moving window regression as it uses a window or spatial kernel to weight the 

data points j that will be used to estimate the regression equation at point i.  The weighting 

function used in moving window regression excludes any data point from the estimation of the 

coefficients when the distance from i exceeds the bandwidth threshold.  However, the weighting 

function used in GWR weights the j using a distance decay function (Fotheringham et al. 2002).  

Figure 8.3 shows that the coefficients at regression point i are estimated using data points j that 

are weighted according to the distance dij they lie from i.  Thus, a data point j has a maximum 

weight of one when it is at the same location (dij = 0) as the regression point i.  The weight wij 

decreases continuously as the distance dij between regression point i and data point j increases 

(Figure 8.3).        
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Figure 8.3 distance decay bandwidth and moving window bandwidth28. 

 

The weighting function used in moving window regression takes the form: 

 

w 1	if	d , ;	 

w 0	if	d  

 

Thus, all points within the bandwidth would be weighted equally and all points outside of the 

bandwidth would not be included in the analysis.  This binary weighting function effectively 

generates discrete spatial units similar to those in the district level analysis (Figure 8.2).  

Fotheringham et al. (2002) identified that, in socioeconomic data, it is more likely that data 

closer to the regression point will have more influence on the observed variable than those 

further away.  Therefore, the bandwidth in the GWR model can be specified using a bi-square 

function such that: 

                                                      

28 Diagram adapted from Figure 2.10 in Fotheringham et al. (2002) p44. 
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w 1 	if	d , ;  

w 0	if	d  

 

Where wij is the weight of the jth data point under consideration for the ith regression point, dij is 

the Euclidean distance in the map units between the regression point and data point, and b is 

the bandwidth threshold.  This weighting function means that the wij continuously decreases as 

the dij increases until the dij exceeds b when the weight effectively becomes zero.   

 

The bandwidth of the spatial kernel in GWR can be defined in terms of a fixed distance from the 

regression point (Fotherginham et al. 2002).  However, the fixed bandwidth can lead to 

increased standard errors in areas with sparse data points compared to densely populated 

bandwidths which could cause biased coefficient estimates (Paez et al. 2002) and could also 

mask subtle non-stationarity in densely populated areas as more points than necessary are 

used to estimate the regression coefficients (Fotheringham et al. 2002).  An alternative 

bandwidth selection can be made using the k nearest neighbour data points to create a kernel 

with an adaptive size (Figure 8.4).  The adaptive kernel is designed to reduce the bias in areas 

of sparse data points as the size of the kernel would increase in areas with sparse distributions 

and decrease in size in areas with dense populations.  The k nearest neighbours in each kernel 

are identified using a Euclidean distance measure from the regression point thus allowing the 

kernel size to vary depending on the density of local data points (Fotheringham et al. 2002).  
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Figure 8.4 Fixed and Adaptive bandwidth concepts in GWR.  Adaptive bandwidth based on 

three nearest neighbours identified using Euclidean distance from the regression point.   

 

8.5 Methods 

 

Geographically weighted regression was used to explore the spatial non-stationarity of the 

associations between female literacy rates and remotely sensed environmental metrics in 

Assam29.  The Thiessen polygon and average weighted buffer zone data sets were used as the 

Thiessen polygons represented an efficient method of approximating village boundaries and the 

average buffer zones had the lowest AIC value in the GARerr chapter.  The economic 

alternatives to agricultural work was not used in GWR modelling for two reasons; (i) maps of the 

observed proportions of participants in economic alternatives did not suggest non-stationary 

relationships, and; (ii) the observed variable contained a large number of zeros which can be a 

problem for GWR and is discussed in Section 8.5.1. 

 

8.5.1 GWR bandwidth selection 

 

To reduce the effects of bias associated with a fixed distance bandwidth the k nearest 

neighbour bandwidth was used allowing the size of the bandwidth to adapt to the density of the 

village locations.  Selecting the most appropriate bandwidth size is an important aspect of GWR 
                                                      

29 GWR was run using the GWR 3.0 software available at: http://ncg.nuim.ie/ncg/GWR/software.htm 
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analysis.  Smaller bandwidths are likely to result in lower prediction bias as the predicted y will 

be closer to the observed value of y.  However, the variance will be larger due to a smaller 

population contributing to model predictions and subsequently standard errors will increase 

(Charlton et al. 2006; Fotheringham et al. 2003). GWR typically calculates the optimal 

bandwidth using AIC minimisation by iteratively running analysis on different bandwidths and 

finding the model with the lowest AIC value.  However, this approach failed for the present 

research because the iterative procedure used by the GWR software can return a bandwidth 

small enough to mean that there is no variation in one of the x or y variables.  When this 

happens the GWR cannot converge and the model fails and cannot return any results that were 

found before that point (Charlton et al. 2003; Charlton et al. 2006).  To counteract this problem 

an AIC minimisation procedure was conducted manually.  Initially, several bandwidths were 

selected at random and the model AICs recorded.  The procedure continued until the AIC of the 

model either increased on a previous bandwidth or decreased by less than three, indicating that 

there was no significant change in the model fit (Burnham and Anderson 2002).   

 

8.5.2 Inference of GWR model results: coefficient non-stationarity 

 

Significant spatial non-stationarity occurs when the regression coefficient estimates are a result 

of spatial patterns in the associations being modelled.  Small level variations can be due to 

random variations in the sampling such as differing views of census enumerators to particular 

answers.  Therefore, it is necessary to test the GWR results to establish if the variation in 

regression coefficients is significantly non-stationary (Charlton et al. 2006; Mennis and Jordan 

2005).  The most commonly used method is a Monte Carlo simulation of the data (Benson et al. 

2005; Brunsdon et al. 1998; Clement et al. 2009; Kam et al. 2005; Pineda-Jaimes et al. 2010).  

However, this procedure adds significant amounts of time to modelling and can be affected by 

the lack of variance within a bandwidth (Charlton et al. 2003) and thus it was not feasible for this 

study.   

 

The stationarity index (SI) is an alternative to Monte Carlo simulations and provides an informal 

way of assessing the significance of non-stationarity in the estimated regression coefficients 

(Charlton et al. 2006; Fotheringham et al. 2002; Miller and Hanham 2011; Osborne et al. 2007).  
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It compares the variation in the GWR coefficients with the global coefficient for the same 

covariate by dividing the inter-quartile range of GWR coefficients with the standard error of the 

global model to indicate stationarity such that: 

 

SI 	
GWR	Upper	Quartile GWR	lower	quartile
2 ∗ Standard	Error	of	the	global	model

 

 

This ratio provides an approximate measure of non-stationarity as values greater than one 

indicate non-stationarity.  This is because in a normal distribution 68% of the values will be 

within ±1 standard deviation of the global mean (1 standard deviation is also 2*S.E.) and 50% of 

the local parameter values should lie within the inter-quartile range.  If the range of local 

coefficient estimates is greater than 2* the standard error in the global model it suggests that the 

relationships might be non-stationary (Charlton et al. 2006; Fotheringham et al. 2002).  Thus, if 

the value of the SI is lower than one it cannot be concluded that there is significant non-

stationarity in the data and a value greater than one for the SI will indicate that there may be 

non-stationary associations between x and y variables in the model.  The SI was used for this 

research and was calculated for each of the estimated coefficients in the models. Those 

explanatory covariates with a value over one were deemed to have significant spatial non-

stationarity and were explored further.  Covariates with an SI value below one were assumed to 

be spatially stationary and no further statistical analysis was conducted on them.   

 

8.5.3 Inference of associations between female literacy and environmental metrics 

 

The most important and reliable outcome from a GWR model is the identification of significant 

levels of spatial non-stationarity within the estimated coefficients across space.  Using the 

model outputs to infer significance of relationships between the observed variable and 

explanatory covariate can be inappropriate due to the problems associated with induced multi-

collinearity in GWR models (Griffith 2008; Wheeler and Tiefelsdorf 2005) and the difficulties in 

estimating confidence intervals (Paez and Wheeler 2009). Therefore, this study used GWR 

results to explore where the associations deviated from the global mean. Subsequent 
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discussion sections will then interpret these results in relation to the findings from the global 

regression models, literature and field study results.  

 

The most effective way to deal with the results is to map the coefficients to see where the 

associations vary spatially (Mennis 2006b) because the output from GWR can be extensive.  

Therefore, in this study coefficients were mapped for those covariates that had an SI value 

greater than one.   

 

8.6 Results 

 

The analysis was undertaken to explore two questions.  First, to identify if the associations 

found in the GARerr models were representative of local associations.  Second, to determine 

which explanatory covariates had significant non-stationary associations with female literacy 

across Assam.  Due to the potential problems of multi-collinearity introduced by GWR analysis 

odds ratios were reported only for demonstrative purposes to show where associations varied.  

They were not ranked as in Chapter 6 and 7 due to the problems associated with using the 

same data multiple times preventing significance tests being performed (Wheeler and 

Tiefelsdorf 2005).  Section 8.6.1 compares results of the bandwidth selection process for 

Thiessen polygon and average weighted buffer zone models.  Section 8.6.2 provides a 

summary of the spatial processes that were found to be present using the GWR model for the 

Thiessen polygon data.  Section 8.6.3 provides a summary of the spatial processes that were 

found to be present using the GWR model for the average weighted buffer zone data.  The main 

output tables from the GWR are presented in Appendix 6A for Thiessen polygon models and 

Appendix 5B for Average buffer zone models. 

 

8.6.1 Comparing model bandwidth selection  

 

The model fit statistics for each bandwidth are provided in Table 8.1 for both the Thiessen 

polygon models and the average weighted buffer zone models.  Bandwidths under 2500 

villages for Thiessen polygons and under 2000 villages for average buffer zones were too small 

for the GWR model to converge and therefore the models failed.  This failure to converge was 
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due to insufficient variation in either the observed variables or one of the explanatory covariates.  

The optimal kernel size for the Thiessen polygon from the AIC minimisation was an adaptive 

bandwidth containing 5000 villages.  The optimal kernel size for the average buffer zone model 

from AIC minimisation was an adaptive bandwidth containing 5500 villages.  These relatively 

large bandwidths suggested that there were low levels of spatial variability at the local level 

(Mennis and Jordan 2005), and that this variability increased when comparing larger areas.  

However, there are several limitations to this conclusion which are discussed in section 8.7.4 

and section 8.7.5.     

 

For both village approximations the AIC tended to decrease as the adaptive bandwidth 

increased until a threshold was reached where the AIC no longer decreased significantly 

(significant decrease was > 3).  Once the adaptive bandwidths no longer resulted in a significant 

decrease in the AIC (Table 8.1) this was taken to indicate that the optimal AIC had been 

reached (see section 8.74 and section 8.7.5 for further discussion). It is not known why the 

average buffer zone bandwidth of 4500 villages showed a small increase in the AIC from 4000 

villages.  However, because the subsequent bandwidths fitted the overall decreasing trend it 

was not considered to be a significant increase.   
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Table 8.1 AIC values for varying bandwidths for Thiessen polygon and average buffer 

Thiessen Polygon Model Average weighted buffer zone 

Bandwidth 

Size 

(villages) 

AIC Iterative AIC 

Difference* 

Bandwidth 

Size 

(villages) 

AIC Iterative AIC 

Difference*  

800 NA  800 NA  

1600 NA  1800 NA  

2000 NA  2000 18704.089  

2500 18627.961  2500 18642.188 -61.901 

3000 18592.737 -35.224 3000 18601.349 -40.839 

3500 18569.151 -23.586 3500 18573.202 -28.147 

4000 18554.099 -15.052 4000 18554.523 -18.679 

4500 18545.451 -8.648 4250 18541.647 -12.876 

5000 18541.055 -4.396 4500 18543.249 +1.602 

5500 18537.985 -3.07 5000 18536.798 -6.451 

5750 18537.054 -0.931 5500 18532.051 -4.747 

6000 18536.280 -0.774 6000 18529.223 -2.828 

6250 18535.845 -0.435 NA NA  

6500 18535.943 +0.098 6500 18528.123 -1.1 

7000 18537.934 +1.991 7000 18529.649 +1.526 

Global 18664.365  Global 18652.244  

* The iterative AIC difference column shows the difference between the smaller 

bandwidth and the adjacent larger bandwidth. 

 

8.6.2 Exploring non-stationary processes in Assam: Thiessen Polygon Models 

 

Descriptive statistics for the local estimated coefficients produced by the GWR highlighted 

significant variation in coefficient values for several covariates (Table 8.2).  This indicated that 

there was variation present in the associations between the proportion of female literacy and 

several of the explanatory covariates.  Significant non-stationarity for a covariate was inferred 
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from a value greater than one for the stationarity index (SI) (Charlton et al. 2006).  SI values that 

had a value over one indicating significant levels of non-stationarity in the associations with 

female literacy were: 

 Travel time to major market town > 15 and ≤ 90 minutes;  

 Distance to flood > 1000 m;  

 Distance to main road > 1000 m; 

 Summer cropland coverage > 40%; 

 Woodland coverage >0 - ≤ 50%, and;  

 Woodland coverage > 50%.   

 

The SI appeared to be affected by the large data set used for the study, which resulted in 

significant non-stationarity (SI > 1) when there was very little spatial variation in the estimated 

coefficients. The SI value for winter cropland coverage of >0 - ≤20% had significant non-

stationarity (Table 8.2) even though the vast majority of the odds ratios indicated a negative 

association with female literacy with a few marginal positive odds ratios.  This was also the case 

for summer cropland coverage >40% as the SI indicated significant non-stationarity but the 

majority of the odds ratios indicated a positive association with female literacy with a few 

marginal negative odds ratios.                
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Table 8.2 Odds Ratio summary statistics of the logistic GWR coefficient estimates for Thiessen 

polygons, including the overall percentage of negative (%-) and positive (%+) values and the 

GARerr Odds Ratio (GARerr O.R.) provided as an indication of the global association 

Variable 

GARerr 

O.R. 

Min Lower 

quartile 

Median Upper 

quartile 

Max %- %+ S.I. 

Time > 15 - ≤ 90 

minutes 

0.88 

0.58 0.79 0.93 0.97 1.06 94.66 5.34 1.36

Time > 90 minutes 0.67 0.55 0.72 0.78 0.82 0.90 100 0 0.78

Dist Flood > 0 -  

≤ 1000 m 

1.15 

0.99 1.07 1.11 1.15 1.35 1.91 98.09 0.63

Dist Flood > 1000m 0.91 0.69 0.82 0.89 1.01 1.31 73.96 26.04 1.67

Winter crop > 0 -  

≤ 20% 

0.92 

0.82 0.90 0.94 0.99 1.03 80.84 19.16 1.14

Winter crop > 20% 0.76 0.59 0.65 0.70 0.77 1.31 83.96 16.04 0.77

Dist main rd > 250 –  

≤ 1000m 

1.01 

0.87 0.94 0.95 0.98 1.21 81.72 18.28 0.34

Dist main rd > 1000m 0.83 0.70 0.74 0.81 0.87 1.32 85.93 14.07 1.23

Summer crop > 0 -  

≤ 40% 

1.14 

0.90 1.13 1.24 1.32 1.39 3.6 96.4 1.11

Summer crop > 40% 1.41 0.90 1.42 1.55 1.78 2.09 1.6 98.4 1.44

Water > 0 - ≤ 30% 0.93 0.92 1.04 1.07 1.12 1.22 17.87 82.13 0.96

Water > 30% 0.78 0.67 0.91 1.01 1.07 1.36 47.58 52.42 0.69

Woodland > 0 - ≤ 50% 1.28 0.80 1.08 1.31 1.60 1.89 12.41 87.59 1.34

Woodland > 50% 1.40 0.33 0.41 0.56 0.73 1.33 87.6 12.4 1.68

 

The range of odds ratios for travel time to major market town over 90 minutes, winter cropland 

coverage over 20%, and distance to main road > 250 and ≤1000 m indicated partial variations in 

the associations with female literacy (Table 8.2).  However, the majority of the odds ratios for 

each of these covariates had a negative association with female literacy and consequently the 

SI value indicated that the variation was not significant.  Similarly, distance to flood >0 and ≤ 

1000 m, water coverage >0 and ≤ 30% and water coverage over 30% displayed partial variation 
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in the estimated coefficients.  However the majority of the odds ratios indicated a positive 

association with female literacy and the SI value indicated no significant spatial non-stationarity 

for the covariates.   

 

8.6.2.1 Mapping GWR results for Thiessen Polygons 

Those covariates with significant spatial non-stationarity (SI > 1) were mapped to allow an 

exploration of the spatial variation in the estimated odds ratios across the study area.  The maps 

(Figure 8.5 – 8.10) have a smoothed appearance which was to be expected (Fotheringham et 

al. 2002) due to the relatively large optimal bandwidth selected through AIC minimisation.  In 

this study, because the data set was so large a small change in the odds ratio resulted in a 

covariate becoming significant.  Therefore, in previous chapters only odds ratios indicating an 

association over 5% were treated as significant.  An odds ratio of 1.00 indicated there was no 

difference between that covariate and the withheld reference group.   

 

In all of the maps villages coloured light blue indicate a small negative association of 5 - 25% 

between the observed variable and the explanatory covariate, dark blue indicates a larger 

negative association (25 – 90%).  Cream coloured villages indicate that there is little or no 

association, light red indicates a small positive association (5 – 25%) and dark red indicates a 

large positive association (25 – 100%).  Thus, female literacy rates in villages that are coloured 

dark red are 25 – 100% higher when the specific explanatory covariate is present than a village 

without this covariate.  In geographically weighted logistic regression, like logistic regression, 

the odds ratio is used to indicate the change in odds of the response occurring resulting from a 

one unit change in the covariate (Field, 2009).  An odds ratio above one indicates that, as the 

covariate increases, the odds of the outcome also increase.  An odds ratio below one indicates 

that, as the covariate increases, the odds of the outcome decrease.  When the covariates are 

factors the 1st level is reserved as a reference category (Table 6.3) and the coefficients and 

odds ratios for the 2nd and 3rd levels are interpreted based on a comparison with the reference.  

For example, the odds ratio of time to urban area > 90 minutes (level 3) was 0.83 in the global 

logistic regression model.  This can be interpreted as; when travel time to market towns from 

villages is over 90 minutes the likelihood of female literacy is 17% lower compared to villages 

within 15 minutes (reference level). 
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i) Travel time to major market towns 

Results of the global GARerr analysis indicated that both covariates for travel time to major 

market towns were negatively associated with female literacy (Appendix 5A).  Results of the 

GWR analysis indicated that female literacy was negatively associated with travel time to major 

market towns > 15 and ≤ 90 minutes and over 90 minutes in most areas of Assam.  This 

indicated that female literacy was less likely in villages within this travel time category compared 

to villages ≤ 15 minutes travel time of a market town.  The SI index for time to travel > 90 

minutes indicated that there was no spatial variation in the model.  However, the positive SI 

index for time to travel > 15 and ≤ 90 minutes indicated that there was spatial variation in this 

covariate.  The band of dark blue (Figure 8.5) highlighted that there was a larger negative 

association between female literacy and travel time to major market town in this area, which 

indicated that in these areas female literacy was considerably less likely in these areas than 

villages located within 15 minutes of a market town.  Clusters of villages which had odds ratios 

within ±5% (cream coloured villages in Figure 8.5) indicated that female literacy was no more or 

no less likely in this category than it was in villages within 15 minutes of market towns.  These 

spatial variations in the association between female literacy and time to major market town > 15 

and ≤ 90 minutes would not have been found using the global model.    

 

 

Figure 8.5 Odds Ratio maps for Time to major tow estimated from Thiessen polygon model. 
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ii) Distance to flood 

The global GARerr model results indicated that female literacy was positively associated with 

distance to flood > 0 and ≤ 1000 m but negatively associated with distance to flood over 1000 

m.  In the GWR results the association between female literacy and distance to flood > 0 and 

≤1000 m indicated very little spatial variation as 98% of results had positive ORs which ranged 

1.07 to 1.35.  However, the GWR results for the association between female literacy and 

distance to flood over 1000 m had a large variation in estimated odds ratios across the study 

site (Figure 8.6).  Several villages had odds ratios that highlighted a negative association with 

an increased distance to the flood zone compared to villages within the flood zone.  These 

results indicated that female literacy rates in villages over 1000 m from a flood zone were lower 

than those villages inside the flood zone.  In the south central region of the study area there was 

a band of villages that appeared to have no discernible difference to villages within a flood zone 

(cream) which surrounded an area where there was a positive association between female 

literacy rates and the distance to flood over 1000 m.  In this area the results indicated that 

female literacy rates were higher in villages that were over 1000 m of a flood zone than those 

within the flood zone.   

 

 

Figure 8.6 Odds Ratio maps for Distance to flood estimated from the Thiessen polygon data. 
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iii) Access to main roads 

Results of the global GARerr model indicated that female literacy was negatively associated with 

distance to main roads over 1000 m (Appendix 5A).  However, distance to main road between  

> 250 and ≤ 1000 m had a very small positive association (OR of 1.01) which was considered a 

result of the large data set and not indicative of the association between female literacy and 

access to main roads.  The GWR results indicated that access to main roads had a wide 

variation in the estimated odds ratios across the study site (Table 8.2).  The majority of literacy 

rates were negatively associated with a distance to roads of over 1000 m compared to the 

reference category of within 250 metres of a main road.  This indicated that for the majority of 

villages in Assam female literacy was lower when the distance to a main road increased.  The 

negative association was larger in parts of western and central Assam indicating that distance to 

roads here had a larger association with female literacy (Figure 8.7).  There was a switch to a 

positive association between female literacy and distance to roads of over 1000 m in the south 

of the study area.  This indicated that in this area of Assam female literacy tended to be higher 

as the distance to roads increased.  The results for the GWR analysis of female literacy and 

distance to main roads > 250 and ≤ 1000 m indicated that the majority of associations were 

negative (81.7%) but there were several areas with a positive association.  However, this was 

not large enough to result in a positive SI (Table 8.2).   

 

Figure 8.7 Odds Ratio map for distance to main road estimated from the Thiessen polygon data. 
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iv) Winter crop land coverage 

The GARerr results in Chapter 7 indicated that female literacy was negatively associated with 

increased amounts of winter cropland within the village (Appendix 5A).  Associations found in 

the GWR analysis indicated similar results.  The association between female literacy and winter 

cropland coverage of > 0 to ≤ 20% was largely negative across Assam (Figure 8.8).  This result 

indicated that female literacy was lower in areas with some winter cropland covering up to 20% 

of village land compared with villages that had no winter crop land.  There were two areas that 

had odds ratios between 0.95 and 1.05 which was considered to indicate no significant 

association.  This indicated that in these areas the level of female literacy was no more or no 

less likely when winter crop land covered up to 20% of the village than a village that had no 

winter cropland at all.  The association between female literacy and winter cropland covering 

over 20% of village land did not have a significant level of spatial variation as approximately 

84% of the ORs indicated a negative association (Table 8.2).  The results of the GARerr and 

GWR models are therefore very similar and both suggest that female literacy is negatively 

associated with increased levels of winter cropland coverage within a village.  

 

Figure 8.8 Odds Ratio maps for winter cropland coverage estimated from the Thiessen polygon 

data. 
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 v) Summer crop land coverage      

The global analysis results in Chapter 7 indicated that female literacy was positively associated 

with increased amounts of summer crop land coverage within a village (Appendix 5A).  In the 

GWR analysis results the majority of estimated odds ratios (96% positive for summer crop >0 – 

≤40% and 98% positive for summer crop >40%) for summer cropland indicated a positive 

association between female literacy and an increased amount of land covered by summer 

cropland (Table 8.2).  The association between female literacy and summer cropland coverage 

of > 0 to ≤ 40% varied across Assam but was largely positive (Figure 8.9).  This result indicated 

that female literacy rates were more likely in villages that had summer cropland compared to 

those had none at all.  There was an area where female literacy was negatively associated with 

summer cropland coverage of > 0 to ≤ 40% which was unexpected.  In the majority of Assam, 

female literacy was more likely when summer cropland coverage was over 40% of the village 

land compared to 0% (Figure 8.9).  However, like the summer cropland category of >0 - ≤ 40% 

there was an unexpected area which had a negative association which would not have been 

identified using global regression techniques.   



Gary R. Watmough  Geographically Weighted Regression 

236 

 

Figure 8.9 Odds Ratio maps for summer cropland >0-40% and summer cropland coverage 

>40% estimated from the Thiessen polygon data. 

 

vi) Woodland coverage      

Global regression model results indicated that female literacy was positively associated with 

increased levels of woodland coverage within a village (Appendix 5A).  The majority of 

estimated odds ratios in the GWR model indicated a positive association between female 

literacy and an increased amount of land covered by woodland (Table 8.2).  In the west and 

south of Assam female literacy was positively associated with woodland coverage levels of >0% 

and ≤50% (Figure 8.10).  This indicated that female literacy rates were higher in villages with 
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woodland coverage up to 50% compared to villages with zero woodland coverage.  In the north 

eastern part of Assam the association was also positive but the level of association was lower 

than that in the west.  There was an area in central Assam where female literacy was negatively 

associated with woodland coverage up to 50%.  This indicated that female literacy rates were 

lower in this area when woodland coverage was up to 50% compared to villages with 0% 

woodland coverage.  The pattern of associations between female literacy and woodland 

coverage over 50% were similar to those for woodland coverage up to 50%.  However, there 

was a larger positive association in the far north east of Assam and a slight change in the area 

that had a negative association between female literacy and woodland coverage.  
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Figure 8.10 Odds Ratio maps for Woodland coverage >0-50% and woodland coverage >50% 

estimated from the Thiessen polygon data. 

 

8.6.3 Exploring non-stationary processes in Assam: Average buffer zone models 

 

Descriptive statistics for the local estimated coefficients produced by the GWR indicated 

significant variation in coefficient values for several covariates (Table 8.3).  This indicated that 

there was variation present in the associations between the proportion of female literacy and 

several of the explanatory covariates.  Covariates with SI values that indicated significant levels 

of non-stationarity in the associations with female literacy were:  
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 Travel time to major market town >15 and ≤90 minutes; 

 Distance to flood >1000 m;  

 Grass land coverage >0%;  

 Distance to main road >1000 m;  

 Summer cropland coverage of >0 to ≤ 40%;  

 Summer cropland coverage > 40%,  and;  

 Water coverage of >0 and ≤ 30%.   
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Table 8.3 Summary statistics of the logistic GWR coefficient estimates, including the overall percentage of negative (%-) and positive (%+) values 

Variable GARerr O.R. Min. Lower quartile Median Upper quartile Max %- %+ S.I. 

Time > 15 - ≤ 90 minutes 0.87 0.63 0.79 0.92 0.95 1.04 97.82 2.18 1.2 

Time >90 minutes 0.66 0.57 0.73 0.78 0.81 0.88 100 0 0.64 

Dist Flood > 0 - ≤ 1000 m 1.12 1.01 1.07 1.11 1.14 1.33 0 100 0.59 

Dist Flood > 1000 m 0.89 0.73 0.82 0.89 1.01 1.32 73.64 26.36 1.71 

Grass > 0% 0.91 0.83 0.87 0.93 0.99 1.06 77.49 22.51 1.63 

Winter crop > 0 - ≤ 20% 0.94 0.82 0.92 0.97 1.00 1.04 71.76 28.24 0.91 

Winter crop > 20% 0.7 0.54 0.67 0.69 0.77 1.18 85.48 14.52 0.68 

Dist main rd > 250 - ≤1000m 1.01 0.88 0.94 0.95 0.99 1.17 78.68 21.32 0.36 

Dist main rd > 1000 m 0.84 0.72 0.75 0.81 0.89 1.27 85.01 14.99 1.33 

Summer crop > 0 - ≤ 40% 1.28 1.14 1.20 1.25 1.42 1.65 0 100 1.42 

Summer crop > 40% 1.55 1.24 1.55 1.69 1.80 1.99 0 100 1.11 

Water > 0 - ≤ 30% 0.92 0.94 1.04 1.09 1.17 1.34 16.53 83.47 1.29 

Water > 30% 0.77 0.73 0.90 1.08 1.15 1.58 34.08 65.92 0.98 

Woodland > 0 - ≤ 50% 1.41 1.08 1.13 1.17 1.22 1.38 0 100 0.34 

Woodland > 50% 1.59 0.97 1.20 1.26 1.42 1.82 1.22 98.78 0.76 
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8.6.3.1 Mapping GWR results for average buffer zones 

Those covariates with significant spatial non-stationarity (SI > 1) were mapped to allow an 

exploration of the spatial variation in the estimated odds ratios across the study area.  The maps 

(Figure 8.11 – 8.16) have a smoothed appearance which was to be expected (Fotheringham et 

al. 2002) due to the relatively large optimal bandwidth selected through AIC minimisation.  The 

colour scheme for the maps was the same as that described in Section 8.6.2.1. 

 

i) Travel time to major market towns 

Results from the global GARerr model indicated that female literacy was negatively associated 

with an increased time to travel to major market towns (Table 7.4 and Table 8.3).  The GWR 

results were similar to the global model as the majority of ORs indicated a negative association 

(Table 8.3).  GWR results for average buffer zones were also similar to those for the Thiessen 

polygon model because the time was estimated using village centroid points and market town 

centroid points which meant that the village approximation method used for extracting 

environmental covariates had no effect on the estimated travel time.  The majority of odds ratios 

indicated a negative association between female literacy and travel time to market towns 

between 15 and 90 minutes (Figure 8.11).  This result indicated that female literacy rates were 

lower in villages that were >15 and ≤90 minutes from a market town compared to villages within 

15 minutes.   There were two areas that had no association between female literacy and travel 

time indicating that female literacy rates of villages >15 and ≤90 minutes were no different to 

female literacy rates of villages within 15 minutes.  The northeast of Assam had no association 

between female literacy and travel time in the Thiessen polygon model but had a negative 

association in the average buffer model.  This result could indicate that in one of the models 

there is a covariate that is interacting with travel time or female literacy to result in a change in 

the association.        
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Figure 8.11 Odds Ratio maps for Time to major town estimated from the Average weighted 

buffer zone data. 

 

ii) Distance to flood 

Global model results using the GARerr model indicated that female literacy was positively 

associated with distance to flood between > 0 and ≤1000 m but negatively associated with 

distance to flood > 1000 m (Table 8.3).  The GWR results indicated that Female literacy was 

negatively associated with distance to flood zone over 1000 m for a large part of Assam (Figure 

8.12).  This indicated that female literacy was lower in villages that were over 1000 m from a 

flood zone than villages inside a flood zone.  In the far north-east of Assam there was a cluster 

of villages where the negative association was larger.  In the southern and central parts of 

Assam female literacy was positively associated with distance to flood over 1000 m, indicating 

that female literacy in these areas was larger when villages were located over 1000 m from a 

flood zone than those villages within the flood zone.  The ORs for the association between 

female literacy and distance to flood between >0 and ≤1000 m were 100% positive (Table 8.3).  

Furthermore, the range of ORs was relatively small as the lower quartile was 1.01 and the upper 

quartile was 1.10 and therefore, the SI indicated that there was no spatial variation in the 

association between female literacy and distance to flood between >0 and ≤1000 m.   
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Figure 8.12 Odds Ratio maps for distance to flood over 1000 m estimated from the Average 

weighted buffer zone data. 

 

iii) Grass land coverage 

Global GARerr model results indicated that female literacy was negatively associated with the 

presence of grassland within the village (Table 8.3).  The GWR model results indicated that 

there was a mixture of associations between female literacy rates and grass land coverage over 

0% of a village which ranged from a negative association to a small positive association.  The 

majority of ORs (77.5%) indicated a negative association (Table 8.3).  However, in the southern 

part of Assam a large proportion of the villages had no association between female literacy and 

grassland (Figure 8.13).  This result indicated that female literacy rates did not change when 

grassland was present compared to villages where grass land was not present.  However, in the 

rest of Assam there was a negative association, indicating that female literacy rates were lower 

in villages that had grassland within them compared to villages that had no grassland in them.    
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Figure 8.13 Odds Ratio maps for grassland coverage >0% estimated from the Average 

weighted buffer zone data. 

 

iv) Distance to main road 

The global regression model results in Chapter 7 indicated that female literacy was negatively 

associated with distance to main road over 1000 m and had no association with distance to 

road between >250 and ≤1000 m (Table 8.3).  GWR results for the distance to main road over 

1000 m covariate were similar to those for the Thiessen polygon model.  The majority of the 

study site (85% negative) had a negative association between female literacy and distance to 

main road over 1000 m (Figure 8.14), indicating that female literacy rates were higher in villages 

that were over 1000 m from a road compared to those villages within 250 metres of a main 

road.  There were two areas that showed a larger negative association than the rest of Assam 

(Figure 8.14).  There was also an area with a positive association indicating that the female 

literacy rates there were larger when villages were over 1000 m from a main road compared to 

those within 250 metres.  The estimated ORs from the GWR model for female literacy and 

distance to main road >250 and ≤1000 m did not have a significant SI value (Table 8.3).  This 

was because the majority of ORs were between 0.94 and 1 (Table 8.3), the majority of Assam 

(79%) had negative ORs which was similar to the results for the global regression analysis.   
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Figure 8.14 Odds Ratio maps for Distance to main road > 1000m estimated from the Average 

weighted buffer zone data. 

 

v) Water coverage 

Global GARerr model results indicated that female literacy was negatively associated with 

increased amounts of water within the village (Table 8.3).  The GWR results indicated that the 

majority of villages in Assam (83%) had odds ratios that indicated a positive association 

between female literacy and water coverage of over 0% and up to 30% (Figure 8.15).  GWR 

results also indicated that the female literacy rates in the majority of villages in Assam (66%) 

were positively associated with water coverage over 30% in the village.  However, only the 

water >0 – ≤30% had a significant SI value indicating that there was spatial variation in model 

results.  Overall, the results for water coverage indicated that female literacy rates were larger in 

villages with water coverage of up to 30% than those villages with zero water coverage.  There 

was an area in southern Assam that had a larger positive association, indicating that female 

literacy was even higher in this location when water coverage was up to 30% compared to those 

villages with 0% coverage.  There were also areas that had no association and a negative 

association with female literacy.  
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Figure 8.15 Odds Ratio maps for water coverage >0-30% estimated from the Average weighted 

buffer zone data. 

 

vi) Summer cropland coverage 

Global regression model results indicated that female literacy was positively associated with 

increased amounts of summer cropland within the village (Table 8.3).  The GWR results support 

these findings (Table 8.3) as, unlike the Thiessen polygon model results, there were no villages 

with a negative association between female literacy and increased summer cropland in the 

average buffer zone models (Figure 8.16).  All villages had a positive association but the level of 

this association fluctuated across Assam.  Table 8.3 demonstrates how the ORs ranged from 

relatively small positive associations to relatively large positive associations for both summer 

cropland categories.  This result indicated that, in all parts of Assam, increased female literacy 

rates were associated with larger amounts of summer cropland coverage within the village.  

Spatial variation in the odds ratios for summer cropland over 40% was very limited.  This 

covariate had the lowest SI value so the map could be illustrating the large dataset problem 

which means that even small variations in estimated coefficients and odds ratios can determine 

the difference between a significant and non-significant covariate.    
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Figure 8.16 Odds Ratio maps for summer crop land coverage >0-40% and summer cropland 

coverage >40% estimated from the Average weighted buffer zone data. 

 

8.6.4 Overall prediction maps   

 

Overall the results in Table 8.1 indicated that the GWR models for Thiessen polygons and 

average weighted buffer zones led to a significant increase in the model fit over the non-spatial 

logistic regression models.  The external validation could not be computed for the GWR results 

and so the predictive accuracies cannot be compared between the GWR and GARerr models.  

However, instead the ranges of predicted values of female literacy were compared to give an 
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indication of the ability of each method to predict the proportion of female literacy within each 

village.  The GWR predictions ranged from 0.12 to 0.69 and the GARerr from 0.15 to 0.74.  The 

differences in the predicted values between the two methods were very small and can be seen 

in Figure 8.17 and Figure 8.18.  For the average weighted buffer zone the range of predicted 

female literacy proportions was 0.11 to 0.69 compared to 0.12 to 0.76 for the predictions from 

the GARerr model (Figure 8.19 and Figure 8.20).  The differences in the two GWR models 

indicate that the lower AIC for Average weighted buffer zones did not result in a significant 

increase in the range of predictions compared to the Thiessen polygon.  Furthermore, the 

GARerr model was able to predict a wider range of female literacy proportions than the GWR.  

However, the results of the stationarity tests highlighted that several of these associations 

predicted in the GARerr model were not stationary across Assam. 
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Figure 8.17 Female Literacy proportions predicted using GWR model and Thiessen polygon extraction method. 
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Figure 8.18 Female Literacy proportions predicted using GARerr model and Thiessen polygon extraction method. 
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Figure 8.19 Female Literacy proportions predicted using GWR model and average buffer zone extraction method. 
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Figure 8.20 Female Literacy proportions predicted using GARerr model and average buffer zone extraction method.
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8.7 Discussion 

 

The GWR analysis revealed that several of the associations between female literacy and 

remotely sensed environmental metrics were significantly non-stationary.  These results 

indicated that the interpretation of the odds ratios from logistic and GARerr models may have 

masked local patterns.  This masking of local associations could have significant impacts on the 

use of the data to identify areas with lower socioeconomic conditions using remotely sensed 

data.  It was stated in Su et al. (2011) that results showing significant levels of non-stationarity 

could be used to identify which socioeconomic indicators could be used for policy development 

in the future.  However, given the problems related to multi-collinearity of coefficient estimates 

(Wheeler and Tiefelsdorf 2005) such inferences should not be made directly from GWR results.  

No covariates should be selected or deselected from use in policy formulation purely based on a 

confidence interval reported in the GWR, hence why no confidence intervals were reported in 

this study.  Instead, results should be used to highlight that particular associations varied 

spatially and it should be investigated why this is the case prior to policy development.  Thus, 

the power of GWR analysis is its ability to highlight areas where the associations are non-

stationary and therefore, indicate areas where global policies would be inappropriate when 

applied to these local associations.   

 

8.7.1 Comparing the results of global and local regression methods 

 

It was not possible to directly compare between the GWR and GARerr model fit statistics as the 

AIC was calculated differently for the two approaches.  However, the AIC was calculated within 

the GWR 3.0 software for both the global and local models.  The AIC of the local regression 

model was 123.31 lower than the global model using the Thiessen polygon data and 120.19 

lower using the average weighted buffer zone data (Table 8.1).  The AIC showed that the 

increase in model fit of the GWR models over the global models was significant.  These results 

were similar to those found in the literature as the majority of research reported that GWR 

increased the model fit over the global regression methods (Benson et al. 2005; Farrow et al. 

2005; Kam et al. 2005; Mennis and Jordan 2005; Ogneva-Himmelberger et al. 2009). 
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8.7.2. Interpreting the odds ratios of the explanatory covariates in GWR 

 

The odds ratios estimated from the GARerr model can be compared to those estimated for the 

GWR model to explore the level of generalisation the GARerr model introduced in model 

inference.  Several covariates were found to have spatially non-stationary associations with 

female literacy in Assam which indicated that the GARerr and logistic regression results were 

inappropriate for model inference for these covariates.  GWR results also showed that there 

was stationarity in the associations between female literacy and other environmental metrics 

supporting the GARerr results in these cases.  Therefore, it could be argued that the GARerr 

model inferences could be accepted for the covariates that were found to have a stationarity 

index below one as this indicated that there was no significant spatial variation in the estimated 

coefficients.   

 

Field studies highlighted that associations between socioeconomic conditions and 

environmental metrics appeared to differ spatially.  Therefore, the associations between female 

literacy and remotely sensed environmental metrics were explored for non-stationarity using 

GWR.  To identify if local associations were masked the results were compared to those 

reported in Chapter 7 from the global GARerr model.  The associations between female literacy 

and environmental metrics were also compared to the research hypotheses presented in 

section 4.7 that were developed using the literature review (Section 2.1) and the results of the 

field study (Chapter 4).  

 

8.7.2.1 Woodland 

Research hypotheses stated that socioeconomic conditions would be positively associated with 

the amount of woodland in a village for the majority of the study area but this was expected to 

be negative in areas of dense woodland (Section 4.7).  GWR results partly supported this 

research hypothesis as female literacy was, for the majority of the study area, higher in villages 

with increased amounts of woodland coverage.  However, literature suggested that poor 

communities were disproportionately located in densely forested areas (Sunderlin and Huynh 

2005; World Bank 2003) and therefore, it was expected that the local associations in densely 

forested areas would be negative.  The only region of the study site that indicated female 
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literacy was lower when woodland coverage was larger was not the most densely forested 

region of the study site.  It was not possible to collect field data in this region making it difficult to 

interpret this result fully.   

 

Spatial variation in the local associations was significant using data extracted using Thiessen 

polygons but not using the average buffer zone.  The results may be attributed to; (i) the 

average buffer zones often overlapped resulting in the replication of environmental data, and; 

(ii) the Thiessen polygon extraction method often extended further from the village centre and 

therefore included additional environmental data.  Therefore, the contradictory result for 

woodland may have been because replication of environmental data in the average buffer 

zones could have resulted in some of the local associations being masked.  On the other hand, 

the environmental data in the Thiessen polygons would have included larger amounts of 

common land such as woodland.  

 

8.7.2.2 Water Resources 

It was expected that socioeconomic conditions would be lower in villages with increased 

amounts of water surrounding them and increased exposure to floods (Section 4.7).  GWR 

results for the two extraction methods were contradictory.  The Thiessen polygon model 

indicated that there was no significant non-stationarity in the association between female 

literacy and the amount of water within a village.  This result meant that the global result from 

the GARerr model could be used indicating that female literacy was lower when water was 

present within a village boundary (Table 8.2).  However, results from the average buffer zone 

model suggested that local variation existed in the association between female literacy and 

coverage of water >0 - ≤30%.  The majority of the associations across Assam were positive 

indicating that female literacy was higher in villages with water coverage up to 30% than villages 

with 0% water.  The positive association was stronger in the South of the study region, 

indicating that water presence within a village was potentially more important in this region than 

others.   

 

Thiessen polygon and average buffer zone results for distance to flood showed that the 

association between female literacy and distance to flood zone within 1000 m was positive and 
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stationary which was hypothesised in section 4.7.  This result indicated that literacy was higher 

in villages within 1000 m of flooded land compared to villages inside the area that was flooded.   

 

The GWR results indicated that the association between female literacy and distance to flood 

area over 1000 m was non-stationary in both Thiessen polygon and average buffer zone 

models.  The odds ratios indicated that, for the majority of Assam, female literacy was lower 

when villages were over 1000 m from flood zones compared to villages within the flood zone.  

However, in the southern region of the study site there was a positive association.  The negative 

association was not hypothesised as it was expected that socioeconomic conditions would be 

higher further from the flood zone as communities occupying land less susceptible to damage 

from floods, erosion and deposition (more favourable land) often had higher socioeconomic 

conditions.  This unexpected result may be because the flood zone was so large that the 

category over 1000 m includes only those villages that are relatively isolated and therefore 

removing the benefits they would gain from being further from a flood zone.  Results could also 

reflect the importance of annual flooding to the socioeconomic conditions in Assam.  Villages 

within 1000 m of a flood zone may gain benefit from the increased amounts of nutrients from the 

floods whilst not experiencing the damage that those inside the flood zone would experience.   

 

8.7.2.3 Agriculture  

It was hypothesised that socioeconomic conditions would be positively associated with the 

amount of agricultural land available within village boundaries (Section 4.7).  GWR results for 

both the Thiessen polygon and average buffer zone models indicated that female literacy was 

higher with increased amounts of agricultural land within the village across the entire study site.  

Thiessen polygon results showed that the strength of association between female literacy and 

summer cropland >0 - ≤40% was stronger in regions close to the large urban areas of 

Guwahati, Jorhat and Dibrugarh.  This result may have suggested that villages in these regions 

were able to gain more from agricultural land, because of larger markets for example.  However, 

the pattern was not as prevalent in the average buffer zone model.  There was a small region in 

the south of the study area that displayed a small negative association between female literacy 

and summer cropland.  This result may be because external factors from the districts of Assam 
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and neighbouring states influencing the associations in this region were not accounted for in the 

analysis.   

 

The association between female literacy and winter cropland was negative for the whole of the 

study site in both the Thiessen polygon and average buffer zone models.  The strength of the 

associations indicated that increased levels of winter cropland within the village boundary were 

associated with decreased female literacy rates.   

 

8.7.2.4 Roads and Accessibility 

Research hypotheses stated that socioeconomic conditions were expected to be negatively 

associated with decreased levels of access to important facilities such as markets, health 

centres and education facilities.  The hypotheses were supported in logistic regression and 

GARerr results as they indicated that female literacy was lower when villages were further from 

main roads and travel time to market towns increased.  GWR results indicated that female 

literacy was lower in villages over 90 minutes from a market town compared to those within 15 

minutes.  Results also indicated that female literacy was lower in villages between 250 and 

1000 m from a main road compared to villages within 250 m of a main road.  However, there 

was significant spatial non-stationarity in the associations between female literacy and travel 

time to market town >15 and ≤90 minutes and distance to main road over 1000 m.   

 

Female literacy was, for the majority of the study site, lower in villages >15 and ≤90 minutes 

from a market town, but the negative association was weaker in the regions around the main 

urban areas of Guwahati and Jorhat.  This indicated that female literacy was, for the majority of 

Assam, lower with reduced access to market towns.  However, when villages were nearer to a 

main urban centre the negative association between female literacy and time to market town 

was not as pronounced.  This GWR result could indicate that villages within 90 minutes of a 

large urban centre, such as a regional capital, gained as much benefit as villages within 15 

minutes of a major market town.  This could highlight the greater importance of urban centres 

than market towns on the socioeconomic conditions of rural settlements.   
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GWR results indicated that, for the majority of the study site, female literacy was lower when 

villages were over 1000 m from a main road compared to villages within 250 m.  The negative 

association was stronger in two regions of the study area and both were near to the cities of 

Guwahati and Jorhat.  Since the association was not as strong in areas with no major urban 

centres this result could indicate the importance of road transport in the ability of rural 

communities to benefit from urban areas.  There was a region in the south of the study area 

where female literacy was higher in villages over 1000 m from a road compared to those within 

250 m.  This result was unexpected but may be due to external factors that were not considered 

in the analysis.  For example, the region in the south of the study area had higher densities of 

scheduled tribes and castes populations.  These populations have their languages and cultures 

recognised by the government and therefore the local languages may be included in the census 

enumeration.    

 

8.7.2.5 Ecological Marginalisation 

Associations between socioeconomic conditions and environmental factors are determined by a 

complex system of interlinking issues covering micro, meso and macro levels.  These issues 

can be political, economic, social and environmental and they can also vary temporally either 

seasonally or due to the life cycle of the household.  The issues can also vary spatially such 

that, the benefits that a community gains from an environmental factor in one location are not 

the same as those in another location.  For example, woodland was expected to have a positive 

association with socioeconomic conditions in all areas of Assam apart from the very densely 

forested locations of Karbi Anglong which would have a negative association reflecting the 

shifting cultivation practices of local populations.  GWR models were implemented to explore 

these spatial complexities.  However, the models were limited by the structure of the binary data 

set used which resulted in large bandwidths that were too large to identify local variations in the 

relationships.   

 

Areas of ecologically marginalised land are often relatively small and isolated in some way from 

the rest of society.  In rural Assam, marginalised communities are located on river banks and 

Chars land.  These are relatively isolated for at least part of the year due to river water levels 

and lack of road transportation.  The size of these communities was much smaller than other 



Gary R. Watmough  Geographically Weighted Regression 

259 

areas and therefore the bandwidths used in the GWR would not have been able to isolate these 

areas and compare them to more prosperous locations.  Future work could seek to run the 

GWR using continuous rather than binary data to identify if this can separate the marginalised 

areas from non-marginalised areas.  If this can be done, the relationships between different 

socioeconomic conditions and environmental factors could be very different from those 

elsewhere in Assam.  If differences can be identified using remotely sensed data that match 

those found on the ground it could have important implications for monitoring socioeconomic 

conditions.  The fine spatial and temporal resolution of satellite sensor data could help identify 

ecologically marginalised communities that may be affected by sudden changes in 

environmental conditions that could drive communities further into poverty.    

 

8.7.3 Comparing Thiessen polygon and Average Buffer zone models 

 

The GWR results for models using data extracted from Thiessen polygons and average buffer 

zones were found to be marginally different.  The only way to validate which of the extraction 

methods represented the most appropriate way of approximating for village boundaries would 

be to compare the results to those of a model using the actual village boundary information.  

However, since no official village boundary data were available it was not possible to find out 

which village approximation was more accurate.  Therefore, the model with the smallest AIC 

was taken as representing the most appropriate method.  The AIC values for the two extraction 

methods indicated that the average buffer zone provided marginally more explanation for the 

variance in female literacy than the Thiessen polygon.  However, the differences were relatively 

small and thus, the Thiessen polygon cannot be dismissed as the method could explain a 

similar amount of variance to the average buffer zone without needing a priori information about 

the boundary size.   

 

Some inferences made using the results for some of the environmental metrics were different 

for the Thiessen polygon and average buffer zone models.  Thus, future studies are 

recommended to find the most appropriate village approximation before using results for the 

predictions of socioeconomic conditions for policy development and targeting of government 

resources. 
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8.7.4 Model bandwidth selection 

 

In this analysis bandwidths were selected using a manual AIC minimisation procedure.  The 

automated AIC minimisation within the GWR 3.0 software could not be used because of the 

likelihood that the model would select a bandwidth that was small enough to have an entire 

column of zeros which would result in the model failing to converge.  The optimal bandwidths 

that were selected using a manual minimisation procedure were relatively large.   This result 

indicated that there were low levels of spatial variability at the local level (Mennis and Jordan 

2005).  Exploring the results for the different bandwidths revealed that the deviance statistics 

increased as the bandwidth size increased indicating that the smaller bandwidths had a higher 

predictive accuracy (Table 8.4).  However, the smaller bandwidths also had a much larger 

number of effective parameters used to fit the model.  The AIC statistic attempts to estimate the 

parsimony of a model by comparing the fit of the model with the number of parameters required 

to achieve this level of fit.  Since the number of effective parameters was so high the AIC values 

of the smaller bandwidths were larger than those for larger bandwidths.  The bandwidth 

selected using the AIC minimisation approach does not mean that there is no spatial non-

stationarity present when using smaller bandwidths.  It simply means that the adaptive 

bandwidths containing 5000 and 5500 villages for Thiessen polygon and average buffer zone 

models respectively were the most parsimonious.   

 

There may be subtle spatial non-stationarity present on more local levels but because the GWR 

cannot converge on data that has no variance (entire column of zeros), it is not currently 

possible to explore if this is the case.  Pre-processing of the data resulted in environmental 

explanatory covariates being categorised so that the global logistic regression model could 

identify associations in such a large data set (Section 6.3.3).  The categorised explanatory 

covariates were binary and this may have biased the GWR analysis as the software cannot 

converge when the observed or an explanatory covariate contains only zeros or only ones.  If 

continuous explanatory covariates had been used in the GWR the model may have converged 

using smaller bandwidths.  Thus, the bandwidths with the lowest AIC statistics may have been 

different and more local spatial non-stationarity may have been highlighted in the analysis.  
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Table 8.4 Comparing Model deviance, effective number of parameters and AIC values. 

 

Thiessen polygon data Average buffer zone data 

Band-

width 

Deviance Effective 

Parameters 

AIC Band-

width 

Deviance Effective 

Parameters 

AIC 

2500 18261.307 183.327 18627.961 2000 18205.138 249.475 18704.089 

3000 18287.634 152.552 18592.737 2500 18242.127 200.030 18642.188 

3500 18308.475 130.338 18569.151 3000 18269.309 166.020 18601.349 

4000 18327.650 113.225 18554.099 3500 18290.211 141.495 18573.202 

4500 18345.908 99.772 18545.451 4000 18309.244 122.639 18554.523 

5000 18363.489 88.783 18541.055 4250 18327.421 107.113 18541.647 

5500 18378.531 79.727 18537.985 4500 18327.519 107.865 18543.249 

5750 18386.246 75.404 18537.054 5000 18345.014 95.892 18536.798 

6000 18393.120 71.580 18536.280 5500 18360.050 86.001 18532.051 

6250 18399.463 68.191 18535.845 6000 18374.937 77.143 18529.223 

6500 18405.703 65.120 18535.943 6500 18387.894 70.115 18528.123 

7000 18419.079 59.427 18537.934 7000 18401.782 63.934 18529.649 

 

8.7.5 Limitations of GWR bandwidth 

 

The bandwidth design assumes that all points within the kernel are the nearest neighbours.  An 

important limitation related to the interpretation of the local variation in associations is that 

bandwidths identify the nearest neighbours using Euclidean distances.  However, Euclidean 

distance measures are limited (Black et al. 2004; Noor et al. 2006) as they do not consider other 

aspects in the design of the bandwidth that may affect the villages that can be classed as 

nearest neighbours.  For example, in Assam the Brahmaputra river could cause problems for 

nearest neighbour selection using Euclidean distances because the nearest neighbours in 

straight line distances may be at opposite sides of the river.  In these cases the villages are 

unlikely to be as similar as those further afield, but may be easier to travel to.  This limitation 
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may affect some of the maps indicating local associations.  For example,  Figure 8.21 shows 

that odds ratios indicated that villages on the north bank of the river had similar benefits to those 

on the south bank in relation to time to urban area >15 - ≤90 minutes.  However, this might be 

considered unlikely, as it is very difficult to cross the Brahmaputra in this area as it is up to 15 

km wide near Dibrugarh.  Had a smaller bandwidth been used to define the kernel the 

association in the area on the north bank of the river would be expected to be negative as there 

are no major urban centres in that region of Assam.  Therefore, smaller bandwidths or 

bandwidths using alternative methods of identifying nearest neighbours would be expected to 

return different results.   

 

Figure 8.21 the potential problems of nearest neighbours selected by Euclidean distances. 

 

8.7.5.1 Validating the model results 

No functionality exists in the GWR 3.0 software to perform external validation and this has been 

recognised as a problem for the use of GWR (Su et al. 2011).  A manual external validation was 

attempted which replicated those performed for the logistic regression and GARerr models.  The 

proposed method was to interpolate the estimated intercept and explanatory coefficients using 

an Inverse Distance Weighting (IDW) that was based on the same size bandwidth that was 

used in the GWR model (5000/5500 villages for Thiessen polygon/average buffer zone).  
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However, the large dataset used for this study and the relatively limited computational power 

available meant that it could not be implemented in its current format.  This limits the results of 

the GWR analysis as the predictive accuracy of the model cannot be compared directly to those 

of the logistic and GARerr models.  Future work could seek to develop an integrated validation 

procedure within the GWR software or find a standardised approach that could be conducted in 

alternative pieces of software. 

 

8.8 Summary 

 

The majority of studies that have explored associations between socioeconomic conditions and 

environmental metrics have assumed that the associations are stationary across a study region 

(Jensen et al. 2004; Lo and Faber 1997; Li and Weng 2007).  However, the inherent 

complexities in the associations could mean that global stationarity should not be assumed for 

extensive areas of study.  Furthermore, stationary analyses may mask the ecologically 

marginalised communities.  Several studies have identified the possible spatially non-stationary 

associations between poverty and the environment (Bensen et al. 2005; Farrow et al. 2005; 

Kam et al. 2005).  Ogneva-Hemmelberger et al. (2009) identified that there was also significant 

levels of non-stationarity in the associations between socioeconomic conditions and remotely 

sensed environmental metrics in Massachusetts.  This study in Assam has highlighted that 

spatially varying associations can also be found across rural areas of a developing country for 

an extensive study region.  Thus, if remote sensing is to be used for updating knowledge on 

census data and socioeconomic conditions between census enumeration periods the local 

associations need to be considered to ensure a more appropriate set of predictions.  

 

This GWR research does not indicate which environmental covariates can be used to predict 

female literacy.  Instead it indicates which of the covariates selected using global regression 

techniques have a spatially varying association with female literacy across the study region.  

AIC statistics resulting from the GWR 3.0 software indicated that the GWR model was a closer 

fit to the observed data than the global models. However, until an external validation procedure 

can be developed for large data sets it is not possible to quantitatively estimate the predictive 

accuracy of the model.   
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Ecologically marginalised communities often occupy relatively small areas of unfavourable land.  

Thus, to identify them requires fine spatial resolution data and an equally fine resolution for the 

analysis.  Global regression techniques provide an average response for the entire study site, 

which masks local variations.  This GWR analysis is designed to identify where the relationships 

in the model may vary.  However, this analysis was not able to use GWR to its full potential due 

to the use of binary data.  It would be suggested that future work should concentrate efforts on 

identifying where the relationships between socioeconomic conditions and environmental 

factors vary spatially.  A focussed analysis on ecologically marginalised areas may be required 

to explore if it is possible to identify them from remotely sensed data.  If these areas can be 

successfully identified and relationships established between socioeconomic conditions and 

environmental factors it may be possible to use remotely sensed data to monitor socioeconomic 

changes through mapping different environmental factors through time.    
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Chapter 9: Exploring the spatial associations between 

socioeconomic conditions and remotely sensed environmental 

metrics. 

 

Data from national household censuses and sample surveys currently provide information about 

the socioeconomic conditions of a population at fine spatial resolutions (Chakraborty and Ell 

2005; UNSD 2008a).  Demographic changes in developing countries are increasingly dynamic 

and environmental and climatic conditions can change even more rapidly.  Traditional ground 

surveys collect vital pieces of information to chart a countries development and to help with 

development assistance policies.  However, the amount of information collected in these ground 

surveys often means that they have a relatively coarse temporal resolution.  Furthermore, often 

large scale socioeconomic surveys are expensive to conduct (Leete and Mubiala 2003) and 

difficult to implement during periods of political or military instability (UNFPA 2007).  These 

issues mean that the value of the data for monitoring poverty and planning development 

assistance can be limited (Rigg 2006; Shearmur 2010).   

 

Satellite remote sensing provides a method for acquiring data at fine temporal and spatial 

resolutions across the globe which, has led to suggestions that it could be used to monitor 

changes in socioeconomic conditions (Ogneva-Himmelberger et al. 2009).  The overall aim of 

this research was to explore and quantify associations between socioeconomic conditions 

derived from national census data and environmental metrics derived from remotely sensed 

imagery from Earth observation satellites.  Results from global statistical analyses indicated that 

significant associations existed between female literacy and economic alternatives to 

agricultural work and remotely sensed environmental metrics.  GWR analysis indicated that 

several of the associations between socioeconomic conditions and environmental metrics varied 

spatially across Assam.  Many of the associations identified in from GARerr and GWR models 

could be interpreted meaningfully in relation to both the understanding gained from field 
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observations and in relation to generally accepted associations in the literature.  Thus, there 

may be potential for using remotely sensed data for monitoring socioeconomic changes.   

 

In the past the associations between population and environment have been generalised and 

simplified such that, it was suggested that poverty and poor people caused environmental 

degradation due to short term survival taking precedence over longer term ecological protection 

and economic development.  However, in more recent times this assumption has been revisited 

and a more complex argument devised which identifies the multitude of interactions which can 

contribute to poverty and environmental issues, such as economic, political, environmental and 

social issues  that can also vary spatially and temporally (de Sherbinin et al. 2007; Gray and 

Moseley 2005; Lambin et al. 2003; Giest and Lambin 2002; Scherr 2000).  Furthermore, Rigg 

(2002) suggested that “…there is a range of cultural, social and economic reasons – which often 

coalesce – why roads offer unequal opportunities to different groups” (p 630).  It could be 

argued that this also applies to the relationship between all environmental factors and poverty.  

Considering these complexities, it is unclear how relatively simple environmental metrics 

derived from satellite sensor data could be used to monitor socioeconomic conditions.  

Consequently, it can be concluded that, no matter what the spatial or temporal resolution of the 

satellite sensor data used, it will not be possible to update all information from a census using 

Earth observation data.  Thus, it is not possible for remotely sensed data to replace or update 

individual census variables.  However, geographically speaking the poor are often found to be 

ecologically marginalised (Sen 2003). These ecologically marginalised areas are often small 

plots of land located in unfavourable locations but they can provide relatively cheap and highly 

productive agricultural land or access to other important resources, thus explaining why people 

are prepared to inhabit them.  In Assam these areas are often the Chars land and bank areas of 

the Brahmaputra River and its main tributaries.  Often the inhabitants of these ecologically 

marginalised areas are either some of the poorest members of society or at risk of descending 

into poverty (Sen 2003).  Thus, highlighting that general information on geographical location of 

settlements and their surroundings could go some way to indicate socioeconomic conditions.  

This is not to say that the ecologically marginal land has caused poverty or that the poverty of 

the people has forced them to damage the land in any way.  Instead the environmental and 
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socioeconomic systems have combined to create a problem for the population and provide an 

environmental solution which could, in turn, be identified and monitored from space.    

 

The analysis in Assam did not seek to explain the relationships or to imply causality between 

poverty and environment.  Instead the research sought to explore if some of the non-causal 

associations between socioeconomic conditions and environmental metrics in the literature and 

field data could be replicated using remotely sensed data.  This process required the 

generalisation of the associations.  However, it is clear that generalisations can result in 

important aspects of rural poverty to be missed.  For example, other non-environmental factors 

need to be considered when exploring rural poverty and environmental conditions.  The non-

farm economy is becoming increasingly important for rural areas of developing countries.  Thus, 

it is clear that remotely sensed data has large limitations for use in the monitoring of 

socioeconomic conditions.  More detailed models would be required to explore these issues 

further and it would be recommended that attempts to identify some of the complexities of the 

relationships between socioeconomic conditions and environmental metrics.  What is clear is 

that remote sensing is uniquely placed to monitor the environment, and since there are some 

associations between environment and poverty remote sensing data could provide a limited but 

valuable tool for research into poverty.  Remotely sensed environmental data will never be able 

to replace socioeconomic ground surveys such as the census.  However, research here 

suggests that it may be possible to use the data to identify ecologically marginalised 

populations.   

 

9.1 Research Objective Findings  

The following briefly reflects on the research in this thesis, by summarising how the results 

obtained support each of the research objectives developed in Section 2.5 to contribute to the 

research aim in Section 1.5.  
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Objective 1: Explore if associations in the literature translate to a case study location 

 

Associations between socioeconomic conditions and environmental factors reviewed in the 

literature included economic development being supported by woodland (Section 2.1.2), water 

resources (Section 2.1.3), increased agricultural yields (Section 2.1.4), and access to resources 

(Section 2.1.5).  Field studies found that several of these associations were present in Assam 

as well as additional associations such as those between socioeconomic conditions and the 

prevalence of flooding and erosion in an area.  Since no direct poverty information was 

available in the census subset for Assam, field work also identified potential census variables 

that could act as proxies for socioeconomic conditions (Section 4.3.1).  Consequently, female 

literacy rates and the proportion of adults participating in economic alternatives to agricultural 

work were used in the analysis to explore and quantify the statistical associations between 

socioeconomic conditions and environmental factors.   

 

Objective 2: Develop targeted remotely sensed environmental variables 

 

The majority of environmental metrics were generated through an object-based land cover 

classification of Landsat ETM+ data.  Transparent cloud cover was removed prior to 

classification to avoid errors of commission and omission because classification techniques 

often confused land classes such as shallow water, bare land and urban land with cloud if it was 

not removed (Section 5.3).  Subsequent object-based land cover classification (Section 5.4) 

generated nine land cover types that were used in statistical modelling.  Supplementary data 

were also used to provide additional environmental factors that could not be classified using 

Landsat data (Section 3.2.3).  The main non-remotely sensed environmental metric used was a 

road data set.  However, since roads can be identified from finer resolution satellite sensor data 

it was felt that the use of this data set was appropriate.  
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Objective 3: Explore the associations between socioeconomic and environmental 

variables using global regression techniques 

 

Non-spatial logistic regression models were used to explore statistical associations between 

female literacy and economic alternatives to agricultural work, and remotely sensed 

environmental data.  Several associations were similar to those found in the literature and 

others were supported by the field study observations (Section 6.5).  Evaluation of the logistic 

regression models revealed significant levels of SAC in the error terms for all models.  This 

indicated that, the observed values could be partially predicted using values of local observation 

point before environmental data were considered and this spatial dependence could have led to 

bias in the model inferences.   

 

Objective 4: Explore how spatial dependence can affect the predicted associations 

 

The GARerr model was developed by Murphy et al. (2010) to account for SAC in model residuals 

and provide a model output that could be compared directly to the results of logistic regression 

(Section 7.4).  The GARerr model was used to explore how the associations in the logistic 

regression analysis altered when SAC was accounted for in Assam.  Overall results indicated 

that associations did not significantly change (Section 7.6).  However, the SAC decreased 

significantly and predictive accuracies increased indicating that the results were more reliable 

for model inference than those in the logistic regression.  

 

Objective 5: Explore if associations between socioeconomic data and environmental 

factors vary spatially 

 

The results of the logistic regression and GARerr models represented a global average of the 

associations across the entire study area which covered over 14,000 village points.  Literature 

and field studies showed that the associations often varied locally meaning that the strength or 

sign of associations could vary in different parts of the study region.  GWR was used as a tool to 

explore if these locally varying associations could be identified in Assam.  Results showed that 

several associations had significant levels of spatial non-stationarity indicating that the global 
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models would have masked local associations and local methods were therefore more 

appropriate.  However, other associations were stationary indicating that an averaged global 

model was adequate to describe the associations in the study region. 

 

Objective 6: Explore the methods of estimating community access to important facilities  

 

Road infrastructure and access to resources such as markets, health centres and education 

facilities were found to have associations with socioeconomic conditions in the literature 

(Section 2.1.5) and in field observations (Section 4.3.2).  This study explored the associations 

between socioeconomic conditions and access to resources using measures of Euclidean 

distances and estimated travel times.  Results indicated that estimated travel time had stronger 

associations than straight line distance (Euclidean distance) in models of female literacy but that 

there was little difference in the economic alternatives models.  

 

Objective 7: Explore the most appropriate models for linking census and environmental 

data 

 

Previous studies that integrated socioeconomic and remotely sensed environmental datasets 

used radial buffer zones to represent village boundaries and extract local environmental data 

(Behrens et al. 1994; Entwisle et al. 1998; Rindfuss et al. 2003b).  In Assam, no administrative 

boundary data were available at the village level and therefore radial buffer zones and Thiessen 

polygons were compared to see which provided the closest model fit (lowest AIC).  Several 

fixed size buffer zones were developed along with buffer zones that were weighted according to 

the number of households and number or land owners within each village (Section 6.2.2).  

Overall results indicated that the buffer zone weighted according to the number of households in 

the village provided the best model fit (average buffer zone model).  However, predictive 

accuracies of all village approximation methods were very similar indicating that the Thiessen 

polygons could provide an efficient estimate of the village boundary without the need for a priori 

information about the size of a village.  
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9.2 Research Limitations 

 

This research avoided inferring any causal relationships throughout because of uncertainties 

surrounding the associations between poverty and the environment (Section 2.1.6).  The links 

between poverty and environment are complex and the list of potential interactions and 

mediating factors is vast.  It was not in the scope of the present research to study the 

interactions in Assam.  Instead this research focused on associations that can, and do, exist, 

and to explore if geographical data sets and procedures used to generate environmental data 

could, in future, provide useful information to support ground based survey data.  It would be 

argued that a complete understanding of environmental determinism is very complex and would 

vary locally which would be difficult to identify in extensive areas.  However, knowing that 

specific environmental conditions can be associated with specific socioeconomic conditions 

could be a very useful tool for future resource allocation.   

 

The principle limitations associated with the data and methods used in this research have been 

identified to ensure any subsequent interpretation of the research presented considers these 

key limiting factors. 

 

9.2.1 Socioeconomic data limitations 

 

Poverty can be described as when people are unable to access income, education, health and 

other resources that would enable them to perform the tasks expected of them (Jesuit and 

Smeeding 2003; Kanagawa and Nakata 2008).  Therefore, poverty indices and human 

development indices often contain information about several different socioeconomic conditions 

such as income, education and health.  The analysis in Assam could not use poverty or income 

data (Bigman and Srinivasen 2002) and it was unclear how appropriate it was to use single 

census variables as proxies for socioeconomic conditions.  Individual socioeconomic variables 

such as female literacy and economic alternatives to agricultural work are less likely to be 

associated with environmental factors than a poverty or development index.  Thus, it may be 

possible to have a high female literacy rate but low poverty rate or a low rate of participation in 

economic alternatives to agricultural work and a low poverty rate.  However, in the present 
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research it was assumed that low female literacy and low economic alternatives to agricultural 

work were indicative of lower socioeconomic conditions.  Therefore, no direct associations 

between poverty and development and environmental conditions can be drawn from this 

research.  If the census data subset for Assam had provided enough information to generate 

village level HDI scores or poverty indices, results may have been different to those observed.  

However, results in Assam were similar to those in other locations that used more detailed 

poverty data (Benson et al. 2005; Farrow et al. 2005; Kam et al. 2005; Kristjanson et al. 2005; 

Kristjanson et al. 2010) indicating that credible associations were observed.  Since results in this 

analysis cannot be compared directly to similar studies further analysis is recommended that 

more socioeconomic variables or HDI scores to be used in the future.   

 

The 2001 Indian National Census enumeration defined literacy as any person over the age of 

seven who was able to read and write with understanding in one of several pre-defined 

languages.  No formal educational achievements or years in school were reported.  This was a 

coarse definition of literacy and had years in school been available this would have been 

expected to be more associated with poverty.  Furthermore, in areas of rapid development 

where service employment is increasing basic literacy will be less associated with poverty than 

years in school.  Therefore, the associations with poverty have to be treated with caution in 

Assam.    

 

Field work identified that people employed in government jobs and residing in rural locations 

were often wealthier than those with alternative employment.  However, no information was 

available on specific employment type.  Economic alternatives were defined as those people 

working in household industries or other industries.  Had a more detailed employment record 

been available for this study the associations may have been very different.   

 

9.2.2 Environmental data limitations 

 

The 30 m spatial resolution Landsat ETM+ data used in Assam was found to be inadequate for 

identifying road infrastructure and rural settlements.  Given the importance of roads in rural 
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development (Section 2.1.5) this information was needed to identify isolated communities.  

Therefore, this study used supplementary data available free to users on the internet.  It was felt 

that this was an adequate substitute as finer spatial resolution satellite sensor data could be 

used to identify roads.  Road information contemporaneous with the census would be necessary 

in future studies to ensure more accurate estimates of access.  As it stands currently, very little 

information is known about the spatial resolution that would be required to identify the types of 

road that were available from the geo community website.   

 

9.2.2.1 Access measures 

Cost surfaces to estimate travel time from villages to important resources used generalised 

speed limits and assumed they were constant spatially and temporally.  However, this is unlikely 

to be the case in Assam due to the large water courses and seasonal flooding, erosion and 

deposition events.  Had alternative definitions been used for travel speed in different locations 

and at different times of the year predicted travel times may have been different which would 

have led to different estimates of accessibility.  Furthermore, it was assumed in the present 

research that all travel on roads used motorized vehicles which ignored the possibility that not 

all of the population were able to gain access to motorized transport. 

 

9.2.2.2 Agriculture and productivity 

Agricultural yield was found to be an important source of household incomes in the literature 

(Section 2.1.3).  However, no yield estimations were available in Assam and the extent of 

agricultural land was used as a proxy.  Measure of vegetation such as the normalised difference 

vegetation index (NDVI) (Weier and Herring 2011) or the MERIS terrestrial chlorophyll index 

(MTCI) (Dash and Curran 2004) can be used to indicate vegetation health and derive estimates 

of crop yields.  However, these indices could not be used in the current research to estimate 

yield over the year due to the very high levels of cloud cover during the main growth period in 

Assam.  Future work could identify alternative methods of estimating agricultural yield or 

integrating agricultural census data with the current census data instead. 
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9.2.3 Methodological limitations 

 

The analysis in this thesis explored the associations between socioeconomic conditions and 

environmental metrics in Assam using data from 2001.  This was because, at the time of 

research, the 2001 census data covered an extensive spatial area and was the most up-to-date 

data set available.  Before remotely sensed data can be used to support our understanding of 

socioeconomic conditions or for monitoring potential changes to the conditions, research should 

be conducted to explore if similar associations can be generated at other points in time and in 

other locations.   

 

9.2.3.1 Validation limitations 

The external validation procedure that was used removed a 5% random sample from the 

census data.  This was an appropriate step for the present exploratory analysis.  However, 

future work could seek to validate the models by repeating the regression analysis using census 

data and remotely sensed environmental data from another time period.  Alternatively, analysis 

could use remotely sensed environmental metrics to estimate socioeconomic conditions for 

another time period based on the current associations found in this research and attempt to 

validate these conditions using contemporaneous ground surveys.  The predicted 

socioeconomic conditions could then be compared to the observed conditions contained in a 

dataset that was not used to build the regression models.   

 

The external validation procedure conducted in Chapter 6 and 7 could not be repeated in 

Chapter 8 due to the nature of the GWR model and the size of the data set (Section 8.7.5.1).  

This meant that it was not possible to compare the predictive accuracy of the local regression 

models with the global regression models therefore limiting the outcome of Objective 5.    

 

9.2.3.2 GWR limitations 

The GWR software cannot converge on a model when a local dependent or independent 

covariate contains only zeros or only ones.  This software limitation had two effects on the 

present study, (i) the economic alternatives to agricultural work models could not be run and, (ii) 



Gary R. Watmough  Summary and conclusions 

275 

the bandwidth selection process for the female literacy models was not fully explored and 

therefore, may have been biased.  The majority of villages in Assam had rates of economic 

alternatives to agricultural work around zero.  To enable the model to converge GWR adaptive 

bandwidths would have been so large that the results would have been almost identical to those 

in the global models in Chapter 6 and 7 (Fotheringham et al. 2002).  The female literacy models 

run in the GWR software had large numbers of data points (> 4000).  This severely limited the 

local nature of the GWR analysis and meant that the optimal bandwidths selected included 

villages on either side of the Brahmaputra for example.  Had a global regression model been 

run on data that was split using district or sub-district boundaries the number of villages and the 

likelihood that they were located on both sides of the Brahmaputra would have been lower.  The 

method would have assumed a global association across each district/sub-district but the 

smaller number of villages used would have provided a more local analysis in this case.   

 

The bandwidths that were selected for female literacy were potentially biased due to the failure 

of the models to converge when smaller bandwidths were selected.  Had the environmental 

covariates not been categorized (Section 6.3.3) and continuous data sets, such as distances in 

metres and areas of different land covers in square metres, been used instead of binary data, 

the GWR models may have been able to converge using bandwidths that were smaller than 

those seen in Table 8.1.  Had this been possible and the predicted accuracies increased 

considerably the AIC minimization process may have returned different results to those 

observed.  However, the global AIC statistic is calculated in the GWR software using the 

effective number of parameters.  Therefore, it is unlikely that the AIC statistics would have been 

lower due to the increased number of effective parameters in models with smaller bandwidths.   

 

Results of the GWR analysis indicated that small associations between socioeconomic 

conditions and remotely sensed environmental factors were spatially non-stationary.  Therefore, 

it would be recommended that, future studies should use local regression techniques and not 

global regression techniques to explore the associations between socioeconomic conditions 

and environmental factors.  The power of GWR analysis is that it does not assume that 

associations are constant within a specified research area thereby minimizing the chance that 
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local associations are masked.  However, it could be argued that GWR is limited if using 

regression results for resource allocation as it would not be feasible to allocate resources at a 

village level (Osbourne et al. 2007).  Thus, the GWR analysis can be used to identify which 

associations can be generalised at the global level and which should be explored at a more 

local level of analysis.  Future methods could therefore seek to employ district or sub-district 

level regression analyses as administrative boundaries are more likely to be used to distribute 

development assistance resources than GWR bandwidths.  Alternatively, tree regression or 

multi-level models could be explored to provide more detailed exploration of the associations 

between socioeconomic conditions and environmental metrics.  These alternative methods may 

also provide increased predictive accuracy at spatial scales that can be generalised for 

adequate resource allocation such as district and sub-district levels.   

 

9.2.3.3 Integrating socioeconomic and remotely sensed environmental data 

To extract local environmental data relevant to the village the present analysis explored the use 

of Thiessen polygons and radial buffer zones as approximations of village boundaries.  The 

radial buffer zone weighted by the number of households in a village (average buffer zone) was 

selected as the most appropriate approximation of a village boundary because it had the lowest 

AIC values across the three statistical models.  It was not possible to validate the village 

approximations with known village boundaries in this study and this presents a distinct limitation.   

 

9.3 Wider Significance 

 

The repeatability and universality of a census are vital to chart a country’s development over 

time and space and to develop future government policies that are focused on the existing 

problems (Rindfuss and Stern 1998).  Socioeconomic data within the census are also an 

important component of assessing social vulnerability to natural hazards such as floods 

(Chakraborty et al. 2005; Clark et al. 1998; Hutton et al. 2011).   However, census data is 

collected at coarse temporal resolution, typically once every 10 years.  This can limit the 

relevance of the data and can result in inefficient resource allocation and government policy 

(Bigman and Srinivasan 2002; Jalan and Ravallion 1996) especially in fast developing countries 

(Rigg 2006).  These limitations of the census have led to suggestions that data collected 



Gary R. Watmough  Summary and conclusions 

277 

remotely using aerial and satellite based sensor imagery could be used as sources of important 

data between census enumeration periods (Ogneva-Himmelberger et al. 2009) or when ground 

based social surveys are not feasible (de Sherbinin et al. 2002).   

 

Past studies have found links between quality of life assessments and remotely sensed 

environmental data in urban locations (Avelar et al. 2009; Forster 1983; Li and Weng 2007; Lo 

and Faber 1997; Ryznar and Wagner 2001).  This study explored the associations between 

census based socioeconomic conditions and remotely sensed environmental metrics and found 

that several associations could be supported using literature and field study results.  Results 

indicated that relatively simple methods could be used to identify patterns in the associations 

between socioeconomic conditions and environmental metrics across an extensive area of 

India.  These methods do not account for the complex inter-relationships that exist between 

population and environment or take into account wider issues such as political, social and 

economic conditions that are also associated with development.  However, simply monitoring 

certain aspects of the local environment surrounding a community may yield potentially useful 

information about socioeconomic conditions.  Thus, whilst the research has not found evidence 

to suggest that remotely sensed data could update knowledge on socioeconomic conditions it 

may be possible to use environmental data to monitor specific areas during time periods 

between national censuses.  This information would be potentially useful in helping to identify 

vulnerable populations most in need of development assistance as a result of changes in the 

local environmental conditions.   

 

9.4 Future Work 

 

The present research focused on exploring the potential of using remotely sensed 

environmental data to provide information on socioeconomic conditions.  Results of the analysis 

have led to several recommendations for future work:   

 For socioeconomic conditions to be estimated using remotely sensed data similar 

methods would have to be conducted in alternative locations and using census data 

from different time periods to explore if associations and predictive accuracies were still 

credible.   
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 Agricultural yields often have strong associations with socioeconomic conditions and 

methods could be used that estimate yields from satellite sensor data products such as 

NDVI or MERIS Terrestrial Chlorophyll Index (MTCI) (Dash et al. 2007).   

 Cost surfaces could be further developed to represent local variation in the effort 

required to travel to market towns.  It would also be expected that travel time would vary 

during different times of the year.  These issues could be explored further to develop 

more representative estimates of travel times.   

 Using a poverty index or human development index score instead of individual census 

variables may result in stronger associations with environmental data as literacy and 

employment are contributing aspects of poverty and development.  Therefore, if census 

data permits, research could explore the ability to predict levels of poverty instead of 

individual census variables.  

 Satellite sensor data with finer spatial resolutions than Landsat ETM+ could provide 

different environmental metrics.  Therefore, future research could explore how the 

associations and predictive accuracies change. 

 Methods could be developed to identify the location of villages from remotely sensed 

satellite data rather than assuming that the villages remained in the same location; 

 More detailed statistical models could be used that account for spatially varying 

associations and interactions between competing explanatory covariates.  

 Further work is required to identify the most appropriate method of approximating 

village boundaries when administrative data are not available.   
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9.5 Overall conclusion 

 

The present study explored and quantified the associations between census based 

socioeconomic variables and remotely sensed environmental metrics in an extensive part of 

Assam in north-east India.  The results indicated that significant associations exist between 

female literacy and economic alternatives to agricultural work and remotely sensed 

environmental metrics.  Many of the associations identified could be interpreted meaningfully in 

relation to both the understanding gained from field observations and in relation to generally 

accepted associations in the literature.  Although the results are difficult to compare directly with 

studies that have explored the associations between poverty or economic development and the 

environment, the quantitative findings of the research were in keeping with expectations and 

research hypotheses, lending credibility to the associations observed by other researchers.   

 

In the future, remotely sensed satellite sensor data could be used in conjunction with census 

data to monitor socioeconomic changes at finer temporal resolutions than are currently 

available.  Census data cannot be replaced by remotely sensed environmental data as it can 

provide information on non-environmental issues important for development that satellite data is 

incapable of providing.  Monitoring environmental factors in conjunction with data on 

socioeconomic conditions would potentially be useful for geographic targeting of resources to 

those most in need of development assistance.  For example, monitoring sudden loss of 

agricultural land in an ecologically marginal area may suggest that the inhabitants are 

vulnerable to descending into poverty and require additional assistance from government or 

non-governmental organisations.  In addition it could be used in areas that were unable to 

conduct regularly spaced censuses due to political instability (de Sherbinin et al. 2008), or 

increased financial costs (Leete and Mubiala 2003) and in areas that experience large scale 

disruption due to climatic and environmental conditions such as floods and erosion.  Whilst 

remotely sensed data would not be able to provide a detailed assessment of socioeconomic 

conditions and poverty, in future it may be possible to generate a first order assessment of likely 

conditions prior to a ground survey.   
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In short, this research has provided an extremely valuable exploration of the ability to monitor 

socioeconomic conditions using freely available remotely sensed environmental data.  The 

methods used here could be developed further to generate limited approaches to monitoring 

socioeconomic conditions in rural areas of developing countries.  These estimates could provide 

important information for the geographic targeting of resources to those most in need of 

development assistance using estimates of socioeconomic conditions that have a finer spatial 

and temporal resolution than traditional census and household surveys. 
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