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In the drug discovery process, there are multiple factors that make a successful can-

didate other than whether it antagonises a chosen active site, or performs allosteric

regulation. Each test candidate is profiled by its absorption into the bloodstream,

distribution throughout the organism, its products of metabolism, method of excre-

tion, and overall toxicity; summarised as ADMET. There are currently methods to

calculate and predict such properties, but the majority of these involve rule-based,

empirical approaches that run the risk of lacking accuracy as one’s search of chemical

space ventures into the more novel. The lack of experimental data on organometallic

systems also means that some of these methods refuse to predict properties on them

outright, losing the opportunity to exploit this relatively untapped area that holds

promise for new antibacterial and antineoplastic pharmaceutical compounds. Using

the more transferable and definitive quantum mechanical (QM) approach to drug dis-

covery is desirable, but the computational cost of conventional Hartree-Fock (HF) and

Density Functional Theory (DFT) calculations are too high. Using the linear-scaling

DFT program, onetep, we aim to exploit the benefits of DFT in calculations with

much larger fragments of, and in some cases entire biomolecules, in order to demon-

strate calculations which could ultimately be used in developing more accurate methods

of profiling drug candidates, with a computational cost that albeit still high, is now

feasible with the provision of modern supercomputers.

In this thesis, we first use linear-scaling DFT methods to address the lack of elec-

tron polarisation and charge transfer effects in energy calculations using a molecular

mechanics forcefield. Multiple DFT calculations are performed on molecular dynam-

ics (MD) snapshots of small molecules in a waterbox, with the aim of computing a

MM→QM correction term, which can be applied to a forcefield binding free energy

approach (such as thermodynamic integration) which will process a far greater number

of MD snapshots. As a result, one will obtain the precision from processing very large

numbers of MD snapshots of biomolecular systems, but the accuracy of QM. To im-

prove efficiency of the QM phase of the overall method, we use electrostatic embedding
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to model the regions of the waterbox that are far from the solute, yet are still important

to include. As this is a relatively new module in onetep, we present validation data

prior to its use in the main work.

Secondly, we validate different methods of calculating the pKa of a wide variety of

molecules: from small, organic compounds, to the organometallic cisplatin, with the

ultimate goal being of such calculations to eventually address questions such as, as-

suming oral intake, where in the gastrointestinal tract will a drug molecule be absorbed

into the bloodstream, and how much of the original dose will be absorbed. These calcu-

lations are then scaled up significantly to examine the potential of using linear-scaling

DFT to calculate the pKa of specific residues in proteins. This is performed with a

305-atom tryptophan cage, the 814-atom Ovomucoid Silver Pheasant Third Domain

(OMSVP3) and a 2346-atom section of the T99A/M102Q T4-lysozyme mutant. We

also highlight the challenges in calculating protein pKa.

Finally, we study the hydrogen-abstraction reaction between cyclohexene and cyto-

chrome P450cam, through onetep single-point energy calculations of a 10-snapshot

adiabatic reaction profile generated by the Mulholland Group (University of Bristol).

Following this, the LST and QST methods of determining the transition state (avail-

able through onetep) are used, with the aims of determining the importance of the

protein surrounding the active site in regards to the activation energy and structural

geometry of the calculated transition state. The LST and QST methods are also valid-

ated, through modelling of the SN2 reaction between fluoride and chloromethane. The

aim of this part of our work is to eventually assist in developing a metabolism (and

toxicity) model of the different isoforms of cytochrome P450.

Overall, this thesis aims to highlight not only the capability of linear-scaling DFT

in becoming an important part of biomolecular simulation, but also the challenges that

one will face upon scaling up calculations that were previously simple to perform, based

on the small size of the system being modelled.
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Àlvaro Ruiz-Serrano [PhD]

Chris Cave-Ayland [PhD]

Chris Sampson [PhD]

Valerio Vitale [PhD]

Ben Lowe [PhD]

Max Phipps [PhD]

Peter Cherry [MPhil]

Richard Lee and Jorge Sotello and Nawzat Saadi

Accelrys Noj Malcolm [Industrial Supervisor]

Biotechnology and Biological Sciences Research Council (BBSRC) for the CASE
Studentship

Professional: Prof John M. Dyke, Carol Burgess, David J. Huggins, Michael Mazanetz,
Richard Lonsdale, David Bell, David J. Baker, Hans Fangohr, Oz Parchment, Members
of the Computational Modelling Group, Mateusz Pitak, Alistair Clark, Sally Dady,
Marti Evans, Karl Hagon, John Fosbraey, Dr David Read, The Gordon Museum of
Pathology (King’s College London). Pastoral: Prof Stephen J. Hawkins, Mary Smith,
Chun Borodzicz, Beverley Price, Bev Macey, Tim Peters, James Pritchard, Stephen
Merritt-Harrison, Sam J. Clements, Philip D.F. Adler, Barbara Sander. SUSU:
The staff and committee of Union Films, Wireless Society, Animé/Manga Society
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Glossary

Ab initio From first principles of quantum mechanics; the lowest

level of atomic definition and calculation when modelling

a molecule.

Chemical space The hypothetical ‘space’ that all stable molecules reside

within, highlighting the variety of the (currently) 73 mil-

lion compounds known to science. A chemical reaction

would therefore involve movement through chemical space.

Conformational space The hypothetical ‘space’ that occupies all possible geo-

metrical configurations of a chemical system. A potential

energy surface quantifies some (or in some cases, all) parts

of conformational space in relation to energy.

Computational cost The resources (CPU, RAM, HDD, time) required to com-

plete a specific task/calculation.

‘Experimental values’ Values that have been derived/observed through physical

techniques, as opposed to calculated by simulation.

‘Geometry’ The positions of all atoms in the system being calcu-

lated/simulated.

Hamiltonian The sum of all component kinetic and potential energies of

a system, resulting in its total energy. These components

alter according to the calculation method.

In vacuo Surrounded by vacuum, as opposed to solvent. Also known

as ‘gas phase’.
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Isodesmic reaction A chemical reaction where the type of bonds being

broken in the reactant phase are the same as the type of

bonds being generated in the product phase.

Molecular dynamics Simulation of the system being modelled, undergoing

thermodynamic, near-realistic motion. Abbreviated as

‘MD’.

‘Portability’ The capability of a method or model to be applied

to any simulation or system respectively. The further

the boundaries of chemical space one can retain accur-

acy/precision within, the more ‘portable’ (or ‘transfer-

able’) it is.

Simulation cell The 3D space that a chemical system in contained (and

constrained to remain) within.

Single Point Energy The energy of a specific system, based on the geometry

provided alone.

‘Snapshot’ The geometry of the system at a single point in time dur-

ing MD. The geometries of these snapshots are usually

considered to be more realistic than geometry optimised

structures.
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1 Computational Theory

1.1 Molecular Mechanics

In the field of computational chemistry, the molecular mechanical (MM) method is one

of the most simple and computationally cheap techniques for calculating the energy of a

molecular system. Indeed, it is still relied upon to simulate molecular activity in regions

between nano- and micrometre (10−9m→ 10−6m) simulation cell lengths, for simulation

times that extend from tens of picoseconds to a few microseconds (10−11s → 10−6m)1,

due to its ease of implementation, automation and speed resulting from its relative

simplicity compared to quantum mechanical (QM) methods. MM is an approximation,

in that formulae that apply to the macroscopic level are used to treat atoms as point

masses with charge, with molecular bonding relating to springs inbetween these masses.

However, to obtain any useful data from this setup, a series of algorithms and databases

of physical parameters (a forcefield) will need to be produced.

Most MM models rely on a derivation of Hooke’s Law as a basis for calculating

separate characteristics of the molecular system:

F = −k(r− req)

Epotential =
1

2
k(r− req)

2 ,
(1)

where the force, F, is linearly proportional to the difference in length from a value

considered to be in equilibrium (req), multiplied by a (experimentally derived) force

constant, k. If a database of force constants is generated, relating to the strength of all

different types of molecular bond observed, then it is possible to calculate the potential

energy of any molecular system, as the result of molecular bonding alone:

Ebonds =
∑
bonds

kr(r− req)
2 , (2)

where kr is the force constant for each bond present in the system, with its modelled

and equilibrium bond length represented through r and req respectively. A database of

req values for each type of bond relevant to the system in question (and their respective

force constants) will need to be compiled in order for this equation to be effective.

1Reduced-representation (coarse-graining) can extend these upper limits by up to a factor of 10,
by combining a (functional) group of atoms together to be represented as a single ‘atom’.
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1 COMPUTATIONAL THEORY

Figure 1: Four examples of calculating Ebond for an aliphatic C-C bond. NB: req, k and D parameters
for the Morse function are derived from experimental values.

Equation 2 produces a quadratic curve (Figure 1, blue) that simulates the energetic

well depth when r is close to req, but converges to infinity as the bond is stretched

further (instead of tapering asymptotically to its bond dissociation energy). This

means that even a single bond, under a reasonable amount of strain can dominate

the bond energy term, and result in an excessively large overall energy value2.

A solution to this is to append an additional term to Equation 2:

Ebonds =
∑
bonds

kr(r− req)
2 [1−B(r− req)] , (3)

where B is a cubic force constant that is separate from kr, defined by the forcefield

chosen (this example being MM2[9]). This generates a cubic curve (Figure 1, green)

which dampens the energy caused by bond stretching, but comes with the issue of

2A consequence of this is extremely large forces or geometry steps, in both molecular dynamics
simulations and energy minimisation respectively.
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1.1 Molecular Mechanics

convergence to negative-infinity as r increases; instead of an infinitely high barrier

surrounding the single minimum (req), we now have two minima at req and r∞, with

the latter infinitely more favourable. If the barrier between the two minima is overcome

in a calculation that aims to alter or refine r, then the bond in question will increasingly

lengthen (to dissociation), as this is much more energetically favourable.

The authors behind MM2 addressed this issue by expanding Equation 3 to include

a quartic force constant, C:

Ebonds =
∑
bonds

kr(r− req)
2
[
1−B(r− req) + C(r− req)

2
]
, (4)

and shifts the energy value of excessive bond lengths from negative to positive infinity.

The quartic curve it produces is shown in Figure 1 as the red curve (which is known as

MM3[10]). We now return to the original issue of the energy value reaching infinity as

r increases, but the inclusion of the quartic force constant means that we cover more

more of the experimental bond potential energy surface (by ∼0.3–0.4Å), and therefore

the MM3 forcefield is more tolerant of extended bond lengths in a single-point energy

calculation.

To summarise, there are three common methods of calculating the energy of bond

stretching. However, there is a relationship between the accuracy in representing the

potential energy surface, and the complexity of the equation needed to generate it. In

computational chemistry research, Ebonds is likely to be calculated multiple times (e.g.,

energy minimisation, molecular dynamics), and what appears to be a trivial increase

in computational cost accumulates to become a significant burden3. This is why we

cannot use the best method of representing the bond length, which is from the Morse

function:

Ebonds(Morse) =
∑
bonds

Dr

[
1− e−αr(r−req)

]2
, (5)

where αr =
√

kr
2Dr

. The resulting curve (Figure 1, black) has the decay that the

other three functions lack, but since it is inefficient for a CPU to calculate powers

of e, this method is not usually considered, despite its accuracy. Also, for working

3Theoretically, each additional term that expands the equation increases the computational cost
by an order of N . Realistically, CPUs are inefficient with calculating exponents, so the increase is
likely to be of a slightly higher order.

3



1 COMPUTATIONAL THEORY

Figure 2: Three examples of calculating Eangle for aliphatic C-C-C, with MP2/6-31G* calculations
on propane (black crosses) as a reference.

with molecular systems that contain both a reasonably good starting geometry, and

nothing other than valence and electrostatic effects (i.e., entirely organic systems), one

would not need an accurate representation of any bond length beyond 2.5Å, and so

the quadratic approximation is sufficient. This is especially the case for the FF99SB

forcefield, which is optimised for proteins and nucleic acids only, hence its further

simplicity. In comparison, MM2 and MM3 aim to be an ‘all-atom’ forcefield, and

be applicable to any system possible within its database of bond lengths and force

constants.

The same quadratic approximation in FF99SB is used to efficiently calculate the

potential energy of a system, as a result of all bond angles:

Eangles =
∑
angles

kθ(θ − θeq)2 . (6)

If necessary, this function can be expanded to increase the accuracy of representation,

4



1.1 Molecular Mechanics

compared to experiment. For example, the MM3 forcefield uses a bond angle function

that is similar to Equation 4, but lengthens it to the sextic term:

Eangles =
∑
angles

kθ(θ − θeq)2
[
1−B(θ − θeq) + C(θ − θeq)2 −D(θ − θeq)3 + E(θ − θeq)4

]
.

(7)

Its predecessor, MM2, truncates the square-bracketed term in Equation 7 to

[1− E(θ − θeq)4].

Figure 2 shows the result of all three functions, plus ab initio calculations on bond

angle alteration of propane, as a benchmark. The asymmetry of the curve shown on

propane is preserved slightly through use of the MM2 forcefield, and is more visible

with MM3, but again with an increased computational cost compared to FF99SB.

Again, such detail may be unnecessary for some systems, such as proteins, and so the

(relatively) simple quadratic function of FF99SB is sufficient for the specific range of

molecules it covers.

Just like with the bond stretch calculation, a database of all θeq will be required,

along with their respective angular force constants, kθ (and if necessary, B to E).

Considering the number of variables within Equation 7 (even multiple θeq values), such

a database would be larger than that for the bond angles. However, this increased

storage requirement does result in a highly tunable representation of the potential

energy surface in relation to bond angle, which in reality may not be as simple as an

asymmetric curve. In some molecules, there are more than one equilibrium value for

bond angles, just as a result of symmetry in the conformation of the molecule. To solve

this problem, atoms are reclassified according to position in the molecule in question4.

There are different ways of obtaining force constant and equilibrium length/angle

data[11], but these can be summarised by two examples. The authors behind the original

AMBER (FF94) forcefield[12] take inspiration from experimental work, using values ob-

tained from crystal structure data of peptide fragments, altered to account for normal

mode frequencies. Alternatively, the authors behind the competing CHARMM force-

field[13] use information provided by high-accuracy, ab initio calculations of amino acids

4As an example, consider a square-planar AB4 molecule. There are two equilibrium bond angle

values for B̂AB: a ‘bent’ angle, and a ‘linear’ angle. If two of the B atoms are reclassified as b,
with exactly the same atomic and bond length data as B and A-B respectively, we can now describe
both ‘bent’ and ‘linear’ angles in our molecule. This will require the storage of two extra bond angle

coefficients to the forcefield database: B̂Ab and b̂Ab.

5



1 COMPUTATIONAL THEORY

Figure 3: Two examples of calculating Edihedral for aliphatic C-C-C-C, with MP2/6-31G* calculations
on butane (black crosses) as a reference.

bound to explicit water molecules (more specifically, HF/6-31G*)[11]. To apply some

context, both AMBER and CHARMM are optimised for use on proteinous systems,

plus both use the same equations to determine the energies due to bond lengths and

bond angles (Equations 2 and 6), so it is fair to benchmark the two for any investiga-

tions in accuracy, preliminary to a more novel study.

Continuing the empirical definition of a molecular system, the energy relating to

all possible dihedral angles within the molecular system is determined by a periodic

function:

Edihedrals =
∑

dihedrals

Vn
2

(1 + cos[φ− γ]) . (8)

Figure 4 shows ethane with the highlighted H-C-C-H dihedral angle at 0◦ (top,

eclipsed conformation), and at 180◦ (bottom, staggered conformation). This demon-
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1.1 Molecular Mechanics

Figure 4: Conformations of ethane, as a
result of dihedral angle.

strates the importance of the dihedral angle:

despite all bond lengths and angles being the

same, one would still expect a difference in steric

repulsion between the two examples. The equi-

librium phase angle (γ, in radians) in Equation

8, is compared against the phase angle presented

in the system (φ, also in radians) and multiplied

against a defined amplitude (Vn). In both our

example AMBER and MM forcefields, this peri-

odic function is converted into a Fourier series

by adding two extra terms:

Edihedrals =
∑

dihedrals

V1

2
(1 + cos[φ− γ1]) +

V2

2
(1− cos [2φ− γ2]) +

V3

2
(1 + cos [3φ− γ3]) ,

(9)

with Vn and γn in each term independent of each other. The resulting periodic curves

from both series of forcefield parameters are shown in Figure 3. It should be noted that

the dihedral equation acts as a correction term, and not as a definitive definition of how

the energy changes as one ‘twists’ a four-atom cluster - the non-bonded energy terms

later on must be taken into account, and will likely be greater than what we see with

dihedral energies. This is why the curve for FF99SB looks uncharacteristic of a four

sp3 carbon chain, appearing to favour a gauche (and even eclipsed) conformation than

the antiperiplanar conformation. To simplify (and speed up) calculation, one of the

terms in Equation 9 can be omitted (e.g., both V3 and γ3 equal zero), with a potential

loss of accuracy. Overall, one has to make an informed choice on how to calculate

dihedral angle energy based on accuracy, speed and relevance to the system they want

to model.

In the case of specific four-atom clusters, both AMBER and CHARMM add an

extra function that relates to the non-bonded characteristics of a dihedral[11]:

Edihedrals = ... +
∑

impropers

kϕ(ϕ− ϕeq)2 . (10)

The improper torsion (impropers) term accounts for a plane created from three connec-

ted atoms against the plane created by three atoms that are not necessarily connected

7



1 COMPUTATIONAL THEORY

to each other. In Figure 5, this would be the angle between the planes created by kij

and klj. The CHARMM forcefield adds a further non-bonded dihedral function:

Edihedrals = ... +
∑

Urey−Bradley

kUB(r1,3 − r1,3eq)
2 . (11)

Figure 5: Example of an improper torsion
angle. NB: il does not have to be connec-
ted for this to be considered as an improper
torsion[1].

The Urey-Bradley term is similiar to the

bond length calculation, but instead compares

the difference between two atoms that are sep-

arated by two bonds; in this example illus-

tration, this could be any two atoms from k, j

or l. Overall, these two non-bonded dihedral

terms compensate for any information that is

‘missing’ from the calulations we have covered

earlier, at the expense of a more strict defini-

tion of structural conformation. This will in effect reduce the portability of the forcefield

database5.

Since calculating dihedral energies are again relying on a series of equilibrium val-

ues, a database of Vn, γ, kϕ and ϕ (and in the case of CHARMM, kUB and r1,3) is

required. For AMBER, various spectroscopic experimental and quantum calculation

data was used for its initial database, but parts of this have been replaced for FF99SB,

with information provided from MP2/TZP calculations on Ala-Gly dipeptides and tet-

rapeptides. CHARMM also relies on quantum calculation data, but uses the simpler

HF/6-31G* on alanine dipeptides to derive its coefficients.

So far, only steric (and therefore, repulsive) terms have only been accounted for,

and the effect of altering a bond length or angle could be nullified (or even overcome)

by the attraction of atomic charges or dipolar forces. In both the CHARMM and

AMBER forcefields, two forms of intermolecular interaction exist:

Enon−bonded = EV DW + Eelectrostatic . (12)

The van der Waals (VDW) interaction energy comes from non-polar interactions, where

the instantaneous formation of a dipole induces a dipolar force elsewhere in the mo-

5To demonstrate this, there are two commonly used CHARMM forcefield databases, depending
on what type of molecule is being calculated: CHARMM22 is optimal for proteins, whilst the more
recent CHARMM27 is better suited for nucleotides.
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1.1 Molecular Mechanics

lecule. At far distances, the force is attractive, but at close distances, the electron

clouds of both atoms interact, generating a counteracting repulsive force. A comprom-

ise between the two distances is the point of lowest energy, known as the equilibrium

distance, where the first derivative of the energy is zero. The Lennard-Jones 6-12 po-

tential is used to define the combination of repulsive and attractive forces caused from

non-polar interactions:

EV DW =
∑
i>j

εij

[
rσ
r12
ij

− rσ
r6
ij

]
, (13)

with εij controlling the well depth, rσ being the interatomic distance where the energy

is zero, and rij being the interatomic distance itself. The repulsive force is represented

by the 12th power term in the equation, whilst the attractive force is represented by

the 6th power term. To define the electrostatic energy, the Coulomb energy formula of

interacting point charges is used:

Eelectrostatic =
∑
i>j

1

4πε0

[
qi qj
rij

]
, (14)

where the interaction between the partial charges of the two atoms, qi and qj decays

asymptotically to zero, as the interatomic distance (rij) increases. The partial charge

that each atom in the system is assigned relies on its atomic type.

In AMBER, a derivative of both of these formulas are used to calculate the total

non-bonded contribution to the single-point energy:

Enon−bonded =
∑
i>j

[
Aij
r12
ij

− Bij

r6
ij

+
qiqj
ε0rij

]
, (15)

where coefficients Aij and Bij are defined by:

Aij = εij(Ri +Rj)
12

and Bij = 2εij(Ri +Rj)
6 .

(16)

with εij =
√
εi × εj and R being the VDW radius of the specific atom. Figure 6 shows

an example of the resulting potential energy surface for two aliphatic carbon atoms,

using the FF99SB forcefield parameters. CHARMM uses the same equation for its non-

bonded interactions, but replaces the 2ε term for Bij with ε. For both forcefields, the

9



1 COMPUTATIONAL THEORY

Figure 6: Calculating both non-bonded contributions to the energy between two aliphatic carbon
atoms, using FF99SB.

coefficients ε and R are derived from information provided by Monte Carlo simulations

of alkane molecules, with parameters altered to reproduce experimental density and

vaporisation enthalpies. Regarding partial charges, AMBER names each atom in a

protein system by the same nomenclature (atom type) set out by IUPAC in 1970[14]

where possible, with 42 separate atom types with non-bonded parameters present in

the FF99SB database. Each atom type is assigned a set partial charge value, originally

derived from partitioning a restrained form of the electrostatic potential on a series

of geometry-optimised compounds (using HF/6-31G*). CHARMM employs a larger

number of atom types, with the electrostatic potential from a series of dipeptide models

(also using HF/6-31G*) altered to produce a dipolar moment higher than experimental

values. This was done to achieve higher compatibility with the TIP3P water model,

should explicit solvation be required (Section 1.6.1).

10



1.1 Molecular Mechanics

The addition of all of these bonded and non-bonded contributions provides the total

energy of the system in the gas phase. In the case of AMBER:

EAMBER = Ebonds + Eangles + Edihedrals + EV DW + Eelectrostatic . (17)

This is known as the forcefield equation, and most of the variables rely on a database

of values derived from experimental data, or through the use of ab initio calcula-

tions. However, due to the immense number of conditions that a specific atom could

be in, a database that is adjusted according to the experimental results of a wide

range of molecules will be too approximate to use for a specific application (e.g., using

GAFF (described later) to describe proteins). Oppositely, restricting the source data

to specific types of molecule will increase the accuracy of calculation, but reduce the

portability of the database (as we have not covered a wide region of chemical space).

A compromise is made with the default AMBER and CHARMM databases: only ex-

perimental data on organic molecules were examined, with the intention to restrict the

database to define organic atoms only within a biochemical perspective (alongside some

Group I and VII ions that neutralise overall charge, plus atoms from popular solvents).

Considering that molecular mechanical methods are commonly used for computational

biochemistry (mainly proteins, RNA and DNA) where the systems modelled are far

too large for conventional ab initio methods, this is a rational choice. The AMBER

FF94 database contains 57 unique atom types, while both CHARMM22 and 27 extend

this to 91 atom types. Expanding this to include atoms from other organic systems

that are related to the field of biochemistry (e.g., substrates and drug molecules) is

possible: in the case of AMBER, a secondary database called the Generalised AMBER

Force Field (GAFF) is available to derive the relevant atomic, bonded and non-bonded

parameters required for a successful single-point energy calculation.

1.1.1 Origin of AMBER forcefield parameters

The AMBER forcefield equation is used extensively throughout the investigations de-

tailed in this thesis, acting as the one of the main sources of all MM calculations

performed. Depending on the type of molecule, either one of two forcefield databases

were used:

11



1 COMPUTATIONAL THEORY

FF99, FF03 → FF99SB

The FF99[15] parameters are calibrated for use in proteins, but are also suitable for

use with nucleotides. Equilibrium bond lengths and angles, along with their respective

force constants were derived from spectroscopic and crystollography data on peptide

fragments, used originally for the earlier FF94[12] database. For the VDW paramet-

ers, most values were obtained from the OPLS[16] parameters, involving Monte Carlo

simulations on 36 molecules (in the liquid state) with HF/6-31G(d); the molecules

being representative of all the natural amino acid sidechains. Extra parameters were

generated for the FF99 database using data from Monte Carlo simulations on alkanes

and benzene with the similar6 HF/6-31G*, with the aim to better reproduce vaporisa-

tion enthalpies and densities (increasing accuracy of modelling hydrocarbon regions of

the protein/nucleotide). To produce the partial charges for electrostatic calculations,

GAUSSIAN-94[17] was used to optimise the geometry of a series of 34 molecules in

various conformations (to produce a 82 compound training set) with HF/6-31G*. The

restrained electrostatic potential was partitioned using the same program, in order to

produce the partial charge values for each atom type in the FF99 database.

The equilibrium dihedral angles and force parameters in the FF99 database were

generated from analysing the dihedral potential energy surface of both ethanoic acid

and methyl methanoate, using four basis sets of increasing complexity: HF/6-31G*,

MP2/6-31G*, B3LYP/6-311+G(2d,p) and MP2/6-311+G(2d,p). These values were

later found to produce overstabilisation of the peptide backbone in production MD

calculations, especially with helical complexes. The authors behind the FF99 para-

meters attempted to solve this issue in 2003, with major amendments to the partial

charges of the atom types and the peptide backbone dihedral values (under the FF03[18]

moniker):

• For the revised partial charges, the same 34 molecule training set used earlier to

define the partial charges for the FF99 database was set to two specific dihedral

conformations: simulating alpha-helical behaviour and simulating all other beha-

viour in a protein environment, producing a 68 compound training set. Energy

minimisation of the compounds were performed using the FF94 AMBER force-

field, then RHF/6-31G** using GAUSSIAN-98[19]. Single point energies of these

6The d-shell polarisation function is common amongst the two basis sets. The f-shell that the *
basis set contains, and the (d) basis set lacks is redundant, since none of the systems contain d-block
elements.
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1.1 Molecular Mechanics

compounds were then calculated using the more complex B3LYP/cc-pVTZ, with

an implicit solvation model (IEFPCM, Section 1.6.3) simulating a dielectric of

ε=4. The resulting structures for each molecule in the training set were analysed,

with partial charges for each atom type amended in the forcefield database, such

that it preserves the restricted electrostatic potentials generated through the ab

initio method;

• For the revised protein backbone dihedral parameters, the same energy minim-

isation and single point energy calculation method from the previous paragraph

was performed on the alanine dipeptide and glycine dipeptide. A 2D potential

energy profile of altering dihedral angles in the dipeptide produced data that

yielded the optimum dihedral parameters for glycine (using 36 data points) and

all other amino acids (144 data points).

To test the improved accuracy of this new database, the single point energies of 10

alanine tetrapeptide conformations were calculated using the FF03 database, and com-

pared against the energies derived from LMP2/cc-pVTZ7. The overall RMSD of 0.46

kcal mol−1 convinced the authors that the FF03 database was more effective than FF99

in calculating accurate single-point energies of polypeptides in specific conformations.

A supplementary study in 2006 suggested that these amendments were not suffi-

cient[20], and that there was still a structural bias towards the formation and stabil-

isation of alpha helices. The alternative solution was to amend only the peptide back-

bone dihedral parameters from the FF99 database: glycine and alanine tetrapeptide

structures were geometry optimised at the HF/6-31G* level, with an exhaustive 12-

dimensional grid search of altering dihedral Vn and γ values on these optimised struc-

tures, using LMP2/cc-pVTZ. These produced improved dihedral parameters for the

peptide backbone, and replaced the old values in the FF99 database. To test the effect-

iveness of these new dihedral parameters, the proportion of secondary structures of the

alanine tetrapeptide during an MD simulation in explicit TIP3P solvent was analysed.

Whereas the original FF99 and FF03 databases produced a high proportion of R-alpha

helices, the improved FF99 database agreed with experimental data, with the ‘polypro-

line conformation’ dominating most of the simulation time. Analysing the amide bond

motion in MD simulations of lysozyme and ubiquitin further demonstrated that the

7without f-shell functions; also known as LMP2/cc-pVTZ(-f).
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1 COMPUTATIONAL THEORY

improved dihedral values assisted in producing results closer to experimental values

than the original FF99 dihedral database was able to.

With the values published, this FF99-Secondary structure Backbone (FF99SB)

database is our preferred forcefield for protein and amino acid MD simulations. It is

also used for the majority of the molecular mechanical single-point energy and geometry

optimisation calculations on those same biomolecules.

1.1.2 GAFF

The Generalised AMBER Force Field (GAFF[2]) was designed for best describing the

behaviour of organic molecules that are not peptides nor nucleotides. To make GAFF a

more portable database that can describe the majority of organic molecules, a molecular

training set that is much larger than that used for defining the FFxx databases is

required, covering a multitude of common organic molecular environments.

Bond length values were obtained from either experimental X-ray and neutron

diffraction data, pre-existing data from the FF94 database, or ab initio geometry op-

timisation calculations on a set of ∼2000 small organic molecules, using MP2/6-31G*;

whichever method that produced the most statistically robust values for each bond

type was chosen as the final value for GAFF. Equilibrium bond angles were taken from

ab initio calculations of the same setup, on a set of ∼1800 small organic molecules. An-

gular force constants were transferred from the FF99 database, if available. For those

bonds that could not be described using FF99, a derivative of Badger’s Formula[21] was

used to obtain these missing force constants:

kr = kij

(
1

rij

)m
, (18)

where the force constant, kr is calculated using the equilibrium bond length (rij), an

empirical parameter (kij) and a regression coefficient (m). The latter two are derived

from a least-squares analysis of ab initio vibrational calculations on a small number of

molecules, using MP2/6-311+G(d,p).

Dihedral energy profiles of 200 organic molecules were generated using single point

energy calculations at the MP4/6-311G(d,p) level. A compromise was made between

the complexity (and accuracy) of the basis set and the resolution of the energy pro-

file, by choosing a resolution of 30◦ steps. For the GAFF database, all dihedral
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1.1 Molecular Mechanics

Figure 7: Dihedral potential energy profile of
butan-2,3-dione[2].

values were adjusted, such that the en-

ergy profiles produced by the forcefield

would fit closely to the quantum energy

profile - an example of this is shown in

Figure 7.

Partial charges are not explicitly

defined in GAFF, and the user is re-

quired to manually define the partial

charge of each atom in their molecule of

choice. The authors of the GAFF data-

base suggest partitioning the restricted electrostatic potential, using HF/6-31G*, so

that continuity of charge distribution in the proximity of proteins defined with the

FFxx database is preserved. However, for any system that is larger than a drug mo-

lecule, the computational cost for this may be too large. With this in mind, the

semi-empirical AM1 basis set with bond charge correction (AM1-BCC[22]) was offered

as a suitable alternative for deriving the partial charges of the atoms with the molecule,

and was documented to offer calculated energies similar to that produced when using

the ab initio method. In the AmberTools package (as part of the Amber[23] software

suite), the antechamber script and a derivative of the semi-empirical software MOPAC

6[24] work in tandem to produce AM1-BCC charges for an organic system containing

less than 200 atoms, and output these partial charges into a custom ‘Amber PREP’

format for use in Amber itself. There is also the option to insert your own charges

produced from other methods into the antechamber script, should the case be that ab

initio calculation is possible.

To test the effectiveness of GAFF, a validation test set of 74 molecules were

geometry-optimised using GAFF with AM1-BCC partial charges, and compared against

experimental crystal structure data. Hydrogen-bond energies of 22 base pairs were also

calculated. Results of these tests showed that the average RMS error was at accept-

able levels, but could be reduced if parameters concerning the dielectric constant (ε) of

the molecules were altered to be between 2 and 4. Because of the need for a general-

ised organic forcefield for some molecules modelled in our investigations in this thesis,

GAFF was chosen to define the atoms of small, organic non-peptide molecules in MD

simulations using molecular mechanics.
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1 COMPUTATIONAL THEORY

1.1.3 AMBER energy using the sander module

The main energy calculation module within the Amber software suite, sander 8 is used

for the majority of tasks requiring the use of molecular mechanics: single-point energies,

geometry optimisation and molecular dynamics. Its output to the terminal is useful

as a practical demonstration of how all of the bonded and non-bonded contributions

stated in this subchapter combine to the AMBER equation (in a piecemeal fashion).

Figure 8 shows the output of a single-point energy calculation of a protein in a

solvent environment modelled by the Poisson-Boltzmann implicit solvent model (Sec-

tion 1.6.2). To better understand the output produced, we recall the AMBER equation

(Equation 17), expanded and colour-coded to better link the terminal output with the

relevant sections of the equation:

EAMBER =

BOND︷ ︸︸ ︷∑
bonds

kr(r− req)
2 +

ANGLE︷ ︸︸ ︷∑
angles

kθ(θ − θeq)2

+

DIHED︷ ︸︸ ︷∑
dihed.

3∑
n

Vn
2

(1 + (−1)n+1cos[nφ− γn]) +
atoms∑
j−i=3

kϕ(ϕij − ϕij, eq)2

+
atoms∑
i<j
j−i 6=3

[
Aij
r12
ij

− Bij

r6
ij

]
︸ ︷︷ ︸

V DWAALS

+
atoms∑
j−i=3
j−i 6=3

[
Aij
r12
ij

− Bij

r6
ij

]
︸ ︷︷ ︸

1−4 V DW

+
atoms∑
i<j
j−i 6=3

qi qj
ε0 rij︸ ︷︷ ︸

EEL

+
atoms∑
j−i=3
j−i 6=3

qi qj
ε0 rij︸ ︷︷ ︸

1−4 ELE

.

(19)

The bond, angle and dihedral energies are clearly defined from their names alone. The

non-bonded contributions are split further into two forms, referring to the atoms that

are close in both proximity and bonding (1-4 VDW, 1-4 ELE) and those that are close

in proximity, but not bonding (VDWAALS, EEL). It is worth noting that the total

contribution from 1,4-interactions are repulsive, while the more distant interactions are

attractive (and render the whole non-bonded contribution to the AMBER equation as

attractive).

8Simulated Annealing with NMR-Derived Energy Restraints
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NSTEP ENERGY RMS GMAX NAME NUMBER

1 -7.2423E+03 1.8356E+01 1.2325E+02 CZ 201

BOND = 930.3998 ANGLE = 2395.9503 DIHED = 3157.0188

VDWAALS = -2468.3708 EEL = -22340.3031 EPB = -3828.9885

1-4 VDW = 1070.2334 1-4 ELE = 13746.6603 RESTRAINT = 0.0000

ECAVITY = 95.1187 EDISPER = 0.0000

Figure 8: Example terminal output from sander, colour coded for Equations 19 and 20.

Combining all of these terms will result in the total molecular energy in the gas

phase:

EAMBER,gas = INT + V DW + ELE

= (930.3998 + 2395.9503 + 3157.0188) + (−2468.3708 + 1070.2334)

+ (−22340.3031 + 13746.6603)

= 6483.3689 + (−1398.1374) + (−8593.6428)

= −3508.4113 kcal mol−1 .

(20)

EPB and ECAVITY relate to the contributions from the Poisson-Boltzmann implicit

solvent model of the continuum and solute cavity respectively. Section 1.6.2 defines

the purpose and methods of including these contributions to the AMBER equation.
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1 COMPUTATIONAL THEORY

1.2 Quantum Mechanics

In truth, atoms and molecules do not follow the rules that classical mechanics dictates.

Over 110 years ago[25], Planck suggested that atoms emit discrete (quantised) radiation,

and this was proven soon afterwards. Particles were also shown to exhibit properties

that are characteristic of waves (a wave-particle duality), urging a new definition of

the atom that accounted for these discoveries - this is known as quantum mechanics.

1.2.1 The wavefunction and the Schrödinger Equation

Central to quantum mechanics is the wavefunction (Ψ), which is related to the prob-

ability of the quantum behaviour of a particle (or system). However, the values within

the wavefunction are complex (C) and need to be squared (|Ψ|2) in order to produce

a probability density. In the case of chemistry, if information relating to a molecular

system is inserted into Ψ, then the integral of |Ψ|2 will result in the probability of

existence of that system in any region of space9.

The relationship with the wavefunction includes consideration for energy quantisa-

tion and the wave-particle duality, and so follows experimental observations more ac-

curately. Therefore, by applying information corresponding to all interactions between

every particle in a system via the wavefunction, we can obtain a total energy value for

the system that is much more definitive than what can be obtained through classical

mechanics. This relationship between the wavefunction and the energy is known as the

(time-independent) Schrödinger Equation [26]:

ĤΨ = EΨ , (21)

where Ĥ is the Hamiltonian operator that consists of all components of a quantum

system, which contribute towards the total energy. Ĥ is split into two terms, relating

to the kinetic energy (T̂ ) and the potential energy (V̂ ):

(T̂ + V̂ )Ψ = EΨ , (22)

9Specifically, |Ψ(r)|2 dr, where r is the position vector in Cartesian space (so dr is a volume ele-
ment).
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where

T̂ =
1

2m
p̂2
r . (23)

p̂r is the momentum operator, applicable to all axes of Cartesian space:

p̂x = −i~ d

dx
(in 1D) , p̂x = −i~ d

dr
(in 3D) , (24)

∴ T̂ = − ~2

2m

d2

dx2
(in 1D) , ∴ T̂ = − ~2

2m
∇2 (in 3D) , (25)

with ∇2 being the equivalent of d2/dx2 in three dimensions:

∇2 =
∂2

∂x2
+

∂2

∂y2
+

∂2

∂z2
. (26)

V̂ is derived from Coulomb’s Law and defines the attractive (and repulsive) forces

between charged particles:

V̂ =
1

4πε0

q1q2

|r1,2|
=

1

4πε0

q1q2

|r1 − r2|
. (27)

Since the charges of the two particles (q1, q2) in the systems we are working with are

based on the elementary charge (e), the appropriate section of Equation 27 is replaced:

this will become e2 for repulsive forces, and −e2 for attractive forces. For the sake of

simplicity, we will use atomic units (au)10:

Atomic Unit Equivalent SI unit
Energy ~2/mea0 4.36× 10−18J
Charge e 1.60× 10−19C
Length a0 5.29× 10−11m
Mass me 9.11× 10−31kg

The atomic unit of energy is known as the Hartree (energy) (Eh), and depends on

the Bohr radius11 (a0) and the electron rest mass (me). This unit conversion alters

10As a warning: some literature tend to declare units ‘in au’, and it is up to the reader to figure
out which of the four types of au they are referring to - this can be challenging in some intensive
literature!

11The distance between the proton and electron in the Bohr model of the hydrogen atom.
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Equations 25 and 27 to:

T̂ = − 1

2m
∇2 (28)

and (in the case of electron-electron interaction)

V̂ =
1

|r1 − r2|
(29)

respectively. With units of mass now linked to the electron, the kinetic energy term

(Equation 28) for an electron is just −1/2∇2.

Overall, the Hamiltonian that is applied to the wavefunction, for a multiple particle

system (in au) is:

Ĥ =
N∑
I=1

− 1

2MI

∇2
R +

n∑
i=1

−1

2
∇2

r

+
n∑
i=1

n∑
j=i+1

1

|ri − rj|
+

n∑
i=1

N∑
I=1

−ZI
|ri −RI |

+
N∑
I=1

N∑
J=I+1

ZIZJ
|RI −RJ |

.

(30)

This is the summation of:

• The kinetic energy of all atomic nuclei and all electrons in the system (N and n

respectively), with MI being the mass of the nucleus, I;

• The repulsive energy between all electrons and all atomic nuclei in the system;

• The attractive energy between all electrons and atomic nuclei, with Z being the

atomic number (and therefore charge) of the nucleus.

For the ease of defining the Hamiltonian, block capitals are used for all variables con-

cerning atomic nuclei, and lower case is used for all variables concerning electrons.

1.2.2 Born-Oppenheimer Approximation

The Hamiltonian operator for a molecular system is definitive for any system in the gas

phase (in vacuum). However, the number of components within the potential energy

operator increase significantly as the number of particles in the system increase12.

12Specifically, k(k − 1)/2, with k being the total number of particles in the system.

20
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Despite the benefits of computation in effecting calculation of equations of increasing

size, any method of reducing the number of components within the Hamiltonian is

beneficial for the purposes of efficient calculation.

With a mass of the proton being ∼1800 times larger than the electron, atomic nuclei

move considerably slower than electrons. To put it another way: if atomic nuclei move,

then the electron cloud surrounding it will equilibrate itself to the new environment

very quickly. With this in mind, if one assumes that the atomic nuclei are stationary

(losing their wave-like property), then the repulsion term between nuclei becomes con-

stant. Also, being stationary, the nuclear kinetic term is zero. This approximation is

known as the Born-Oppenheimer Approximation [27, 28]. The now truncated (electronic)

Hamiltonian concentrates on the electron and its interactions with other electrons, and

the fixed nuclei:

Ĥelec =
n∑
i=1

−1

2
∇2

r +
n∑
i=1

N∑
I=1

−ZI
|ri −RI |

+
n∑
i=1

n∑
j=i+1

1

|ri − rj|
. (31)

The wavefunction in Equation 21 is approximated as the product of two compon-

ents: Ψ ' Ψelec ×Ψnuc, of which Ψelec demotes the nuclear coordinates to parameters:

a series of values that if changed, alters the electronic energy and wavefunction13. The

electronic solution to the Schrödinger Equation becomes:

ĤelecΨelec = EelecΨelec . (32)

Figure 9: 1D (bond-stretch) potential energy surface

Not only is this beneficial as a res-

ult of simplifying the overall energy

calculation of the system, but it al-

lows one to examine how the move-

ment of nuclei affects the energy. A

good example of this (for a diatomic

molecule) is the potential energy sur-

face (PES, Figure 9), which shows

the equilibrium distance between two

nuclei. This is essential towards elu-

cidating molecular structures at a

13The electronic coordinates are affected by the nuclear coordinates, but not the reverse.
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global minimum energy (geometry optimisation, Section 1.7) or transition state (Sec-

tion 1.8). When constructing the PES, one must reintroduce the nuclear repulsive

term, after Equation 32 has been solved:

EPES = Eelec +
N∑
I=1

N∑
J=I+1

ZIZJ
|RI −RJ |

. (33)

This is trivial, since the nuclear repulsive term is just additive (applied a posteriori),

and independent of the complexities of the electronic wavefunction.

Ψnuc contains only information regarding the nuclear coordinates, and is only neces-

sary if one wishes to reintroduce movement to the nuclei (i.e., vibrational, rotational,

translational effects).

1.2.3 Many-electron wavefunctions

The electronic wavefunction removes the electron-nuclear correlation, but there is still

a problem in elucidating the correlation between individual electrons. A further ap-

proximation must be made to resolve this: all systems calculated will only contain one

electron. This reduces the electronic wavefunction to just the (fixed) nuclear coordin-

ates, and the 3 Cartesian axes for the single electron, and produces what is classed as

a molecular orbital (MO), with εi being the energy of the single electron in the MO,

ψi.

The electronic Schrödinger equation (Equation 32) can be solved exactly for an

isolated system containing one nucleus and one MO (hydrogen), and the wavefunc-

tion within this exact solution contains all of the atomic orbitals that are familiar to

chemistry: s, px,y,z, dxy,xz,yz,x2y2,z2 , etc. Knowing this, it would be reasonable to use

a combination of these known H atomic orbitals (ϕ) to provide an initial guess wave-

function (ψ) that describes the more complicated MO (consisting of any number of

nuclei):

ψ =
k∑
i=1

aiϕi . (34)

This is known as a linear combination of atomic orbitals [29] (LCAO), with a weight

(a) applied to each atomic orbital (creating a ‘basis set’; see Section 1.5). The MO is

described over a finite number of functions (k), which can be placed in any region of
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Cartesian space, and consist of any type of atomic orbital14.

Following on from this, one must remember that electrons are characterised by a

spin quantum number (Sz = ±~/2, for any given direction z), eventually classing each

electron as either having an ‘up’ or ‘down’ spin. The combination of a molecular orbital

with spatial information (which is ψ), and a function defining its spin is known as a

spin orbital, denoted by χ(x)15:

χ(x) = ψ(r)α(ω) , (35)

with α being for an up spin function; replaced by β for a down spin function.

With the one-electron spin orbital defined, a many electron wavefunction can now

be constructed. This is done by expressing the probability of each electron in the

system to every spin orbital in the system, as a determinant:

Ψelec,SD(Xn) =
1√
n!

∣∣∣∣∣∣∣∣∣∣∣∣∣

χ1(x1) χ2(x1) χ3(x1) . . . χn(x1)

χ1(x2) χ2(x2) χ3(x2) . . . χn(x2)

χ1(x3) χ2(x3) χ3(x3) . . . χn(x3)
...

...
...

. . .
...

χ1(xn) χ2(xn) χ3(xn) . . . χn(xn)

∣∣∣∣∣∣∣∣∣∣∣∣∣
, (36)

for n number of electrons in the many-electron system, and X grouping all x in the

determinant. Being first utilised by Slater in 1929 to link quantum theory to exper-

imental data on atoms with more than one electron[30], Equation 36 is known as a

Slater Determinant (abbreviated as SD). The benefits of using an SD is that the Pauli

Exclusion Principle is followed: if the (impossible) situation of two electrons of same

spin is applied to the same MO, then the resulting determinant will equal zero. Also,

a property of a determinant is that when two rows are interchanged (effectively swap-

ping the coordinates of two electrons, also known as quantum exchange), the sign of the

product changes - this enforces the antisymmetry principle within quantum theory. Fi-

nally, the SD follows the indistinguishable nature of quantum particles, by considering

all electrons situated in all spin orbitals.

14The atomic orbitals used to describe the MO are only used for mathematical representation, so do
not need to follow chemical rules. For example, an sp3 orbital can be generated using a combination
of an s and p orbital, or if it is faster to calculate, multiple s orbitals.

15NB: x is referring to a combination of r and spin, and not a 1D element
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Recall the electronic Hamiltonian (Equation 31), for n electrons and N nuclei:

Ĥelec =
n∑
i=1

−1

2
∇2

r +
n∑
i=1

N∑
I=1

−ZI
|ri −RI |

+
n∑
i=1

n∑
j=i+1

1

|ri − rj|
.

The three terms within this operator are applied to the electronic wavefunction derived

from the SD, multiplied by the conjugate wavefunction, then integrated over real space

to obtain the electronic energy. Through the properties of determinants, this becomes:

Eelec =
n∑
i=1

∫
χ∗i (x)

[
−1

2
∇2

r +
N∑
I=1

−ZI
|ri −RI |

]
χi(x)dx

+
1

2

n∑
i=1

n∑
j=1

[∫ ∫
χ∗i (x1)χ∗j(x2)

[
1

|ri − rj|

]
χi(x1)χj(x2)dx1dx2

−
∫ ∫

χ∗i (x1)χ∗j(x2)

[
1

|ri − rj|

]
χj(x1)χi(x2)dx1dx2

]
.

(37)

Considering a closed-shell system (all occupied MOs are doubly occupied, so an

equal number of up and down spin electrons), we can integrate the spin function out

of Equation 37:

Eelec = 2

n/2∑
i=1

∫
ψ∗i (r)

[
−1

2
∇2

r +
N∑
I=1

−ZI
|ri −RI |

]
ψi(r)dr

+

n/2∑
i=1

n/2∑
j=1

[
2

∫ ∫
ψ∗i (r1)ψ∗j (r2)

[
1

|ri − rj|

]
ψi(r1)ψj(r2)dr1dr2

−
∫ ∫

ψ∗i (r1)ψ∗j (r2)

[
1

|ri − rj|

]
ψj(r1)ψi(r2)dr1dr2

]
,

(38)

with ψ(r) being the molecular orbital, containing only spatial information (used in

Equation 35). Equation 38 is abbreviated as:

Eelec = 2

n/2∑
i=1

hi +

n/2∑
i=1

n/2∑
j=1

[2Jij −Kij] . (39)

The operator within the brackets in the first term on the rhs is known as the core

Hamiltonian (ĥ), which defines the kinetic energy of the electron in orbital ψi, plus the

attraction energy between the nuclei and that same electron. The actions applied to it
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in order to produce its energy are appended to create a term that is abbreviated to hi

(the core Hamiltonian integral):

hi =

∫
ψ∗i (r)

[
−1

2
∇2

r +
N∑
I=1

−ZI
|ri −RI |

]
ψi(r)dr

=

〈
ψi

∣∣∣∣∣−1

2
∇2

r +
N∑
I=1

−ZI
|ri −RI |

∣∣∣∣∣ψi
〉

(in bra-ket notation[31]) .

(40)

The electron repulsion energy is split into two terms:

• The Coulomb integral, Jij, which defines the repulsion energy between the elec-

tron in orbital ψj and all other electrons in the system:

Jij =

∫ ∫
ψ∗i (r1)ψ∗j (r2)

[
1

|ri − rj|

]
ψi(r1)ψj(r2)dr1dr2 (41)

=

〈
ψiψj

∣∣∣∣ 1

|ri − rj|

∣∣∣∣ψiψj〉 ; (42)

• The (quantum) exchange integral, Kij, which defines any modification required to

the electronic Hamiltonian, as a result of two electrons of the same spin swapping

the orbitals that they are situated in:

Kij = =

∫ ∫
ψ∗i (r1)ψ∗j (r2)

[
1

|ri − rj|

]
ψj(r1)ψi(r2)dr1dr2

=

〈
ψiψj

∣∣∣∣ 1

|ri − rj|

∣∣∣∣ψjψi〉 .

(43)

This modification is a result of antisymmetry, and aims to reflect the repulsion

between two electrons based only on its similar spin (with a preference for an

area where co-habitation is acceptable: a Fermi hole).

In summary, the Hamiltonian has been constructed from summing the energies

relating to kinetic, attractive and repulsive forces of the electrons and nuclei within

the molecular system, and through justifiable approximation, increased its application

to computational chemistry. The exact wavefunction, being unknown, is represented

through a combination of (exact and solvable hydrogen) atomic orbital wavefunctions,

with consideration for quantum spin. With these explicit forms for the electronic

Hamiltonian and wavefunction, the (electronic) Schrödinger Equation is calculable,

producing the energy of the system.
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1.3 Density Functional Theory

Despite the wavefunction being well established (Section 1.2.3), there is still the issue

that it relies on 4n variables (three Cartesian axes, plus spin), with n being the number

of electrons in the system - this is due to the consideration towards each electron

being situated in all one-electron orbitals in the system. An alternative method can

be developed, which aims to calculate properties using information that is directly

observable: the electronic density of the system.

The electronic Hamiltonian (Equation 31) requires the position and atomic num-

ber/mass of the nuclei, plus the number of electrons in order to be fulfilled. The latter

of these three is the easiest to calculate, as integrating the electron density (%)16 over

all space will produce the total number of electrons, n:

n =

∫
%(r)dr . (44)

Since we are still following the Born-Oppenheimer Approximation, the nuclei are sta-

tionary point charges. These would perturb the electron density within their proximity,

so it is possible to define the position of the atomic nuclei by local maxima within the

electron density[32]. The magnitude of these maxima (situated at r) also corresponds

to the atomic number of each nucleus:

∂%̄(rA)

∂rA

∣∣∣∣
rA=0

= −2ZA%(rA) , (45)

with Z being the atomic number of nucleus A, rA being the distance from A itself, and

%̄ being the spherically averaged density. The electronic density only relies on three

variables, that being the three Cartesian axes, and is obtainable from experimental

work17, suggesting a simpler method of determining the energy of the system, once the

wavefunction is defined and the electronic Schrödinger Equation is solved (Equation

32).

In attempting to evade generating the wavefunction, early semi-classical approaches

towards calculating the energy of the system were developed. This starts by splitting

16In most literature, ρ is used for the electron density. For continuity with Section 1.4, this will be
relabelled as %.

17Specifically, X-ray diffraction and scanning tunnelling microscopy experiments.
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1.3 Density Functional Theory

the energy into both its relevant kinetic and potential energy terms:

E = T + V (46)

E = Tueg + Vne + Vee . (47)

The potential energy terms are straightforward, with the overall nuclear-electron dens-

ity attraction defined as18:

Vne[%(r)] =
N∑
I=1

∫
ZI

|r−RI |
%(r)dr , (48)

and the repulsion between the electrons within the density defined as:

Vee[%(r)] =
1

2

∫ ∫
%(r1)%(r2)

|r1 − r2|
dr1dr2 , (49)

where r1 and r2 are integration variables, allowing the whole electron density to be

expressed. The definition of the kinetic energy is less simple, and requires an alternative

interpretation.

Consider a system consisting of an infinite number of electrons within an infinite

volume. This volume also contains a uniform distribution (not particulate) of positive

charge, which results in a hetrogenous, evenly-distributed system that is charge-neutral

- this is known as the uniform electron gas (UEG). Returning to Equation 47, the

kinetic energy of the system is calculated by assuming the electron density to consist of

this uniform electron gas. Thomas[33] and Fermi[34] independently produced a finalised

kinetic energy term in 1927:

Tueg[%(r)] =
3

10
(3π2)2/3

∫
%5/3(r)dr . (50)

The combination of the three kinetic and potential terms produce an energy value that

has been calculated using information derived only from the electron density; there is

no reference at all to the wavefunction. The three terms are functionals of %, since %

is a function of the three-dimensional position vector, r. This early concept behind

a direct link between the electron density and the energy is now known as Density

18To retain continuity with Section 1.2, the same formalism for variables (block capitals for nuclei,
lower case for electrons) will be used.
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Functional Theory (DFT).

However, the energy values that emerge from these calculations (known as Thomas-

Fermi DFT ) are significantly inaccurate, with the issue that a system prefers disso-

ciation19. An improvement to resolve this involves including an extra term to Equa-

tion 47, which introduces quantum exchange and correlation effects within the system

(which was ignored in Equation 49). Bloch[36] and Dirac[37] independently derived this

as:

εx[%(r)] = −3

4

(
3

π

)1/3 ∫
%4/3(r)dr . (51)

This improvement creates what is known as Thomas-Fermi-Dirac DFT, and to this

day still holds some use in solid state calculations (with 27/32 replacing the factor

3/4, known as Xα[38]), but is now antiquated in favour of more complex, yet accurate

functionals.

1.3.1 Hohenberg-Kohn Proof

The two forms of DFT explained in the previous subsection are useful in that they

provide a simple method of obtaining the energy of a system, without resorting to

computing the wavefunction. However, its inaccuracies lead to doubt as to whether

DFT is rigorous and not just an approximation. In 1964, Hohenberg and Kohn proved

two theorems[39] that rigorously established the DFT concept:

• Theory 1 (Existence): The electron density determines the external potential (to

within an additive constant).

– The electron density alone is linked explicitly to the external potential; that

which interacts with the electron density (so the uniform positive charge in

the UEG, and the nuclei in a molecular system). An alternative definition is

that it is impossible to obtain more than one series of nuclear positions for

any given electron density in the ground state. This was proven by showing

that assuming the opposite and generating two external potentials (and so

two separate Hamiltonians, Ĥa, Ĥb) from the same electron density leads to

19Recently, it has been discussed that the reason for these inaccuracies comes from the reliance of
only % in calculating T̂ , and that a two-electron integral, η, must be added to better describe the
UEG[35].
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an impossible result when the Schrödinger equation is solved: E0,a + E0,b 6=
E0,b + E0,a (reductio ad absurdum).

• Theory 2 (Variational Principle): For any positive definite trial density, %t, such

that
∫
%t(r)dr = n then E[%t] ≥ E0 [where E0 is the exact ground-state energy].

– This procures a means of optimising the electron density (and so the exact

ground-state energy) of a molecular system through the variational principle,

subject to the constraint that %t contains the correct number of electrons,

n. The combination of the electronic Hamiltonian (Equation 31) and wave-

function (Equation 36) generates a rearranged form of what has been shown

in Equation 37:

Eelec =

∫
Ψ∗

[
n∑
i=1

−1

2
∇2

r

]
Ψ dX +

∫
Ψ∗

[
n∑
i=1

n∑
j=i+1

1

|ri − rj|

]
Ψ dX

+

∫
Ψ∗

[
n∑
i=1

N∑
I=1

ZI
|ri −RI |

]
Ψ dX ,

(52)

which in DFT is expressed equivalently in terms of the electron density as:

Eelec = F [%] +

∫
Vext(r)%(r)dr . (53)

Vext is the external potential mentioned in the first theorem, and requires

the positions of the atomic nuclei and the electron density. F is a universal

function requiring only the electron density. For a series of known nuclear co-

ordinates and a known number of electrons in the system, there are multiple

‘shapes’ that the electron density can take (yet still satisfy the constraints

of Equations 44 and 45). The specific electron density that corresponds to

the ground-state energy of the system (E0) is unknown.

If one defines an initial guess for the exact electron density (trial density,

subscript t), then upon constructing the Hamiltonian and electronic wave-

function based on this information, an electronic energy value will be pro-

duced. The variational principle means that any trial density that is not

the exact electron density will produce an energy that is higher than the
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ground-state energy:

Eelec,t = F [%] +

∫
Vext(r)%t(r)dr ≥ E0 . (54)

With the aim to find E0, the method is repeated again, but with a different

trial density: the %t that produces the lowest energy value is retained, and

the other discarded. This iterative search for the ground-state electron dens-

ity can continue indefinitely, so a rational methodology towards improving

% to some known degree of satisfaction is essential20.

By themselves, these two proofs demonstrate an unequivocal link between the exact

% and a unique Hamiltonian (and so E0). However, the only way (thus far) to obtain

any energy value for the molecular system is through the Schrödinger Equation, which

detracts away from the principle of DFT - this issue would be resolved a year later.

1.3.2 Kohn-Sham DFT

As shown with the early examples of DFT, what is preventing the use of (solely)

the electron density to compute the energy is an accurate representation of both the

kinetic energy term, and the interactions between electrons. Kohn and Sham proposed

a resolution to this problem[40] by assuming that the electrons in the system do not

interact at all, and so can be represented using the same one-electron operators and

Slater Determinant used in MO theory (Equation 36). These fictitious, non-interacting

electrons will have the same ground-state density as the system containing electrons

that do interact with each other, albeit not with the same energy.

Calculating the energy is again a matter of summing up all the kinetic and potential

energy components relating to the system:

E[%] = Tni[%] + Vne[%] + Vee[%] + ∆T [%] + ∆Vee[%]︸ ︷︷ ︸
Exc

, (55)

with Tni being the kinetic energy of the non-interacting electrons, plus Vne and Vee

being the same as that shown in Equations 48 and 49 respectively. The final two

terms are corrections to the kinetic and electron-electron potential energy, based on

the interaction and non-classical repulsion between the electrons: quantum exchange,

20On publication of the theorem, no such suggestion is made.
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correlation and alterations to the self-interaction energy. This correction is relabelled

as the exchange-correlation energy (Exc).

In terms of the Kohn-Sham orbitals, Equation 55 is rewritten as:

E[%] =
n∑
i=1

(∫
χ∗i (x)

[
−1

2
∇2

r

]
χi(x)dx−

∫
χ∗i (x)

[
N∑
I=1

ZI
|r−RI |

]
χi(x)dx

)

+
n∑
i=1

∫
χ∗i (x)

[
1

2

∫
%(r′)

|r− r′|
d(r′)

]
χi(x)dx + Exc[%] ,

(56)

with the terms in blue and purple being the external potential and the Coulomb po-

tential (Vext and Vcoul) respectively. Since the overall electron density can be derived

by integrating the spin orbitals:

%(r) =
n∑
i=1

∫
χ∗i (x)χi(x)d(ω) (57)

=
n∑
i=1

ψ∗i (r)ψi(r) , (58)

we can rearrange Equation 56 in terms of the molecular orbitals:

E[%] =
n∑
i=1

(∫
ψ∗i (r)

[
−1

2
∇2

r

]
ψi(r)dr +

∫
ψ∗i (r) V̂ext ψi(r)dr +

∫
ψ∗i (r) V̂coul ψi(r)dr

)
+Exc[%] ,

(59)

and in terms of the electron density:

E[%] =
n∑
i=1

∫
ψ∗i (r)

[
−1

2
∇2

r

]
ψi(r)dr +

∫
(V̂ext + V̂coul)%(r)dr + Exc[%] . (60)

Recalling the Hohenberg-Kohn theorems, the trial electron density that yields the

lowest energy is that which produces the exact energy. This holds true for an electron

density generated by Kohn-Sham orbitals, so long as Exc is accounted for to ‘bridge

the gap’ between non-interacting and interacting systems. However, an exact definition

of Exc in terms of the electron density is not known (although one must exist), and

developments in the theoretical aspects of DFT tend to concentrate on this area.
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1.3.3 Exchange-correlation functionals

As a reminder, the exchange-correlation functional (Exc) accounts for both the dif-

ference between classical and quantum mechanical interpretations of electron-electron

repulsion, and the difference in energy between the fictitious Kohn-Sham and the real,

interacting electron orbitals:

Exc[%] =

∫
%(r)εxc(%(r))dr (61)

=

∫
%(r) (εx(%(r)) + εc(%(r))) dr , (62)

where εxc is the energy density, in units of energy per electron. This is a function of

the electron density, with units of electrons per unit volume, to produce a single value

for the whole system.

The energy density can be split into two terms: one for exchange, and one for cor-

relation (εx and εc respectively, used in Equation 62). When describing the exchange-

correlation functional used in a DFT calculation, it is usually referred as an amalgam-

ation of two names: for example, using the Slater coefficient for exchange energy, and

the VWN equation for correlation energy is known as SVWN. In literature, this would

preface the basis set used in the DFT calculation.

LDA

The simplest method of calculating εxc is by assuming that the electron density behaves

exactly the same as the UEG (described earlier in this section). This means that εxc

at any position can be derived from the value of % at that position alone (or its local

value), giving the name Local Density Approximation (LDA). Recalling Equation 51,

the formula for the exchange energy density is:

εx[%] = −k
(

3

π

)1/3 ∫
%4/3(r)dr ,

with common values for k being:

LDA variant εx coefficient (k)

Thomas-Fermi-Dirac (LDSA)[36, 37] 3/4
Slater (S)[39, 40] 9/8

Xα[38] 27/32

32



1.3 Density Functional Theory

The correlation energy density was originally omitted from the calculation of Exc

(and is discouraged if Xα is used). This changed when quantum Monte Carlo was

applied to the UEG[41] to generate data that Vosko, Wilk and Nusair used to produce a

functional which accurately describes the local correlation energy density21, commonly

known as VWN[42]. The VWN equation is expressed in terms of rs
22 and four other

empirical constants, which vary according to the occupancy of the molecular orbital

modelled. However, the terms within the equation, which have been determined to

reproduce εc correctly for the UEG for a wide range of density values, are merely

fitting parameters, losing the intuitive style of the overall DFT equation.

GGA

Despite the simplicity of using LDA, it is limited due to the fact that the electron dens-

ity is variable throughout a system. Therefore, a way of improving an LDA calculation

would be to generate a functional that depends on both the local value of the electron

density, and the gradient of the density (related to r):

EGGA
xc [%] =

∫
%(r) (εx[%(r), |∇%(r)|] + εc[%(r), |∇%(r)|]) dr , (63)

where ∇%(r) is the gradient of the electron density. A linear approximation of the

non-linear gradient[44] is used to construct a correction term to the Exc calculated by

LDA:

εGGAx [%] = εLDAx [%(r)] + ∆εx

[
|∇%(r)|
%4/3(r)

]
, (64)

where the term in square brackets on the rhs is the reduced (or generalised) gradient.

Because of the use of this approximation, exchange-correlation functionals of this class

are known as Generalised Gradient Approximation (GGA) functionals.

The first widely used GGA exchange functional is that produced by Becke in 1988

(abbreviated as B[45]), which adopts a form that describes the correct asymptotic decay

of the energy density over a long range, with its single empirical parameter being able

to produce the exact exchange energy for all six (natural) noble gas atoms. This

21The VWN equation is easy to read, but lengthy in its size. The reader is suggested to view the
equation in the original literature[42] or an appropriate textbook[43]

22Effective radius: where the volume of a sphere of radius rs within the UEG contains exactly one
electron.
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method of parametrisation is common, with two key examples being the Perdew-Wang

(PW[46]) and ‘extended’ (X[47]) exchange functionals, which still find use to this day.

Improvements to the calculation of εx come from attempts to use expansion series on the

reduced gradient, producing an energy gradient independent of empirical parameters.

One of these types of GGA exchange functional is that which was produced by Perdew,

Burke and Ernzerhof (PBE[48, 49]), which is what is used throughout the majority of

the work in this thesis related to onetep23.

Equation 64 can also be used to correct εc (a correction term on the LDA produced

value), and the majority of GGA correlation functionals follow this method (such as

PW91[50]). Currently, the most advanced functional that holds common usage is that

produced by Lee, Yang and Parr (LYP[51]), which calculates the correlation energy

using four empirical parameters (fit to the helium atom) alone, avoiding use of the

LDA derived energy. Because of this, it is the only functional to date that cancels the

self-interaction energy exactly in all one-electron systems.

Hybrid/ACM

As explained above, there are multiple types of exchange and correlation functionals

that can be combined to produce the final correction term, Exc. Up to this point, such

combination tended to be one functional for the exchange energy, and one functional

for the correlation energy. However, more chimeric combinations of exchange and

correlation functionals have been shown to produce more accurate results - these are

commonly known as ‘Hybrid functionals ’, and are based on the formally exact Adiabatic

Connection Method (ACM) theory.

Hybrid functionals combine fractions of differently calculated (LDA and GGA)

exchange and correlation energies, plus the Hartree-Fock exchange energy, which is

calculated as a functional of the Kohn-Sham orbitals:

EHF
x [ψi] = −

n/2∑
i=1

n/2∑
j=1

∫ ∫
ψ∗i (r)ψj(r)ψ∗j (r

′)ψi(r
′)

|r− r′|
dr dr′ , (65)

and is exact. The disadvantage to calculating EHF
x is a noticeably increased computa-

tional cost compared to that from a calculation using just singular GGA functionals.

However, if that cost is still realistic for the user, then it is overall beneficial to do so,

23NB: The authors of PBE also created their own parameter-free equation for the correlation energy
(in the same paper). This was also used in the majority of work with onetep.
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since an increase in accuracy is expected.

The most popular hybrid method is the Becke, 3-parameter, LYP (B3LYP[52]) func-

tional.

EB3LY P
xc = (1− a) ELSDA

x + aEHF
x + bEB

x + (1− c) EVWN3
c + cELY P

c , (66)

with the three parameters being a = 0.2, b = 0.72 and c = 0.81. The probable cause

of the increased accuracy (and availability in most DFT software) from this functional

comes not from the chimeric approach of multiple LDA and GGA functionals, but

from including a fraction of EHF
x itself. A study from He et al.[53] concluded that DFT

calculations using GGA exchange-correlation functionals have a systematic error that

underestimates reaction energies, while Hartree-Fock calculations have a systematic

error that overestimates reaction energies: a combination of the two through the use of

an ACM functional merely cancels out the errors of the two component QM methods.

Whilst it is generally true that ACM is more accurate than GGA, which is more ac-

curate than LDA, this assumption should not be taken absolutely. The history of DFT

development shows a wide range of exchange-correlation functionals that were designed

to be either accurate on one specific type of system (and is questionable outside of its

intended scope), or be an effective ‘compromise’ that performs well on a wide variety

of systems. There is also the need to find the right balance between one’s expected

degree of accuracy, and one’s constraints of time and/or resources24. Therefore, it is

the responsibility of the user to benchmark[54] different functionals, review literature

and calibrate their methods (if necessary), in order to generate scientifically credible

information.

24Could time have been saved by ‘downgrading’, which just so happened to generate a satisfactory
result?
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1.4 Linear-scaling DFT methods

1.4.1 Density matrix reformulation of Kohn-Sham DFT

Consider a system that is to be described in terms of quantum mechanics - if the

system is in one quantum state (usually the ground-state), then it is known as a pure

state. The (one-particle) density matrix of this pure state has the following form in

Kohn-Sham DFT[55]:

ρ(r,r′) =
n∑
i=1

fiψi(r)ψ∗i (r
′) , (67)

where ψi are the Kohn-Sham DFT orbitals in the system, and fi are their occupancies.

The electron density can be calculated through the diagonal elements of this matrix:

%(r) = 2ρ(r, r) , (68)

with the factor of two accounting for spin degeneracy in the system.

The energy of the Kohn-Sham system (E) can be obtained from the density matrix

and the Kohn-Sham Hamiltonian:

E = Es + Exc , (69)

or, in its expanded form:

E[ρ] =

∫ [
−1

2
∇2

r′ρ(r′, r)

]
r′=r

dr +

∫
V̂ext(r) %(r)dr +

1

2

∫
V̂coul(r) %(r)dr + Exc[%] ,

(70)

where the kinetic energy term requires the density matrix, as opposed to the density

(Equation 60). As V̂coul corresponds to the interaction between two regions of electron

density, a factor of 1/2 is required to avoid counting the same interaction twice25.

1.4.2 Principle of linear-scaling DFT approaches

The elements of the density matrix contain information on the contribution from each

Kohn-Sham orbital to the overall electron density of the system. Therefore, calculating

25In integrating all space, one will calculate the interaction between electron i and j, and the
interaction between electron j and i, leading to a double count.
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the overall interaction energy between a specific orbital (ψi) and the electron density

requires a piecemeal method - one needs to calculate (and sum) each component inter-

action between ψi and every other orbital in the system. This number of component

calculations will be the number of orbitals in the system (which we will call N). With

this in mind, a complete energy calculation will require repeating these component

calculations for every orbital in the system, thus completing a matrix of information

regarding all component interaction energies between N orbitals with N − 1 orbitals.

As a result, the memory requirement to store such a matrix scales quadratically in

proportion to the number of orbitals in the system (abbreviated as O(N2)).

Each component calculation requires integrating over the entire volume of the sys-

tem. Since this volume will increase in proportion to the number of atoms in the

system (which is related to the number of orbitals in the system, N), the overall CPU

requirement for a single-point energy calculation of the system will scale to the third

power of N (or O(N3)). This is an improvement over Hartree-Fock calculation (which

requires CPU resources that scale O(N4) in general), but the computational cost lim-

its the number of atoms in a single-point energy calculation (of reasonable accuracy)

to less than 100 for a personal computer, and roughly 500 atoms for an academic

supercomputer[56]26.

A method of reducing the scale of calculation is to exploit the exponential decay of

ρ between any two regions of an insulating27 system[58–61]:

lim
|r−r′|→∞

ρ(r,r′) = exp(−γ|r− r′|) = 0 . (71)

The rate of decay (γ) depends only on the bandgap and temperature[62], and so is

independent of the size of the system. Knowing this, one could produce a minimum

value for |r − r′|, of which any density matrix information exceeding that value is

discounted, with negligible loss of accuracy in the overall energy calculation. In other

words, provided that the system has a clear separation between the HOMO and LUMO

energies, a finite spherical region surrounding each atomic nucleus contains most (if not

all) information on the atom, and anything beyond that region is of very little use, plus

would require an excessive amount of effort to obtain it. Exploiting this observation

and resulting assumption to restrict the number of subcalculations required for a single-

26In practice, one approaches the O(N2) limitation in memory before the O(N3) limitation in CPU
resources[57].

27Has a bandgap: ELUMO−EHOMO > 0
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point energy calculation, the computational cost can be reduced from one that scales

cubically, to one that scales linearly (O(N)), leading to the term ‘linear-scaling DFT’.

Experiments applying this concept into practice started in the mid-1990s, starting

with Hierse et al.[63] proving that linear-scaling QM methods could be achieved by

calculating finite sections of a system, and repeating the resultant electronic-structure

information where possible (their example being long-chain alkanes). Hernandez et

al.[64, 65] followed this soon afterwards by demonstrating that a cutoff region of 9Å

(17a0) was required to achieve precision on a periodic cell of silicon atoms. By the year

2000, there had been enough experimentation towards cutoff parameters and methodo-

logies[66] to optimise the elements of the truncated density matrix to produce the exact

ground-state electron density (and therefore the ground-state energy, see Section 1.3.1),

such that the release of a linear-scaling DFT software program was imminent (this being

conquest[67]). Further software followed within the next decade, the most popular be-

ing FreeON[68, 69] (2001), siesta[70] (2002), onetep (2005) and OpenMX[71] (2006),

using alternative methods to generate or optimise the density matrix. Research into us-

ing a cutoff radius for a density matrix generated using GTOs[72] (Section 1.5.1) means

that it is possible to attempt linear-scaling DFT using the Gaussian software pack-

age[73]. As such, these now established and varied approaches to linear-scaling DFT

have led to an increase in interest and publications towards practical applications, now

producing novel information on both biological and inorganic systems[74].

The majority of research that contributes to this thesis comes from the Order-N

Electronic Total Energy Package (onetep[56]), which developed from initial work in

2000 to generate a linear-scaling DFT code that used a plane-wave basis set to generate

the density matrix[75–77], with early tests performed on a working prototype of the code

in 2003[78].
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Figure 10: Left: Single delocalised molecular orbital in 3-chloroctan-1-ol, as used in conventional
Kohn-Sham DFT. Right: Single NGWF that is localised on the O atom in the same molecule.

1.4.3 ONETEP

In the case of onetep, the density matrix is written as:

ρ(r,r′) =
∑
αβ

φα(r)Kαβφ∗β(r′) , (72)

where φ are non-orthogonal generalised Wannier Functions, NGWFs[79], and K is the

density kernel[80], which is an equivalent of the density matrix, but represented in terms

of the NGWFs. Once their form is optimised, the NGWFs are expected to contain the

same information as the Kohn-Sham orbitals of the system undergoing calculation.

These NGWFs, if allowed to delocalise, could extend to an infinite range - in a cubic-

scaling DFT environment, this would be viewed as a molecular orbital which tend to

contain fractions of different atomic orbitals in the system (Figure 10, left).

Truncation of the density matrix is aided by having a cutoff radius for a spherical

region that the NGWFs would be limited to exist within. Additionally, discarding all

elements of the density kernel (K) that are beyond a separate threshold leads to what

is known as a sparse matrix, of which, provided there is sufficient sparsity, the amount

of information in this type of matrix scales linearly according to the number of atoms

in the system (lowering the computational cost in terms of memory requirements).

As an example of how a localised NGWF compares visually, Figure 10 (right) shows

a single NGWF localised on the oxygen atom of the example molecule. From this,

one can see that the NGWFs do not look like (and do not behave) like the atomic

orbitals of a system; they are functions that alter to their chemical environment, as

they are optimised in situ. The combination of all NGWFs in the linear-scaling system
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should look similar to the combination of all delocalised orbitals in the cubic-scaling

system, up to the boundaries of the NGWF localisation region. Therefore, with an

appropriately large enough NGWF cutoff radius, one should be able to achieve the

same solution to the DFT problem that would be generated using cubic-scaling DFT,

but at a linear-scaling computational cost.

In order to calculate the exact single-point energy for a system in onetep, a self-

consistent, two-nested loop method is used, shown in Figure 11. Prior to the self-

consistent section, an initial guess is made for the NGWFs, φα and the density kernel,

Kαβ. The NGWFs are then held fixed while the variational principle is applied to min-

imise the energy with respect to the elements of the density kernel. In order to maintain

a linear-scaling approach to this loop, the density kernel is optimised through the Li-

Nunes-Vanderbilt (LNV) algorithm[81, 82], which is based on the optimisation method

Figure 11: The two-nested-loop method used for a
single-point energy calculation in onetep.

used when the density kernel was first de-

scribed by McWeeny in 1960[80]. This al-

gorithm aims to optimise the density ker-

nel iteratively, until its elements lead to

a converged energy value for the system

(the density kernel becomes idempotent),

and provided that a sparse density mat-

rix is used, scales linearly in relation to

the system size.

With an optimised density kernel, one

energy minimisation step with respect

to the NGWFs (φ) is performed, using

the conjugate gradients method to de-

termine the optimum qk coefficients for

the psinc basis functions[79] (see Section

1.5.4). With a localisation constraint

on the NGWFs, this optimisation step

also scales linearly in relation to the sys-

tem size. Changes in the NGWFs will

destroy the idempotency of the density

kernel, and so the optimisation loop for

K is repeated until convergence is again
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Table 1: Interaction energies between a phenol molecule and the first solvation shell (22 water mo-
lecules), using conventional DFT with Pople basis-sets of increasing complexity (left) and onetep with
increasing NGWF cutoff (right), approaching the hypothetical ‘complete’ basis-set. BSSE correction
performed using the counterpoise scheme[6, 7].

NWChem[83] ∆H ∆H (BSSE corrected)
(kcal mol−1) (kcal mol−1)

PBE/STO-3G -23.17 -7.98
PBE/3-21G -46.48 -12.55
PBE/6-31G* -27.77 -8.95

PBE/6-311+G* -17.71 -8.79
PBE/6-311++G** -12.49 -7.39

PBE/cc-pVDZ -33.26 -7.28
PBE/aug-cc-pVDZ -10.62 -7.04

PBE/cc-pVTZ -19.59 -7.04
PBE/cc-pVQZ -12.41 -7.22

Gaussian[73]

PBE/STO-3G -23.14 -7.97

ONETEP PBE/800eV
(kcal mol−1)

5.5a0 -11.93
6.0a0 -12.86
6.5a0 -10.04
7.0a0 -8.25
7.5a0 -7.44
8.0a0 -7.06
9.0a0 -7.04

achieved. This two-loop method continues until the components of the NGWFs are

optimised to satisfactory criteria, upon which the density kernel will be expected to

be idempotent enough to produce an accurate energy28. From then on, post-energy

calculation actions can be taken, such as calculating partial charges within the system,

or a third loop to optimise the geometry towards the ground (or transition) state.

In summary, the CPU cost of an energy calculation has been reduced from cubic-

scaling to linear-scaling, and the memory cost has been reduced from quadratic-scaling

to also linear-scaling. The radii for the cutoff region for both the NGWFs and density

kernel control this linear-scaling behaviour, but also control the accuracy of calculation,

so are subject to calibration before being used to contribute towards novel work -

Table 1 shows a working example of this, where the interaction (solvation) energy was

calculated between a single phenol molecule and the first solvation shell consisting of 22

water molecules (originally with TIP3P parameters, see Section 1.6.1), as a function of

the NGWF cutoff radius[84]. Through increasing the complexity of the Gaussian basis

set (with infinite cutoff) in conventional DFT, we can see that the interaction energy

value appears to converge at -7.04 kcal mol−1. This convergence is achieved in onetep

by altering the NGWF cutoff radius. As a result of these calculations, all calculations

in this thesis use an NGWF cutoff of 8a0 for all Row 1 and 2 elements29.

28Since the NGWFs are not exact, the density kernel will also not be exact, although the stability
of its idempotency increases as the NGWFs approach the exact values.

299a0 is used for any element in Row 3 onwards.
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1.5 Basis sets

As explained earlier, molecular orbitals are defined in Hartree-Fock calculations using

a basis set of weighted hydrogen atomic orbitals, linearly combined (LCAO; Equation

34) - the emphasis is now a question of how those atomic orbitals (ϕi) are generated.

The most accurate method of generating hydrogen atomic orbitals is through the use

of a Slater function[85]:

S(r) =

√
ζ3

π
e−ζ|r| , (73)

where the square root term acts as a normalising constant, ζ is the effective nuclear

charge, and |r| is the nucleus-electron distance. This function generates the same type

of cusp close to the nucleus (as that which is seen in experiment), and decays exponen-

tially as the electron moves far away from the nucleus. However, there is no analytical

solution to two-electron integrals involving Slater functions, which limits its use in

computational chemistry outside of diatomic orbitals, and so a simpler representation

is essential: one which is both usable within the deeper workings of a Hartree-Fock

calculation, and efficient in its computation, since the function will be used multiple

times.

1.5.1 Gaussian Type Orbital (GTO) basis sets

Figure 12: The 1s hydrogen orbital, represented by
a Slater function (solid blue) and a contracted Gaus-
sian function (dashed blue) formed from three primitive
Gaussians (red).

In 1950, Boys demonstrated[86] that

if the decay within the atomic orbital

function be converted from r to r2

(convert it from a Slater function to

a Gaussian function), then one can

achieve a workable representation of

the hydrogen atomic orbital, which

can be used on all polyatomic mo-

lecules. The issue with using a Gaus-

sian function was now that accuracy

was lost at both extremes of r – the

magnitude of this issue was resolved

by Pople almost twenty years later[87],

by proposing a summation of a fixed
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number (M) of Gaussian functions to best approximate the Slater function:

G(r) =
M∑
ν=1

cνgν(r) , (74)

where the contracted Gaussian function (G) is generated from a weighted (cν) combin-

ation of primitive Gaussian functions, gν :

gν(r) =

(
2α

π

)0.75

e−αr
2

, (75)

where α is an exponent, fitted for optimum approximation of the Slater function for a

specific atom and orbital (Figure 13), when using specifically M primitive Gaussians30.

This approximation works very well for describing the atomic orbital at points further

than 0.5a0 (Figure 12), and due to its simplicity, is the most common method of

generating atomic orbitals in a quantum mechanical calculation31.

Figure 13: STO-3G approximations of the 2s orbital
for carbon (black), nitrogen (blue), oxygen (red) and
fluorine (green).

With an efficient and satisfactory

approximation of the atomic orbital,

now a rational choice for M must be

made, along with a general idea as to

what each contracted Gaussian func-

tion should represent in the system.

The simplest method is to strictly use

M primitive Gaussians per atomic or-

bital, and the minimum number of

atomic orbitals for each respective

atom (so a 1s AO for Row 1 elements,

a 1s, 2s, and three 2p orbitals for Row

2 elements, etc.): known as a minimal

basis set, the most common of these being the Slater Type Orbital (approximated by) M

Gaussians (STO-MG) basis set. A greater flexibility (and accuracy) in generating the

atomic orbitals can be achieved by just increasing the number of primitive Gaussians,

but the increased length of Equation 74 for each atomic orbital evaluated within the

30For example, the three α values for the 1s H atomic orbital using STO-3G are declared to be
3.42525, 0.62391 and 0.16886, using weighting coefficients of 0.15433, 0.53533 and 0.44463 respectively.

31Both Hartree-Fock and DFT, as well as other QM methods
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system increases the amount of processing and memory requirements, and so increases

the computational cost. Pople discovered that the optimum combination of speed and

accuracy occurred when M=3 (so STO-3G), although M values of 2, 3, 4 and 6 are

commonly available in computational chemistry software.

The minimal basis set is useful in constructing atomic orbitals, but can be poor in

its flexibility in representing the different types (and magnitudes) of bonding present

in a real molecular system. One way of improving this is to split the existing num-

ber of primitive Gaussians used in a minimal basis set to generate two contracted

Gaussians for the same atomic orbital, and combine these to generate the final atomic

orbital approximation. This is known as a ‘double-ζ’ basis set, and this method can

be extrapolated to generate a larger number of contracted Gaussians (and add more

primitive Gaussians to improve each component contracted Gaussian), leading to what

are known as multiple-ζ basis sets. As an example, the ‘triple-zeta’ (TZ)[88] basis set

for lithium partitions 10 primitive Gaussians into 6 contracted Gaussian functions: one

contraction of five primitives, plus two contractions of one primitive for the 1s orbital,

and three contractions of one primitive for the 2s orbital (as opposed to 2 contracted

Gaussians with STO-MG alone).

Figure 14: The 2s (valence) atomic orbital for oxygen,
generated using STO-3G (red), 3-21G (blue) and 6-31G
(green). Solid and dashed lines are for inner and outer
valence orbitals respectively, for the split-valence basis
sets.

An alternative approach to a

multiple-ζ basis set is to use only

one contracted Gaussian for the ‘core’

atomic orbitals (which need to be ac-

curately described, but due to their

unlikely role in bonding activity, need

not be flexible in their representa-

tion), and to use more than one for

the atomic orbitals that contribute

to bonding: the valence shell atomic

orbitals. These are known as split-

valence basis sets (also known as Po-

ple basis sets, in respect of their au-

thor[89]). Two contracted Gaussians

are used to generate the valence orbitals, each one representing the inner, compact

region and outer, diffuse region of the valence orbitals respectively.

Convention has led to either three or six primitive Gaussians for each core-orbital
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(X), two or three for the inner-valence orbital (Y ), and one for the outer-valence

orbital (Z), and the notation for communicating this would be X-Y ZG. Examples

that are in common use are 3-21G and 6-31G32. There is a 6-311G basis set, which

splits the valence orbitals threeways (inner, middle, outer valence), and this produces a

marginally improved performance compared to that from 6-31G, for a slightly increased

computational cost.

Basis sets generated from Gaussian functions can be further improved in two ways:

• As atoms get within proximity of each other, the charge distribution of the valence

orbitals perturb slightly (are polarised), appearing to take on some of the shape

that is present in an orbital of higher angular momentum (so s→p, p→d, etc.).

Polarisation functions attempt to reproduce this effect, by generating a (single

primitive) hybrid valence orbital in addition to the core and valence orbitals

already present in the basis set chosen. The presence of these sp, pd and df

hybrid orbitals in the system (for elements in Row 2 onwards) are shown by an

asterisk in the basis set used; two asterisks are used if 1s atomic orbitals are also

polarised (e.g., 6-31G* and 6-31G** respectively);

• If an atom is anionic or in an excited state, the inner-valence electrons extend

beyond the boundary that describes them, resulting in a lack of accuracy if

using a two-split basis set (since the majority of the valence orbital is now to

be described using the lower accuracy of the outer-valence region). Diffusion

functions compensate for this by adding an extra (single primitive) contracted

Gaussian to clarify the properties of the outer-valence region, and their presence

in Row 2 elements onwards are shown by an plus in the basis set used. Two pluses

are used for polarisation on all atoms (e.g., 6-31+G and 6-31++G respectively).

1.5.2 Basis Set Superposition Error

As explained earlier, a system can be described using a specific number of primit-

ive/contracted Gaussian functions. However, a common issue with using such a method

arises when there are intermolecular interactions present in the system, especially if a

computationally-cheap basis set is used.

32These are still approximations of STOs, but to simplify the name of the basis sets at this point
onwards, the ‘STO-’ prefix is dropped.
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Figure 15: Methanol-water dimer. Basis function mix-
ing (high-accuracy region) will occur where the two
monomeric molecular surfaces interact (purple), result-
ing in BSSE.

Consider a dimeric system: the

energy of interaction would be a mat-

ter of subtracting the energies of both

isolated monomers, against the en-

ergy of the dimer. In calculating

the latter, there will be mixing of

the basis functions between the two

monomeric units, where they were

previously isolated. The consequence

of this is that there is a region of

higher accuracy at the interaction region of the dimer (somewhat similar to a doubling

of the number of contracted Gaussians). With a disparity in mathematical represent-

ation of the dimer compared to the two monomers, there is a systematic error that

affects (overestimates) the calculated interaction energy: this is known as Basis Set

Superposition Error (BSSE) and must be accounted for if attempting any interaction

energy calculation using monomers that are represented using a Gaussian basis set.

There are three common methods to reduce the impact of BSSE:

• Since the reason for the error is the fact that there was a (significant) increase

in accuracy by the coincidental increase in basis functions for one region of the

system, it would make sense to increase the number of basis functions used to

represent the monomers themselves in response; choosing a larger basis set. The

‘high-accuracy’ region will still remain, but it is assumed that the number of basis

functions in that region exceeds that which is actually useful for the purpose of

accuracy, and so the resulting BSSE will be greatly reduced. Table 2 supports

this assumption (with BF being the number of basis functions used for the dimer).

This is the simplest method, but obviously comes with an increased computa-

tional cost;

• The second method involves preventing the generation of the mixed region before

the energy calculation is performed. This involves replacing the conventional

Hamiltonian with one that uses an atomic charge operator in conjunction with

the atomic positions (a ‘chemical’ Hamiltonian[90]).

A detailed definition of this alternative Hamiltonian is beyond the scope of this

thesis, but the result is that one can perform energy partitioning of the system,
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Figure 16: Counterpoise correction method. The single-point energies of the dimer and its two
component monomers are calculated, but with the dimer atomic orbital basis functions intact in all
cases, even if unoccupied.

and so exclude the section of the dimer that is susceptible to BSSE from the

energy calculation itself [91];

• The most common method is known as the Counterpoise scheme [6, 92], and will be

demonstrated with a methanol-water dimer (Figure 16). The single-point energy

of three dimers are calculated:

– Left: As usual, both monomers as a dimeric unit, using the combined num-

ber of basis functions from both monomers (BF);

– Centre: All atomic orbital basis functions from Left are transferred and the

calculation repeated, but with the atoms of one of the monomers (water)

converted into ‘dummy’ atoms, with no mass or charge. This alternative

dimer is still generated from the same number of basis functions, BF.

– Right: The same method as that for Centre, but for the other monomer

(methanol).

The BSSE-corrected interaction energy can now be calculated:

∆Einteraction,CP = Edimer − Emonomer1 − Emonomer2 , (76)

BSSE errors calculated using the counterpoise scheme are shown in Table 233.

This method is basis-set consistent, since the same number of basis functions are

used on each of the three dimers in the calculation. However, this method of

33Table 1 in Section 1.4.3 is also another useful resource to observe the importance of BSSE correc-
tion.
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correcting the BSSE energy is approximate in its way of cancelling out the over-

estimation of binding energy caused by the BSSE-prone region, which could lead

to a potential energy surface that is not similar to reality (which can be better

achieved through a more pre-emptive method, such as the chemical Hamilto-

nian method). Despite this, its ease of implementation and simplicity makes it

favourable as a general correction for BSSE.

Finally, the number of single-point energy calculations required to perform a

counterpoise, BSSE-corrected interaction energy calculation is equal to N + 1; N

being the number of monomeric units in the system. Specifically, one only needs

to calculate the component monomers (with the multimeric basis functions in-

tact) and the multimer itself; higher-order BSSE effects from component dimers,

trimers, etc. are negligible[93]. With this in consideration, it is also common prac-

tice to cluster multiple monomers together (e.g., combining all solvent molecules

as one ‘monomer’) to reduce the computational cost, assuming very little change

in accuracy.

Table 2: Interaction energies between methanol and wa-
ter (as shown in Figure 16), with increasing basis set[7].
Units in kcal mol−1.

BF Einteraction BSSE

HF/3-21G 39 -11.088 -4.965

HF/6-31++G** 93 -4.820 -0.630

HF/aug-cc-pVTZ 276 -3.618 -0.077

In benchmark calculations[94], the

latter two methods were found to

yield approximately the same results.

To conclude, what increase there is in

the computational cost through using

a BSSE-correction method is mostly

negated by the flexibility to choose a

less complex basis set (e.g., multiple-ζ → split-valence) and still expect a reasonable

level of accuracy.

1.5.3 Plane wave basis set

Instead of using Gaussian functions, one can use a set of plane wave34 basis functions

to represent the atomic orbitals of the system; plane waves being of the form:

fG(r) = eiG·r , (77)

34A wave of constant frequency, but where the plane that the wave exists oscillates in a wave-like
fashion. Plane waves differ from spherical waves, where the wave would oscillate in a spherical fashion
from a single point origin.
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where i is the imaginary unit, r is the position vector, and G is the wavevector (with

direction along the path of wave propagation, and magnitude corresponding to the

wavenumber). However, an infinite number of functions would be required to describe

an entire (infinite) crystal. To overcome this, one can render the simulation cell as

periodic (infinitely repeats at each axis) and apply Blöch’s theorem[95] to obtain the

equivalent of an infinite crystal, simulated using (in principle) an infinite number of

plane waves in the system, but using only a finite number of functions (as these waves

will repeat throughout the system infinitely, due to periodicity focusing only on the

simulation cell). In order to limit the number of plane waves used in an energy calcu-

lation (which can be tens or hundreds of times the number of primitive Gaussians one

would use in an equivalent calculation using GTOs), the plane waves corresponding

to a wavevector higher than what is considered useful towards calculating the energy

of the system can be omitted: this is similar to confining the plane wavevectors to be

localised within a sphere of radius Gmax from the origin; increasing Gmax will lead to a

more accurate energy calculation, but also increases the number of plane waves in the

basis set, and so increases the computational cost. Regardless, the simplicity of a plane

wave basis set is that one no longer needs to control which type of functions (diffusion,

polarisation, inner/outer valence, etc.) to use, and how many of each are required;

there is only one parameter that controls to the accuracy of an energy calculation,

which is the plane wave kinetic energy cutoff, Ekin.cutoff :

Ekin.cutoff =
G2
max

2
. (78)

A second method of reducing the number of plane waves calculated (with as minor a

sacrifice in accuracy as possible) is to use norm-conserving pseudopotentials[96]. These

pseudopotentials consolidate all core-electrons in an atom, plus the atomic nuclei into a

single unit, described using a modified effective potential, instead of separate Coulomb

potentials that would be applied to the Schrödinger (or Kohn-Sham) equation. This

reduces the number of dynamic, modelled electrons in an atom (usually to those which

are in excess of the preceding Group 0 atom), significantly reducing the number of

electrons in a system that needs to be accounted for in the Hamiltonian. In turn,

this reduces the number of basis set functions that need to be generated, therefore

reducing the computational cost significantly if one has large atoms in their system,

such as those used in inorganic chemistry (or just a large number of small atoms, like
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in bioorganic systems). Another benefit of using pseudopotentials if one has a number

of large atoms in the system (especially any element in Row 5 onwards) is that the

modified effective potential can be adjusted to account for relativistic effects, which

are not obtainable from the electronic wavefunction of the system.

There are various benefits of a plane wave basis set, compared to the more commonly

used GTOs:

• A (near-)infinite number of plane waves to model the molecular orbitals within

a uniform description of space inside the simulation cell, with the simplicity of

being controlled by a single parameter (explained earlier);

• The (atom-centred) primitive Gaussians in a GTO basis set change as they are

moved along the simulation cell of a system. This change leads to slight shifts in

the forces acting from the system, as it is in motion (say, a geometry optimisation

or molecular dynamics calculation) - these are known as Pulay forces[97]. The

plane wave basis set is independent of the positions of the atoms in the system,

meaning all Pulay forces are zero;

• The independence of the plane wave basis set to the positions of the atoms also

means that there is no change to the number of basis functions to describe any

one region. In other words, there are no spontaneous regions of high accuracy

when performing an interaction energy calculation on a polymeric system and

therefore no BSSE.

Despite this, a consequence of using a plane wave basis set is that the simulation

cell must remain periodic in all three dimensions (periodic boundary conditions, PBC).

For a system that would naturally be described as 3D periodic, such as semiconductor

materials, etc., this is ideal. However, systems that should be isolated will be affected

by charge contamination effects from their periodic images. There are two methods

to eliminate these effects and simulate open boundary conditions (OBC): either to

calculate and remove the contributions by the periodic images (such as the Martyna-

Tuckerman[98] or supercell[99] approaches), or increase the boundaries of the simulation

cell while truncating the Coulomb potential past a specific distance threshold. This

results in the distance between periodic images being too great for any Coulomb inter-

action to occur between them; this is known as the ‘cutoff-coulomb’[100] approach.

Plane wave basis sets are well-established, with many QM software packages using

them exclusively, such as vasp[101,102], cp2k[103], Quantum espresso[104] and castep[105].
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There is also the option to use a plane wave basis set within NWChem[83].

1.5.4 Periodic cardinal sine (psinc) basis set (used in ONETEP)

In onetep, the NGWFs that represent the atomic orbitals of a system are generated

through a linear combination of periodic cardinal sine basis functions (psinc func-

tions)[79]:

φα(r) =
∑
k

Dk(r) qk,α . (79)

The entire region inside the simulation cell is spanned by equally-spaced gridpoints (of

which the distance between gridpoints is controlled by the kinetic energy cutoff), with

k representing the gridpoints in the system that the NGWF occupies. Each gridpoint

contains a unique psinc function (D) and an expansion coefficient, q. The psinc function

(in 1D) has the form:

Dk(x) =
1

Ni

sin[π(x− xk)]

sin[π(x− xk)/Ni]
, (80)

with xk being the x-offset in the function and Ni being the period. Figure 17 demon-

strates that at integer points of the x-axis, the value of the function is either 1 (at zero

and multiples of Ni) or 0 (all other integers) - this is the mathematical property of car-

dinality. In effect, this means that the psinc functions do not interfere with each other

at other gridpoints. Another benefit of using psinc functions and a grid-based approach

is that a fast Fourier transform (FFT) algorithm can be used to increase the efficiency

of kinetic energy calculation, however such an algorithm scales at O(N logN), due to

the need to calculate the values of every gridpoint to obtain the energy, even if it is

redundant. onetep resolves this issue by using the ‘FFT boxes’ technique[75], which

calculates the smallest box within the simulation cell that can contain all NGWFs,

then omits all gridpoints outside of that box from FFT, resulting in the algorithm

being linear-scaling.

In tandem with the norm-conserving pseudopotentials, the number of NGWFs mod-

elled for each atom in onetep is user-defined, but the optimal number is the same as

how many orbitals contribute towards the Group 0 element in the row of the element

in question: therefore, one NGWF for Row 1 elements, four for Rows 2 and 3, nine

for Rows 4 and 5, and sixteen for Rows 6 and 7. However, some exceptions apply in
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Figure 17: Periodic cardinal sine function, with xk of 0 and Ni of 9.

relation to chemical context, like modelling sulfur atoms with 9 NGWFs if octahedral

S(VI) atom behaviour is desired, as this would induce the generation of d-shell orbitals

for those atoms specifically.

An issue with using a grid-based approach is that there is likely to be a disparity

between the number of gridpoints used to describe an NGWF situated in one position,

and the number when the NGWF is shifted slightly - an illustrative example of this is

shown in Figure 18. Such a change in the number of gridpoints (and so psinc functions)

alters the accuracy in modelling the NGWFs, and so affects the total energy value of

the system: this is known as the eggbox effect. One example of where the eggbox effect

is a cause for concern is when calculating the relative change in energy between two

systems (e.g., the energy of mutation between benzene and toluene) if the molecules

are at vastly different regions of the simulation cell35.

Outside of using an infinite NGWF cutoff radius (which would return us to cubic-

scaling DFT), error caused by the eggbox effect cannot be truly eliminated, but its

effects can be minimised either by increasing the number of gridpoints in the simulation

cell (increasing Ekin.cutoff ), or by minimising the relative shift of the molecules in the

system. In the case of the previous example, one would superimpose the two molecules,

35As a case study, the fluctuation in energy due to this effect has been documented to be up to 0.14
kcal mol−1 in regards to a single CO2 molecule[106].
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so that there is very little relative difference in position between the two systems. As the

precision error caused by the eggbox effect is oscillatory in regards to the position of the

Figure 18: Two circles of the same radius, translated in
a grid. The blue circle has nine encapsulated gridpoints,
while the red circle has twelve encapsulated gridpoints.

NGWFs along one axis, it is likely

that large systems (hundreds of

atoms and higher) are less affected,

as translating the system will lead to

a series of positive errors from some

sections, but also a multitude of neg-

ative errors from the remainder of

the system. Therefore, the net error

would be close to zero, as a result of

cancellation.

Another, yet former issue with

onetep came from the reintroduc-

tion of Pulay forces into the system,

as a consequence of the localisation

constraints. Recent implementations of the onetep code now allow one to calculate

and correct for these forces, and have been shown to improve convergence of geometry

optimisation calculations[106].
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1.6 Solvent models

Most biochemical processes are performed in a solution environment. In particular,

water is a commonly used and essential solvent, with examples of its wide role in the

world of chemistry being:

• Acting as both an interacting bulk matrix for polar solutes, and a protective cage

for non-polar solutes[107];

• A stabilising medium that protects a solute against external charges (charge

shielding)[108]. This increases the stability of a solute’s molecular structure and,

in the case of a reaction mechanism, transition states[109];

• Assisting in the folding[110], stability and function[111] of proteins.

Therefore when simulating a (bio)chemical system, it is important to account for

the presence of solvent and/or its effects upon the environment. When performing

single point energy calculations or that which branch from it (geometry optimisation,

molecular dynamics, etc.), there are two methods of modelling solvent in the system:

through an explicit solvent model, or through an implicit continuum model. In this

section, we will concentrate on water solvent, but with some customisation or alteration

of parameters, theoretically any solvent can be simulated with either of these models.

1.6.1 Explicit - MM

Water has been known to contain properties unique in comparison to isoelectronically

similar molecules. This means that the GAFF database would be too approximate

to accurately define the water molecule, and even if it was acceptable, the need to

calculate the partial charges for hundreds or thousands of water molecules in a wa-

terbox would be too great for AM1-BCC. Therefore an accurate, static definition of

the single water molecule is required, which can reproduce the properties of bulk wa-

ter at thermodynamic values that are important in chemistry. Using a stiff model

also helps in reducing the computational cost, since only the non-bonded (Coulomb

and Lennard-Jones) interactions change, eliminating the need to repeatedly calculate

bonding energies. Regardless of this approximation for the water molecule, use of an

explicit solvent model generally provides a more accurate result compared to that from

an implicit solvent model (in both MM and QM calculations), possibly due to the
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Figure 19: TIPnP explicit water models, where n=3, 4, 5. Green atoms show the location of the
additional point charges (M) in each model. The oxygen atom in TIP4P is made transparent, to
highlight the close O-M bond.

interaction of the explicit entities reproducing minor fluctuations in the bulk system

that is closer to what would occur in reality.

The first explicit water model was a 4-particle representation in 1933[112], and with

the advent of computational chemistry, parameterisation of the water model against

experimental and QM-derived data led to a series of multiple explicit water specific-

ations that are available as part of computational chemistry software (especially MD

software that uses MM methods) and still in use[113]. There is no ‘gold standard’ into

what water model to use for MM energy calculations, as they all have their own benefits

and disadvantages: some models have been generated to produce optimal values for a

specific series of solutes, while others contribute to a ‘general’ model that aims to work

with either speed or accuracy (or a compromise between both). One of these gener-

alised models that hold common usage in the scientific community is the Transferable

Interaction Potential with n Points (TIPnP) model[114,115].

Figure 19 shows the layout of the three most common TIPnP models: TIP3P,

TIP4P and TIP5P, of which Table 3 summarises the parameters of the water molecules.

The major change in the history of the TIPnP model is that the partial charge is taken

away from the oxygen atom, and applied elsewhere as a non-mass point charge unit

(labelled M) - this is to more accurately recreate the lone-pair regions of the oxygen

atom.

In comparing the bulk water properties of each TIP model, only TIP5P can accur-

ately reproduce the experimental density-temperature curve at a wide range of temper-

atures (between 225-325K)[119]. However, all TIP models reproduce the curve between

290-310K, which justifies the use of the simplest model, TIP3P for MD simulations at

room-temperature. A model with three point charges exist, combining the locations

of the M-atoms from TIP4P and TIP5P to produce a TIP6P model[120]. However, its
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Table 3: Properties of Transferable Interaction Potential models for the water molecule. Charge
is measured in atomic units (e) and in the experimental case, calculated using RESP-MP2/aug-cc-
pV6Z[8].

TIP3P TIP4P TIP5P Expt.

rOH (Å) ——— 0.957 ——— 0.957[116]

ĤOH (◦) ——— 104.52 ——— 104.52[116]

rOM (Å) - 0.150 0.700 -

ĤOM (◦) - 52.26 109.47 -

H 0.417 0.520 0.241 0.342[8]

Charge O -0.834 —— 0.00 —— -0.684[8]

M - -1.040 -0.241 -

Dipolar moment (D) 2.35 2.18 2.29 1.855[117]

AO−O (Å) 3.151 3.154 3.120 2.980[118]

BO−O (kcal mol−1) 0.152 0.155 0.160 -

intended usage is for water-ice study, not as a solvent, plus results from using these

parameters have not been benchmarked extensively against its predecessors.

TIPnP models are designed to act as a stiff model representation of water, yet still

maintain the electrostatic characteristics. As hydrogen-bonding is the underlying cause

for most of water’s unique properties, this approximate model can essentially simulate

the important features of water at the molecular level: examples being a bridging

molecule between two polar regions of a system, or localised buffering of charge that is

uneven throughout the system. An increase in the accuracy of the simulation is possible

by reintroducing vibration into the water molecule, and models exist for this ‘flexible’

representation[121,122], but in the majority of cases, they are surplus to requirements

for a simulation of a system in a solvent environment.

1.6.2 Implicit - MM

As useful as an explicit model is, the number of explicit water molecules required for

a waterbox to surround the solute increases significantly with the size of the solute36,

affecting the computational cost enough to require high-performance computing re-

sources when modelling large proteins. There is also a requirement to ensure that each

explicit water molecule is in a position for optimum solvation: this is fine in the case

of molecular dynamics, since the equilibration phase ensures this. For a single-point

energy calculation, a geometry optimisation step on the solvent would be required,

36Approximately O(log(N)) in relation to the number of atoms in the solute.
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which adds to the time and effort required for something that would be trivial in the

gas phase.

An approximation of the solvent in the system can be achieved by calculating the

surface area surrounding the solute[123,124]:

∆Gsolv =
∑
i

σiAi , (81)

where Ai the solvent-accessible surface area of atom i, determined by a ‘rolling ball’

probe against the Van der Waals surface[125]. In the case of water, this is generally

agreed to be a sphere of 1.4Å radius. σi is an solvation parameter, usually derived by

calibrating against experimental data. This is the simplest method of approximating

solvent in a system, but is not dynamic enough to account for the decay (or increase)

of the dielectric as a function of distance from the surface.

Poisson-Boltzmann

The gradient of the electrostatic potential can be calculated as a function of the electro-

static potential (φ), the combined densities of both the electrons and the atomic nuclei

(%tot, known as the charge density37) and the dielectric constant of the surrounding

medium (ε), which in this scenario refers to solvent. Since it can be viewed that the

explicit solute is perturbing a region of space that would otherwise consist of a homo-

geneous dielectric medium, we need to model how this perturbation occurs inside the

solute region, as well as the expected decay of the dielectric as a function of distance

away from the solute - this is achieved through use of the Poisson equation:

∇ · ε(r)∇φ(r) = −4π%tot(r) , (82)

which is effective for any neutral solute. However, in many cases that demand implicit

solvation (biological systems, like proteins and DNA), the solute is of a charged nature,

requiring counterions in the solvent to balance the charge of the overall system. If ions

are present in the solvent, then a reworking of the Poisson equation is required, known

as the Poisson-Boltzmann Equation (PB equation):

∇ · ε(r)∇φ(r) = −4π%tot(r)− 4π
∑
i

zici e
(−ziφ(r)/kBT) , (83)

37when atomic units are used.
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where zi is the valence38 of counterion i, ci is the concentration of counterion i in the

solvent (at an infinite distance from the solute), and kBT is the Boltzmann constant

multiplied by temperature. Due to the complex nature of this equation, it cannot be

solved analytically, and requires a numerical solution, usually through a grid-based

method. As an example, the volume containing the solute (the simulation cell) is

covered by a grid of user-defined resolution. The electrostatic potential (through the

PB equation) and partial charges are calculated at each gridpoint (n), and a pointwise

sum is calculated:

∆Gpolar,PB =
1

2

∑
n

Q(rn)φreac(rn) , (84)

where Q is the partial charge of the gridpoint, and the electrostatic potential of the

reaction field (φreac) is given by:

φreac = φsolvent − φvacuum . (85)

A weakness of using the PB equation is that only polar interactions are accounted

for; non-polar (dispersion) interactions contribute significantly to the solute-solvent

interaction energies, and must be accounted for the sake of accuracy. This is reasonably

simple to do, being a function of the accessible surface area (Equation 81):

∆Gnon−polar = σA+ b , (86)

where A is the solvent-accessible surface area of the whole solute. σ and b are solvation

parameters that can be defined in relation to the solute in question. In all AMBER

calculations, these are set to values derived from experimental energies of solvation

for alkanes, which have been shown to be proportional to its surface area[126]. This

generalisation works particularly well for organic molecules, with validation calculations

showing errors of 0.4 kcal mol−1 and 0.1 kcal mol−1 for the solvation energies of small

organic molecules and amino acid residues respectively.

A significant saving in the computational cost of performing an energy calculation

is achieved through the use of the Poisson-Boltzmann equation, whilst retaining a good

degree of accuracy. However, if an analytical solution to an implicit solvent model is

preferred, then one needs to use an alternative method.

38Number of electrons in its outer shell.
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Generalised Born

The Born equation is a method of calculating the energy required for a monoatomic

ion to retain its charge in a solvent environment:

G = −1

2

(
1− 1

ε

)
q2

a
, (87)

where q is the charge of the ion, ε is the dielectric constant for the solvent, and a is

the radius of the sphere representing the ion. This is extended to be applicable for

polyatomic molecules (of N atoms) to become what is known as the Generalised Born

Equation (GB equation)[127,128]:

∆Gpolar,GB =
1

8π

(
1

ε0

− 1

ε

) N∑
i, j

qiqj
fGB

, (88)

where ε0 is the permittivity of free space, and q now applies to all atoms, regardless of

charge. All atoms in the solute are treated as spheres of radius a, and fGB determines

the ‘burial’ of each atom in the system as a function of a and the interatomic distance,

r:

fGB =
√
r2
ij + aiaj e−D , (89)

where

D =

(
rij

2
√
aiaj

)2

. (90)

Just like with the PB equation, the non-polar effects are not accounted for, and must

be added separately through a linear function of the accessible surface area (Equation

86).

The Generalised Born equation is significantly faster to calculate than the PB equa-

tion, as no large-scale grid operations are involved. However, the equation is independ-

ent of crucial information regarding the system, such as its temperature and charge

density, leading to a potential loss of accuracy. Another risk comes from the sensitivity

of the equation to fGB, meaning that accurate radii for the solute atoms are essential

towards an accurate calculation[129].

To summarise research into the capabilities of both PB and GB implicit solvation
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models, PB produces a similar capability to TIP3P as a solvent model, with simil-

arly accurate energies of solvation and potential energy surfaces for peptide dimers[130].

However, the same research showed that whilst TIP3P could reproduce the energetic

change between two polar regions as a result of water-bridging effects (observable at

4-6Å), the PB equation did not. For large biological systems that rely on such bridging

water molecules for the purposes of structural integrity (and stability), this oversight

could be crucial. Regarding GB, its approximate nature meant that there was a con-

stant underestimation in the energies used to generate a potential energy surface (com-

pared to both PB and a explicit water model)[131]. However, its ability to generate a

surface of similar topography was not jeopardised, meaning that GB still has a general

purpose as a solvent model.

MM implicit solvation models provide a small time benefit when performing solit-

ary energy calculations of very large molecular systems (tens of thousands of atoms).

However, this benefit is significant when repeating the same calculation for a specific

function, such as molecular dynamics or the MM-PB/SA method of determining bind-

ing energies in complexes.

1.6.3 Implicit - QM

Polarisable Continuum Model (PCM)

The PB and GB equations are useful, and are widely used in MM. They are also

simple to implement in MM energy calculations, since the radius of the atoms and

their resulting charge density are well-defined and not prone to change at any point

in the calculation. However, with a lack of strict atomic radii in a QM representation

(instead, regions of probability surrounding the atomic nuclei), plus the self-consistent,

iterative nature of a QM energy calculation changing the topography of the electron

density means that defining a solute ‘boundary’ is difficult.

There are various polarisable continuum models (PCM) that make attempts to gen-

erate an implicit solvent model for QM calculations, with the original version created by

Tomasi et al. in 1981[132]. These generally work by ignoring the electronic topography

of the solute, using instead the Van der Waals atomic radii to define the solute region

(cavity), then surrounding this cavity with point charges to simulate the solvent39. The

39Tessellating polygons generate a 3D representation of the cavity, and a point charge applied to
the centre of each polygon.
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solvation energy is calculated by summing three terms:

Gsolv = Gele + Gdisp + Gcav , (91)

with each term relying on a different interpretation of the cavity surface - these three

unique cavities are shown in Figure 20. To calculate the cavitation energy (Gcav), the

surface area of the exposed Van der Waals radii (red) is used. For the electrostatic

effects caused by solvent (Gele), an enlarged surface is used (blue, usually 1.2x the

VDW radii), which is smoothed near the regions of atomic overlap, to produce a surface

Figure 20: The three surfaces surrounding the
atomic regions in the polarisable continuum model.

that a solvent molecule is expected

to touch (the solvent-excluded sur-

face). The solvent-accessible surface

area (green) is used to calculate the

dispersion-repulsion forces (Gdisp).

The most common form of PCM

is the ‘integral equation formalism’

(IEFPCM[133]), which uses integral op-

erators (where integrating a specific

function results in a different function)

to solve the solvent contributions to the system, and is the default implicit solvation

model in Gaussian 09. Another common PCM is the Conductor-like Screening Model

(COSMO)[134], which is commonly available in other semi-empirical and QM packages.

However, this generation of boundaries (cavities) between solvent and solute means

that PCM methods have some similarity with both the Poisson-Boltzmann and the

Generalised Born methods, neglecting the gradual transition in the dielectric as one

moves further away from the solute region, which would be what is observed in reality.

Regardless of this, the accuracy of calculating the energy of solvation is not affected,

with a reported mean error of 0.58 kcal mol−1 on aqueous solvation energies for 284

small molecules when using COSMO[135].

ONETEP+MPIS

The implicit solvation model in onetep aims to reintroduce the gradient in the dielec-

tric, similar to the Poisson-Boltzmann model. This is done by replacing the cavity with

a region between solute and solvent, where there is a smooth transition between the
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Figure 21: Decay of the dielectric, as a function of electron density (%): ε∞, %1/2 and β control the
height, width and gradient (at %1/2) of the curve respectively.

dielectric constants of the solute and solvent. This region is defined by the permittivity

of the two phases, and the electron density of the solute:

ε(r) = 1 +
ε∞ − 1

2

(
1 +

1− (%(r)/%1/2)2β

1 + (%(r)/%1/2)2β

)
, (92)

where three parameters are required for such a solvation model to work effectively[136]:

the bulk permittivity (dielectric constant) of the solvent (ε∞), the electron density

value where ε(r) is exactly half of the bulk permittivity (%1/2), and the steepness of the

gradient when one approaches %1/2 (β). An illustration of the decay of the dielectric

as a function of % is shown in Figure 21. Once these parameters are known, the non-

homogenous Poisson equation can be solved to obtain the electrostatic potential at any
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one point in the system:

∇ · (ε[%]∇φ) = −4π%tot(r) , (93)

where %tot is the total charge density, calculated as the sum of the electron density and

the nuclear (atomic core) density.

From there on, the contribution to the energy as a result of solvent can be elucidated,

and updated as the electron density changes (during optimisation of both the density

matrix and NGWFs). Just like the other implicit solvent models described in this

section, the non-polar term is calculated using the linear function of the accessible

surface area (Equation 86), with b equal to zero. In discussing the value for σ, one

can obtain the most accurate non-polar cavitation energy by using the experimental

surface tension of the solvent (γ). However, this will not account for any dispersion-

repulsion energy, and so parameterisation is required to find the best value for σ that is

a compromise between accurate cavitation and inclusion of dispersion-repulsive forces

in the solvent region, which has been shown to be achievable[137]. In light of this, it

is suggested[138] to set σ to 1.33859×10−5 Eh a−2
0 for water solvent, which is indeed

different to the experimental surface tension of γ = 4.7624×10−5 Eh a−2
0 .

This method of using the charge density to define the solute region is similar to the

Solvent Model-Density (SMD[139]) solvation model, which replaces the point charges

on a IEFPCM calculation with the calculated charge density. However, the downside

to this is that in order to achieve accuracy with SMD, several experimental values on

the solvent need to be known: the dielectric constant, refractive index, bulk surface

tension, and acidity/basicity parameters; intrinsic Coulomb radii and atomic surface

tension information for the solute is also required. With the solvation model in onetep

requiring only two of these values, it can be stated that this would be an improvement

over SMD in terms of simplicity.

Validation calculations with this minimal parameter implicit solvent (MPIS) model

have demonstrated an increase in accuracy compared to PCM approaches, regarding

the calculation of solvation energies on small molecules that have overall neutral or

positive charge[140]; a similar degree of accuracy was also observed in comparison to the

SMD model. Regardless of this, the authors state that this could be further improved

by using a hybrid exchange-correlation functional (instead of the PBE functional that

was used in the study).
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1.7 Geometry Optimisation

The energy (and stability) of a molecule is characteristic of its geometry, and the

geometry that leads to the lowest energy of all possible atomic positions is that which

is most favourable for the molecule, known as the equilibrium geometry (with an energy

at the global minimum). This equilibrium geometry would also be observed if one was

to view the molecule, using an experimental method at a temperature of absolute

zero40, and will also be likely to be the starting material or product for a chemical

reaction. Hence when calculating reaction energies using computational chemistry, it

is useful to ensure that the molecular structures of the systems being studied are at

their energy minimum prior to the main calculation.

A way of studying the relationship between the geometry of a molecule and its res-

ulting energy is by generating a potential energy surface (PES), which was discussed

briefly when justifying the Born-Oppenheimer Approximation in generating a solvable

solution to the Schrödinger Equation (Section 1.2.2). Rewriting Equation 33 in an

alternative manner, a PES for a system of N atoms is generated by plotting the elec-

tronic energy of the system, and the sum of repulsive energies between all atomic nuclei

in the system:

EPES({RI}) = Eelec({RI}) +
N∑
I

N∑
J=I+1

ZIZJ
|RI −RJ |

. (94)

For a diatomic molecule, this is a trivial affair, being that one only needs to alter the

distance between the two atoms (I and J), and plot the resulting energy (an example of

this two-atom PES is in Figure 9); determining the equilibrium geometry can be done

by searching for the minimum within the curve. However, for any system containing

three or higher atoms, the PES would be a 3N −6 dimension hypersurface and so

this manual method would be impossible, plus we lose knowledge of the relationship

between the geometry and the total energy. In order to determine the equilibrium

geometry of the system, a mathematical approach will need to be used; the simplest

of these is the gradient descent method (the steepest descent algorithm)[141].

40Realistically, 4K and 77K for neutron and X-ray diffraction experiments respectively. However,
crystal packing and thermal effects must be accounted for in these experiments.
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1.7.1 Steepest Descent

Any geometry for a system will occupy only one point in its resulting (multi-dimensional)

PES. This point will be labelled as X, being a combination of all Cartesian coordinates

for the atoms within the system:

X ≡ (x1, y1, z1, x2, y2, z2, ..., xN , yN , zN) (95)

A single-point energy calculation of the starting geometry is performed, then a trial

perturbation of the geometry in the system is made, with a single-point energy calcula-

tion following - this produces a vector through the PES, and the resulting change in en-

ergy due to that vector, ∆E. Each subsequent step in this minimum search will then be

Figure 22: Steepest descent minimum search. Ideally,
the minimum could be found in four moves (black), but
in reality, the red pathway would be taken (following
the rules for k in Equation 97).

a vector with a direction strictly per-

pendicular to the previous step and,

of the two directions remaining, that

which results in (or is closest to) the

steepest negative change in energy

(−∇E):

Xt+1 = Xt + kt+1 F (Xt) , (96)

where F (Xt) is the vector direction in

relation to Xt, and k is a line search

coefficient. The value of k can be con-

stant, but usually varies according to

other information known throughout

the minimum search. As a simplistic

example, HyperChem[142] alters k at

every step, according to whether its

last step led to a positive or negative

change in the energy:

kt+1 = 1.2k (if ∇Et−1→t) < 0

= 0.5k (if ∇Et−1→t) > 0 .
(97)

One could also vary k in proportion to the magnitude of −∇E. The geometry of the
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system is changed in accordance to this new datapoint, and its single-point energy

calculated to determine the change in energy.

Figure 22 applies the steepest descent algorithm to a potential energy isosurface,

showing the zig-zag nature of the minimum search. The black pathway shows the most

optimal series of moves, stopping at the point of minimum energy along the vector

direction, then repeating this process at perpendicular directions. This is possible

through a line search, where the geometry is continuously shifted in the one dimension

through the PES until a minimum is approached; that minimum being the starting

point for the perpendicular line search (bypassing the need for k). The disadvantage

of this is that many more single-point energy calculations will be required for each

line search (essentially a 1D minimisation), and so the computational cost is increased.

The alternative is reliance on k, shown in the red pathway and traversing along a PES

of unknown topography, eventually finding the region containing (and asymptotically

spiralling around) the minimum. Whilst it may appear sporadic, the minimum was

found without needing any single-point energy calculations inbetween each datapoint.

For its simplicity, there are two major contraindications. Because of its zig-zag

nature, if the PES contains a narrow valley, then it would take many steps in order to

traverse through it, prolonging the minimum search significantly (a good example of

such a problematic PES is the Rosenbrock function[143]). The second issue is that the

steepest descent algorithm generates a search path that spirals around the minimum

instead of approaching it directly. This is due to the shallow nature of the region

containing the minimum (∇E decreasing to an asymptote). It is common practice to

apply convergence criteria where, if ∇E is lower that a set value, then the geometry

is assumed to be at the minimum. Regardless, convergence in the geometry can be

slow as one approaches the minimum. However, it is remarkable in its ability to make

significant changes in the geometry, closing in towards the region of the PES containing

the minimum in as few moves as possible. This is why it is also common practice to

start a geometry optimisation calculation with the steepest descent algorithm, but use

a more sophisticated algorithm when one is close to convergence.

1.7.2 Conjugate gradients

Instead of taking a step in each perpendicular direction, with the magnitude dictated

by k, we shall start again from the first step of the steepest descent algorithm. The
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Figure 23: The conjugate gradient method.

direction followed will remain the

same, but a line search is now per-

formed, taking small and progress-

ive steps further along the direction

through the PES, until the point

where the energy minimum is found

(which we shall call Xt). The dir-

ection of this first move is stored

(F(Xt−1)), and a sampling of a local-

ised region of the PES is performed in

order to determine F(Xt): the direc-

tion of steepest descent surrounding

Xt.

The direction for the next move

in the minimum search can be determined from the information above, using either

the Fletcher-Reeves formula:

β = F (Xt) +
F (Xt)

2

F (Xt−1)2
βt−1 , (98)

or the Polak-Ribière formula:

β = F (Xt) +
F (Xt)(F (Xt)− F (Xt−1))

F (Xt−1)2
βt−1 . (99)

Both formulae hold common use, with the latter more robust (and efficient) as the PES

gains complexity, but does require a slightly higher cost in calculation. A line search

is performed, following the direction of β until the 1D minimum is again found. This

starts a new cycle, beginning with the localised PES sampling, and where F(Xt−1) and

βt−1 are defined by F(Xt) and βt respectively. As these iterative cycles continue, the

geometry is shifted closer towards that which will produce the minimum energy, and

an example of this is shown in Figure 23.

There are more single-point energy calculations required in this algorithm, as a

result of determining the direction of steepest descent by sampling a small part of the

PES at each step. There is also an extra storage requirement for F(Xt−1) and βt−1

throughout the calculation. However, this historical information is useful in that we

can gain an insight into the topography of the hypersurface, and this is beneficial when
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moving the search path through regions of the PES that are either narrow or shallow.

With this in mind, one could suggest generating an estimate for the PES, based on

the entire history of F(X) throughout a calculation.

1.7.3 Newton-Raphson and BFGS

Figure 24: Example 1D PES (black), with its first and
second derivatives (red and green respectively).

Figure 24 shows an example 1-

dimension PES (black). It can be

seen that when the first derivative

(f ′(x)) of that PES is zero, then

we have approached a stationary

point; characteristic of either the

maximum or minimum. In order

to determine which of these two we

have approached, we rely on the

second derivative (f ′′(x)):

Atf ′ = 0, f ′′ < 0 : maximum

f ′′ > 0 : minimum .

(100)

Therefore, if the PES is unknown, then one can augment their search for the equilibrium

geometry by searching for positive values in the second derivative.

Linking this to the hypersurface of the system in question, the Hessian matrix

contains second-order derivatives of the energy, with respect to the atomic coordinates

of the system:

H(f) =
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and the Newton-Raphson method uses this Hessian matrix to guide each search direc-

tion towards the equilibrium geometry, by assuming that the region surrounding the

minimum is quadratic. After each trial step in the calculation, the Hessian is recal-

culated from scratch, to generate a new quadratic function that fits the information

determined from the search history, and the new search direction goes to the assumed

minimum of this new Hessian. Since this means that the entire search history con-

tributes to each iterative search direction, using a method that employs the Hessian

matrix should result in an approach towards the minimum in fewer moves, compared

to the conjugate gradients method. However, this advantage comes at a significantly

increased computational cost, both in memory (to store a square matrix of 3N −6

elements, O(N2)) and CPU requirements (to process the next trial step by inverting

the matrix, O(N3)).

In order to reduce this computational cost, one can avoid the need to calculate the

entire Hessian after each trial step, but rather update it according to new gradient

information. With a series of datapoints on the unknown PES, the secant method

can be used to approximate the region with minimum energy, avoiding the need to

regenerate a new quadratic function over a new Hessian after each single-point energy

calculation of a new section of the PES - these are known as quasi-Newton methods,

with the first one developed by Davidon et al. between 1959[144] and 1963,[145] but has

been replaced by more modern methods, such as the BFGS[146] algorithm, which is

what onetep uses for its geometry optimisation module (for both systems described

using Cartesian[147] or delocalised internal[148] coordinates).

Global minimum

It should be noted that while each method of geometry optimisation have their ad-

vantages, they all share a key disadvantage in that they will converge to any minimum

within the potential energy surface (usually the nearest energy minimum). Therefore,

the optimisation algorithm will approach a energy minimum, and (if possible) analysis

of a localised region surrounding this minimum shows no region where the energy is

any lower. It is possible in this case that there might have been a geometry that led to

a lower energy than the one current, but just further than that region of the PES that

was explored, meaning that the minimum that the algorithm has converged towards

was not the global minimum, but a local minimum.

Converging towards a local minimum can be beneficial, such as in the case of a
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LST/QST transition state search (see Section 1.8.3, where one stage requires optimising

guess geometries to local minima in the PES, in order to approach the transition state

region. However, in cases where the global minimum is essential, a common rule of

thumb is that optimising the geometry of a system that is derived from experimental

(neutron diffraction, X-ray, NMR) data will lead to the global minimum; the two

structures are expected to only differ by minor perturbations brought on by crystal

packing or NMR effects. Where there is no experimental structural data available,

it is essential to strengthen one’s confidence in having achieved the true equilibrium

geometry.

To summarise, there are various methods of increasing confidence that the global

minimum has been reached, such as simulated annealing[149,150], Monte Carlo[151] or ge-

netic algorithms[152,153]: these all centre on sampling the conformational space within

the entire potential energy hypersurface, using either a stochastic (random conforma-

tions) or systematic (exploring regions of the PES that are deemed likely to contain

the global minimum) approach. However, these do not ensure (without any element

of doubt) that the global minimum has been found, but does increase one’s confidence

that it has been found.
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1.8 Transition state

1.8 Transition state

In a chemical reaction within a system (be it a configuration change within a single

molecule, or a change led by interaction between two or more molecules), there will be a

minimum of three states: two of these are the reactant and product phases, which mark

the start and end points of the reaction, and in terms of the potential energy surface,

are situated at local minima (possibly one of them being at the global minimum). The

difference between the energies of the two states is the enthalpy of reaction (∆H) and

the reaction is classed as endothermic or exothermic based on whether ∆H is positive

or negative respectively.

The third state is an intermediary configuration, where the system is at its highest

energy onto which any further shift along the reaction path will inevitably result in the

product phase. The energy difference between the reactant phase and the transition

state is the activation energy, Ea. An alternative explanation of Ea is that it is the

energetic barrier that controls a successful reaction, and is therefore related to the rate

of reaction, defined by the Arrhenius equation:

k = Ae−Ea/RT . (102)

While these are important to know, it is also useful to be able to visualise the transition

state of the system, and especially a visualisation of the evolution of the molecular

species during the reaction. With this, one could explore methodologies to exploit the

reaction mechanism for other purposes (especially if it is biological), or increase the

reaction rate (or in the case of racemic reactions, enantiomeric excess).

Despite the lifetime of a transition state being in the order of femtoseconds (10−13 to

10−14s), it is experimentally possible to elucidate its structure[154]. For simple chemical

systems that require little to no solvent, this is possible through femtosecond Raman

and IR spectroscopy: an early example of this being the transition state of the dis-

sociation of ICN in 1989[155]. Recent developments involve the observation of kinetic

isotopic effects upon an enzyme reaction, along with computation to correlate the per-

turbation data to chemical models and produce a transition state structure, along with

its lifetime[156]. Of course, a computational method of determining the structure (and

energy) of the transition state would be beneficial in terms of cost and effort, plus

flexibility.

For the sake of definition, the first-order (main) transition state is situated at the
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region of the PES between the product X and reactant X where the gradient of one

axis is at its maximum, but all other axes are at their minimum (known as a ‘saddle

point’). One method of validating the final calculated geometry is to perform a vibra-

tional frequency calculation: a true first-order transition state should only contain one

imaginary (C) frequency.

1.8.1 Adiabatic (Drag) method

The simplest method of searching for a transition state is to apply the adiabatic the-

orem[157] where, if one traces a linear pathway through the PES from the reactant to the

product phase (i.e., a linear transformation), and the degrees of freedom responsible

for that linear shift are constrained, then minimising the energy from the remaining

degrees of freedom at all intermediate points of the linear transformation will reproduce

the reaction pathway. Two criteria need to be met in order for this method to work: the

Figure 25: Failure of the adiabatic method on a 2D
PES[3]. The dashed line shows the linear shift in the
single degree of freedom, and filled circles shows the res-
ulting geometries and the perceived reaction pathway.

reaction in question should be of a

simple nature, such that it is reli-

ant only on a single bond length,

rbond (e.g., bond breaking and re-

forming in an SN2 reaction), and the

step size between intermediate points

in the linear transformation must be

very small. The latter comes directly

from the adiabatic theorem, where

the quantum state of the system re-

mains intact in a system, provided

perturbations are small enough.

Starting from the geometry of the

reactant phase, the practical method

is to alter rbond 1/nth towards its

value in the product phase (with

n being the number of intermediate

points). A geometry optimisation

calculation is then performed, with

rbond constrained. The geometry and

energy of that conformation is recor-
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ded, and from that point, rbond is shifted again 1/nth towards the product phase value

and subject to constrained geometry optimisation. This cycle continues, either until

a maximum in the energy profile has been discovered (transition state) or until all n

snapshots have been used (transition state and the reaction pathway).

The disadvantage of using this method is that it is assumed that a single para-

meter in the molecular structure dominates the reaction pathway, and that geometry

optimisation algorithms are suitable for relaxing structures at saddle points. Figure 25

shows the consequence of these assumptions: the calculated reaction pathway is follow-

ing the path of slowest ascent in the PES, which is actually diverging away from the

product geometry. Overall, neither has the actual reaction pathway, nor the transition

state been reproduced. Regardless of this, the adiabatic method has been shown to

produce results in novel research, especially towards generating excited state reaction

pathways[158,159].

1.8.2 Nudged Elastic Band (NEB)

The adiabatic method is borne of simplicity, and so a method that aims to retain

that simplicity, but having in place some mechanism that ensures that the calculated

reaction pathway does not drift too far from the linear transformation would be ideal.

The Nudged Elastic Band (NEB) method[160–162] generates a number of intermediate

geometries along a linear transformation between the reactant and product phases

(following the example from the previous method, this transformation will be rbond),

and applies a ‘spring constant’ between each snapshot. Each snapshot is then subject

to geometry optimisation, with constraints fixed on the degrees of freedom involved in

the linear transformation (so in the example, rbond will be constrained). The purpose of

the spring constant is to provide some sort of limitation towards how far each snapshot

can traverse the PES, relative to its neighbours; they are tethered in such a way that

they remain as evenly spaced as possible. If one snapshot favours a large step change,

then the spring constant acting upon its two neighbouring geometries will either bias

their next move to preserve the even spacing, or bias the trailing snapshot enough to

return closer to its previous position (whichever is the most energetically favourable

for the three).

A key disadvantage in the NEB method is that the results are sensitive to the

spring constant: a constant that is too low allows too much flexibility in the stepwise

movements and, being less hindered in its constrained geometry optimisations, the
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positions of the snapshots cluster away from the transition state (this is known as ‘image

Figure 26: The CI-NEB method with three intermedi-
ate snapshots[3]. The snapshot of highest energy is free
to move without constraint from the spring constants,
allowing it to approach the transition state more easily.

sagging’). Increasing the spring con-

stant will reduce the level of sag-

ging, but one that is too high hinders

the length of the reaction pathway,

leading to a gauche interpretation of

the reaction pathway that doesn’t

pass through the (unfound) trans-

ition state (‘corner cutting’). A

solution to this is, at the end of

the NEB calculation, to zero the

spring constants neighbouring (lib-

erating) the snapshot that currently

has the highest energy, and sub-

ject that snapshot to a 2D geometry

optimisation, configured to search

for the maximum along the vector

between the reactant and product

phases (
−→
RP ‖), and the minimum

along the vector perpendicular to this

(
−→
RP⊥). This drives the snapshot of

highest energy to ‘climb’ towards the

transition state, hence its name of Climbing Image NEB (CI-NEB[163]). Figure 26 shows

an example of the CI-NEB method with the three intermediate snapshots starting as

a linear transformation of equal spacing (top), then altering over five search steps to-

wards convergence. From the final positions of the snapshots (lower set), one not only

has the transition state, but also gains an insight into the reaction pathway. With

enough intermediate snapshots, one also has enough resolution to determine if there

are multiple transition states in the reaction (and gauge their respective magnitudes).

The NEB and CI-NEB methods hold common use in transition state research,

especially in solid state chemistry[164–166], but the method also has proven useful in

both organic chemistry[167,168] and nanochemistry[169].
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1.8.3 LST/QST optimisation

Whilst the NEB is a common method, and useful in a transition state search, the

number of calculations on a large number of intermediate snapshots can be excessive,

especially on large, non-periodic systems. At the cost of sacrificing the projection of

the reaction pathway, we can use an alternative method towards searching for the

transition state that is faster than NEB.

The Linear Synchronous Transit (LST)[170] method starts by calculating the single

point energy of the product and reactant geometries. From there on, a linear inter-

polation between the two stages is formed, and a 1D maximum search is performed41,

with each step in the search aiming to close in towards the region of maximum energy

(so tends to go higher-lower, etc. in diminishing steps). This is the simplest method of

Figure 27: Searching for the LST maximum (black), op-
timising the LST maximum (red) and two QST steps to-
wards the real transition state (solid, then dashed blue).

obtaining a guess for the transition

state, but as shown in Figure 27, this

method (black) is very much prone

to error when applied to a (realistic)

PES with a curved reaction pathway.

In order to improve this result, one

can perform a geometry optimisation

calculation on this transition state

guess, using the conjugate gradients

method (see Section 1.7.2) and with

convergence criteria that ensures that

the geometry is optimised to a local

minimum close the LST maximum

(but not move significantly towards

the reactant or product geometries).

The resulting geometry (red) is

a considerable improvement towards

guessing the structure of the trans-

ition state. However, this can be im-

proved further by performing another

41A weighting function can be applied to bias the search in line with the Hammond-Leffler Postu-
late[171,172] (TS close to R if exothermic; TS close to P if endothermic), with the expectation that
this will speed up the transition state search.
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line search for the maximum; the line in question being a quadratic curve that passes

through the reactant and product stages, plus the transition state guess so far. This is

shown in Figure 27 as the solid blue line, and is known as the Quadratic Synchronous

Transit (QST)[173] method. Once the maximum is found from QST, it is followed by

another conjugate gradient minimisation step. Because the quadratic curve intersect-

ing the reactant, transition state guess and product geometries changes with each QST

maximum-CG minimum step, we can repeat this process, closing in towards the region

of the PES with the transition state until some criteria is met that defines convergence

towards the real transition state.

It is common for both the LST and QST transition state searching methods to be

used in QM software that are optimised (or developed) for speed of calculation, being

availble in dMol3[174,175] (as part of the Materials Studio[176] package), castep[105] and

onetep. Just like the NEB method, the LST/QST method also has common usage

in organic,[177,178] solid state[179] and nanochemistry[180–182] disciplines of computational

chemistry.
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2 Use of electrostatic embedding for QM-corrected

water-solute interactions

The work performed in this chapter is done in collaboration with Stephen J. Fox, and

has resulted in two publications in academic journals[84, 183].

2.1 Introduction

2.1.1 Free energy of binding methods

The majority of interactions in a biomolecular system are binding interactions; usually

a small molecule (the ligand) manages to travel within proximity of the active site of a

large protein (the receptor) and combine to form a complex. The resulting breaking or

generation of chemical bonds on the ligand are essential towards various life processes,

both beneficial and pathological, and so a good understanding of what ligands bind

to a specific receptor, and how readily they do so is important in the drug discovery

process.

The most simple method to calculate the free energy of binding is to just subtract

the energies of the receptor and ligand from a single ‘snapshot’ of the complex, but

this is only applicable to one specific region of conformational space, and is hardly

representative of the system that is actually under thermodynamic motion, producing

an ensemble of binding energies (and entropic forces) that average out to produce the

overall free energy of binding that is more likely to be closer to the value observed in

a bulk, macroscopic environment (experimental values).

Schemes of increasing sophistication have been developed over the years, which

calculate not only the enthalpy of binding, but provides also the entropic contributions:

MM-PBSA

The MM-PBSA[184,185] approach is a common approach towards calculating either re-

lative or absolute binding energies between ligands and large biomolecular receptors,

through a free energy cycle method (shown in Figure 28). An MD simulation of the

complex in a periodic simulation cell of explicit water molecules is performed, and

snapshots are extracted at regular intervals in simulation time. These snapshots are

stripped of all solvent and counterion atoms, and contents of the remainder are labelled

as either receptor or ligand atoms. Binding energy calculations are performed on these
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Figure 28: Free energy cycle, used for the MM-PBSA method.

stripped snapshots, using an MM forcefield for the solute, and an implicit solvent model

(Section 1.6.2) to model the polar and non-polar solvent contributions to the energy;

the models in question being Poisson-Boltzmann (PB) and solvent-accessible surface

area (SA), leading to the name MM-PBSA. The overall free energy of binding is cal-

culated as an average over the binding energies of the snapshots extracted from the

production MD ensemble:

∆Gbind(soln) = ∆Gbind(vac) + ∆Gsolv,complex − (∆Gsolv,ligand + ∆Gsolv,receptor)

= 〈∆Hvac〉+ 〈∆Gsolv〉 − T 〈∆S〉 ,
(103)

where ∆Hvac is obtained from the MM forcefield, ∆Gsolv is obtained through the im-

plicit solvation model, and T∆S is derived from an approximation involving harmonic

vibrational frequency calculations averaged over the MD snapshots. One can assume

that, provided that they are of similar geometry, the entropic contribution between two

different ligands (A and B) are the same, and so is cancelled out if a relative binding

energy calculation is performed:

∆∆GA→B = 〈∆Hvac〉B − 〈∆Hvac〉A + 〈∆Gsolv〉B − 〈∆Gsolv〉A
= ∆ 〈∆Hvac〉A→B + ∆ 〈∆Gsolv〉A→B .

(104)

This means that calculation of the entropy is not necessary if one wishes to use a level of

theory other than MM (semi-empirical or QM), where doing so would be challenging

due to the computational cost. An automated method of performing MM-PBSA is

available within the Amber software suite[186] and, relating to onetep specifically, a
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QM-PBSA method has been demonstrated to perform well in calculating the binding

energies of halomethanes to a ‘tennis-ball’ dimer[187].

Free Energy Perturbation

Free Energy Perturbation (FEP) takes a statistical mechanics approach towards cal-

culating free energy differences, which is robust for systems where the properties of

MD ensembles are similar to each other (e.g., comparing HCN(aq) with HNC(aq)). The

Helmholtz free energy ∆A is obtained according to:

∆AA→B = 〈A〉B − 〈A〉A = kBT ln

(〈
eEB/kBT

〉
B

〈eEA/kBT〉A

)
. (105)

If the ensembles for molecules A and B are the same (as in the atomic positions and

momenta of similar atoms between both systems are the same), then Equation 105 can

be simplified as:

∆AA→B = kBT ln

〈
exp

(
EB − EA

kBT

)〉
A

, (106)

which is known as the Zwanzig equation[188]. An advantage towards using similar

ensembles is that differences in solvent-solvent interaction energies between ensembles

A and B (dominating that from solvent-solute interactions) are eliminated. Considering

that:

∆G = ∆H + T∆S

= (∆A + ∆(PV )) + T∆S ,
(107)

then provided that we use an equilibrated NVT ensemble (such that ∆(PV ) ' 0), then

∆G ≡ ∆A.

To eliminate any abrupt steric and electrostatic effects between solvent and solute

when mutating one system into another, a coupling parameter (λ) is used to generate

hybrid systems that are between A and B (λ values of 0 and 1 being molecules A and

B respectively, with intermediate values corresponding to a ratio of the two). The

energy of a specific hybrid molecule is:

E(λ) = λEB + (1− λ)EA , (108)
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and the Zwanzig equation is rearranged to produce the key equation in the FEP

method:

∆AA→B =
1∑

λ=0

kBT ln

〈
exp

(
Eλ+dλ − Eλ

kBT

)〉
λ

, (109)

with dλ being the interval between a discrete series of mutation steps, progressing from

ensemble A to ensemble B. In practice, this would be achieved by performing a series

of (independent) MD simulations for each λ interval, obtaining averaged energy values

for each mutation step, and combined to produce the final FEP energy.

Thermodynamic integration

At this point, one can propose a value for λ that is so small, that the resulting ∆E for

that interval is near zero. Theoretically, this would produce the highest accuracy of

calculation possible, with all undesired steric and electrostatic effects eliminated. With

this in mind, Equation 109 can be rearranged as a first-order Taylor series:

∆AA→B = lim
dλ→0

1∑
λ=0

kBT ln

〈
1 +

(
(Eλ+dλ − Eλ)

kBT

)〉
λ

. (110)

Since ln(1 + x) ' x for very small values of x, we can approximate Equation 110 as:

∆AA→B = lim
dλ→0

1∑
λ=0

kBT

〈
(Eλ+dλ − Eλ)

kBT

〉
λ

= lim
dλ→0

1∑
λ=0

〈(Eλ+dλ − Eλ)〉λ

= lim
dλ→0

1∑
λ=0

(Eλ+dλ − Eλ) .

(111)

This limit is calculated as an integral; a method known as Thermodynamic Integration

(TI):

∆A =

∫ 1

0

〈
δE

δλ

〉
λ

dλ . (112)
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To make this integration calculation tangible, the integral is approximated by a discrete

representation:

∆A '
1∑

λ=0

〈
δE

δλ

〉
λ

∆λ . (113)

This differs from FEP in that the change in energy is not being evaluated at each λ

step, but rather the average of the derivative of the potential energy of the system.

A well-documented example of TI as a robust method of calculation is the work of

Simonson et al.[189], who used 5 values of λ to predict the pKa of an aspartatic acid

residue in a thioredoxin protein. This work has been converted into a tutorial for

further understanding of the TI method using the Amber software suite[190].

In the Amber software suite, the mutation of the ligand from λ to λ+dλ (which will

be called X and Y in this example) is performed by a three-step process: X is stripped

of its charge, then the uncharged X is mutated to uncharged Y. The third step then

reapplies the charge into Y. The sum of the three differences in energy from those three

steps produces the energy of perturbation for that λ value. This method yielded better

results compared to the conventional one-step process of mutating X to Y as-is.

2.1.2 QM/MM systems

In attempting to model a biomolecular system, one is usually faced with an important

decision as to what level of theory to use: molecular mechanical methods have the least

computational cost, allowing the generation of molecular dynamics (MD) simulations

of the system (in solvent) to be performed within a reasonable time. These simulations

also offer ‘snapshots’ of the system in a more thermodynamically realistic chemical

environment, of which one would hope to achieve accurate binding energy data from.

However, molecular mechanical methods are hindered by various flaws, such as the

need for every atom, bonding and non-bonding interaction to already be defined in

the forcefield database, plus a lack of calculating energy contributions from quantum

effects, such as spin-polarisation. Systems that suffer the most from both of these

key flaws are the metalloproteins, such as cytochromes and globins, where there are

a lack of forcefield parameters for the metallic ions. Quantum effects also dictate the

structural and reactive nature of these proteins, so omitting them can lead to erroneous

reaction data as well.

Modelling a system using quantum mechanical methods would lead to the most
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Figure 29: QM/MM (left); Electrostatic embedding, as implemented in onetep (right).

robust data, since such parameterisation is not required and, what with the nature

of the wavefunction and Hamiltonian making this a low-level model, quantum (and

relativistic) effects are accounted for. However, the computational cost is far too high

to perform a single energy calculation on the entire system, let alone an MD simulation,

so a compromise is made in that snapshots are extracted from an MD simulation using

MM methods, then energy calculations are performed using a QM method. Even then,

the computational cost could still be excessive, and truncating sections of the system

that are judged to be of little use towards the overall function of the system is often the

best course of action in this situation. These leave systems that have been reduced from

thousands, to tens of atoms: usually just the active site of the system, and the ligand

in question. Whilst the accuracy of calculated energy may be much higher than that

obtained from MM, exposing the active site to vacuum (or implicit solvent), where it

was previously buried within a proteinous environment may lead to a reaction pathway

that is unrealistic - leading to erroneous binding energies.

Since the presence of these truncated atoms are important towards the accuracy of

modelling a reaction pathway, albeit not contributing directly to the reaction itself, it

would be beneficial to reintroduce them into the system. This can be done with very

little increase to the computational cost by describing them using MM, producing what

is known as a QM/MM system; the first instance of QM/MM was a study by Warshel

et al. in 1976[191], into the cleavage of a glycosidic bond by lysozyme. Figure 29 (left)

shows an example of a QM/MM system, where the active site of the protein (in this
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example, the haem-b molecule in cytochrome P450) and the ligand bound to it is to

be described using QM methods (the ‘quantum’ system, shown as space-filling atoms),

whilst the remainder of the protein and the surrounding solvent is to be described using

MM methods (the ‘classical’ system, shown as sticks). A common example of a current

QM/MM method in common use is the ONIOM method[192], available in Gaussian[73]

and NWChem[83]. This generally works by creating two regions: the ‘inner’ region that

will only be described using a basis set of high complexity (which we shall call α),

and the ‘outer’ region that constitutes the remainder of the system, to be described

using a basis set of low complexity (labelled as β). The interesting point to note is

that the valency of the inner region is satisfied (hydrogen atoms replacing any broken

bonds), and so can be treated as a separate system. The energy of the outer region is

obtained by subtracting the energy of the inner region from the energy of the entire

system (both using β). This is combined with the energy of the inner region (using α),

to produce the final ONIOM energy:

EONIOM,whole = Eα,inner + Eβ,outer

= Eα,inner + (Eβ,whole − Eβ,inner) .
(114)

The flexibility of ONIOM is that α and β can be any basis set, either QM or

MM. One can also define multiple regions, so long the valencies are satisfied for each

layer, and the ONIOM equation is rearranged accordingly; an example for a 3-layered

QM/QM/MM system is provided by the ONIOM authors[193].

2.1.3 Electrostatic embedding module within ONETEP

Usually, the separation of a system into an inner, high-accuracy and an outer, lower-

accuracy region requires the cleavage of bonds. As explained earlier with ONIOM,

hydrogen atoms replace the bonds that are cleaved, but this stopgap solution is a

potential source of error. However, with cubic- or- quartic-scaling QM methods, this

is the best compromise and, using cytochrome P450 as an example, QM/MM is more

widely used for binding studies[194,195], compared to significantly cleaved, QM-only

systems[5].

Due to its linear-scaling nature, onetep faces a different problem: it is more than

capable in modelling an entire protein (500-5000 atoms) using DFT, and with enough

computational resources, the entire protein in a periodic waterbox of reasonable thick-
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ness (5000-15000 atoms). The question is whether we can save the computational cost

of a DFT single-point energy calculation by demoting some of the water molecules

inside this periodic waterbox to a basis set of lower quality, whilst at the same time

maintaining the accuracy of calculation. Taking the assumption that modelling the

whole solute using QM is important, the only molecules that will be modelled us-

ing this lower basis set will be solvent and counterion atoms that are not physically

bound to the solute, but still have intermolecular influence - this bypasses any concerns

relating to bond cleavage, and how to address it.

A study by Shaw et al.[196] showed that the accuracy and precision in a QM/MM

calculation of a single, QM-described water molecule inside a periodic TIPnP waterbox

was sensitive to the choice for both the QM method and the MM forcefield. This sens-

itivity comes from the generalisation of the intermolecular interactions between solvent

and solute, plus a lack of polarisation effects in the majority of MM forcefields. An

alternative approach to the QM/MM approach is to use a frozen-density embedding

approach[197], where a high-accuracy region (where the electron density is optimised)

is embedded within the frozen density of a low-accuracy region. In our electrostatic

embedding method, we replace the atoms of the low-accuracy region with point charges

(Figure 29 (right)), coupling the quantum and classical components only through elec-

trostatic interactions, but only requiring one energy calculation per QM/MM system

(as opposed to ONIOM, which requires three or five, for a 2- or 3-layer system respect-

ively).

To define electrostatic embedding in a quantitative manner, a region of the system

(consisting of Nat atoms, which will be described in the normal QM manner) is ‘em-

bedded’ in an environment of Nemb atom-like charge distributions, each of which are

localised around a specific point in the simulation cell, Ra. The energy of the whole

system is composed of three terms:

EQM/q = EQM + Eint + Eq , (115)

where EQM is the energy of the quantum region, with the electron density (or wave-

function) polarised by the electrostatic potential caused by the embedded charge distri-

butions42. The sum of the individual energies of interactions between the electrons and

nuclei of the quantum region, and the embedded charge distributions of the classical

42The quantum region is perturbed by a ‘reaction-field’.
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region produces:

Eint =
Nat∑
J=1

Nemb∑
a=1

ZJ

∫
qa(r−Ra)

|r−Ra|
dr−

Nemb∑
a=1

∫ ∫
qa(r−Ra) %(r′)

|r− r′|
dr′dr , (116)

where the first term on the rhs is the Coulomb energy of interaction between the Nat

nuclei (with atomic number ZJ) and the Nemb embedded charges (of charge qa). The

second term refers to the Coulomb interaction between the embedded charges and

the electron density, %. r relates to the regions of space where these interactions are

evaluated. What remains is to elucidate the electrostatic energy between the embedded

charges themselves:

Eq =

Nemb∑
a=1

Nemb∑
b=a+1

∫ ∫
qa(r−Ra) qb(r

′ −Rb)

|r− r′|
dr′dr . (117)

In onetep, the embedded charges are applied from the start of the two-loop op-

timisation (as opposed to applying them after calculation of the quantum region alone,

and using the charges as a ‘correction term’). This allows the electron density of the

quantum region to polarise (equilibrate) within the reaction field during the NGWF

optimisation stage. In order for this to occur, the Kohn-Sham Hamiltonian needs to

be amended:

ĤKS/q = T̂ + V̂ext + V̂coul + V̂xc + V̂emb , (118)

where the electronic kinetic, external potential, Coulomb potential and exchange-

correlation operators (see Section 1.3.2) are augmented with an additional operator

relating to the embedded charges (V̂emb):

V̂emb(r) =

Nemb∑
a=1

∫
qa(r

′ −Ra)

|r− r′|
dr′

=

Nemb∑
a=1

ν̂
(a)
emb (r−Ra) ,

(119)

where ν̂
(a)
emb is the potential energy contribution (to the Hamiltonian) from each embed-

ded charge distribution in the system.
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2.1.4 Aims and objectives

In this work, we aim to investigate the benefits (if any) of large-scale quantum mechan-

ical calculations as a way of including electrostatic and charge transfer effects, which are

usually unaccounted for in conventional free energies of binding calculations. This will

be implemented by performing thermodynamic integration calculations of the system

using molecular mechanics, then using single-point energy calculations of the MM-

derived ensembles of the system using DFT to generate an MM→QM correction term

that will augment the final TI value. As a demonstration, we will apply this method to

calculate the relative free energies of hydration in six small aromatic molecules, with

the amber forcefield and onetep for the MM and QM calculations respectively.

In order to produce results within a reasonable time, electrostatic embedding will

be used within onetep, and a preliminary investigation is performed to determine the

optimum ratio of QM-to-EE in describing the solvent atoms in the system. We also

investigate whether the size and total charge of the solute (described completely using

QM) affects this ratio, or the overall accuracy.

2.2 Original calculation parameters

Unless stated otherwise, the same methods and parameters were used for generation

and calculation of all systems in this chapter:

2.2.1 Molecular Mechanics/Molecular Dynamics

All solutes were generated and geometry optimised using the MMFF94x forcefield in

MOE2011.10[198]. However, in the case of the lysozyme protein, this was not generated,

but taken from the crystal structure data (accessible through PDB code 1LI2), checked

and protonated using MOE. All water molecules present in the crystal structure data

were erased, and the resulting system not subject to geometry optimisation at that

stage. Using Amber version 10[199], the total charge of the system was balanced through

the use of Na+ or Cl− counterions, and a periodic rectangular waterbox then applied to

surround the solute in TIP3P explicit water, with geometry optimisation performed on

all hydrogen atoms within the system to prepare it for molecular dynamics simulation.

The equilibration stage of the MD simulation for the lysozyme protein involves

heating the system gradually from 100K to 300K over 200ps using an NVT ensemble,

but with strong (1000 kcal mol−1Å−1) restraints applied on all heavy atoms on the
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solvent and all atoms of the solute. This was followed with a 200ps NPT ensemble

at 300K, then a 100ps NVT cooling of the system to 100K, with the same restraints

set in place. A series of geometry optimisation calculations followed, reducing the

restraint on all heavy atoms within the system over nine stages43. With all restraints

now eliminated, the system is reheated to 300K over 200ps, and this temperature

kept constant for another 200ps, both using an NPT ensemble. At this point, the

energy and density of the water within the simulation cell were considered to have

been equilibrated, as the root mean squared deviation of the backbone atoms from

the starting structure remained constant at 0.75Å . For all other solutes (not lysozyme

protein), the equilibration stage was much simpler: heating of the system to 300K over

300ps using the NVT ensemble, regulating the pressure and density of the system using

an NPT ensemble for 200ps, concluded by a 200ps NVT ensemble at 300K. Production

calculations were NVT ensembles with the temperature at 300K. For the small systems,

this ensemble ran for a duration of 1ns, whilst the protein system ran for a duration of

10ns.

All MD simulations used the Langevin thermostat, and the Particle Mesh Ewald

(PME) sum for the long-range electrostatic interactions. A 2fs timestep was achieved

through use of the SHAKE algorithm. All amino acid molecules were described using

the FF99SB forcefield, the non-amino acid solutes described using the Generalised

AMBER Force Field (GAFF[2]) with AM1-BCC derived partial charges (through the

antechamber tool in the Amber 10 package). The periodic waterboxes were set up, so

that there is at least a 15Å region between the solute and the faces of the simulation

cell; for all small systems, this required between 1500 and 1600 water molecules, and

for the protein, exactly 9053 water molecules were required.

In preparation for all interaction energy calculations (to be calculated through MM

or QM), all production MD trajectories were post-processed using the ptraj tool within

the Amber software suite: the system was re-centred, so that the solute is at the centre

of the simulation cell, plus all water molecules in the system were indexed according to

their distance to the solute; the purpose of the latter is to make possible the generation

of solvation spheres, as is explained later on in this chapter.

43500, 100, 50, 20, 10, 5, 2, 1 and 0.5 kcal mol−1Å−1
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2.2.2 ONETEP

In all of the following calculations in this section using onetep, convergence of the

single-point energy calculations is defined as an RMS gradient threshold of 2 × 10−6

Eh a0
3/2 for the NGWFs (outer loop), plus a manual examination of the calculation

output data, to check if the total energy has converged to 0.0002 Eh (0.13 kcal mol−1).

This results in single-point energy calculations that require between 15 and 22 NGWF

iterations to achieve convergence, bearing no relation to the system size. A kinetic

energy cutoff of 800eV is used and all NGWFs in the system are restricted to a region

of 7.0a0 radius. 4 NGWFs are used for all heavy atoms, and 1 NGWF is used for all

hydrogen atoms, using pseudopotentials optimised for the PBE exchange-correlation

function (which is the chosen xc-functional in these calculations). Contributions to

the energy as a result of dispersion forces are included as an empirical correction, with

‘damping function 1’[200] used. As a reminder, due to the plane-wave basis set that

is used within onetep, it is not necessary to apply measures to correct for basis set

superposition error (Section 1.5.3).

Due to the uneven spatial distribution of atoms throughout all of the systems ex-

amined in this study, their levels of ‘nearsightedness’ (Section 1.4) differ in all directions,

making validation for an optimal density kernel cutoff threshold difficult and, consid-

ering the wide range of elements and solute sizes, limited to one specific system. With

that in consideration, the density kernel was not truncated throughout any single-point

energy calculation performed on any system in this study. Regardless, this easing of

the restrictions set upon the density kernel only affects the calculations within the

inner loop of the overall onetep single-point energy calculation, with the remainder

still linear-scaling. As a result, the calculation of systems consisting of thousands of

atoms is still achievable, albeit at a (reasonably) higher computational cost.

To meet the computational needs as the study progressed, calculations were per-

formed using the Iridis and HECToR supercomputers, located at the University of

Southampton and University of Edinburgh respectively44. Depending on the size of

the system, each single-point energy calculation required between 24 and 256 CPU

cores.

44More information available at http://cmg.soton.ac.uk/iridis and http://www.hector.

ac.uk/ .
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Figure 30: Electron density isosurfaces (0.2 e a−30 ) of the ASP·(H2O)2 complex, with qO = −4.0 e.
Spilling of electronic density observed when point charges (left) are used, but not observed when
Gaussian charge distributions (right) are used.

2.3 Validation of electrostatic embedding module

2.3.1 Charge spilling

In the implementation of electrostatic embedded charges within onetep, two charge

distributions are available: the first is a strictly pointwise distribution, where a discrete

charge is applied to the location provided (R), but does not extend throughout any

region beyond that point. The second is a Gaussian distribution:

qp(r) = Zp(αp/π)3/2e−αpr2

, (120)

where Z acts as a normalisation constant, and α controls the width of the Gaussian

distribution. This means that the charge decays as a 3D Gaussian, with the origin

being R; integration of the decay region being equal to the equivalent point charge.

Previous studies into systems that used embedded charges reported that the electron

density of the quantum region were seen to leech into the positive charge distributions

of the classical region, a phenomenon known as ‘charge spilling’[201]. In order to ex-

plore the extent of this charge spillage within the embedded charge implementation in

onetep, plus an insight into the effects if it does occur, the interaction energy between

a single water molecule (described using embedded charges) and an aspartate anion-

water complex (described using QM) in the gas phase was calculated, with different

magnitudes of charge used. Figure 30 shows the setup of the system, with the quantum

water interacting with the backbone carboxyl group, and the embedded charges inter-

acting with the anionic carboxylate sidechain of the solute. This was considered to be

a challenging complex, due to the negative charge of the sidechain vulnerable to being

donated to the positive charges of the classical water. This would be exacerbated by
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Table 4: Interaction energy between the aspartate anion-QM water complex, and a EE water molecule,
as the partial charges (and charge distribution) of the EE water molecule change. Partial charges in
atomic units (e) and ∆Einteraction in kcal mol−1.

∆Einteraction

qO Point charges Gaussians
-0.834 -8.5 -8.5
-2.000 -7.9 -8.0
-4.000 -5.0 -7.2
QM — 8.4 —

the NGWFs of the aspartate sidechain overlapping with the classical region.

The energy of interaction, Einteraction is calculated as the difference in energy, as one

translates the classical water 4Å away from the aspartate anion, effectively breaking the

hydrogen bond. For the Gaussian distribution for the embedded charges, a halfwidth

of 1.0a0 was set. Three sets of values for the ‘oxygen’ atoms in the classical region

would be used in this validation: qO = −0.834 e, as it is for the TIP3P explicit water

model; −2.000 e, being the discrete atomic charge for oxygen; finally, −4.000 e, being

an excessive amount to further challenge the quantum system into leaking charge into

the classical region. In all of these three cases, qH will be exactly half of the value for

the oxygen charges, with the opposite sign.

Table 4 shows the resulting ∆Einteraction values for each of these three versions

of the classical region, and the same if the whole system was described using QM

methods. It can be seen that there is no difference between the two types of embedded

charge, if qO and qH are set to TIP3P values, and no charge spilling is observed.

However, this spilling does occur when the point charges are set to the other two

values (Figure 30, left), and this leads to a degradation in accuracy much worse than

what is achieved when using Gaussian charge distributions, which shows no charge

spillage at all (Figure 30, right). From the information produced, it appears that,

using the partial charge values from the TIP3P explicit water model should produce

both an accurate energy calculation (compared to an all-QM system) and no incidence

of charge spilling, irrespective of what charge distribution method we use. Regardless

of this, it is the safer option to prevent any chance of this issue manifesting by using the

Gaussian charge distribution; this is what is used in all subsequent onetep calculations

employing the use of electrostatic embedding (with an altered halfwidth of 0.3a0).
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Figure 31: (Left to right) Bromobenzene with the 17, 43 and 200 water molecules (space-filling)
described using onetep, with the remainder (dotted) described using electrostatic embedding.

2.3.2 Calibration of electrostatic embedding

Small ligand-like molecules

Two random snapshots were taken from MD production run calculations of five sub-

stituted benzene compounds in a periodic waterbox (toluene, bromobenzene, phenol,

thiophenol and catechol), and three amino acids in a periodic waterbox (cysteine with

N-terminal acetyl and C-terminal N-methyl groups, and cysteine and serine zwit-

terions). The purpose for this range of solutes was to examine any changes in the

QM-to-MM ratio or the stability of calculation, as a result of changes to the polarity,

flexibility or size of the solute. The interaction energy between the solute (acting as

a ‘ligand’) and the surrounding solvent (acting as a ‘receptor’) was calculated, as the

number of water molecules surrounding the solute was increased; these increases taking

on the form of solvation shells of increasing radius and centred on the ligand. Figure

31 illustrates these solvation shells.

In order to ascertain if the use of electrostatic embedding and QM is beneficial,

three approaches were used to describe each system, with the resulting interaction

energy values compared:

• MM description of the solute and solvation shell (using the FF99SB forcefield

for biomolecules, GAFF for the substituted benzenes and the TIP3P model for

water) only (labelled as MM);

• QM description of the solute and solvation shell (using onetep) only;

• QM description of the solute and solvation shell (using onetep), and electrostatic

embedding to describe the remaining water atoms (labelled as QM EE).
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The QM solvation shells were set as:

• The first and second aqueous shells, as defined by the ptraj tool in the Amber

software package. According to the solute, these consist of differing numbers of

water molecules (approximately 25 and 50), but strictly have thicknesses of 3.4Å

and 5.0Å;

• Aqueous shells consisting strictly of 200, 400, 700 and 1000 molecules. According

to the solute, these produce shells of differing thicknesses (for the majority of

solutes, these would be approximately 9Å, 12Å, 14Å and 17Å).

Figure 32 shows the convergence of the interaction energies for the two chosen

snapshots of each solute. It can be seen that the systems described using MM converge

rapidly and smoothly, which is to be expected for a level of theory that does not account

for charge polarisation nor long-range electrostatic effects. Comparing the QM and

QM EE versions of the substituted benzene systems, the benefit from the inclusion of

electrostatic embedding isn’t universally applicable: in half of the systems, the point

of convergence is approximately the same (200 waters; Snapshot 1 of thiophenol being

a good example of this). The other half does show some appreciable differences, with

the QM EE (red) converging one or two data points earlier than the QM equivalent

(green): Snapshot 2 of the toluene demonstrates this observation. Regardless of this,

once the point of convergence has been reached, the interaction energies of the QM EE

systems remain constant, whilst the QM systems are at risk of fluctuation: examples

of this come from the first phenol snapshot, and the second thiophenol snapshot.

Examining the amino acid solutes, it can be seen that the inclusion of electrostatic

embedding is beneficial not just over the alternative QM method, but also converging

the interaction energies better than what is achieved through MM. This demonstrates

the purpose of electrostatic embedding in balancing the charge polarisation of the

solutes, especially when there are exposed charged regions (such as the zwitterionic

serine and cysteine, where the QM EE method reaches convergence with 200 water

molecules, and the other two methods require approximately two or three times as

many).

Overall concerning small solutes, the use of electrostatic embedding to represent

regions outside of a solvation shell that is 9Å thick (which is 200 water molecules in

our test systems, or a QM-EE ratio of ∼1:7) reproduces (to within ±5%) the same

interaction energies as that produced from a system that is described entirely using
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Bromobenzene Catechol

Cysteine, ACE+NME terminated Cysteine, zwitterion

Phenol Serine, zwitterion

Thiophenol Toluene

Figure 32: Interaction energies between solutes and water, as a function of increasing number of water
molecules described by QM (and MM) methods.
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QM. However, to be extra certain, we suggest a QM solvation shell of ∼12Å (400

water molecules; QM-EE ratio of ∼1:3) is used for any future work - this (in the case of

onetep) is a manageable increase to the computational cost, and lowers the maximum

precision error to ±1%. Regarding the savings in computational cost, a single-point

energy calculation of a QM EE system containing 400 QM-described water molecules

requires 336 CPU core hours45, as opposed to 2800 CPU core hours required for the

fully-QM equivalent (speedup of 8.3x).

Amino acid dimers

With the benefits of electrostatic embedding apparent in small solutes, we increased

the size of our solutes to amino acid dimers, in order to observe any changes in the

manner of energy convergence as a result of including intermolecular bonding and

counterions into the system. Two solutes were chosen: a lysinium-serine complex and

an aspartate-serine complex, with a Cl− or Na+ counterion balancing the positive and

negative charges of the dimers respectively. Three MD snapshots of each dimer system

were chosen specific to the proximity of the counterion to the solute (Snapshots 1 to

3 in this study having the counterion 10Å, 17Å and 24Å from the closest atom in the

complex respectively46. This is applicable to both dimer systems).

Regarding the setup of the system, the amino acid backbones were terminated with

methyl-groups (i.e., not zwitterionic) and described using the FF99SB forcefield for all

MD and MM single-point energy calculations. In energy calculations using onetep,

the counterion was always described using QM. The main intermolecular interaction

between dimers in all six systems in this section of the validation study was a hydrogen

bond between the neutral sidechain of the serine and the charged sidechain of the

lysinium or aspartate. All other aspects in setting up the system and calculation input

parameters remained the same as with the small solute investigation earlier.

Figure 33 shows the convergence of the interaction (solvation) energy as a func-

tion of the QM-to-EE ratio, and shows little change in the rate of convergence when

electrostatic embedding is used, compared to the smaller systems shown earlier. This

contrasts significantly to the QM and MM-described systems, which demonstrate a

larger degree of fluctuation. In examining why this fluctuation occurs, it can be seen

45Using quad-core 2.26GHz Intel Nehalem CPUs and onetep v2.9.3.4.
46This would mean that in the case of small QM solvation shells, the counterion would reside in a

vacuum region. This was not expected to affect convergence in single point energy calculations of the
system.
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LYS-SER ASP-SER

Figure 33: Interaction energies between amino acid dimers and water, as a function of increasing
number of water molecules described by QM (and MM) methods.

that the rate of convergence does not alter predictably as we progress from ‘snapshot’

1 to 3, instead the rate being of a random nature. This means that we can discount

the proximity of the counterion to the solute in affecting either the optimal thickness

of the QM-described solvation shell (in the case of QM) or the QM-to-EE ratio (in the

case of QM EE). We can also deduce that exposure of the counterion to vacuum does

not affect the convergence of the interaction energy. Eliminating these possible sources

of influence, the remaining reason for the fluctuating convergence of the QM and MM-

described systems is the separation of charged regions in the system (the LYS or ASP

sidechain and the counterion). However, this fluctuation does not change predictably

according to how separate these charged regions are, nor whether the charges of the

solute are of a positive or negative nature.

Concluding with respect to the optimum QM-to-EE ratio, this is no different to

that from the smaller solutes earlier, with a QM-described solvation shell of 10-12Å

radius (400 water; QM-EE ratio of ∼1:3) reproducing interaction energies to within

±1% of the same system described entirely using QM methods.

T99A/M102Q mutant of T4 lysozyme

To examine whether the benefits observed through the use of electrostatic embedding

carry forward to systems we are interested in, the energy of interaction between phenol

(ligand) and the artificial polar cavity within the L99A/M102Q mutant of T4 lysozyme

(receptor) was calculated as a function of increasing the number of QM-described wa-

ter molecules around the complex. The complex, available through PDB ID 1LI2,

was subject to equilibration and production MD calculations inside a periodic TIP3P
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Figure 34: (Left to right) L99A/M102Q mutant of T4 lysozyme, with zero, first (3.4Å) and second
(5.0Å) solvation shell around the ligand binding cavity (space-filling atoms) described using onetep,
with the remainder (dotted) described using electrostatic embedding.

waterbox (using the parameters described in Section 2.2), also containing 8 Cl− coun-

terions to neutralise the charge of the complex. Interaction energies were calculated

as the subtraction of the receptor (protein and water) and ligand (phenol) single-point

energies from the single-point energy of the complex.

The manner of applying solvation shells to the system was different to the previ-

ous investigations, in that the shells did not surround the entire complex, but as a

‘water drop’ centred around the region where the ligand was located (bound to the

active site of the protein). As well as a system where none of the water molecules are

described using QM, six systems were generated, with QM-described solvation shell

thicknesses of 3.4Å, 5.0Å, 7.5Å, 9.0Å, 10.5Å and 12.0Å, the latter system describing

Figure 35: Interaction energies between phenol and the act-
ive site of the T99A/M102Q mutant of lysozyme, as a func-
tion of increasing number of water molecules described by
QM (and MM) methods.

10151 atoms using DFT. An illus-

tration of how the solvation shell

expands is shown as Figure 34.

All 2614 atoms of the complex

were described using QM, and the

eight counterions were described

as eight electrostatic embedded -1

charges.

Figure 35 shows the interac-

tion energies as a result of altering

the thickness of the QM-described

solvation shell. As seen in the ex-

ample using MM, it was anticip-

ated that the interaction energy
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2.3 Validation of electrostatic embedding module

would converge with a QM-to-EE ratio of approximately 1:7, but fluctuations were

still present in the QM EE snapshots at this point. Indeed, as we approach the last

datapoint with 2500 QM waters, the energies from both QM and QM EE versions of

Snapshots 1 and 3 are still yet to unify, highlighting the possibility that there is fur-

ther fluctuation yet to come, should we extend the investigation to include larger QM

solvation shells. There also appears to be little difference between the QM and QM

EE systems in their manner of convergence as one increases the thickness of the QM

solvation shell, meaning that there is no benefit to using electrostatic embedding. This

is considered to be due to the active site of the protein being buried, with the remainder

of the protein performing the role of charge shielding. Regardless of this, examining

Snapshot 2 shows that describing the entire solvent region using electrostatic embed-

ding is detrimental to accuracy, the reason being that the embedding ‘atoms’ overly

polarise the surface of the solute, altering the conditions of the active site. The resol-

ution then is to either surround the solute with some level of solvation shell consisting

of QM-described water molecules, or omit solvation entirely and expose the protein to

vacuum. To discuss these findings further, we anticipate that if we were to calculate

the energy of solvation for the snapshots we are using, or repeat the investigation, but

with a protein that contains an active site that is exposed to solvent, then we will

observe improvements as a result of including electrostatic embedding into the system,

based on the findings from the previous two investigations47.

In recent work performed by other groups, the use of electrostatic embedding to

describe a 5Å thick solvation shell surrounding proteins of various size (between 75 and

1200 atoms) proved beneficial in lowering the dipole moment throughout the region sur-

rounding the protein[202]. This shielding of the protein surface charges (due to charged

sidechains at physiological pH) resulted in the restoration of the HOMO-LUMO (band)

gap within the simulation cell - an important property that is linked towards the accur-

acy and stability of single-point energy calculations through linear-scaling DFT, and

not present when solvent was omitted from the system.

47If such reinvestigation does occur, it would be useful to state that the increase to the computational
cost, due to the implementation of electrostatic embedding is approximately 25%, based on 1938 and
2407 CPU hours to calculate the protein-ligand complex relating to the 4th datapoint (approximate
QM-to-EE ratio of 1:7) of ‘QM 1’ and ‘QM EE 1’ in Figure 35 respectively.
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2.4 Calculation of energies of solvation

After validation of the electrostatic embedding module within onetep, plus an insight

into the QM-to-EE ratio required to retain accuracy, we can now progress further

and determine the relative free energies of hydration (solvation) of six small aromatic

molecules, using a combination of QM and MM free energy methods. A one-step

free energy perturbation calculation is performed, mutating the MM interpretation of

a ligand in a periodic waterbox, to a QM interpretation of the same system. This

MM→QM value will then act as a correction term (including contributions to the

system, due to effects that MM does not account for) for each ligand, which is applied

to a thermodynamic integration calculation between two ligands, calculated using MM.

Despite using onetep for all QM calculations in this investigation, the number of MD

snapshots that need to be calculated using QM means that we would appreciate the

use of electrostatic embedding to achieve a saving in the computational cost, without

impacting accuracy.

The method of calculating the relative free energies of hydration will be through a

free energy cycle (illustrated in Figure 36):

∆∆GQM
solv = ∆GQM

solv,B −∆GQM
solv,A

= ∆G2 −∆G1︸ ︷︷ ︸
Mutation (TI)

+ ∆G4 −∆G3︸ ︷︷ ︸
MM→QM (FEP )

, (121)

with ∆G3 and ∆G4 being calculated through the Zwanzig equation (Equation 106).

However, interaction energies (between solvent and solute) will be used in the cycle,

rather than total single-point energies of the systems in question. The reasons for this

are twofold: the energy differences between the QM and MM single-point energies are

large enough that calculating their exponentials is impossible (outside of using specific

numerical techniques[203]), and a lack of convergence in the results to a level that we

are interested in, considering the number of MD snapshots we wish to sample using

QM methods. Using interaction energies is useful, as fluctuations are in the order of

a few kcal mol−1, making convergence to a reasonable level more possible, plus we no

longer have the issue of needing to calculate exponentials of large numbers. Finally, as

there is no solvent available in the vacuum phase, there is no interaction energy, and

so the change of such between MM and QM interpretations is nil, which is convenient

in that two sections of the free energy cycle need not be calculated (and become a

98



2.4 Calculation of energies of solvation

Figure 36: MM→QM corrected hydration free energy cycle.

source of cumulative error). However, with the method we are using, we are making

an assumption that the internal energy of the solute does not change as it goes from

the vacuum to the solvent phase. This, for example, would mean that the structure of

catechol was expected to remain the same surrounded by water as it would without,

which is indeed not true (what with hydrogen-bonding). To quantify any error that

would arise from this would require the use of total single-point energies, which as we

stated earlier is not desirable. That said, such a source of error is acknowledged, and

assumed to not be of any serious consequence.

The aim is that through doing QM calculations on tens of MD snapshots of a system,

we will obtain an MM-to-QM correction term. This term is applied to TI calculations

involving that same system, calculated using hundreds or thousands of MD snapshots

and with the computationally cheap MM methods. Whilst it is unrealistic to prove

it, it would be rational to assume that through this method, we would achieve results

equivalent to the same TI calculation performed entirely using QM.

2.4.1 Calculation parameters

MD simulation and snapshot generation

A single catechol molecule (generated in MOE 2011.10[198] and geometry optimised in

the gas phase, using the MMFF94x forcefield[204]) was inserted into a periodic, cubic

waterbox containing 1545 explicit water molecules for molecular dynamics simulation

using the Amber, version 10[199] package. The water molecules were defined using the

TIP3P parameters, with the catechol solute defined using the Generalised AMBER

Force Field (GAFF[2]). Partial charges derived from AM1-BCC were applied to the

catechol atoms through the antechamber tool within the Amber package.
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Figure 37: The seven specific solutes used in this study.

Equilibration of the system (using MD) involved geometry optimisation on all hy-

drogen atoms, then an NVT ensemble heating the system from 100K to 300K over

200ps, with positional restraints of 1000 kcal mol−1 Å−2 on the entire catechol mo-

lecule. This was followed by an NPT ensemble for 200ps at 300K, with the same

restraints in place, in order to optimise the (strictly cubic) volume of the waterbox.

Next, the restraints were released for a further 200ps NVT ensemble, followed by a

200ps NPT ensemble, both remaining at 300K and allowing final adjustments to the

volume of the simulation cell, and consequently the density of the modelled solution.

After equilibration, the final length of the waterbox was 36.222Å. The water dens-

ity, kinetic energy and potential energy was confirmed to oscillate slightly around a

constant value, rendering the entire system to be equilibrated.

From the final MD snapshot in the equilibration stage, the catechol solute was

manually mutated (using MOE) to generate six other simulation cells, containing dif-

ferent solutes (shown in Figure 37). Production MD simulations were performed on

all seven of these simulation cells, using the NVT ensemble at 300K for 20ns, with

randomly assigned initial velocities. Equally spaced snapshots were extracted from the

last 18ns of the trajectory, with the assumption that the leading 2ns would serve as an

equilibration required as a result of ligand mutation. For thermodynamic consistency,

we have ensured that the same number of explicit water molecules (1545) was used in

all MD production simulations, and to ensure an identical basis set for all subsequent

onetep calculations, the cubic simulation cell was fixed at 36.222Å on all sides.

On all calculations involving the NVT ensemble, the Langevin thermostat[205] is

used, with a collision frequency of 3.0ps−1, the Particle Mesh Ewald (PME) algorithm

defined the long-range electrostatics with a non-bonded cutoff of 8.0Å, and a timestep of

2fs with the SHAKE algorithm[206], with a relative geometrical tolerance of 1.0×10−5Å.

MM and DFT single-point energy calculation

Regarding the single-point energy calculations performed using MM, the GAFF force-

field remained in use for the solute, and the TIP3P definition for the water molecules.
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2.4 Calculation of energies of solvation

To calculate the electrostatic interactions more accurately, the standard Ewald method

was used instead of PME, with the non-bonded interaction cutoff increased to 13.0Å.

Regarding the single-point energy calculations performed using DFT, an electro-

static embedding approach was taken to reduce the computational cost of the energy

calculation, with the QM region being defined as the solute, and the 200 water molecules

closest to the solute acting as a solvation shell of approximately 9Å. The remaining

water molecules in the periodic system were treated with electrostatic embedding in

the same fashion as that used in the previous investigation (Section 2.3.2, with TIP3P

charges and Gaussian smeared point charges of 0.3a0 halfwidth. 1, 4 and 9 NGWFs

(all of 8.0a0 (4.2Å) radius) were used for first, second and third-row atoms respectively.

A kinetic energy cutoff of 800eV was used, with the PBE xc-functional and the empir-

ical DFT+D approach to account for dispersion interactions[200]. All simulation cells

remained continuity with the MD simulation cell, with a cubic cell of 36.222Å length.

Thermodynamic Integration

The MM thermodynamic integration calculations were performed using the Amber

software suite, with starting geometries being the same starting geometries used for

the MD simulations described earlier. All TI calculations involved perturbing phenol to

the solute of choice, with the same three-step method as described in Section 2.1.1. 39

evenly spaced λ windows were used (therefore λ = 0.025), with each λ involving a 100-

iteration energy minimisation step, an NVT equilibration step warming the system from

100K to 300K over 50ps, then a 200ps NPT production step at 300K; all calculation

parameters being the same as shown in Section 2.4.1. Convergence tests have been

performed using a smaller number of λ windows, with calculated ∆∆G values from 39

λ windows being similar to those obtained from 19 λ windows, to within 0.1 kcal mol−1.

That said, we decide to use 39 windows to ensure tight convergence of the calculated

energies we obtain through TI.

2.4.2 Results

Table 5 shows the calculated relative hydration free energies of all solutes, with respect

to the phenol molecule, which is set to be equal to its experimental value of -6.62

kcal mol−1. Two series of results are presented: corrected free energies using 90 QM

snapshots equally spaced throughout the production MD simulation, and using 180 QM

snapshots that are also equally spaced. In order to gauge whether the MM→QM terms
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Table 5: Hydration free energies relative to phenol, with MM→QM correction terms applied. Energies
in kcal mol−1. RMSE values exclude 2-fluoroaniline, due to lack of experimental data.

Solute AMBER-TI Zwanzig Gaussian ONETEP-IS SMD Expt.
n=90 n=180 n=90 n=180 n=90

Catechol -8.66 -9.34 -9.63 -12.66 -11.60 -9.73 -9.30 -9.40 [207]

Toluene -2.29 -0.84 -0.97 -1.45 -0.68 -1.46 -1.30 -0.90 [208]

3-chlorophenol -6.77 -6.59 -7.32 -8.00 -7.25 -6.53 -6.70 -6.60 [209]

2-fluoroaniline -5.83 -5.05 -5.10 -4.84 -4.66 -6.04 -4.50 -

2-methylphenol -6.52 -6.50 -6.81 -9.00 -7.80 -6.04 -6.30 -5.90 [210]

Thiophenol -3.39 -4.86 -4.75 -11.34 -6.12 -2.84 -2.30 -2.60 [208]

Phenol -6.62 -6.62 -6.62 -6.62 -6.62 -6.62 -6.62 -6.62 [208]

RMSE 0.84 1.05 1.10 4.45 2.06 0.32 0.30 -

are useful to free energy calculation, the original AMBER-TI values (∆G2−∆G1) are

presented in the relevant column in the table. We show the free energies corrected with

the Zwanzig equation FEP as ‘Zwanzig’, plus free energies corrected using a Gaussian

fit of the probability distribution (with a bin size of 0.5):

y = a e−0.5[(x−b)/c]2 , (122)

as ‘Gaussian’; the coefficient b acting as the QM→MM correction term in the latter

instance and an example of the Gaussian fit shown in Figure 38. As a further hydration

energy calculation method, we also show the relative hydration free energy through the

Figure 38: Histogram of MM→QM energy differences for
phenol (n=180), with Gaussian function overlaid.

mean average of direct calculations

of the difference (∆GQM
solv,B−∆GQM

solv,A

in Figure 36), with the onetep-

specific minimal parameter impli-

cit solvation model (Section 1.6.3)

replacing all water molecules in

the system, as ‘ONETEP-IS’. This

method was known to converge rap-

idly and to within ±0.1 kcal mol−1

within the 90 MD snapshots al-

located. All calculated values will

be compared against either their

respective, experimentally-derived

values, or the SMD-derived values48 - the reason for the latter is because of the lack

48Performed with Gaussian 09 using M05-2X/6-31G(d) on a single, geometry-optimised structure,
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2.4 Calculation of energies of solvation

of experimental data for 2-fluoroaniline and, as shown by the calculated values for the

other solutes, is of credible accuracy. However, it should be highlighted that unlike the

onetep-centric methods (O(N)), the ‘SMD’ method will not scale favourably (O(>N))

in relation to system size, nor is convenient for solvents with little thermodynamic data.

For small mutations in the solutes, as is that which we study in this investigation,

AMBER-TI predicts the relative hydration free energies with satisfactory accuracy

and precision, with an R2 value of 0.98. As TI is the most theoretically rigorous free

energy approach in this investigation, these good results demonstrate that the forcefield

describes the solute-solvent interactions well, taking the assumption that the shift in

entropy between the two solutes have been accounted for.

When MM→QM correction is applied through use of the Zwanzig equation, there

appears to be a general trend of improvement, especially for the solutes that are similar

in structure to phenol: in this case, these would be catechol and toluene. Regarding the

solutes with two sidechains, there is still an improvement observed, but it is of a lower

magnitude, either because the accuracy of the TI value is good enough already (3-

chlorophenol), or a possible dissimilarity to the reference molecule affecting correction

(2-methylphenol). Regardless, the generation of a MM→QM correction term using

the Zwanzig equation appears to be of benefit, with little difference between using 90

and 180 MD snapshots. The only exception to this is thiophenol, where use of the

correction term leads to a noticeably worse result49. The reason for this cannot be

easily explained: the notion that the atoms within thiophenol have been inadequately

described (NGWFs, pseudopotential, xc-functional) can be ruled out, as the respective

ONETEP-IS result is of good accuracy, and is borne from the same atomic description.

The only two possible causes are either inadequate conformation sampling, of which

the accuracy does not appear to improve by doubling the number of MD snapshots

analysed, or a disparity between the QM and EE regions of the system, which conflicts

with the thiophenol results shown in Section 2.3.2.

Concerning the increase in the number of MD snapshots applied to the Zwanzig

equation from 90 to 180, there is little difference in accuracy. However, it must be noted

that the standard deviation of the interaction energies from 180 MD snapshots is much

smaller (reduced from ∼1.0 kcal mol−1 from 90 snapshots, to ∼0.6 kcal mol−1 from 180

snapshots), which means that a large number of snapshots needs to be modelled, if one

surrounded by IEFPCM implicit solvent (with SMD).
49This dominates the RMSE, which are 0.30 and 0.59 for Zwanzig 90 and 180 respectively, when

we exclude the thiophenol results.
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wishes to have a high level of precision in the MM→QM correction. An interesting

piece of future work would be to investigate convergence in the correction term as a

function of MD snapshots contributing to the Zwanzig equation, but is not important

in this investigation, as we are more concerned with accuracy.

Despite the good fitting of Gaussian functions to the probability distributions of

each QM-described system, the accuracy of their resulting hydration free energies (com-

pared to AMBER-TI) is improved in only one instance (toluene) which can be dis-

counted as serendipity. Therefore, we do not suggest the use of a Gaussian function

to represent the probability distribution of hydration energies, despite its expectation

to ‘smooth’ out fluctuations and simulate a hypothetically infinite number of snap-

shots. Using the minimal-parameter implicit solvent model generates the most accur-

ate method of MM→QM correction, even improving upon the AMBER-TI value for

thiophenol (but with a possible exception in 2-fluoroaniline). In this setup, we are not

applying statistical mechanics, but instead averaging the interaction between the solute

and the continuum acting as solvent, which also simplifies the procedure of generating

the MM→QM correction term, making it a more easier method to apply, compared

to the others we have used in this investigation. However, it must be highlighted that

implicit solvent models do not have the capability of modelling changes in energy as a

result of water molecules acting as bridging ligands between two polar regions of the

solute, which could be crucial if we scale up this calculation to amino acids and pro-

teins. At the same time, using explicit water molecules, either through QM or QM-EE

yields an element of uncertainty through its reliance on the exchange-correlation func-

tional. A useful investigation in the future would be to scale up our work by at least an

order of magnitude, even if continuing to use ‘stiff’ molecules, to observe whether the

QM-EE-Zwanzig and QM-MPIS-Mean Average methods carry forward well in terms

of their accuracy.

2.5 Conclusion

We have used an extended free energy cycle to apply a correction term to relative

free energies calculated through a thermodynamic integration method with a classical

forcefield, in such a manner that one would expect to achieve the same (corrected)

free energies if the TI calculations were performed entirely using DFT calculations.

To be able to perform multiple linear-scaling DFT calculations of systems extending

past 4500 atoms, we required a method to lower the computational cost, whilst not
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sacrificing accuracy, and this was achieved through the use of electrostatic embedding.

Upon investigating the convergence of hydration energies as the QM-described solvation

shell radius was altered, we were able to conclude that the optimum QM-to-EE ratio

was between 1:3 and 1:750. In the following MM→QM correction investigation, this

resulted in calculations where 200 atoms in the system were described using DFT; this

QM-to-EE ratio of 1:7 being adequate for our theoretical framework.

The improvement to the MM-driven TI interaction energies was not shown to be

universal, with thiophenol deviating further away from experimental values. In examin-

ing the reason behind this, we noticed that the MM→QM correction term is sensitive

to the quality of the configuration sampling, of which neither a reasonable increase in

the number of snapshots for sampling, nor interpolation of the probability distribution

with a Gaussian function alleviated the issue. This sensitivity is due to the exponen-

tial averaging of the Zwanzig equation, which is affected by rare conformations with

energies far from the mean average; in order to achieve a satisfactory level of accuracy

for the solutes that did succeed in this investigation, at least 90 MD snapshots need to

be processed. Attempts were made to generate a MM→QM correction term for tolu-

ene, using a smaller number (25 and 50) of MD snapshots, but these results were less

encouraging (absolute errors of 0.9-1.2 kcal mol−1) and so were not discussed in detail

in this section. Regardless of this, we have shown that the electronic charge transfer

and polarisation information that is not described by MM is significant enough that

reintroducing it through DFT calculations is beneficial towards accuracy in calculating

interaction energies.

In this investigation, the interaction energies in question were those between small

solutes and the solvent surrounding them. As the onetep code obtains further speed

improvements and new features over the course of its ongoing development, the next

step to expand from this investigation is to scale up the size of the solute, even if

moderately, to observe any significant change in accuracy and precision for free energies

of hydration. An alternative method of continuation that wouldn’t involve increasing

the scale of the system could be to examine these MM→QM methods on other forms

of interaction, such as amino acid dimers or chelate complexes. Considering that we

are using linear-scaling DFT to act as the QM method in our extended free energy

cycle, it should be possible to continue sampling more MD snapshots, or repeat this

50The QM-to-EE ratio is presented, as this is easier to apply from a practical perspective when
preparing future calculations (cf. the optimum thickness of the QM-described solvation shell).
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investigation with larger systems. However, we need to be certain that we are using

the best MM forcefield, such that a sampling of conformational space (through MD)

is representative of reality. This means that testing forcefields other than GAFF (and

TIP3P) and scrutinising their compatibility with differing DFT exchange-correlation

functionals would be a useful next step in refining the MM→QM corrected TI method.

A final note of importance regarding this extended free energy cycle method is

that regardless of the number of snapshots required to achieve a satisfactory level of

precision, the corrected energy will converge towards the QM-derived interaction free

energy. Whilst we would be confident that a QM-derived free energy is more accurate

compared to its MM-derived equivalent, we are still prone to errors related to DFT, such

as the quality of the xc-functional, the description of the atom (e.g., pseudopotentials)

and the basis set. Whilst we are interested in scrutinising the first two in any future

work, we are confident that our basis set of 800eV is of good quality, being equivalent

to a cc-pVDZ GTO basis set (Table 1 in Section 1.4.3).
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3 Calculating pKa using linear-scaling DFT and an

implicit solvation model

The work performed in this chapter is done in collaboration with Jacek Dziedzic. Due

to the size of Tables 17-23, they are situated at the end of this chapter.

3.1 Introduction

3.1.1 The importance of pKa

The Brønsted acid-base equilibrium is a common concept in chemistry, where a chem-

ical reaction is said to occur through the donation or acceptance of a proton (labelled

as H+). These proton transfer reactions hold importance in understanding the nature,

characteristic and even catalytic properties for any given system, be it in organic syn-

thesis[211], or biological systems[212] (especially as a proton ‘pump’ when coupled with

electron transfer[213,214]). However for such reactions to occur, conditions relating to the

environment surrounding the reactant system need to be favourable. Specifically, an

Figure 39: The digestive tract, coloured ac-
cording to pH (RGB colour model).

acidic or basic sidechain will withhold

(de)protonation if there is no stability within

the resulting change of the charge topography,

and this is controlled by the effective concen-

tration of protons within the environment of

the system: its pH.

As a working example, when a drug com-

pound is taken orally, it is exposed to a multi-

tude of pH levels as it progresses further down

the digestive tract: from the acidic conditions

of the stomach (pH 2-3) to the slightly alkaline

ileum (pH 7-8). An illustrative example of

these fluctuating pH levels is shown in Fig-

ure 39. If the compound should ionise during

this time, differences can occur in its ADMET

(absorption, distribution, metabolism, elimin-

ation, toxicity) properties[215]: charged com-

pounds are readily soluble in aqueous solu-
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tions, making them easy to distribute throughout the body via the bloodstream, charge

neutral compounds are more fat-soluble, so are easier to pass through cell lipid-bilayers.

Therefore, not only is it important to know what properties change when a molecule

is ionised, but also under what conditions ionisation occurs. This is done through

knowledge of the compound’s pKa:

Ka =
[A−][H+]

[HA]
(123)

pKa = − log10(Ka) . (124)

A satisfactory knowledge of pKa is important when screening potential new drug

candidates, just as much as other commonly used biochemical properties, such as the

logP coefficient or compliance with the Lipinski Rule of Five[216,217]. Even though

there is an extensive catalogue of experimentally-derived pKa values through print

and online resources, these tend to be for commonly used or synthesised compounds,

resulting in a lack of scope towards the novel regions of chemical space, such as lead

compounds of pharmaceutical interest. Because of this, there is a great interest in

the search for a simple and computationally efficient method of pKa prediction that

is accurate towards both acidic and basic reactions, where deprotonation of an acidic

sidechain and protonation of a basic sidechain occur respectively. In applying this to

practice, the extent of ionisation can be calculated using the Henderson-Hasselbalch

equation[218,219]:

% ionised =
100

1 + 10k(pH−pKa)
, (125)

where k is -1 if the sidechain is acidic (neutral→anion as pH increases), and 1 if the

sidechain is basic (cation→neutral as pH increases).

3.1.2 Overview of current pKa calculation methods

Software such as ACD’s PhysChem[220] and ChemAxon’s Marvin[221] perform pKa cal-

culation through an empirical approach (described in Section 3.2.1) consisting of a

database of ‘microconstants’, resulting in an accurate prediction method for small or-

ganic compounds51. However, this reliance on empirical data means that the accuracy

is prone to degradation as one progresses towards the more imaginative and exotic

51Especially those that have a similar structure to already well-examined drug compounds
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regions of chemical space, as there is not enough data to calibrate such extrapolation,

despite its fast calculation. With the increase in computational power and availability,

the use of ab initio methods to predict pKa has become more attractive, due to the

possibility of exploring regions of chemical space that cannot easily be defined using

strictly empirical methods: examples of this include organic compounds containing

functional groups that are difficult to parametrise, and organometallic compounds.

The earliest method, and still often used, is to calculate pKa by the Gibbs free energy

change of the deprotonation reaction:

AH
 A− + H+ for acids, and BH+ 
 B + H+ for bases, (126)

which involves calculating the zero-point energy52 of each constituent on both sides of

the reaction pathway, in both the gas-phase and in solution (from an implicit solvation

model). Whilst this does offer satisfactory results, with mean unsigned errors of ±0.66

for substituted benzoic acids[222] (when using B3LYP/6-31G(d,p)) and ±1.46 for a

small collection of substituted phenols and phenolic drug compounds[223] (when using

B3LYP/6-311++G(d,p)), the reliance on an experimentally-derived ∆GH+

solv value, and

the fluctuation of this value to this day[224] casts an element of doubt towards this semi-

empirical approach; one recent suggestion for this fluctuation has been that ∆GH+

solv and

the pH of solvation are related[225].

‘Näıve’ method

A way to circumvent this problem is to introduce a water molecule into the deproton-

ation reaction, acting as a proton acceptor:

AH + H2O
 A− + H3O+ for acids, and BH+ + H2O
 B + H3O+ for bases, (127)

with the assumption that ∆GH+

solv ≡ ∆GH3O+

solv - ∆GH2O
solv . This eliminates the reliance on

experimental values in the calculation, and provides similar accuracy for the substituted

benzoic acids earlier[222]. However, when Rebollar-Zepeda et al. applied this method

of pKa calculation for phenolic compounds (acidic pKa), it was shown to be sensitive

to the exchange-correlation (xc) functional used, requiring either PBE or PW91 to

maintain the same level of accuracy[223]. The same group later found that hybrid

52A single-point energy calculation, augmented by calculation of vibrational frequencies, producing
a T∆S value for the system.
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xc-functionals, such as PBE0 or BH&HLYP were essential for accurate (basic) pKa

calculations on neurotransmitters[226].

Proton exchange

Currently, two methods dominate the field of pKa prediction by ab initio methods: the

first of which is the proton exchange method, which replaces the water molecule with

a reference compound of known pKa, R:

AH +R− 
 A− + HR for acids, and BH+ +R
 B + HR+ for bases. (128)

With this method, the charge is conserved throughout the reaction, which should im-

prove cancellation of any errors obtained from a single-point energy calculation of a

charged system. Compared to the näıve method, a marked improvement is observed in

the accuracy of acidic pKa calculations, shown by a mean unsigned error value below

1 pKa unit for a small test set of phenolic compounds, applicable across a range of 10

commonly used DFT xc-functionals[223]. However, Crugeiras et al. demonstrated the

lack of accuracy when using this method (with B3LYP) on nitrous acid[227], instead

favouring composite methods such as G3[228] and CBS-QB3[229] to replace DFT. The

same study also demonstrated a major flaw in the proton exchange method: the cal-

culated pKa value is sensitive to the choice of reference compound, requiring the user

to choose one that is similar in structure to that which is being calculated, limiting

the scope that this method can maintain its accuracy without some form of manual

intervention. This flaw has also been observed with basic pKa calculations[226].

Linear regression

The second dominant method involves linear regression through the use of a train-

ing set. Conventionally, this is usually performed by exploiting the linear relationship

between calculated ∆Gdeprotonation in solution, and respective experimental pKa values.

Recent work using this method demonstrates the accuracy of this method to within

±0.5 pKa units for three types of organic compound (alcohols, amines and carboxylic

acids), despite the use of only six molecules in the training set[230]. Linear regression has

also been attempted with d-block complexes[231], but despite the variety of transition

metals and ligands in the training set, validation testing showed satisfactory accur-

acy only for copper and zinc complexes (and only those that lacked cyano-ligands).
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Alternative linear relationships exist, with a study exploring a relationship between

experimental pKa and calculated quantum chemical descriptors (quantitative struc-

tural property relationship, or QSPR). This concluded with derived pKa values for a

range of substituted benzoic acids with accuracies of ±0.13 and ±0.10 units, when the

Mulliken charge for the carbonyl oxygen was used in the gas and solvation phases re-

spectively[222]. Accurate linear relationships were also observed by alternatively using

either the C=O bond length or the chemical potential of the system, vastly improving

on what was achieved through Equations 126 and 127 (which both achieved accuracies

of ±0.66 for the same benchmark molecules).

It should be noted however, that the linear regression method does rely on a cal-

ibration stage consisting of ∆Gdeprotonation calculations on a ‘training set’ of molecules,

plus knowledge of their respective experimental pKa values. Compared to the proton

exchange method, extra time and resources are required to elucidate a robust (high R2

value) set of linear-coefficients that can be used for predictive purposes, irrespective of

its accuracy.

3.1.3 Aims and objectives

The majority of past work into the calculation of pKa has centred on acidic reactions,

where an alcohol group is deprotonated. What we hope to achieve in this work is a

method of calculating pKa that is suitable for both acidic and basic reactions, where

deprotonation of a protonated-amine group occurs in the latter case. We will examine

the näıve and proton-exchange methods of pKa calculation (Equations 127 and 128),

plus a derivative of the näıve method that includes a small number of explicit water

molecules, known as the ‘cluster-continuum’ model[232], on a validation test set of 36

small organic molecules (18 acidic, 18 basic). This test set contains a wide range of

backbone structures and functional groups alongside the ionisable sidechain, to chal-

lenge the calculation methods by introducing differing levels of polarity and flexibility

to the investigation. The ionisable sidechains that we will be interested in the test set

are the hydroxyl group for acidic pKa, and the (primary, secondary or tertiary) amine

group for basic pKa. We shall also explore the possibility of improving the accuracy of

calculation by taking a linear-regression approach, using the small organic test set as

calibration data.

Once we have found the most optimal methods of calculating pKa, we shall apply

these to a small subset of pharmaceutical and other organic compounds that extend
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beyond the range that the small organic test set covers, in order to gauge the flexibility

of the calculation methods. This will later be taken to two extremes: organometallic

systems, and proteins. The organometallic example will be pKa calculation of the

three hydrolysis products of cis-diamminedichloroplatinum(II) (cisplatin), of which its

properties have been widely documented[233,234]. This has previously been attempted

by Lau et al. in 2006[235], but the results were not of satisfactory quality (with an

RMSD of 2.29 pKa units) and the methods used in which to achieve them were of

an esoteric nature - therefore, we aim to provide a simpler methodology as well as

improve upon the accuracy of results. For proteins, we shall exploit the capabilities of

linear-scaling DFT, by calculating the pKa of specific residues within two tryptophan-

cage proteins (PDB: 1L2Y and 1RIJ, the former being the largest system calculated

previously through QM methods alone[225]). We shall increase the scale of calculation

even further, with pKa calculations of residues within the ovomucoid silver pheasant

third domain (OMSVP3, PDB: 2OVO) protein. Overall, these proteins consist of 304,

337 and 814 atoms respectively.

Our findings will be compared against results generated from ACD’s PhysChem

(available through http://ilab.cds.rsc.org/) and ChemAxon’s Marvin (available

through http://www.chemicalize.org/), experimental values and where appropri-

ate, past studies. However, an exception is made for the investigation into protein

residue pKa, where we will compare against the empirical protein pKa prediction tool,

PROPKA 3.1[236]. In the case of OMSVP3, experimental pKa values obtained through

2D-NMR[237] of OMTKY3 (which can be considered an M18L mutant of OMSVP3)

will be used for comparison. Lacking experimental values for the tryptophan cages, we

will assume that the results for 1L2Y, published by Matsui et al.[225] are correct.

Through exploiting the linear-scaling capabilities of the onetep program, we aim

to provide an insight into the use of linear-scaling DFT to assist in calculating the pKa

of large systems, and gauge any precautions one must take in order to achieve this.

3.2 Theoretical calculation of pKa

3.2.1 Empirical

For the calculation of pKa on small, drug-like molecules, the range of current software

now available rely on either a linear free-energy relationship (LFER), or a quantitative

structural property relationship (QSPR). LFER employs the use of the Hammett-Taft
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equation[238–240]:

log

(
ks
kCH3

)
= ρ∗σ∗ + δEs , (129)

where the lhs contains the ratio of the reaction rates53 between the functional group

of a specific molecule (ks), and the same molecule with the functional group replaced

by a methyl group (kCH3). σ∗ and Es are the polar and steric substituent constants

respectively, originally derived through experimental observations on the hydrolysis of

methyl esters. ρ∗ and δ are sensitivity factors for the polar and steric components of

the equation, obtained by measuring the gradient of the change in the ratio of reaction

rates, as their respective substituent constants changes.

QSPR methods rely on a relationship between a calculated property based on the

structure of a molecule, and the resulting pKa value of the molecule itself. One robust

relationship that is exploited involves performing a partial-charge calculation of the

system, and applying the resulting values for relevant atoms into a quadratic func-

tion[241]:

pKa = p1(1 + q)2 + p2(1 + q) + p3 , (130)

where q is the partial charge of the acidic or basic atom of interest, and p1, p2 and p3

are regression coefficients; the latter obtained through linear-regression of experimental

pKa values against experimental partial charge analysis from a training set. In some

cases, an exponential function might provide a better fit:

pKa = p1 exp(p1q) + p2q + p3 . (131)

A correction can also be applied that relates to the presence of an intramolecular

hydrogen bond (IHB), by applying the linear function:

∆pKIHB = c (qacceptor − qdonor) + d , (132)

where c and d are coefficients obtained by measuring shifts in reaction equilibrium

constants, as a function of the change in partial charge of the hydrogen-bond acceptor

atom between bound and unbound states - this requires linear regression of experi-

53The reaction in this case being a deprotonation reaction.
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mental data from a training set.

Due to the increase in scale (complexity) and relative lack of experimental data

for proteinous systems compared to small molecules, the Hammett-Taft equation is

impractical; a different approach is required to calculate the pKa of amino acid residues

(or ionisable ligands) within a protein environment. This issue is also exacerbated by

the pKa of a specific amino acid sidechain altering as the environment both within and

outside the protein changes. PROPKA[236,242] is a prominent, empirical residue-pKa

calculation method, utilising an additive equation to calculate pKa:

pKa = pKmodel + ∆pKdes + ∆pKHB + ∆pKchgchg . (133)

A fixed value is allocated for each ionisable residue in the protein, based on the pKa of

its corresponding monomer. This value (pKmodel) is then corrected by three terms:

• ∆pKdes is a linear shift relating to the number of heavy atoms within 4-6Å of the

residue (distance dependant on the residue of interest). If there are more than

400 heavy atoms within 15.5Å of the residue, then it is considered to be buried

within the protein environment, and a second linear shift is applied relating to

the number of heavy atoms within that distance in excess of 400.

• ∆pKHB is a linear shift, proportional to the number of hydrogen-bonds detected

within the residue. If a specific hydrogen-bond is detected, but is not at an angle

that is considered optimal, then the magnitude of the shift is reduced by the

extent of the angle away from the optimal range, up to a specific value, where it

is nullified. The same penalty is applied for the hydrogen-bond lengths.

• ∆pKchgchg is a linear shift only applied if the residue of interest is in a charged

state and buried, and is related to the number of residues that are also buried

and in a charged state that are within proximity of the residue of interest. As the

distance between two residues increases past a specific value, the shift degrades

linearly (in a similar fashion as that used for ∆pKHB) until a specific distance,

where it is nullified.

In recent versions of PROPKA, protein-ligand interactions are now taken into account,

by treating the ligand molecule exactly the same as if it was an amino-acid residue.

If the ligand is ionisable, then its pKa can also be predicted, with a series of pKmodel

values of commonly used ionisable sidechains.
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In this study, ACD/PhysChem[220] and ChemAxon Marvin[221] are representing the

LFER and QSPR methods respectively when comparing our calculated results on all

of our small systems. PROPKA 3.1 will be used as a comparison against our pKa

calculations of protein sidechains, as the other two items of software are not optimised

to work at that scale.

3.2.2 Ab initio

The pKa of a system is related to its deprotonation free energy (∆G):

pKa = − log Ka (134)

∆G = −RT ln Ka (135)

∴ ln Ka = −∆G

RT
(136)

∴ Ka = e−
∆G
RT . (137)

Substituting Equation 137 into Equation 134 gives us:

pKa = − log10

[
e−∆G/RT

]
(138)

∵ loga b =
logc b

logc a
, pKa =

− loge e
−∆G/RT

loge 10
=

∆G

ln 10 RT
. (139)

This relationship (Equation 139) is central to all of the different methods that we will

use to obtain pKa values.

‘Näıve’ method

As explained earlier in the introduction, the simplest method of calculating pKa is to

perform a single-point energy calculation for each constituent on both sides of the equi-

librium (Equation 126). To best simulate experimental conditions (usually aqueous),

an implicit solvent model is used. However, this approach requires an experimentally-

derived ∆GH+

solv value54, which is undesirable as this value is still uncertain to this

day[243]. An alternative method involves the inclusion of a water molecule to the equi-

librium according to Equation 127, which allows DFT to be used on all components

of the equilibrium and eliminates the reliance on experimental ∆GH+
solv, since we now

54To compensate for the inability to model zero electron systems with DFT.
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replace it with ∆GH3O+

solv −∆GH2O
solv , of which both of those components are computable

through DFT:

∆GAH→A−+H+ ≡ ∆GAH+H2O→A−+H3O+ for acids, (140)

≡ ∆GBH++H2O→B+H3O+ for bases. (141)

Four single-point energy calculations will be performed to determine the free energy

of deprotonation: the neutral molecule, its ionic counterpart, a single water molecule,

and a single hydronium ion. In our method using onetep, these calculations are first

performed in the gas phase:

∆Ggas = −(EAH,gas + EH2O,gas) + (EA−,gas + EH3O+,gas) for acids,

= −(EBH+,gas + EH2O,gas) + (EB,gas + EH3O+,gas) for bases.
(142)

which generates the electron densities of the system, which the minimal parameter

implicit solvent model (Section 1.6.3) uses to generate solute cavities. Reoptimisation

of the density kernel and NGWFs are then performed in the presence of this ‘solvent’:

∆Gsoln = −(EAH,soln + EH2O,soln) + (EA−,soln + EH3O+,soln) for acids,

= −(EBH+,soln + EH2O,soln) + (EB,soln + EH3O+,soln) for bases.
(143)

The pKa related to this deprotonation reaction is calculated by:

pKa =
∆G

ln 10 RT
− log [H2O] =

∆G (kcal mol−1)× 4184 (J kcal−1)

ln 10× 8.314 (J mol−1 K−1)× 298.15 (K)
− log (55.5)

= 0.733 ∆G− 1.74 .

(144)

As an explicit water molecule is modelled during the series of energy calculations

involving the implicit water solvent model, an additional term must be used[244] to ac-

count for the differences in solute concentrations throughout the reaction scheme (with

[H2O] being 55.55 mol dm−3: the concentration of pure water, and [solute] assumed to

be very low). This is defined as − log[H2O] in Equation 144. To validate the accuracy

of the implicit solvent approach implemented in onetep, the calculated energies of

solvation will be compared against experimentally-derived values (Section 3.4.3). Cal-

culated pKa values (derived from single-point energy calculations with implicit solvent)
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will also be compared with experimentally-derived values, so as to ascertain the effect-

iveness of using an implicit solvent model in achieving accurate pKa calculation.

Proton exchange

The lack of charge conservation when using the näıve method on acids means any error

introduced through the single-point energy of an acidic charged species in either or

both the gas or solvated phases will not cancel during the overall pKa calculation. By

replacing the water molecule used in the näıve method with an alternative reference

molecule that is to be protonated, R (Equation 128), a ∆pKa value relative to R can

then be calculated[243,245]:

∆Gsoln = −(EAH,soln + ER−,soln) + (EA−,soln + ERH,soln) for acids, (145)

= −(EBH+,soln + ER,soln) + (EB,soln + ERH+,soln) for bases. (146)

It is expected that because the equilibrium is now both isodesmic and charge-conserved

for both acidic and basic molecules, we will achieve more accurate pKa values overall.

This is especially the case for when low-level ab initio basis sets are used for gas-phase

single-point energy calculations, since the (assumed) constant error by working with a

charged species is duplicated on both sides of the equilibrium. The absolute pKa value

is calculated by:

pKa =
∆G

ln 10 RT
+ pKa(RH)

= 0.733 ∆G + pKa(RH) .
(147)

pKa(RH) is commonly an experimentally-determined value, making this method part-

empirical in its nature. This method has also been shown to be sensitive to R, working

best when it is of a structurally similar composition to the acidic/basic molecule being

modelled[226].

117



3 CALCULATING PKA USING LINEAR-SCALING DFT AND AN IMPLICIT
SOLVATION MODEL

Cluster-continuum method

A further improvement is to better describe the interaction between solute and solvent,

as follows with the inclusion of explicit water molecules to the reaction scheme[232]:

AH + OH−(3H2O)
A−(H2O) + 3H2O for acids

and BH+(H2O) + 3H2O
B + H3O+(3H2O) for bases.
(148)

The benefits of this so called ‘cluster-continuum’ method is the conservation of charge,

and a screening effect from the explicit water molecule between the ionic component

of the charged species and the implicit solvent in the reaction. Since we are generating

an additional water molecule in the acidic section of Equation 148, we need to include

the pKW for water (14 at the standard state of 55.55 mol dm−3) when calculating the

acidic pKa of the system using this method, as well as the relevant log[H2O] correction

for the three permanent explicit water molecules in the equilibrium:

pKa(acid) =
∆G

ln 10 RT
+ 14 + 3 log [H2O]

= 0.733 ∆G + 19.23 .

(149)

where:

∆Gsoln = −(EAH,soln + EOH−(3H2O),soln) + (EA−(H2O),soln + E3H2O,soln) . (150)

The inclusion of the pKW value for water shows similarities to the proton exchange

method (with H2O acting as RH). However, we are using pKW regardless of the choice

of AH in the reaction and aim to use it as a general correction term based on the

reaction scheme alone (i.e., it doesn’t matter how structurally similar AH is compared

to H2O). To explain this in a different way, we are applying a correction term based on

an experimental value, rather than obtaining a pKa value relative to an experimentally-

derived value.

An alternative pKa calculation method for basic molecules is used, since the extra

explicit water molecule is not generated in this reaction scheme. Therefore, only the

log[H2O] correction term applies:

pKa(base) =
∆G

ln 10 RT
− 3 log [H2O]

= 0.733 ∆G− 5.23 .

(151)

118



3.3 Original calculation parameters

where:

∆Gsoln = −(EBH+(H2O),soln + E3H2O,soln) + (EB,soln + EH3O+(3H2O),soln) . (152)

3.3 Original calculation parameters

Unless stated otherwise, all DFT energy calculations (single-point, phonon, molecu-

lar dynamics and geometry optimisation) for all molecules were performed with the

onetep DFT program[56], with a kinetic energy cutoff of 800eV and the PBE exchange-

correlation functional. An NGWF radius of 8.0a0 was used for all atoms, with 1, 4 and

9 NGWFs used for first-, second- and third-row atoms respectively. All molecules were

centred within a 40.5a0 cubic simulation cell. This is to ensure that there is at least a

large enough region of space between the solute and the edges of the simulation cell (to

accommodate for Gibbs phenomena55). Dispersion interactions were accounted for by

the use of DFT+D[200]. Prior to energy calculations relating to pKa, all molecules were

geometry optimised with a forcefield, using MOE2012.10[246], then geometry optimised

through onetep.

As DFT geometry optimisation of the molecules used in these investigations can

be time-consuming, we aimed to choose an MM forcefield that generated structures

that were similar to those produced from geometry optimisation by onetep. This

would result in faster convergence of the DFT geometry optimisation phase of our

pKa calculations, and efficient generation of results. Three forcefields were chosen

for this examination (MMFF94x, AMBER99 and OPLS-AA), plus the semi-empirical

AM1 quantum method (which for ease of definition, we shall label as a forcefield),

based on their availability in MOE. Four test molecules were chosen: methylaminium,

pyridinium, methanolate and phenolate; all with a single explicit water molecule bound

to the ionic region. The choice for these four molecules was their presence in the small-

molecule test set (Table 17), with the additional water molecule to include non-bonded

interactions in our investigation.

All MM forcefield geometry optimisation calculations were performed in vacuo with

a convergence criterion of ∆RMS=0.0001 kcal mol−1 Å−2. When complete, the resulting

optimised structures were then ported to onetep for a second geometry optimisation

procedure using DFT56. Three of the test molecules (all but methylaminium) contained

55Spurious oscillations near sharp transitions in a Fourier transformation, leading to ringing artifacts
in the electron density which extend past the NGWF localisation region.

56Also in vacuo. cutoff energy: 800eV, k zero: 3.5, forced 10 LNV steps per NGWF iteration,
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Table 6: RMSD (of the entire ion-water complex) measured between starting position and end position
of onetep geometry optimisation. NB: superposition was made only on the ionic molecule.

RMSD (Å)
methylaminium+H2O pyridinium+H2O methanolate+H2O phenolate+H2O

MMFF94x 0.284 0.119 0.382 0.062
AMBER99 0.190 0.055 0.429 0.243
OPLS-AA 0.221 0.115 0.366 0.276

AM1 0.936 0.137 0.404 0.299

atoms that did not have parameters in the AMBER99 and OPLS-AA forcefields, pro-

ducing an ’unparameterized’ warning within MOE. In order to compensate for this,

MOE applies a series of ’rule-based’ forcefield parameters on these undescribed atoms,

based on their element, atom type and valence geometry, so that the geometry optim-

isation calculation can progress. These parameters are far too generic, and produce

bond lengths and angles that are overly stiff, but regardless of this, we continue with

the assumption that this compromise is of little consequence.

Table 6 shows the change in structure during the onetep geometry optimisation of

each MM-optimised structure. It is surprising to see that AM1, containing elements of

quantum theory, generates structures that appear to be dissimilar to those produced

by DFT - more so than those produced from forcefields. This is best shown with

the methylaminium structures. As for the remaining structures, the RMSD values for

each forcefield are similar to each other, with small benefits from using AMBER99 on

cationic systems, and MMFF94x on anionic systems. As we are also looking at the

efficiency of the geometry optimisation calculations performed under onetep, Table

7 shows the number of geometry steps required to achieve convergence in the onetep

geometry optimisation stage of the investigation (generating the RMSD values shown

nonsc forces and kernel diis: T. All other values at default.

Table 7: Geometry steps taken within the onetep geometry optimisation calculation, with a limit
of 24 hours to complete. NB: italicised values are from those that failed to complete within the time
limit.

ONETEP geometry optimisation steps
methylaminium+H2O pyridinium+H2O methanolate+H2O phenolate+H2O

MMFF94x 21 14 22 12
AMBER99 34 13 30 24
OPLS-AA 25 14 42 25

AM1 35 20 30 27
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in Table 6). Enforcing a 24-hour time limit on these calculations with 8 CPU cores (or

4 in the case of methanolate), we can see that only the calculations using structures

produced by the MMFF94x forcefield managed to succeed with any of the two anionic

systems.

Overall, MMFF94x is the optimum forcefield for preparing structures, ready for

the onetep stage of pKa calculation. This is due to its satisfactory performance with

cationic structures, noticeable compatibility with onetep on anionic structures, and

its parameter database being comprehensive enough to not rely on compensatory meas-

ures through MOE. Taking into consideration that the onetep geometry optimisation

parameters might be questioned to be too ‘loose’ (and therefore further calculation

may yield better values for Table 6), the calculation for the AM1-optimised pyridinium

(considered the most anomalous of the four pyridinium clusters) was ‘resumed’ from its

onetep-converged geometry, but with more strict convergence criteria for the forces57.

With an RMSD of 0.01Å between the converged structures produced from the original

and strict criteria, it was concluded that using strict convergence criteria would yield

very little improvement, and so the original geometry optimisation parameters used for

geometry optimisation in this brief investigation are satisfactory for pKa calculation.

In conclusion, due to the convenience and favourable results produced when using it,

all molecules undergoing geometry optimisation through onetep will be pre-optimised

using the MMFF94x forcefield through MOE2012.10 (unless stated otherwise).

3.3.1 Single-point energy

For single point energy calculations of both gas-phase and solvated species in onetep,

a psinc grid spacing of 0.5a0 was used on all axes, corresponding to an kinetic energy

cutoff value of 827eV. Kinetic energy preconditioning[247] (k zero) was used, with a

set value of 3.5a0
−1 and full occupancy preconditioning of the NGWF gradients. The

convergence criterion for the NGWFs was an RMS gradient below 2×10−6 Eh per

NGWF step. No penalty functional idempotency correction[248] was applied.

3.3.2 Geometry optimisation

In order to perform geometry optimisation calculations within a realistic timeframe,

all such calculations were performed in vacuo. The interaction of periodic images

57geom force tol: 0.0003 Eh a0
−1, geom energy tol: 0.2 meV

121



3 CALCULATING PKA USING LINEAR-SCALING DFT AND AN IMPLICIT
SOLVATION MODEL

(which is default within onetep) was eliminated through the use of the Coulomb-

cutoff approach[100], with a spherical buffer of a radius roughly characteristic of the

atomic co-ordinates of the system:

rCoul.Cut. =
√

(xmax − xmin)2 + (ymax − ymin)2 + (zmax − zmin)2 + 5.0a0 , (153)

rounded up to the nearest value compatible with the Coulomb-cutoff module (auto-

matically applied during calculation). Accurate convergence of the geometry was as-

sisted by including considerations for Pulay forces[106]. Substituting the LNV iteration

method[81] with the ‘Direct Inversion of Iterative Subspace’[249] method of density kernel

mixing (kernel-DIIS) aided convergence of the density kernel. The BFGS method[147]

of energy minimisation was employed, with convergence criteria of 2×10−3 Eh a0
−1 for

the forces, and ∆E per ion to be below 1×10−6 Eh.

3.3.3 Molecular Dynamics (MD)

To generate MD snapshots for pKa calculations relating to Section 3.4.3, Born-Oppen-

heimer molecular dynamics simulations were performed in vacuo with a kinetic energy

cutoff of 1292eV (in order to achieve high accuracy of the forces within the system)

and a timestep of 0.5fs. The simulation cell was increased slightly to a cubic box

of 42.0a0 length. To reduce the computational cost required for simulation, a TZP

pseudoatomic orbital basis set[106] was chosen, with all NGWFs in the system not

optimised (fixed). The equilibration phase consisted of a 100fs NVT ensemble, using

the Andersen thermostat set to 300K and a collision frequency of 200ps−1 to control

the temperature of the system. This was followed by a production run of a 500fs NVT

ensemble, using the Nosé-Hoover chain thermostat. 20 snapshots of the system, taken

at 25fs intervals were then used in the relevant DFT-pKa calculations.

3.3.4 Implicit solvation

Parameters for the implicit solvation model were chosen to best simulate a water envir-

onment, with a bulk permittivity of ε=78.54 and surface tension scaled to 1.34×10−5

Eh a0
−2, in order to account for the dispersion-repulsion interaction between solute

and implicit solvent[140]. All other parameters defining the solvent were kept at their

default values. Open-boundary conditions were enforced through the use of defect

correction[250] with a discretisation order of 10. This was shown to produce errors of
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0.2 kcal mol−1 for protein-ligand binding energies in the gas phase (compared to meth-

ods that are more accurate, but not possible to implement in implicit solvent), and

<0.01 kcal mol−1 for energies of solvation (compared to an order of 12, demonstrating

convergence of the defect correction parameters).

3.3.5 Phonons

To measure the impact of entropy in pKa calculation specifically in Section 3.6.3,

phonon calculations were performed in vacuo to measure the ∆S of deprotonation.

Since phonon calculations are sensitive to the forces within the system in question, a

higher degree of accuracy from the calculation parameters is important. With this in

mind, preliminary geometry optimisation of the systems were performed in onetep,

with an increased kinetic energy cutoff of 1250eV; the phonon calculations continued

with this same kinetic cutoff. To further assist accuracy, inclusion of Pulay forces and

replacing the LNV iteration method with kernel-DIIS were applied. The convergence

criterion was also tightened, such that the required RMS gradient of the density kernel

had to be below 1×10−11 Eh. As this led to an undesirable increase in the computational

cost, efficiency of calculation was enforced by describing the NGWFs using a TZP basis

set configuration from the pseudoatomic solver, and keeping them ‘fixed’ throughout

each component single-point energy calculation, in the same fashion as that used in

onetep-MD simulations.

3.4 Test set of 36 small drug-like molecules

Table 17 shows the 18 acidic and 18 basic molecules used in our initial investiga-

tions, each molecule consisting of between five (methanoic acid) and twenty (2,4,6-

trimethylpyridine) atoms58. Two-thirds of the test set molecules contain an aromatic

ring at their core (either benzene or pyridine), with sidechains of various polarities,

sizes and atom types. This is characteristic of the majority of drugs in the market, as

well as natural compounds in the human body, such as small neurotransmitters and

hormones (albeit with more than one ring and/or more elaborate sidechains). The

remainder of the test set are more commonly known reagents of small size, such as

58These 36 molecules, along with experimental, ACD/PhysChem calculated and Marvin calcu-
lated pKa values were kindly donated by Dr Mike Mazanetz of Evotec (UK) Ltd., for the pur-
poses of this investigation. Some of these values were amended with data obtained through
http://www.chemicalize.org/ and http://ilab.cds.rsc.org/, to make this test set up-to-date.
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methanoic acid or guanidine. Their inclusion in the test set is beneficial, as their pKa

values are at the extremes of the (realistic) pKa scale: examples of this are oxalic acid

(1.25), guanidine (13.60) and methanol (15.54).

In order to be comprehensive in our small molecular test set, some molecules contain

less ‘conventional’ sidechains, such as cyano groups or halogens which are still linked to

known pharmaceuticals of interest. Examples of this are 3-cyanopyridine, which holds a

similarity to various antidepressant and oncological drugs, and 2,2,2-trifluoroethanol,

where the trifluoro group is a key characteristic of fluoxetine (Prozac). With the

majority of the molecules in the test set being of both a small size and a ‘stiff’ nature, we

would expect the change in entropy during the deprotonation reaction to be negligible

enough that no significant source of error would occur from its omission, and so we

do not aim to calculate entropy at this stage of the series of pKa calculations using

onetep.

Figure 40: Comparison between calculated acidic (red)
and basic (blue) pKa values from ACD/PhysChem
(circles), Marvin (crosses) and experimental pKa.

Figure 40 summarises the calculated pKa

results from the empirical approaches. As

is expected with methods that have (likely)

been calibrated using the same molecules

that are included in our test set, the ma-

jority of calculations are very accurate -

well within the acceptable range of ±2 pKa

units. However, there are some interest-

ing omissions from Marvin: there is a sys-

tematic underestimation of pKa values that

should be above 10, regardless of whether

one is measuring acidic or basic pKa. This

is visibly shown with 2,2,2-trifluoroethanol

and guanidine, with errors of ∼-0.88 and

∼-1.05 pKa units respectively, although the calculated pKa of methanol (being the

highest of the test set) does not follow this trend. 2-nitrophenol also has a relatively

significant error of ∼-0.79, which cannot be easily explained, as the inclusion of an

additional nitro group reduces this error (as shown with the three dinitrophenols).

To conclude analysis of the empirical-pKa methods, we do not expect our QM

methods to improve upon these results, but instead desire to find a method that holds
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a similar level of accuracy. From there on, we expect to retain that level of accuracy as

we progress into compounds that empirical calculation methods are not designed for.

3.4.1 Näıve and proton-exchange method

Tables 18 and 19 show the calculated pKa values of all 36 molecules in the small

molecule test set. In order to examine the results more closely, the acidic and basic

sections of the test set are further split into four subcategories:

• Molecules where an alcohol oxygen is deprotonated (which shall be referred to as

‘alcohol pKa’). Substituted phenols are incorporated into this subcategory;

• Molecules where a carboxylic acid oxygen is deprotonated (‘carboxylic pKa’);

• Molecules where an amine nitrogen is protonated (‘amine pKa’). Piperidine and

substituted anilines are incorporated into this subcategory;

• Molecules where the aromatic nitrogen of a substituted pyridine is protonated

(‘pyridine pKa’).

It can be immediately seen that the pKa values generated from the näıve method

are significantly different to their respective experimental values, especially with the

acidic pKa. When examining the majority of the calculated alcohol pKa values, there

appears to be a trend where the calculated value is approximately double the experi-

mental value, highlighting some systematic cause for the error produced. This approx-

imate ‘doubling’ is also present in the majority of calculated amine and pyridine pKa

values, and a near-trebling in half of the carboxylic pKa values. When replacing the

näıve method with the proton-exchange method, the overall accuracy of both acidic

pKa test sets are worse, with most calculated values being negative. However, the

accuracy appears to improve as the acid becomes weaker (its acidic pKa is higher),

which is expected, as the reference molecule was methanol, with the highest experi-

mental pKa in our acidic test sets. Both basic subcategories appear to benefit from the

proton-exchange method, improving upon the näıve method, but the accuracy is still

questionable, especially for molecules with experimental pKa that drifts further away

from the reference molecule (aniline).

Figure 41 illustrates the difference between experimental and calculated pKa values

from both näıve and proton-exchange methods for alcohol (red circles), carboxylic (red

crosses), amine (blue circles) and pyridine (blue crosses) pKa. A linear trend can be
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Figure 41: pKa values calculated through the näıve (left) and proton-exchange (right) methods. Data
split into alcohol (red circles), carboxylic (red crosses), amine (blue circles) and pyridine (blue crosses)
pKacategories.

seen for both acidic and basic pKa, albeit with differing slopes. If we break down the

data into the four subcategories, then four linear trends of a higher correlation can

be observed, each with their own magnitude of slope. This would indicate that there

could be some relationship between the functional group that is being (de)protonated,

and the accuracy of pKa calculation using either the näıve method or QM single-point

energies. In the case of alcohol and amine pKa, the linear trends from the näıve method

also appear to converge with experimental values at very low pKa, meaning that there

is some relationship between the energy of deprotonation of the pKa-active functional

group (in implicit solvent, and regardless of whether it is acidic or basic) and accuracy

of pKa calculation, favouring reactions with a low ∆G.

Because the slopes of these linear trends are not 1:1 with experimental values59

(dashed black line), then any attempt to shift the pKa values calculated through the

näıve approach will only generate calculated values of acceptable accuracy around a

range that is close to the reference value (with that range decreasing as the gradient of

the slope increases). The reason why the proton-exchange method is suggested to be

used only for molecules of a similar structure to the reference is that any systematic

errors caused by modelling the reference molecule is assumed to be (or be close to)

equal to any molecule of near-similar structure. Hence, the error is cancelled out, and

59The exception to this is pyridine pKa, but its pKa range is small, such that we cannot vouch
for its accuracy for values above 8 units. This issue can only be resolved by the inclusion of more
substituted pyridines in the test set.
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all raw data is translated by an equal amount, with the expectation of being placed on

a more accurate region of the graph; nothing is done regarding the gradient of the slope

of data. Therefore, any benefit produced from the proton-exchange method is limited

unless the trends are congruent to within a fixed correction term (i.e., the gradient is

1:1).

The source of the error in the näıve approach needs to be determined (and elim-

inated) if we are to benefit from either it (to gain accurate absolute pKa) or the

proton-exchange method (for accurate relative pKa).

3.4.2 Cluster-continuum method

In order to perform the cluster-continuum method on the small molecule test set,

hydronium and hydroxide triaqua clusters (acting as the proton donor and acceptor

respectively) need to be generated. To provide us with an opportunity to compare with

an already published set of papers from the Galano Group,[223,226] these two clusters

were provided directly from the Galano Group themselves for our use. Figure 42

(left) shows the two clusters as provided, being the result of a geometry optimisation

calculation using BH&HLYP/6-311++G(d,p) with Gaussian03[251] and displaying C3v

symmetry. When these clusters were optimised using onetep with 800eV, the sym-

metry was broken, so was reattempted with a higher kinetic energy cutoff of 1250eV

and more strict convergence criteria (geom force tol: 0.0003 Eh a0
−1). Whilst this

retained the symmetry for the hydronium cluster, there was difficulty in achieving con-

vergence in the hydroxide cluster, with each geometry step moving the water molecules

in a circular motion, spinning around a hydroxide ‘pivot’. To resolve this, stability was

forced on the component single-point energy calculations for the geometry optimisa-

tion of that specific hydroxide cluster, replacing the NGWFs with a triple-ζ-polarisation

(TZP) pseudoatomic orbital basis set. This resulted in a successful convergence of the

geometry, and still retaining the C3v symmetry.

Tables 20 and 21 shows the pKa values of all 36 molecules in the small molecule test

set, calculated using the cluster-continuum method (shown as ‘Cluster-contin.’). At

a glance, the calculated pKa values improve upon those generated through the näıve

method, with the RMS error for alcohol and pyridine pKa reduced by exactly 2.89

and 3.00 units respectively. However, there is no significant difference in the absolute

errors in the results from the carboxylic or amine pKa values. Unlike the näıve method,

where all calculated pKa values were overestimated, regardless of ionised sidechain, the
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Figure 42: OH−· 3H2O and H3O+· 3H2O clusters provided by the Galano Group (left), and pKa values
calculated through the cluster-continuum method (right).

cluster-continuum method appears to overestimate for acidic pKa, and underestimate

for basic pKa, with half of the calculated values being negative.

Figure 42 (right) shows the spread of data in the same style as that used in Figure

41. The slope of the datapoints appear in general to be more shallow that the spread

of data from the näıve method, but (apart from pyridine pKa, which still retains its

slope) are still far from the desired 1:1 that would allow us to conclude with accuracy

within a systematic correction term. Regardless of this, it would still be interesting

to perform the proton-exchange method on this data60 in future work, to see if we

can determine some credible accuracy for molecules that reside within a medium range

(e.g., accuracy of ±2 units for any system with a pKa of 5-15, which would incorporate

most aliphatic amines and substituted phenols).

The test sets used by the Galano Group are somewhat different from our own, and so

we shall tailor our data to make a better comparison. For their acidic pKa investigation,

their test set consisted of 4 phenolic drugs and 6 substituted phenols, resulting in an

mean unsigned error (MUE) of 1.15 pKa units for the cluster-continuum method with

the PBE xc-functional. The MUE for the nine phenols that were in our small molecule

test set is less encouraging, being 6.67. For the basic pKa investigations, the test set

used by the Galano Group consisted of 3 primary, 3 secondary and 3 tertiary amines,

plus ammonia, with a MUE of 0.77 units using the same method and xc-functional as

previous. This is again significantly better than what we have achieved with the four

60For example, AH+R−(3H2O)
 A−(R)+3H2O for acids and BH+(R)+3H2O
 B+R+(3H2O)
for bases.
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amines in our test set: an MUE of 3.82 units.

Overall, the inclusion of an explicit water molecule to perform the role of charge-

shielding and as an intermediary between the implicit solvent model and the solute

has produced some improvement for phenol and pyridine compounds, meaning that

modelling the charged regions of the system could be a minor cause for the overall error

we observed in the näıve method. However, results calculated from our method are still

far from the desired ±2 accuracy that we aim for in this encompassing investigation,

meaning that there is still some underlying source of error that is not resolved by

modelling some of the water solvent as explicit QM atoms.

3.4.3 Investigating probable sources of error

In light of the results generated through both the näıve and cluster-continuum methods,

it is clear that there is a linear trend between calculated and experimental pKa, which

is promising if we are to devise a method of pKa calculation through onetep. How-

ever, the systematic error between calculated and experimental values is not constant,

instead rising with the energy of deprotonation (rising as pKa increases). Through

the cluster-continuum method, we have gathered that the shielding of charge by an

explicit water molecule assists to a minor degree in reducing the error, and so some

deeper underlying cause is yet to be discovered.

Three possible sources of error are to be investigated:

• The possibility that a single geometry for each system is not enough to simulate

experimental conditions, where the measured pKa will be from a population ana-

lysis of the macroscopic system. The increased degrees of freedom that come from

a ionic solute-explicit water dimer could also be a source of error when calculating

the total energies of each component system in the deprotonation reaction, car-

rying forward to the pKa calculation. Therefore, an ensemble approach to pKa

calculation is to be performed, using molecular dynamics to generate several,

‘realistic’ conformations of the molecules in our test set. The cluster-continuum

method will then be used on the mean average total energies of each component

energy in the relevant deprotonation reaction;

• The possibility that a GGA xc-functional is inadequate towards modelling de-

protonation reactions. In this case, we shall repeat the cluster-continuum calcu-

lations, but instead use a hybrid xc-functional, specifically B3LYP;
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• The possibility that there are systematic errors in the implicit solvent model,

which carry forward to pKa calculation. To examine whether this could be an

underlying source of error, calculated ∆Gsolv values for all molecules in the test

set are compared against experimental values.

Use of molecular dynamics

In order to generate the snapshots required for a series of ensemble pKa values, Born-

Oppenheimer molecular dynamics were performed on each neutral and ionic system in

the (cluster-continuum specific) small molecule test set, using the parameters set in

Section 3.3.3. 20 snapshots were extracted from each MD ensemble, with the total en-

ergies of each system recalculated in implicit solvent, then separately averaged (angled

brackets) before being used to produce the final calculated pKa value. For example

with the calculation of acidic pKa:

∆Gsoln = −
(
〈EAH,soln〉+

〈
EOH−(3H2O),soln

〉)
+
(〈

EA−(H2O),soln

〉
+ 〈E3H2O,soln〉

)
.

(154)

With three exceptions61, all systems undergoing MD had a (total energy) stand-

ard deviation below 0.3 kcal mol−1, with the majority of systems being below 0.15

kcal mol−1. Overall, this would produce a confidence in our MD-derived calculations

of approximately ±0.5 pKa units (increased to ±0.8 in the case of oxalic acid). An

external attempt was made to model three water molecules together, with the intention

that the energy of this would be more accurate than combining the energy of a single

water molecule three times. However, even when its MD production calculation was

increased to 1450 timesteps (29 snapshots), the standard deviation was 0.64 kcal mol−1

(equivalent to 0.47 pKa units), with no signs of improving. Therefore with its far lower

standard deviation (3 × 0.03 kcal mol−1), all pKa calculations instead use the tripled

value from the single-water model.

Tables 20 and 21 show the results of the MD-derived pKa calculations, using the

cluster-continuum method (shown as ‘CC+MD’). For all of the four sub-categories,

we observe worse results compared to that produced from the single-snapshot cluster-

continuum method, and in all except the alcohol subcategory, worse than the näıve

method. Figure 43 illustrates the trend of data (with the same legend as in Figure 41),

61After 20 MD snapshots, standard deviations of butanoate, oxalate and oxalic acid are 0.38, 0.38
and 0.45 kcal mol−1 respectively.
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Figure 43: pKa values calculated through the cluster-
continuum method, averaging over 20 snapshots from
an NVT ensemble.

where we also notice the slopes of the

data worsening in comparison to the ori-

ginal cluster-continuum method, with the

spread of datapoints also shifting further

away from the desired region of correlation

(dashed line).

In conclusion, a simple ensemble ap-

proach towards pKa calculation did not im-

prove neither the slope not the accuracy of

the data, despite the satisfactory conver-

gence of the total energies of each compon-

ent system. Therefore, the conformation

of each molecule modelled contributes less

(if at all) to the systematic error in the calculated pKa, and so must be caused by

something unrelated.

Replacing PBE with B3LYP

Tables 22 and 23 show a side-by-side comparison between the pKa values produced

from the cluster-continuum method using the PBE xc-functional, and the B3LYP xc-

functional. A significant improvement in basic pKa is observed, with the majority of

amine pKa values being within the ±2 units that we aim for, along with all molecules in

the pyridine subcategory. Examining the data closely, we can see some trend between

the sidechains in the molecule, and accuracy: high accuracy is observed when there are

methyl or methoxy sidechains in the molecule, but the setup has difficulty where any

sulfur or nitrogen atoms in any sidechain have a positive oxidation number (as shown

with the nitro and methylsulfonyl groups) or is double-bonded to carbon (guanidine).

There also seems to be a decrease in accuracy when cyano groups or halogens are

in the amine structure, but this does not occur if the pKa-active nitrogen is within

the aromatic ring (pyridines). Regardless of this, if we reduce our amine test set to

molecules with only amine, methyl and methoxy sidechains (n=6), the RMS error is

significantly reduced to 0.86 pKa units.

When changing the PBE xc-functional to B3LYP, the accuracy of all calculated

acidic pKa values decreases, with each value being approximately 2 pKa units higher

than what was achieved through PBE, and all carboxylic pKa values worse than those
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Figure 44: Acidic (left) and basic (right) pKa values calculated through the cluster-continuum method
with B3LYP (circles and crosses) and PBE (dots).

through the PBE-näıve approach earlier. Figure 44 illustrates the spread of the data

produced by the B3LYP xc-functional (with the same legend as Figure 41). For the

sake of comparison, all PBE-generated values are illustrated as dots, where we see that

most of the improvement in accuracy in the basic pKa comes from a systematic positive

shift of approximately 4.5 pKa units. All (apart from methanol, with a decrease of 1.3

units) acidic pKa appear to have a similar positive shift; the spread of datapoints remain

mostly the same. Essentially, a single xc-functional does not benefit pKa calculation

universally: B3LYP is useful for basic pKa, but an xc-functional other than PBE or

B3LYP would likely perform better in the case of calculating acidic pKa.

Overall, changing the exchange-correlation functional only alters the accuracy of

pKa calculation by a systematic shift in calculated values and is not responsible for the

slope of the data; similar to the proton-exchange method, but without the requirement

for a reference molecule. To support this conclusion, the ‘problem’ molecules that had

unsatisfactory calculated pKa values all have an experimental pKa below 5 or above

11, suggesting that the sidechain may not be at fault, so much as the error in their

relevant calculated deprotonation energies that the molecules containing them had.

Comparing RMS errors with the data presented by the Galano Group (continu-

ing from what was mentioned in Section 3.4.2), the MUE from our relevant (B3LYP,

cluster-continuum) acidic pKa calculations far exceeds what we should expect, being

8.86 units compared to their 0.86. However, the MUE for the relevant basic pKa mo-

lecules is 0.66 units, which is less than half what the Galano Group had reported for
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Figure 45: Calculated energies of solvation (in kcal mol−1) for neutral (left) and ionic (right) molecules
in the small molecule test set. Anionic (red) and cationic (blue) solvation energies are combined to
serve as comparison. For clarity, the two outliers discussed in the body text are labelled.

their own setup using B3LYP (1.45). They also hold the same conclusion that the

benefits one specific xc-functional provides for one type of pKa calculation does not

necessarily carry forward to the other type of pKa calculation.

Performance of implicit solvent with PBE

Figure 45 shows the calculated energies of solvation for all molecules relevant to the

näıve method, using the PBE xc-functional. The right graph shows the anionic and

cationic solutes as red and blue respectively. It can be immediately seen that there is

an issue calculating energies of solvation for anionic compounds, overestimating them

by between 9 and 19 kcal mol−1 (14-25%). With the exception of 4-nitroanilinium

and methylaminium, there is good correlation between calculated and experimental

solvation energies for the cationic solutes and, over the smaller range of solvation

energies, reasonable accuracy with neutral solutes. One can deduce that the reason

why it has been easier to obtain accuracy in basic pKa calculations is because the

∼4 kcal mol−1 overestimation for neutral molecules is mostly cancelled out by the ∼3

kcal mol−1 underestimation for cationic molecules.

These errors in solvation energy are similar to what has been stated by the de-

velopers behind the implicit solvation model in previous literature[140], with their reas-

ons behind the errors being a combination of using the PBE xc-functional (favouring

133



3 CALCULATING PKA USING LINEAR-SCALING DFT AND AN IMPLICIT
SOLVATION MODEL

more complex functionals like B3LYP and M05-2X, reducing the self-interaction error),

and a disparity between the surface area of the cavity and the charge of the system

(meaning that the error in calculation increases with the size of the solute). However,

this is also observed with the PCM and (to a lesser degree) SMD solvation models, so

is not unique to what is used within onetep. In fact, by scaling the surface tension of

the modelled solvent (which has already been done for this investigation), the implicit

solvation model that onetep uses is far more accurate than PCM, and where error is

concerned, is more precise than the more complicated SMD. Therefore, it would not be

expected that repeating the investigation with an alternative implicit solvation model

would yield any improvement in results.

Regardless of the discovery and source of these errors, the inclusion of the implicit

solvent model has been greatly beneficial compared to relying on gas-phase energies

alone. If we were to do so, then in summary, we would achieve calculated pKa values

of between 21 and 158 units when using the näıve method, and between -25 and 43

units when using the cluster-continuum method. As for the possibility of improving the

näıve approach by replacing the implicit solvation model with gas-phase calculations

and adding experimental energies of solvation separately, this would increase accuracy

significantly: if the solvation energy of phenolate was corrected to be exactly the same

value as experimental, then the resulting näıve-pKa would be 8.94 units - better than

any method or setup thus far. However, it should be known that the amount of

experimental solvation data is sparse: 43 out of the 74 relevant molecules testing the

näıve method have known ∆Gsolv values62, with the majority of these being neutral

molecules. If one was to progress from this specific investigation and use solutes of a

more novel nature, it would be quite likely that there would be little to no experimental

data apropos of solvation, and so would have to rely on other methods of obtaining

it. The use of an implicit solvation model is the fastest method of predicting this data

and, from what we have seen, has errors that can be corrected systematically.

In conclusion, there appears to be three sources of error, each with differing mag-

nitudes. In ascending order, these are:

• The choice of exchange-correlation functional used for single-point energy cal-

culations. Through substituting the PBE xc-functional for the more complex

B3LYP, we shift all calculated acidic pKa values down ∼2 units, and down ∼4.5

units for calculated basic pKa;

62From the Minnesota Solvation Database[208], or other separate publications[252–255].
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• A lack of charge shielding between the solute and implicit solvent. This causes

a systematic overestimation of approximately 3 and 10 pKa units for acidic and

basic molecules respectively, and is resolved through the modelling of an explicit

water molecule bound to ionic regions of the solute (cluster-continuum method);

• The shortcomings of the implicit solvent model. Using what we currently have

in our minimal-parameter implicit solvent model in onetep, this would lead to

errors in the energy of deprotonation in solution (∆Gsoln) of 15-25% for molecules

with an acidic pKa, and 5-10% for molecules with a basic pKa. The only method

to resolve this problem is to fine-tune the parameters of the solvent model, but

this goes beyond the scope of the present work.

3.5 Calibration through linear regression

Regardless of the sources of error, plus methods of reducing (or eliminating) them,

the investigation can continue by taking a secondary approach and using the linear

regression method to systematically correct for errors. As explained earlier, there are

linear trends in the data produced when using either the näıve or cluster-continuum

method, which is promising in that we should expect a good level of accuracy when

testing this method on systems outside of the small molecule test set.

All 36 molecules in the small molecule test set will be used as calibration data, but

instead of the four subcategories used thus far, we shall split the entire test set based

on the nature of the pKa-active heavy atom:

• The (acidic) deprotonation reaction will occur at a hydroxide group (which we

shall abbreviate as ‘R-OH’). The molecules in this subcategory are exactly the

same as that used for ‘alcohol pKa’ earlier;

• The (acidic) deprotonation reaction will occur at a carboxyl group (abbreviated

as ‘R-COOH’). The molecules in this subcategory are exactly the same as that

used for ‘carboxyl pKa’ earlier;

• The (basic) deprotonation reaction will occur at a primary amine group (‘R-

NH2’). This subcategory requires taking away three molecules (B5, B7 and B14)

from the ‘amine pKa’ subcategory;

• The (basic) deprotonation reaction will occur at a non-primary amine group.

For ease of definition, this shall be labelled and referred to as ‘R-N=R′’, but
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Figure 46: Linear regression of the two acidic (left) and two basic (right) subcategories, with data
generated through the näıve method. Significant outliers are highlighted in green, being results from
methanoic acid (cross), 2,6-dinitrophenol (left circle) and 2-nitrophenol (right circle).

will also include R-NH-R′, R=NH and R-N(-R′)(-R′′), as these are also non-

primary amines. This group will include all of the pyridine compounds, taking

the Kekulé structure into consideration, plus the three excised from the ‘amine

pKa’ subcategory.

In order to simplify the process of using linear regression, we shall limit our calibra-

tion data to the already present data produced from the näıve method. Also, because

the prototonation of a water molecule to hydronium is essentially a fixed value that

is independent of the solute, we shall exclude it from calculation, along with the -

log[H2O] correction term that is linked to it - this leaves the energy of deprotonation

(∆Gdepro.,soln) for the ionisable solute. It should be possible to tailor this method using

cluster-continuum data, and this may produce more accurate results63. However, we

are to assume for now that the lack of charge shielding introduces a fixed error value

(which will be accounted for via linear regression).

Figure 46 shows the linear regression between ∆Gdepro.,soln and experimental pKa,

63Using the four subcategories used here, we achieved worse R2 values than in the näıve method
(between 0.64 and 0.92). Better correlations are found by categorising not by pKa-active sidechain,
but by non-pKa-active sidechain. Future work into this will be required in order to make this concept
useful.

136



3.6 Increasing the scope of pKa calculation: Small and medium-sized molecules

with the linear regression formulae for acidic pKa being:

(R-OH) pKa =
∆Gdepro.,soln − 198.611

2.5228
R2 = 0.977 (155)

(R-COOH) pKa =
∆Gdepro.,soln − 207.778

1.9370
R2 = 0.791 , (156)

and formulae to derive basic pKa being:

(R-NH2) pKa =
∆Gdepro.,soln − 202.661

1.8141
R2 = 0.990 (157)

(R-N=R′) pKa =
∆Gdepro.,soln − 208.700

1.1138
R2 = 0.993 . (158)

Observing the regression lines over the raw data, three outliers are noticeable and

are shown with green outlines. The datapoint for methanoic acid (green outlined cross)

is far enough away to affect the correlation in the R-COOH regression. Excluding it

would be beneficial, increasing the R2 value to 0.926, but this would endanger the

simplicity of this linear regression method by introducing arbitrary rules to the invest-

igation. The last two outliers are 2,6-dinitrophenol and 2-nitrophenol (left and right

green outlined circles respectively), which implies an issue with modelling nitro groups,

especially in an ortho position from a polar sidechain. Regardless of this, their posi-

tions do not appear to affect the regression line, with an R2 value that is more than

satisfactory for our use. However, it would be interesting to explore the effectiveness

of this R-OH linear regression to predict pKa values below 4 units.

Overall, linear regression is possible with the data that we have generated from the

näıve method, and so would be useful in our aim in achieving an all-QM method of

predicting pKa. In the next two subsections, we will examine its capability on systems

that we are most interested in: pharmacological compounds and proteinous systems.

3.6 Increasing the scope of pKa calculation: Small and medium-

sized molecules

3.6.1 More challenging small molecules

To test and examine the dynamic nature and quality of our QM-derived pKa calculation

methods, we shall apply both the näıve and linear-regression methods on a new test

set. The molecules in this test set are chosen to provide either a relevant case study

137



3 CALCULATING PKA USING LINEAR-SCALING DFT AND AN IMPLICIT
SOLVATION MODEL

with authentic drug molecules, or to provide challenging scenarios that provide us with

an insight into how creative one can be in the drug design process, and expect our

QM-derived pKa calculation methods to remain accurate.

Three pharmacological agents were modelled with the same procedure as for the

näıve method:

• N -(4-hydroxyphenyl)ethanamide (paracetamol, also known as acetaminophen) is

a well-established NSAID. There are three pKa-active regions on the molecule, of

which we are only interested in the one that has a reasonable value; the hydroxyl

group has an experimental pKa of 9.51. There is little that is challenging about

this molecule, with its inclusion being more a rational ‘transition’ from the small

molecule test set earlier;

• Hexachlorophene is also well-established, being an over-the-counter topical dis-

infectant and a soil fungicide in agriculture. This molecule could be perceived

as challenging, due to the six chlorine atoms increasing the surface area of the

solute, plus creating many localised polar regions, either of which might challenge

the implicit solvent model or onetep itself;

• para-guanidinoethylphenol (abbreviated here as ‘p-guanEtPh’) is the (non-beneficial)

monomer of tetra-p-guanidinoethyl-calix[4]arene; the latter of which is currently

of great interest, due to its recently discovered antibacterial properties[256]. The-

oretical studies have already been made as to the mechanism of action of the

calixarene[257], plus a combined theoretical-experimental study on the pKa of the

monomer[258]. We are interested in both the hydroxyl and argininium pKa, of

which only the former has an known experimental value.

Three ‘challenge’ molecules were also modelled in the same manner as for the näıve

method:

• 2-pentynoic acid is an organic reagent with a carbon-carbon triple bond. Such

triple bonds are used in pharmaceutical products, such as oral contraceptives

(norethynodrel) and anti-retrovirals (efavirenz), so if any future drug candidates

include alkyne sidechains in future, it would be beneficial to know if our methods

struggle with this. The carboxyl pKa will be calculated here and compared

against its experimental value of 2.60;
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Figure 47: The six small molecules used as our ‘challenging’ test set.

• 4-carboxy-5,5-dimethylthiazolidine (abbreviated to ‘4C55diMeTz’) contains a thiazo-

lidine ring, which is part of the penicillin core structure. Up to now, we have only

calculated the pKa of one molecule containing sulfur (3-(methylsulfonyl)aniline),

with the oxidation state of that atom being +6. In this ring, the sulfur has an

oxidation state of +2, so would be interesting to see if this affects calculation

in any way. We shall calculate only the carboxyl pKa, with a low experimental

value of 1.58;

• Adenosine triphosphate (ATP) is well known for being the energy ‘currency’ in

the cellular world, with a multitude of purposes. There are many pKa-active

sections of the molecule, but we shall model the known deprotonation reaction

between ATP3− to ATP4− (a hydroxyl group, with an experimental pKa of 7.66).

Due to its size and our calculation of a phosphoric alcohol, this is deemed to be

the most challenging compound of the six.

Figure 47 illustrates the six molecules in this test set, with the pKa-active functional

groups that we are interested in coloured in red (acidic) or blue (basic). Due to the

size of ATP, the length of the cubic simulation cell is increased to 57.25a0. For the

sake of compatibility with any future work regarding its related calixarene, the cubic

simulation cell containing p-guanEtPh has an increased length of 80.25a0. All other

calculation parameters remained the same as stated in Section 3.3.
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Table 8: Calculated pKa of six organic compounds of interest, with the aim of testing the robustness
of our calculation methods so far.

Pharmaceutical compounds

Empirical approaches QM approaches (PBE) Expt.
Molecule ACD/PhysChem Marvin Näıve Linear Reg.

paracetamol R-OH 10.20 9.46 20.97 9.92 9.51
hexachlorophene R-OH 5.90 5.15 8.42 4.94 4.95

p-guanEthPh R-OH 9.60 10.13 20.29 9.64 9.20
p-guanEthPh R-N=R′ 14.30 12.50 23.97 16.09 -

‘Challenging’ compounds

Empirical approaches QM approaches (PBE) Expt.
Molecule ACD/PhysChem Marvin Näıve Linear Reg.

2-pentynoic acid R-COOH 2.70 2.80 9.74 2.38 2.60
4C55diMeTz R-COOH 2.96 1.50 12.64 3.88 1.58

ATP3− R-OH 6.99 7.40 26.12 11.96 7.66

Table 8 shows the seven pKa values for all six molecules in this test set, calculated

using the näıve, linear regression and empirical methods64. Regarding the pharmaceut-

ical compounds, we notice that the näıve method again does not perform satisfactorily,

with calculated values being approximately double those from experiment. However,

the linear regression method that derives from the näıve method works remarkably well,

producing results that are an improvement over one of the two empirical methods for

paracetamol and acidic p-guanEthPh, and only being 0.01 unit off of the experimental

value for hexachlorophene (effectively doing better than both empirical methods). Since

there is no experimental basic-pKa value for p-guanEthPh, it is uncertain how effective

the linear regression approach is with calculating high, basic pKa values. However, the

theoretical study on the monomer[258] reports a basic pKa of 14.20 units65, which holds

some credibility as their same method produced an acidic pKa value of 9.30. This

would mean that our R-N=R′ linear-regression did not achieve the same success as

that shown for the R-OH regression (although it still calculated pKa within the desired

accuracy of ±2 units).

Examining the ‘challenging’ compounds, the calculated values from the linear-

64From this point onwards, all ACD/Labs calculations were performed through the National Chem-
ical Database Service (http://ilab.cds.rsc.org/), and all Marvin calculations were performed
through ChemAxon’s online web client (http://chemicalize.org/).

65Calculated with Gaussian 09[73]. Single-point energy calculations using B3LYP/6-311+G(2df,2p),
with zero-point energy corrections using B3LYP/6-31+G(d) and dispersion correction using MP2/6-
311+G(2df,2p).
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regression method are less encouraging. Despite the low error for 2-pentynoic acid

(-0.22 units), both empirical methods perform marginally better. We lose our de-

sired accuracy for both 4C55diMeTz and ATP3−, with errors of 2.30 and 4.30 units

respectively. The energy of deprotonation for 4C55diMeTz was higher than that for 2-

pentynoic acid, which indicates a possible issue with the single-point energy calculation

of the molecule, or the structure of the molecule prior to calculation. Considering that

there were concerns over the accuracy and precision of thiophenol (another S(II) com-

pound) in the MM→QM correction investigation (Section 2.4), it could be likely that

there is a source of error in this specific calculation that cannot be addressed in this

investigation, being an issue with the way that the sulfur atom is modelled in onetep.

However, this is speculation, and can only be confirmed by an accurate calculation on

4-carboxy-5,5-dimethyloxazoladine (substituting the sulfur atom on 4C55diMeTz with

oxygen). There is no experimental data for this specific molecule, and so future work

should concentrate on examining single-point energy calculations and calculated pKa

values using a different molecule with oxygen and sulfur analogs. The same concerns

regarding the modelling of specific atoms can also be linked to the bad result for ATP,

although we (the onetep Users Group) do not have many studies preceding this one

involving the use of the phosphorous atom. With the successes of the R-OH regression

for the pharmaceutical compounds, it is likely that either the modelling of phosphoric

compounds in onetep or the nature of the P-OH sidechain being significantly different

to the C-OH sidechain is the cause for its poorly calculated pKa.

3.6.2 Deprotonation of L-histidine

As the pH of the system increases, any sidechain that undergoes a deprotonation reac-

tion will remain deprotonated until the pH decreases to an appropriate value. In effect,

this means that with a molecule containing multiple ionisable sidechains, the environ-

ment of the system could change prior to each successive deprotonation reaction. In

our investigation, this had already been taken into consideration, as the positions of

the anions in our simulation of the deprotonation of ATP3− were known experiment-

ally. However, it would be beneficial to perform a successive series of deprotonation

reactions on a single molecule, as a continuation from the six-molecule test set earlier.

The amino acid l-histidine contains four ionisable protons that have a pKa value

between 0 and 16. Taking into consideration that the environment around the molecule

will change as a result of each successive deprotonation reaction, we shall ensure that
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Figure 48: Deprotonation of l-histidine, as the pH of the environment increases (left to right).

each proton that is excised in one reaction remains so for the sequential reaction.

Figure 48 shows the order as the pH of the environment increases. Three pKa values

are known experimentally, and so will serve as useful benchmarking data.

Table 9 contains the four calculated pKa values for the sequential deprotonation

of l-histidine, using the näıve, linear regression and empirical methods. Despite the

good accuracy of the R-COOH regression, its lesser performance compared to the

two empirical approaches indicates that the regression needs to be refined more to

work to its optimum at low pKa values. We anticipate that with more data for the

R-COOH regression, we can achieve a level of performance that is similar to the R-

N=R′ and R-NH2 formulae, of which they both produce results that have errors below

0.1 unit for their respective sidechains; this surpassing levels of accuracy from both

empirical methods. Regarding the sidechain δ-NH, since there is no experimental

value, it is difficult to ascertain which method is the most accurate, especially since

ACD/PhysChem and Marvin produce significantly different values. Considering that

ACD/PhysChem has produced the better results for the other three pKa calculations,

it would be sensible to assume a value of approximately 14 units. This would indicate

an issue with the R-NH2 regression, with an ‘error’ of ∼5.5 units. However, we should

take into consideration that this specific deprotonation reaction does not transform

cationic nitrogen to neutral, but a neutral nitrogen to an anion, which is characteristic

of an acid, not a base.

Table 9: Calculated pKa of each successive deprotonation in l-histidine. NB: RMSE calculated for
first three values only.

Empirical approaches QM approaches (PBE) Expt.
Molecule ACD/PhysChem Marvin Näıve Linear Reg.

Backbone COOH R-COOH 1.80 1.85 9.48 2.25 1.82
Sidechain ε-NH R-N=R′ 6.20 6.61 12.82 6.08 6.00
Backbone NH3 R-NH2 9.10 9.44 16.61 9.15 9.17
Sidechain δ-NH R-N=R′ 14.20 12.94 28.08 19.78 -

RMSE - 0.12 0.39 7.32 0.25 -
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Table 10: pKa values of the acidic δ-NH deprotonation, calculated using all four linear regression
formulae.

Formula pKa (Sidechain δ-NH)
R-N=R′ 19.78
R-NH2 15.47
R-OH 12.73

R-COOH 11.85
Empirical methods 12.9-14.2

Taking the nature of the final deprotonation reaction into consideration, Table

10 shows the calculated pKa values from all four linear regression formulae. It can

be seen that there is a significant difference between the results from each formula,

with the R-NH2 regression being closest to the value produced from ACD/PhysChem.

However, in the case of Marvin being correct, the R-OH formula is the more ‘accurate’.

Since the latter is to measure acidic pKa, this would seem the more rational choice.

Of course, it would be far better to generate a new regression line based on acidic,

nitrogenous deprotonation reactions, but with what we currently have, and based on

the excellent performance of the R-OH formula thus far, we would propose a predicted

pKa for sidechain δ-NH of between 11.42 and 14.38; this taking into account the 95%

confidence interval of the coefficient in the R-OH linear regression.

3.6.3 Hydrolysis products of cisplatin

The fact that platinum compounds inhibited cell division and stunted cell growth was

discovered by accident in 1965, following an investigation into the antibacterial effects

of alternating current[259]. Later research claimed that [PtIVCl4(NH3)2] would specific-

ally hold promise as a bateriocide[260], with tracer analysis highlighting the mechanism

of action being related to its concentration in the nucleic regions of the cell[261]. This led

to an investigation to determine whether this would progress to antitumour activity,

with reasonable success on sarcoma and leukaemia[262]. However, its square-planar de-

rivative, [PtIICl2(NH3)2] (‘cisplatin’) was found to exhibit more rapid (and promising)

results, eventually leading to its approval as a cytotoxic antineoplastic drug in 1978.

The mechanism of action for cisplatin is still not clearly understood, but the ma-

jority of research agree with the displacement of a chloride ligand by a single water

molecule:

[PtCl2(NH3)2] + H2O
aquation−−−−−−→ [PtCl(H2O)(NH3)2]+ + Cl− . (Sch. 1)
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This aqua ligand is then displaced when in proximity of a purine base within DNA,

with a greater affinity towards guanine:

[PtCl(H2O)(NH3)2]+
G−linkage−−−−−−−→ [PtCl(guanine-DNA)(NH3)2]+ + H2O .

(Sch. 2)

This process tends to repeat for the other chloride and with another purine base,

generating either G-G crosslinks (90%) or G-A crosslinks (10%); the former illustrated

in Figure 49 (left). This disruption to the DNA structure interrupts the cell division

process, inducing DNA repair processes. This eventually leads to cell apoptosis and

overall regression of the tumour over the course of chemotherapy treatment.

However as of late, there have been incidences of increased detoxification activity

on cisplatin, altering its uptake into the cancerous tissue and lowering its capability

to perform as expected. This, as well as the inhibition of cell apoptosis on specific

tumours and the significant side-effects of cisplatin treatment means that research has

progressed to find alternative cisplatin-like compounds that either have reduced side-

effects, or retain the current success rate of chemotherapy treatment. The majority of

these alternatives involve replacing the two chloride ligands with a oxidocarboxylate

(nedaplatin) or dicarboxylate (carboplatin) group. Oxaliplatin is more drastic in that

all original ligands are replaced with a dicarboxylate and diaminocyclohexane group.

There are currently two cisplatin-like antineoplastic drugs undergoing Phase II clinical

trials (NAMI-A, KP1019), where the platinum atom is substituted with ruthenium,

potentially reducing the price of treatment by 1/15th.

Linking back this investigation into calculation of pKa, one cisplatin-like drug that

is gaining interest is satraplatin ([PtIVCl2(CH3COO)2(NH3)(C6H11NH2]), which is be-

ing trialled as the first cisplatin-like drug to be taken by oral-administration[263] (as

opposed to intravenous, with all previous cisplatin-like drugs). With this, it would be

an interesting case study to examine how our pKa calculation methods perform with

organometallic systems. The systems that will be modelled are the three hydrolysis

products of cisplatin, which all have experimentally-derived pKa values[233]. The reac-

tion pathway that leads to them (with ‘H+’ regions having a pKa value) is shown in

Figure 49 (right). The empirical methods from ACD/PhysChem and Marvin are not

suitable for this type of pKa calculation, with the former refusing to calculate organo-

metallic compounds, and the latter declaring values of -2.22 units for both Reactions
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Figure 49: Left: Cisplatin (lower) crosslinked with two guanine residues in DNA. Right: Activation
and deprotonation mechanism of cisplatin.

(2) and (3), and -2.69 units for Reaction (1). Instead, our results will be benchmarked

against an already published study on cisplatin hydrolysis using DFT[235], which used

a calculation setup that is more complicated66, relative to our own.

The molecules used in these calculations originated from the crystal structure of

cisplatin, available through the CSD[266]. Using MOE2011.10[198], the chlorine atoms

were replaced with their respective ligands, with no forcefield geometry optimisation

implemented. In onetep, the platinum atom was described using 9 NGWFs of 9.0a0

radius, and the parameter maxithotelling set to 0, to allow for a more thorough

calculation of the inverse overlap matrix that now contains information for metallic

66Using Gaussian 98[19], single-point energy calculations with B3LYP/LANL2DZ for Pt, B3LYP/6-
311+G(3d) for Cl and B3LYP/6-311+G(d,p) for all other atoms. Geometry optimisation and zero-
point energy correction with B3LYP/LANL2DZ for Pt and B3LYP/6-31G(d,p) for all other atoms.
Using Jaguar 5[264], energies of solvation between solute and PB implicit solvent calculated using
B3LYP/LANL2DZ for Pt, B3LYP/6-31+G* for O and B3LYP/6-31G** for others, following the
advice of external literature[265].
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Table 11: Calculated pKa of the three hydrolysis products of cisplatin, plus calculated T∆S for the
näıve method (in kcal mol−1).

QM approaches onetep
Molecule Näıve Linear Reg. Expt. Lau et al. T∆S

H2O,H2O → H2O,OH R-OH 11.20 (11.36) 6.04 (5.67) 5.37 8.30 -0.443
H2O,OH → OH,OH R-OH 15.37 (14.76) 7.70 (7.75) 7.21 9.50 1.672
H2O,Cl → OH,Cl R-OH 11.51 (10.33) 6.17 (6.53) 6.42 7.80 3.240

RMSE - 6.49 (6.00) 0.50 (0.36) - 2.29 -

atoms, ensuring stability in calculation of the single-point energy.

Table 11 contains the calculated pKa values of all three hydrolysis products of

cisplatin, using the näıve and linear-regression methods. Again, we observe an approx-

imate doubling of values from the näıve approach, with errors far too large to be of

any use. The results from the linear regression method look a lot more promising,

with the best result coming from the system containing a single-water molecule. The

authors behind the study that we are comparing against highlight information presen-

ted in past literature, showing that a system undergoing solvation loses half of its gas

phase entropy[267,268]. The results that they produce (shown as ‘Lau et al.’) includes

such correction to their calculated gas phase entropies. We attempt to reproduce this

method, and this requires phonon calculations to measure the specific changes in energy

as the whole system is perturbed. The gas phase entropy is calculated for each system

required in both of our methods employed in this study, altering the ∆G equation for

the näıve method to:

∆Gsoln = −
[
(E− 0.5TS)AH,soln + (E− 0.5TS)H2O,soln

]
+
[
(E − 0.5TS)A−,soln

+(E− 0.5TS)H3O+,soln

]
,

(159)

and the ∆G equation for the R-OH linear regression method to:

∆Gdepro,soln = −(E− 0.5TS)AH,soln + (E− 0.5TS)A−,soln . (160)

Table 11 shows these corrected values in parentheses, and the respective T∆S values

for the näıve method. There is a slight improvement in the results from the näıve

method, with the error reduced by half a unit, but are still too far to be useful.

The linear regression data improves slightly in two out of the three systems, overall

reducing the error by 0.14 units. Overall, regardless of whether we correct for changes

in the entropy as a result the system being in solvent, we have produced (through the
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linear-regression method) calculated pKa values that are of a high accuracy, despite the

presence of a platinum atom, which was assumed to be problematic. Our results are a

vast improvement over the previous study that we are benchmarking against, not only

because of our errors being one-fifth their own, but also due to the relative simplicity

in our method in order to achieve it.

3.7 Increasing the scope of pKa calculation: Protein pKa

With the linear regression method proving successful for small compounds of phar-

maceutical interest, the next logical step would be to increase the size of the system

undergoing pKa calculation. Experimental techniques and research has become so ad-

vanced now that a new area of scientific interest has arisen, this being the generation of

customised protein structures. Proteins already hold multiple purposes in life; benefi-

cial purposes include antibiotic and pain-inhibiting activity, plus rigidity of substances

(often exploited in food science). There are also less pleasing uses for proteins, such as

poisons and venoms, often found in nature. However, this has yielded an opportunity

to discover how they work exactly and, after cleaving useless parts of the structure and

mutating the remainder to dampen the acute effects, produce a promising ‘drug’ can-

didate for pharmaceutical purposes. A recent example of this is the 13-residue Kn2-7

peptide, derived from scorpion venom and shown to significantly lower the population

of HIV-1 in screening assays[269], assumedly by interacting with and destroying the

viral wall.

The pKa of specific ionisable residues from four proteins will be calculated using

onetep, of which three of them are illustrated in Figure 50:

• A 20-residue tryptophan cage [PDB:1L2Y]. The purpose behind this artificial pro-

tein (originating from a section of exendin-4, present in Gila monster saliva) was

to study the intricacies of intermolecular binding and secondary structure[270,271],

with its ‘hairpin’ structure also finding use as a benchmark for protein-folding

prediction methods;

• A 23-residue tryptophan cage [PDB:1RIJ]. This extracted portion of exendin-4

showed promising results in inhibiting the activity of HPV type 16[272]; responsible

for 75% of all cervical and half of all orophyrangeal cancers). Since 17 out of the

23 residues are similar to 1L2Y, the aim is to observe how pKa changes with

small changes or additions to the peptide sequence;
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Figure 50: From left to right: Tryptophan cage (1L2Y, 305 atoms); Ovomucoid Silver Pheasant Third
Domain (2OVO, 814 atoms); T99A/M102Q mutant of T4-lysozyme (1LI2, 2715 atoms).

• The 56-residue ovomucoid silver pheasant third domain [OMSVP3, PDB:2OVO],

which is a serine proteinase inhibitor responsible for maintaining the gel-like

consistency of egg white[273]. This protein is commonly used as a benchmark

system for different protein-pKa calculation methods;

• The 164-residue T99A/M102Q mutant of T4 lysozyme [PDB:1LI2], originally

used as a benchmark system for protein-ligand docking calculation methods[274].

Our aim is to determine if one needs to model the entire protein, in order to

achieve accurate pKa values for specific residues. This is made easy by the fact

that we have already performed studies with this specific protein (Section 2.3)

and so a structure from a production MD snapshot is already available to hand.

We aim to calculate the pKa of the tyrosine, aspartic acid and two serine residues

of 1L2Y, and the latter three of 1RIJ (due to there being no tyrosine). There are

no experimental values to compare against67, so we shall compare against a previ-

ous theoretical study[225] and PROPKA 3.1[236]. Regarding 2OVO, we shall compare

our results with PROPKA 3.1 and experimental data for the turkey ovomucoid third

domain (OMTKY3)[237], which can be considered as a L18M mutant of the silver pheas-

ant ovomucoid68. There are no experimental pKa values for 1LI2, nor any theoretical

studies previous to our own, so we shall only compare our results with PROPKA 3.1.

67Due to the complexity of the protein environment, studies producing experimental pKa values
for protein residues are uncommon. The reasoning behind modelling tryptophan cages is that they
are currently the smallest protein structures in the PDB that hold a practical use, serving as an
intermediary between histidine in the previous subsection, and OMSVP3.

68As to why we did not model OMTKY3, the three structures available were either an X-ray
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1L2Y, 1RIJ and 2OVO were prepared for calculation through the näıve method

(which also allows us use of the linear-regression method). 1LI2 was to be prepared for

calculation through the cluster-continuum method.

Calculation parameters

For all except the T4-lysozyme mutant (of which a single random snapshot was ex-

tracted from the production run used for the electrostatic embedding work earlier in

this thesis: Section 2.3), molecular dynamics simulations were performed on each pro-

tein using the Amber 12[23] package. Initial structures were that which were obtained

through their respective PDB entries. Forcefield, equilibration and production run

parameters for the proteins were the same as that shown in Section 2.2, but with the

following changes: orthorhombic periodic cells were used, containing 1972 TIP3P water

molecules for 1L2Y, 1989 TIP3P water molecules for 1RIJ, and 5453 TIP3P water mo-

lecules for 2OVO. The density, kinetic energy and potential energy of all proteins were

confirmed to converge around a constant value, denoting a successful equilibration.

Production MD calculations used the NVT ensemble with the Langevin thermostat at

300K for the whole 2ns simulation.

Snapshots were taken from every 200ps interval of the production run and stripped

of their explicit solvent (using ptraj ) before calculation in onetep. To (de)protonate

the specific residues for us to model the deprotonation reaction, each snapshot is manu-

ally processed in MOE2011.10, with the hydrogen atom added/deleted, then geometry

optimisation performed only on all hydrogen atoms bound to the respective heavy atom

using the AMBER99[15] forcefield with the (Generalised) Born solvent model, with zero

non-bonded cutoff. For 1LI2, an explicit water molecule was placed in the proximity

of the residue, and geometry optimised using the same parameters. No geometry op-

timsation was performed using QM methods. Single-point energy calculations were

performed on the treated MD snapshots using onetep, using a box size customised to

generate an approximate 25.0a0 margin surrounding each system, to ensure the accur-

acy of the approximate open-boundary conditions. For consistency, the box size was

fixed for all calculations on different MD snapshots of the same system. To reduce as

much error as possible from the eggbox-effect, all systems related to a specific depro-

tonation calculation were checked to ensure that all bar the hydrogens optimised earlier

derived structure (1PPF) of the protein bound to a larger protein (possibility of denatured structure),
or NMR-derived structures (1TUR, 1OMU), which are less precise.
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were ‘stationary’ within the simulation cell. All other onetep parameters remain the

same that described in Sections 3.3.1 and 3.3.4.

3.7.1 Tryptophan cage

Table 12 shows the average calculated pKa values for the tyrosine, aspartic acid and

both serine residues within the 20-residue tryptophan cage. Following each calculated

value is the standard error as a confidence interval. From this, we observe that the

residues with high pKa values fluctuate less and so produce predicted values that are

more encouraging than that for the aspartic acid. The difference of approximately six

units between the two serine residues is expected, as Ser13 is exposed to solvent and

free to move, while Ser14 is buried within the protein (i.e., two different environments).

However, the study by Matsui et al. illustrates a hydrogen-bond between the sidechain

of Ser14 and the backbone of Asp9. In our production MD calculation, this breaks off

early on to form a new hydrogen-bond between the sidechain of Ser14 and the backbone

of Gly11. This may be a cause for the slightly higher fluctuation in the calculated pKa

values for Ser14 and, with a higher than expected degree of freedom, a relatively worse

and fluctuant value for Asp9 (which now occasionally has sidechain interactions with

Arg16). Whether the error of approximately 3 units is an issue with the R-COOH linear

regression formula or the ensemble itself is to be determined by future work. Overall,

it is encouraging to see that our results for tyrosine and serine from a 10-snapshot

ensemble is similar to both PROPKA and the previous literature[225], the latter only

able to calculate one snapshot (the crystal structure itself).

When we increase the tryptophan cage protein by 3 residues (amongst some muta-

tions on 3 other residues), there should be some slight change in the resulting pKa

values for the same residues, as a result of a slight change in the local environment of

the protein. Table 13 shows that there is a slight increase in the external-facing serine

(Ser16, ↑0.18) and a modest decrease in internal-facing serine (Ser17, ↓2.05). The lat-

Table 12: Calculated pKa of four residues within a 20-amino acid tryptophan cage protein.

(1L2Y) onetep Expt. PROPKA Matsui et al.
Residue Näıve Linear Reg.

Tyr3 R-OH 22.59 ±0.50 10.57 ±0.20 - 10.26 ±0.01 10.11
Asp9 R-COOH 6.54 ±2.38 0.73 ±1.23 - 3.58 ±0.13 -
Ser13 R-OH 35.86 ±0.58 15.83 ±0.23 - - 14.69
Ser14 R-OH 49.76 ±1.48 21.35 ±0.59 - - 20.80
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Table 13: Calculated pKa of four residues within a 23-amino acid tryptophan cage protein.

(1RIJ) onetep Expt. PROPKA Matsui et al.
Residue Näıve Linear Reg.
Asp12 R-COOH 2.88 ±1.89 -1.16 ±0.97 - 3.40 ±0.13 -
Ser16 R-OH 36.31 ±0.41 16.01 ±0.16 - - -
Ser17 R-OH 44.61 ±1.89 19.30 ±0.75 - - -

ter is possibly as a result of the Ser-Gly intermolecular bond being less stable, meaning

that the sidechain has more freedom to move and expose itself to other residues (or

possibly solvent). PROPKA predicts a reduction in aspartic acid pKa of approxim-

ately 0.2 units, but our onetep linear regression method predicts this to be almost

2 units, which is dubious and could be an issue with either the ensemble or the R-

COOH regression formula itself (which we have concluded earlier that it is in need of

further refinement). Examining the ensemble, we still observe the occasional sidechain

interaction between Asp12 and Arg19, so there is no significant difference in residue

behaviour.

It would be interesting to calculate more MD snapshots in an attempt to reduce the

standard error, plus alter the calculation method, so as to include onetep geometry

optimisation of the ionised sidechain hydrogens, producing structures that are more in

line with the calculation methods used for the small molecule test set. In general, the

results we have produced show that despite their increased range of motion, residues

that are constantly exposed to solvent have pKa values that are much less fluctuant

than those that are buried within the protein. If the residue is buried within the

protein, then consistent intermolecular bonding with other residues plays a part in

keeping the pKa stable.
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Table 14: Calculated pKa of three glutamic acid residues within the ovomucoid silver pheasant third
domain protein. Replacing the linear regression formula for R-COOH with R-OH produces the cal-
culated values shown in the ‘if R-OH ’ column. NB: Experimental values are from the (very similar)
ovomucoid turkey third domain protein (OMTKY3).

(2OVO) onetep Expt. PROPKA
Residue Näıve Linear Reg. if R-OH
Glu10 R-COOH 4.17 ±1.34 -0.50 ±0.69 4.20 3.83 ±0.18 3.25 ±0.53
Glu19 R-COOH 0.31 ±1.83 -2.49 ±0.95 3.20 3.32 ±0.17 1.72 ±0.73
Glu43 R-COOH 12.69 ±0.76 3.90 ±0.39 4.80 4.62 ±0.02 6.63 ±0.30
RMSE 4.85 4.29 - 0.25 1.47

3.7.2 Ovomucoid Silver Pheasant Third Domain (OMSVP3)

Table 14 shows the calculated pKa values for the three glutamic acid residues in the

OMSVP3 protein, and are less encouraging regarding their accuracy. Glu43 is fully

exposed to solvent, and holds the lowest fluctuation of the three calculated pKa values,

further supporting the conclusion made earlier. The accuracy of calculation on that

specific residue is also interesting, as it is the only one of the three that is within our

desired ±2 unit criterion. Glu10 is also external-facing, but during the production MD,

has the occasional sidechain interaction with Lys13, possibly yielding some fluctuation

in pKa as a result. Glu19 is a buried residue, and throughout the course of the pro-

duction MD run, moves its sidechain to interact with the sidechain of either Thr17 or

Arg21.

Again, the cause for the bad accuracy and precision for buried residues with side-

chain hydrogen-bonding activity is unknown, but the linear regression formula can-

not be entirely responsible, otherwise there would be discrepancies between all three

residues and the experimental data. However, we do appear to obtain better results (as

in, within the ±2 boundary) when using the R-OH linear regression formula (shown as

‘if R-OH ’ in Table 14), although this is probably coincidence rather than a disparity in

sidechain description or behaviour. PROPKA has little issue with accuracy, but it is

worth noting that its accuracy degrades slightly for Glu10, possibly due to the torsion

angle of the sidechain69. With this, it would be of great interest to repeat the calcu-

lations on OMSVP3, but including all 30 (theoretically) ionisable residues; 15 of these

calculable through PROPKA. This would provide enough data to conclude whether

there is a clear difference in accuracy and precision between buried and non-buried

residues.

69When sidechain ÔCCC is ∼5◦, PROPKA predicts a pKa value of approximately 3.5 units. This

rises to 4.5 units when ÔCCC changes to ∼-105◦.
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Figure 51: Left: Approximate truncation boundaries of 1LI2. Right: Superimposed Arg145 and
Glu108 residues from the 10Å, 15Å and 20Å truncated systems.

3.7.3 Effects of truncation of lysozyme on pKa of Glu108 and Arg145

For this protein specifically, we aimed to examine the change in calculated pKa, in

relation to the size of the protein fraction that we decide to model using QM. The

purpose behind this is to determine what extent the pKa of a specific residue depends

on the presence of the residues surrounding it. With that, we can gauge how ‘thick’

a protein layer needs to surround each residue of interest in order to retain precision,

and overall develop a strategy of truncating unnecessary sections of a protein, reducing

the computational cost of pKa calculation for large proteins.

In this scenario, we are not concerned so much with accuracy but with convergence

of the calculated values, following a style similar to the electrostatic embedding calib-

ration study in Section 2.3.2, where we shall truncate a region of the protein from a

specific origin by four set radial distances (10Å to 25Å, in steps of 5Å), then measure

the pKa of two specific residues: the basic Arg145 and the acidic Glu108, as the size

of the truncated region increases; our expectation being convergence of calculated pKa

as the size of the system increases.

Using MOE2011.11, the protein was truncated by selecting a proximity selection

surrounding each ligand atom (this being all thirteen atoms of the phenol molecule

bound to the artificial polar cavity). The selection was extended to include all residues

within the proximity, and all unselected atoms deleted, automatically terminating all

split backbones with hydrogen atoms. Figure 51 (left) shows the approximate bound-

aries of each truncation, with Arg145 highlighted in light blue and Glu108 highlighted

in magenta. The phenol ligand is shown as green space-filling atoms. The cluster-

continuum method is used for this investigation and at this point, the water molecule
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Table 15: Calculated pKa of two residues within the T99A/M102Q mutant of T4 lysozyme, as the
proteinous region surrounding the artificial polar binding cavity is increased.

(1LI2) onetep Experimental PROPKA
Residue Size Cluster-continuum

Arg145

10Å 1.88 - 12.10
15Å -26.31 - 12.10
20Å -9.60 - 11.90
25Å -29.40 - 12.50

Glu108

10Å -0.23 - 2.96
15Å 2.19 - 2.97
20Å 3.42 - 2.98
25Å 1.72 - 2.98

was introduced and optimised to the residue of interest, as described earlier in this sub-

section. For reference, there are no experimental values for any residue within 1LI2.

Instead, we shall compare our findings with PROPKA 3.1, which achieves convergence

at 20Å for Glu108 (pKa: 2.98) and 25Å for Arg145 (pKa: 12.50)70.

Table 15 shows the calculated pKa values for the two residues in each truncated

system. It is immediately noticeable that there are wild fluctuations spanning over 30

units in the Arg145 results calculated through onetep - by comparison, the fluctuation

present through PROPKA only spans 0.6 units. When we look at the results for

Glu108, we also have a relatively wide range compared to PROPKA, but overall is

much smaller with a span of 3.65 units. Figure 51 (right) offers an insight into why

there is a significant difference in range between the two residues: the water molecule

bound to Arg145 (as well as the binding hydrogen of the sidechain) changes position

significantly as the size of the system changes, whereas the water molecule bound to

Glu108 moves only slightly. Therefore, calculation of pKa through QM methods is very

sensitive to the position of the water molecule bound to the ionic region in the cluster-

continuum method. PROPKA, only concerning itself with the protein (and any bound

ligands, if ionisable), ignores the water molecule and as a result does not succumb to

its influence. Regarding Glu108, it would be rational to conclude that the fluctuations

observed come more from the effects of truncating the protein and, whilst we would

have to calculate larger fractions of protein to be certain, it is likely that convergence

is near, or has been reached with the 25Å cluster, with a final value of approximately

1.7 units.

70This was determined by extending this investigation with 30Å and 35Å fractions, but using only
PROPKA.
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In order to improve this method and gather more useful data, we need to address

the issue concerning the water molecule. This can be achieved either one of two ways:

the water remains in a fixed position, say at its optimal position for the entire protein,

prior to truncation. The other method is to eliminate it altogether, and use the näıve

method of pKa calculation (which also yields the benefit of being able to test the

R-N=R′ and R-COOH linear regression formulae).

3.8 Conclusions

We have explored the possibility of using (linear-scaling) DFT and the PBE exchange-

correlation functional to calculate the pKa of small organic molecules, using three

methods (proton-exchange, näıve and cluster-continuum) and a series of small organic

and pharmaceutical compounds, medium and large biomolecules using the latter two

methods, plus a linear-regression method that was calibrated by data produced us-

ing the näıve method. For the first three methods, only molecules with a pyridine

core showed promising results, as its spread of datapoints was the only set that could

correlate well with experimental values within the range pH 0-16, with the provision

of a correction term. In general, the inaccuracy for calculating basic pKa came from

a combination of sensitivity to the exchange-correlation functional, and the need to

model some explicit element of charge shielding to each ionic system. To divulge on

the former, the PBE0 exchange-correlation functional performed best on both acidic

and basic pKa calculation in the articles from Galano et al.[223,226]:

EPBE0
xc = EPBE

xc + 0.25(EHF
x − EPBE

x ) . (161)

With recent versions of onetep capable of calculating energies using the PBE0 exchange-

correlation functional, the näıve and cluster-continuum methods were repeated on the

two smallest systems in the small molecule test set: methanoic acid and methylamine.

Table 16 shows that there is little improvement when PBE0 is used with the näıve

method, but a vast improvement is observed concerning both compounds when using

this specific hybrid-functional with the cluster-continuum approach, where the absolute

error is reduced to below half what was achieved through PBE. The most economical

next step in future work would be to apply PBE0 on only the acidic half of the small

molecule test set and with the cluster-continuum method, to gather a wider perspect-

ive on its performance. For now, we see that the main problem in calculating acidic
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Table 16: Errors in calculated pKa, in relation to the exchange-correlation functional. NB: Experi-
mental pKa values for methanoic acid and methylamine are 3.76 and 10.67 respectively.

Näıve-approach Cluster-continuum
|Error| PBE B3LYP PBE0 PBE B3LYP PBE0

Methanoic acid 6.25 7.38 6.72 5.57 7.44 2.22
Methylamine 8.39 9.03 8.24 3.16 0.64 1.15

pKa comes from the significant error in calculating the energy of solvation for anionic

systems with both the PBE functional and the implicit solvent model within onetep,

which carries forward to overestimation of calculated pKa values of up to 15 units.

Structural conformation was determined to not be a significant factor in accuracy for

these small molecules.

Regardless of these shortcomings, the näıve method is able to rank molecules in

the order of their deprotonation energy (i.e., their pKa). Therefore, a linear-regression

method is possible, and has been tested to work extremely well with small pharmaceut-

ical compounds and an amino acid, so long as one partitions the calibration data based

on the ionisable sidechain. Due to its good performance with cisplatin compounds,

the linear-regression method also holds promise in being useful to the development of

organometallic antineoplastic (and antibiotic) compounds; a niche that current empir-

ical methods struggle to work with. Future work continuing from this specific part

of the investigation needs to validate the linear-regression method with more intricate

and current drugs (that being PtII, PtIV and RuIII compounds), before we can begin

advancing towards the novel regions of chemical space.

The linear-regression approach performed reasonably well for calculating the pKa of

weakly acidic protein residues, but more calibration data may be required for the same

level of accuracy for glutamic and aspartic acids. Despite the simplicity of application,

optimising the geometry of only the ionisable hydrogens meant that any changes in

the conformation of the affected residue sidechain (due to altered steric effects and

polarisation) were not accounted for, possibly affecting the accuracy of our protein

pKa calculations. However, if we were to increase the number of moveable atoms to all

those in the sidechain, then the increased degrees of freedom, coupled with the change

in solvent environment (from TIP3P explicit solvent, to Generalised Born) could be a

significant source of error71. Regardless of this, it would be useful in future work to

examine the effect of accuracy, upon altering the number of moveable atoms in that

71NB: Since we would not be optimising the geometry of the peptide backbone, there should be
no difference between the FF99SB forcefield in Amber, and the AMBER99 (syn. FF99) forcefield in
MOE.

156



3.8 Conclusions

specific part of the overall calculation method.

It was also discovered that precision of pKa calculation was sensitive to the burial

(and therefore intermolecular bonding with other residues) of the ionisable residue

within the protein, with exposed sidechains being less fluctuant in their pKa over the

course of thermodynamic motion. An issue with using the cluster-continuum method

for protein pKa was highlighted, affecting precision and accuracy greatly as a result of

the explicit water molecule moving slightly. Finally, it has been seen that an environ-

ment extending as far as 25Å from a specific residue affects its pKa. This resulted in a

projected 85% of a 2613-atom protein needing to be modelled without convergence in

pKa calculation being achieved, thus future work (with alterations to the calculation

method) need to be performed to investigate convergence with protein fragment size

more intensively.
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3.8.1 Polyprotic pKa

In this subsection, we shall abbreviate a sidechain that is protonated or deprotonated

as � and � respectively.

Throughout the course of this investigation, we have been calculating the pKa of

specific ionisable sidechains, without applying consideration for the pKa value of any of

the other ionisable sidechains in the system (if any) - this is known as the ‘microscopic’

pKa, so called because of the fact that we are manipulating the deprotonation reaction

at the microscopic level, irrespective of the behaviour of the remainder of the system.

In experimental work, derivation of pKa is taken from a macroscopic perspective, where

such reaction kinetics take a probabilistic approach, presenting ‘macroscopic’ pKa val-

ues from titration or NMR experiments where 50% of the population of a specific

sidechain has altered. In more recent experimental pKa studies, it is often possible to

characterise each sidechain, and so provide a detailed list of microscopic pKa for each

of them. However, literature that dates before the late 1980s present macroscopic pKa

values that rely on the reader or investigators to determine what the microscopic pKa

would be for each sidechain in the system. From a practical point of view, it is essen-

tial to know both macroscopic and microscopic pKa values for a system: the former to

determine the total charge of the bulk system at any given pH, and the latter to derive

what the molecular structure(s) will be at any given pH.

For any system that only has one ionisable sidechain (monoprotic), then the mac-

roscopic pKa is exactly the same as the microscopic pKa; deprotonated species appear

in the population in significant abundance at a pH of ∼2 below the pKa value, and

the appearance of protonated species is negligible at ∼2 above the pKa value. This

transformation is represented by the Henderson-Hasselbalch equation (Equation 125).

If there are two ionisable sidechains on the same system (diprotic), then deprotonation

of one sidechain may interfere with the ability of the other sidechain to deproton-

ate. In effect, it would be näıve to assume that the microscopic pKa of one sidechain

would remain the same regardless of the protonation state of the other. Therefore,

we should calculate four microscopic pKa values for a system with two ionisable side-

chains: those being for the �� → ��, �� → ��, �� → �� and �� → ��
reactions. If any of these microscopic pKa values are close to each other, than this

means that instead of a ‘clean’ transition from the double-protonated (RH2) species

to a single single-protonated (RH) species to the double-deprotonated (R) species, we
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Figure 52: Left: Population of the two hydroxyl sidechains in 4-hydroxyphenol, in relation to pH.
Calculated microscopic pKa values in solid black, calculated macroscopic pKa values in dashed black.
Right: Microscopic pKa values for 4-hydroxycatechol, due to deprotonation (red) and deprotonation
with proton transfer (blue). All of these values contribute to the macroscopic pKa (black).

will obtain a mixture of different species, each with different proportions of ‘reactant’

that generated it. Figure 52 (left) illustrates the population of species in an example

diprotic bulk system (4-hydroxyphenol), as a function of pH (using data calculated

from ACD/PhysChem). As the microscopic pKa of the RH2→RH pathway72 (10.4, left

solid black line) is close to the microscopic pKa of the RH→R pathway (11.7, right solid

black line), there is interference between their resulting sigmoid curves. This means

that the population of single-protonated species will never reach 100% at any point,

affecting the macroscopic pKa, which are the pH values where the sum of charges of

each species, multiplied by their respective population (as a fraction) equals an integer

value: ∑
molecular
species

q × p(species) = Z when pH ≡ macro. pKa , (162)

The example shown here is actually the worst-case situation, with both RH2→RH

pathways having the same microscopic pKa. This results in the macroscopic pKa values

shifting log10(2) (0.301) lower for the smaller value, and because the same occurs for

both RH→R pathways, a shift of log10(2) higher for the larger value. Therefore in our

724-hydroxyphenol has C2 rotational symmetry, so it should not matter which of the two hydroxyl
groups deprotonates first (they should both have the same microscopic pKa value). If the molecule in
question had no rotational symmetry, then a more complex situation akin to the example shown for
triprotic pKa will occur.
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example, the two macroscopic pKa values for 4-hydroxyphenol are 10.1 and 12.0. If

there were differences in the microscopic pKa values for any of these pathways, then

this shift diminishes.

Figure 52 (right) shows an example how complex this situation can be when we con-

sider systems with three (triprotic) or more (polyprotic) ionisable sidechains.

ACD/PhysChem was able to calculate nine microscopic pKa values for 4-hydroxycatechol

relating to deprotonation (red), plus an extra four values for deprotonation with pro-

ton transfer (blue). These all contribute to the macroscopic pKa values (black), which

again show the pH where the total charge of the bulk system (taking into account the

population of all possible molecular species) is -1, -2 and -3 respectively. With three

ionisable sidechains (and omitting the possibility of charge transfer), the maximum shift

between microscopic and macroscopic pKa, possible only if the microscopic pKa of all

three sidechains that generate species of the same total charge (e.g., ��� → ���,

��� and ���) are the same, is log10(3), which is 0.477. Again, this value decreases

as the three microscopic pKa values differ increasingly.

��

α γ

�� ��

β δ

��

RH2 −−−→
A

RH −−−→
B

R

To calculate the macroscopic pKa from microscopic pKa values of a diprotic sys-

tem, we shall refer to the diagram above, with lower case Greek letters to denote the

microscopic pKa value derived from that specific deprotonation reaction. Four single

point energy calculations are required to obtain the two macroscopic values[275]:

pKa,A = − log10(10−α + 10−β) (163)

pKa,B = − log10

(
1

1/10−γ + 1/10−δ

)
. (164)
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An alternative equation[276] for calculating pKa,B is:

pKa,B = − log10

(
10−α−γ

10−pKa,A

)
, (165)

which reduces the number of microscopic pKa calculations to three.

���
δ

���

α ε η

���
β

��� ��� ���

γ ζ

��� ���

RH3 −−−→
A

RH2 −−−→
B

RH −−−→
C

R

Eight single-point energy calculations are required to calculate the macroscopic pKa

of a triprotic system, with seven microscopic pKa calculations required:

pKa,A = − log10(10−α−β−γ) (166)

pKa,B = − log10

(
10−α−δ + 10−α−ε + 10−β−ζ

10−pKa,A

)
(167)

pKa,C = − log10

(
10−α−δ−η

10−pKa,A−pKa,B

)
. (168)

Proton transfer is not taken into account, as this is considered to not occur at a rate

that is of significance.

For any polyprotic system, 2n single-point energy calculations need to be performed,

with the number of microscopic pKa calculations being 2n − 1, where n is the number

of ionisable sidechains in the system. The relevant row of Pascal’s triangle (omitting

the first value) describes how many microscopic pKa calculations are required to derive

each macroscopic pKa (e.g., for a hexaprotic system: 6, 15, 20, 15, 6 and 1 to derive

pKa,A to pKa,F in order). The maximum values possible for the lowest and highest

macroscopic pKa values in a polyprotic system is log10(n) below the lowest microscopic

pKa value, and log10(n) above the highest microscopic pKa value that contributes to

the relevant equations respectively.
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The majority of the non-protein systems in our overall investigation are monoprotic,

meaning that there is no cause for concern regarding polyprotic pKa. Of those that are

polyprotic, all except oxalic acid, hexachlorophene and cisplatin-H2O,H2O have side-

chains with microscopic pKa values that are too different to produce any polyprotic

interference, or do experience it, but are either at (hypothetical) negative pH values

(e.g., guanidine) or not related to the deprotonation reaction of interest (e.g. ATP2−,

but not ATP3−). For those three molecules that do, because of their symmetrical

nature, we would expect their macroscopic pKa values to be 0.301 units below calcu-

lated values for the neutral→monoanionic reaction, and 0.301 units above calculated

values for the monoanionic→dianionic reaction.

For the tryptophan cage proteins, the microscopic pKa values for the aspartate

residue and the C-terminal (which in our MD snapshots was always deprotonated)

are projected by PROPKA to be approximately 0.5 units within each other, which

means that there will be a shift of approximately 0.1 units in the macroscopic pKa.

This polyprotic interference may also be the reason why the aspartate values have an

increased degree of uncertainty in our calculated values, but this is to be determined.

The lack of accuracy in our OMSVP3 pKa calculations could also be attributed to

uncertainty in the exact structure of our system undergoing the deprotonation reaction

(there are six residues in the protein that are projected to have a microscopic pKa

value between 2.5 and 4.5). In our investigation, all three glutamic acid residues were

deprotonated, then the relevant sidechain protonated to calculate its microscopic pKa.

This may be the reason why our calculation for Glu43 produced accurate results; its

setup with Glu10 and Glu19 being deprotonated was more representative of reality than

what we had setup for deriving the microscopic pKa of the other two residues. For our

work with T4 lysozyme, we aimed more towards convergence rather than accuracy, and

to determine the effects of polyprotic pKa on this system would require repeating the

work with that aim in mind (and with the corrections we stated earlier in the relevant

section).

In summary, calculating the microscopic pKa of a polyprotic system requires the

user to be certain that the protonation states of all sidechains represent what occurs

in reality. If there is no danger of two or more sidechains having a microscopic pKa

within 1.63 units of each other, then no further action is required, but if there is,

measures need to be taken in order to account for the mixture of species with the
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3.8 Conclusions

same total charge. For proteinous systems, the issue of polyprotic pKa increases in

complexity, and could have serious consequences for accurate and precise protein pKa

calculation, especially as it would be arduous to calculate single-point energies for each

possible configuration of protonation states on each (relevant) ionisable residue, then

perform the necessary microscopic and macroscopic pKa calculation for every possible

deprotonation reaction. Even with automation playing a large part in doing this, the

computational cost may be too offputting to be taken seriously.

From our work, we have shown that it is possible to use linear-scaling DFT in

calculating microscopic (and macroscopic) pKa values for most small and medium-sized

systems - this offers an opportunity for screening new pharmaceutical compounds or to

assist in some biochemical research. However, we may realise now that the true issue

of protein pKa calculation was not so much its computational cost, but the complexity

that lies within the multiple configurations of protonation states, of which we have

only just begun to scratch the surface.
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Table 17: Test set of 36 small molecules with acidic or basic sidechains.

pKa

Molecule Name Acid/Base Experimental ACD/PhysChem Marvin

A1 phenol Acid 9.98 9.86 10.02
A2 methanol Acid 15.54 15.17 15.78
A3 ethanoic acid Acid 4.76 4.79 4.54
A4 benzoic acid Acid 4.19 4.20 4.08
A5 2-nitrophenol Acid 7.22 7.14 6.43
A6 3-nitrophenol Acid 8.36 8.34 8.27
A7 2,2,2-trifluoroethanol Acid 12.37 12.46 11.49
A8 methanoic acid Acid 3.76 3.74 4.27
A9 cyanoethanoic acid Acid 2.47 2.47 2.82
A10 butanoic acid Acid 4.82 4.76 4.91
A11 4-nitrobenzoic acid Acid 3.44 3.42 3.46
A12 4-chlorophenol Acid 9.45 9.47 8.96
A13 2-methylphenol Acid 10.32 10.32 10.37
A14 2,4-dinitrophenol Acid 4.12 4.04 4.04
A15 2,5-dinitrophenol Acid 5.20 5.35 5.21
A16 2,6-dinitrophenol Acid 3.73 3.81 3.63
A17 oxalic acid Acid 1.25 1.20 1.36
A18 4-methoxyphenol Acid 10.27 10.40 9.94

RMSE - - - 0.11 0.36

Molecule Name Acid/Base Experimental ACD/PhysChem Marvin

B1 aniline Base 4.61 4.61 4.64
B2 4-methoxyaniline Base 5.31 5.21 5.11
B3 4-nitroaniline Base 1.00 1.01 0.91
B4 methylamine Base 10.67 10.66 10.08
B5 trimethylamine Base 9.81 9.75 9.57
B6 pyridine Base 5.25 5.23 5.12
B7 dimethylamine Base 10.77 10.73 10.52
B8 3-cyanopyridine Base 1.39 1.78 1.40
B9 3-methoxypyridine Base 4.78 4.67 4.81
B10 3-chloroaniline Base 3.52 3.54 3.47
B11 3-(methylsulfonyl)aniline Base 2.58 2.66 2.37
B12 4-cyanoaniline Base 1.74 1.73 1.63
B13 guanidine Base 13.60 13.27 12.55
B14 piperidine Base 11.11 11.24 10.44
B15 2-methylpyridine Base 5.97 5.95 5.81
B16 3,4-dimethylpyridine Base 6.48 6.19 6.33
B17 2,4,6-trimethylpyridine Base 7.43 7.33 7.31
B18 3-fluoropyridine Base 2.97 2.81 2.70

RMSE - - - 0.15 0.36
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Table 22: Basic pKa, calculated by the cluster-continuum method with the PBE and B3LYP exchange-
correlation functionals.

Anilines and amines

Cluster-continuum Experimental
Molecule PBE B3LYP

B1 aniline -1.74 3.22 4.61
B2 4-methoxyaniline -0.21 4.59 5.31
B3 4-nitroaniline -9.99 -4.45 1.00
B4 methylamine 7.51 11.31 10.67
B5 trimethylamine 5.45 10.19 9.81
B7 dimethylamine 6.86 11.28 10.77
B10 3-chloroaniline -4.17 0.36 3.52
B11 3-(methylsulfonyl)aniline -4.85 -0.40 2.58
B12 4-cyanoaniline -7.23 -2.12 1.74
B13 guanidine 13.02 17.21 13.60
B14 piperidine 7.81 12.21 11.11

RMSE - 6.34 2.71 -

Pyridines

Cluster-continuum Experimental
Molecule PBE B3LYP

B6 pyridine 1.77 6.11 5.25
B8 3-cyanopyridine -2.13 2.54 1.39
B9 3-methoxypyridine 1.46 5.99 4.78
B15 2-methylpyridine 1.76 5.75 5.97
B16 3,4-dimethylpyridine 3.77 7.86 6.48
B17 2,4,6-trimethylpyridine 2.77 6.42 7.43
B18 3-fluoropyridine -0.32 3.72 2.97

RMSE - 3.65 1.00 -
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Table 23: Acidic pKa, calculated by the cluster-continuum method with the PBE and B3LYP
exchange-correlation functionals.

Alcohols and phenols

Cluster-continuum Experimental
Molecule PBE B3LYP

A1 phenol 17.79 19.75 9.98
A2 methanol 28.32 27.02 15.54
A5 2-nitrophenol 15.03 18.13 7.22
A6 3-nitrophenol 13.07 15.84 8.36
A7 2,2,2-trifluoroethanol 20.69 23.76 12.37
A12 4-chlorophenol 16.80 18.02 9.45
A13 2-methylphenol 17.85 20.62 10.32
A14 2,4-dinitrophenol 5.63 8.49 4.12
A15 2,5-dinitrophenol 11.52 13.85 5.20
A16 2,6-dinitrophenol 10.50 11.66 3.73
A18 4-methoxyphenol 20.50 22.01 10.27

RMSE - 7.86 9.56 -

Carboxylic acids

Cluster-continuum Experimental
Molecule PBE B3LYP

A3 ethanoic acid 14.46 16.24 4.76
A4 benzoic acid 12.81 14.51 4.19
A8 methanoic acid 9.33 11.20 3.76
A9 cyanoethanoic acid 8.79 11.47 2.47
A10 butanoic acid 14.50 16.66 4.82
A11 4-nitrobenzoic acid 11.57 13.27 3.44
A17 oxalic acid 8.47 10.05 1.25

RMSE - 8.03 9.92 -
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4 Transition state modelling of the CYP101 en-

zyme, using large QM regions

4.1 Introduction

4.1.1 The significance of CYP

The transformation of various compounds in the cell is essential for the human body to

survive, especially in the processes of reproduction, growth and responding to environ-

mental changes. The latter is important, as the body is exposed to a multitude of ster-

oids, free amino acids, carbohydrates and lipids: compounds that are derived from other

biochemical processes that need to be regulated. There are also natural and synthetic

‘poisons’ that enter their way into the body from external sources, such as pharma-

ceutical compounds or pollutants, of which their concentration must also be regulated.

Figure 53: Cytochrome P450 [PDB: 1DZ9], with
Compound I highlighted in green.

Therefore, there are a wide range of en-

zymes, especially in the liver and kidneys,

that perform these regulatory tasks un-

der the umbrella term of ‘metabolism’. Of

these, we shall concentrate on one specific

family of enzymes.

The cytochrome P450 superfamily

(CYP; Figure 53) are a series of enzymes

that catalyse the oxidation of organic sub-

strates. It is found in the endoplasmic

reticulum and mitochondria of all euka-

ryotic lifeforms, and has been found in the

cytoplasm of some prokaryotic lifeforms.

Its main role is to perform the monooxy-

genase reaction, where an atom from an oxygen molecule is inserted into a substrate

compound that is fit to enter its active site, and the other atom is reduced to water

through free dissolved protons and the reducing agent NADPH:

R−H + O2 + NADPH + H+
CYP

R−OH + H2O + NADP+

(Sch. 3)
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The resulting product (R−OH) should be more soluble, making it easier to transport

and, in the case of the mammalian body, excrete through urine. Considering that the

majority of pharmaceutical compounds (∼75%) are metabolised (or even activated) in

some way through one of eight CYP enzymes in the human body, it contributes in part

to the reason why medicinal doses must be renewed at regular intervals.

In general, CYP is beneficial to the optimal functioning of the cell (and in turn, the

organ and the body). However, there are some examples where the activity of CYP

leads to undesired consequences:

• When acetonitrile enters the human body (through many routes), CYP inserts

the oxygen atom to the methyl group, producing glycolonitrile. This decomposes

rapidly to become hydrogen cyanide, with obvious lethal consequences:

H3C−C≡N
CYP

HO−CH2−C≡N
dissociation

H−C≡N + H2C=O

(Sch. 4)

Formaldehyde is also produced, but there are metabolism pathways that even-

tually convert this to carbon dioxide and water. In defence of this reaction,

hydrogen cyanide and formaldehyde have uses in industry as precursors to poly-

mers such as nylon, polymethyl methacrylate, and resins, so CYP isolated outside

of the cell has potential as an industrial biocatalyst;

• In the majority of people, 95% of an administered dose of codeine is converted

to codeine-6-glucuronide (C6G) via alternative (non-CYP) metabolic pathways,

which is responsible for most of the analgesic properties of the drug. The remain-

ing 5% is metabolised by two specific CYPs: CYP3A4 performs dealkylation on

the nitrogenous section of the molecule, producing norcodeine; CYP2D6 oxidises

the methoxy group to an alcohol, producing morphine:

CYP3A4 CYP2D6

(Sch. 5)

norcodeine codeine morphine

The former has been agreed to produce some mild analgesic effect, but the latter
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is well-known for its analgesic properties; it is also known for its effects upon with-

drawal. Because of the small ratio of morphine to C6G and norcodeine, plus the

slow rate of reaction between CYP and codeine, these effects are minimal. How-

ever, for those (1% of the population) who have an overabundance of CYP2D6,

adverse effects are more likely. This issue is also exacerbated by the presence of

CYP3A4 inhibitors (e.g., furanocoumarins from grapefruit, or bergamottins from

citrus fruits), leading to overdose effects in extreme cases;

• Standard doses of paracetamol are harmless, with the main metabolic pathway

being the addition of glucuronic acid (GlcA) to the alcohol group; a process

known as glucoronidation. However, in cases of excessive dosages, this pathway

is saturated, with the excess being metabolised by both CYP2E1 and CYP3A4,

which inserts the oxygen atom into the secondary amine group to form N-

hydroxyparacetamol, which decomposes to N-acetyl-p-benzoquinone imine (NAPQI).

This reactive metabolite has an affinity for the sidechain of cysteine, and as a

result binds to cysteine-rich hepatic proteins:

glutathione

Glucoronidation CYP2E1

CYP3A4

– H2O

(Sch. 6)

hepatic protein

The liver has a storage of glutathione, which can act as sacrificial protection, but

this is easily depleted73, and the interfered protein leads to a complex biochem-

ical mechanism that eventually leads to the mitochondria of the cell being unable

73Medical intervention can prevent this through administration of oral methionine[277] or intravenous
acetylcysteine[278] within 10 hours of overdose, after which the effectiveness of treatment decreases.
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to synthesise ATP[279] - this results in necrosis of liver and renal tissue, hepatic

encephalopathy and death within a week.

From these examples, we can appreciate the impact that CYP has on the cellular

system: its non-discriminatory nature means that in its function to ‘detoxify’, it may

produce a toxic product and lead to a series of serious side-effects. Therefore, in the

drug design process, it is important to develop some method of modelling or predicting

the metabolism products of any molecule that binds to the active site of CYP. Having

a good knowledge of this allows the drug discovery team in a company to produce

comprehensive information that the experimental team would find useful in predict-

ing the results of preclinical and Phase 0 clinical trials (which determine how a drug

enters, interacts and leaves the body), allowing for an efficient progression to Phase

1 (where the exact side effects and safe dosages are determined). This need for ‘pre-

dictive toxicology’ has already been highlighted[280], and there are multiple methods of

attempting to predict sites of oxidation in any given structure[281], with the majority

relying extensively on experimental data to produce a series of pharmacophore ‘rules’

that are applied to the three-dimensional structure of the molecule of interest.

Recently, there have been attempts to use quantum mechanical energy calculations

to obtain a more accurate method of prediction. For example, CypScore[282] used the

AM1 semi-empirical method to optimise the geometry of a training set of 844 molecules,

then calculate the energy of 2366 known metabolic transformations on those systems

along with surface and electronic properties, to produce a series of parameters that were

fine-tuned to fit with experimental data. The same treatment is made to a molecule of

unknown information, and a scoring function applied to each atom in that molecule,

to provide a rank of regions of the molecule that are vulnerable to oxidation via CYP.

The commerical StarDrop[283] software uses this same method, but with some subtle

changes to the calculation method. Regardless of this, Table 24 shows that the two

software packages are similar in their accuracy, with an average of 72% of known,

existing metabolism sites being ranked first or second during validation testing. This

value increases to an average of 80% if counting third rankings. However, CypScore

can be seen to be less robust, with up to two false positives being given per ‘true’

positive. StarDrop reduces this to approximately 1 false positive to 2 ‘true’ positives.

Realising the potential of exposure, CypScore, currently a routine drug discovery tool

within Bayer Schering Pharma (of which they are co-developers) aims to expand its

userbase by being packaged within the Pipeline Pilot[284] software from Accelrys.
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Table 24: Comparison of three CYP metabolism prediction tools, showing the percentage of known
metabolic targets identified, plus the probability of obtaining a true positive (cf. false positive).

% of known metabolites
Software Top 2 Top 3 p(True +)
CypScore 59-85% 66-91% 0.37-0.90
StarDrop 74-77% 81-84% 0.58-0.73

SMARTCyp 76% 81% 0.87-0.97[285]

An alternative to this semi-empirical approach is to derive oxidation targets from

a simple 2D representation of the molecule. SMARTCyp[286] uses a series of rules

generated through a series of oxidation reaction simulations on a training set of 139

molecules, using quantum mechanical methods74. Its simplicity lies in the requirement

of input being made through SMILES notation[287,288], instead of a 3D structure that

would require optimisation. This overall saves time, making batch processing of a very

large molecular database possible within a reasonable period of time, as opposed to

the previous two examples, where a molecule ‘shortlist’ would need to be compiled,

due to the computational cost. The authors behind this software claim that accuracy

is similar to CypScore and StarDrop, as shown in Table 24.

4.1.2 Transition state calculations of CYP

Because of the presence of cytochrome P450 in the majority of lifeforms, its protein

sequence and size has altered along with the evolutionary path of life. An example of

this is bacterial CYP101 with 414 residues, and human CYP3A4 with 485 residues,

with a 45.4% similarity in protein sequence. Regardless of this, the tertiary structure

remains approximately the same shape, and the active site remains the same: a six-

coordinate haem-b complex, bound to one of the buried cysteine residues within the

protein. Figure 53 highlights the location of this haem complex in green.

The catalytic pathway of this active site complex is shown in Figure 54. Starting at

(1), the substrate binds within the proximity of the haem complex (but does not yet

interact), then the first of the electrons donated by NADPH is transported to the iron

core, in order to reduce Fe(III) to Fe(II) (3). At this point, the natural pathway is to ac-

cept a dioxygen molecule into the vacant coordination site, to form an iron-hyperoxide

74Geometry optimisation and frequency calculations on a training set of molecules, using an aug-
mented DZ basis form of B3LYP/DZ for Fe atoms, and B3LYP/6-31G(d) for all other atoms. Then
oxidation calculations (with a reduced representation of Compound I) were simulated using single-
point energy calculations using a increasingly augmented B3LYP/DZ for Fe atoms, and B3LYP/6-
311++G(2d,2p) for all other atoms.
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Figure 54: Catalytic pathway for CYP[4].

product (4b). However, carbon monoxide

has an inhibitory effect, interrupting the

catalytic cycle by forming a stable CO-

bound complex (5). Because of its sta-

bility, elucidation of the structure of CYP

was often performed using this type of com-

plex75. However, this does complicate the

opportunity to study the latter parts of the

catalytic pathway, containing complexes

with a swift and reactive existence. This

means that any system in the cycle past the

superoxide complex is agreed upon rather

than something of certainty. Returning to

the superoxide complex, a second electron

donated from NADPH is transported to

the oxygen to generate a peroxide complex

(6a). The addition of a free proton forms

a hydroperoxide complex (6b) that reacts

with another free proton to release a water

molecule. The resulting complex is a re-

active iron(IV) carbonyl triradical known

as ‘Compound I’ (7), which reacts directly

with the substrate through the monooxygenase reaction. After reaction, the oxidised

product is easily displaced by a water molecule, ready to repeat the cycle.

Due to the highly reactive nature of Compound I, its existence was very much

speculative, with spectroscopic data heavily implying the presence of an intermediate

complex that was similar to the more stable Compound I of chloroperoxidase[289,290].

Recently, a method of producing Compound I[291] has resulted in a high yield of complex

that not only strengthened the existence of an intermediate with that exact structure,

but also allowed for characterisation of its reaction kinetics. It is possible to bypass

at least half of the pathway by replacing the electron and oxygen transfer with an

artifical oxygen donor, such as chlorites, hypochlorites and alkyl peroxides (known as

75The subname ‘P450’ comes from this specific C≡O complex: pigment, maximum absorption of
light at 450nm.
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the ‘peroxide shunt’, A). However, the most ‘natural’ example of this process is the

use of hydrogen peroxide (B), being the product of cellular respiration, which creates

the hydroperoxide precursor to Compound I:

(Hm)FeIII + H2O2

‘peroxide shunt’

(Hm)FeIII−O−OH + H+ (Hm•)FeIV=O + H2O

(Sch. 7)

with (Hm) being the remainder of the haem-b complex.

4.1.3 Aims and objectives

In our series of investigations, we are most interested in the subreactions between (7)

and (1), where the substrate is oxidised. Our model reaction will be that between

cytochrome P450cam (CYP101) and cyclohexene:

+ NADH + H+ + O2

CYP101

or + NAD+ + H2O

cyclohexene
cyclohexene

oxide 2-cyclohexenol (Sch. 8)

with an epoxide-alcohol ratio of between 1:1 and 1.7:1. Specifically, we shall model the

hydrogen-abstraction reaction between cyclohexene and Compound I:

(Hm•)FeIV=O + H−R
[
(Hm)FeIV−O−H−R

]•
(Hm)FeIV−O−H + R•

(Sch. 9)

which is characteristic of only the hydroxylation reaction producing the alcohol. This

reaction has previously been studied extensively by the Mulholland Group of the Uni-

versity of Bristol, resulting in three papers. From these papers, the following work is

particularly relevant to our investigation:

• A QM/MM model of CYP101, the QM region being a 59-atom, truncated ver-

sion of the Compound I-cyclohexene complex, was subject to transition state

calculations using the adiabatic method[194] (Section 1.8.1). In the QM region,

B3LYP/LANL2DZ was used for the iron atom, and B3LYP/6-31G** was used for

all other QM atoms (a basis set combination known as LACVP*). CHARMM27

was used to model the remainder of the protein and solvent using MM methods.
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Using MD derived structures, eight hydroxylation reaction profiles were gener-

ated, resulting in activation energies of between 9.7 and 18.2 kcal mol−1, with a

mean and Boltzmann weighted average of 13.9 and 10.9 kcal mol−1 respectively.

It was noted that increasing the complexity of the basis sets to LANL2DZ and

6-311G* for iron and other atoms respectively increases the activation energy by

∼1.7 kcal mol−1.

Overall, the conclusions stated that modelling the system using QM/MM gave

relative activation energies (∆∆Ef ) between the hydroxylation and epoxidation

routes that were closer to experimental values than those produced when only the

QM section was modelled (in the gas phase). A series of repeat calculations with

the QM-only models and using B3LYP/LANLTZ and B3LYP/6-31G for iron and

other atoms respectively[292] concluded that including dispersion correction to the

geometry optimisation calculations involved in the adiabatic method produced

∆∆Ef values that were closer to experiment than the QM/MM results previous,

which did not include such correction;

• Repeating the previous main investigation, but using QM/MM on four MD snap-

shots of the system, with and without dispersion correction[293]. The adiabatic

method was again used, with B3LYP/LANL2DZ and B3LYP/6-31G(d) for iron

and all other QM atoms respectively, and CHARMM27 used to model the re-

mainder of the system. In order to gain a more accurate perspective, the single-

point energies of all reactant and transition state geometries were recalculated

using the same QM/MM setup, but with B3LYP/LANL2DZ and B3LYP/6-

311++G(d,p) for iron and all other QM atoms respectively.

Without dispersion correction, the activation energies of the hydroxylation re-

action appeared to fluctuate by 7.4 kcal mol−1. When dispersion correction was

applied to both the geometry optimisation and subsequent single-point energy

calculations, this reduced to 4.5 kcal mol−1. The mean activation energy for the

hydroxylation reaction was also reduced by 6.4 kcal mol−1 as a result of disper-

sion correction, implying that non-polar interactions contribute significantly to

the reaction between CYP101 and any substrate that approaches its active site.

We aim to recreate the hydrogen-abstraction reaction profile, through two methods:

the adiabatic method, where the single point energy of the same optimised structures

used (and donated) by the Mulholland Group in their investigations will be recalculated
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Figure 55: Above: Truncated Compound I
model with cyclohexene (59 atoms). Below:
Complete Compound I model with cyclohexene
substrate (102 atoms).

using linear-scaling DFT. The second method is

to use the LST and QST methods to determ-

ine the transition state from the reactant and

product geometries only. The majority of QM

and QM/MM simulations use a model (Figure

55, above) that consists of the ferrate ion com-

plexed with methanthiolate (CH3S−), oxygen

and porphine, plus the substrate - this consists

of 43 atoms, plus those of the substrate, due to

the computational cost of non-linear ab initio

methods. Especially in our case, where we will

being doing simulations using only linear-scaling

DFT, this is not a good representation of the

system, as we would be missing important bon-

ded interactions between the pyrrole rings and

their hydrocarbon sidechains, plus the cysteine

sidechain and its peptide backbone, which could

affect their partial charges, which could be cru-

cial regarding the modelling of all non-bonded

interactions with the ferrate ion. The two deprotonated carboxyl sidechains76 also

provide a highly-negative region of Compound I that would seem appropriate to model.

With this in mind, the smallest system we shall model (Figure 55, below) is the fer-

rate ion bound to a hydrogen-terminated cysteine molecule, oxygen and the entire

protoporphyrin IX, plus the cyclohexene substrate - this will consist of 102 atoms.

Expanding on this, we shall aim to repeat our transition state search calculations

with our Compound I system surrounded by an approximately 500-atom ‘shell’ of

CYP101 protein, to determine if modelling the protein environment affects the calcu-

lated transition state at the active site in either one of the two transition state search

methods we will perform. If we do find a difference in the geometry of Compound

I, or the energies of reaction, then it would demonstrate the importance of the region

76According to ChemAxon’s Marvin[221] software (accessible through
http://www.chemicalize.org/), the microscopic pKa of the carboxyl sidechains of haem-b
are 3.66 and 4.23, meaning that at a biological pH of 7.4, both of these sidechains will be entirely
deprotonated.

179



4 TRANSITION STATE MODELLING OF THE CYP101 ENZYME, USING
LARGE QM REGIONS

surrounding the active site (and therefore must be modelled for an accurate simulation

of CYP).

4.2 Original calculation parameters

The majority of the calculations in this investigation are performed in vacuo using the

linear-scaling DFT program, onetep, with a kinetic energy cutoff of 800eV and the

PBE exchange-correlation functional. An NGWF radius of 8.0a0 was used for first-

and second-row elements, with 1 and 4 NGWFs used respectively. The iron and sulfur

atoms were described using 9 NGWFs77 of 9.0a0 radius. Since the literature from the

Mulholland Group demonstrated the importance of modelling dispersion interactions

within CYP, they were accounted for through the use of DFT+D[200]. Kinetic energy

preconditioning[247] (k zero) was used, with a set value of 3.5a0
−1 and full occupancy

preconditioning of the NGWF gradients. The convergence criterion for the NGWFs was

an RMS gradient below 2×10−6 Eh per NGWF step. The interaction of periodic images

(which is default within onetep) was eliminated through the use of the Coulomb-cutoff

approach[100], with a spherical buffer of a radius roughly characteristic of the atomic

co-ordinates of the system:

rCoul.Cut. =
√

(xmax − xmin)2 + (ymax − ymin)2 + (zmax − zmin)2 + 5.0a0 , (169)

rounded up to the nearest value compatible with the Coulomb-cutoff module (automat-

ically applied during calculation). The extra 5.0a0 buffer is to ensure that the entire

electron density is accounted for, considering that the FFT portion of the onetep

code may generate oscillations near the edge of the cutoff region; this extra distance

reduces the risk of the electron density touching the edge of the isolating cell.

This investigation involves the use of truncated versions of QM/MM structures

(which themselves originate from the crystal structure of PDB code 1DZ9). MOE2011.10[198]

was used to treat each of the ten QM/MM snapshots by manually selecting the Com-

pound I, Cys292 and cyclohexene molecules. After deleting the atoms that were not

selected, this produced a 102-atom system that we shall use. The broken bond within

the cysteine residue was hydrogen-terminated, with the position of the hydrogen atom

being placed automatically by MOE according to VSEPR rules; no geometry optimisa-

tion was performed. Returning to the full QM/MM structure, the 102-atom system was

77Representing the 3s, 3p and 3d orbitals on sulfur, and the 4s, 3d and 4p orbitals of iron.
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selected, and an atomic proximity search of 2.7Å and 5.5Å from this selection (exten-

ded to include complete residues) was performed. Deletion of the non-proximal atoms

produced the 515 and 1002-atom systems that were also used in this investigation.

Again, all broken bonds were hydrogen terminated, without geometry-optimisation.

The reasoning for this was that the positions of the added hydrogens would remain the

same for all ten snapshots, so as to reduce any systematic error due to any fluctuation

in the positioning of the hydrogen atoms as the reaction profile was modelled.

Where possible, we aimed to compare our results with those from cubic-scaling

DFT methods. This was achieved through NWChem 6.1[83], using the PBE exchange-

correlation functional, for compatibility with our own calculation methods with onetep.

4.3 Validation work

Before work can start on calculating the transition state of the Compound I-cyclohexene

hydrogen abstraction reaction, two important aspects regarding the calculation need

to be verified: what should the input file parameters be for a successful (and robust)

single-point energy calculation in onetep, and are the LST and QST search methods

within onetep successful in searching for a transition state geometry.

4.3.1 Calculation method for single-point energy of Compound I

Figure 56: Compound I[5].

Figure 56 shows the structure of Compound I,

with the +• to denote the electron deficiency of

the π-electron system and radical within the por-

phyrin ring. This, as well as the uncommon FeIV

ion means that it is anticipated that calculating

the single-point energy of Compound I will be

complicated. Therefore, it would be beneficial to confirm that a single-point energy

calculation of Compound I through onetep will be successful, with convergence of the

NGWFs to at least the default value. Until this is verified, then any reproduction of

the adiabatic reaction profile, or any of the LST/QST transition state calculations will

be subject to inaccuracy as a result of error in the convergence of single-point energy.

The reactant ‘snapshot’ from the Mulholland Group adiabatic reaction profile (with

a O-H distance of 2.49Å) was truncated to produce the 102-atom Compound I system

that was described earlier (Figure 55, lower). As the carboxyl and alkene sidechains
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Figure 57: Convergence of single point energy calculations of 102-atom Compound I. Left: Using
default values (black), 12.0a0 NGWFs for Fe (red) and using kernel-DIIS (blue). Right: Using default
values with both atomic solver and LNV (black) or kernel-DIIS (blue). The dashed line on both
graphs shows the convergence criterion.

were not deemed to be important in regards to convergence of the single-point energy,

these were replaced with methyl groups and hydrogen respectively. This resulted in an

84-atom system that was used for our validation single-point energy calculations. The

total charge of the system was calculated to be neutral, with a doublet spin state; shown

in Table 25. This concurs with the caption of Figure 6 in a CYP review by Sono et al.[4]

(which mentions Compound I without regard to the carboxyl groups). A preliminary

calculation using NWChem, using PBE/6-311G** for all atoms (except iron, which

used the (PBE/double-ζ) Stuttgart RSC 1997 ECP basis set and pseudopotential[294])

had achieved default convergence criteria within 130 SCF iterations, therefore it should

be well within the capability of onetep to achieve convergence on this complex system.

Figure 57 (left, black) shows the convergence of the single point energy, with the

calculation (automatically) terminating after the 12th NGWF iteration, due to the

calculated energy rising twice in succession from inaccuracies in the modelled density

Table 25: Breakdown of charges, contributing to the total charge of Compound I.

Breakdown of charges
84-atom 102-atom

Ferrate ion +4 +4
Porphyrin ring -1 , Monoradical -1 , Monoradical

Carboxyl sidechains -2
Oxygen ligand -2 -2

Cysteine sidechain -1 -1

Compound I 0 , Monoradical -2 , Monoradical
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kernel. It was considered that the cause of this issue might be that the size of the

NGWFs for the iron atom were too small, and so the single-point energy calculation

was repeated, but with the localisation radii of the 9 NGWFs for iron increased from

9.0a0 to 12.0a0. The resulting calculation (red) was not stopped by onetep itself,

although the single-point energy was still unable to converge, with the RMS gradient

increasing past NGWF iteration 28, with a gradually increasing series of steps. The

next step in improving the situation was to force more strict occupancy of the molecular

orbitals, by substituting the LNV iteration method[81] with the ‘Direct Inversion of

Iterative Subspace’[249] method of density kernel mixing (kernel-DIIS). This resulted

in what is seen in the blue line, with an oscillatory, yet slowly downward convergence

of the single-point energy. If the observed trend continued, convergence within the

RMS gradient criterion of 2×10−6 Eh would have been achieved within approximately

150 NGWF iterations, which is undesirable in a situation where time constraints are

important.

As an alternative to the default manner of generating the initial NGWFs of a

system for a single-point energy calculation using orbitals from a STO-3G basis set, the

pseudoatomic solver[106] was used to generate a series of orbitals from a (more accurate)

single-ζ basis set. From there on, these initial NGWFs were optimised using the LNV

and kernel-DIIS methods of density kernel optimisation. Figure 57 (right) shows the

resulting convergence of the single-point energy of the 84-atom system, where we can

again observe oscillation of the RMS gradient. However, usage of the pseudoatomic

solver shows a marked improvement in calculation using the LNV method (black),

where we had observed the premature termination of calculation earlier. Using a

combination of the pseudoatomic solver and kernel-DIIS resulted in this oscillation

diminishing, eventually leading to convergence on NGWF iteration 42.

Further work performed outside of this investigation later determined that the

atomic solver module was indeed important in achieving convergence of the single-

point energy, and that explicitly modelling the full 3s and 3p shells on the iron atom

further improved this convergence. This would be achieved by increasing the number

of NGWFs for the iron atom to 13 and amending the pseudoatomic solver parameters

accordingly78. As the onetep code gained new features and improvements over the

course of this investigation, other changes were implemented, such as the use of PBE-

78The configuration of the pseudoatomic solver for the iron atom being set to Fe "SOLVE conf=3s2

3p6 3d8 4s0 4p0", as the 4s electrons are expected to ‘collapse’ into the 3d shell.
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optimised pseudopotentials (as opposed our default set, which was LDA-optimised)

and avoiding the use of penalty functional idempotency correction during each density

kernel optimisation step. These changes are incorporated into the finalised ‘optimum’

series of parameters in the input file that we intend to use for our main reaction profile

and transition state search calculations, and were shown to be robust enough to allow

us to reuse the LNV method of density kernel optimisation. This was preferable, as

unlike kernel-DIIS, LNV was capable of optimising the density kernel with a smaller

number of iterations.

4.3.2 LST/QST transition state in SN2 reaction between CH3Cl and F−

To validate the LST and QST transition state search modules within onetep, the SN2

reaction between chloromethane and fluoride was modelled:

(Sch. 10)

Reactants TS Products

Geometry optimisation calculations were performed on the reactant and product geo-

metries, with convergence criteria of below 0.05eV Å−1 (∼1×10−3 Eh a0
−1) for the

forces, a ∆E value of below 1×10−6 Eh ion−1, and a maximum atomic displacement

below 5×10−3 a0 per step. Since the ensemble DFT[295,296] module, being much more

effective at calculating with metallic and organometallic systems, was available in

onetep at this time, this was used instead of the LNV or kernel-DIIS methods. A

kinetic energy cutoff of 1000eV was implemented, with penalty functional idempotency

correction disabled. For added accuracy of optimisation, Pulay forces were calculated

and PBE pseudopotentials were used during these optimisation calculations. To de-

crease the computational cost of these calculations, the NGWFs were to remain fixed,

with the pseudoatomic solver configured to generate single-ζ with polarisation (SZP)

atomic orbitals, so as to improve accuracy. This meant that 4 NGWFs of 8.0a0 radius

were used for all hydrogen atoms, and 9 NGWFs of 8.0a0 radius for all other atoms.

With these geometry optimisation calculations successful, a complete LST+QST

transition state search calculation was performed, with the optimised reactant and

product geometries being reaction coordinates 0 and 1 respectively. All input file para-

meters remained the same as that for geometry optimisation, except that the atomic
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Figure 58: LST-Optimisation (black) and QST-Optimisation (blue) transition state search for the
SN2 reaction between chloromethane and fluoride, with the final transition state highlighted in red.
Close-up provided inset for clarity.

displacement criterion was relaxed to below 1×10−3nm (∼2×10−2a0). Table 26 shows

the resulting bond lengths and angles of the product, reactant and transition states

in the reaction, where we can observe what we expected: the C-Cl bond lengthening

as the C-F bond decreases, plus the F-C-Cl angle remaining (very near) linear as the

reaction progresses. There is a disparity between the displacement of the chlorine atom

and the insertion of the fluoride ion, with the former being ‘slower’. This is shown by

the differences between the C-F and C-Cl bond lengths in the LST and QST-calculated

transition state geometries, and demonstrates the importance of QST calculation, even

for a displacement reaction with a linear pathway. Figure 58 illustrates the reaction

Table 26: Bond lengths (in Å) and angles (in ◦) during the SN2 reaction.

Reactants LST-TS QST-TS Products

C-Cl 2.00 2.23 2.18 2.82
C-F 2.29 2.06 2.05 1.52
C-H 1.14 1.14 1.14 1.15

∠ F-C-Cl 179.93 179.88 179.89 179.84
∠ H-C-Cl 113.04 101.60 100.90 65.89
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Table 27: LST and QST-derived transition states of the SN2 reaction. Energies in kcal mol−1.

LST-TS QST-TS Expt.[297]

Reaction coordinate 0.38757 0.38881 -

Ea,R→TS 2.06 1.63 ∼5.00
Ea,P→TS 20.51 20.09 ∼30.00

∆Hf -18.45 -18.46 ∼-25.00

pathway with the LST calculation in solid black and the subsequent conjugate gradients

optimisation step in dashed black, the first QST calculation in dashed blue, and the

subsequent, final QST calculation in solid blue. The final transition state is presented

as the red circle. Despite Table 27 showing that the calculated transition states from

both LST and QST methods are at approximately the same reaction coordinate of

0.39 and reaction enthalpy (∆Hf ) of -18.5 kcal mol−1, the activation energies (Ea) are

noticeably different, which again shows the importance of the QST method following

an LST transition state search, even for SN2 reactions. Comparing with experimental

values[297], there is approximately a 3.5 kcal mol−1 difference in the activation enthalpy

from the reactant phase, and approximately a 6.5 kcal mol−1 difference in the reaction

enthalpy. It should be noted that these experimental values were derived from studying

the reaction in a N2 gas bath (at a pressure of 0.21atm), and so to properly examine

the accuracy of LST+QST method using linear-scaling DFT, we would need to repeat

these validation calculations with the products and reactants surrounded with nitrogen

molecules79.

The transition state search was repeated using NWChem, using PBE/6-31G* for

all atoms and a strict integration of the xc-functional (GRID fine). NWChem searches

for the transition state by performing a Newton-Raphson geometry optimisation that

searches for the transition state structure by ‘walking’ along the reaction pathway

that has the lowest energy, derived from the calculated Hessian80. This means that

instead of the LST+QST method, where two geometries (product, reactant) are re-

quired, NWChem only requires one (the best TS guess), which in this case was the

onetep -optimised reactant geometry. The reasoning for this is that through NW-

79With a dielectric constant of ε =1.0005 (298K, 1atm), it is likely that only steric factors would
induce changes in the energy, and so using an implicit solvent model would likely be unsuitable.
Modelling the nitrogen explicitly would be the most suitable option.

80This method derives from work initially performed by Bell et al.[298,299]. Practically, one can
halve the computational cost by omitting usage of the line search algorithm, at the risk of instability
in the calculation.
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Chem traversing the reaction pathway, it would first reach what it would consider to

be the reaction minimum, then move towards the transition state, allowing for calcu-

lation of the activation energy of the reaction. From this calculation, the optimised

transition state was that appearing to be of the fluoride atom interacting with one

of the hydrogen atoms, with an activation energy of 1.23 kcal mol−1. When repeated

using PBE/6-311G**, the same transition state was observed, but with an activation

energy of 0.66 kcal mol−1. This agrees with an experimental study on fluoride inter-

acting with chloromethane[300], with a hydrogen-abstraction reaction taking place to

produce a chloromethyl radical and hydrogen fluoride:

(Sch. 11)

Reactants TS Products

The activation energy in this case is reported to be 1.08 kcal mol−1, which is more

favourable than the SN2 reaction described previously.

It should be noted that onetep was required to model a specific reaction and

succeeded in finding the transition state for that reaction only. This is due to the narrow

range of conformational space that the LST and QST methods explore, as a result

of being ’tethered’ by the requirement to provide reactant and product geometries.

NWChem was given greater liberty towards finding the transition state, as it was not

limited in its search through conformational space, but the algorithm used anticipates

the transition state to be close to the initial structure that is provided in the input

file. Overall, NWChem is useful in finding the transition state of the most favourable

reaction pathway, whereas onetep is useful in studying a specific reaction pathway,

regardless of whether the occurrence of that reaction is secondary to another, more

favourable route. Because of these differences, NWChem is not a helpful benchmark

for this validation calculation specifically, but likely will be if we model a different SN2

reaction (e.g., iodomethane with a chloride anion).
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4.4 Calculating the energy profile of the CYP101-cyclohexene

hydrogen-abstraction process

A 1D potential energy surface relating to the hydrogen-abstraction reaction between

Compound I and cyclohexene was generated by members of the Mulholland Group[194].

This was performed through the adiabatic method (Section 1.8.1), where the distance

between the oxygen of Compound I, and the hydrogen that is to be abstracted is fixed

at specific distances in a QM/MM model of the protein within a droplet of water

molecules, then geometry optimisation performed. This is repeated for each new fixed

O-H distance until the potential energy surface, or ‘reaction profile’ is generated. Eleven

reaction ‘snapshots’ were generated for this profile, of which ten are available for our

use, with O-H distances between 1.07 and 2.49Å.

Preliminary calculations with NWChem

First, the reaction profile was reproduced using NWChem with single-point energy

calculations of the same snapshots as the Mulholland Group had used (truncated to the

Figure 59: Reaction profile of hydrogen-abstraction re-
action, using NWChem with default (red) and tight xc-
integral thresholds (blue). Comparing against QM/MM
results from the Mulholland Group (black).

102-atom system as described previ-

ously), and using the same LANL2DZ

pseudopotential and basis set for

iron, and 6-31G* for all other atoms

(LACVP* basis set combination).

However, the aim was to determine

if it was possible to reproduce the

same curve using the PBE exchange-

correlation functional (as opposed to

their use of B3LYP) and using the

truncated, QM-only model. Figure

59 shows the results already obtained

from the benchmark system in black

(with all energies relative to that from the ‘reactant’: the system with an O-H dis-

tance of 2.3Å81). The red line shows what was achieved through using default single-

point energy criteria on NWChem, which follows the benchmark reasonably well, with

81For the sake of illustrating the reactant phase, the two diagrams present in Figure 55 are generated
from the system containing that specific O-H distance, and should serve as two clear views of the
reactant Compound I.
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the exception of the system with an O-H distance of 1.52Å, where a noticeable dip

is observed where it should instead be inbetween the previous and next datapoints,

in the y-axis. Examining the output data from this specific energy calculation, it

was discovered that approximately 100 extra SCF iterations were required in order

to achieve convergence of the energy, compared to the calculations performed on the

other systems in the reaction profile. In effect, this disparity with the other snapshots

in the profile led to the reaction profile being repeated, but this time using single-point

energy calculations with more strict energy convergence criteria (specifically that of

the exchange-correlation functional: GRID fine). Despite very little difference in en-

ergy for eight of the snapshots, the result from the 1.52Å snapshot was significantly

improved, with the outlying dip eliminated. Another area of concern is the relative

energy of the system with an O-H distance of 2.49Å: where it is expected to be posit-

ive, it is actually -0.67 kcal mol−1. Taking the (reasonable) assumption that onetep

performs similarly to NWChem, this would mean that if the adiabatic method was

repeated (from scratch) with onetep and the 102-atom system, we would expect a

significantly different geometry for the reactant than what the Mulholland Group offer;

possibly one where the O-H distance is longer than 2.3Å. Future work can determine

if this change is a result of either the number of atoms used in the model or the use of

onetep (or both).

Overall, whilst not showing that it is possible to completely reproduce the same

curve and energy profile that has been achieved with the QM/MM models using B3LYP,

it should be reasonable to expect onetep to achieve a curve of approximate similarity,

using a truncated QM-only model and the PBE exchange-correlation functional.

Calculations with ONETEP on the 102-atom model

The same ten snapshots were calculated using onetep, with the same 102-atom Com-

pound I system previously described. A kinetic energy cutoff of 800eV was used, with

the pseudoatomic solver configured to generate single-ζ atomic orbitals. However, the

unoccupied 3d orbital of sulfur, the occupied 3s and 3p and unoccupied 4p orbitals of

iron were explicitly modelled as a means of increasing accuracy of modelling the sys-

tem. This meant that 1 NGWF was used for Group 1 elements, 4 NGWFs for Group 2

elements, 9 NGWFs for (Group 3) sulfur, and 13 NGWFs for iron; all of these being of

8.0a0 radius. Other significant parameters in the series of input files include the use of

PBE-optimised pseudopotentials, doublet-spin polarisation of the system, and penalty
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functional idempotency correction disabled.

The red curve in Figure 60 shows the result of using onetep to reproduce the

reaction profile, and although looking almost stepwise in the ascent from reactant to

product (right-to-left), the O-H distance of the transition state (1.30Å) appears to be

the same as that from the benchmark calculations, albeit with a relative energy that is

3.5 kcal mol−1 lower than expected. Increasing the kinetic cutoff to 1200eV produces

the blue curve, where we still observe this stepwise progression from the reactant phase

to the transition state, but the position of the transition state has shifted to a smaller

O-H distance. This would denote that our 102-atom model of Compound I is sensitive

to the basis set, especially at the reaction coordinates close to the transition state and

towards the product phase. As with the results from NWChem, there is a decrease in

the energy when the O-H distance exceeds 2.3Å, which is encouraging in the sense that

our results from linear-scaling DFT are similar to cubic-scaling DFT at that distance.

However, where it should be positive, this highlights a possible lack of realism if we

were to assume that one would truly emulate CYP101 using just Compound I alone.

In light of what we have achieved thus far with Compound I alone, the next logical

step is to reinstate some of the protein back into the system. Figure 62 shows the

two systems of increased size with the 102-atom system highlighted in green, so as to

show the extent of protein surrounding Compound I: the 515-atom system contains

23 amino acid residues and 11 explicit water molecules that are within 2.7Å of the

102-atom complex, and the 1002-atom system contains 51 amino acid residues and 25

explicit water molecules that are within 5.5Å of the 102-atom complex. Table 28 also

shows the total charge and spin of these systems. The same single-point energy input

file parameters applied earlier for the 102-atom system was used in order to produce

these new reaction profiles, apart from increases to the simulation cell box size, so as

to accommodate the larger systems.

Table 28: Breakdown of charges, contributing to the total charge of the 515-atom and 1002-atom
systems.

Breakdown of charges
515-atom 1002-atom

Compound I -2 , Monoradical -2 , Monoradical
Arginine residues +2 +2

Aspartic acid residues -1
Glutamic acid residues -1

Total charge 0 , Monoradical -2 , Monoradical
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Figure 60: Reaction profile of hydrogen-abstraction reaction, using onetep with 800eV (red) and
1200eV (blue), with comparison against QM/MM results from the Mulholland Group (black).

Figure 61: Reaction profile of hydrogen-abstraction reaction, using onetep with 800eV on the 102-
(red), 515- (blue) and 1002-atom (green) systems, with comparison against QM/MM results from the
Mulholland Group (black).
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Figure 62: (Left to right) 102, 515 and 1002-atom truncated, QM-only forms of CYP101-cyclohexene
complex. For the latter two, Compound I and cyclohexene have been highlighted in green.

Figure 61 shows the reaction profile from all three sized CYP101 clusters, where it

can be seen that there is a significant difference between the 102-atom (red) and 515-

atom (blue) systems in relation to the smoothness of the curve, and the O-H distance

of the transition state; decreasing by approximately 0.15Å. This does not change when

we introduce more amino acids to produce the 1002-atom (green) reaction profile, but

the peak at the transition state is noticeably higher. The curve between reactant and

transition state phases is also less smooth at approximately 1.5Å, which is unexpected.

This shows that whilst residues further than 3Å from Compound I might not necessarily

affect the structure of the transition state, it is still essential to model them for the sake

of calculating an accurate activation energy. Again, we experience no change in the

right-hand side of the profile, in that the energy of the 2.49Å system is still lower than

the 2.30Å system that the QM/MM data calculates as the optimised reactant phase.

There is the possibility that the reason for this is not so much that Compound I was

‘unshielded’ in the 102-atom system, but more that we are using a different exchange-

correlation functional (and/or a DFT code different than Jaguar) - future work will

need to examine this more carefully.

Table 29 summarises the O-H distances containing the highest and lowest reactant

energy for each calculation method and size of system, and their resulting activa-

tion energies. Neither NWChem nor onetep has managed to achieve both the same

transition state and product geometry as that from the benchmark QM/MM study.

However, the 1002-atom system has generated an activation energy for the reaction

that is similar82, which is encouraging. Although a much larger system would need to

82Assuming that the 2.49Å snapshot is the minimum. This is very much tentative, but the most
rational, considering the limitations of the resources that were donated to us. Future work will need
to concentrate on snapshots with an O-H distance beyond 2.49Å to be certain of the minimum.
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Table 29: O-H distances of highest (O-Hmax) and lowest (O-Hmin) energy, and activation energies
from the reactant phase (Ea,R→TS), as calculated by onetep and NWChem, with comparison to the
benchmark QM/MM study by the Mulholland Group.

(Å) (Å) (kcal mol−1)

Basis set Size of system O-Hmax O-Hmin Ea,R→TS

onetep

PBE/800eV, 8.0a0 102-atom 1.30 2.49 15.65
PBE/1200eV, 8.0a0 102-atom 1.15 2.49 15.50
PBE/800eV, 8.0a0 515-atom 1.15 2.49 15.34
PBE/800eV, 8.0a0 1002-atom 1.15 2.49 17.25

NWChem PBE/LACVP* 102-atom 1.30 2.49 22.82

Mulholland Group B3LYP/LACVP* QM59/MM7384 1.30 2.30 17.81

be modelled in order to be certain, it is likely that convergence of the reaction profile

has been achieved using a 5.5Å protein ‘shell’ surrounding Compound I. One main issue

in this part of the investigation is that the resolution between 1.0Å and 1.4Å is far too

low to ascertain the exact O-H distance (and energy) of the transition state. To resolve

this, the adiabatic method will need to be repeated with more snapshots between 2.2

and 2.5Å, plus 1.0 to 1.4Å, so as to interpolate the curve more accurately around these

regions. An alternative method is to commence an automated transition state search

calculation, such as (at least) the LST method, with the 1.0Å snapshot acting as the

product structure, and the 1.4Å snapshot acting as the reactant structure. The latter

method would allow for a more thorough and robust elucidation of the transition state.

4.5 Transition state search for the CYP101-cyclohexene

hydrogen-abstraction process

Prior to these calculations, it was discovered that in the QM/MM snapshots that were

donated to us, the backbone amine of Gly294 was in close proximity (and hydrogen-

bound) to the sulfur atom within Cys292 (which is part of Compound I). Also, a single

water molecule forms a hydrogen bond with the oxygen within Compound I. Both of

these interactions are not modelled in the 102 and 515-atom systems (but are in the

1002-atom system), and so in order to obtain a more accurate series of calculations,

these two important residues need to be included. Figure 63 (left and centre) shows the

102 and 515-atom systems (green) with the additional residues appended (not green):

the former has Leu293, Gly294, plus 1 explicit water molecule appended, to generate a

132-atom system, and the latter has Phe285, Leu291, Gly294, Gln295, plus 1 explicit

water molecule appended to generate a 577-atom system.
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Figure 63: Left and centre: Additions to the 102 and 515-atom systems (green), to make 132 and 577-
atom systems respectively. Right: The thirteen unconstrained atoms (green) in geometry optimisation
and transition state search calculations.

Geometry optimisation calculations were performed on two of the (truncated) QM/MM

snapshots used in the reaction profile investigation earlier: specifically those where the

O-H distances are 2.30Å and 1.07Å, where their optimised geometries will become the

reactant and the product structures respectively for the transition state search calcu-

lations. Since the ensemble DFT[295,296] module was available during this part of the

overall investigation, this was used in place of the LNV method of density kernel optim-

isation, due to its superior performance with metallic systems. A kinetic energy cutoff

of 1000eV was used, which is 200eV higher than what we usually use for onetep calcu-

lations; the reasoning being that we would calculate the forces within the system more

accurately. The pseudoatomic solver was configured to generate single-ζ-polarisation

atomic orbitals. However, the occupied 3s and 3p and unoccupied 4p orbitals of iron

were also explicitly modelled as a means of increasing accuracy of modelling the sys-

tem (Fe "SOLVE conf=3s2 3p6 3d8|P 4s0 4p0"). This means that 4 NGWFs were

used for Group 1 elements, 9 NGWFs for Group 2 and 3 elements, and 20 NGWFs

for iron; all of these being of 8.0a0 radius. Kinetic energy preconditioning[247] (k zero)

was used, with a set value of 3.5a0
−1 and full occupancy preconditioning of the NGWF

gradients. Other significant parameters in the series of input files include the use of

PBE-optimised pseudopotentials, the calculation of non-self consistent forces and pen-

alty functional idempotency correction disabled. Regarding ensemble DFT, the free

energy and commutator thresholds remained at their default values (1×10−6 Eh and

1×10−5 Eh respectively), but the RMS gradient threshold was tightened to 1×10−6

units to enforce a tighter convergence of all forces within the system.

194



4.5 Transition state search for the CYP101-cyclohexene
hydrogen-abstraction process

If the entire protein (and surrounding solvent) was being modelled, then it would be

acceptable (if possible) to perform geometry optimisation on the entire system without

any constraints applied, since the tertiary structure is not expected to denature. How-

ever, since we are truncating the protein, plus calculating energies in vacuo, then there

is the risk of the separate molecules dissociating away from each other, ‘breaking’ the

overall structure. To prevent this, we shall need to constrain the atoms within the

outer regions of both the 132 and 577-atom systems, which also has the added be-

nefit of the geometry optimisation calculations being completed within a reasonable

timeframe. All except thirteen atoms were fixed within their starting geometry: the

thirteen atoms allowed to move are illustrated in Figure 63 (right), and consist of the

FeN4 cluster of the haem-b molecule, the sidechain of cysteine, the oxygen atom bound

to the iron, plus the CH2 section of cyclohexene closest to that oxygen atom (and

involved in the hydrogen-abstraction). The positions of the atoms that are fixed do

not differ significantly between the reactant and product structures, and so should not

present a problem when transition state search calculations are performed (where all

atoms are free to move).

With these geometry optimisation calculations for both structures (and both sizes)

successfully completed, the LST transition state search method was used to obtain the

transition state from a linear transformation. The input file parameters remained the

same as that for the geometry optimisation calculation, but repeat calculations were

made using 800eV, to observe any difference in results from using a slightly lower basis

set. The QST method will then be used with the (1000eV) LST-derived transition state

structure acting as the initial guess, with the kinetic energy cutoff remaining at 1000eV

(again, for accurate calculation of the forces within the system). The Fe-S and O-H

bond lengths, plus the activation energy of each onetep calculated transition state

shall be compared against each other (LST/QST and 800eV/1000eV), plus that from

the adiabatic benchmark calculation described earlier. Calculations on the 577-atom

system were performed by the author, with both a doublet and quartet spin state.

Calculations on the 132-atom system were performed by Dr Karl Wilkinson, with a

quartet spin state for both geometry optimisation and transition state searching.

Figure 64 shows the calculated results from both LST and QST calculations on the

132-atom system, both with a kinetic energy cutoff of 1000eV, where it can be seen

that the position of the transition state, and their corresponding activation energies are

similar; the LST-derived transition state is located at 49% along the reaction coordin-
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Figure 64: LST (black) and QST (blue) transition state search calculations for the hydrogen-
abstraction reaction, with the quartet-spin 132-atom system and 1000eV for both LST and QST.

ate, as is the QST-derived transition state. Table 30 details the reaction coordinates,

activation energies (Ea) and reaction enthalpy (∆Hf ) from these two transition state

search methods, as well as the repeat LST calculation performed using 800eV.

Between the two kinetic cutoffs (basis sets), there is a noticeable difference in the

activation energies of the reaction from the reactant structure, with it decreasing by

just over 1 kcal mol−1 as a result of increasing the basis set. With a QM-only model

this small, we can conclude that there is a sensitivity to the basis set that is used

when calculating the activation energy from the reactant. However, this sensitivity is

less severe when calculating Ea from the product side. Tables 33 and 34 (later in this

section) show that the Fe-S distance is not sensitive to the basis set, however the O-H

Table 30: Reaction coordinates, activation energies and reaction enthalpy, using the 132-atom system
with a quartet spin state. Energies in kcal mol−1.

LST-800eV LST-1000eV QST1-1000eV

Reaction coordinate 0.48803 0.49080 0.49009

Ea,R→TS 39.83 38.79 38.90
Ea,P→TS 37.74 38.02 38.10

∆Hf +2.09 +0.77 +0.80
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Table 31: Reaction coordinates, activation energies and reaction enthalpy, using the 577-atom system
with a doublet spin state. Values in parentheses are the best results from a not fully converged
transition state search calculation. Energies in kcal mol−1.

LST-800eV LST-1000eV QST1-1000eV

Reaction coordinate 0.52700 (0.47602) 0.51455

Ea,R→TS 34.37 (38.91) 39.25
Ea,P→TS 34.98 (37.39) 37.73

∆Hf -0.61 (+1.52) +1.52

Table 32: Reaction coordinates, activation energies and reaction enthalpy, using the 577-atom system
with a quartet spin state. Energies in kcal mol−1.

LST-800eV QST1-1000eV QST2-1000eV

Reaction coordinate 0.50445 0.51401 0.51422

Ea,R→TS 33.61 35.15 35.15
Ea,P→TS 36.36 35.42 35.42

∆Hf -2.74 -0.27 -0.27

distance of the transition state is. This O-H bond length sensitivity had already been

observed in Figure 60 from the investigation preceding this one, which further supports

this conclusion.

Regarding the 577-atom system, the original intention was that the system was to

be calculated only with a doublet spin state. In light of the 132-atom system being

calculated with a quartet spin state, efforts were made to repeat the calculations with

that change in spin. The LST calculation with a kinetic cutoff of 1000eV could not

be completed in time, due to the constraints in allocatable supercomputer resources

during that specific part of the investigation, plus the lack of a restart capability within

the LST/QST module within onetep. Therefore, the (1000eV) QST calculation was

started with the initial guess being that derived from LST using 800eV. Even though

the series of sequential QST transition state calculations were not completed fully

within the timeframe of this investigation, enough data has been produced to provide

a general insight into what changes occur as a result of altering the spin state and the

size of the QM-only system. Figures 65 and 66 show the calculated results from both

LST and QST calculations on the doublet and quartet 577-atom systems respectively,

where we can observe that in the case of doublet and quartet LST, the positions

(reaction coordinates) of the two maxima are noticeably different, whilst their relative

(to reactant) energies are similar (<1 kcal mol−1). From Tables 31 and 32, we see

that as a result of altering the spin state, the QST profiles are similar in terms of the

reaction coordinate of the maximum, but not for their energies relative to reactant,
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Figure 65: LST (black), QST1 (blue dashed) and QST2 (blue solid) transition state search calculations
for the hydrogen-abstraction reaction, with the doublet-spin 577-atom system, 800eV for LST and
1000eV for QST.

Figure 66: LST (black), QST1 (blue dashed) and QST2 (blue solid) transition state search calculations
for the hydrogen-abstraction reaction, with the quartet-spin 577-atom system, 800eV for LST and
1000eV for QST.
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with a difference of 4.1 kcal mol−1. This is far higher than expected, with this value

being less than 1 kcal mol−1 in other literature[292]. The difference in reaction enthalpy

takes a positive shift upon the increase of the kinetic energy cutoff from 800 to 1000eV,

with the accuracy of calculation being more sensitive to the basis set, compared to what

we have seen with the 132-atom system; the most probable reason for this being the

protein shell now surrounding Compound I. The calculated reaction energies are also

different than what we have available so far; the hydrogen-abstraction reaction profile

generated by the Mulholland Group in the subsection previous to this calculates the

reaction enthalpy to be approximately -4.47 kcal mol−1, with the possibility of that

value decreasing further.

The energy of all calculated transition states from both 132 and 577-atom sys-

tems, relative to their corresponding reactant structures are unusually high, compared

to what had been achieved through using the reaction profile snapshots previously.

Through the LST and QST methods, we would expect activation energies between 15

and 20 kcal mol−1, but we manage to obtain values that double this. This is most likely

due to using a different method to what the Mulholland Group performed, and in light

of this, we shall conclude with an analysis of some of the structural data from this part

of the overall investigation.

Table 33 contains the Fe-S distances for all reactant, product and transition states

calculated through onetep thus far. For comparison, the average calculated Fe-S

distances from eight separate QM/MM models of the same reaction by the Mulholland

Group are presented (‘Mulholland et al.’), as well as QM-only and QM/MM models

of the hydrogen-abstraction reaction from camphor by the Thiel Group (‘Thiel et al.’)

where, regardless of the ligand bound to CYP101, we would expect the Fe-S distances

to be similar. An attempt was made on a transition state search calculation using

NWChem on the 132-atom system, based off of the (Mulholland Group) QM/MM

snapshot used in Section 4.4, where the O-H distance was 1.3Å. PBE/LANL2DZ was

used for the iron atom, and PBE/6-31G* was used for the remainder. To reduce the

computational cost of calculation, plus also ensure the integrity of the overall structure,

the same restraints as that used for the onetep calculations was applied, where only

the most important 13 atoms in the system were allowed to move. Convergence of the

transition state structure was not achieved within the timeframe allowed, due to the

computational cost of such calculation. 29 optimisation steps were achieved within the

timeframe, with very little movement of the atoms occurring. The resulting output
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Table 33: Fe-S distances of reactant, transition state and product geometries of all systems investigated
using onetep, with comparison to other QM-only and QM/MM studies performed previously.

(Å) (Å) (Å)
Basis set Size of system Fe-SR Fe-STS Fe-SP

onetep
PBE/800eV, 8.0a0 132-atom, Qt 2.48 2.40 2.33
PBE/1000eV, 8.0a0 132-atom, Qt 2.48 2.40 2.33

onetep
PBE/800eV, 8.0a0 577-atom, Db 2.56 2.46 2.37
PBE/1000eV, 8.0a0 577-atom, Db 2.56 2.45 2.37
PBE/1000eV, 8.0a0 577-atom, Qt 2.56 2.47 2.38

Mulholland et al.[194] B3LYP/LACVP* QM59/MM7384, Qt 2.61 2.58 -

1DZ9 - Crystal structure 2.27 - -

Thiel et al.[301]
B3LYP/LACVP QM51, Db 2.60 2.49 -
B3LYP/LACVP QM51, Qt 2.58 2.40 -

Thiel et al.[301]
B3LYP/LACVP QM51/MM24343, Db 2.57 2.53 -
B3LYP/LACVP QM51/MM24343, Qt 2.55 2.54 -

data from NWChem also shows a lack of convergence in the energy and the electron

density of the system, with respective RMS values not decreasing below 1000% of the

convergence criteria.

The Fe-SR and Fe-STS distances from the 132-atom structures obtained through

onetep are too different (>0.1Å) to what is shown by the other studies we are com-

paring against, although the similarity improves significantly upon the inclusion of

amino acids to form the 577-atom complex. Examining the data from the Thiel Group,

modelling Compound I in vacuo leads to significant changes in the Fe-STS distance as

a result of the spin state of the system. This difference diminishes (and the Fe-STS

distance overall increases) as a result of including extra atoms to surround Compound

I. We would expect the same to occur with onetep, and this is true in regards to both

the lengthening of the Fe-STS distance as more atoms are included in the system, and a

difference of only 0.02Å between the two spin states in the 577-atom system. However,

it would seem fair to assume that we would need to include more atoms into the system

before we can generate Fe-STS distances that are directly similar to the studies we are

benchmarking against, although our Fe-SR distances are near similar.

Table 34 shows the same data, but for the O-H distances of the calculated reactant,

product and transition state structures. Since the values would likely be different with

a change in the ligand, all studies involving camphor are omitted, leaving only the

data from the Mulholland Group to compare against. Although the O-H distance

for the reactant structure does not differ significantly in relation to the spin state of

the system, it is sensitive to the size of the system, meaning that the amino acids
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Table 34: O-H distances of reactant, transition state and product geometries of all systems investigated
using onetep , with comparison to the previous QM/MM study by the Mulholland Group.

(Å) (Å) (Å)
Basis set Size of system O-HR O-HTS O-HP

onetep
PBE/800eV, 8.0a0 132-atom, Qt 2.35 1.62 1.02
PBE/1000eV, 8.0a0 132-atom, Qt 2.35 1.64 1.02

onetep
PBE/800eV, 8.0a0 577-atom, Db 2.27 1.58 1.03
PBE/1000eV, 8.0a0 577-atom, Db 2.27 1.54 1.03
PBE/1000eV, 8.0a0 577-atom, Qt 2.28 1.61 1.03

Mulholland et al.[194] B3LYP/LACVP* QM59/MM7384, Qt 2.72 1.30 -

surrounding Compound I play an important role in the structural characteristics of the

active site within the complex, possibly allowing the cyclohexene ligand to be closer

to Compound I before reaction occurs. The O-H distance of the product structures

essentially remain constant, regardless of spin state or the size of the system modelled.

Despite not having modelled a 132-atom system with doublet spin, we can speculate

that its transition state O-H distance would be approximately 1.57Å, based on the

observation that there is only a minor difference in the values between the quartet

spin 132-atom and 577-atom systems (↓0.03Å when going from 132 to 577 atoms),

but a more noticeable difference in the values between doublet and quartet spin 577-

atom systems (↑0.07Å when going from doublet to quartet). Overall, the reactant

and transition state O-H distances that we obtain from our calculated systems are

significantly shorter and longer respectively, compared to those published from the

benchmark study. However, we should note that their published structures are not

fully relaxed, being from a stepwise, adiabatic reaction profile. Errors in calculated

values on our part could be due to the exchange-correlation functional, the size of

our QM-only systems, or the constraints that we had set on our systems. At this

stage, which of these contribute the greatest is uncertain, with future work needing to

concentrate on resolving this matter.

4.6 Conclusions

Through two methods, we have attempted to calculate the transition state of the

hydrogen-abstraction reaction between cyclohexene and Compound I, first by reprodu-

cing the reaction profile generated by the Mulholland Group, using single-point energy

calculations with NWChem and onetep. Then, the LST and QST methods available

through onetep were used to obtain the transition state.

In the former case, we have been successful, but the resolution of the profile was far
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too low to present useful structural information on the product and transition states.

We have gathered that the O-H distance of the transition state and the resulting

activation energy for that reaction is sensitive to what is surrounding Compound I:

the O-H distance decreases as nearby amino acids are reinstated to the gas-phase

Compound I system, and the activation energy increases with the thickness of the

protein ‘shell’ surrounding the Compound I system. Future work progressing from this

will need to concentrate on increasing the resolution of the reaction profile, even going

so far as to repeating what the Mulholland Group had performed[194] with the adiabatic

method to achieve a reaction profile of greater detail. An alternative method could be

to perform interpolation of the profile we have achieved so far, through a linear shift of

the coordinates between each of the snapshots that were donated to us. One can also

create a truncated CYP101 system that is larger than the 1002-atom system (i.e., a 1250

or 1500-atom system), so that we can better analyse the convergence of the transition

state energy as a function of the thickness of the protein that surrounds Compound

I. In our work, we noticed sensitivity to the basis set, meaning that we did not reach

convergence in the QM-derived reaction enthalpies; it is possible that a kinetic energy

cutoff higher than 1200eV is required to achieve precise values. A starting point for

future work should be to increase the basis set in calculating the single-point energies

of the 577-atom system, so that we can determine if 1200eV is sufficient enough for

generation of precise (and accurate) reaction profiles of a cytochrome system (and their

resulting reaction enthalpies and activation energies).

Regarding our work with LST and QST methods, there are various challenges

that need to be resolved. Of these, the most important is the lack of a method to

restart transition state search calculations from a rational ‘checkpoint’ in an incomplete

calculation (i.e., a transition state search equivalent of the geom continuation option

in the onetep input file parameters). As a result, manual ‘restarts’ needed to be

performed, and it is likely that optimisation procedures that would have been applied

automatically by onetep inbetween LST and QST searches might not have been

performed to their full capability. The main consequence of this is a general slowing

down of the transition state search, which is undesirable considering the sizes of the

system we are modelling. Taking inspiration from the validation calculations earlier

on, one important (and current) use for our LST and QST transition state search

modules within onetep would be to model the SN2 reaction between the hydroxide

ion and iodomethane in the presence of explicit solvent molecules. The steric effects of
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solvent molecules are still not fully understood, and a recent article from Otto et al.[302]

highlights the presence of solvent molecules in that specific SN2 reaction resulting in the

iodide product moving away at an angle (and even backwards), going against the well-

established textbook example of an umbrella-transformation (which we modelled with

onetep on our validation SN2 reaction earlier). The low computational cost (compared

to modelling CYP) of modelling tens of atoms would also make this a trivial, yet novel

investigation to precede the more complex tasks in recreating interactions between

Compound I and ligand.

One important concern regarding the calculation of Compound I is its triradical,

yet doublet spin state[303,304]; there is one unpaired electron at the a2u orbital between

the porphyrin ring and cysteine sulfur, and two separate unpaired electrons at the

π∗ orbitals between iron and the bound oxygen atom. Performing calculations on

Compound I in the quartet spin state would mean that three unpaired electrons are

modelled, but the system would be in a high-spin state, which is undesirable. Calcu-

lations with a doublet spin state would mean that a low-spin state is modelled, but

two of the unpaired electrons will ‘collapse’ into the same orbital, which is also un-

desirable. Regardless of this, calculations from past literature show that there is no

significant difference between the energetic properties in doublet and quartet models

of Compound I, and so there is little consequence in choosing either spin state in in-

vestigative calculations, but the most rational option is to apply a quartet spin state,

so as to ensure separation of the two unpaired electrons between iron and oxygen.

In communication with Dr Richard Lonsdale of the Mulholland Group, we gained

an insight into how we can better model Compound I: using restricted open-shell DFT,

model the system with a quartet spin state - these produce three unpaired electrons in

three separate orbitals. To model the doublet spin state from this point, unrestricted

open-shell DFT is used, which models all electrons in the system as occupying one-

electron (α and β) molecular orbitals (MOs). The electron within the single porphyrin-

sulfur a2u α MO is manipulated to occupy the lowest unoccupied β MO (coinciding

with one of the iron-oxygen π∗ α MOs). In the case of Jaguar, NWChem and Gaus-

sian, this is possible through amending the wavefunction intermediate file generated

during calculation, which is achieved through altering input file parameters. During the

course of this investigation, this was not possible through onetep, but following this,

there is a section within the new DFT+U module[305] that allows for such manipulation

of molecular orbitals, using atom-centred magnetic moments. Validation calculations
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with this functionality have been performed, generating information regarding the in-

termolecular bonding and steric characteristics of the myoglobin protein[306]. With the

relevant preparatory actions, and input file parameters, it would be interesting to see

how the results obtained differ from what have achieved so far with our calculations

described in this section. What would be most interesting would be to calculate the

electronic properties of Compound I (spin density, HOMO and LUMO), and examine

how this changes as a result of including (or excluding) protein modelled by QM atoms.

This would allow the opportunity to reproduce or expand upon results presented in

past literature by Bathelt et al.[307], which concluded that the Compound I within three

isoforms of human CYP are similar in geometrical and electronic structure, which also

does not change in the presence of a substrate in the near vicinity. There is also the

capability to use either the electrostatic embedding, or the implicit solvation modules

within onetep to introduce solvent to the system, producing a setup that is closer

to a realistic environment (assuming that at least some of the protein surrounding

Compound I is modelled too).
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Linear scaling DFT offers an opportunity to increase our knowledge of chemical pro-

cesses at the atomic scale, by expanding upon work that has already been performed

using conventional molecular or quantum mechanical methods. For previous work gen-

erated using the former, the potential benefits of progressing to a more flexible and

low-level interpretation of the systems modelled could be an increase in accuracy, or

an increased understanding of the system at a quantum level. Previous work gener-

ated using the latter method would benefit either from the capability to apply more

rigorous statistical mechanics through a now applicable increase in single-point energy

calculations, or the possibility of increasing the scale of the system being modelled,

reinforcing accuracy and precision. Irrespective of the method previously used, any

increase in the computational cost is managable and is outweighed by the receipt of

robust, credible data.

The work presented in this thesis concentrates on applying large-scale QM calcula-

tions (with the onetep linear-scaling DFT program), for the benefit of three areas of

biomolecular chemistry that are important to the drug discovery process: accurately

calculating the hydration free energy of a molecule, predicting its pKa, and modelling

the reaction between a small molecule with cytochrome P450. Large-scale DFT bio-

molecular simulations are still relatively at their infancy. As a result, the work we have

performed is not definitive regarding either of these three areas we were interested in.

However, we have produced results that are encouraging, and should prove beneficial

in progressing towards these overall goals of producing robust calculation methods,

resulting in credible prediction models.

In Section 2, we applied a QM-derived correction term to free energies calculated

through thermodynamic integration (using molecular mechanics), using an extended

form of the free energy cycle. This allowed one to calculate the free energy of a system

or reaction, equivalent to a thermodynamic integration calculation using entirely QM,

but without the immense computational cost that would be involved in performing

such a task. Multiple (specifically, 1260) DFT calculations on molecular systems ex-

tending past 600 atoms were performed, which was achievable through the use of both

linear-scaling DFT, and modelling the majority of solvent molecules through electro-

static embedding (EE). In order to validate the electrostatic embedding module within

onetep, as well as determine the optimum setup for any future calculations, calibra-

tion was performed on a variety of systems with differing polarity and size; the number
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of atoms being modelled by QM being between 12 and 10000. With these calculations

successful, we concluded that the optimum QM-to-EE ratio was between 1:3 and 1:7.

Gaining a better insight into the optimum thickness of a QM aqueous shell surrounding

a system, the results from this validation work should help guide users who plan to

perform QM/MM-like calculations with onetep in the future.

During the work in this section, we concentrated on achieving accuracy, and was able

to achieve this for the majority of systems. Future work is suggested to concentrate on

precision, examining the rate of convergence as a function of MD snapshots processed

through our methods. Scaling up the size of the modelled systems would also be a

useful continuation from our work, as we had used relatively small and stiff systems,

and so determining if increasing the size or flexibility of a solute leads to errors in

calculated results should lead to methods to correct this. With that, results of higher

credibility will be produced when working with more novel compounds, with little to

no experimental data, and a lack of good forcefield parameters.

Section 3 centred on applying various pKa calculation methods on systems of vari-

ous sizes and atomic configurations. Whilst initial calculations yielded little success

for a test set of 36 small molecules, the correlation between (näıve approach) calcu-

lated and experimental pKa values was strong enough that we could calibrate for a

linear-regression approach to pKa calculation. This was tested on systems of higher

complexity, with a significant degree of success. However, accuracy diminished as the

size of the system (and the number of pKa-active sidechains) increased. Future work is

suggested to investigate further the sensitivity of the calculated pKa value to amino acid

sidechains of differing protonation states and flexibility, so as to formulate a method to

reduce protein pKa calculation error as much as possible. One of the main strengths of

the linear-regression method we developed was that it was transferable enough to use

on organometallic systems, with the calculated pKa of all three hydrolysis products of

cisplatin being significantly more accurate than that achieved from a benchmark study

that used a far more complex method. Therefore, work should confirm this transfer-

ability by calculating the pKa of more cisplatin-like drug molecules, possibly venturing

into the novel regions of this area of pharmaceutical science, such as satraplatin or

ruthenium complexes.

Finally, Section 4 concentrated on determining the transition state structure in the

hydrogen-abstraction reaction between cyclohexene and cytochrome P450cam (CYP101).

Our aim here was to use much larger quantum regions than in typical QM/MM models
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(with 50-60 QM atoms), to investigate what results are obtained when polarisation of

the active site and significant parts of the protein are fully taken into account. We have

used two methods: reproducing a reaction profile using adiabatic ‘snapshots’ from an-

other academic research group, and through the LST/QST methods available through

onetep. Regarding the triradical, doublet spin Compound I, this has proved to be a

challenge to model in terms of single-point energy calculation, but new developments in

the onetep code which allow atom-centred magnetic moments should make this part

of CYP simulation possible in future. In our work using LST/QST, we have determ-

ined that introducing protein back to a QM-only simulation of Compound I lowers the

energy of the transition state and subsequently, the activation energy of the reaction,

meaning that the environment surrounding Compound I assists in the reaction between

Compound I and substrate. Compound I with a shell of surrounding protein residues

is a relatively novel model, of which we are just starting to gather results with. There-

fore, future work should continue to gather data on this system, and obtain a better

insight into the intricacies of CYP, with the ultimate goal of developing a (hepatic)

metabolism model that can be used for any CYP isoform and any substrate.

Overall, this thesis has explored new applications for linear-scaling DFT, that can

potentially be used to advance both the discovery of new drugs and gaining a better

perspective on the characteristics of already existing drugs. Specifically, we have worked

on approaches for calculating free energies, pKa and reactions in enzymes. These areas

are at their early stages, as far as large-scale, ab initio QM calculations are concerned.

While these calculations are more demanding than classical forcefield approaches, they

are not directly dependent on empirical parameters and as a result, they are more

transferable and applicable in general; examples of this having been shown in this

thesis. Therefore, it is hoped that the results of this thesis will serve as a starting point

for further applications of large-scale DFT in these areas of biomolecular simulation.
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gen (Göttinger Nachrichten), 1:245–272, 1927.

[56] C-K. Skylaris, P.D. Haynes, A.A. Mostofi, and M.C. Payne. Introducing

ONETEP: linear-scaling density functional simulations on parallel computers.

J. Chem. Phys., 122(8):084119, February 2005.

213



REFERENCES

[57] N. Troullier, J.R. Chelikowsky, and Y. Saad. Calculating large systems with

plane-waves - is it a N3 or N2 scaling problem? Solid State Communications,

93(3):225–230, 1995.

[58] W. Kohn. Analytic Properties of Bloch Waves and Wannier Functions. Phys.

Rev., 115:809–821, 1959.

[59] J.D. Cloizeaux. Energy Bands and Projection Operators in a Crystal: Analytic

and Asymptotic Properties. Phys. Rev., 135:A685–A697, 1964.

[60] J.D. Cloizeaux. Analytical Properties of n-Dimensional Energy Bands and Wan-

nier Functions. Phys. Rev., 135:A698–A707, 1964.

[61] S. Ismail-Beigi and T.A. Arias. Locality of the Density Matrix in Metals, Semi-

conductors, and Insulators. Phys. Rev. Lett., 82:2127–2130, 1999.

[62] R. Baer and M. Head-Gordon. Sparsity of the Density Matrix in Kohn-Sham

Density Functional Theory and an Assessment of Linear System-Size Scaling

Methods. Phys. Rev. Lett., 79(20):3962–3965, Nov 1997.

[63] W. Hierse and E.B. Stechel. Order-N methods in self-consistent density-

functional calculations. Phys. Rev. B, 50(24):17811–17819, Dec 1994.

[64] E. Hernández and M. J. Gillan. Self-consistent first-principles technique with

linear scaling. Phys. Rev. B, 51:10157–10160, Apr 1995.

[65] E. Hernández, M.J. Gillan, and C.M. Goringe. Linear-scaling density-functional-

theory technique: The density-matrix approach. Phys. Rev. B, 53:7147–7157,

Mar 1996.

[66] S. Goedecker. Linear scaling electronic structure methods. Rev. Mod. Phys.,

71:1085–1123, Jul 1999.

[67] D.R. Bowler, I.J. Bush, and M.J. Gillan. Practical methods for ab initio calcu-

lations on thousands of atoms. Int. J. Quant. Chem., 77(5):831–842, 2000.

[68] N. Bock, M. Challacombe, C.K. Gan, G. Henkelman, K. Nemeth, A.M.N. Nik-

lasson, A. Odell, E. Schwegler, C.J. Tymczak, and V. Weber. FreeON, 2013.

Los Alamos National Laboratory (LA-CC 01-2; LA-CC-04-086), University of

California.

214



REFERENCES

[69] M. Challacombe and E. Schwegler. Linear scaling computation of the Fock mat-

rix. J. Chem. Phys., 106(13):5526–5536, 1997.

[70] J.M. Soler, E. Artacho, J.D. Gale, A. Garćıa, J. Junquera, P. Ordejón, and
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[150] V. Černý. Thermodynamical approach to the traveling salesman problem: An ef-

ficient simulation algorithm. J. Optimization Theory and Applications, 45(1):41–

51, 1985.

[151] N. Metropolis and S. Ulam. The Monte Carlo Method. J. Amer. Stat. Assoc.,

44:335–341, 1949.

222



REFERENCES

[152] N.A. Barricelli. Symbiogenetic evolution processes realized by artificial methods.

Methodos, 9(35-36):143–182, 1957.

[153] A. Fraser. Simulation of genetic systems by automatic digital computers. I.

Introduction. Aust. J. Biol. Sci., 10:484–491, 1957.

[154] R.R. Frontiera and R.A. Mathies. Femtosecond stimulated Raman spectroscopy.

Laser and Photonics Reviews, 5(1):102–113, 2011.

[155] M. Dantus, M.J. Rosker, and A.H. Zewail. Femtosecond real-time probing of

reactions. II. The dissociation reaction of ICN. J. Chem. Phys., 89(10):6128–

6140, 1988.

[156] V.L. Schramm. Enzymatic Transition States, Transition-State Analogs, Dynam-

ics, Thermodynamics, and Lifetimes. Annu. Rev. Biochem., 80(1):703–732, 2011.

[157] M. Born and V. Fock. Beweis des Adiabatensatzes. Zeitschrift für Physik, 51(3-

4):165–180, 1928.

[158] L.W. Chung, S. Hayashi, M. Lundberg, T. Nakatsu, H. Kato, and K. Morokuma.

Mechanism of Efficient Firefly Bioluminescence via Adiabatic Transition State

and Seam of Sloped Conical Intersection. J. Am. Chem. Soc., 130(39):12880–

12881, 2008. PMID: 18767834.

[159] L. Yue, Y-J. Liu, and W-H. Fang. Mechanistic Insight into the Chemiluminescent

Decomposition of Firefly Dioxetanone. J. Am. Chem. Soc., 134(28):11632–11639,

2012.

[160] G. Mills and H. Jónsson. Quantum and thermal effects in H2 dissociative adsorp-

tion: Evaluation of free energy barriers in multidimensional quantum systems.

Phys. Rev. Lett., 72:1124–1127, Feb 1994.

[161] G. Mills, H. Jónsson, and G.K. Schenter. Reversible work transition state theory:

application to dissociative adsorption of hydrogen. Surf. Sci., 324(2):305–337,

1995.

[162] H Jonsson, G. Mills, and K.W. Jacobsen. Nudged Elastic Band Method for Find-

ing Minimum Energy Paths of Transitions, page 385. Classical and Quantum

Dynamics in Condensed Phase Simulations. World Scientific, 1998.

223



REFERENCES

[163] G. Henkelman, B.P. Uberuaga, and H. Jónsson. A climbing image nudged elastic

band method for finding saddle points and minimum energy paths. J. Chem.

Phys., 113:9901, 2000.

[164] D. Morgan, A. Van der Ven, and G. Ceder. Li Conductivity in LixMPO4 (

M=Mn, Fe, Co, Ni ) Olivine Materials. Electrochem. Solid-State Lett., 7(2):A30–

A32, 2004.

[165] P.F. Bessarab, V.M. Uzdin, and H. Jónsson. Size and Shape Dependence of

Thermal Spin Transitions in Nanoislands. Phys. Rev. Lett., 110(2):020604, Jan

2013.

[166] X. Dong, X-F. Zhou, G-R. Qian, Z. Zhao, Y. Tian, and H-T. Wang. An ab initio

study on the transition paths from graphite to diamond under pressure. J. Phys.:

Condens. Matter, 25(14):145402, 2013.

[167] R. Crehuet, A. Thomas, and M.J. Field. An implementation of the nudged elastic

band algorithm and application to the reaction mechanism of HGXPRTase from

Plasmodium falciparum. J. Mol. Graph. Model., 24(2):102–110, 2005.

[168] D.H. Mathews and D.A. Case. Nudged elastic band calculation of minimal energy

paths for the conformational change of a GG non-canonical pair. J. Mol. Biol.,

357(5):1683–1693, 2006.

[169] S. Zhang, R. Khare, T. Belytschko, K.J. Hsia, S.L. Mielke, and G.C. Schatz.

Transition states and minimum energy pathways for the collapse of carbon nan-

otubes. Phys. Rev. B, 73(7):075423, Feb 2006.

[170] T.A. Halgren and W.N. Lipscomb. The synchronous-transit method for determ-

ining reaction pathways and locating molecular transition states. Chem. Phys.

Lett., 49(2):225–232, 1977.

[171] J.E. Leffler. Parameters for the Description of Transition States. Science,

117(3039):340–341, 1953.

[172] G.S. Hammond. A Correlation of Reaction Rates. J. Am. Chem. Soc., 77(2):334–

338, 1955.

224



REFERENCES

[173] N. Govind, M. Petersen, G. Fitzgerald, D. King-Smith, and J. Andzelm. A

generalized synchronous transit method for transition state location. Comput.

Mat. Sci., 28(2):250–258, 2003.

[174] B. Delley. An all-electron numerical method for solving the local density func-

tional for polyatomic molecules. J. Chem. Phys., 92(1):508–517, 1990.

[175] B. Delley. DMol3 DFT studies: from molecules and molecular environments to

surfaces and solids. Comput. Mat. Sci., 17(2):122–126, 2000.

[176] Materials Studio Modeling Environment Release 6.1, 2012. Accelrys Software

Inc., San Diego.

[177] E-L. Zins, C. Pepe, D. Rondeau, S. Rochut, N. Galland, and J-C. Tabet. The-

oretical and experimental study of tropylium formation from substituted ben-

zylpyridinium species. J. Mass Spec., 44(1):12–17, 2009.

[178] M. Zhang, Z. Geng, and Y. Yu. Density Functional Theory (DFT) Study on the

Dehydration of Cellulose. Energy & Fuels, 25(6):2664–2670, 2011.

[179] L. Yang, A. Karim, and J.T. Muckerman. Density Functional Kinetic Monte

Carlo Simulation of Water–Gas Shift Reaction on Cu/ZnO. J. Phys. Chem. C,

117(7):3414–3425, 2013.

[180] J. Andzelm, N. Govind, and A. Maiti. Nanotube-based gas sensors - Role of

structural defects. Chem. Phys. Lett., 421(1):58–62, 2006.

[181] S.H. Lim, R. Li, W. Ji, and J. Lin. Effects of nitrogenation on single-walled

carbon nanotubes within density functional theory. Phys. Rev. B, 76:195406,

Nov 2007.

[182] K. Nobuhara, H. Nakayama, M. Nose, S. Nakanishi, and H. Iba. First-principles

study of alkali metal-graphite intercalation compounds. J. Power Sources,

243:585–587, 2013.

[183] S.J. Fox, C. Pittock, C.S. Tautermann, T. Fox, C. Christ, N.O.J. Malcom, J.W.

Essex, and C-K. Skylaris. Free Energies of Binding from Large-Scale First Prin-

ciples Quantum Mechanical Calculations: Application to Ligand Hydration En-

ergies. J. Phys. Chem. B, 117(32):9478–9485, 2013.

225



REFERENCES

[184] P.A. Kollman, I. Massova, C. Reyes, P. Cieplak, J. Srinivasan, D.A. Case, T.E.

Cheatham, et al. Calculating Structures and Free Energies of Complex Molecules:

Combining Molecular Mechanics and Continuum Models. Accts. Chem. Res.,

33(12):889–897, 2000. PMID: 11123888.

[185] N. Homeyer and H. Gohlke. Free Energy Calculations by the Molecular Mechanics

Poisson-Boltzmann Surface Area Method. Mol. Informatics, 31(2):114–122, 2012.

[186] B.R. Miller, T.D. McGee, J.M. Swails, N. Homeyer, H. Gohlke, and A.E. Roit-

berg. MMPBSA.py: An Efficient Program for End-State Free Energy Calcula-

tions. J. Chem. Theory Comput., 8(9):3314–3321, 2012.

[187] S. Fox, H.G. Wallnoefer, T. Fox, C.S. Tautermann, and C-K. Skylaris. First

Principles-Based Calculations of Free Energy of Binding: Application to Lig-

and Binding in a Self-Assembling Superstructure. J. Chem. Theory Comput.,

7(4):1102–1108, 2011.

[188] R.W. Zwanzig. High-Temperature Equation of State by a Perturbation Method.

I. Nonpolar Gases. J. Chem. Phys., 22(8):1420–1426, 1954.

[189] T. Simonson, J. Carlsson, and D.A. Case. Proton Binding to Proteins: pKa

Calculations with Explicit and Implicit Solvent Models. J. Am. Chem. Soc.,

126(13):4167–4180, 2004. PMID: 15053606.

[190] R. Walker and M. Crowley. pKa Calculations Using Thermodynamic Integration,

2006. http://ambermd.org/tutorials/advanced/tutorial6/.

[191] A. Warshel and M. Levitt. Theoretical studies of enzymic reactions: dielectric,

electrostatic and steric stabilization of the carbonium ion in the reaction of lyso-

zyme. J. Mol. Biol., 103(2):227–249, 1976.
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Appendix

The appendix of this thesis consists of 2 DVDs containing input and output files that

led to the results presented in the body text. The diagram below provides a brief

directory tree, plus the relevant corresponding chapters in the main text. NB: The

directory ‘RECPOT’ contains the LDA and PBE-optimised pseudopotentials used in

the onetep calculations, for the sake of repeating or continuing work that has been

documented in this thesis.
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