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UNIVERSITY OF SOUTHAMPTON

ABSTRACT
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Mathematical Sciences

Doctor of Philosophy

SIMULATIONS OF JETS FROM NEUTRON STARS AND BLACK HOLES

by Timothy Christopher Lemon

Astrophysical jets are some of the most powerful transient phenomena thus far detected

in the known Universe, and their formation process is still not very well understood.

It is thought that jets can be formed as part of the accretion process from a main

sequence star onto a compact object, such as a neutron star or stellar mass black hole

formed from compact object mergers, or within X-ray Binaries (XRBs). We studied

compact object and jet observations and concluded that there is not enough evidence to

support or oppose the theory that jet power is linked to the spin of the compact object.

We also described the numerical methods used to create and evolve a general relativistic

magneto-hydrodynamical (GR-MHD) model of an accreting system. We then built upon

existing frameworks to develop new models and codes to simulate magnetized outflows

that may be pre-cursors to astrophysical jets. These model were developed within the

Einstein Toolkit framework and utilised a multi-patch domain grid. Our models were

able to produce jet-like outflows originating both from black holes and neutron stars.
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Chapter 1

Introduction

Powerful, narrow, bipolar streams of energy and matter have been observed travelling

at relativistic velocities from a range of compact objects. These objects include neutron

stars and stellar mass black holes that can be found in X-ray binaries (XRBs) [85],

to supermassive black holes found in the centre of active galaxies [13]. These jets are

interesting to study, as it is still unknown how they form and by studying them it

is possible to find out more about the compact object generating the jet. The jets

associated with active galactic nuclei (AGN) are assumed to be the cause of some gamma-

ray bursts (GRBs). These bursts are the most powerful transient phenomena detected

in the known Universe so far [79].

Jets are considered to be a result of an accretion process onto a central compact

object, such as a black hole or neutron star [2]. This method is incredibly efficient

at releasing energy from matter [39]. The accretion process involves material flowing in

from the accretion disc onto a relativistic compact object. Once the material reaches the

central object, a fraction of the matter will release the energy stored within to produce

the energy required to launch a relativistic jet. Recent radio and X-ray observations

of XRBs have shown that there is a strong relation between the relativistic outflows

and the accretion disc properties. These observations show that a significant fraction

of the accretion power is released in a narrow, collimated outflow of material, which

inefficiently radiates its energy outwards [83].

To form a relativistic jet, the accreting material and some of the energy it releases

goes through an ill-defined magneto-hydrodynamic (MHD) process [10]. This results in

bipolar outflows being ejected at the magnetic poles, at speeds close to the speed of light,

forming relativistic jets. For black holes, an outflow of material could be extracted from

a compact object’s magnetosphere through the Blandford-Znajek (BZ) mechanisms [14].

XRBs are mainly used to study jets observationally, as the accretion process on

stellar-sized objects varies on a humanly accessible time scale of days. AGNs, however,

3



4 Chapter 1 Introduction

vary over several orders of magnitude higher than XRBs [67]. This makes it possible to

observe any significant changes in the XRB and to study any connections between the

accretion disc and jet production. The majority of jet studies have so far been based on

black holes. This is because in general there have been more black hole XRBs detected

emitting considerable amounts of radiation in the radio band (radio loud) than neutron

stars. Although, this is not always the case. This suggests neutron stars also need

further observations in relation to jet studies.

This thesis is divided into four parts. In Part I, we detail the astrophysical back-

ground. In particular we concentrate on what a neutron star is and how they are

observed. We also briefly review stellar mass black holes. We then detail what is cur-

rently known of the accretion process. This section also contains information known

about XRBs that emit jets and how measurements of the jet relate to the measurements

of the individual compact objects.

Within Part II, we discuss the numerical background. In particular we detail the

numerical interpretation of the system of equations used in simulations. We discuss the

interpretation in both Newtonian and general relativistic (GR) cases and later with the

inclusion of magneto-hydrodynamics (MHD). Later we review the different numerical

methods used throughout the literature to solve numerical problems. We mention how

each scheme has been established to tackle different problems encountered whilst pro-

ducing the numerical simulations. We also cover how other authors have studied and

analysed jets within the literature, mentioning the different techniques and approxima-

tions they have applied within their work.

Part III contains details about the improvements to the numerical framework we

have made and how we have implemented them. This includes describing the types of

simulations we have conducted and the different initial data setup used. Such setups

include simulating a basic jet environment and simulating an accretion disc with a com-

pact object. We also go into detail about the grid structure used within the simulations

and improvements conducted to obtain a new domain structure with multiple patches.

One of the other improvements made, which is detailed in this section, was the devel-

opment of new numerical schemes that used the right and left eigenvectors of the flux

Jacobian.

Finally, in Part IV, we conclude with the results we have obtained for each of the

simulations. We then summarise the findings and the outcomes of the new numerical

techniques we have implemented. Due to the popular practice of abbreviating terms

throughout the literature discussed in this thesis, a list of the abbreviations used is

included in the glossary for a quick reference.



Chapter 2

Compact Object Observations

When a massive main sequence star reaches the end of its life and has consumed all

of its fuel, it will explode in a supernova and then collapse to form a compact object.

Depending on the mass of the original star, the remnant from the supernova could form

either a black hole or a neutron star. If the massive star has a mass less than 20−25M�
∗,

it will collapse to form a neutron star [92]. If it is more massive than this limit it will

form a black hole instead.

2.1 Black Holes

The X-ray binary (XRB), Cygnus X-1, was the first astrophysical source to provide

strong evidence for the existence of black holes when it was first observed in 1972 [15].

Other binary sources since then have provided more evidence for black holes, by hosting

compact objects much too massive to be a neutron star. These objects have a typical

mass of M ∼ 10M� and a radius of R ∼ 30 km. Black holes have such a strong

gravitational field that nothing, not even light, can escape them. The boundary layer

around a black hole, where nothing can escape from the black holes pull, is called the

event horizon. As no light can escape a black hole, the only way to detect them is

through indirect means, such as their interactions with their surrounding matter or

binary partner.

2.2 Neutron Stars

A typical neutron star has a mass of about M ∼ 1− 2M� and a radius R ∼ 10− 14km.

This then results in the neutron star having a density of ρ ∼ 1015g/cm3, which is roughly

three times the normal nuclear density [100]. Along the surface of a typical neutron star,

∗1 M� = 1solar mass ≡ 1.989× 1033g

5



6 Chapter 2 Compact Object Observations

there is a gravitational force 1011 greater than that of the Earth’s and a magnetic field

of approximately B ≈ 1012G. This field is strong enough to disrupt the normal atomic

structure, by raising the ground state binding energy of atoms.

2.2.1 Structure

Neutron stars consist primarily of neutrons, with a small percentage of their mass con-

sisting of other nuclei particles. It is possible to view them as an atomic nuclei scaled to

stellar size and held together by self gravity. Unlike their predecessor state, neutron stars

do not burn nuclear fuel, they have no thermal pressure resisting collapse. This means

that their size is mainly dependent on the degenerate neutron pressure acting outwards

and balancing the gravitational force acting inwards [110]. At the centre of a neutron

star the density can reach an order of magnitude higher than the typical density of a

heavy atomic nuclei [100]. This density is above possible laboratory conditions obtain-

able on earth and makes it hard to correctly estimate the properties and composition of

the interior of a neutron star. Existing mathematical models and the study of neutron

star oscillations can be used to help determine the interior structure of a neutron star,

which can be seen in Figure (2.1).

Figure 2.1: The structure of a neutron star, with an outer crust of heavy nuclei
ions. The inner crust is separated by the neutron drip layer, where neutrons
can escape from their nuclei. The outer core consists primarily of free neutrons,
whilst it is unknown what the inner core is made from.

A lot of atomic nuclei still exists in the outer layers of the crust, such as iron

56 and a range of lighter elements. Heavier elements exist further down in a neutron

star, as the pressure becomes large enough to form them. When the density reaches
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ρ ∼ 106g/cm3, the electrons become degenerate and can then travel over large distances

without interactions. This results in the thermal and electrical conductivities becoming

increasingly larger. When the density reaches ρ ∼ 4 × 1011g/cm3 at the start of the

inner crust, there exists a ‘neutron drip’ layer. Here it is more energetically favourable

for neutrons to ‘drip’ out of their nuclei and move around. The amount of free neutrons

compared to nuclei then increases further down into the interior of the neutron star.

Near the centre of the neutron star in the outer core, the matter predominately consists

of neutrons, with about 5 − 10% of the matter being protons and electrons. It is still

unknown what type of matter, or even exotic matter, the inner core consists of.

2.2.2 Pulsars

Pulsars are rapidly rotating neutron stars with strong magnetic fields, which emit radio

pulses with short and accurate periodicities [48]. The radio emission from a pulsar is

only observed when the beam of radiation is orientated directly towards an observer.

This emission is also normally off-axis resulting in the observed pulses being periodic.

As the radius of a neutron star is small compared to main sequence stars, it can rotate

around its axis on a shorter time scale. This results in high precision pulses that have

regular intervals between them. Pulsars have to originate from neutron stars, as less

compact stars would be torn apart due to the rotational speeds before they match the

observed rotation period of a pulsar.

The first pulsar was discovered in 1967 by Hewish et al. [52], which eventually

resulted in Hewish receiving a Noble Prize in 1974. Since then different types of neutron

stars have been detected. These include X-ray pulsars, bursters, soft gamma repeaters,

millisecond pulsars, radio-silent neutron stars, anomalous X-ray pulsars (AXPs) and

rapidly rotating radio transients [100]. The radio pulses from a pulsar are not the

same phenomenon as a jet emission from an accreting neutron star due to the different

mechanisms involved.

2.2.3 Classifications of X-ray Binaries

Some neutron star XRBs exhibit a low magnetic field. These XRBs could be obser-

vationally classified into three main groups, based on their timing and X-ray spectral

properties. These classes are defined as; weak low-mass XRBs, Z-types and atoll-types

[50, 64].

A weak low-mass XRB consists of a compact object with a weak magnetic field,

which orbits around a less massive main sequence star. Millisecond pulsars, faint burst-

ing sources and faint transient sources are all included in the weak low-mass XRB class.

Any other source which usually emits at very low X-ray luminosities can be considered
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part of the weak class (L < 0.01Ledd, see Section 2.3, eq 2.1). Although, some of these

sources could still be possibly included as low luminosity atoll sources [64].

The most analogous neutron star class to bright black hole transients is considered

to be the Z-type class. This is because they share similar accretion rates (close to the

Eddington rate ∼ 0.5 - 1 Ledd). They are therefore the most luminous type of neutron

stars to be discovered in the Milky Way [77]. Z-type XRBs, as well as atolls, tend to

trace out a particular pattern in colour diagrams. Here the measurement colour is the

ratio between photon counts in two different energy bands. The colour diagram of Z-

type neutron star show three distinct branches, the Horizontal (HB), the Normal (NB)

and the Flaring Branch (FB). This forms their characteristic ‘Z’ shape (see Figure 2.2),

which is where this class derives its name from. Each of these branches define three

distinct spectral states of the systems.

Figure 2.2: Typical colour diagram of an atoll and a Z source, Figure (1.3) from
Migliari [77].

Z sources rapidly vary in their X-ray emission and can trace out the whole colour

diagram on a time scale of a few hours to days [77]. This also means they can transit

between the different states rapidly. Their X-ray variability is thought to be physically

related to changes occurring in their local mass accretion rate, which increases along the

Z-track from HB to FB.

The most numerous type of XRBs discovered so far, are the atoll type sources,

however, only a limited number of them have been detected emitting in radio [65, 33].

On average, the radio luminosity measured from an atoll system is ten times lower than

that found in black hole or Z-type XRBs. Atoll sources can be subdivided into two

categories based on the region they occupy on a colour diagram. Their position on this

diagram is established by the hardness of the source. These regions are known as the

hard island state (IS) and the soft banana (B) state, as they are identified due to the
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shape they trace out in their colour diagram. These regions can be seen in Figure (2.2),

where Migliari [77] has further subdivided the states into the upper banana (UB), lower

banana (LB), lower left banana (LLB) and the extreme island state (EIS).

Atoll sources and black hole XRBs in the hard state, share similar X-ray spectral

and timing properties. Because of this atoll sources are considered to be the best candi-

date for a comparison with persistent black hole XRBs. To try and fully understand the

physical processes and connection between disc inflow and jet outflow in XRBs, more

study needs to be undertaken on atoll versus black hole disc-jet couplings.

2.3 The Accretion Process

Compact objects can be easily observed due to the accretion process taking place in

the disc surrounding the system, where gravitational potential energy is extracted from

the inflowing matter. Some of this energy is then lost through heating the disc up

enough to emit electromagnetic radiation in the X-ray range [93]. This process can be

easily studied in XRBs, where matter is transferred under certain circumstances from

the compact object’s companion star to the compact object. The conditions for this to

occur depend on the evolutionary stage of the companion and on the mass ratio between

the stars in the system [64].

Mass transfer between the stars could take place if the separation between the two

objects were to decrease. It could also occur if the radius of the companion star were

to increase. In both of these instances the outer layer of the companion star’s envelope

would start to feel a stronger gravitational attraction from the compact object. Once

this force is stronger than its own force, matter would start to flow between the two

stars. This process is known as Roche Lobe overflow, where the Roche Lobe is the first

common equipotential point between the two objects’ spherical equipotential surfaces.

These surfaces become deformed in shape and then come into contact with each other

at the inner Lagrangian saddle point [110].

The other method for mass transfer is stellar wind accretion. This occurs when a

small fraction of the plasma ejected from the primary star (stellar wind) is gravitationally

captured by the compact object. When matter transfers from the companion star, it

still has angular momentum associated with it and therefore cannot accrete directly onto

the compact object. This flow of matter falls into the lowest energy circular orbit for a

given angular momentum and could then start to form an accretion disc [39]. Although,

the accreted gas has some angular momentum, it may not always be sufficient enough

to form an accretion disc [110].

Some of the kinetic energy from the infalling matter dissipates as heat energy,

allowing the matter to traverse inwards along the disc, nearer to the compact object.
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This heating method can occur due to turbulence, viscosity, adiabatic compression via

shock waves or by other such dissipative processes [86]. The heat generated from these

dissipation processes increases nearer to the compact object. This heat is usually emitted

as X-rays in the innermost regions to the neutron star or black hole, whilst in the outer

region, the radiation emitted exists primarily in the optical range. It is in the innermost

regions where the bulk of the gravitational potential is released [77].

The process of angular momentum transportation in accretion discs was originally

unclear. This is because normal atomic viscosity is orders of magnitude too small to

produce accretion powered X-ray emission [42]. Balbus and Hawley [8, 9] illustrated

that angular momentum could be transferred in the disc as a result of a weak magnetic

field combined with an outwardly decreasing differential rotation. This rapidly gener-

ates magneto-hydrodynamic (MHD) turbulence via a linear instability. This instability,

known as the magneto-rotational instability (MRI), results in a greatly enhanced effec-

tive viscosity. This in turn allows for the angular momentum transport in the inner

regions of the disc to occur.

In radiatively efficient accretion discs, the luminosity emitted has characterisations

defined by the Eddington luminosity. This is the luminosity achieved where the radiative

momentum flux from a spherically symmetric source balances the gravitational force of

the accreting object and is defined as

Ledd ' 1.38× 1038ergs−1M−1
� . (2.1)

For neutron stars, matter from the accretion process will interact with the surface

of the star, whereas for black holes the matter would travel through the event horizon.

In the case of the neutron star, some of the kinetic energy of the in-falling matter would

be converted into radiation at the stellar surface. The maximum Newtonian value of the

accretion luminosity of an object which has mass, M , radius, R∗, and an accretion rate

of Ṁ , can be given by

L =
GMṀ

R∗
, (2.2)

where G is the gravitational constant.

In black holes the accretion process does not result in matter falling onto a hard

surface. Instead some of the matter travels through the apparent horizon, where it can

no longer affect outside observers. This means that some of the accretion energy could

become lost from the system as it disappears into the event horizon. This effect can

be parametrised by an efficiency factor, η, in the accretion luminosity definition (2.2).

With the Schwarzschild radius defined as, R∗ = 2GM/c2, the accretion luminosity can

be altered to become



Chapter 2 Compact Object Observations 11

Lacc = ηṀc2, (2.3)

where c is the speed of light in a vacuum. Using the new definition for the accretion lumi-

nosity (2.3) and the Eddington luminosity, we can define the Eddington mass accretion

rate as

ṁedd =
Ledd

ηc2
. (2.4)





Chapter 3

Jets in X-ray binaries

There is still a lot to be understood about the formation, collimation and acceleration of

relativistic jets. Their energy and matter content also requires further studying. There

may be numerous contributing factors involved in the jet process. The spin of a compact

star could affect jet production through the interactions of the accretion disc and the

magnetic field anchored to the poles of the rotating star [78]. The spin of a neutron star

can be directly attained from their observations. Black hole spin, however, cannot be

directly measured and has to be inferred from other means.

3.1 Black Hole X-ray binaries

Most of the information about jets in X-ray binaries (XRBs) comes from observations

of black hole systems in the radio band. The radio emission from these systems are

characterised by having a brightness temperature higher than 109 K and often have

high degrees of polarisation. The brightness temperature is the temperature required to

generate the observed intensity of an ideal black-body in thermal equilibrium with its

surroundings. The radio emission from these systems do not show a black-body spectra.

Instead they show a non-thermal spectra, which suggests that the emission is from a

synchrotron source. This requires relativistic particles spiralling around a magnetic field

in the system [77].

There are two main types of radio jets, with different spectral properties and

morphologies, associated with black hole XRBs. The first type are known as transient

jets, which are discrete ejections of radio emitting plasmons travelling at relativistic

speeds. These travel up to several thousand Astronomical Units (AU) away from the

binary core, with rapidly decaying fluxes. The synchrotron emission from these jets, is

above a limiting frequency and can be defined as optically thin. This makes it possible

to derive the shape of the relativistic particle distribution underneath, by considering a

power-law distribution consistent with a shock-acceleration origin.

13
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N (E) dE ∝ E−pdE, (3.1)

where the index, p can be inferred from the spectral index α, which is a measure of the

dependence of radiative flux density with frequency [82].

The other class of jets are known as steady jets. These are observed as persistent

radio sources with flat radio spectra, typically associated with the ‘low-hard’ state of

black hole XRBs [34]. These are systems with low luminosity where the object has a

non-thermal power-law component in its X-ray energy spectrum. This component is

dominant over the soft X-rays (0.12 to 12 keV) originating from the disc. A black hole

could also be in a ‘high-soft’ state, where the thermal component dominates the power-

law component [116]. These jets can be described as steady, collimated outflows which

become progressively more transparent at lower frequencies as the particles travel away

from the origin of the jet [11, 54, 30]. The nature of the emitting plasma is generally

inferred through brightness temperature arguments, which for a synchrotron incoherent

source cannot be greater than ∼ 1012K [57]. The upper limit on the temperature corre-

sponds to a lower limit on the size of the radio emitting region. Usually this results in

a limit larger than the orbital separation of the stars in the binary system. This means

that the jet cannot be confined to any known component of the binary system [64].

These properties suggest the presence of a continuously replenished relativistic plasma

which is flowing out of the system. Currently these jets have been observed to extend

out to a few tens of AU in size [112, 41].

For black hole XRBs in a hard state, there is good observational evidence that

their radio and X-ray luminosities are correlated over three orders of magnitude in X-

ray power. This ranges from the quiescent regime up to the transition to a softer state,

at an apparent bolometric luminosity of a small percentage of the Eddington rate [44].

The radio emission starts to decrease close to this regime, probably due to a physical

suppression of the jet. There are exceptions for some black hole transients which are

observed to be bright in the radio band. This exception holds even at X-ray luminosities

which are close to, or even above, the Eddington rate [44]. This relation is usually

interpreted as a correlation between the accretion disc emission (i.e. X-rays) and the

emission from the jets (i.e. radio). As there are similarities observed in the spectral and

morphological properties of jets between black hole XRBs and AGN, it is assumed that

there is a common underlying physical method for black hole relativistic jet sources of

all masses. A disc-jet coupling, analogous to that found in black hole XRBs, is expected

to be observed for active galactic nuclei (AGN), but on a much longer time scale. A

relationship between black hole mass, MBH, X-ray luminosity, LX, and radio luminosity,

LR was investigated and led to the discovery of a fundamental plane, which can be

described by
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LR ∝ L0.6
X M0.8

BH. (3.2)

This relation is consistent with the errors found in the radio/X-ray luminosity

correlation found with stellar mass black hole XRBs [76, 31].

3.2 Neutron Star X-ray binaries

To help understand the role of the black hole event horizon in jet formation, neutron star

XRBs should be studied in comparison. Jets have been associated with some neutron

star XRBs, in particular from Z sources and in a small amount of atoll sources (see

Section 2.2.3). The accretion process for low magnetic field neutron stars seems to be a

similar process for black holes, with more quantitative then qualitative differences [120].

Z-type neutron stars have shown examples of jet structure, such as rapid variabil-

ity in the radio band along with frequent optically thin flares. Approximately steady

optically thick emission has also been observed from Z-sources. Extended lobes have

even been resolved for at least two Z sources: Cir X-1 [35] and Sco X-1 [37] . For the

case of Cir X-1, ultra-relativistic jet velocities have even been inferred [35].

With this apparent discovery of a neutron star with ultra-relativistic jets, the

previously accepted ‘escape velocity paradigm’, no longer holds. This stated that the

velocity of a jet is comparable with the escape velocity of the compact object. Now it is

thought that the accretion mechanism is the main source of jet production, instead of

jet production being a characteristic associated with the compact object.

Penninx et al. [97] studied, in detail, the radio behaviour of Z-source neutron stars

as a function of X-rays, to compare with the black hole relation. They were the first to

discover that GX 17+2 had radio emission which varied as a function of the position in

the X-ray colour diagram. The radio emission was strongest in the horizontal branch

(HB) state and was found to decrease with increasing mass accretion rate, down to the

flaring branch (FB) state, which had the weakest radio emission. This behaviour was

also found to be consistent with other sources such as Cyg X-2 [53] and Sco X-1 [55].

Possibly the most numerous type of XRBs discovered are the atoll type sources,

however, only a small amount of them have been detected emitting radio jets [65, 33].

They tend to show a radio luminosity on average ten times lower than that found in

black hole XRBs and Z-type neutron stars. The most analogous neutron star type

to bright black hole transients is considered to be Z-type neutron stars, as they have

accretion rates close to the Eddington rate. Atoll sources, however, share plenty of X-

ray spectral and timing properties with black hole XRBs in the hard state. They can

be considered the best candidate for a comparison with persistent black holes. To try
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and fully understand the physical processes and connection between disc inflow and jet

outflow in XRBs, more study needs to be undertaken on atoll versus black hole disc-jet

couplings.

3.3 Spin measurements

It is possible to determine the spin measurements for high magnetic field XRB pulsars

and Accreting Millisecond X-ray Pulsars (AMXPs), where a coherent pulsation has been

directly observed. This can be achieved using non-thermal emitting particles accelerated

by the polar magnetic field [78]. For low magnetic neutron star XRBs, the spin period

has to be observed indirectly as a ‘burst oscillation’. For sources where both direct

pulsations and indirect oscillations have been observed, the oscillations were found to

be consistent with each other and the spin frequency, vs [23].

There have been a number of neutron star XRBs which have been detected asso-

ciated with twin kHz quasi-periodic oscillations (QPOs) in their X-ray power spectra.

The difference between these two peak frequencies, vkHz, of the QPO measurements have

been found to be related to the spin frequency of the star. Depending on the source,

this frequency is either approximately equal to, or half of the spin frequency [64].

During the past several years it has become possible to infer the spin, a, for

both a stellar-mass and super massive black hole. The spin parameter is defined as a

dimensionless quantity,

a ≡ cJ

GM2
, (3.3)

where J and M are the black hole angular momentum and mass. The spin can be

obtained from modelling the X-ray emission emitted from a black hole accretion discs,

through two different methods. These methods include the continuum fitting method

and the Fe Kα method. Both of these depend upon identifying the Innermost Stable

Circular Orbit (ISCO) as the inner radius of the accretion disc. This radius is only

dependent on the mass and the spin of the black hole [71]. If the mass of the black hole

is known, the spin can therefore be inferred from the ISCO.

The continuum fitting method is simple and robust as it does not make a large

number of assumptions, however it is limited to only stellar mass black holes. To begin

with, the method assumes the inner edge of the accretion disc is located at the ISCO.

Estimates of RISCO can be obtained by fitting the thermal X-ray continuum spectrum of

the accretion disc to the ISCO. This method is similar to the method used to measure

the radius, RX, of a star, with known temperature, T . In this method the radiation flux
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observed, Fobs, of a star which is at a distance, D, can be said to have a luminosity, L∗.

This luminosity can also be inferred from the radius and temperature of the star,

L∗ = 4πD2Fobs = 4πR2
∗σT

4, (3.4)

where σ is the Stefan-Boltzmann constant. To obtain RISCO this method has to be

altered to account for the fact the flux F (R) is emitted locally by the disc. This means

the temperature T (R) also varies with R. This dependence on R is known if a thin disc

model is applied in the approximation. This method also has to account for the fact

that the observed flux Fobs is dependent on the distance, luminosity and the inclination,

i, of the disc to the line of sight [71]. With this knowledge a similar relation to equation

(3.4) can be derived, where for a given Fobs and characteristic temperature, the solid

angle, Ω, subtended by the ISCO can be obtained,

Ω ∼ π cos i

(
RISCO

D

)2

. (3.5)

This in turn gives RISCO if the distance and inclination is known. Once the ISCO

radius has been approximated, a dimensionless quantity can then be obtained using the

mass of the black hole,

rISCO ≡
c2RISCO

GM
. (3.6)

This parameter is solely a monotonic function of the black hole spin parameter,

a. Once rISCO is known it is then possible to infer the spin parameter. This method

has so far only been applied to stellar mass black holes. It is, however, limited by the

accuracy of the model used to reproduce the stellar mass system. The Kerr metric

must be correctly applied to accurately compute the observed flux. An accurate radial

temperature function must be used and the inner part of the accretion disc must be well

described by the thin disc model. McClintock et al. [71] used this method to argue that

spin is not entirely responsible for the presence of relativistic jets.

In the Fe Kα reflection method, the ISCO radius can be obtained from modelling

the profile of the relativistically-broadened iron line with a special focus on the gravita-

tionally shifted red part of the line. This line is formed in the inner disc from a range

of effects, such as gravitational redshift [81]. The red part of this line extends to very

low energies for rapidly rotating black holes (a ∼ 1), as the gas can orbit near the event

horizon. The Fe Kα line is generated via X-ray fluorescence, which is due to irradiation

of the disc by the power-law component [71]. This complex spectrum is known as a

‘reflection spectrum’. Modelling this in detail will allow the spin, a, to be inferred from

it [106, 105].
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The Fe Kα method is applicable to both stellar mass and supermassive black holes.

It is also the only method available for supermassive black holes. This method can be

viewed as more reliable than the previous method, because it does not depend on other

properties of the system such as the star’s mass or distance from us. The method does,

however, suffer from the fact that the signal observed is faint.

3.4 Jet power estimates

For black hole XRB systems in the hard state, a non-linear correlation has been found

linking the radio and the X-ray luminosities together over more than three orders of

magnitude in X-rays. This relation has the form

LR ∝ LbX, (3.7)

where LR and LX are the radio and X-ray luminosities and b has most recently been

found to be ∼ 0.6 [43].

A similar relation has been found with neutron star XRBs. Migliari and Fender

[79] plotted radio and X-ray luminosity measurements from their sample of neutron star

XRBs. This sample included Z-sources, hard and soft state atolls and other sources

which have soft outbursts. Their results show an overall positive ranking correlation

between the radio and X-ray luminosities at a significance level greater than 99%. Their

results also show that their Z and atoll-type sources fit a similar power law (3.7), which

utilises a different slope, b = 0.66± 0.07.

Figure (3.1) shows the results from Migliari and Fender [79], where Z sources

(triangles) lie towards the top-right part of the plot, with higher X-ray and radio lu-

minosities than atoll sources. There was only marginal evidence for a positive ranking

correlation for Z sources as a separate group (∼ 96% significance level; b = 1.08± 0.22).

The atoll sources in the hard state showed a positive correlation over 1 order

of magnitude and have a significance level of 99%. Here the power law slope gives

b = 1.4, however, the neutron star observations span only a range of about one order

of magnitude in the X-ray luminosity. Comparatively the black hole results span three

orders of magnitude. When considering radio upper limits at low X-ray luminosities,

the slope changes to b = 1.60 ± 0.27, which is steeper than the relationship for black

holes. Atoll sources in the soft state were detected in radio, which is contrary to what

has been found for black holes. The radio emission is quenched for black holes in the

soft state [79]. This suggests that neutron stars may not entirely suppress the jet in the

soft state.
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Figure 3.1: Radio (8.5 GHz) luminosity as a function of X-ray (2-10 keV) lu-
minosity of neutron star XRBs. The solid line is the fit to the neutron stars in
hard state, with a slope of b ∼ 1.4. The dashed line is the fit to all the atolls and
Z sources (excluding only the millisecond accreting XRB and the radio upper
limits) with a slope of b ∼ 0.7. Figure (2) from Migliari and Fender [79].

It has been suggested that the fundamental plane of black hole activity can be

extended to neutron stars. This would suggest that the X-ray and radio coupling is an

exclusive property of the accretion process, instead of being a unique property associated

with black holes.

Migliari and Fender compared the results from their sample of black holes and

neutron stars to show that observationally there are distinct similarities in the disc-jet

coupling between neutron stars and black holes (see Figures 3.1 & 3.2). They noted

that below a certain X-ray luminosity, in hard X-ray states, both classes of object

seem to make steady self-absorbed jets that show a correlation between LX and LR.

Bright, optically thin, transient events were also observed at X-ray luminosities close

to the Eddington limit. These events have been specifically associated with rapid state

changes.

Migliari and Fender also showed that there were quantitative differences found

between black holes and neutron stars when considering the disc jet coupling. Such dif-

ferences include the fact that the power law for neutron stars in the hard state possesses
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BHs

NSs

Soft state     Very−High state

(Steep Power−Law state)

Hard state

(Thermal state)

Figure 3.2: Radio (8.5 GHz) luminosity as a function of X-ray (2-10 keV) lumi-
nosity of neutron star and black hole XRBs. GX 339-4 in the hard state (open
circles), transient black holes (open squares), atoll sources steady in a hard or
soft state (filled circles), MXB 1730-335 during a soft outburst (filled squares)
and Z sources (filled triangles). Figure (3) from Migliari and Fender [79].

a steeper relationship between LR and LX, whilst neutron stars in steady soft states

were noted to not show as much suppression of the radio emission as black holes.

The similarities between neutron stars and black holes suggest that the jet coupling

with the innermost region of the accretion disc is somehow related to the accretion

process within a strong gravitational field. This coupling does not then entirely depend

on the type of compact star.

Migliari [78] and Fender et al. [32] obtained similar estimates of the jet power

for a range of compact objects. They used, as a proxy, the normalisation factor from

the relationship between LR and LX. This was obtained from fitting the sources in

the X-ray/radio luminosity plane. This means the normalisation is reliant on having

a reasonable estimate of the power law slope, b. The normalisation factor, c, can be

considered as the point where the line of best fit crosses the radio axis in an X-ray/radio

luminosity plot. Fender et al. used the relationship given below (eq 3.8), whilst Migliari

used an altered expression which resulted in the normalisation factor occurring over
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a logarithmic scale. This method can be reapplied to estimate the jet power using a

X-ray/near-IR luminosity plot instead.

log10 LR = c+ b (log10 LX − 34) . (3.8)

3.5 Spin-Jet correlation

Having considered how to obtain spin measurements from a range of XRB sources and

how to estimate the power from a relativistic jet, it is possible to study whether there is

a correlation between these two parameters. To determine this, the stars’ normalisation

factor, c, can be compared against their spin measurements, a. There are two different

estimates for the normalisation factor that could be used in this method. These are

due to the two different luminosities originating from the source, radio, LR and near-IR,

LNIR. For black holes, there are also two different methods which then result in two

different spin measurements that need to be considered. Fender et al. [32] compared the

two different luminosities against the two different spin measurements and their results

can be seen in Figure (3.3).

æ

æ
æ

æ

æ

æ

æ

0.0 0.2 0.4 0.6 0.8 1.0
27.0

27.5

28.0

28.5

29.0

29.5

30.0

Spin measurement Hreflection fitsL

H
ar
d
st
at
e
ra
d
io

n
o
rm

al
is
at
io
n

æ

ææ æ æ

æ

æ

0.0 0.2 0.4 0.6 0.8 1.0
27.0

27.5

28.0

28.5

29.0

29.5

30.0

Spin measurement Hdisc fitsL

H
ar
d
st
at
e
ra
d
io

n
o
rm

al
is
at
io
n

0.0 0.2 0.4 0.6 0.8 1.0
32.0

32.5

33.0

33.5

34.0

34.5

Spin measurement Hreflection fitsL

H
ar
d
st
at
e
n
ea
r-
IR

n
o
rm

al
is
at
io
n

0.0 0.2 0.4 0.6 0.8 1.0
32.0

32.5

33.0

33.5

34.0

34.5

Spin measurement Hdisc fitsL

H
ar
d
st
at
e
n
ea
r-
IR

n
o
rm

al
is
at
io
n

Figure 3.3: Jet power normalizations from radio (upper) and near-IR (lower)
luminosities with respect to black hole spin measurements, from Fe Kα reflection
(left) and continuum fitting (right). There is evidently no dependence of jet
power on these reported values. Figure (4) from Fender et al. [32].
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Figure 3.4: Jet power normalization with respect to neutron star spin measure-
ments fitting a power law of b = 1.4.

We then produced a similar plot for neutron stars (see Figure 3.4) using QPO spin

measurements and normalisation values derived from the power law (3.8). In this case

the power law slope was taken to be b = 1.4, resulting in the normalisation factor being

defined as

c = log10 (LR)− 1.4 (log10 (LX)− 34) . (3.9)

This power law slope was believed to follow the theoretical relationship between

synchrotron luminosity and jet power [11]. The error for c was calculated from the error

in the luminosity values, to ensure that the largest error is used.

Our neutron star spin values were catalogued from other researchers observations

[123, 45, 64]. The Z-type sources have less reliable spin measurement results and so their

result on the spin/jet power plot will have less relevance compared to other sources. Some

Z-type sources had two results for their spin measurement, in these cases, the upper limit

or highest value was used for the plot.

Within our plot, the average value was plotted for sources which had multiple

luminosity values. For the source 4U 1728-34, there appeared to be an erroneous data

point, as one of the normalisation factor results was much lower than the others. This

value was disregarded when taking into account the average normalisation. The plot
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does not appears to show a correlation between neutron star spin measurements and

their estimated jet power. There is not enough data for millisecond pulsars alone to

see if there is a correlation for these sources. If the atoll and Z sources were studied

separately, then it appears to show that the normalisation factor would remain constant

with spin for each type of source. This can also be observed through the linear regression

line for all neutron stars, which has a gradient of only 0.0059. This line, however, does

not fit the data accurately as the coefficient of determination was found to be 0.3274.

Therefore we conclude that through our research there is not enough evidence to suggest

that there is a correlation between spin measurements and the estimated jet power.

Figure 3.5: Jet power normalization from radio luminosities with respect to
neutron star spin measurements fitting a power law of b = 1.4. Figure (4) from
Migliari [78].

Whilst we were conducting our research, our results were independently confirmed

by Migliari and Fender [79]. They, however, published their results before this thesis was

published. Their plot of neutron star spin measurements against a normalisation factor

can be seen in Figure 3.5. The two different neutron star plots have vastly different scales

due to their slightly different chosen methods of calculating the normalisation factor.

Migliari [78] found that the power law slope was different for different neutron star

sources (4U 1728-34 b = 1.4, Aql X-1 b = 0.6). Results from both measurements of the

power law slope were plotted. It was found that fixing the law to b = 0.6 led to no obvious

correlation to the spin, whilst fixing the law to b = 1.4 shows an apparent correlation.

This is the expected relationship for radiatively efficient accretion if the accretion rate

is proportional to the jet luminosity (Ṁ ∝ LJet) [62]. The spin measurements have high

uncertainties, so a positive correlation result cannot be confirmed.

This lack of certain evidence for a relationship between spin and jet power suggests

that the main mechanism behind jets is not strictly dependent on the accreting object.
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This would then suggest the extended disc model as a likely alternative [12]. It should

also be noted that there exists two different neutron star systems (Sco X-1 and Cir X-1),

which have been detected with a faster, relativistic jet superimposed on a slower radio

ejection. For these cases, the jet may extract power from the angular momentum from

the compact object itself. Here the spin and magnetic field may in fact play important

roles. Migliari concluded that if the process of a transient jet is powered by the spin of

a compact object, then the mechanism behind the neutron star method must find a way

to produce a jet which is comparable to stellar mass black holes. This mechanism must

also compensate for the fact that the neutron star has a lower spin than that measured

for black holes.

In conclusion, our research in conjunction with Migliari and Fender [79] show that

there is a lack of quantitative proof for whether spin or magnetic fields are important

in jet production. This does not mean that they do not play a role. There is a small

indication that a high magnetic field may quench the jet production, as there is, so far,

no evidence for radio emission from high-magnetic field X-ray pulsars. Also, with more

accurate spin measurements, it may be possible to confirm a correlation between jet

power and the spin of a compact object [78].
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Numerical Background
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Chapter 4

Numerical Interpretation

We previously talked about how jets consist of a stream of relativistic particles that

interact with the magnetic field around compact objects such as neutron stars. Now

we wish to study these jets through different computational simulations. It is, however,

considerably difficult to simulate relativistic particle flow in a magnetic field. Instead,

the standard assumption in the literature is to interpret the jet as a bulk motion. In

the simplest jet case, we study a single fluid in a hydrodynamic system. Later it will

be necessary to model the jet in a magneto-hydrodynamic (MHD) system. The shocks

produced by the jet require Riemann problems to be solved (4.1), while the fluid motion

can be formalised using the relativistic Euler equations coupled to a magnetic field (4.2).

4.1 Riemann Problem

Riemann problems are considered extensively throughout numerical routines, as the

process of solving the fluid evolution equations usually depends on solving Riemann

problems repeatedly. They also have the added benefit that numerical evolution tech-

niques can be tested with the exact solutions of the Riemann problem.

The generalised Riemann problem can be defined as a hyperbolic system of partial

differential equations. In conservation law form, this can be viewed as

∂tq + ∂if (q) = 0, (4.1)

where q is a vector of conserved variables and f is the flux vector across a boundary.

The initial data for a system of conserved equations is divided into a left and right state.

In one dimension, the problem can be centred at the point x = x0 and at time t = t0.

Here the conserved variables, q, can be considered as piecewise constant initial data,

27
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q (t0, x) =

{
qL if x < x0,

qR if x > x0.
(4.2)

The solution to the Riemann problem can be classified as being self-similar. A

problem is self-similar if it can be defined in terms of a single independent variable, ξ,

as a function of the coordinate variables,

ξ =
x− x0

t− t0
. (4.3)

With self-similar initial data for the left and right states, it is possible to ascertain

the structure of the solution to the specific Riemann problem. For a system with N

variables, there are N waves separating N + 1 states in the general solution. Each of

these waves would then have their own velocity and can be classified in different ways.

Characteristics are spacetime lines, where the solution does not change and can be

said to be self-similar. The characteristics of the wave in a Riemann problem travel along

a line of constant ξ. They can either diverge and form a rarefaction or converge together

and produce a discontinuous shock. Alternatively, the characteristic waves could be

parallel and form a linear discontinuity, which is known as a contact discontinuity in an

Eulerian system (see Section 4.2).

The wave structure to a possible solution is shown in Figure (4.1). It is still,

however, possible for a shock to travel towards the left or negative x-direction from the

right. Likewise, it is possible for a rarefaction to travel to the right or positive x-direction

from the left. The state to the right of the shock is qR, whilst the state to the left of

the rarefaction is qL. The intermediate states are known as q∗L and q∗R and they exist

either side of the contact discontinuity.

The exact solution to a generalised Riemann problem can only be analytically

obtained to an arbitrary accuracy, even in one dimension. It is, however, possible to

find an approximate solution to the problem. An example of a possible linear solution

to the Riemann problem is the advection equation. In one dimension, with only one

conserved variable, the advection equation in conservation law form becomes

∂tq + a∂xq = 0, (4.4)

where a is a constant. This can then be solved by considering the fact that the equation

is self-similar. This means the function q(x, t) travels along the line ξ = a. If there is a

discontinuity in the solution, then the Rankine-Hugoniot condition needs to be applied.

This condition preserves the conservation vector across the discontinuity and has the

form



Chapter 4 Numerical Interpretation 29

Figure 4.1: A possible hydrodynamical solution to the Riemann problem show-
ing, from left to right, a rarefaction, contact discontinuity and a shock wave.
All features travel along lines of constant ξ. The four different states between
each wave have been labelled as qL, q∗L, q∗R, and qR.

Vs[q] = [f (q)], (4.5)

where Vs is the shock speed and the term [q] means the change in q across the discon-

tinuity. So for the advection equation above (eq 4.4), Vs = a. With a domain defined

for all real values of x and for positive real values of t, the solution to the advection

equation becomes

q (x, t) = q0 (x− at) , (4.6)

where

q0 (x) = q (x, 0) . (4.7)

If, however, the system was not linear but still only dependent on one variable,

then a different equation could be considered; for example the Burger’s equation

∂tq + ∂x

(
q2

2

)
= 0. (4.8)

This formulation is an approximation to the equations of Newtonian fluid dynam-

ics. It can be used to display the common appearance of shocks and rarefactions in Euler

equations. Here, the function q(x, t) travels along with the velocity ξ = q, where this
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time the Rankine-Hugoniot condition produces a true discontinuity. The shock velocity

now becomes

Vs =
1

2
(qL + qR) . (4.9)

4.2 Euler Equations

The Euler equations govern the Newtonian motion of perfect fluids in hydrodynamics

(HD). They include the conservation of mass, momentum, Si, and total energy, E . In

this section, the Eulerian equations are considered in one dimension, where no additional

forces, such as gravity, act on the system. It is simple to extend this work into three

dimensions and to add new forces to the system. In conservation law form, the Eulerian

equations can be defined as

∂tρ+ ∂i
(
ρvi
)

= 0, (4.10)

∂tSj + ∂i
(
ρvivj + δijp

)
= 0, (4.11)

∂tE + ∂i
(
Evi + pvi

)
= 0, (4.12)

where ρ, vi, and p are the density, velocity and pressure respectively. These together

along with the internal energy density, ε, make up the primitive vector, w.

The equation of state (EOS) for the system is required to close the system and

to define the pressure. The EOS used here is a gamma-law, which models an ideal

fluid using an adiabatic constant, γ. This constant states the ratio of heat capacities

in a medium. This is a widely used and popular EOS for numerical simulations of

astrophysical problems [38]. The EOS describes the pressure of the system by relating

it to some of the other fundamental thermodynamics quantities, such as the density, ρ,

and internal energy density, ε, as well as the adiabatic constant. The gamma-law for an

ideal fluid can be mathematically defined as

p = (γ − 1) ρε. (4.13)

With the EOS stated, the specific enthalpy, h, and the total energy, E , can then

be defined,

h = 1 + ε+ p/ρ, (4.14)

E = ρε+ 1
2ρv

ivi, (4.15)
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where the total energy can be viewed as the sum of its internal energy and its kinetic

energy. For a purely hydrodynamical problem in three dimensions, a system can be

defined consisting of five primitive variables, w. These variables can then be converted

to five conserved variables, q,

w =

 ρ

vi

ε

 , q =

 ρ

Sj

τ

 . (4.16)

The generalised conservation law in multi-dimensions, with non trivial body forces,

can be simplified to give

∂tq + ∂if
i (q) = S. (4.17)

The non trivial body forces are stored within the source vector S and the flux

vector components can be given by

f i =

 ρvi

Sjv
i + δijp

εvi + pvi

 . (4.18)

The conservation law (eq 4.17) in one dimension can be expanded to consider the

primitive variables using the chain rule,

∂q

∂w

∂w

∂t
+
∂f

∂w

∂w

∂x
= 0. (4.19)

This can be simplified by considering a Jacobian matrix, the corresponding matrix

of eigenvalues, Λ, and the primitive variable right eigenvectors, Rp. The Jacobian can

then be defined in such a way that,

Jp = RpΛR−1
p =

(
∂q

∂w

)−1 ∂f

∂w
, (4.20)

where

Λ = diag (λ1, λ2, . . .) . (4.21)

Using the Jacobian, equation (4.19) can be transformed to obtain a quasi-linear,

homogeneous form of the conservation law in terms of the primitive variables,
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∂w

∂t
+ Jp

∂w

∂x
= 0. (4.22)

It is also possible to make a quasi-linear form of the hydrodynamic equations in

terms of the conserved variables, using the Jacobian and the eigenvectors,

∂q

∂t
+ J

∂q

∂x
= 0, (4.23)

where

J =
∂q

∂w
RpΛR−1

p

(
∂q

∂w

)−1

= RΛR−1. (4.24)

This shows that the matrix of right eigenvectors using conserved variables, R, can

be constructed from the matrix of right eigenvectors using the primitive variables, Rp.

The eigenvectors may change from switching to a different set of variables, however, it

was found that the eigenvalues remain the same.

4.2.1 Eulerian Characteristics

Now that the flux and conserved vector have been defined, the characteristic structure for

the Euler equations can be considered. For simplicity, the Euler equations are considered

for the one dimensional case, where they are dependent on three different variables. As

mentioned in Section (4.1) and seen in Figure (4.1), in this case there will be three waves

separating the four different states.

In the linear case, where the Jacobian matrix J has constant coefficients, the

characteristic vector, W, can be obtained from

W = R−1q. (4.25)

This can then be used to get the characteristic equation,

∂tW + Λ∇W = 0. (4.26)

This states the characteristic vector as conserved along the directions given by

the eigenvalues of the Jacobian. The characteristic equation also provides a system of

decoupled advection equations for each component of the characteristic vector. Once

the solution is found for these advection equations, they can easily be transformed back

into the original state vector through the use of the right eigenvectors.
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In the non-linear case, alternative techniques need to be performed to get the

characteristic equation, such as linearisation, after which the Rankine-Hugoniot con-

dition can be applied and eventually the characteristics can be constructed from the

eigenvectors.

The Jacobian of the flux function used here can be constructed from the partial

derivative of the flux vector with respect to the conserved vector. Though each compo-

nent of the flux vectors needs to first be explicitly redefined as functions of the conserved

vector only. The Jacobian matrix is obtained from Toro [117],

J (q) =

 0 1 0
1
2 (γ − 3) v2 (γ − 3) v (γ − 1)

1
2 (γ − 2) v3 − c2sv

γ−1
3−2γ

2 v2 + c2s
γ−1 γv

 , (4.27)

where cs describes the speed of sound in a medium, which can be defined using infor-

mation from the EOS,

c2
s =

γp

ρ0
. (4.28)

The characteristic eigenvalues and eigenvectors of the system are said to be both

real and distinct and can be obtained from the eigenvalue identity,

|J−ΛI| = 0. (4.29)

The eigenvalues are expressed as

λ1 = v − cs, λ2 = v, λ3 = v + cs, (4.30)

whilst the right eigenvectors have the form

r1 =

 1

v − cs
1
2v

2 + h− vcs

 , r2 =

 1

v
1
2v

2

 , r3 =

 1

v + cs
1
2v

2 + h+ vcs

 . (4.31)

These eigenvectors can be used to construct the rarefaction waves and can later

be implemented within numerical Riemann solvers (see Section 5.5.2 & 5.5.3), whilst

the left eigenvectors can be simply obtained from the identity relation LR = I. As

the eigenvalues are real and distinct, it can be said that the Euler equation for a one

dimensional ideal fluid form a set of strictly hyperbolic conservation laws.
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Figure 4.2: The characteristic form of a rarefaction wave, where the character-
istics start to diverge. The wave is bounded between the two different charac-
teristic speeds beside it. The solution remains continuous across the wave.

4.2.2 Waves

The three waves found in the Euler case include rarefactions, contact discontinuities and

shock waves. To understand their properties, they should first be considered individually,

where there are just two states. In general these states are referred to as the above and

behind states, qa, qb.

For the rarefaction case, characteristic lines start to diverge and thus try to fill the

gap between the two states. Within this wave, there is more than one mathematically

correct solution describing the characteristics. The wave between states qL and q∗L in

Figure (4.1) is a rarefaction fan, where the solution is continuous. Figure (4.2) shows

the full characteristic structure surrounding a rarefaction fan travelling in the positive

x-direction.

An alternative wave structure is the rarefaction shock. This structure is unstable,

although, it is mathematically allowed to form. In this wave, the characteristics remain

parallel and extrude from the single rarefaction shock line. Figure (4.3) shows the

full characteristic structure surrounding a rarefaction shock travelling in the positive

x-direction.

A rarefaction wave occurring between the a and b states can be said to be bounded

by the characteristics,

ξ = va ± cs,a, ξ = vb ± cs,b. (4.32)

It is also possible to find that the following expression is constant across a rarefac-

tion in Eulerian system,
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Figure 4.3: The characteristic form of a rarefaction shock. The characteristics
remain parallel in the same state. They start to originate from the self-similar
line defining the rarefaction shock.

v ∓ 2cs
γ − 1

= const. (4.33)

Equating this condition at the two boundaries produces the relation

vb = va ±
2 (cs,b − cs,a)

γ − 1
. (4.34)

Since a rarefaction wave is adiabatic, entropy does not change across the wave. It

can then be shown that the pressure must obey the relationship

p ∝ ργ , (4.35)

whilst the definition for the speed of sound can be used to construct a similar relationship,

cs ∝ ρ
γ−1
2 . (4.36)

These two proportions can both be used in conjunction to define a relationship for

the pressure, or the density, across the rarefaction,

pb = pa

(
cs,b
cs,a

) 2γ
γ−1

, (4.37)

ρb = ρa

(
cs,b
cs,a

) 2
γ−1

. (4.38)
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Figure 4.4: The characteristic form of a shock wave, where the characteristics
start to converge onto each other. The discontinuous shock wave is defined
from the self-similar line along which the characteristics converge to. All the
quantities experience a jump across the discontinuity. The shock itself travels
at a velocity determined by the Rankine-Hugoniot condition.

Finally, this relationship can be inserted back into the constant expression across

the rarefaction (eq 4.34) to determine the velocity for one of the states. This is assuming

that the pressure is known for that state and that the primitive variables are known for

the opposite state,

vb = va ±
2cs,a
γ − 1

((
pb
pa

) γ−1
2γ

− 1

)
. (4.39)

In the shock wave case, characteristic lines instead start to converge together onto

the wave forming a shock, as can be seen in Figure (4.4). This shock is governed by

Lax’s entropy condition, which establishes whether the shock speed, vs, is physical. This

new condition says the shock speed must lie between the two characteristics,

va ± cs,a ≥ vs ≥ vb ± cs,b. (4.40)

In Section (4.1), it was mentioned that any discontinuity is governed by the

Rankine-Hugoniot condition, which regulates the shock velocity. When considering this

condition, it is best to work in the frame of the shock. Then, the velocity of the two

states can be obtained from the transformation,

ṽa = va − vs, ṽb = vb − vs. (4.41)
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Now the Rankine-Hugoniot condition yields the result that the fluxes in both

states are equal and can be expressed as

ρaṽa = ρbṽb, (4.42a)

ρaṽ
2
a + pa = ρbṽ

2
b + pb, (4.42b)

ṽa

(
Ẽa + pa

)
= ṽb

(
Ẽb + pb

)
. (4.42c)

The first expression can be used to define an expression for the mass flux, Q,

Q = ∓ρ0,aṽa = ∓ρ0,bṽb. (4.43)

The signs in the mass flux equation (4.43) relate to the direction of travel of

the wave. The negative sign indicates that it is travelling to the right and vice versa.

The expression in (4.42b) can be used to give a relationship between the velocities of

the states. This is achieved by first substituting in the mass flux expression and then

converting back to the Eulerian frame,

vb = va ±
pb − pa
Q

. (4.44)

It is also possible to obtain an expression for the mass flux, which is dependent on

the density instead of the velocity by applying (4.42a) in the mass flux expression above

(4.44),

Q2 = ± pb − pa1
ρb
− 1

ρa

. (4.45)

An expression for the relationship between the densities of the two states can also

be obtained from using (4.42c). To get this relationship, first equation (4.42c) needs to

be expanded using the total energy of the system (4.15),

εa +
v2
a

2
+
pa
ρa

= εb +
v2
b

2
+
pb
ρb
. (4.46)

The velocity terms here can be removed later by using a rearrangement of equa-

tions (4.42a) and (4.42b),
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v2
a =

(
ρb (pb − pa)
ρa (ρb − ρa)

)
, (4.47a)

v2
a =

(
ρa (pb − pa)
ρb (ρb − ρa)

)
. (4.47b)

Finally, combing equations (4.46) with the velocity definitions (4.47) and with the

ideal fluid EOS (4.13), produces the relationship between the densities of the two states,

ρb = ρa

 γ−1
γ+1 + pb

pa(
γ−1
γ+1

)(
pb
pa

)
+ 1

 . (4.48)

This can then be applied to redefine the mass flux expression (4.45) for a third

time. This new definition can finally be used to define the velocity relationship between

the two states,

vb = va ±
(

Aa
pa +Ba

)1/2

(pb − pa) , (4.49)

where

Aa =
2

(γ − 1) ρa
, Ba =

(
γ − 1

γ + 1

)
pa. (4.50)

The last remaining wave to consider, in the Eulerian case, is the contact discon-

tinuity, where the characteristic lines are parallel to each other. An example of this is

shown in Figure (4.5). The pressure and velocity normal to the characteristic will remain

constant across the discontinuity, however, all other properties could jump across the

boundary,

v∗L = v∗R = v∗, p∗L = p∗R = p∗. (4.51)

It is then established that the discontinuity occurs along the characteristic line of

ξ = v∗. (4.52)

This result suggests that the contact discontinuity travels with the same velocity

as the fluid. This means there is no clear fluid flow occurring across the wave. This

allows for two different fluid regions to be separated and two different EOS to be applied

across this boundary.
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Figure 4.5: The characteristic form of a contact discontinuity, where all the
characteristics remain parallel to each other and the contact wave. Only the
density can jump across the discontinuity. The contact wave travels at the same
speed as the fluid velocity.

4.3 General Relativistic Hydrodynamics

In order to later study the formation and structure of neutron star jets, general rela-

tivity (GR) must be applied to our system. This needs to be taken into account when

considering the evolution of the matter in the system, as neutron stars have a strong

gravitational field. This alters the fluid evolution equations because there is a coupling

between space and time which can be distorted by the energy and matter in the system.

The evolution of the geometry in a dynamic spacetime can be described by the Einstein

gravitational field equations,

Gµν = 8πTµν . (4.53)

Here Gµν is the Einstein Tensor, Tµν is the stress-energy tensor and geometric

units of G = c = 1 have been adopted. The mass in the system can be described

through the evolution equations of the matter. These equations can be obtained from

considering the conservation laws of the stress-energy tensor and of the matter current

density, Jµ [38],

∇µTµν = 0, (4.54)

∇µJµ = 0. (4.55)

As these calculations occur in a GR spacetime, it is the covariant derivative, ∇µ,

associated with the spacetime metric, gµν , that is applied above. The matter current
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density can be defined as Jµ = ρuµ, where uµ is the fluid four-velocity. The fluid four-

velocity is defined as the derivative of the coordinate position, xµ, with respect to the

proper time, τ ,

uµ =
dxµ

dτ
. (4.56)

Ignoring any non adiabatic effects, such as heat transfer and viscosity, the stress-

energy tensor for a perfect fluid can be defined as

TµνFluid = ρhuµuν + pgµν . (4.57)

The system of fluid evolution equations in GR can be written explicitly in their

conservative form. The quantities used in this form are measured by an Eulerian ob-

server, such as the rest-mass density, momentum density and the total energy density

[38].

4.3.1 3 + 1 Decomposition

When initiating numerical simulations involving time-dependent computations of GR-

hydrodynamical flows, where the gravitational field is strong, it is useful to apply the

3+1 formalism. In this formalism, the Einstein equations split into evolution equations

for the three-metric, γij , the extrinsic curvature, Kij , and the constraint equations. Each

of these constraints must be satisfied after every time slice [38].

In the 3+1 formalism, two kinematic variables are introduced to describe the

evolution between each spacetime slice. There is the scalar function known as the lapse

function, α. This can be considered as the perpendicular distance measurement between

each spacetime slice, measuring the rate of advance of time. There is also the shift vector,

βµ, that describes the motion of coordinates within a surface.

The normal vector, nµ, between each spacetime slice can be thought of as a pro-

jection operator. A contraction of a tensor with the normal vector will then produce its

time-like components. This projection can also be adapted to define the spatial metric,

γµν , on the hypersurfaces, through the projection of the full metric,

γµν = gµν + nµnν . (4.58)

To obtain a 3+1 form of the Einstein equations, where the derivatives of quantities

can be expressed in terms of spatial and time derivatives, it is required that a vector
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Figure 4.6: Shows how the vector tµ describes the movement between two space-
time slices. The normal, αnµ, and tangential, βµ, components are also included.

specifies along which these derivatives it is computed. This vector can be chosen to take

the form

tµ = αnµ + βµ. (4.59)

The components of the contravariant and covariant normal vector are then given

by

nµ =
1

α

(
1,−βi

)
, nµ = (−α, 0, 0, 0) . (4.60)

The relationship between the shift vector and the movement between different

spacetime slices can be seen in Figure (4.6). The full line element for the 3+1 decom-

position can be given from the generalised vector field tµ [1],

ds2 = −
(
α2 − βiβi

)
dt2 + 2βidx

idt+ γijdx
idxj . (4.61)

The contractions used in making the 3+1 decomposition of the Einstein equa-

tions ensures, that a complete description of the behaviour of the spacetime is possible.

This description provides two constraint equations for the spacetime and two evolution

equations.

4.3.2 General-Relativistic Fluid Evolution Equations

When working in a GR system with numerical HD, it is the primitive variables that

first need to be defined. The primitive variables in this type of system still include the
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fluid density, ρ, the specific internal energy density, ε, and the three-velocity as seen by

Eulerian observes at rest,

vi =
ui

W
+
βi

α
. (4.62)

Here ui is the four-velocity and α and βi are the lapse and shift vector as defined

above in Section (4.3.1). W is the relativistic Lorentz factor given by

W =
1√

1− vivi
. (4.63)

From these terms and the ideal fluid EOS, the pressure, p, can later be determined.

The contravariant and covariant four-velocity terms can also be defined from the three-

velocity terms as

u0 =
W

α
, u0 = W

(
viβi − α

)
, (4.64a)

ui = W

(
vi − βi

α

)
, ui = Wvi. (4.64b)

The four-velocity defined above can also be decomposed into its 3+1 form involving

the normal vector, when v0 = 0,

uµ = W (nµ + vµ) . (4.65)

The stress-energy-momentum tensor can also be decomposed into a 3+1 form.

This can be achieved by noticing that the tensor can be divided into three different

components. These each contain the spatial part of the energy-momentum tensor, Sµν ,

the momentum density, Sµ, and the energy density, E . The spatial part is defined as the

projection of Tµν in the space orthogonal to nν . The momentum density is the mixed

parallel-transverse component of Tµν , whilst the energy density can be defined as the

projection of Tµν along the normal vector to the spatial hypersurface,

Sµν = γµαγ
ν
βT

αβ, (4.66a)

Sµ = −γµαnβTαβ, (4.66b)

E = nµnνT
µν . (4.66c)
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The energy-momentum tensor can be defined as a sum of these components, as

well as the definition stated in equation (4.57). The expression in equation (4.57) can be

redefined using the decomposed expression for the four-velocity given in equation (4.65)

and the four-metric given in equation (4.58). These two formulations are given as

Tµν = Enµnν + Sµnν + Sνnµ + Sµν ,

= ρhW 2 (nµ + vµ) (nν + vν) + p (γµν − nµnν) . (4.67)

These two expressions can be compared to give new definitions for the components

of the energy-momentum tensor,

Sµν = ρhW 2vµvν + pγµν , (4.68a)

Sµ = ρhW 2vµ, (4.68b)

E = ρhW 2 − p. (4.68c)

The conservation equations in GR-HD need to be constructed in a bit more de-

tail than the Newtonian case, due to the effects of curved spacetime [103]. The first

conservation equation to be considered in GR is the conservation of mass. Due to the

divergence of a four vector in a generalised metric, the conservation of mass takes the

form

∇µ (ρuµ) =
1√
−g

∂µ
(√
−gρuµ

)
= 0,

=
1√
−g
(
∂0

(√
−gρu0

)
+ ∂i

(√
−gρui

))
= 0. (4.69)

Here g is the determinant of the four-metric, which can be related back to the

determinant of the three-metric, γ, by the expression

√
−g = α

√
γ. (4.70)

The conserved quantity known as the rest-mass density, D, can be obtained from

the conservation of mass equation (eq 4.69) and is defined as

D = ραu0 = ρW. (4.71)
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With this knowledge, the conservation of mass for a curved spacetime can be

written as

∂0 (
√
γD) + ∂i

(√
−gDṽi

)
= 0, (4.72)

where instead of the three-velocity, the following adapted expression is used,

ṽi = vi − βi/α. (4.73)

The conservation of energy and matter can be obtained in the GR formalism.

This is achieved by considering the result of the four-divergence on a symmetric rank-

two tensor, ∇µTµν . This leads to the result

1√
−g

∂µ
(√
−gTµν

)
=

1

2
Tµλ∂νgµλ. (4.74)

When the 3+1 decomposed form of the stress-energy-momentum tensor is applied

to equation (4.74), the conservation form of the momentum equation can be defined as

∂0 (
√
γSj) + ∂i

(√
−g
(
Sij − βiSj/α

))
=

1

2

√
−gTµν∂jgµν . (4.75)

The conservation of energy is a bit more complicated to obtain. It is derived from

contracting the conservation of energy and matter formulation with the normal vector,

nν . Then, the energy-momentum tensor is replaced with its 3+1 decomposed form. The

end result is the required expression for the conservation of energy equation for curved

spacetime,

∂0 (
√
γE) + ∂i

(√
−g
(
Si − βiE/α

))
= −
√
−gTµν∇µnν . (4.76)

The total energy density can be defined as the sum of the various energies found

within the system, such as the self-energy and kinetic energy. At low energies, the

self-energy dominates the system. This results in the energy equation being numerically

indistinguishable from the continuity equation. For this reason and to improve numerical

accuracy, the internal energy density, ε, is used here instead,

ε = E −D = ρW (hW − 1)− p. (4.77)

These three conservation laws can be defined in the compact Valencia form, as a

set of first-order hyperbolic flux-conservative evolution equations,
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1√
−g
(
∂t (
√
γq) + ∂i

(√
−gf i

))
= S. (4.78)

The conserved variables, q, used within this formulation, consist of the rest-mass

density, the momentum and the internal energy density,

q =

 D

Sj

ε

 =

 ρW

ρhW 2vi

ρhW 2 − p−D

 . (4.79)

There are new flux vector terms, f i, to be considered in the conservation law

expression 4.78. There are also source terms, S, stored in this expression, arising due to

the curved spacetime geometry encountered within GR,

f i =

 Dṽi

Sj ṽ
i + δijp

τ ṽi + pvi

 , (4.80)

S =

 0

Tµν
(
∂µgνj − Γλµνgλj

)
α
(
Tµ0∂µ (lnα)− TµνΓ0

µν

)
 . (4.81)

Here, Γλµν is the four-Christoffel symbol given by

Γλµν =
1

2
gλκ (∂νgµκ + ∂µgνκ − ∂κgµν) . (4.82)

4.3.3 General Relativistic Characteristics

Similar to the Newtonian case for the Euler equations, a Jacobian matrix can be con-

structed for the three dimensional GR-HD case, with corresponding eigenvalues and

eigenvectors. This time, the eigenvalues are all real but not distinct, as there is a three-

fold degeneracy in one of the eigenvalues. For a fluid moving in the x-direction, the

eigenvalues become

λ0 = αvx − βx, (triple-valued), (4.83)

λ± =
α

1− vivic2
s

(
vx
(
1− c2

s

)
± cs

√
(1− vivi) (γxx (1− vivic2

s)− vxvx (1− c2
s))

)
− βx.

(4.84)
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In the Minkowskian limit, the Newtonian expression with the relativistic correc-

tions can be recovered. The relativistic effects include adding a frame dependent effect

on the characteristic velocities, as well as the Lorentz factor, whilst the 3+1 decom-

position includes the lapse function and the shift vector, which advances the velocity

along in space. The original Newtonian expressions can be similarly recovered in the

Newtonian limit.

The wave structure for the general relativistic Eulerian case, is very similar to the

Newtonian case. They are still divided into the three types of waves, contact, shock and

rarefaction. Although, the 3+1 decomposition needs to be taken into account this time.

4.4 General-Relativistic Magneto-Hydrodynamics

It is also necessary to include the effects of magneto-hydrodynamics (MHD), when con-

sidering jet formation. For this reason the fluid evolution equations need to be altered

once again, to include these new effects. Ideal MHD is considered within this work,

where viscosity and heat conduction have been ignored and the fluid has zero resistivity,

making it a perfect conductor (see Section 7.2).

As the fluid in the system interacts with a magnetic field, the stress-energy tensor

can be obtained from the sum of the fluid energy-momentum tensor and the electromag-

netic field energy-momentum tensor,

Tµν = TµνFluid + TµνEM. (4.85)

The fluid energy-momentum tensor remains the same as before (4.57), whilst for

the electromagnetic energy-momentum tensor, the electromagnetic field first needs to

be described within GR. This is done with the Faraday electromagnetic tensor, Fµν ,

which relates the electric and magnetic fields Eµ and Bµ and is measured by a generic

observer travelling with four-velocity uµ,

Fµν = uµEν − uνEµ − ηµνλδUλBδ, (4.86)

where ηµνλδ is the volume element,

ηµνλδ =
1√
−g

[µνλδ]. (4.87)

Here g is the determinant of the four-metric and [µνλδ] is the completely anti-

symmetric Levi-Civita symbol. With the Faraday tensor now described, the electromag-

netic energy-momentum tensor can be defined as
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TµνEM =
1

4π

(
FµλF νλ −

1

4
gµνF λδFλδ

)
. (4.88)

A new four-vector also needs to be given for the magnetic field in the GR-MHD

case. This magnetic-field four vector in the fluid rest frame can be established from the

dual of the Faraday tensor as

bµ = uν
∗F νµ. (4.89)

This can be interpreted as

b0 = WBivi, bi =
Bi

W
+ b0vi. (4.90)

The Faraday tensor (eq 4.86) can be considered in terms of the magnetic field

four-vector, bµ, as measured by a comoving observer and by taking into account the

ideal MHD condition,

Fµν = −ηµνλδuλbδ. (4.91)

The electromagnetic energy-momentum tensor (eq 4.88) can be simplified, using

the new definition for the Faraday tensor (eq 4.91),

TµνEM =

(
uµuν +

1

2
gµν
)
b2 − bµbν , (4.92)

where b2 = bµbµ and the magnetic field vector has been re-evaluated by removing the

factor of
√

4π. Now that the two parts of the GR-MHD energy-momentum tensor have

been specified, the total energy-momentum tensor can be described [7] by

Tµν = ρh∗uµuν + p∗gµν − bµbν , (4.93)

where the pressure and specific enthalpy have been replaced with

p∗ = p+ b2/2, (4.94)

h∗ = h+ b2/ρ. (4.95)

The conserved formulation for the GR-MHD fluid evolution equations can now be

considered. The approach of using first-order, flux-conservative equations is repeated
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from earlier. The vector of conserved variables now includes the magnetic field com-

ponents within it. The presence of the magnetic field also alters the definition of the

momentum and energy density. The pressure and enthalpy perturbations used above

are applied within the definitions of the conserved variables as well,

q =


D

Sj

τ

Bk

 , (4.96)

where

D = ρW, (4.97a)

Si = ρh∗W 2vi − αb0bj , (4.97b)

τ = ρh∗W 2 − p ∗ −D − α2
(
b0
)2
. (4.97c)

The conservation equation for GR-MHD is the same as the hydrodynamical ver-

sion. The same operators are applied to the magnetic components within the conserved

and flux vectors. Again the components of the flux and source terms need to be altered

to account for the presence of the magnetic field and to include the new components.

There are, however, no new terms related to the magnetic field component, added to

the source vector. Not including those stored in the total stress-energy tensor.

f i =


Dṽi

Sj ṽ
i + δijp

∗ − bjBi/W

τṽi + p∗vi − αb0Bi/W

ṽiBk − ṽkBi

 , (4.98)

S =



0

Tµν
(
∂µgνj − Γλµνgλj

)
α
(
Tµ0∂µ (lnα)− TµνΓ0

µν

)
0

0

0


. (4.99)

The structure used to define the equations in GR-MHD has not yet been agreed

upon within the literature. So there are slight differences found in the formulation of

the evolution equations to what has been presented here.
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4.4.1 Magneto-Hydrodynamics Characteristics

With the inclusion of magnetic fields, the wave structure has become more complicated.

There are now eight conserved variables to consider in the three dimensional case. Al-

though, the component of the magnetic field in the normal direction can be ignored due

to the divergence of the magnetic field constraint.

This reduces the system to a set of seven conserved variables with seven charac-

teristic waves and eight states between them. The ignored wave is then advected along

with the fluid.

In the MHD case, the wave structure can be obtained from considering a wave

propagating in the x-direction with a speed of λ. The normal to a generic characteristic

hypersurface can be defined using a space-like four-vector,

φµ = (−λ, 0, 0, 0) . (4.100)

This value can be used within the characteristic matrix to produce the character-

istic polynomial, the roots of which will then give the characteristic speeds of each wave

along the x-direction (see Section 9.1.1).

It is noted that the eigenvalues in the ideal MHD case are sometimes degenerate

and so are not distinct. This means the system of equations is only weakly hyperbolic.

4.4.2 Waves

There exists three different types of waves that can be obtained in the MHD case, the

entropy, Alfvén and magnetosonic waves. Anile [5] found that only the entropic and

Alfvén wavespeeds could be written in a closed form. They can be given in their 3+1

decomposed form as

λe = αvi − βi, (4.101)

λa,± =
bi ±

√
ρh+B2ui

b0 ±
√
ρh+B2u0

. (4.102)

The entropic wave in the MHD case is analogous to the contact discontinuity in

the Eulerian case as it acts similarly. Like the contact discontinuity, the entropic wave

does not allow any mass flow across it. For this wave, the addition of a magnetic field

does not change the conditions much. All the variables remain continuous across the
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Figure 4.7: A possible solution to the Riemann problem in GR-MHD showing,
from left to right, the backward travelling fast magnetosonic, Alfvén and slow
magnetosonic wave. Then the entropic wave, followed by the forward travelling
slow magnetosonic, Alfvén and fast magnetosonic wave. All features travel along
lines of constant ξ.

wave. If, however, there is a magnetic field normal to the wave, then the density does

not remain continuous across the wave.

The Alfvén wave is a linear, rotational discontinuity, which means the magnitude

of the tangential components can change across the wave, resulting in these components

rotating. The Alfvén waves arise due to tension in the magnetic fields. They are another

type of linear wave to the solution of the Riemann problem. Once again, most of the

variables do not jump across the wave interface. Only the tangential component of the

velocity can change across the wave, where the jump is given by

[vT ] = ± [BT ]
√
ρ
. (4.103)

The magnetosonic wave can be subdivided into fast and slow waves. These are

obtained through a separate root finding procedure of the quartic characteristic equation.

Obviously, the maximum and minimum wavespeeds belong to the fast magnetosonic

waves, λf , whilst the remaining wavespeeds are related to the slow wavespeed, λs. The

slow and fast waves are non-linear and can form either a shock or a rarefaction wave.

An example of the characteristic structure of the Riemann problem in GR-MHD can be

seen in Figure 4.7. The seven waves follow the relation

λ−f ≤ λ
−
a ≤ λ−s ≤ λe ≤ λ+

s ≤ λ+
a ≤ λ+

f . (4.104)

A fast shock wave in this system is similar to shock waves in the Eulerian system,

whereas slow shock waves act slightly differently, such as the pressure no longer varying
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monotonically with the fluid speed. Rarefaction waves act the same in both slow and

fast waves. Here, both waves can be determined from the solution to the set of ordinary

differential equations of the primitive variables.





Chapter 5

Numerical Methods

The evolution equations as described in Chapter (4) are going to be numerically imple-

mented within this chapter. The aim of the numerical methods described in this chapter,

is to numerically solve the non-linear system of hyperbolic conservation laws defined for

our system. Each of the different numerical methods introduce different amounts of

error in the solution. A balance needs to be found between the computational cost of

different methods and the amount of error they induce. The methods also require that

the system of equations and the domain they inherit are discretised into cells, which will

also add more error to the system.

Numerical, hydrodynamical methods have evolved over the years to include new

techniques, such as a dynamic coordinate analysis approach using finite differencing

methods as proposed by May and White [70]. When these methods were first used,

there were some difficulties with the choice of coordinates, so Eulerian coordinates were

developed, where the fluid moves in a fixed coordinate base. This choice of coordinates

still requires the use of artificial viscosity in ‘shock’ regions, but it does allow for the

equations to be solved with the advection equation.

Upwind methods use the characteristic information to solve the evolution equa-

tions after introducing the local Riemann problem at the interface between two cells. A

Godunov type method is a commonly used upwind method, which can be applied for

high resolution shock capturing. The basic Godunov method is only first order accurate

and cannot be used in our case.

5.1 Finite Volume Methods

To start numerically solving a system of hyperbolic, partial differential equations (PDEs),

like those given in equation (4.17), it is required that the conservation form of the sys-

tem be discretised first. This can be achieved by implementing a finite volume method.

53
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This technique is responsible for evolving the cell averages of the solution in time [103].

For simplicity this method is considered in one dimension only here (eq 5.1). This

type of method could be applied to a three dimensional system with a small number of

alterations,

∂tq + ∂if (q) = S (q). (5.1)

Alternatively, this equation can be viewed in integral form after integrating equa-

tion (5.1) over space,

d

dt

∫ x2

x1

q (x, t) dx = f (q (x1, t))− f (q (x2, t)) +

∫ x2

x1

S (q) dx. (5.2)

The spatial domain is first discretised into N number of cells labelled, Ii, where

their boundary walls are located at [xi−1/2, xi+1/2], with a width of ∆x and the value

at the centre of the cell is given by xi. The time domain can then be discretised into

levels, tn, separated by a time-step ∆t. The discretised values of the vectors found in

the conservation law (eq 5.2) can be expressed as q̂ni . The finite volume method assumes

that this discretised value is the integral average of the cell at time tn,

q̂ni =
1

∆x

∫ xi+1/2

xi−1/2

q (x, tn) dx, (5.3)

whilst the discretised value of the numerical fluxes can be given by f̂i±1/2,

f̂i±1/2 =
1

∆t

∫ tn+1

tn
f
(
q
(
xi±1/2, t

))
dt. (5.4)

Now the conservation law (eq 5.2) can be rewritten using these terms and ignoring

any source terms,

q̂n+1
i = q̂ni +

∆t

∆x

(
f̂i−1/2 − f̂i+1/2

)
. (5.5)

The expression defined above is in fact an exact solution as no approximation has

been applied yet. It becomes an approximate numerical method, when an approximation

is applied for computing the cell averages q̂i and the numerical flux, f̂i±1/2.
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5.2 Method of Lines

Instead of solving the PDEs above numerically, it is usually more convenient to transform

the solution for a set of PDEs into a solution for a set of ordinary differential equations

(ODEs). This can be achieved by applying a method of lines (MoL) technique, which is

detailed in the book by Schiesser [107]. In practice, this can be achieved by considering

the continuum equations to be discretised in space only, while leaving the problem

continuous in time. The integral average seen in equation (5.3) can then be viewed as if

it was only discretised in space,

q̂i (t) =
1

∆x

∫ xi+1/2

xi−1/2

q (x, t) dx. (5.6)

This expression can be inserted into the hyperbolic PDE conservation law stated

in equation (5.2). We have now assumed that there is no longer a source term,

∂tq̂i (t) =
1

∆x

[
f
(
q
(
xi−1/2, t

))
− f

(
q
(
xi+1/2, t

))]
. (5.7)

This is the desired ODE for q̂i, where the right hand side (RHS) remains a con-

tinuous function of time. The intercell fluxes defined in equation (5.4) can then be used

to solve this ODE. Another method must be used first to determine the approximate

result of the intercell fluxes (see Section 5.4).

5.3 Runge-Kutta Method

Now that the system of equations is defined in an ODE form (eq 5.7), the next stage is

to solve for it, using a time-integrator method. This method must be compatible with

the reconstruction techniques used for the intercell fluxes, detailed in Section (5.4). This

way the evolution will be numerically stable. For simplicity, the ODE considered in this

Section is reduced to the form

dq

dt
= f (q) . (5.8)

The method applied here is the popular and simple Runge-Kutta (RK) method,

where the development of this method has been recorded by [20]. This method can

generate an accurate numerical evaluation for ODEs, whilst only using a small amount

of computational resources. This makes it an ideal method for solving the fluid evolution

equations.
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RK methods work by taking an initial estimated solution at some arbitrary time

tn. Then a series of corrections is applied to this estimate to obtain a solution at time

tn+1. This is why RK methods are often referred to as predictor-correcter type methods.

Using the ODE in equation (5.7), where the cell index can be dropped for sim-

plicity, a general N th order RK method can be written to predict the i-th substep,

q̂(i);

q̂(i) =

i−1∑
k=0

(
αikq̂

(k) + ∆tβik f̂
(
q̂(k)

))
, i = 1, . . . , n+ 1. (5.9)

The initial and final values used are

q̂(0) = q̂(n), q̂n+1 = q̂(N). (5.10)

The terms αik and βik are just constant coefficients. They are chosen such that

the solver reaches a certain level of accuracy to maintain numerical stability.

The second order method (RK2) for the system (5.7) can be specifically defined,

q̂(1) = q̂(n) + ∆tf̂
(
q̂(n)

)
, (5.11)

q̂n+1 =
1

2

(
q̂(n) + q̂(1) + ∆tf̂

(
q̂(1)

))
, (5.12)

whereas the third order variant (RK3), can instead be explicitly defined as

q̂(1) = q̂(n) + ∆tf̂
(
q̂(n)

)
, (5.13)

q̂(2) =
1

4

(
3q̂(n) + q̂(1) + ∆tf̂

(
q̂(1)

))
, (5.14)

q̂n+1 =
1

3
q̂(n) +

2

3
q̂(2) +

2

3
∆tf̂

(
q̂(2)

)
. (5.15)

Finally, the fourth order method (RK4) is defined as
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q̂(1) = q̂(n) +
1

2
∆tf̂

(
q̂(n)

)
, (5.16)

q̂(2) = q̂(n) +
1

2
∆tf̂

(
q̂(1)

)
, (5.17)

q̂(3) = q̂(n) + ∆tf̂
(
q̂(2)

)
, (5.18)

q̂n+1 =
1

6

(
−2q̂(n) + 2q̂(1) + 4q̂(2) + 2q̂(3) + ∆tf̂

(
q̂(3)

))
. (5.19)

RK2 and RK3 are both stable methods, obeying the strong stability preserving

(SSP) criteria. RK4 was found not to follow this criteria, however, it has been found

to be empirically correct and does not introduce any oscillatory behaviour in its results;

even for our systems which involve shocks. All of the variations detailed here have been

implemented within the simulations discussed later (see Chapter 7), where the RK3

method has been favoured for its accuracy and stability. RK4 may be inappropriate for

our strong shock systems.

5.4 Reconstruction

To solve the system of ODEs defined in equation (5.7) between the times t0 and t1 =

t0 + ∆t, an approximation of the intercell fluxes, f̂i±1/2, in the system of ODEs is

required. High Resolution Shock Capturing (HRSC) methods can be used to reproduce

accurate, discontinuous features from the solution at cell boundaries when evolving a

system of equations. This information can be used to set up a Riemann problem at the

cell interface for the state vector q̂(x, t0). A Riemann solver can then be used to get

an approximate solution of the intercell averages of the state vector and the flux at the

next time interval. Sometimes, the Riemann solver only requires the intercell fluxes to

solve the ODE, such as the Marquina solver (see Section 5.5.2). In these cases, it is

computationally more efficient to calculate the intercell fluxes directly.

The reconstruction process takes the integral averages, q̂ni , from each cell and then

constructs the conserved variable, q(x) for all x. These reconstructed terms can then be

used to set up the Riemann problem for each cell in a way, where numerical oscillations

can be minimised. The Godunov method simply takes the left and right state at a cell

boundary to construct the Riemann problem [47]. This method was found to be only

first-order convergent. This makes it very computationally expensive to achieve the high

accuracy wanted in most simulations.

Instead, HRSC methods can be used which are of higher order. Using linear tech-

niques with greater than first-order reconstruction have been shown to introduce numer-

ical oscillations around non-linear features [47]. Therefore, higher resolution methods

need a high-order, non-linear reconstruction of the solution at smooth locations. This
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method must then reduce to first-order around non-linear features. This process results

in a better than first order convergence for the global system. Below is a sample of

different methods, detailing how the reconstruction can be carried out in a numerical

simulation.

5.4.1 Total Variation Diminishing Scheme

To determine whether a chosen method is stable or not, it is possible to analyse its total

variation (TV ) for an arbitrary discretised vector, q̂ni ,

TV (q̂n) = sup
∀xi

∞∑
i=−∞

|q̂ni+1 − q̂ni |. (5.20)

In the above expression, the supremum means that all the possible samples from

the domain are included in the above calculation. A good method is said to be SSP only

if the TV does not increase after any time step,

TV
(
q̂n+1

)
≤ TV (q̂n) . (5.21)

A total variation diminishing (TVD) method is similar, but ensures that the TV

criteria does not increase after a single time step. This can be viewed such that the TV

criteria for the reconstructed variable is less than or equal to the TV of the original data.

This is a useful tool to help avoid non-physical Gibb’s oscillations when reconstructing

around discontinuities.

TVD slope limited reconstruction methods can be used to reconstruct the solution

at the cell boundaries. They work by improving on the simple piecewise-constant repre-

sentation used in the original Godunov method. The method produces a piecewise-linear

reconstruction of qnj inside each cell instead. This reconstruction can be described by

q̂nj (x) = q̂nj (x) + σnj (x− xj) , where xi−1/2 ≤ x ≤ xi+1/2. (5.22)

Here xj is the coordinate value at the cell centre and the new term σnj defines the

slope of the linear reconstruction used within the cell. Different methods have been used

to define the value of this slope.

The minmod slope limiter developed by van Leer [121] is one of the simplest

limiters available. The slope can be approximated to have the value of

σnj = minmod

(
q̂ni − q̂ni−1

∆x
,
q̂ni+1 − q̂ni

∆x

)
, (5.23)
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Figure 5.1: Schematic representation of the minmod limiter. The red dashed
lines show the possible reconstructed slopes, green circles represent possible
boundary-extrapolated values, while solid red boxes represent the chosen bound-
ary from the minmod function.

where

minmod (a, b) =


a if |a| < |b| and ab > 0,

b if |b| < |a| and ab > 0,

0 if ab ≤ 0.

(5.24)

The two different options for the slope are known as the downwind and upwind

slopes, respectively. As this is one of the simplest methods for reconstruction, it is also

one of the less accurate ones. The reduced accuracy results in shocks not being captured

as effectively. With a higher resolution, however, this method does tend towards a

second-order convergence.

This procedure is then repeated for each cell to fully reconstruct q. Once it

has been reconstructed, the boundary-extrapolated values at the extremes of each cell

provide the left and right constant states of the Riemann problem to be solved later. At

the position xi+1/2, the local Riemann problem can be defined as

q (x, 0) =

q+
i if x < xi+1/2,

q−i+1 if x > xi+1/2,
(5.25)

where

q+
i = qi

(
xi+1/2

)
, q−i = qi

(
xi−1/2

)
. (5.26)
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TVD methods have been found to reconstruct sharp discontinuities well, without

producing large oscillations. Although, they do produce excessive numerical dissipation

near local extrema, which reduces this method to a first-order Godunov method.

5.4.2 Piecewise Parabolic Method

The piecewise parabolic method (PPM) is a high order technique, that is more advanced

than the TVD method described above. It is the chosen method to be used throughout

our simulations. This method achieves a greater accuracy than other methods, as it

is second-order accurate. Additional dissipation is, however, needed to account for

oscillations around non-linear features [24]. PPM makes use of a fourth-order polynomial

reconstruction at the cell boundaries. This polynomial is reconstructed so that it is at its

steepest at the discontinuities and is then steepened further with another procedure. To

reduce the chances of oscillations occurring, this method then flattens the reconstruction

result around shocks by adding some artificial viscosity.

Starting with the intercell averages of the state vector, PPM tries to build an

interpolating parabola, Φ(ξ), inside each cell, where the interpolation must be still

conservative,

Φ (ξ) = aξ2 + bξ + c. (5.27)

The vectors a,b, c are vectors of constant coefficients and ξ = (x − xi−1/2)/∆xi,

where xi−1/2 ≤ x ≤ xi+1/2. A polynomial Lagrangian interpolation is then performed on

the indefinite integral of q, which can be viewed as a sum of the cell averages,

Qn
(
xi+1/2

)
=

i∑
k=−∞

∫ xk+1/2

xk−1/2

q (x, tn) dx =
i∑

k=−∞
q̂nk∆xk. (5.28)

It is now possible to find the value of the state vector, q̂, at the boundary through

differentiating the Lagrangian, Qn. When using a uniform grid, it is possible to obtain

a quartic interpolation through the parabola with k = 0,±1,±2, to then obtain the

reconstruction at the boundary,

q̂ni+1/2 = 1
2

(
q̂ni + q̂ni+1

)
+ 1

6

(
δq̂ni − δq̂ni+1

)
, (5.29)

where

δq̂ni = 1
2

(
q̂ni+1 − q̂ni−1

)
. (5.30)
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The expression, δq̂ni , can be altered to ensure that the value at the boundary,

q̂ni+1/2, does not result in a value outside the range of the two neighbouring cells. The

interpolation parabola can be redefined using the boundary extrapolated values, q−i and

q+
i ,

Φ (ξ) = q−i + ξ
[(

q+
i − q−i

)
+ 6

(
qni − 1

2

(
q+
i + q−i

))
(1− ξ)

]
. (5.31)

Colella and Woodward [24] suggested that modifications to the boundary extrap-

olated values should be made, if Φ(ξ) oscillates or is not monotonic in each cell, as

required for a reconstruction technique.

There are three cases, where a modification should be applied. The first case is

if qni is a local extremum, whilst the remaining cases are if qni is between the range q−i
and q+

i but is near to one of the other limits. In the first case, the interpolating function

is set to be constant,

q−i = q+
i = qni , (5.32)

whilst for the other two case the boundary extrapolated values can be reset respectively

as

q−i = 3qni − 2q+
i , q+

i = 3qni − 2q−i . (5.33)

5.4.3 Essentially Non-Oscillating Method

As HRSC methods reduce to first order around non-linear features, they are not suitable

for cases where a high order convergence is required. Instead, essentially non-oscillating

(ENO) methods are used in these situations. Shu [111] detailed the procedure used

within ENO methods.

The first step in an ENO method is to choose a stencil, Sli of p cells, that minimises

the possibility of a discontinuity being located in the reconstruction. There are l cells

to the left of the i-th cell and r cells to the right of it. The scheme is made conservative

by reconstructing the anti-derivative, to make sure it accurately captures the location

of any non-linear features.

A p-th order reconstruction of a pointwise solution can be achieved by performing

a Lagrange interpolation of the primitive of the polynomial, similar to the PPM method,

in particular equation (5.28). But for this scheme, no modifications are required to keep

the polynomial monotone. Therefore, it is possible to write the pointwise values of the
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solution at the cell boundary in terms of the cell averages by summing the cells from xi

to the stencil until p cells are stored;

qnj+1/2 =

p−1∑
j=0

cl,iq
n
i−l+j , qnj−1/2 =

p−1∑
j=0

cl−1,iq
n
i−l+j . (5.34)

The coefficient cl,i for a uniform grid can be found in Shu [111]. For example, an

ENO scheme of order three can construct a stencil out of the cells [i−2, i−1, i], to then

give the reconstruction at the cell boundaries as

qnj+1/2 = 1
3qnj−2 − 7

6qnj−1 + 11
6 qnj . (5.35)

Two other results for qnj+1/2 can be constructed from different stencils, using dif-

ferent cells. The smoothest stencil is then used for the reconstruction, to help exclude

information from any nearby discontinues.

This scheme can be improved by applying a weighted value, wL, to each stencil

and then using all of them to provide an approximation for the reconstruction. This new

method is known as the weighted ENO (WENO) scheme. By using information from all

the stencils and neighbouring cells, this method gives a more accurate approximation.

This time, the final boundary value can be calculated from a weighted sum of each of

the boundary values, q(l), from each of the stencils, l;

qnj+1/2 =

p−1∑
j=0

wLq
(l)
i−l+j , (5.36)

where once again, the weighted constants can be obtained from Shu [111].

5.5 Approximate Riemann Solvers

The intercell fluxes at cell boundaries are required to be determined when using a finite

volume scheme as detailed above (eq 5.7). These fluxes can be calculated from solutions

to the Riemann problem present at the interface, using the state vectors reconstructed at

either side of the interface (see Section 5.4). To be able to solve the Riemann problem, it

is necessary to apply a numerical Riemann solver. The exact solution to such a problem

requires the solution of an ODE for at least each cell in the simulation and for each

number of time integration steps. This is very computationally expensive to solve with

numerical methods. Especially with multidimensional codes, it is usually best not to

repeatedly obtain their exact solutions.
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Approximate Riemann solvers have been developed to solve the Riemann problem

in situations when it is not suitable to apply an exact solution. These solvers take

the information, which is available analytically, in order to attempt to produce a close

approximation to the intermediate states from the Riemann problem. These solvers

require a lot less computational resources to find the solutions than using analytical

solutions. They are also more practical for cases where solutions need to be repeatedly

obtained [84].

Complete Riemann solvers contain all the characteristic fields of the exact solution

and are fully upwind. This makes them able to capture any discontinuity or wave that

may form during evolution. Incomplete Riemann solvers on the other hand only contain

a subset of the characteristic fields and are only upwind with respect to the fastest wave.

5.5.1 HLLE

The HLLE solver is an extension to the HLL solver originally proposed by Harten, Lax,

and van Leer [49]. In this solver an approximation for the intercell numerical flux is

obtained directly. Einfeldt then extended this scheme, and proposed a way to compute

the wave speeds required to completely determine the intercell flux [27]. It is one of the

simplest solvers available, as it greatly simplifies the expected solution from the Riemann

problem. This is done by assuming that after the decay of the initial discontinuity of

the local Riemann problem, only two waves propagate in opposing directions. These

two waves travel at the maximum velocity allowed for the left and right states, λL, λR.

This generates a single and constant state, q̂HLLE, between the left and right states,

q̂ =


qL if x/t < λL,

q̂HLLE if λL < x/t < λR,

qR if x/t < λR.

(5.37)

Despite the simplicity of the solver, it is still consistent with the conservation

form of the evolution equations. The fluxes across the intermediate HLLE state can

be approximated using the Rankine-Hugoniot condition and the wave speeds separating

the state, to produce

f̂R − f̂HLLE = λR (qR − q̂HLLE) , (5.38)

f̂L − f̂HLLE = λL (qL − q̂HLLE) . (5.39)

The HLLE state can then be obtained by removing the HLLE flux term from the

flux equations (5.38, 5.39),
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q̂HLLE =
λRqR − λLqL − f̂R + f̂L

λR − λL
. (5.40)

Alternatively, the flux in the HLLE region can be obtained from the same flux

equations (5.38, 5.39). This is in fact the quantity that is required by the Riemann

solver,

f̂HLLE =
λRf̂L − λLf̂R + λRλL (qR − qL)

λR − λL
. (5.41)

The final flux that is used in solving the system can then be chosen under the

same wave speed conditions as the state vector. The maximum and minimum wave

speeds used above are obtained from an approximation to keep the solver simple. A

common approach is to consider only the absolute maximum wave speed generated from

the system, (see Sections 4.2.1, 4.3.3),

λL = min (0, λ+, λ−) , λR = + max (0, λ+, λ−) . (5.42)

In the relativistic case, due to wave speeds being constrained by the speed of

light, it is common to just set the wave speed as λ± = c = 1. This helps reduce the

computational cost of the solver and keeps the solver simple.

Another possible extension to the HLL method is the HLLC (Harten-Lax-van

Leer-Contact) [119] solver. Where as the HLL and HLLE method assumes there are

only two waves propagating from the Riemann problem, the HLLC solver reintroduces

the contact surface to the problem. The two-wave assumption breaks down for larger

systems, where contact surfaces and material interfaces become more prominent, and

so the contact wave is reintroduction in this scheme to counter this problem. This new

solver is not as accurate and robust as the exact Riemann solver, but it is a considerable

improvement on the HLLE method, especially in cases where contacts are important.

For systems with eigen-structures containing more than three distinct character-

istic fields, such as in the MHD case, the HLLC solver is expected to behave more like

the original HLL solver [118]. Multiple implementations of HLLC-like methods for rel-

ativistic MHD exist, such as those described by Honkkila and Janhunen [56], Mignone

and Bodo [80]. In particular, Kim and Balsara [59] managed to improve upon the HLLC

solver for MHD cases by removing the restriction on jumps in transverse velocities, re-

sulting in a low cost, stable and fast converging method. It is likely that adding more

wave information would increase accuracy in our simulations, but the potential benefits

of each different implementation are not clear, so we have prioritized the robustness of

our simulations and have decided to implement the HLLE solver already supplied within

our computational framework (see Section 5.7.2) was utilised instead.



Chapter 5 Numerical Methods 65

5.5.2 Marquina

The Marquina solver is an extension to a method which is based on the linearisation of

the fluid evolution equations [26]. The modification to the original method includes a

flux splitting structure, which leads to an upwind scheme. Unlike other Riemann solvers,

this method does not actually solve the Riemann problem fully. The first step within

this solver is to define the left and right eigenvectors, L,R, and the eigenvalues, λi, of

the Jacobian matrix evaluated at both the left and right states of the Riemann problem.

Using these parameters, the characteristic variables as well as the characteristic fluxes

can be defined as

ωiL = Li (qL) · qL, ωiR = Li (qR) · qR, (5.43)

φiL = Li (qL) · fL, φiR = Li (qR) · fR. (5.44)

For each eigenvalue in the system, the characteristic flux used can be chosen

depending on the signs of the eigenvalues. If the eigenvalues of both the left and right

states are of the same sign, then the flux is chosen by

φi− =

0,

φiR,
φi+ =

φiL, if λi (qL) > 0,

0, if λi (qL) < 0.
(5.45)

Alternatively, if the eigenvalues have different signs, then the characteristic flux

can be calculated through a Lax-Friedrich type scheme,

φi+ = 1
2

(
φiL + αiω

i
L

)
, φi− = 1

2

(
φiR − αiωiR

)
, (5.46)

where

αi = max |λi (qL) , λi (qR) |. (5.47)

The flux along the characteristic line, ξ = 0, for a set of N right eigenvectors, can

now be given as

f̂Marquina =
N∑
i=1

(
φi+Ri (qL) + φi−Ri (qR)

)
. (5.48)

This method does not give an approximation of the intermediate state, q̂∗, like

other methods, it just generates the required flux. This method also uses a lot of

computational resources due to the calculation of the right eigenvectors of the system.
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5.5.3 Flux Splitting

A flux splitting Riemann solver method does not rely on using the Godunov approach of

reconstructing, solving and averaging in a finite volume discretisation [117]. Instead, it is

an upwind method that uses finite differencing to calculate the intercell fluxes and then

utilises a Lax-Friedrichs scheme to determine the flux. This method does not actually

find an approximate solution the Riemann problem. As the Marquina method relies on

a Lax-Friedrich splitting scheme, these two methods appear similar.

The maximum characteristic eigenvalue is calculated for each wave, as in equa-

tion (5.47). The characteristic variables and fluxes are also determined via the same

expressions in equations (5.43) and (5.44), after which the flux is determined through a

Lax-Friedrich scheme as in equation (5.46).

It is during the reconstruction process, where the split fluxes are reconstructed

using an up and downwind WENO method (see Section 5.4.3). They are then combined

to get the characteristic flux, fc, that is required in the flux splitting method. The final

flux can be determined from the reconstructed fluxes and the right eigenvectors, Ri(q),

f̂FS = Ri (q) · fc, (5.49)

where

fc =
(
fi+1/2 + fi−1/2

)
. (5.50)

5.6 Magnetic Constraints

When applying a magnetic field to a charged fluid in a numerical simulation, Maxwell’s

no monopole constraint needs to be enforced. This condition states that the divergence

of the magnetic field must disappear,

∇iBi = 0. (5.51)

However, small errors can emerge due to numerical approximations, even when

using physically correct initial data to solve the system numerically. This can cause

large errors in the solution of the MHD equations in conservation form. The error

from the constraint equation appears as a non-physical force parallel to the magnetic

field. This force results in the fluid traversing across magnetic field lines, which is not

permitted in the ideal case.
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Brackbill and Barnes [18] suggested a way that this force can be eliminated even

if the constraint is non-zero. They achieve this by writing the momentum equation in

non-conservation form, where it still retains the conservation form of the induction and

energy equations within. The small errors found in the constraint equation can be shown

to evolve by

∂t∇iBi = 0 +O (δxm, δtn) , (5.52)

where m,n,≥ 1. The formulation for the magnetic flux conservation and momentum

equation can be written as

∂tB
i + εijk∇j

(
εlmk vlBm

)
+ vi∇jBj = 0, (5.53)

ρ∂tv
i = −∇ip− εijkBjεlmk ∇lBm. (5.54)

The projection of the magnetic force on the magnetic field, when the constraint is

not reached, is given by

FiB
i = BiB

i∇jBj , (5.55)

where the error found in the force relative to the fluid velocity is greater, if the fluid

velocity is small compared to the Alfvén speed. To remove this parallel force, it is

possible to reformulate the MHD equations in terms of fluxes for which the constraint

is reached automatically. This can be done by introducing a new potential φ term,

∇2φ+∇iBi = 0. (5.56)

Using this new potential, the magnetic field can be redefined to automatically

meet the constraint criteria,

B′ ≡ B +∇φ. (5.57)

However, this method requires the use of differentiation, which makes this method

not useful for a numerical simulation. An alternative method of removing the parallel

force is by isolating the induction equation from the non-conservative form of the mo-

mentum equation (eq 5.54). This way it is possible to define the induction equation so

it can be written in conservation form as

∂tB
i + εijk∇j

(
εlmk vlBm

)
= 0. (5.58)
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Using the induction equation and the momentum equation, the energy integral

can be written in the form

d

dt

∫
dV

(
1

2
ρ
(
vivi

)
+

(
BiBi

)
2

)
=

∫
dV ∂j

(
Bj
(
uiB

i
)
−
(
p+

BiBi
2

))
(5.59)

The energy integral (eq 5.59), induction equation (eq 5.58), momentum equation

(eq 5.54) and continuity equation, define a system for which energy and magnetic flux

are constants of the motion. Here, there is no parallel magnetic force and the magnetic

constraint is held.

Dedner et al. [25] came up with a different method to solve the divergence of

the magnetic field constraint, called divergence cleaning. This method has been found

to work successfully when working with a special relativistic, ideal MHD system. It

introduces a new non-physical scalar field, ψ, which can be used to damp the divergence

of the magnetic field. The additional field follows the relation

∂tψ + ∂iB
i =

ψ

c2
p

, (5.60)

where cp is a free parameter. This alters the magnetic flux equation to now take the

form

∂tB
i + ∂j

[(
vjBi − viBj

)
+ δijψ

]
= 0. (5.61)

5.7 Computational Simulations

We have outlined the process of evolving discretised initial data in a numerical simula-

tion. This is achieved through a process of numerically calculating the intercell fluxes

from the reconstructed state vectors. These fluxes can then be used within the ODE

found in (5.7), so that it is possible to solve it using a Runge-Kutta method. A way

of implementing these various numerical techniques in a suitable domain for our astro-

physical simulations is required.

The code structure must be capable of dealing with the scale length problem found

from studying the short length scales of jets to the large scales of accretion discs. The

system must also be able to incorporate the effects of General Relativity (GR) and

magneto-hydrodynamics (MHD), when initialising the data and evolving it over time.
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To achieve this the open source Cactus framework [21] was chosen to initialise

the domain and model. The Cactus framework can be attuned to different tasks and

research fields through the different toolkits developed for it. More specifically the

EinsteinToolkit [28] was chosen to be used for modelling the relativistic astrophysics

events.

5.7.1 Cactus Code

The Cactus framework was originally developed by a team of academic researchers as

an open source problem-solving environment to solve time-dependent, partial differen-

tial equations on block-structured grids. Cactus allows users to develop their code in a

range of supported languages, such as F77, F90, C and C++. It gets its name from the

design of its modular structure. There is the central core known as the ‘flesh’, which is

connected to an assortment of different modules or ‘thorns’ through an extensible inter-

face [95]. Each of these ‘thorns’ has their own purpose and can be used to implement

custom developed scientific applications or provide a range of standard computational

capabilities. Cactus is a multi-architecture structured software package. This allows

for tests of initial data to be initialised on a standard workstation, whilst more inten-

sive simulations with higher resolution can be conducted on a supercomputer cluster

effortlessly.

5.7.2 EinsteinToolkit

The Cactus framework provides the underlying computational infrastructure used within

the Einstein Toolkit. The toolkit itself has been predominantly used by others in

the literature to successfully simulate different types of relativistic, compact objects

undergoing a binary inspiral. It can also be used to model other relativistic astrophysical

events. It takes advantage of the numerical methods detailed throughout this chapter

to solve the evolution equations described earlier in Section (4.3).

The toolkit provides a range of tools for numerical simulations including all the

reconstruction methods and Riemann solvers given above. These techniques have been

extended to work in multiple dimensions and to take into account curved spacetime and

other GR effects when discretising the initial data. The evolution of the spacetime itself

does not need to be computed, as we are working in a static spacetime. Only some of

the numerical methods in the toolkit have been developed to work with MHD. Work has

been done by ourselves and others in the literature to develop MHD numerical methods,

which could then be incorporated within the toolkit (see Chapter 9).

Within the list of packages available is a grid-structuring and mesh refinement

module, that can be used to tackle the scale length problem (see Chapter 8). Mesh
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refinement allows for localised high resolution domains to be placed in areas of high

interest. This reduces the computational cost of simulations, whilst maintaining a high

level of accuracy.

The toolkit also incorporates initial data for both neutron stars and black holes

that can be used in association with separately developed initial data for accretion

discs. Any initial data designed to work in the toolkit must be built to work with the

spacetime field conventions laid out by the toolkit. The relationships for the three-metric

and equation of state, etc., are already provided by the toolkit (see Chapter 7).

The toolkit has been adapted for our use. Simulations have been carried out

in both flat and curved spacetime, whilst using both the hydrodynamical and MHD

evolution equations. Overall, it has been a suitable choice to model the accretion of

material onto compact objects and the formation of relativistic jets.



Chapter 6

Numerical Simulation Studies

The astrophysical and numerical literature has extensively covered relativistic jets over

the years, where they have managed to directly link jets with black hole accreting systems

of varying sizes [89]. Authors, such as Mart́ı et al. [68], have studied jet structures

and morphologies to try and understand their dynamics and how a jet may propagate

through a medium. Other authors have studied mergers of compact objects in a general

relativistic (GR) simulations. Here, the merger produces a new compact object with

an accretion disc which could form a jet later on [29], whilst some authors have instead

studied the formation of jets around black holes by performing numerical simulations of

accretion discs in a variety of situations [72]. In the process of these studies, different

numerical techniques and tools have been developed to tackle particular problems.

There has not been a large range of studies or simulations involving neutron star

accreting systems. In particular, there have been no simulations found in the literature

involving GR magneto-hydrodynamic (MHD) simulations of neutron star accreting sys-

tems. These systems are difficult to model numerically as there is more to model than

just up to the event horizon of a black hole. Also, these systems are observed less as their

jets are less radio-loud than their counterpart [79]. They may even involve a different

jet-launching mechanism compared to black holes. It was for these reasons we wanted

to study the effects of a neutron star in an accreting system. We could find out how jets

are launched from different types of compact objects. From studying what others have

done in the literature, we could then apply the numerical tools they have developed to

tackle the GR-MHD neutron star case.

There are numerous ways to study relativistic jets, their properties and the en-

vironment they originate from. To begin with we look at the two main mechanisms

believed to be responsible for launching the jet and the conditions they require. Next

we cover simulations of jet structures and how these simulations are useful for testing

purposes. Later we review merger simulations and how they can produce a new accret-

ing system which could later produce a jet. Finally, we look at simulations which model

71
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both the compact object and an accretion disc, which then forms a jet. We also go into

detail here about the different magnetic field structures and their influence on the jet

formation process.

6.1 Jet-Launching Mechanisms

6.1.1 Penrose Process

Narayan et al. [90] reviewed the idea that relativistic jets are powered through black hole

spin energy. This is believed to be the case due to advances in GR-MHD simulations

and through recent astrophysical measurements of black hole spin parameters. In these

accreting systems the radio luminosity from the jet directly correlates with the black

hole spin, which suggests a causal relationship.

It has been suggested that a spinning black hole has free energy that could be

potentially tapped [98]. This theory was then advanced with the use of magnetic fields

to help enable this process. In this theory, the field lines would be confined to the black

hole by the accretion disc. The rotation of spacetime would then twist these field lines

into a helical pattern around the black hole, accelerating any attached plasma away.

The energy would thus be extracted from the black hole and transported along the

field lines, making a relativistic jet. This process is known as the ‘generalised Penrose

process’. The accretion process itself releases gravitational energy, so it is not easy

to prove that the generalised Penrose process is taking place at the same time. Most

observed and simulated jets have been found with an efficiency, η, close to unity, which

could still easily be explained by just an accretion disc.

GR simulations of the flow of magnetised fluid have been described using GR-

MHD equations in a fixed spacetime. These simulations have then been conducted in

three dimensions to allow for Magneto Rotational Instability (MRI) effects to occur,

which then help drive the accretion. Radiation is not usually considered, as jets are

usually found within radiatively inefficient systems.

Similar to other simulations by different authors, Narayan et al. studied this pro-

cess using a Kerr black hole surrounded by an equilibrium gas torus. The disc was

embedded with a weak magnetic field, whilst the black hole rotated with a spin of 0.99.

During the evolution of the disc the magnetic field grew due to MRI, which then led

to MHD turbulence. This turbulence was what powered the accretion of mass onto the

black hole and its magnetic field. The mass accretion rate was defined as

Ṁ (r) = −
∫∫
θ,φ

ρurdAθ,φ. (6.1)
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The integral is over all angles on a sphere of radius r within Boyer-Lindquist or

Kerr-Schild coordinates, ρ is the density of the disc and ur is the contravariant radial

component of the four-velocity. The accretion equation was chosen to have a negative

sign to correspond to mass inflow for Ṁ > 0.

The accretion rate at the horizon was calculated when the system reached an

approximate steady state. At this stage, a time-averaged value of the accretion rate,

〈Ṁ(rH)〉, could then be calculated to eliminate any turbulent fluctuations.

The accretion of mass and magnetised fluid led to a build up of magnetic fields

near the black hole. These field lines became strong enough that they compressed the

inner part of the accretion flow into a thin sheet. This then produced a magnetically

chocked accretion flow, also known as a Magnetically Arrested Disc (MAD) state. The

strong field then extracted spin energy from the black hole to form a powerful outflow.

The efficiency of these jets became greater than one, once the flow became quasi-steady

at a time of t & 5000GM/c3.

The efficiency of the outflow being produced by the black hole depended on the

mass accretion rate and the rate of flow of energy, Ė(r). The efficiency in Narayan et

al.’s simulation could be defined as a dimensionless parameter, seen below,

η =
Ṁ (rH) c2 − Ė (rH)

〈Ṁ (rH)〉c2
. (6.2)

Were matter to fall in from infinity without any energy loss along the way, the

matter would carry in its rest-mass energy and the efficiency would be zero. Realistically

some energy would be lost along the way. This means the energy flowing in would be

less than the rest-mass energy and the efficiency would be greater than zero. Usually

Ė(rH) is positive and η < 1, but this does not need to be true. Penrose [98] postulated

that it was possible for there to be a net outward energy flow as measured at the horizon

(Ė(rH) < 0). Therefore it is possible to get an efficiency greater than unity. What this

scenario means is that if there was mass flow into the black hole, there would be an

energy flow out of the black hole as well. This would result in the black hole losing some

gravitational mass and angular momentum over time.

In Narayan et al.’s simulations, η became greater than unity once the flow had

achieved a steady state. The outflow produced started carrying away more energy than

what had been put in. This was a direct result from the generalised Penrose process,

however, it is not necessary that this energy takes the form of a relativistic jet. A

detailed analysis of the system revealed that the bulk of the energy does indeed go into

a relativistic jet, with the remainder forming a quasi-relativistic wind.
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It was found that the time averaged efficiency increased steeply as the spin of the

black hole increased, favouring a co-rotating accretion disc. This can be parametrised

as

ηjet ≈ 0.65a2
(
1 + 0.85a2

)
, (6.3)

where this held true for 0.3 ≤ a ≤ 1. For a = 0 all the outflow energy came directly

from the accretion flow, which then predominantly went into the wind. It had also been

noted that thicker accretion discs produced even larger values of η.

There is also observational evidence that supports the Penrose process, such as

the correlation between black hole spin and jet power. The spin of a black hole can

be measured by modelling the relativistically broadened Fe K emission line from the

inner regions of an accretion disc. It is also possible to measure black hole spins from

fitting the thermal continuum spectrum from the accretion disc to the relativistic model

proposed by Novikov and Thorne (see Section 3.3). With these methods, it is possible

to identify the inner edge of the modelled disc using the RISCO in the spacetime metric.

The spin parameter can then be estimated as it is directly proportional to RISCO.

To analyse the relationship between spin and radio jet power Narayan et al. [90]

divided a sample of sources into persistent and transient sources. Persistent sources

emitted bright X-rays at a nearly constant level, whilst transient sources had large-

amplitude outbursts. During these outbursts, the system ejected plasma at relativistic

speeds. These jets resembled the jets emitted from quasars, a type of active galactic

nuclei (AGN), which is why the black hole system they originated from are named

microquasars.

As black holes can be described from just their mass, accretion rate and spin,

to test the spin relationship, the other two parameters need to be accounted for first.

Transient sources all have a notably similar mass and were the better sources to use.

Also, all the sources had accretion rates close to the Eddington limit, which reduced the

relationship to depend only on the spin.

Narayan and McClintock [88] used five transient sources and found a positive cor-

relation between their measured spin parameter and observed jet strength. Despite only

using five sources, their relationship was seen to be true over three orders of magnitude.

The existence of a correlation does not necessarily mean the generalised Penrose

process was occurring there; the disc itself could produce a jet-like outflow. Also, fast-

spinning black holes have accretion discs with a smaller RISCO, which means they are

deeper within the gravitational potential well. This could also result in the jet power

being related to the spin parameter.
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6.1.2 Blandford & Znajek mechanism

Blandford and Znajek [14] put across one of the principal theories behind jet-launching

processes for AGN, the Blandford and Znajek (BZ) mechanism. This theory considered

rotating black holes with magnetic field lines supported by external currents flowing in

an equatorial disc. In this setup, a potential difference could be induced, where a strong

enough field manages to make the vacuum unstable to pair-production. This could then

create a surrounding force-free magnetosphere. They then demonstrated that under

these circumstances, energy and angular momentum could be extracted electromagnet-

ically. In Blandford and Znajek’s work they report on the fundamental equations used

to describe the magnetosphere and the balance of energy and angular momentum. This

theory could be incorporated into models of magnetised AGN, where relativistic elec-

tron could then be accelerated to large distances. Energy could then be beamed along

anti-parallel directions, producing the relativistic jets.

To begin with, Blandford and Znajek considered the idea of whether a spinning

black hole could also liberate some rotational energy as a result of an electromagnetic

process, as seen in pulsars. In Kerr black holes, a portion of the rest-mass was considered

to be reducible, such that it could be removed and extracted to infinity. The remaining

mass is considered as the entropy of the black hole and is proportional to the event

horizon. Their theory was based around cold black holes with masses & 1M�, which do

not decrease and where Hawking radiation is negligible.

In their theory, any material accreted onto a black hole would form a magnetized

accretion disc. The magnetic flux would then be frozen into the accreting material,

producing a large field near the horizon. It is possible to assume that in this case the

disc could be supported by the field instead of the centrifugal forces. This would allow

the disc to extend much closer to the event horizon, allowing for near 100% efficiency in

converting the mass into energy.

Wald [122] argued that if a rotating black hole was located in an externally sup-

ported field, then an electric field would be induced. The electric field generated would

have a non-zero component parallel to the magnetic field. If the angular momentum

and magnetic field was then large enough, the vacuum around the black hole would be

unstable. Any stray charged particles would be accelerated and radiated away. This

radiation would then cause more stray particles to be produced via pair-production.

This would then turn the electromagnetic field near the horizon into an approximately

force-free field.

Blandford [10] showed that when energy and angular momentum are extracted

from the black hole through just electromagnetic processes, stationary arguments require

the field strength to vary inversely with the radius. This way it is possible to extract

gravitational energy from accreting matter without thermal dissipation in the disc. This
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method also collimates the energy parallel to the rotation axis. This process is similar

to Penrose [98].

When these processes, occur there must be some source of particles within the

magnetosphere. The currents within the magnetosphere are assumed to be carried by

charged particles that are flowing outwards at large distances. But the particle flux must

be directed inwards through the event horizon and this cannot be conserved. This idea

could be resolved by comparing the system with pulsars. The positive ion work function

of a neutron star may be large enough that only electrons can escape. To allow positive

charges to leave, a mechanism was postulated which could break down the vacuum due

to sufficient pair-production. A spark gap would then develop, containing a parallel

electric field, where a single electron accelerated by this potential difference would reach

high enough energies to produce gamma-rays. These photons would be initially emitted

tangential to the field and could encounter a perpendicular component of the magnetic

field, creating an electron-positron pair which could then start a cascade.

In pulsars, this process naturally occurs on the surface of the neutron star. For

black holes however, the only condition on the location is that it be outside the event

horizon; it does not even need to be stationary. An electromagnetic force-free approxi-

mation should be reasonable here as long as the potential difference needed to start this

process is much lower than the total open field. The magnetic field strength required

for this was calculated by Blandford and Znajek for a rotating Kerr black hole,

B & 20
( a
M

)−3/4
(
M

M�

)−1/2

T. (6.4)

This inequality assumes that only gamma-rays are produced in this process. Other

forms of radiation could be emitted, which require a lower magnetic field, but the effi-

ciency of these processes are harder to estimate. Inverse Compton scattering may end up

preventing these electrons from reaching high enough energies for pair-creation. Alter-

natively, inverse Compton scattering could scatter a relativistic electron off a photon to

produce a gamma-ray, which could then pair-create with another photon. This would al-

ter the breakdown condition for the magnetic field though, whilst another change would

occur when considering the charge, Q, of a Kerr-Newman black hole. With these alter-

ations considered for, when the breakdown condition is satisfied, the black hole would

discharge rapidly. This would occur at

(
Q

M

)
& 10−19

( a
M

)−1
. (6.5)

Blandford and Znajek needed to derive the fundamental equations required to gov-

ern the force-free magnetosphere in flat space for their process. Here the electromagnetic

field tensor Fµν in a force-free magnetosphere is given as
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FµνJ
ν = 0, (6.6)

where Jν is the current four-vector. This condition was expected to hold everywhere

except along the disc plane. It was shown that current does not cross the poloidal field

surfaces and the net current from the black hole to the magnetosphere was shown to be

I = 4πεoBT (Ae) . (6.7)

The subscript e is used to identify the field lines touching the event horizon and BT

was obtained from the metric functions and the Bφ component. This function needed

to be balanced by the current flowing radially inwards to keep the system stable and to

support the discontinuity in the toroidal magnetic field across the disc.

The boundary conditions in the system were chosen to be at infinity. This could

then be used to determine the electromagnetic angular velocity, ω, for field lines crossing

the horizon.

Conserved flux vectors for angular momentum and energy were defined for any

stationary axisymmetric system. It could be seen that the Killing vector ξµ and the

total energy-momentum tensor Tµν satisfied

(ξµT
µν);ν = 0. (6.8)

The force-free field equations are satisfied by the electromagnetic part of the

energy-momentum tensor. Therefore the conserved electromagnetic energy flux, Eµ,

and the angular momentum flux, Lµ, could be defined as

Eµ = Tµνχν = Tµ0 , (6.9)

Lµ = −Tµνζν = −Tµφ , (6.10)

where χν and ζν are the time-like and axial Killing vectors. The radial and poloidal com-

ponents of both flux equations could then be linked together through the electromagnetic

angular velocity, ω;

Er = ωLr Eθ = ωLθ. (6.11)

The poloidal form of these two fluxes showed that energy and angular momentum

flow along the poloidal field surfaces. Unless the force-free condition breaks down, the
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direction of flow along a field line cannot reverse. The natural radiation condition at

infinity requires the energy to flow outward on all field lines, including those that cross

the event horizon. An observer rotating close to the horizon at a constant radius would

see a Poynting flux of energy entering the black hole and strong angular momentum flux

leaving the black hole. At the event horizon we get the inequality,

Er . ΩHLr, (6.12)

where ΩH is the angular velocity of the black hole. The efficiency of energy extraction

from the black hole could be defined as the ratio of energy extracted to the maximum

possible energy extracted, or as

η = ω/ΩH . (6.13)

When ω > ΩH , the black hole’s mass and angular momentum would increase from

magnetic stresses, unless the radiation condition at infinity was implied. When ω < 0,

there would be a transfer of angular momentum from the disc to the black hole, resulting

in the disc losing rotational energy.

There must be some kind of frictional force acting between the black hole and the

disc within the event horizon and this cannot influence any exterior observable. If the

electrical circuit was complete within the black hole, the correct amount of energy and

angular momentum transfer could then take place between matter and the electromag-

netic field inside the horizon.

For a force-free electromagnetic field, particles would travel along the surfaces of

constant vector potential, A0, and Aφ. When inside the event horizon, these surfaces

would need to cross the equatorial plane at a finite r. This suggests that they must

become space-like and the particles would then have to leave them, destroying the force-

free assumption. The particles would then likely be rapidly accelerated just before

the field lines become null. Energy and angular momentum must still end up in a

‘mechanical’ form travelling towards the singularity though. The rate of which the

black hole is losing electromagnetic energy can then be defined as

dE = −4πε0

∫ Ae

Ap

dAφBT (Aφ)ω (Aφ) . (6.14)

The same expression can be obtained from integrating the electromagnetic energy

flux term. It should be noted that this only considers the electromagnetic contribution

to the energy transfer occurring. There would also be a significant contribution from

the accreted matter in the disc.
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There is an exact solution to the differential of the electromagnetic potential in

this system. Unfortunately it requires a generalisation of the monopole solution in a

Schwarzschild metric and does not satisfy the boundary conditions at the event horizon.

It does, however, agree with the principle that energy extraction from a non-rotating

black hole is impossible. Blandford and Znajek decided to use a perturbation method,

expanding the powers of a/M to try and obtain a solution. This was only allowed if the

change in poloidal field from spinning up could be regarded as small. This technique

should be fine for slowly rotating black holes with open field lines.

Blandford and Znajek postulated that if there existed a suitable flat space solution,

there would also exist a Kerr metric solution approaching it at large distances. A

relation could then be found for the efficiency and source function, effectively fixing the

current flow through the black hole for a given potential difference. Different boundary

conditions at infinity for the electromagnetic field would result in different relations.

It was possible to use this perturbative technique to calculate the effect of spinning

up a radial magnetic field which had an opposite polarity in the two hemispheres. The

value of ω could be shown to be essentially determined by the shape of the poloidal field

lines instead of the spacetime geometry near the black hole. From using this technique,

a force-free electromagnetic solution was found in which electromagnetic energy could

be extracted continuously from the rotating black hole up to orders of O(a/M)2. Away

from the light cylinder, the magnetic field becomes toroidal and equal in magnitude to

the poloidal electric field.

The perturbation method could also be used to generalise the paraboloidal mag-

netic field solution. This solution is an exact Newtonian solution for a force-free mag-

netosphere, where the magnetic field lines lie on paraboloidal surfaces cutting the equa-

torial disc. These field lines then rotate with the angular velocity of the disc. Using

this system, it was found that the overall energy extraction efficiency is η = 38%. This

example is less realistic as there is no natural way to match the black hole solution to

the equatorial disc solution. Despite this, there is no reason to assume that a similar

field geometry would give a seriously different efficiency as described above.

Blandford and Znajek has thus shown that there is an astrophysical efficient mech-

anism to extract rotational energy from a Kerr black hole. The simplest application for

this mechanism is for a supermassive black hole at the centre of an AGN. Liberated

energy from this mechanism near the black hole could be used to accelerate particles

behind a distant shock. If there was an adequately abrupt change in the field arrange-

ment close to the horizon, the electromagnetic luminosity would be expected to increase

abruptly as well, leading to rapid variability.

Variability of nuclear radio sources leads to high expansion speeds in radio emis-

sions. This could be explained by the relativistic motion of the emitted plasma. The
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electromagnetic conditions around a black hole and inner disc only differ from a pul-

sar by scale size. Therefore it was expected that the radiation emitted would have a

coherent curvature structure.

It is reasonably difficult to calculate the efficiency of electromagnetic energy ex-

traction around a black hole with any precision. This is due to electromagnetic solutions

not matching solutions of magnetic field lines attached to the disc. If the magnetic field

strength in the magnetosphere is stationary, there must be a finite conductivity that

would enable the accretion material to cross the field lines. This could occur through

reconnection occurring at small scales.

McKinney and Gammie [74] re-derived the work of Blandford and Znajek in Kerr-

Schild coordinates, which can penetrate the horizon of a black hole. This was done so

that they could compare their analytical results obtained from the BZ mechanism to

their numerical results (see Section 6.4). To begin with McKinney and Gammie defined

the ‘irreducible mass’ of a black hole, Mirr, as

M2
irr =

1

2
Mr+, (6.15)

where r+ is the horizon radius,

r+ = M

(
1 +

√
1− (a/M)2

)
. (6.16)

This then gave a definition for the free energy, which is equivalent to roughly 30%

of the gravitational mass for a maximally rotating black hole.

Espin = M −Mirr < 5.3× 1061

(
M

108M�

)
ergs. (6.17)

During the accretion process some mass-energy is radiated away, while the rest

falls in towards the black hole. With the electromagnetic spin-down this in-falling mass-

energy could be extracted. With the Penrose process working with a thin-disc, where

all the radiation is allowed to escape, the maximum energy that could be extracted is

0.59c2 per gram of accreted mass. This, however, is not a realistic approximation.

There are three useful coordinate bases for the Kerr metric that need to be consid-

ered for this derivation. The first one is the Boyer-Lindquist (BL) coordinates, t, r, θ, φ.

This is a commonly used form of the Kerr metric. In Boyer-Lindquist notation, the met-

ric becomes singular at the event horizon, where r = r+ and ∆ = 0. The line element

here is defined as
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ds2 = −
(

1− 2r

Σ

)
dt2 +

Σ

∆
dr2 + Σdθ2 +

A sin2 θ

Σ
dφ2 − 4ar sin2 θ

Σ
dφdt, (6.18)

where the variables Σ,∆, A and the determinant of the metric are defined as

Σ ≡r2 + a2 cos2 θ, (6.19a)

∆ ≡r2 − 2r + a2, (6.19b)

A ≡
(
r2 + a2

)2 − a2∆ sin2 θ, (6.19c)

det (gµν) =− Σ sin2 θ. (6.19d)

Another representation of the Kerr metric is the Kerr-Schild coordinate system,

which also uses t, r, θ, φ. This time, however, they are regular on the horizon. The line

element in this scenario is defined as

ds2 = −
(

1− 2r

Σ

)
dt2 +

(
1 +

2r

Σ

)
dr2 + Σdθ2 + sin2 θ

(
Σ + a2

(
1 +

2r

Σ

)
sin2 θ

)
dφ2

−
(

4ar sin2 θ

Σ

)
dφdt− 2a

(
1 +

2r

Σ

)
sin2 θdφdr +

(
4r

Σ

)
drdt, (6.20)

where

g = −Σ2 sin2 θ. (6.21)

Kerr-Schild and Boyer-Lindquist coordinates are closely related to each other as

both the r and θ components are the same in both coordinates. The transformation

matrix to change from Boyer-Lindquist to Kerr-Schild can be defined as

∂[KS]

∂[BL]
=


1 2r

∆ 0 a
∆

2r
∆ 1 0 0

0 0 1 0
a
∆ 0 0 1

 . (6.22)

The specific coordinates used for McKinney and Gammie’s numerical integration

were the Modified Kerr-Schild coordinates, x0, x1, x2, x3. Here the first and fourth com-

ponents match the t and φ components from the Kerr-Schild coordinates, whilst the

other two components can be defined as
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r = ex1 , (6.23)

θ = πx2 +
1

2
(1− h) sin (2πx2) . (6.24)

When considering the magnetised plasma, the equations of motion could be defined

by the use of the stress-energy tensor, which can be split into its fluid and electromagnetic

components;

Tµν;ν =
(
TµνFluid + TµνEM

)
;ν

= 0. (6.25)

The time component of the source-free Maxwell equations produces the no-monopoles

constraint. Conversely the spatial components produce the evolution of the electromag-

netic field,

∗Fµν;ν = 0, (6.26)

where ∗F is the dual of the Faraday tensor. The ideal MHD approximation suggests

that the electric field would vanish in the rest frame of the fluid. This can be shown as

uµF
µν = 0, (6.27)

where uµ is the fluid four-velocity. Within their numerical simulations, McKinney and

Gammie instead used an altered version of the velocity to increase numerical stability;

ũi ≡ ui +

√
1 + gµνuµuνβ

i

α
, (6.28)

where α and β are the shift and lapse functions. The magnetic field could also be

considered as a four-vector, bµ, under the transformation,

bt ≡ giµBiuµ, bi ≡ Bi + uibt

ut
. (6.29)

Now the stress-energy and Faraday tensor can be redefined with the use of the

primitive variables.

TµνEM = b2uµuν +
b2

2
gµν − bµbν , (6.30)

∗Fµν = bµuν − bνuµ. (6.31)
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The BZ model produced an expression for the energy flux through an event hori-

zon. McKinney and Gammie derived this expression differently to make it more com-

parable to their numerical simulations. They decided to solve Tµν;ν = 0 directly, which

is acceptable under the force-free approximation.

The first step they used was to apply the approximation that the poles of a black

hole have a low density. They also assumed that the poles have a field strength compa-

rable to that at the equator. It is possible to assume that the fluid contribution to the

stress-energy tensor could be ignored if

b2 � ρ0 + u+ p. (6.32)

This leads to the force-free limit, whilst the ideal MHD condition implies that the

electric field vanishes in the rest frame of the fluid. This makes the electromagnetic field

degenerate.

When considering Kerr-Schild coordinates and the vector potential, Aµ, it is pos-

sible to evaluate the condition ∗FµνFµν = 0 with an axisymmetric and stationary field.

This could then be rearranged to make the following relationship, which defines the

rotation frequency, ω,

At,θ
Aφ,θ

=
At,r
Aφ,r

= −ω (r, θ) . (6.33)

This permits the Faraday tensor to be defined in terms of the free functions, ω,

Aφ and Bφ, which automatically satisfy the source-free Maxwell equations. McKinney

and Gammie then evaluated the radial energy flux,

Ė ≡ 2π

∫ π

0
dθ
√
−gFE , (6.34)

where FE ≡ −T rt . This term can then be subdivided into a fluid and electromagnetic

part, where the matter term disappears under the force-free approximation. Under the

steady-flow limit, this flux corresponds to the flux measured by a stationary observer at

a large distance away from the black hole. It is possible to evaluate the electromagnetic

flux energy as

F
(EM)
E = −2 (Br)2 ωr

(
ω − a

2r

)
sin2 θ −BrBφω∆ sin2 θ. (6.35)

This simplifies at the horizon, where r = r+ and ∆ = 0, so that the flux energy

can be rewritten to match the result from Blandford and Znajek;
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F
(EM)
E |r=r+ = 2 (Br)2 ωr+ (ΩH − ω) sin2 θ, (6.36)

where the rotation frequency of the black hole is defined as

ΩH ≡
a

2r+
. (6.37)

This implies that if 0 < ω < ΩH and (Br)2 > 0 then there would be an energy

flux directed outward from the event horizon. As McKinney and Gammie did their

calculation in Kerr-Schild coordinates, no special requirements were needed to treat the

horizon here.

To obtain the definition of the free functions, ω, Aφ, and Bφ, the equation of

motion needed to be solved somehow. This was a difficult task, containing non-linear

problems that were unlikely to be solved through a general method.

When Blandford and Znajek did their calculations, they found solutions to the

equations for when a = 0. They then later perturbed the system to make the black hole

start spinning slowly. McKinney and Gammie assumed that the initial field had a value

of ω = Bφ = 0, so that the vector potential could be expanded to

Aφ = A
(0)
φ (r, θ) + a2A

(2)
φ (r, θ) +O

(
a4
)
. (6.38)

Where the odd terms disappeared due to symmetry as Aφ is even in a. The

rotation frequency and the toroidal field are odd in a, so the perturbed solutions for

them came out as

ω = aω(1) (r, θ) +O
(
a3
)
, (6.39)

Bφ = aBφ(1) (r, θ) +O
(
a3
)
. (6.40)

It was then possible to find the results of the perturbed terms in the above equa-

tions, for a given initial field A
(0)
φ . In Blandford and Znajek calculation they considered

a monopole field and a paraboloidal field, but for McKinney and Gammie calculation

they only used the monopole form;

A
(0)
φ = −C cos θ, (6.41)

where C was an arbitrary constant. The t and φ components of the equation of motion,

expanded to the lowest non-trivial solution of a, require that the energy and angular
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momentum flux be independent of radius. This consequently means that they are func-

tions of θ only. It is also reasonable to suggest that ω(1) is only dependent on θ as well,

since

F
(EM)
E = aω(1)F

(EM)
L . (6.42)

When considering the r component of the equation of motion and the fact that

Bφ(1) needs to be finite on the horizon, the following result is obtained;

Bφ(1) = − C

4r2

(
1− 4ω(1) +

2

r

)
. (6.43)

The θ component of the equation of motion can then be simplified to an equation

consisting of just A
(2)
φ and ω(1), where the vector potential term must then obey

A
(2)
φ = Cf (r) g (θ) . (6.44)

It is then possible to reason that ω(1) is constant and that the functions g(θ) and

f(r) satisfy the definitions;

g (θ) = cos θ sin2 θ, (6.45)

f ′′ +
2f ′ − 6f

r (r − 2)
+

(
r + 2

r3 (r − 2)
−
(
ω(1) − 1

8

) (
r2 + 2r + 4

)
r (r − 2)

)
= 0. (6.46)

This matched the equivalent equation found in Blandford and Znajek’s work. The

function f(r) could be obtained by integrating (6.46), where one of the constants of

integration is found by requiring the solution to be finite on the horizon, while the other

constant could be fixed at a large r. Finally, to remove the last divergence, it is required

that ω(1) = 1/8. As such a solution can be found for r > 2;

f (r) =
r2 (2r − 3)

8

[
Li2

(
2

r

)
− ln

(
1− 2

r

)
ln
(r

2

)]
(6.47)

+
1 + 3r − 6r2

12
ln
(

1− r

2

)
+

11

72
+

1

3r
+
r

2
− r2

2
, (6.48)

where Li2 is the second polyogarithm function, which can be defined as
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Li2 = −
∫ 1

0
dt

ln (1− tx)

t
. (6.49)

Alternatively, for r < 2 the solution could be found by taking the real part of the

above function (6.47), in the limit of a large r;

f (r) ∼ 1

4r
+O

(
ln r

r2

)
. (6.50)

These solutions from McKinney and Gammie agreed with Blandford and Znajek’s

calculations after they had been transformed to Boyer-Lindquist coordinates. The final

form of the magnetic field in Kerr-Schild coordinates using the vector potential defined

above is seen as

Br =
C

r2
+ a2 C

2r4

(
r2 (1 + 3 cos 2θ) f (r)− 2 cos θ

)
, (6.51)

Bθ = −a2 C

r2
cos θ sin θf ′, (6.52)

Bφ = −a C
8r2

(
1 +

4

r

)
. (6.53)

In Boyer-Lindquist coordinates, this becomes:

Br =
C

r2
+ a2 C

2r4

(
r2 (1 + 3 cos 2θ) f (r)− 2 cos θ

)
, (6.54)

Bθ = −a2 C

r2
cos θ sin θf ′, (6.55)

Bφ = −a C
8r2

(
1 +

4

r

)
− a− 2rω

∆

(
C

r2
+ a2 C

2r4

(
r2 (1 + 3 cos 2θ) f (r)− 2 cos θ

))
.

(6.56)

When comparing the BZ model to numerical simulations, some important aspects

need to be considered. This includes the fact that the field is force-free and that ω =

a/8 +O(a3) in the monopole case. It is also important to note that the field geometry

is nearly monopolar and a is small enough that expansions of a to the low order are

accurate.
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6.2 Jet Simulations

One way to study jets is to model the morphology of a jet as it evolves through an

ambient medium. This reveals the jet structure expected for later simulations, which

attempt to produce the jets directly. This is also a useful technique to ensure that the

numerical methods being implemented are behaving as expected within the simulation.

Such a process was implemented by Mart́ı et al. [68] to discover how jets depend on

different parameters.

Their model involved a fluid jet medium propagating through a homogeneous

medium, where the pressure was equal between the two mediums. They modelled this

scenario in two dimensions, where the jet was injected into their ambient medium at the

origin along the z-axis. There were five variables in their set of parameters used to test

the jet dependencies on. These included the density ratio between the beam and the

medium, η ≡ ρb/ρm, the equation of state’s (EOS) adiabatic constant, γ, and the initial

velocity of the jet or beam, vb. Also included in the initial parameters, was the beam

Mach number, Mb. This defines the ratio of the initial velocity of the jet to the speed

of sound in the jet medium, cs,b,

Mb =
vb
cs,b

. (6.57)

The specific internal energy density, ε, of the beam was obtained from the speed

of sound,

εb =
c2
s,b

γ
(
γ − 1− c2

s,b

) , (6.58)

whilst the Lorentz factor, W , of the beam was then defined from the beam velocity,

Wb =
1√

1− v2
b

. (6.59)

To complete the setup of their numerical model, they implemented an ideal gas

gamma-law EOS. From this, the pressure of both mediums could then be obtained,

which was used to define the remaining properties for the ambient medium,

p = (γ − 1) ρε. (6.60)
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To evolve their system over time they found the time derivative within two-

dimensional cylindrical coordinates, using the fluxes across each cell interface within

the numerical grid.

The parameters used within their model can be classified to be either a long or

short simulation. The short simulations had higher density ratios, but had only been

evolved for half the length as compared to the long simulations.

They were then further sub-classified to be either a hot model (Mb ≈ Mmin) or a

highly supersonic model (Mb �Mmin), where the minimum value of the Mach number

was

Mmin =
vb√
γ − 1

. (6.61)

The highly supersonic models were then further defined depending on their adia-

batic constants.

Supersonic jets were composed of a supersonic beam that ended in a Mach shock,

a cocoon of shocked beam gas, a surface that separated the beam from the ambient

medium and a bow shock. The propagation speed of the surface defined the velocity

of the jet itself. For the low density, high Mach number jets, the high pressure of the

shocked gas drove a flow back towards the source. This backflow then gave rise to an

extended cocoon.

When considering relativistic jets, the new effects encountered imposed a maxi-

mum velocity on the jet speed. This meant that the relativistic flow had to be scaled

in relation to the beam flow velocity. The higher speed achieved by the relativistic jet,

reduced the relevance of the cocoon in the structure. The backflow was a more impor-

tant property in jets which had a higher Mach number. In these models, stable cocoons

were found to have developed in the early stages of their evolution. The cocoons then

evolved into vortices, which produced turbulent structures later on in the simulation.

In their conclusion, they remark that the jet propagation velocity was greater than

the velocity achieved in Newtonian models. This large velocity caused the cocoon of the

jet to be less prominent and resulted in a generally featureless beam.

Aloy et al. [3] built upon Mart́ı et al.’s work and studied the morphology of jets

within three dimensions. They used the parameters from the highly supersonic model

and extended the model by imposing a helical velocity perturbation at the origin of the

jet.

vxb = ζvb cos

(
2πnt

T

)
, (6.62)
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vyb = ζvb sin

(
2πnt

T

)
, (6.63)

vzb = vb
√

1− ζ2, (6.64)

where ζ was the ratio of the toroidal to total velocity, n was the number of cycles

completed during the whole simulation and T was the final time.

Their results showed that the jet produced a thin cocoon structure, which gen-

erated an approximately symmetric bow shock as it propagated through the nearly

homogeneous medium. Within the cocoon, the beam structure was dominated by the

imposed helical property of the perturbation, but did not show other strong perturbation

features. This suggested that it was a stable jet structure. Their results also showed no

coherent backflows as expected in the two dimensional axisymmetric models.

6.3 Compact Object Simulations

The merging of binary neutron stars, forming new compact objects, is a scenario com-

monly studied throughout the astrophysical and numerical literature. The end result

of such a scenario can produce either a black hole or a neutron star in an accreting

system. Jet formation may then take place at a later stage. The modelling of this situ-

ation permits for gravitational wave (GW) emission processes to be studied and it can

give constraints on massive star evolution. These simulations require the system to be

evolved over a long time scale whilst remaining stable. Faber and Rasio [29] reviewed

this process, the numerical techniques used to study it and the results found in the

literature.

They established that in a merger there are three stages that need to be considered;

the inspiral, the merger and then the ringdown. During the inspiral stage, the two

neutron stars’ orbital separation decays through GW emission. This is the longest

phase of the merger and occurs over a large time scale. The system can be described

using quasi-equilibrium formalisms, whilst the evolution can then be calculated using

post-Newtonian expansion methods.

During the merger phase, the separation between the two stars decrease to only a

few neutron star radii. At this point the system becomes unstable and the stars plunge

together. It is this stage that requires the full GR calculations in the simulations to

try and understand the dynamics that occur. Simulations so far, have indicated that

if the two stars have the same mass, then a slow collision of the stars would occur.

Alternatively, if one of the stars was decidedly more massive than the other, the less

massive star would be tidally disrupted and thus accrete onto the massive star. The

maximum GW amplitude could be established during this phase, whilst information

about the neutron stars EOS could be found encoded within the wave. The thermal
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energy produced from this stage is high enough to power a short gamma-ray burst

(GRB).

Finally, in the ringdown stage, the system begins to become stable again. It starts

to lose energy through emitting a particular form of GWs. If the remnant is massive

enough, then it will undergo a gravitational collapse and form a spinning black hole

straight away. Otherwise it will form a neutron star which could be classified either as

stable, supramassive, or hypermassive, depending on whether its mass is supported by

the relevant EOS. A hypermassive neutron star will still eventually collapse to form a

black hole.

The merger calculations suggest that a thick accretion disc could form around the

remnant, made from the ejected loose material. These discs then may later accrete onto

the compact object and power jet outflows.

Modelling these events tend to require advanced numerical schemes to construct

the relevant data for the inspiral. Supercomputer resources are required to generate

detailed enough results for the next two stages, which involve large-scale calculations.

For most numerical simulations, when initialising the data, the Arnowiit-Deser-

Misner (ADM) 3+1 splitting of the metric is applied (see Section 4.3.1). This separates

the metric into a set of three dimensional hypersurfaces, by establishing a time coordi-

nate. This formalism alters the metric using α as the lapse function and βi as the shift

vector.

gµν ≡
(
−α2 + βiβ

i
)
dt2 + 2βidtdx

i + γijdx
idxj . (6.65)

The field equations for GR are required when using the full GR convention in

numerical work. They can be defined using the Einstein tensor, Gµν , and constructed

from the Ricci curvature tensor and scalar, Rµν , R, or alternatively through the stress-

energy tensor, Tµν .

Gµν ≡ Rµν − 1/2gµνR = 8πTµν . (6.66)

The problem in setting up the initial data for these simulation, is specifying an ad-

equate number of assumptions to fully constrain the solution. Lagrangian methods have

been used to generate synchronised and irrotational configurations for smoothed particle

hydrodynamics. These, however, have not been developed for full GR calculations yet.

An elliptic solver was produced to solve elliptic equations on single rectangular grids

[19]. This solver has been included in Cactus (see Section 5.7.1), which is a commonly

used code for 3D numerical relativity problems.
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Data for these numerical calculations was obtained from a different code structure,

Lorene, which was developed by the Meudon group [16]. This group also developed a

wide catalogue of neutron star initial data to be used for various simulations. Lorene

uses multi-domain spectral methods to solve elliptic equations.

To model this merger process, a nested continuous grid is set up around each

star, where the outermost grid extends out to infinity. The elliptic equations are broken

down into sums of two components, each of which are centred on one of the stars. The

spectral expansion may be used to pass values from one star to the other, where the

spectral coefficients are then recalculated for the other grid configuration. The use of

these spectral methods require less computer resources than normal grid-based methods.

Some of the aims of merger simulations include, finding out what the final state

of the system would be and what the GW signal from the merger would be. Investi-

gating how much mass remains to form the disc around the new compact object is also

important, whilst how the magnetic field is involved and neutrino emission procedures

are also investigated in the literature [109].

Remnants with an EOS adiabatic constant of γ & 2.6 were found to be typically

triaxial and maintained a strong amplitude GW signal till the simulation finished. For

simulations with a smaller adiabatic constant, the remnants rapidly relaxed to spheroidal

configurations and in the process damped the GW signal. It was also found that in

early simulations, about 10−20% of the total mass in the system was ejected during the

merger, to then form an accretion disc. Different models have since been tested, which

tried to reduce the mass loss of the system.

There are now a number of results from neutron star mergers, that form the basis

about our knowledge of their hydrodynamical evolution. Altering the EOS model for

the neutron star, as well as the mass ratio, helped constrain the conditions of forming

a hypermassive neutron star. Though it was found that the key parameter for this

outcome was the total mass of the system. Mergers with equal mass compact objects

were found to be poor candidates for producing short GRBs. For the formation of a

remnant and disc configuration, the mass ratio was found to be the key parameter.

Unequal mass ratios were more likely to form a disc through the disruption of the lower

mass star. Calculating the final mass of the disc is still a difficult task to achieve, as its

density is a different magnitude compared to the compact objects. Full GR calculations

are required to find the precise fate of the merger remnant.

Magnetised mergers of unequal mass compact objects were found to increase the

mass of the resultant disc formed compared to non-magnetised mergers. Though the

magnetic field had a negligible effect prior to the merger. The MHD effects were found to

channel outflows away from the remnant after the collapse. Long term simulations have

been implemented to study the affect of the magnetic field strength on the geometry

found after the remnant collapses [102]. It was found that a turbulent magnetic field of
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1012G could be boosted up to a poloidal field of 1015G and result in producing short

GRBs. The resulting geometries discovered seem likely to produce the disc and jet

structure observed from magnetised objects undergoing accretion.

6.4 Accretion Disc Simulations

As well as the structure of the jet and the originating compact object, it is important

to model the complete astrophysical system. This permits us to study how the jet can

form directly from matter accreting onto a compact object. There have been numerous

GR-MHD simulations of accretion discs around black holes leading to jet formation

within. To begin with though, a suitable accretion disc is needed to be initialised within

a simulation. This was achieved by Fishbone and Moncrief [36], who derived the solution

of an axisymmetric stationary hydrodynamic equation, which detailed the conditions for

a torus of plasma. The thick disc produced from this equation can be considered if the

pressure-gradient forces are non negligible within the simulation.

Fishbone and Moncrief derived the general solution to the relativistic Euler equa-

tions for the specific case of an isentropic, stationary, purely azimuthal flow of a perfect

fluid in a stationary, axisymmetric gravitational field. This general solution involves an

arbitrary function of one variable, which has to be obtained in an implicit or parametrised

form. They allowed for the spacetime metric to be unspecified as long as it is station-

ary and axisymmetric. This meant that Einstein’s equations could be imposed on the

metric, where self-gravitation is taken into account. The metric could be expressed in

the standard stationary, axisymmetric form,

ds2 = −e2νdt2 + e2Ψ (dψ − ωdt)2 + e2λdr2 + e2µdθ2, (6.67)

where the metric components, ν, ψ, ω, λ, and µ are functions or r and θ. The fluid’s four

velocity t and φ components are also functions of r and θ, whilst the rest of the four

velocity terms are satisfied by

ur = uθ = 0, gαβu
αuβ = −1. (6.68)

Fishbone and Moncrief actually used the projection of the four velocity onto the

orthonormal vectors of the locally non-rotating frame within their calculations, instead
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of the normal four velocity. This new basis is defined by

e(t) = e−ν
(
∂

∂t
+ ω

∂

∂ψ

)
, (6.69a)

e(ψ) = e−Ψ ∂

∂ψ
, (6.69b)

e(r) = e−λ
∂

∂r
, (6.69c)

e(θ) = e−µ
∂

∂θ
. (6.69d)

As only isentropic fluid configurations, ds = 0, are considered, the Euler equation

could be defined as

dΦ ≡ d [(lnh) + ν] =
(
u2

(ψ)

)
dχ− u(ψ)

[
1 +

(
u(ψ)

)2]1/2
eχdω, (6.70)

where

χ = ψ − ν. (6.71)

It was noted that the function Φ, is also a function of χ and ω, however, a substi-

tution was made such that,

Φ (χ, ω) = φ (χ)− lω, (6.72)

where l is a constant. This substitution led to a solution of the above Euler equation,

where it was found that the ψ component of the four velocity became

(
u(ψ)

)2
=
∂φ

∂χ
=
−1 +

(
1 + 4l2e−2χ

)1/2
2

. (6.73)

This was then integrated to produce,

Φ (χ, ω) ≡ (lnh) + ν = −1/2 ln
[
1 +

(
1 + 4l2e−2χ

)1/2]− 1/2
(
1 + 4l2e−2χ

)1/2 − lω + Φin,

(6.74)

where Φin is an integration constant. This integration constant was then used to fix

the location of the inner disc to the point r = rin, θ = π/2. The lnh term in the

above expression would then equate to zero at this point. For the EOS used here,
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positive values of the lnh term would form the disc region, which is then bounded by

the surface, lnh = 0. For this value to be greater than zero depends on the value of l.

A small l results in lnh decreasing as r increases from the inner radius, whilst a large l

results in lnh not returning to zero to form the outer radius of the disc. The derivative

of lnh with respect to r was taken and then equated to zero. With some algebraic

manipulation this resulted in an expression for l as a function of r. This expression had

been solved for a Kerr black hole spacetime metric, where the black hole has mass, M ,

spin, a, and was defined by

l = l (r) ≡ ±
(
M

r3

)1/2
[
r4 + r2a2 − 2Mra2 ∓ a (Mr)1/2 (r2 − a2

)
r2 − 3Mr ± 2a (Mr)1/2

]
. (6.75)

If the disc was rotating with the black hole, then the upper sign was taken, however,

if it was counter rotating, the lower sign was used instead. The fact that the gradient

of lnh at the inner radius could not be zero excludes l(rin) as being a possible solution.

Instead l was altered with the use of another constant, κ, which could then be optimised;

l (r) = κ1/2l (rin) . (6.76)

This method, put forward by Fishbone and Moncrief, has been used by numerous

other authors since to establish accretion discs around compact objects. The properties

of the disc could then be extracted from the enthalpy h and the EOS used. For example

the pressure, density and the internal energy density could be obtained from the following

equations, where K is the polytropic constant,

p = ρε (γ − 1) = Kργ , (6.77)

h = 1 + ε+
p

ρ
. (6.78)

McKinney [72] managed to produce jets numerically from an accreting rapidly

rotating black hole system, with a torus of plasma created using the technique detailed

in [36]. These simulations were set up out to a radius of 104GM/c2 and were carried out

up to a time of 104GM/c3. The results of McKinney’s jets showed a maximum terminal

Lorentz factor of W = 103. They also showed that the jet could become marginally

unstable to current-driven instabilities at r ≈ 10− 100GM/c2. These instabilities were

the cause of shocks in the jet which then limited the efficiency of magnetic collimation.

It was found that in McKinney’s MHD simulations, the environment played a negligible

role in the jet acceleration, collimation and structure, if the ambient pressure was small

compared to the magnetic pressure.
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In McKinney’s simulation, he also included a magnetic field within his simulations,

which produced a weakly magnetized torus. As McKinney’s model was axisymmetric,

disc turbulence did not continue past t ≈ 3000GM/c3. This affected the disc accre-

tion, but did not affect the evolution of the jet itself. This resulted in the jet becoming

disconnected from the turbulent region of the disc. McKinney used Fishbone and Mon-

crief’s solution corresponding to utuφ = l = const. They used an ideal gas EOS where

γ = 4/3 and established a black hole with spin a = 0.9375. They also found that dif-

ferent adiabatic constants produced similar results, as well as varying the spin between

0.5 . a . 0.99. A common variable used to compare between different authors is the

disc height to radius ratio, of which McKinney’s is |h/r| ≈ 0.26.

The magnetic field used in McKinney’s model was a purely poloidal magnetic field

placed within the initial torus. The field had to be restricted to be within the torus to

avoid the regions just outside. These regions are numerically estimated to have a large

magnetic field per unit particle. MRI effects were also found to dominate over other

hydrodynamic instabilities.

Outside McKinney’s disc structure, a ‘floor model’ was implemented, where the

ambient medium was described to have no magnetic field embed within it. In this floor

model, the matter density, ρ0, and internal energy density, ε0, varied with respect to the

radius,

ρ0 = 10−7r−2.7ρdisc, (6.79)

ε0 = 10−9r−2.7ρdisc. (6.80)

McKinney noted in his results that a Poynting-dominated jet was launched, when

the pressure within the essentially non-magnetic funnel material was lower than the

toroidal magnetic pressure.

Penna et al. [96] discussed the effect of black hole spin, disc thickness and the

magnetic field geometry within their simulations. They compared their simulations

with Novikov and Thorne’s [93] GR model of an extremely thin accretion disc around a

black hole. In their simulations they included multiple alternating poloidal field loops

within the disc to match the isotropic turbulence expected in the poloidal plane. They

considered a thin disc with a height to radius ratio of |h/r| ≈ 0.07, around a non-

spinning black hole. They concluded that a magnetized thin accretion disc, usually

found within XRBs in the high-soft spectral state, would be well described by Novikov

and Thorne’s model. They discussed the idea that the electromagnetic stress inside

the innermost stable circular orbit (ISCO) depended on the initially stated magnetic

field geometry. They later experimented with other magnetic field structures, which

deviated from Novikov and Thorne’s model. Their simulations were evolved up to a

time of 27350GM/c2.
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Penna et al. further defined the dimensionless height to radius ratio as the density-

weighted mean angular deviation of the gas from the mid-plane,

∣∣∣∣hr
∣∣∣∣ ≡ 〈∣∣∣θ − π

2

∣∣∣〉
ρ0
. (6.81)

This assumed that the disc was aligned along the equator. As the above expression

is dependent on r, to obtain a single estimate of the disc thickness, the radius has to be

taken at twice the ISCO radius, r = 2rISCO.

Penna et al.’s physical models consisted of black holes with a range of spins from

0.00 to 0.98 and with a range of disc thickness from 0.07 to 0.3. The matter was initially

distributed in an isentropic equilibrium torus as described by Chakrabarti [22], with an

inner radius of rin = 20GM/c2. If the inner radius was chosen to be smaller, then the

results would become sensitive to the initial mass distribution. For Penna et al.’s model,

the K constant in the polytropic equation varied in the range of 0.00034 to 0.009 and

they used an adiabatic constant of γ = 4/3.

p = Kργ0 . (6.82)

The magnetic field geometry chosen by Penna et al. was described by a vector

potential Aµ. Where a general multiple loop geometry was used radially within the disc,

with N loops stacked inside. The vector potential was given as

Aφ,N ∝ Q2 sin

(
log (r/S)

λfield/ (2πr)

)
[1 + w (ran− 0.5)], (6.83)

where S = 22GM/c2 and ‘ran’ is a random number generated between 0.0 and 1.0. The

parameter λfield was set independently for each model, whilst w was used to perturb the

vector potential. Lastly, the Q parameter was defined to be 0 if r < S, otherwise it

followed the rule;

Q = max

[(
εg

εg,max
− 0.2

)( r
M

)3/4
, 0

]
, (6.84)

where εg, is the internal energy density of the disc. The plasma β parameter was set so

it satisfied,

βmax ≡
pt,max

pb,max
= 100, (6.85)

where pmax is the maximum thermal or magnetic pressure within the torus. As these

values were not found at the same location, pt/pb varied a lot within the disc. This
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technique of normalising the magnetic field ensured that the magnetic field was weak

throughout the disc.

As a result of Penna et al.’s studies, they found that deviations from the Novikov

and Thorne model decreased as |h/r| decreases. More significant deviations were later

discovered for discs which had a strong ordered magnetic field.

Tchekhovskoy and McKinney [113] discussed the issue of whether prograde or

retrograde black holes resulted in producing the more powerful jet. Like similar authors

they used a 3D GR-MHD time-dependent simulation to analyse their results. The disc

structure they used contained large-scale vertical magnetic flux, which was larger than

the accreting gas could push into the black hole. This culminated in a strong, centrally

concentrated magnetic field which obstructed the accretion process and led to a MAD

state. Their study showed that the efficiency of the accretion process depended only on

the black hole spin parameter, a, and the accretion disc thickness, |h/r|. They concluded

that prograde black holes with thick discs between 0.3 and 0.6 are the more efficient at

producing jets, compared to retrograde black holes with otherwise the same properties.

Both types of black holes were simulated reaching efficiencies of 100%, with the higher

disc thickness resulting in the highest efficiencies.

Tchekhovskoy et al. considered the BZ mechanism (see Section 6.1.1) within their

work. This described a jet-launching mechanism involving a razor-thin accretion disc

with a large-scale magnetic flux through the black hole. BZ defined an expression for

the rate of which rotational energy is extracted from the black hole due to the flux,

PBZ =
κ

4πc

a2

16r2
g

Φ2
BH. (6.86)

In the above expression, Φ is the magnetic flux and κ depends on the flux geometry,

but is approximately equal to 0.05. The black hole gravitational radius, rg, used above,

could be defined as

rg =
GM

c2
. (6.87)

The energy extraction expression (eq 6.86) is only valid for slowly spinning black

holes. Other simulations have confirmed this expression via numerical simulations up

to spins of a . 0.5 [61]. An expansion of the black hole angular frequency altered the

expression to increase its validity up to |a| . 0.95.

The BZ model simplified the problem, so prograde and retrograde black holes

produced power at the same rate. Nonetheless, with a massive accretion disc there

was a preferred direction of rotation which broke this symmetry. To quantify the jet
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strength, Tchekhovskoy et al. defined an expression for the BZ jet efficiency, ηBZ , in

units of mass accretion rate, Ṁ .

ηBZ =
〈PBZ〉
〈Ṁ〉c2

=
κ

4π
〈φ2

BH〉

(
ΩHr

2
g

c

)2

f (ΩH) , (6.88)

where φBH is the dimensionless expression for the magnetic flux and ΩH is the angular

frequency of the black hole.

It was believed that the efficiency of the jet was dependent on the ability of the

accretion flow to drag large scale magnetic flux towards the centre. This transport is

governed by the value of the magnetic Prandtl number, Prm, which is defined as the

ratio of turbulent viscosity to resistivity. A large Prandtl number leads to efficient field

dragging. Other authors have produced GR models with flux trapping for thin and thick

discs. They found that a Prandtl number of Prm = 20, for a retrograde BH, led to a

strongly concentrated field at the centre, producing efficient jets.

MRI driven turbulent flows had been found to have low values of the Prandtl

number, PrM ≈ 1. Thin discs were found not to produce a centrally concentrated field

and thus no jet would likely be formed. Thick discs, however, could still drag large-scale

fields inwards at this level of Prandtl number. Powerful jets have been produced from

such thick discs with values of |h/r| = 0.2 − 0.3. But in those simulations retrograde

black holes were found to have an efficiency of 10% to 50% of the value for prograde

black holes.

The main uncertainty in these simulations was the dependence of the jet efficiency

on the initial value of the vertical magnetic flux. Tchekhovsky et al. suggested a way to

counter act this uncertainty, by introducing an initially large flux value. This flux must

be larger than what the accreting gas could move into the black hole. This extra flux

remained outside and impeded the accretion process, leading to a MAD state. When

the black hole was saturated with flux, the inner disc properties became independent

of the initial value of the magnetic flux. This allowed the jet efficiency to be reliably

calculated.

Tchekhovsky et al.’s simulations were carried out using spherical polar coordinates

on a logarithmically spaced radial grid. The inner radius of the torus was set at rin =

15rg, whilst the pressure maximum within the torus was centred around 35rg and the

outer edge at 104rg. They initiated a purely poloidal magnetic field loop within the disc

with a plasma β parameter of 100.

The simulation started with turbulence building up in the torus through the MRI.

This drove the accretion of matter towards the black hole. Once the system had evolved

enough to form a MAD state, the gas then needed to diffuse through the magnetic field
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to reach the black hole. The efficiency of the outflow levelled out around t & 6000rg,

which correlated with the magnetic flux as well. It was found that the retrograde black

hole produced outflows three times less efficient than prograde black holes.

The equatorial part of the accretion flow reached the black hole directly. Whereas

flow from higher latitudes did not end up reaching the black hole and instead reversed

direction and formed weakly magnetised disc winds. These winds helped confine the

magnetised polar jets, which were directly connected to the black hole. Despite the

notably different ISCO positions in the two different models, both had approximately

similar poloidal field structures in the mid plane. This suggested that the ISCO position

does not affect the field dragging by thick discs.

McKinney and Gammie [74] investigated the relationship between electromag-

netism and rotating black holes to determine whether this was the cause for jet-like

outbursts from these astrophysical objects. This was investigated by conducting numer-

ical simulations of black holes surrounded by magnetized plasma, obeying the equations

of GR-MHD. Their domain size extended from the horizon of the black hole to 40GM/c2.

Black holes have a free energy associated with their spin. In principle this energy

could be extracted by altering particle orbits, so that negative energy particles are

accreted. It is thought this energy could also be tapped through the use of force-free

electromagnetic fields (BZ mechanism). So far, there have been no direct observational

evidence for energy extraction from black holes.

They concluded that low density regions near the poles, in their numerical simula-

tion, agreed well with the BZ model. They also found that many of their models resulted

in an outward Poynting flux along the horizon in the Kerr-Schild frame. Though none

of their models had a net outward energy flux along the horizon.

In McKinney and Gammie’s numerical studies they evolved a weakly magnetised

torus around a Kerr black hole. They performed a high resolution simulation and then

compared it with the BZ model, where they implemented the torus by using the Fishbone

and Moncrief [36] model. They normalised their disc peak density as ρ0,max = 1, set the

inner edge of the disc to be at r = 6 and used an adiabatic constant of γ = 4/3.

Without a magnetic field the disc would have been in a stable equilibrium state.

They, however, applied a purely poloidal magnetic field which was limited to be within

the disc. This field was normalised to make sure gas pressure was dominated over the

magnetic pressure. This meant that the equilibrium was only weakly perturbed. The

field could then be described using the vector potential,

Ar = 0, Aθ = 0, Aφ ∝ max

(
ρ0

ρ0,max
− 0.2, 0

)
. (6.89)
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They used the numerical system, HARM, which is a conservative shock-capturing

scheme for GR-MHD for their simulations. The computational domain was axisymmetric

with a grid ranging from r = 0.98r+ to 40 and θ = 0 to π/2.

As numerical schemes are unable to evolve vacuums, a floor was introduced for

the density and the internal energy, ρε. If these variables dropped below the floor value,

they were then reset. This violates exact conservation, but at this scale, it would not

effect the system critically. The floors took the value of

ρ0,min = 10−4r−3/2, (6.90)

ρεmin = 10−6r−5/2. (6.91)

When considering the outer boundary, the primitive variables were projected into

ghost zones, while stopping any inflow from occurring. A similar condition was applied

at the inner boundary, but since this occurred within the event horizon, no backflow was

going to occur.

McKinney and Gammie’s first model consisted of a black hole with spin a = 0.938,

a pressure maximum at rmax = 12 and where the relation utuφ = 4.281 is followed by

the disc. The model ran for 2000 time steps. In the simulation, the inner edge of the disc

quickly made a transition to turbulence, whilst the magnetic field transported material

and angular momentum into the black hole. This turbulent region gradually extended

to include the entire disc. The disc then stabilised into a quasi-steady state, where the

accretion rate fluctuated around a mean value.

A strongly magnetized region developed above the poles in a funnel region which

had been nearly evacuated of matter. This region followed the inequality,

b2 � ρ0 + u+ p, (6.92)

where bµ is the magnetic four-vector. The corona obeyed the relation b2/2 ∼ p and

occupied the region between the funnel and the disc. The disc itself, followed the relation

b2/2 < p. The initial magnetic field in their simulation was limited to a region much

smaller than the torus. By the end of the simulation however, the field had spread out to

fill in the funnel region. In this region the field collimated instead of connecting back into

the disc, which allowed for a jet-like outflow to escape to large radii. A time averaged

snapshot detailed the field being regular in the funnel region, while being minimal in

the disc and corona.
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It was found that the energy flux density in the funnel region was outward, as

predicted by the BZ model. Although, it was only a small fraction of the inward energy

flux.

As the BZ model works in the force-free limit and it requires the spin to be much

less than 1, McKinney and Gammie ran a second simulation. This simulation used a

spin of a = 0.5 to more directly compare with the BZ model, where the funnel was found

to still be in the force-free limit. The model also required the rotation frequency of the

electromagnetic field, ω, and the rotation frequency of the black hole, ΩH , to follow the

relation ω/ΩH ≈ 0.5. The simulation produced an average value of ω/ΩH ≈ 0.45, where

the variation was thought to be due to small deviations from force-free behaviour.

McKinney and Gammie also compared their numerical model with the inflow

model from Gammie [46]. This model considered a stationary and nearly equatorial

inflow, which proceeded along lines of constant latitude, θ. The model could be viewed

as a one-dimensional model with a single independent variable in r. The non-trivial

dependent variables include the radial and azimuthal components of the four-velocity,

ur, uφ, and magnetic field, br, bφ, along with the rest-mass density, ρ0.

With this knowledge the GR-MHD equations could be integrated to show that the

energy and angular momentum fluxes are constant, whilst the magnetic field follows the

no monopole constraint,

−
√
−gT rt = const, (6.93)
√
−gT rφ = const, (6.94)
√
−gBr = const. (6.95)

The relativistic iso-rotation law and the conservation of particle number yields

√
−g∗F rφ =

√
−g
(
urbφ − uφbr

)
= const, (6.96)

√
−gρ0u

r = const. (6.97)

The above constraints presented five non-trivial fundamental variables, ur, uφ, Br, Bφ,

and ρ0. It was possible to solve the set of non-linear equations from the above relations

for each fundamental variable.

The value of the constants above needed to be determined. Conditions in the

disc determined the value of the magnetic and rest-mass fluxes, so they were left free.
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The other three constants were found by applying boundary conditions. The condi-

tions stated that the flow must be regular at the fast point and that the four-velocity

components match onto a cold disc at the ISCO.

In comparison to numerical simulations, the above inflow model predicted that the

conserved quantities are consistent with radius. It also predicted that the flow velocity

matched the circular orbits at the ISCO.

In McKinney and Gammie’s comparison, it was noted that the energy flux matches

the inflow model reasonably well, however, the angular momentum flux was over-estimated.

There was no sharp features found in ur, or the internal energy density at the ISCO.

This suggested that the inflow model was a good model for some aspects. Although, it

did not match the profile or boundary conditions at the ISCO for the radial velocity,

angular momentum, or energy fluxes. This was likely due to the fact that the simulation

inflow is hot, whilst the model assumed it had zero temperature.

The results of McKinney and Gammie’s model were tested by altering parameters

such as spin, field strength and the structure of the torus. They found from altering

the spin, that for a < 0.5, the outward flux in the funnel was balanced by the inward

electromagnetic energy flux. Even using an extreme spin, such as a = 0.969, the inward

particle flux dominated over the outward magnetic flux. It was noted that the field

strength increased from the ISCO to the horizon by a factor of ∼ 3 for zero spin. The

factor became ∼ 6 for spin a = 0.938.

It was found that low resolution models did not sustain the turbulent region for

as long compared to high resolution models. There was, however, no measurable dif-

ference in the results when varying the inner and outer radii of the torus. The largest

uncertainty in McKinney and Gammie simulations were the floor values. Variation of

these parameters did not alter the results, though larger density floor values led to an

integration fail within the funnel region, as the system became numerically unstable.

Overall McKinney and Gammie’s numerical simulations agreed with the BZ model.

Except that the outward energy flux was overwhelmed by the inward flux of energy.

This made the luminosity associated with BZ mechanism to be small, compared to the

accretion luminosity. The spin frequency was found to maximise the electromagnetic

energy output from the hole. Also, when using a large outer radius for the disc, it was

found that field lines from the funnel region do not connect back into the disc.

6.4.1 Magnetic Structures

One way McKinney and Gammie [74] tested their results was by experimenting with

different magnetic field geometries. They altered the vector potential used in their

numerical model by multiplying it by different additional factors of
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sin
(

log
( r
h

))
or sin (2θ) . (6.98)

The first alteration gave a field strength that was more uniform around the loop.

The second yielded a loop above the equator and below. Increasing the number of field

loops led to a weak decrease in the ratio of electromagnetic energy flux to matter energy

flux, Ė(EM)/Ė(MA). They also experimented with a purely vertical field geometry, using

the vector potential,

Ar = 0, Aθ, Aφ ∝ r sin θ. (6.99)

The accretion rate became larger and in the early stages there was a brief net

outflow of energy from the black hole and a net outflow of angular momentum. This

model showed decidedly different behaviour compared to the previous models.
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Chapter 7

Initial Data Setup

7.1 Jet Environment Module

The first simulations, conducted within the cactus environment, were designed to test

the supplied numerical methods and the properties of the Einstein Toolkit, to see

whether they would be appropriate for simulations involving jets. This process was also

useful to find out which numerical method would be the most efficient and accurate for

the task required.

To begin with, a new algorithm was developed within the Einstein Toolkit to

produce a relativistic jet in an environment denser than the jet. The parameters detailing

the initial primitive variables were obtained from user input. These included the ratio

between the beam density and the ambient density, η, the adiabatic constant for the

ideal fluid equation of state, γ, and the velocity of the beam, vb. The ratio between the

velocity and the speed of sound, otherwise known as the Newtonian Mach number of

the beam, Mb, was also specified by the user. Other primitive variables could then be

defined from these variables and the ideal gas law applied in the system. These include

the local sound speed, cs, internal energy density, ε, and pressure, p;

cs = vb/Mb, (7.1)

ε =
c2
s

γ (γ − c2
s − 1)

, (7.2)

p = (γ − 1) qε. (7.3)

Finally, the proper Mach number can be defined using the Lorentz factor of the

beam, Wb, and of the local medium, Wl, along with the Newtonian definition of the

Mach number,

107
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Mb =
WbMb

Wl
, (7.4)

where

Wb =
(
1− v2

b

)−1/2
. (7.5)

The input required by the Einstein Toolkit also includes the list of other al-

gorithms implemented by the system and the optimum parameters they require. The

domain size and structure must be stated beforehand and whether the domain applies

any reflection symmetries or mesh refinement (see Chapter 8). The rules for the output

must be decidedly defined by the input as well.

7.1.1 Initial Data

For the initial tests of jet propagation, it was necessary to compare our results with

similar results found in the literature. Properties of two dimensional jets were sampled

from Mart́ı et al. [69], whilst three dimensional jets were taken from Aloy et al. [3].

Mart́ı et al. ran simulations with an initial jet velocity between 0.9 and 0.999 and where

the density ratio η jumps by orders of magnitude between 0.01 and 1. The grid in these

simulations is measured relative to the initial radius of the jet beam, Rb. The size of

the ambient medium extends by 7 Rb in the radial direction and either 25 or 50 Rb

in the z direction. This corresponds to a computational domain size of 140×500 or

140×1000 cells. This results in a spatial resolution of 20 cells per beam radius. The

earlier simulations conducted with the jet environment module could not handle values

of η greater than 0.01 for a full simulation without producing errors, therefore these

simulations were avoided.

Hot jet models were obtained by using internal energies comparable to the beam

rest-mass energy, where the Mach number took its minimum value. The results from

these models show that the jets possess an exceptionally thin cocoons. They also show

that they have a stable jet head, due to the steady beam flow near the head (see Figure

10.2). The lack of internal structure in hot beams is assumed to be a consequence of

the matched pressure between the beam and the surrounding ambient medium [69]. A

different type of jet morphology resulted from using highly supersonic models. Here

the Mach number is much higher than its minimum value and the beam’s high Lorentz

factor results in the kinematic relativistic effects dominating. The structure of these jets

display thick cocoons that have a higher pressure than the ambient medium (see Figure

10.3). In these models the cocoon thickness decreases, whilst the pressure increases with

increasing beam Lorentz factor [69].
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The simulations produced by Aloy et al. used the same parameters from Mart́ı et

al. but their simulations were computed using a fully three dimensional domain. They

took the highly supersonic model, C2, and simulated the jet within an ambient medium

of size 15Rb×15Rb×75Rb. For their simulations this corresponds to 120×120×600 cells,

which gives a spatial resolution of 8 cells per beam radius. They also impose a non-

axisymmetric perturbation to their beam through a helical velocity term at the nozzle

given by

vxb = ζvb cos

(
2πt

τ

)
, (7.6a)

vyb = ζvb sin

(
2πt

τ

)
, (7.6b)

vzb = ζvb
√

1− ζ2. (7.6c)

In the above expressions, ζ is the ratio of the toroidal to total velocity, whilst τ is

the perturbation period and is defined as τ = T/n, with n being the number of cycles

completed during the whole simulation.

To match Aloy et al.’s [3] 3D simulations, an optional helical velocity function was

added to our algorithm using their helical velocity equations (eq 7.6). This function

is non-symmetric, so no reflection symmetries could be used in any simulation where

this perturbation was present. These two features result in helical simulations being

computationally expensive.

7.1.2 Compact Object Mask

The next step of fine tuning the initial data for jet simulations was to incorporate the

effects of a compact object at the origin. But before this could be achieved, a new

technique was prepared, so it could be used for any simulation that implemented a

compact object. This technique was designed to ensure that the interior of any compact

object in a simulation was not evolved whilst the data exterior to it was. This technique is

justified by the fact that the mass in the jet is small compared to the mass of the compact

object, so any backflow onto the star would not result in any substantial reaction. This

process worked by placing a spherical mask around the origin, which ‘flags’ the grid

structure there when evolving the system. The flagged points were then ignored. This

approach was extended so that a mask could be placed around the initial jet structure as

well. This allows the jet to keep some initial structure, so that it does not immediately

fall back onto the compact object.

It was noted that other jet simulations, in the relevant literature, included nozzles

in their simulations to alter the outflow [17]. The compact object mask was thus altered
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to mask out other structures along the base of the jet. To start with there was just a

cylindrical block opening in the nozzle, to allow for thin streams from the jet to propagate

outwards. Later the nozzle was altered to have a trapezium shape. This allowed for the

jet to either spread outwards when the shape allowed for a large opening, or to funnel

the jet through a small opening when the shape was the other way round.

7.1.3 Black Hole Jets

Alterations were added to advance the model, once the jet environment module had

produced acceptable results in comparison with Mart́ı et al. and Aloy et al. These

advancements included a black hole at the origin of the jet to see how its effects would

alter the structure of the jet. IDanalyticBH and Exact are two existing library modules

that provide the necessary initial data to implement the characteristics of a black hole in

a simulation. Both were experimented with, but it was decided to use the Exact module

as it interacts better with the other modules. This allowed for more parameters to be

correctly set, compared to IDanalyticBH. The mass of the black hole was initialised to

be one in arbitrary units, while the spin of the black hole varied between 0 and 0.94, for

either a Schwarzschild or a rotating Kerr black hole.

The velocity of the jet is dependent on the determinant of the spacetime metric,

which is now no longer equal to one, due to the presence of the black hole. This meant a

slight alteration was needed to change how some of the initial variables were calculated.

The Lorentz factor would now be declared in the parameter file, instead of the velocity.

The normalised beam velocity, vb, would then be obtained from using the Lorentz factor

and metric determinant, gxx,

vb =

√
W 2
b − 1

gxxW 2
b

. (7.7)

With the black hole positioned at the origin, the starting position of the jet was

altered to originate outside the black hole. The first batch of simulations with a black

hole, resulted in the jet material immediately falling straight back onto the black hole

as it was too close. The procedure was altered to then have the jet extend outwards by

an adjustable parameter.

7.1.4 Neutron Star Jets

After black hole jet simulations were carried out, alterations were made so the simulation

could then support a neutron star at the origin. To produce the neutron star the

Meudon Mag NS library module was used. This module establishes the initial data for a

neutron star from an external program, LORENE. This program can generate the necessary
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compatible data that cactus can then read. The input for LORENE details the physical

parameters of the neutron star, such as density, radius, rotation speed and magnetic

field strength. To begin with the first sample of neutron star jet simulations used a

stationary star that had a radius of 6.5Rg and had an unphysically large magnetic field

amplitude. This resulted in a magnetic pressure to fluid pressure ratio at the centre of

the star of about 1%.

The compact object mask was still required to be initialised around the interior

of the neutron star so it did not evolve. The neutron star mask was given a radius of

5Rg, which left the crust free to evolve and interact with the jet and ambient medium.

Small changes were needed to be applied to the jet environment module to allow

for the ambient medium to have a density which is physical in relation to the neutron

star density. The ambient medium was adjusted to decay radially away from the neutron

star and a jet funnel was introduced. This reduced the density along the poles of the

neutron star, allowing for the jet to escape through the polar region. This property was

governed by the jet opening angle parameter. These changes were then reapplied to the

earlier models, so that each model could be compared with each other.

Once neutron stars and black holes were added to the simulation, the next step

to improve the model was to add a dipole magnetic field around the neutron star. This

had an equation of

B =
µ0

4πr3
(3 (m · r̂) r̂−m) , (7.8)

where the field lines were aligned parallel to the jet in the z-direction. Implementing

a magnetic field within the simulation required the use of MHD numerical methods to

evolve the simulation. Some of the schemes used earlier were no longer available in MHD

within the cactus framework. Using MHD solvers could also notably affect the final

result of a simulation. Further testing was required of these new numerical methods, to

find the most useful.

7.2 Torus Environment Module

After developing simulations of jets originating from compact objects, the next step was

to study accretion discs around different compact objects. The compact object used in

these simulations were originally initialised with a dipole magnetic field surrounding it.

The system was allowed to evolve over time, so that the accretion disc could accrete

onto the compact object, following the magnetic field lines to eventually produce a jet.

In the outer layers of neutron stars, the electrical and thermal transport properties

are governed by the transport properties of the electrons, where the conductivity is
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viewed as infinite. Due to the length scale differences between the outermost layer of

the neutron star and the inflowing material, any interactions between the two mediums

can be minimised. This means heat transference and viscosity can be ignored. This

makes the ideal MHD approximation an acceptable assumption to make within this

environment, as well as a simpler way to solve the required MHD equations.

The accretion disc was implemented by following the equations used in McKinney

[72], as previously explained in Section 6.4. The relativistic Euler equations are solved

for a purely azimuthal flow in a gravitational field. This allowed for different compact

objects to be used, where only the inner radius and angular momentum of the disc

needed to be explicitly defined. The torus algorithm was made so that the simulation

could handle either a black hole or a neutron star. A black hole was generated using

the Exact library, whilst a neutron star was created from the Meudon Mag NS library

(see Section 6.3). The matter and internal energy density of the ambient medium in the

simulation were originally initialised to decreases with radius, following the suggested

scale law from McKinney and Gammie [74],

ρ = ρ0r
−3/2, (7.9)

ε = ε0r
−5/2. (7.10)

Here ρ0 and ε0 are the base values found at the centre of the simulation. They

themselves are dependent on the internal density of the compact object used in the

simulation, ρNS, which was obtained from the LORENE parameter files for the neutron

star. This scaling was later changed so it could be altered per simulation, to increase the

numerical stability. For the case of the black hole simulation, the neutron star density

was still used to allow for a direct comparison between the two simulations.

ρ0 = 10−4ρNS, ε0 = 10−6ρNS. (7.11)

After the neutron star had been initialised, the ambient medium was set up after

the density of the star had dropped by a factor of a 103 from its interior density. In the

black hole case the ambient medium was set up everywhere excluding the origin, due to

the radial dependencies. At the origin ρ0 and ε0 were used instead.

The velocity was obviously initialised to be zero within the ambient medium. The

pressure and temperature were calculated from the ideal gas law, using the mass of a

proton, mp, and Boltzmann’s constant, kb,

p = Kργ , T =
pmp

ρkb
. (7.12)
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A jet funnel attribute was introduced along the poles of the compact object, similar

to the jet environment module. This was later found to be redundant, as a funnel-like

shape is naturally formed from the evolution of the accretion disc and ambient medium.

7.2.1 Disc Structure

To construct the accretion disc within this algorithm, the enthalpy must be obtained

from equating the Euler equation solution (6.74) to zero. This solution is repeated below,

(lnh) = −1
2 ln

[
1 +

(
1 + 4l2e−2χ

)1
2

]
− 1

2

(
1 + 4l2e−2χ

)1
2 − lω + Φin − ν = 0. (7.13)

From this function and the ideal gas law, the density of the accretion disc can then

be obtained.

ρ =

(
(h− 1) (γ − 1)

(γK)

) 1
γ−1

. (7.14)

The other primitive variables within the accretion disc could then be defined by

using the same expressions detailed for the ambient medium and where the internal

energy density is obtained by the expression,

ε =
p

ρ (γ − 1)
. (7.15)

For the procedure to equate equation (7.13) to zero, the components needed to

be constructed from the axisymmetric polar spacetime metric used by Fishbone and

Moncrief [36].

ψ = 1
2 log (gφφ) , (7.16a)

ω = −gtφ/gφφ, (7.16b)

ν = 1
2 log

(
ω2gφφ − gtt

)
, (7.16c)

χ = ψ − ν. (7.16d)

The toolkit, however, naturally uses a Cartesian spacetime metric. So a Jacobian

transformation was applied to the current Cactus spacetime metric to get the relevant

polar components.
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g′αβ = JT gαβJ, (7.17)

where g′αβ is the metric defined in polar coordinates, with α and β representing (t, r, θ, φ).

gαβ is the metric defined in Cartesian coordinates, with α and β ranging from (t′, x, y, z)

and

J =


1 0 0 0

0 sin (θ) cos (φ) r cos (θ) cos (φ) −r sin (θ) sin (φ)

0 sin (θ) sin (φ) r cos (θ) sin (φ) r sin (θ) cos (φ)

0 cos (θ) −r sin (θ) 0

 . (7.18)

The Cartesian spacetime metric used throughout the numerous simulations vary

depending on what type of compact object is used, if any. Although, the way cactus

saves the metric means that any metric in a Cartesian form can be called within the

above calculation.

The other component that is needed to solve equation (7.13) is l, the angular

momentum. Originally this was obtained from the angular momentum equations (6.75)

and (6.76) using the inner radius, rin, of the disc. Unfortunately it was noted that κ was

not well defined. This resulted in the angular momentum not being accurate enough.

Instead, for the Euler solution used, the following expression held,

utuφ = l = const. (7.19)

This variable could take any real value and was supplied within the parameter

file. Altering this value adjusted the outer radius of the disc and the steepness of the

disc near the compact object. Negative values of the angular momentum resulted in the

disc counter rotating with respect to the compact object. The last term needed is the

integration constant. This term can be determined from equating the Euler solution to

zero at the point (rin, π/2). This then fixes the inner radius of the disc to be at this

location. The first step in determining the integration constant is by finding the point

(rin, π/2) on the Cartesian grid and correspondingly the metric terms at that point.

From here a similar procedure as detailed above can be used to find the components

needed to calculate the integration constant.

Φin = −
log
(

1 +
(
1 + 4l2 exp (−2χ)

) 1
2

)
2

+

(
1 + 4l2 exp (−2χ)

) 1
2

2
+ lω + ν. (7.20)
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This calculation is done first and the result is then saved so that the function

initialising the accretion disc can apply it later.

This procedure was later upgraded to give more control over where the outer

radius of the accretion disc was located. Previously the outer radius was determined

by the inner radius and angular momentum. If a specific outer radius was required,

a trial and error approach was applied to find the correct angular momentum for the

desired outer radius. It was noted that the Euler solution equates to zero along the

entire surface of the accretion disc. The desired outer radius would then also result in

the solution equating to zero and correspondingly the integration constant would have

the same value at both the inner and outer radius. Stating the inner and outer radius,

then leaves the angular momentum as an unknown variable.

Using this method, the angular momentum could then be found by a root finding

bisection technique. Arbitrary guesses were made for the angular momentum, so the

integration constant could be calculated at both the inner and outer radii. The guess

that resulted in the smallest difference between the two constants was then chosen and

reused later. In the next step, the range of angular momentums used varied by ±0.5 to

the chosen result from the previous step. Then again in the next step they varied by

±0.05. This process was repeated until the angular momentum was found to within 5

significant figures for the desired inner and outer radii. This was decided to be accurate

enough for the average resolution used within the range of simulations completed. This

process would obviously fail if the inner and outer radii were not on the computational

domain, or if the calculation resulted in a NaN for whatever reason. If it did fail then

the previous method, using a suitable angular momentum, was then automatically used

as a backup.

Now that all the information is known to solve the Euler solution (7.13), the

enthalpy can finally be found and the primitive variables initialised. The internal velocity

of the disc, however, can be found from the contravariant four-velocity. The four-velocity

described in equation (6.68), is actually the projection of the four velocity onto the

orthonormal vectors of the locally non-rotating frame. To convert the φ component

from its projection form, it needs to be multiplied by its basis, exp(ψ);

uφ =

√
−1 +

√
1 + 4l2 exp (−2χ)

2
exp (ψ) . (7.21)

We, however, want to use the covariant four-velocity. The r and θ components of

the covariant four-velocity are defined to be zero. The t component can be found from
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the angular momentum equation, whilst the φ component can be found from the metric

condition gαβu
αuβ = −1 and solving the quadratic equation;

ut =
l

uφ
, (7.22a)

ur = 0, (7.22b)

uθ = 0, (7.22c)

uφ =
−gtφut +

√
(gtφut)

2 − gφφ (gttutut + 1)

gφφ
. (7.22d)

From here, the polar four-velocity can easily be transformed to the Cartesian

four-velocity through the use of the Jacobian.

ut
′

= ut, (7.23a)

ux = −u(φ)r sin (θ) sin (φ) , (7.23b)

uy = u(φ)r sin (θ) cos (φ) , (7.23c)

uz = 0. (7.23d)

This can then be transformed once again, to give the Cartesian three-velocity as

required by cactus, as well as the Lorentz factor;

vx =
ux

W
+
βx

α
, (7.24a)

vy =
uy

W
+
βy

α
, (7.24b)

vz =
uz

W
+
βz

α
, (7.24c)

where

W = αut. (7.25)

An optional perturbation velocity was added to the uφ component, so that the

disc could be given an accelerated kick. This was to ensure that the disc would accrete

onto the compact object within the computational time of the simulation.
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7.2.2 Magnetic Field

Two different magnetic field structures were considered in our set of accretion disc

simulations. The first structure was of the same design as the one used within the jet

environment module. It consisted of a simple magnetic dipole passing through the centre

of the compact object. This extended over the entire domain of the simulation anchoring

itself within the accretion disc present.

The effect of the spacetime curvature from the compact object made a noticeable

change to the calculation of the magnetic field. This change required the magnetic

potential, A, to be determined first. The magnetic field could then be calculated from

the curl of the magnetic potential.

B (r) = ∇×A, (7.26)

where A in this case is equal to;

A =
µ0

4π

m× r

r3
. (7.27)

When considering the curl in a general relativistic spacetime, the covariant deriva-

tive must be taken instead. The covariant derivative of a vector field Aj is defined as

∇jAk = ∂jA
k + ΓkijAi, (7.28)

where Γkij is a Christoffel symbol and is defined as

Γkij =
1

2
gkm (∂jgmi + ∂igmj − ∂mgij) . (7.29)

This calculation was accomplished by using a new algorithm generated by the pro-

gram KRANC [58]. This program can turn a Mathematica script into a valid module to

be used by the cactus framework. It generates the usual files detailing the parameters,

schedule and implementation as well as the source code. The script utilises library defini-

tions of numerical partial derivatives, whilst metric components can be directly sourced

from the necessary cactus modules detailed in the implementation. The script required

the above definitions to be given, detailing the covariant derivative, the Christoffel sym-

bols and the definition of A. The variable, m, was left as an open parameter, though

it’s default value was calculated to produce a magnetic field with a magnitude of 1012G.

The algorithm initialised the magnetic field before the torus environment module was

activated. This was because that was the way KRANC set up the initial data and saved

the magnetic field information.
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The second configuration considered was a purely poloidal magnetic field. This

was to be restricted to only occur within the accretion disc and would be proportional to

the density of the disc. Once again, the magnetic potential was considered, in order to

take into account the effects on spacetime by the nearby compact object. The original

algorithm generated from KRANC was altered to generate this magnetic field by supplying

it with an alternative magnetic potential. This time, however, the magnetic field was

required to be initialised after the torus environment module. To accomplish this, the

schedule had to be changed, as well as the way some of the parameters were passed

between the different modules.

The new magnetic potential was defined to have a φ component proportional to

the density of the disc. The potential component needed to be considered to be zero

outside of the disc. The other two spherical components of the magnetic potential were

also set to be zero throughout the entire domain.

Aφ = max

(
ρ

ρmax
− 0.2, 0

)
, (7.30a)

Aθ = 0, (7.30b)

Ar = 0. (7.30c)

Once again, it is a requirement of the Einstein toolkit to work with Cartesian

coordinates. So the next step was to convert the spherical magnetic potential to the

required coordinates.

Ax = −Aφr sin (θ) sin (φ) , (7.31a)

Ay = Aφ sin (θ) cos (φ) , (7.31b)

Az = 0. (7.31c)

From here, the covariant derivative of the potential was calculated using the nu-

merical derivatives obtained through the KRANC program and thus the magnetic field

was initialised within the domain.

7.3 Floor Method

The numerical methods used within the cactus framework are unable to evolve vacuums,

instead they require matter to be evolved. This is why a radially dependent density was

maintained as described above in equation (7.9). If the numerical methods were to ever
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evolve the data below the minimum floor density threshold, ρf , then the point would be

reset immediately back to the minimum density and with zero velocity. Using a floor

method violates the ideal MHD approximation, as the method violates mass and energy

conservation when resetting a grid point. Although, this is less of an issue when grid

points are reset far away from the compact object.

This common technique generates one of the main numerical uncertainties within

our simulations. If the floor is raised too high, then some of the evaluations of MHD

equations are being conducted at the integration limit, as the domain has become mag-

netically dominated, b2/ρf � 1. This term determines the magnetic energy per unit

particle, which also establishes the maximum Lorentz factor that a jet can obtain. McK-

inney [72] found that as long as b2/ρf > 1 near the poles of the compact object then

a relativistic jet can still be formed there. McKinney and Gammie [74] found that if

the floor density was lowered, then the outflows speeds would increase, allowing for a

faster jet. Alternatively if the floor density was too low then the speed of the jet would

become numerically unstable.





Chapter 8

Multiple Domain Schemes

8.1 Mesh Refinement

It is possible to tackle the length-scale problem, mentioned earlier in Section (5.7), by

applying mesh refinement to a simulation grid structure, to provide better results. With

mesh refinement implemented a new computational domain grid was placed within the

already existing domain grid of our models [108]. This new layer represented the same

co-ordinates within the outer layer, but would have a different grid structure allowing

for a different spacing between grid points. More layers of mesh refinement could then

be subsequently placed within each other. This, however, increased the computational

expense drastically.

Having grids with different structures could be very beneficial for problems which

cover a large range of length-scales. A small grid with high resolution could accurately

evolve initial data that only ranged over a small amount of grid points, minimising the

loss of features from the initial data. A different grid with a higher resolution could then

evolve a different property of the initial data, which was more suited to the length-scale

of the grid. Within the torus environment module, a small grid with high resolution

could be placed around the compact object. Further, a medium sized grid could then be

utilised around the accretion disc, whilst the background floor could be evolved within

the original base layer of the computational domain.

Using mesh refinement made simulations much more computational effective com-

pared to just using one high resolution domain. Although, more computational resources

were needed to ensure that the different Cartesian layers remain aligned over the evolu-

tion of the data. It was important that the correct data from the high resolution grid

was passed back into the low resolution grid. For astrophysical simulations, it is usu-

ally more convenient to work with spherical grids, as the addition of multiple Cartesian

layers does not always improve the results.

121



122 Chapter 8 Multiple Domain Schemes

8.2 Adaptive Mesh Refinement

Mesh refinement could either be placed within the computational grid as stated in the

initial data, or it could be adaptively placed as the simulation evolved. When using

adaptive mesh refinement (AMR) the simulation tracked specific changes, such as a

large change in the density, across cells as the data evolved. Any instances where this

change occurred then became the location of a new layer of mesh refinement, with the

resolution of the grid being increased with respect to the previous layer. This process

was continued throughout the entire domain over the entire course of the simulation.

Should the measured specific change across the cells later decrease, then the added layer

of mesh refinement was removed to improve computational efficiency.

Using AMR was more efficient than using static mesh refinement as no compu-

tational resources were wasted early on before any interesting features had developed.

AMR would also result in new mesh refinement being placed exactly where needed within

the simulation as opposed to the estimated location from static mesh refinement. This

placement was itself dependent on how reliable the specific measurement used to track

changes was.

8.2.1 AMR Curvature Measurements

A new algorithm was developed to record the error results between the cells within the

jet environment module. These error values were to be used to decide on the location

of the finer grids and to decide whether the AMR should be activated there using the

AMR module, Carpet. The error values were calculated from the density values and

lapse function used within a jet environment module simulation. These were then scaled

and used within the Carpet module. To calculate the error value, an error criteria was

obtained from a different AMR method, PARAMESH [40], which was based on previous

work described by Löhner [66]. This technique had the advantage that it did not require

any global operation, as it was an entirely local calculation. The error calculated from

this method was dimensionless and could be applied in general to any of the variables

of the simulation.

The error value is calculated by computing the second derivatives of the chosen

variable, q, and normalising it with its averaged gradients over the width of a com-

putational cell. The multidimensional form of this criteria needed to include all cross

derivatives in the computation as well. The last term in the denominator was used as a

filter to prevent refinements in regions of small errors. The constant, ε, was chosen to

be 10−3 to reduce the fluctuations seen across the grid at other values. This criteria can

be seen in the following generalisation,
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Ei =

∑
k,l

∂2q/∂xk∂xl
[(|∂q/∂xk|i+1 + |∂q/∂xk|i) /4xl + ε|∂2|q|/∂xk∂xl|]2

1/2

, (8.1)

where k and l are the indexes for the x, y, and z components, whilst i is the cell position

in the grid. The second derivatives could be described numerically by using the finite

difference estimate in one dimension, given by

∂2q

∂x2
≈ qi+1 − 2qi + qi−1

4x2
. (8.2)

For the cross derivatives, however, this expression had to be expanded to

∂2q

∂xk∂xl
≈
qk,i+1,l,j+1 − qk,i−1,l,j+1 − qk,i+1,l,j−1 + qk,i−1,l,j−1

4xk4xl
. (8.3)

8.3 Multi-Patch Domain Scheme

A different approach to mesh refinement, which could also be implemented within the

toolkit environment, was to use multiple communicating coordinate patches [99]. These

patches each had their own unique local uniform coordinate system, which were in turn

related to a global Cartesian grid structure. The patches overlapped over each other

allowing for information to be transferred between patches through interpolation. Any

calculations required were done in the global Cartesian coordinate system, so no com-

plicated tensor transformations were needed to transfer information between patches.

As long as a relevant interpolation method was applied, information about shocks and

discontinuities could be passed between the patches safely. Similar approaches of using

multi-patch schemes for accretion disc simulations have already been tested by other

authors [63], but without applying any further mesh refinement.

This scheme could be incorporated into the toolkit using the llama module to

study the accretion disc problem. It is important for our models, that the angular

momentum is accurately captured, and this is most naturally done in a spherical-like

coordinate system. To do this in relativity, whilst avoiding coordinate singularities, the

best current option is to implement a multi-patch system such as llama. Here the default

configuration establishes a small central Cartesian grid to start with; this was originally

used in our simulations to study the interaction between the inner edge of the accretion

disc and the compact object. A further six different patches were then arranged to

form a spherical grid. Four of these patches encased the accretion disc, whilst the other

two patches captured the polar regions above and below the compact object. A simple
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example of this can be seen below in Figure (8.1). A different configuration was also

used within our simulations where the Cartesian grid was ignored.

Figure 8.1: Figure 1 from Pollney et al. [99], the top plot is a schematic sliced
view of the equatorial plane showing the inner Cartesian grid as well as the
overlapping patches. The lower plot shows the surface grid structure for the
exterior patches, detailing their local coordinate system.

The way the llama module evolves the spacetime and passes information between

patches was not restricted to any particular formulation of the Einstein equations. Each

individual patch could be initialised with any feasible size, placement and coordinate

system, as long as there was enough overlap between neighbouring patches. Each patch

could be further resolved with more mesh refinement, as they were still defined using a

uniformly spaced Cartesian grid.

The majority of the simulations presented here involved a large computational do-

main with a multitude of different length scales. This would traditionally have required

extensive computational resources and time. For accretion disc simulations, Cartesian

grids with AMR were usually used, however, symmetry conditions suggested that the

use of a spherical grid maybe more efficient. The advantage of using spherical grids are
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that they scale linearly with the number of radial points used and thus use less compu-

tational resources. Unfortunately the spherical polar coordinate system made evolution

calculations around the poles exceedingly complicated. Further, once the initial data

had evolved notably far enough, the symmetry conditions broke down and made the use

of spherical grids less accurate.

The llama module was a useful asset, as it allowed for the resolution of the domain

to scale appropriately with the accretion disc simulation. As the radius increased further

away from the compact object, the resolution of the simulation decreased. At the far

distances, the accretion disc did not need to be highly resolved. The results obtained

here were of higher accuracy, but used less computational resources. The spherical grid

implemented using llama also used Cartesian coordinates. Therefore existing numerical

methods could be easily applied or adapted to be used within the multiple patch scheme.

The interior Cartesian grid, was originally required in the early accretion disc sim-

ulations with llama, due to resolution limitations. This allowed for direct comparisons

of results from earlier simulations computed without llama. Without the Cartesian grid,

the inner radius of the spherical patches had to be notably reduced so they included the

compact object. The resolution of these patches also needed to be reduced, otherwise

the patches would overlap with the opposite patches, causing problems.

Similar work with multi-patch domains and accretion discs had been carried out

by other authors in the field, however, they had only used Newtonian techniques not

relativistic ones. Romanova and Kurosawa [104] ran a fully three-dimensional magneto-

hydrodynamical (MHD) simulations with an alternative multi-patch code, which pro-

duced cubed spheres, to model accretion onto stars. Their code was developed to effi-

ciently evolve systems where accretion occurs around a star with a tilted dipole. The

grid they used consisted of six sectors, with the grid in each sector being topologically

equivalent to the grid on a face of a cube.

8.3.1 Coordinate System

The outer patches used in the llama module were defined using a local angular coordinate

system (ρ, σ,R), that mapped out an ‘inflated cube’ structure. These coordinates were

not the same as the standard spherical-polar coordinates and did not align with them.

Each patch also defined local uniform coordinates (u, v, w), which were related to the

global Cartesian coordinates (x, y, z). These in turn could be used to define the global
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angular coordinates (µ, ν, φ);

µ ≡ rotation angle about the x-axis = arctan (y/z) , (8.4a)

ν ≡ rotation angle about the y-axis = arctan (x/z) , (8.4b)

φ ≡ rotation angle about the z-axis = arctan (y/x) . (8.4c)

The angular patches had two unique angular coordinates (ρ, σ) on each patch, that

could then be related to the global angular coordinates. This meant for the positive y

patch shown in yellow in Figure (8.1), the local coordinates could be given as

ρ ≡ µ = arctan (y/z) , (8.5a)

σ ≡ φ = arctan (y/x) , (8.5b)

R = f
(√
r
)
− f (0) , (8.5c)

where coordinates (ρ, σ) varied over the range −π/4 to +π/4. The function f , was

defined as

f (r) = A (r − r0) +B

√
1 + (r − r0)2 /ε, (8.6)

where the parameters A and B define a transition between two resolutions, over a region

with width ε centred on r0. This produced a near constant rescaling of r at small and

large radii.

The other positive patches which were aligned along the x and z axes could be

parametrized by

(ρ, σ) ≡ (ν, φ) , (8.7a)

(ρ, σ) ≡ (µ, ν) . (8.7b)

This choice of local coordinates presented a number of advantages, such that neigh-

bouring patches were aligned in a way that interpolation was done over only one dimen-

sion [115]. The local radial coordinate, R, was defined such that it could stretch with

the global radial coordinate, r =
√
x2 + y2 + z2. This smoothly reduced the resolution

away from the origin. Which was a desirable property due to the reduced number of

interesting features that occur away from the origin.
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The data within each patch was then evaluated with uniformly spaced local Carte-

sian grid points, ui. These points were then transformed to the global Cartesian coor-

dinates, xi, by applying the Jacobian which relates the two systems,

xi = xi (uj) , i, j = 0, 1, 2. (8.8)

The uniform spacing allowed for local derivatives to be calculated from standard

finite differencing techniques using the local coordinates. These could then be trans-

formed to global derivatives within the global frame by using;

∂

∂xi
=

(
∂uj
∂xj

)
∂

∂uj
, (8.9a)

∂2

∂xi∂xj
=

(
∂2uk
∂xi∂xj

)
∂2

∂u2
k

+

(
∂uk∂ul
∂xi∂xj

)
∂2

∂uk∂ul
. (8.9b)

As all data and components were stored within the global frame, it was not nec-

essary to apply any further transformations to transport information between patches.

Other advantages of this method included its simplicity and the ability to easily embed

it within the already existing infrastructure of the Cactus framework.

8.3.2 Interpolation

Each patch, p, was responsible for evaluating the numerical solutions for a region of

spacetime. These patches, however, would overlap with their neighbouring patch, q,

where there would be multiple solutions for the same region. There were three sets

of points defined within a patch, the nominal region, Np, the ghost region, Gp, and

the overlap region, Op. The nominal region contained the points where the numer-

ical solution needed to be calculated. There was no overlap between patches in the

nominal region. The ghost region was a layer of points surrounding a patches nominal

region, whilst overlapping with its neighbouring patches nominal region. This region

was filled by interpolation and its size was determined by the stencil used during the

finite difference calculation. When data was exchanged between patches, it was done

via high-order interpolation for smooth quantities. If there was a discontinuity in the

data, a second-order essentially non-oscillatory (ENO) interpolation method was used

instead.

The overlapping region was required to compensate for any differences in the grid

spacing between patches. It was also useful to avoid using a ghost point from one patch

to interpolate the ghost point for the neighbouring patch. The overlapping points were
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evolved independently of any neighbouring patch, instead of being interpolated. This

could have resulted in equations being solved twice, making the points multi-valued.

This was accounted for, as any information required from these overlapping points was

only available to its own patch.

The llama module used optimised interpolation, which took advantage of centred

stencils being used throughout the nominal and overlap regions. Using lower order

interpolations reduced the number of overlapping points in the overlapping region and

this increased the optimisation of the scheme. Alternatively the ENO operator could

use off-centre stencils according to the local smoothness. If the interpolation technique

then produced a local maximum, a first order scheme was used instead. To maximise

computer efficiency, all possible stencil configurations were stored for each inter-patch

ghost point.

The data in the ghost zones was determined by an interpolation scheme which used

Lagrange polynomials. When considering just one dimension, the Lagrange interpolation

was evaluated from,

Lx[φ](x) =
N∑
i

bi (x)φi, (8.10)

where

bi (x) =
∏
k 6=i

(x− xk)
(xi − xk)

, (8.11)

and the x coordinate was from the ghost region. The φi term consisted of values at grid

points in the interpolation molecule surrounding x. The number of points, N , found

within this molecule set up the interpolation order, while N−1 gave the accuracy order.

The above Lagrange polynomial (8.10) could be used as part of a tensor product to

find the interpolation polynomial along a range of coordinate directions for a system of

d-dimensions.

Lx[φ](x) = Lx1 [φ]
(
x1
)
⊗ · · · ⊗ Lxd [φ]

(
xd
)

=

(
N∑
i

bi
(
x1
)
φi,

)
. . .

 N∑
j

cj

(
xd
)
φj ,

 .

(8.12)

Therefore, there were Nd points for each point in each ghost zone attached to

a patch used during the interpolation process. With the overlapping inflated cubes

described above, the coordinates between two patches could be forced to align locally.

The problem could then be solved using a one dimensional interpolation technique.
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It was noted that any variable defined within the global Cartesian tensor basis,

such as the curvature evolution variables, did not need to be transformed between local

coordinate patches. The evolved conserved variables were defined, however, using local

coordinates. They needed to be transformed between other local coordinate systems

before the interpolation process could occur.

To interpolate to a point where the local coordinates in patch p were known, the

patch containing this point in its nominal region needed to be found. This was achieved

by converting the local coordinate, uip, to the global coordinate basis, xi, and finding

the patch, q, which contained the point in its nominal zone. The global coordinate was

then transformed to patch q’s local coordinate system, aiq.

xi : = local-to-globalp
(
aip
)
, (8.13a)

q : = global-to-patch
(
xi
)
, (8.13b)

aiq : = global-to-localq
(
xi
)
. (8.13c)

The calculations that were being applied to the conserved variables to transform

them from one local basis to another are seen below for the tensor density and 3-

momentum quantities.

D̃q =

∣∣∣∣∣det
∂uip

∂ujq

∣∣∣∣∣ D̃p, (8.14a)

S̃jq =

∣∣∣∣∣det
∂ukp
∂ulq

∣∣∣∣∣ ∂ujq∂uip
S̃ip. (8.14b)

Then the points closest to the interpolation point aqi on patch q could be found

from using the fact that the local coordinate used a uniform grid,

i ∈
{

floor (j + k)

∣∣∣∣j =
x− x0

δx
, k = −n

2
, . . . ,

n

2

}
, (8.15)

where, x0, was the location of the origin in the local grid.

The refinement level which contained this interpolation point and the processor

performing these calculations still needed to be determined. To do this an efficient tree-

search algorithm was used to split the patches and refinement levels into smaller and

smaller regions, till the interpolation point was found. The carpet module actually used

a modified version of this algorithm, where the domain was split independently along

the different dimensions.
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The llama module did all these calculations and stored the above information

when the grid was initially set up, to reduce the time needed during interpolation. If a

mesh refinement grid were to move, then this information would need to be recalculated.

8.3.3 Llama Adaptations

Reisswig et al. [101] expanded on llama’s capabilities by using it to model hydrodynamic

simulations of neutron star coalescence and stellar collapse. They extended the pure

vacuum scheme to include full matter dynamics using the GRHydro module to implement

the use of hydrodynamics. They eventually managed to build the first successful multi-

patch system with AMR that could evolve fluid dynamics coupled to a general relativistic

spacetime. Their changes also improved the Carpet program, maintaining conservation

of mass, energy and fluxes across the refinement boundaries.

GRHydro traditionally used finite volume methods assuming the grid structure fol-

lowed uniform coordinates. Reisswig et al. [101] adapted GRHydro to solve the necessary

Riemann problems within their local frame, which explicitly consist of a uniform grid.

This change resulted in the primitive and conservative variables being considered in the

local coordinate basis instead, however it did not alter anything fundamental within the

code.

More care was needed when coupling the hydrodynamics solver to the metric

solver, as the metric solver computed components in the global frame. This made

the metric solver incompatible with the quantities deduced in the local frame. This

problem was solved by transforming the metric components to the local basis before each

hydrodynamic RHS step. This also required the stress-energy tensor to be computed in

the global basis after each hydrodynamic step, when the primitive variables were known

in the global frame.

Due to the module-like nature of the toolkit, llama was easily installed within

our version of the toolkit. This new module had already passed accuracy benchmark

tests before being released, the tests did not have to be repeated in our system. Llama,

however, was still tested to check whether it had been incorporated correctly within the

toolkit. This was done using simple initial data to begin with. The data used was taken

from a point within a standard accretion disc simulation. The information from this

point was then initialised throughout the domain and the conserved variables were then

calculated throughout. Afterwards simple hydrodynamical (HD) and MHD accretion

disc simulations, using different spacetime metrics, were computed to see if the data

from these setups were initialised correctly.

It was discovered, however, that llama had not been incorporated successfully

straight away. The initial data from the HD accretion disc simulations and all previous
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simulations appeared to be set up correctly. Although, with the introduction of a mag-

netic field, llama appeared to break down. It correctly set up the initial MHD primitive

variables within the Cartesian grid, whilst the outer angular patches were incorrectly

initialised. This implied that the error was a result of the way the angular patches were

initiated differently to the Cartesian patch. This was further tested by applying llama

to an accretion disc with a Schwarzschild black hole at the centre, with an extra layer

of mesh refinement in the Cartesian grid. The positioning of the initial data appeared

to be correct, however the density changed scale by a factor of a 103 between the two

grids. An example of this error can be seen in Figure (8.2).

Figure 8.2: The logarithm of the proper rest-mass density for an accretion disc
around a Schwarzschild black hole, taken at time t = 0.0Rb/c. The maximum
values were coded in red (log ρ = 4.635 × 10−5). Decreasingly smaller values
were coded in yellow, green, bright blue and the minimum values were coded in
dark blue (log ρ = 1.000× 10−10).

Through further testing of the problem, the error was discovered to have originated

within the MHD versions of the primitive to conservative calculations. These functions

used the incorrect coordinates and correspondingly used the wrong spacetime metric,

whilst trying to convert the initial primitive data into conserved variables. Thus any

further calculations or output involving the angular patches would result in erroneous

data.

To fix this error, a procedure was implemented to check if general coordinates

were being used in the current patch. If general coordinates were being used, then the

standard Cartesian spacetime metric was implemented. Alternatively if a specific set of

coordinates were being used, as in the case for the angular patches, a different spacetime

metric was applied corresponding to the correct coordinates. This technique correctly

fixed the error and resulted in the MHD primitive and conservative quantities being

successfully calculated for each patch. This had the additional merit that the initial

data could be successfully evolved. This coordinate checking procedure had already

been applied to the hydrodynamical version of the algorithm by the original authors.

The Einstein Toolkit had since been updated to remove this error from any future

releases.
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A similar problem had been noted within the algorithm that constructed the

accretion disc. As this procedure required Cartesian coordinates, as the initial data for

the disc could only be set if the calculation was computed within the interior Cartesian

grid. Once the initial calculation had been done, the information could then be passed

onto the exterior patches and the disc could be set up correctly. This needed to be

altered to allow for accretion discs to be constructed within the outer patches.

The problem occurred due to the fact that the calculation required information

from a particular point, located at R = rinner, θ = π/2, φ = 0. After converting this

point to Cartesian coordinates, it was then required to be mapped to the numerical

grid, to find the i, j, k coordinates. This process was simple when working with the

inner Cartesian numerical grid as it was uniform, however, for the outer patches the

grid was no longer uniform. Due to this, a new technique was instead applied where the

i-th and j-th coordinates were found to be the middle point in their respective directions

on the outer patch, whilst the k-th coordinate was found to map directly to the radial

coordinate. This was calculated by finding the nearest point in that direction to the

desired radius. With this new technique applied, accretion discs could now be set up in

both the Cartesian patches and outer angular patches.

8.3.4 Validation Results

After correcting the initialisation problem for MHD discussed above (see Section 8.3.3),

we continued trying to validate the llama module to prove that we had implemented it

successfully within the Einstein Toolkit. To do this we implemented continuous and

discontinuous data sets within the llama framework. For these tests, we aimed to use

the same initial parameters and numerical methods as our multi-patch models discussed

in Section (10.3). This meant that the model was evolved using HLLE, PPM and RK3

methods, upto a time of t = 50.

Our first set of continuous data was initialised so that an ambient medium was

set up everywhere and with concentric spheres being placed around the origin, each

of which had the same approximate density to the accretion discs used in our models.

The ambient medium had a value of ρ = 1 × 10−10, whilst the spheres had a value of

ρ = 1.56× 10−5. The velocity was set to v = 0, whilst the magnetic field had a value of

B = 0. The rest of the primitive variables were then calculated using an ideal gas law

equation of state. The grid was set up with an inner radius of r = 5.0, and an outer

radius of r = 100.0. The grid spacing started as dx = 0.25 at the inner edge, but was

then stretched to be dx = 10.0 near the outer edge. The angular separation was set as

dθ = 40.

The evolution of this model can be seen in Figure (8.3). The three concentric

rings in the sliced image reveal that the data was set up correctly, with no new features
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Figure 8.3: The pseudo-colour plot shows the logarithm of the proper rest-mass
density of the first llama validation test. The left plot shows the initial set up,
the right plot shows the end result. The maximum values of the density are
coded in red (ρ = 1.73× 10−5) and the minimum values are coded in dark blue
(ρP = 2.10× 10−8). The domain ranges from r = 5.0 to r = 100.0.

occurring due to the multi-patch set up. As the data evolved over time, the matter

started to disperse both in and outwards into the ambient medium, due to the different

pressure gradients. As this data evolved the data remained spherical, and no new features

could be observed along the patch boundaries, or due to the multi-patch set up. Also,

no new instabilities had occurred along either the inner or outer boundaries, and the

matter within the domain evolved physically as we expected it to. These all suggest

that llama had been successfully incorporated within the Einstein Toolkit.

Further validation testing was then conducted with a different kind of initial data.

This time we conducted a second test with continuous data throughout the medium, but

this time with a magnetic field in the z-direction to perturb the matter. The density

was set to ρ = 1.56 × 10−5, where this is a sample of the accretion disc density used

within our models. The velocity was initialised to be zero, whilst the magnetic field was

set up to be Bz = 9.16× 10−7 in the z-direction only. This value was also sampled from

within our models. The remaining primitive variables were then determined through the

ideal gas equation. The grid was set up with an inner radius of r = 5.0, and an outer

radius of r = 50.0. The grid spacing started as dx = 0.25 at the inner edge, but was

then stretched to be dx = 1.0 near the outer edge. The angular separation was set as

dθ = 40.

The results of this test can then be seen in Figure (8.4), which shows that once

again the initial data was set up correctly over all the patches. As there was no velocity

distribution, the model should have remained stationary over time, however, it was

slightly perturbed by the appearance of a magnetic field quadruple feature near the

origin, where this effect has been amplified by the multi-patch set up. Also noticeable is

another boundary interface that has appeared to have grown halfway into the domain,
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Figure 8.4: The pseudo-colour plot shows the logarithm of the proper rest-mass
density of the second llama validation test. The left plot shows the initial set
up, the right plot shows the end result. The maximum values of the density are
coded in red (ρ = 1.559×10−5) and the minimum values are coded in dark blue
(ρP = 1.558× 10−5). The domain ranges from r = 5.0 to r = 50.0.

resulting in a jump in the density. This affect is thought to be due to the non-spherical

nature of the magnetic field. As the overall density fluctuation is less than 1% of the

original density, this effect is thought not to be a problem in our later simulations, and

can thus be ignored. A small fluctuation in the density across the patch boundaries at

a 45◦ angle can be observed, however as the data remains continuous, this is thought

to be a negligible feature which would not affect the evolution of the matter. As we

expected, no instabilities had formed along either the inner or outer boundaries.

The discontinuous data we tested was initialised to be similar to a shock tube

experiment in 3D. The same initial grid and parameters were used as the previous test.

However, this time the grid was split into a left and right side along the x-axis, where

the boundary was shifted to the right of the inner radius. The data was initialised to be

a simple test, where the primitive variables on the left hand side of the boundary had

the values of ρ = 10.0 × 10−3,v = 0,B = 0. Whilst the right hand side had the values

of ρ = 1.25× 10−3,v = 0,B = 0. Again the pressure and energy density was initialised

through the ideal gas equation.

Figure (8.5) reveals the initial and final plot from our first sample of discontinuous

data. The left plot also shows the mesh structure of how the domain is initialised, where

the patch boundaries occur at 45◦ to the axes. This plot clearly shows that the system

has been successfully split into the two mediums over the six patches. It can be noted

that as the resolution decreases near the outer edges of the domain, the contact between

the two sides becomes less defined and a step in the density can be observed between the

two mediums. This is just a visual artefact from the plotting software. The boundary

between the two interfaces was meant to be straight, however, it varied near the edges

due to how the spherical grid domain was set up.
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Figure 8.5: The pseudo-colour plot shows the logarithm of the proper rest-mass
density of the third llama validation test. The left plot shows the initial set
up, the right plot shows the end result. The maximum values of the density are
coded in red (ρ = 1.51× 10−3) and the minimum values are coded in dark blue
(ρP = 2.27× 10−4). The domain ranges from r = 5.0 to r = 50.0.

As the data evolved the two mediums started mixing together due to the different

pressure gradients, causing the left hand side to become rarefied, and the right hand

side to have a shock wave propagate through it, which respects the physics of a shock

tube problem. The shock wave and rarefaction was expected to propagate across as a

straight line, however due to the non trivial mesh initialised, the rarefaction propagates

slightly differently. There does appear to be a slight numerical issue occurring near the

inner and outer boundaries, where the propagating material has evolved the original

data there, rather than the matter propagating towards the boundary. These features

are not expected to play an important rule in our accretion disc simulations, as we do

not evolve data along the outer boundaries, and matter near the inner boundary would

be stopped by our mask structure. Otherwise no new features were observed to have

arisen due to the multiple patch domain set up, or at the patch boundaries.

Figure (8.6) compares a line read out from the final results above with an exact

solution to this same shock tube problem in 2D. There will be differences due to the

different dimensions used in the tests, and the fact that the multi-patch result had the

boundary shifted away from the origin. The rarefaction, contact, and shock wave can be

observed within both the exact solution and the approximate solution plot. There does

appear to be a slight numerical feature near the inner radius region, where the density

fluctuates slightly. Overall this model followed the expected physical outcome of this

shock tube problem.

The results from our above validation tests indicate that the multi-patch module

llama was successfully incorporated into the Einstein Toolkit, however some new

features still arose due to the new multi-patch system. Small numerical artefacts could be

observed to occur along the patch boundaries, however, the matter remained continuous
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Figure 8.6: The left plot shows the line read out from the final state of the
third llama validation test. The right plot shows the exact solution to the two
dimensional version of this shock tube problem.

across these boundaries, and did not affect the evolution of our test models. Another

feature arose due to the non-spherical nature of the magnetic field implemented. This

resulted in the patches being divided in two, and information across this boundary was

not successfully transferred. However, this only resulted in a minuscule change in density

across the boundary, and was not even noticeable for our later test models where the

initial data is more varied. Overall no new important features were observed along

the inner and outer boundaries, stationary spherical data remained spherical over the

evolution process, and the data continued to follow the laws of physics as it evolved. This

suggests that we should be able to successfully implement llama within our accretion

disc models discussed in Section 10.3.



Chapter 9

Characteristics

To improve on the results obtained in our models, we decided to implement a new nu-

merical method within our framework. The aim of this scheme was to calculate the

renormalised set of right and left eigenvectors for the flux vectors’ Jacobian of the rela-

tivistic MHD equations (see Sections 4.2.1 & 4.4.1). This technique had previously been

described by Antón et al. [6] for relativistic magneto-hydrodynamics (RMHD) equa-

tions, we however attempted to apply this technique to a set of general relativistic MHD

equations (GR-MHD) instead. Using the spectral decomposition of the system, we then

developed a linearised Riemann solver to compute the numerical fluxes so the system

could advance in time. The numerical procedure we developed is thought to be the first

GR-MHD procedure which calculates numerical fluxes from the spectral decomposition

in conserved variables, as well as producing sets of right and left eigenvectors which are

thought to be well defined through degenerate states. Due to the number of calculations

required in this numerical scheme, it was not viewed as very efficient, however, it was

designed to be more accurate.

9.1 Relativistic MHD

To start with, we described a system using the equations for RMHD. These were shown

to follow the conservation law of

∂0q + ∂if
i (q) = 0, (9.1)

where q is the conserved state vector and f i is the flux, with the index i being summed

over the range i = 1, 2, 3. Both these vectors have a total of eight components each and

could be described as

137
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q =


D

Sj

τ

Bk

 , (9.2)

f i =


Dvi

Sjvi + p∗δij − bjBi/W

τvi + p∗vi − b0Bi/W

viBk − vkBi

 . (9.3)

The rest-mass density, momentum density and the total energy density used above

could then be further described when travelling in the j-th direction in the Eulerian frame

as

D = ρW, (9.4)

Sj = ρh∗W 2vj − b0bj , (9.5)

τ = ρh∗W 2 − p∗ − b0b0 −D. (9.6)

The magnetic field four-vector as measured in the comoving frame, bµ, could be

described in terms of the three-vector magnetic field, Bi, and the fluid velocity, vi in

the laboratory frame, as well as the Lorentz factor, W . The three-velocity itself could

be related to the fluid four-velocity, uµ, through the Lorentz factor;

b0 = WB · v, (9.7)

bi =
Bi

W
+ b0vi, (9.8)

uµ = W (1, vx, vy, vz) , (9.9)

W =
1√

1− vivi
. (9.10)

We have continued using the same ideal equation of state throughout this numer-

ical method as was used in the earlier simulations,

p = ρ (γ − 1) ε. (9.11)

Other authors, such as Anile [5], have completed similar work studying the hyper-

bolicity of the RMHD equations. They have done so by using the covariant framework

and have subsequently used a different set of variables. The new set of variables include
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the four-vectors described above, the pressure, p, and the specific entropy, s. These form

a vector with ten components, described by

q̃ =


uµ

bµ

p

s

 . (9.12)

Along with the conserved variables, we have also used the primitive variables.

These were needed to construct the conserved set of variables. The primitive variables

used within our numerical scheme were;

w =


ρ

vi

p

Bi

 . (9.13)

The transformation between the conserved and primitive variables could be com-

pleted using the given functions stored within the Einstein Toolkit. These primitive

variables could also be used to make other variables required throughout, such as the

enthalpy, h, specific enthalpy, h∗, and the total pressure, p∗,

h = 1 +
(γp)

(γ − 1) ρ
, (9.14)

h∗ = 1 +
p

(γ − 1) ρ
+
p

ρ
+
b2

ρ
, (9.15)

p∗ = p+
b2

2
. (9.16)

9.1.1 Wavespeeds

When considering q̃, the system of RMHD equations could be given as a quasi-linear

system which takes the form

Aµq̃;µ = 0. (9.17)

A characteristic hypersurface to the system could then be introduced, φ(xµ) = 0.

This could then be used to obtain the characteristic matrix, Aαφα. The determinant of

this matrix was required to vanish, as φ is a characteristic surface. The result of this

condition produces the simple formula;
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det (Aαφα) = Ea2A2N4 = 0, (9.18)

where

E = ρh+ b2, (9.19)

A = Ea2 − B2, (9.20)

N4 = ρh

(
1

c2
s

− 1

)
a4 −

(
ρh+

b2

c2
s

)
a2G+ B2G, (9.21)

with cs defining the speed of sound. These equations were valid within a general space-

time. To obtain the wave speeds in a flat space-time, a planar wave was considered to

be propagating in our chosen direction along the x-axis, with speed λ. This produced a

four-vector that was normal to the characteristic hypersurface;

φµ = (−λ, 1, 0, 0) . (9.22)

Substituting this four-vector back into the determinant of the characteristic ma-

trix (9.18) produces the characteristic polynomial. The roots of which equate to the

characteristic speed of the planar wave, travelling in the chosen direction along the x-

axis. To obtain the entropic wave speed in this direction from (9.18), the parameter a

was set to zero, resulting in the expression,

λe = vx. (9.23)

The Alfvén waves were subsequently obtained from the relationship A = 0. This

produced two solutions, travelling in different directions either side of the interface,

λa,± =
bx ±

√
Eux

b0 ±
√
EW

. (9.24)

The magnetosonic waves were obtained from four different solutions of the char-

acteristic polynomial. This resulted in two fast and two slow waves, one each side of

the interface. These solutions were not simple though and could only be obtained as

solutions to the quartic equation N4 = 0, where a, B, and G could be described as

functions of λ;

a = W (−λ+ vx) , (9.25)

B = bx − b0λ, (9.26)
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G = 1− λ2. (9.27)

These seven wave speeds could then be shown to follow a specific ordering;

λ−f ≤ λ
−
a ≤ λ−s ≤ λe ≤ λ+

s ≤ λ+
a ≤ λ+

f . (9.28)

It should be noted that the superscript on the Alfvén wave speed does not neces-

sarily correspond to the sign of the square root in (9.24).

9.2 Degeneracies

The RMHD equations used could lead to degeneracies within the eigenvalues. These

could occur under certain conditions detailed by Komissarov [60]. The analysis used

to determine the degeneracies was completed within the fluid frame. The degeneracies

were found to be the same for both the RMHD and MHD equations.

There were two classes of degeneracies found. Type I degeneracies occurred when

the wave was propagating perpendicular to the magnetic field direction. Type II degen-

eracies occurred for waves propagating along the magnetic field direction. There was a

subclass to the Type II degeneracy, here labelled as the Type II’ degeneracy, where the

speed of sound satisfied;

cs ≡
√
b2

E
. (9.29)

The Type I degeneracy condition was satisfied when the entropic, Alfvén and slow

magnetosonic waves all travelled at the same speed,

λ−a = λ−s = λe = λ+
s = λ+

a . (9.30)

This degeneracy could also be interpreted by the condition B = 0 for Alfvén waves

and a = 0 for any entropic waves.

A Type II degeneracy occurred when either the slow or fast magnetosonic waves

travelled at the same speed as the Alfvén wave, of the same class,

λ−f = λ−a or λ−a = λ−s or λ+
s = λ+

a or λ+
s = λ+

f . (9.31)

In the classical case, if one class of the Alfvén wave was degenerate, than the other

class would also be degenerate. This is no longer true in relativity, except for the case
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when the tangential fluid velocity vanishes. This degeneracy could also be parametrised

using the Alfvén wave, when it satisfied the condition,

B2

G+ a2
= b2. (9.32)

Finally, the Type II’ degeneracy occurred when both the slow and fast magne-

tosonic waves were travelling at the same speed as the Alfvén wave of the same class,

λ−f = λ−a = λ−s or λ+
s = λ+

a = λ+
f . (9.33)

9.3 General Relativistic MHD

For simulations involving compact objects, the general relativistic (GR) MHD equations

need to be considered. These were calculated from transforming the RMHD equations

with respect to the spacetime metric. The conservative form of the MHD equations was

then altered to include the new source terms, S, arising from the new geometry;

1√
−g

(
∂
√
γq

∂x0
+
∂
√
−gf i

∂xi

)
= S, (9.34)

where g is the determinant of the spacetime metric and γ is the determinant of the space

part of the metric, g ≡ det(gµν), γ ≡ det(γij). Both satisfy the relationship,

√
−g = α

√
γ. (9.35)

The conserved vector was also transformed to include the effects of the spacetime

metric and reads as

q′ =


√
γD
√
γSj
√
γτ

Bk/√γ

 , (9.36)

whilst some of the primitive variables also needed to be altered by using the lapse and

shift functions in the general relativistic metric;

v′i = vi − βi/α, (9.37)

B′i = Bi − βi/α. (9.38)
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Within General Relativity the four-velocity needed to be more carefully defined

to take into the new fluid velocities and the effects of the metric. This also applied to

the Lorentz factor;

uµ = W

(
1

α
, v′x, v′y, v′z

)
, (9.39)

W =

√
1

1− γijv′iv′j
. (9.40)

9.3.1 Wave speeds

The characteristic wave speeds have also been transformed to be used with the GR-MHD

equations and to match the new geometry. These were recalculated by using the lapse

and shift functions, similar to those used previously;

λ′ = αλ− βx. (9.41)

It could be assumed that the following calculations, used to develop new numer-

ical schemes, have been completed whilst working in a general relativistic frame. To

account for this, the general relativistic versions of the variables have been used from

now onwards;

v′i ⇒ vi, (9.42)

B′i ⇒ Bi, (9.43)

λ′ ⇒ λ. (9.44)

9.4 Renormalised Right Eigenvectors

Once the characteristic matrix had been defined, the right eigenvectors could then sub-

sequently be obtained from the eigenvalue problem;

(Aµφµ) r = 0, (9.45)

These eigenvectors would need to be renormalised due to the degeneracies found

throughout the Alfvén and magnetosonic eigenvectors. They may have become zero or

linearly dependent and no longer form a basis.
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9.4.1 Entropic

Anile [5] simply derived the Entropy eigenvector as

re = (0, 0, 0, 0, 0, 0, 0, 0, 1)T , (9.46)

where T denotes the transpose of the above vector. This eigenvector obviously did not

need to be renormalised.

9.4.2 Alfvén

The Alfvén eigenvector equation could also be derived from Anile [5], but it was not well

defined due to the degeneracies. The degeneracies were removed by explicitly defining

any ratios containing a zero and by reconstructing terms out of non-zero components.

The renormalised Alfvén eigenvector could then be redefined as

ra,± =
(
f1α

µ
1 + f2α

µ
2 ,∓
√
E (f1α

µ
1 + f2α

µ
2 ) , 0, 0

)T
, (9.47)

where the f coefficients were defined as

f1,2 =
g1,2√
g2

1 + g2
2

or
1√
2
, (when g1 = g2 = 0) . (9.48)

Within the above expression, the g terms originated from the original definition

of the Alfvén equation,

g1 =
1

W

(
By +Bx λvy

1− λvx

)
, (9.49)

g2 =
1

W

(
Bz +Bx λvz

1− λvx

)
. (9.50)

The vectors αµ1 and αµ2 were also constructed from terms in the original eigenvector

with alterations to handle the different types of degeneracies,

αµ1 = W (vz, λvz, 0, 1− λvx) , (9.51)

αµ2 = W (vy, λvy, 1− λvx, 0) . (9.52)

Incidentally the tangential magnetic field could be constructed from a linear com-

bination of the α terms,
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bµt = C1α
µ
1 + C2α

µ
2 , (9.53)

where the C1 and C2 coefficients were also made from the g and α terms,

C1 =
g1α

µ
1α2µ + g2α

µ
2α2µ

αµ1α1µα
µ
2α2µ − αµ1α2µα

µ
1α2µ

W (1− λvx) , (9.54)

C2 =
g1α

µ
1α1µ + g1α

µ
1α2µ

αµ1α1µα
µ
2α2µ − αµ1α2µα

µ
1α2µ

W (1− λvx) . (9.55)

9.4.3 Magnetosonic

The renormalised magnetosonic eigenvectors, which take into account different degen-

eracies, were the most complicated set of eigenvectors defined here. To avoid division

by zero, due to the degeneracies, certain expressions have had to be explicitly defined

instead. For Type I degeneracies in the magnetosonic, m, eigenvector, the a and B terms

equate to zero, so instead the ratio between the two was defined as

(
B
a

)
m,±

= ∓

√(
ρh+

b2

c2
s

)
− ρh

(
1

c2
s

− 1

)
a2

G
. (9.56)

For Type II degeneracies, when bµt = (0, 0, 0, 0), the ratio of the tangential magnetic

field and its modulus becomes undefined. It was important then, to define an expression

for this term, as it appeared within the magnetosonic eigenvector. We define it to be

bµt
|bt|

=
(f1α

µ
1α2µ + f2α

µ
2α2µ)αµ1 − (f1α

µ
1α1µ + f2α

µ
1α2µ)αµ2√(

αµ1α1µα
µ
2α2µ − (αµ1α2µ)

2
) (
f2

1α
µ
1α1µ + 2f1f2α

µ
1α2µ + f2

2α
µ
2α2µ

) . (9.57)

Once these two relationships were defined, the magnetosonic eigenvector could

then be simply expressed as

rm,± = (eν , Lν , C, 0)T . (9.58)

This expression contains the four eigenvectors for the slow and fast waves either

side of the interface. The components it was constructed from vary depending on the

proximity of the different magnetosonic eigenvalues to the Alfén eigenvalues. For the

wave that was located nearest to the Alfvén wave, the magnetosonic wave was con-

structed using the following expressions;



146 Chapter 9 Characteristics

eν =
−aC

ρhc2
s (G+ a2)

(φν + auν)−
(
B
a

)
m,±

1

ρh

bµt
|bt|

, (9.59)

Lν = −
(
B
a

)
m,±

Cuν

ρh
−
(

1 +
a2

G

)
bµt
|bt|

, (9.60)

C =
−
(
G+ a2

)
c2
s|bt|

a2 − (G+ a2) c2
s

. (9.61)

For this case, a Type II’ degeneracy would result in the denominator of C (9.61)

disappearing. To resolve this, C was taken to be 0. The remaining two waves that have

wave speeds further away from the Alfvén wave speeds could be denoted using these

expressions instead;

eν =
a (φν + auν)

ρhc2
s (G+ a2)

−
(
B
a

)
m,±

Gbνt
ρh (ρha2 − b2G)

, (9.62)

Lν =

(
B
a

)
m,±

uν

ρh
−
(

1 +
a2

G

)
Gbνt

ρha2 − b2G
, (9.63)

C = −1. (9.64)

To resolve a Type II’ degeneracy within this case, the above equations would be

simplified by considering the following relationship,

bνt
ρha2 − b2G

= 0. (9.65)

9.5 Conserved Variable Form of Eigenvectors

Once all seven of the right eigenvectors had been constructed using the covariant vari-

ables, q̃, it was necessary to transform them so that they were using the conserved

variables, q, instead. It was thus required, that a transformation matrix between the

two sets of variables was constructed.

When a numerical evolution method is applied, only one dimension is considered

at a time, so only a one dimensional system was needed to be considered here. This

simplification meant that the magnetic field in the direction of travel could be ignored,

as ∂Bx/∂t = 0. This reduced the conserved vector to only seven components. Thus it

was the following 7× 10 Jacobian matrix that was used for the transformation between
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variables. The matrix consists of the partial derivatives of the conserved variables with

respect to the covariant variables;

(
∂q

∂q̃

)
=



ρ 0 0 0 0 0

Eux Eut 0 0 −2b0utux − bx 2bxutux − b0

Euy 0 Eut 0 −2b0utuy − by 2bxutuy

Euz 0 0 Eut −2b0utuz − bz 2bxutuz

2Eut − ρ 0 0 0
(
−2
(
ut
)2 − 1

)
b0

(
2
(
ut
)2 − 1

)
bx

by 0 −b0 0 −uy 0

bz 0 0 −b0 −uz 0

0 0 ∂ρ
∂pu

t ∂ρ
∂su

t

2byutux 2bzutux ∂ρh
∂p u

tux ∂ρh
∂s u

tux

2byutuy − b0 2bzutuy ∂ρh
∂p u

tuy ∂ρh
∂s u

tuy

2byutuz 2bzutuz − b0 ∂ρh
∂p u

tuz ∂ρh
∂s u

tuz(
2
(
ut
)2 − 1

)
by

(
2
(
ut
)2 − 1

)
bz ∂ρh

∂p

(
ut
)2 − ∂ρ

∂pu
t − 1 ∂ρh

∂s

(
ut
)2 − ∂ρ

∂su
t

ut 0 0 0

0 ut 0 0


.(9.66)

The same Jacobian could be obtained from Antón et al.’s [6] equation (85). It

was noted that their expression contained a mistake within the transformation of the

total energy density to conserved variables. The components ∂τ
∂p and ∂τ

∂s were missing

the term −∂ρ
∂q̃u

t. This term originated from the rest-mass density component within the

energy density expression and could be seen in the mass density transformation within

the matrix.

The partial derivatives detailed in (9.66) were obtained from the ideal gas law used

and Menikoff and Plohr [75]. They were shown to be explicitly,

∂ρ

∂p
=

ρ

γp
, (9.67)

∂ρh

∂p
=

γ

γ − 1
+

ρ

γp
, (9.68)

∂ρ

∂s
=
∂ρh

∂s
=

(γ − 1) ρ2

γp
. (9.69)
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The new right eigenvectors were then constructed out of the conserved variables,

using the Jacobian matrix detailed in (9.66). They were computed simply by

R =

(
∂q

∂q̃

)
r. (9.70)

The right entropic eigenvector that was used within the numerical scheme was

computed to be;

Re = ut
(
∂ρ

∂s
,
∂ρh

∂s
ux,

∂ρh

∂s
uy,

∂ρh

∂s
uz,

∂ρh

∂s
ut, 0, 0

)T
. (9.71)

The forward and backward moving Alfvén eigenvectors computed were then ex-

pressed as the sum,

Ra,± = f1Va,1,± + f2Va,2,±, (9.72)

where

Va,1,± =



ρuz

2uz
(
Eux ±

√
Ebx
)

Euyuz ±
√
E byuz

E
((
ut
)2

+ (uz)2 − (ux)2
)
±
√
E
(
bzuz + b0ut − bxux

)
2uz

(
Eut ±

√
E b0

)
− uzρ

byuz ±
√
Euyuz

−byuy ∓
√
E
(

1 + (uy)2
)


, (9.73)

Va,2,± = −



ρuy

2uy
(
Eux ±

√
Ebx
)

E
((
ut
)2

+ (uy)2 − (ux)2
)
±
√
E
(
byuy + b0ut − bxux

)
Euyuz ±

√
E bzuy

2uy
(
Eut ±

√
E b0

)
− uyρ

−bzuz ∓
√
E
(

1 + (uz)2
)

bzuy ±
√
Euyuz


, (9.74)
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and the coefficients f1,2 were the same functions defined earlier in equation (9.48).

Finally, the magnetosonic eigenvectors evaluated were represented using the ex-

pressions eν , Lν , and C, described earlier in Section (9.4.3), to produce;

Rm,± =



ρe0 + Cut∂pρ

E
(
uxe0 + utex

)
+ 2utuxbνL

ν − bxL0 − b0Lx + utuxC ∂ρh∂p
E
(
uye0 + utey

)
+ 2utuybνL

ν − byL0 − b0Ly + utuyC ∂ρh∂p
E
(
uze0 + utez

)
+ 2utuzbνL

ν − bzL0 − b0Lz + utuzC ∂ρh∂p
2Eute0 +

(
2
(
ut
)2 − 1

)
bνL

ν − 2b0L0 +
(
∂ρh
∂p

(
ut
)2 − 1

)
C −

(
ρe0 + C ∂ρ∂pu

t
)

bye0 − b0ey − uyL0 + utLy

bze0 − b0ez − uzL0 + utLz


.(9.75)

As before, this eigenvector represents both the forward and backward moving, fast

and slow magnetosonic waves. Depending on which wave was being considered, dictated

which version of eν , Lν , and C was used within equation (9.75).

9.5.1 Left Eigenvectors

It was considered to be simpler to use a library function to numerically invert the renor-

malised right eigenvectors to produce the left eigenvectors, than explicitly calculating

them. Both sets of normalised eigenvectors must satisfy the condition,

LR = I. (9.76)

This unfortunately lead to problems at specific points within the domain, when the

matrix containing the right set of eigenvectors was singular. The inversion technique

was also found to not be robust enough to always invert the matrix when accretion

discs were implemented in the domain. This was due to a large numerical gap between

the components within the matrix. At certain points, the range of values within the

matrix approximately ranged from 10−30 to 1050. This obviously caused problems for

the inversion function.
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9.6 Fail-Safes

When using the characteristic calculation in a numerical scheme, there are numerous

ways this method could fail. If that were to happen then the scheme needs to compensate

for the error. This had been achieved by applying an alternative numerical scheme at

the particular point that fails, as detailed for each scheme below (see Sections 9.7 &

9.8).

The eigenvalue calculation had a chance of failing, if any of the values were de-

termined to be greater than one, or if they did not follow the condition (9.28). The

magnetosonic eigenvalues also have a chance of failing if the root finding library func-

tion were to be unsuccessful.

Due to the extreme nature of most of the variables used in our system, especially

near to the event horizon of a black hole, there was also a chance that the right eigen-

vectors would return with NaNs. The left eigenvectors could also be found not to follow

the condition (9.76), or could just not be calculated due to the singular nature of the

right eigenvectors.

9.7 Modified Marquina Method

Once the characteristic right and left eigenvectors were defined, they could be imple-

mented within a numerical scheme to calculate the fluxes required to update the system

over time. The first such method to implement the new eigenvectors was the modified

Marquina method (see Section 5.5.2).

This method required the numerical pointwise flux to be calculated as normal,

from the conserved variables of the left and right states. Additionally, a new term was

needed resulting from the characteristic eigenvectors of the left and right states.

To calculate this additional flux term, the characteristic variables needed to be de-

termined first. To find these the left eigenvectors were multiplied with the corresponding

conserved variable and then summed together, to produce an array for each eigenvector;

Wi
l,r =

8∑
j=1

Lji(ql,r)q
j
l,r. (9.77)

The set of right eigenvectors were then multiplied by this array and by their

eigenvalues to produce the flux for each conserved variable;

φil,r =
8∑
j=1

Rij(ql,r)λ
j
l,rW

j
l,r. (9.78)
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This process was done twice, once for each of the left and right states. The

difference between the two fluxes was then taken to produce the additional flux term

required for the modified Marquina scheme;

Φi = φil − φir. (9.79)

If the right eigenvector matrix was found to be singular, or if the left eigenvector

could not be calculated, then there would be no left eigenvectors available to be used in

this analytical method. In this instance, the right eigenvectors and conserved variables

were augmented together and transformed to an upper triangular matrix. This process

starts by converting the diagonal elements to one, by multiplying the row by the inverse

of the diagonal element. Afterwards, all components below the diagonal were set to zero.

Then a back substitution method would be applied on the resulting matrix to produce

the Wi
l,r term.

The two numerical pointwise flux terms calculated from the left and right states

were also required. These produced the left flux and right flux terms;

f il,r(ql,r) =



Dl,rv
x

Sxl,rv
x − bxBx

l,r/W +
√
gp∗

Syl,rv
x − byBx

l,r/W

Szl,rv
x − bzBx

l,r/W

τl,rv
x +
√
gp∗

(
vx + βx

α

)
−Bx

l,rB.v

0

By
l,rv

x −Bx
l,rv

y

Bz
l,rv

x −Bx
l,rv

z



. (9.80)

If the sign of the eigenvalue for each eigenvector did not change between the left

and right states, then the system would be solved using a simple Roe solver.

Fi (q) =
1

2

(
f il (ql) + f ir (qr)−Φi

)
. (9.81)

However if the sign did change between the eigenvalues, then a Lax-Friedrichs

method would be applied instead. This would utilise the maximum, λmax, and minimum,

λmin, value of the characteristic eigenvalues,
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Fi (q) =
λmaxf ir (qr)− λminf il (ql) + λmaxλmin

(
qil − qir

)
λmax − λmin

. (9.82)

Due to the extreme and turbulent nature of the simulations used in our studies, it

was still possible for an error to occur within the characteristic calculations. If this was

the case, the system would instead calculate the flux using a standard HLLE scheme.

9.8 Flux Split

The next numerical method to be improved upon with the characteristic eigenvectors,

was the flux splitting method (see Section 5.5.3). This first requires the maximum

characteristic speed, λmax, to be calculated over all space.

From here, the average value of each of the conserved variables with their neigh-

bouring cell was calculated. This average value was then used to determine the char-

acteristic eigenvectors and once again, the numerical pointwise flux terms. The flux

was determined from the characteristic variables, which were found from summing the

product of each conserved variable with the corresponding left eigenvector component,

Wi
c =

8∑
j=1

Lji(q) qj . (9.83)

The characteristic flux was then calculated similarly, from the sum of the product

of the numerical fluxes (9.80) with the corresponding left eigenvectors,

f ic =
8∑
j=1

Lji(q) f i (q) . (9.84)

With these two values known, the characteristic flux split could now be calculated,

f ic,± =
1

2

(
f ic ± λimaxWi

c

)
. (9.85)

The characteristic flux could then be reconstructed from summing the result of

both the upwind and downwind WENO (Weighted Essentially Non Oscillatory) methods

(see Section 5.4.3). The WENO method required generating three estimates of the

reconstructed right interface using the current cell and two of its neighbouring cells in

three different configurations. These three estimates were then weighted and summed

together.
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The upwind WENO5 method is given below, in more detail than in Section (5.4.3)

earlier. The weighting variable is defined here as Wi, which itself is dependent on the

variables α and βi;

β0 = 13/12
(
f ic,+ − 2f i+1

c,+ + f i+2
c,+

)2
+ 1/4

(
3f ic,+ − 4f i+1

c,+ + f i+2
c,+

)2
, (9.86a)

β1 = 13/12
(
f i−1
c,+ − 2f ic,+ + f i+1

c,+

)2
+ 1/4

(
f i−1
c,+ − f i+1

c,+

)2
, (9.86b)

β2 = 13/12
(
f i−2
c,+ − 2f i−1

c,+ + f ic,+
)2

+ 1/4
(
f i−2
c,+ − 4f i−1

c,+ + 3f ic,+
)2
, (9.86c)

α0 =
3

10 (β0 + 10−6)2 , α1 =
6

10 (β1 + 10−6)2 , α2 =
1

10 (β2 + 10−6)2 , (9.87)

Wi =
αi
αtot

, (9.88)

v0+ = 2/6f ic,+ + 5/6f i+1
c,+ − 1/6f i+2

c,+ , (9.89a)

v1+ = −1/6f i−1
c,+ + 5/6f ic,+ + 2/6f i+1

c,+ , (9.89b)

v2+ = 2/6f i−2
c,+ − 7/6f i−1

c,+ + 11/6f ic,+, (9.89c)

Fi
c,− = W0v0+ +W1v1+ +W2v2+. (9.90)

Whilst the downwind WENO5 method is detailed here,

β̃0 = 13/12
(
f ic,− − 2f i+1

c,− + f i+2
c,−
)2

+ 1/4
(
3f ic,− − 4f i+1

c,− + f i+2
c,−
)2
, (9.91a)

β̃1 = 13/12
(
f i−1
c,− − 2f ic,− + f i+1

c,−
)2

+ 1/4
(
f i−1
c,− − f i+1

c,−
)2
, (9.91b)

β̃2 = 13/12
(
f i−2
c,− − 2f i−1

c,− + f ic,−
)2

+ 1/4
(
f i−2
c,− − 4f i−1

c,− + 3f ic,−
)2
, (9.91c)



154 Chapter 9 Characteristics

α̃0 =
3

10 (β0 + 10−6)2 , α̃1 =
6

10 (β1 + 10−6)2 , α̃2 =
1

10 (β2 + 10−6)2 , (9.92)

W̃i =
α̃i
α̃tot

, (9.93)

v0− = 11/6f ic,− − 7/6f i+1
c,− + 2/6f i+2

c,− , (9.94a)

v1− = 2/6f i−1
c,− + 5/6f ic,− − 1/6f i+1

c,− , (9.94b)

v2− = −1/6f i−2
c,− + 5/6f i−1

c,− + 2/6f ic,−, (9.94c)

Fi
c,+ = W̃0v0− + W̃1v1− + W̃2v2−. (9.95)

The results of these two reconstructions could then be summed to produce the

characteristic flux,

Fi
c = Fi

c,+ + Fi
c,−. (9.96)

Once the flux had been reconstructed, the physical flux could finally be determined

by multiplying the reconstructed characteristic fluxes with the right eigenvectors;

Fi (q) =

8∑
j=1

Rij (ql,r) Fc
j . (9.97)

9.8.1 Modified Flux Split Method

The above method details what was needed to apply the characteristic eigenvectors to

the flux splitting method. Once again, due to the extreme and turbulent nature of our

intended simulations, this method was not stable throughout. In response, it was decided

to apply an analytical flux splitting method without the renormalised characteristic

eigenvectors throughout the domain. The characteristic flux split method was then only

used when there was a shock located between two cells.

To begin with, this method must check all the grid points to find which ones

contained a jump in the density. This procedure was also required to be completed for
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each flux direction. The normalised condition, ρs, used to check whether a grid point

was acceptable for the characteristic flux split method could be expressed as

ρs =
max (|ρn − ρn−1|, |ρn − ρn+1|)

ρn
. (9.98)

If this normalised condition was found to be greater than 0.1, then the cell was

labelled as containing a shock. The characteristic flux split method was then applied

to that cell. Otherwise an analytical flux split method was used. If at any stage in the

characteristic flux split method, a point fails due to the problems detailed in Section

(9.6), then the alternative method was used from then on for that point.

This analytical method starts with the calculation of the eigenvalues from the

evaluation of the Jacobian matrix. From there, only the maximum absolute value was

saved for later on;

λ1 = λ2 = λ3 = vi, (9.99)

λ4 =

(1− u) vi +

√
u (1− v2)

(
gii (1− uv2)− (1− u) (vi)2

)
1− uv2

, (9.100)

λ5 =

(1− u) vi −
√
u (1− v2)

(
gii (1− uv2)− (1− u) (vi)2

)
1− uv2

, (9.101)

where

u =
b2

ρ∗
+ c2

s

(
1− b2

ρ∗

)
. (9.102)

The numerical pointwise fluxes (9.80) were still required for this method. The

flux split was then calculated using the pointwise fluxes, the conserved variables and the

maximum value eigenvalue;

f ic,± =
1

2

(
f i (q)± λmaxqi

)
. (9.103)

This was then reconstructed using the same WENO5 up and downwind methods

as detailed above. The result was then combined together to produce the final physical

flux,

Fi = Fc+ + Fc−. (9.104)
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Using the modified characteristic flux split method requires two different numerical

schemes to be used in one computational domain. To reduce the errors obtained in the

reconstruction from applying these two different numerical method, both methods were

applied in the neighbouring cells from the shock. Up to the stencil size away from the

shock, an average value was taken of the two fluxes, which was skewed by the distance

away from the shock.

9.8.2 Validation Results

We applied several different sets of initial data to try and validate the numerical methods

established in this chapter. However, each of our tests produced errors in the flux split

calculation and therefore failed to correctly evolve our data. The results from this

validation process shows that these method are not robust enough to be used for our

simulations discussed in section 10. This method may still be applicable for other data

sets, however we have proven that it may not be stable enough, and will thus incorrectly

evolve the data into NaNs. This unfortunately proves that we were unable to produce a

GR-MHD procedure to calculate numerical fluxes from a set of renormalised right and

left eigenvectors, despite our best efforts.
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Chapter 10

Results

We discussed the different types of simulations we have conducted within the cactus

framework in Chapter 7 and the improvements we have made to the numerical methods

and domain structure in Chapters 8 and 9. Now we present some of the results we have

obtained and for the earlier simulations, the comparison between our results and similar

results obtained by other authors. Results presented here include different initial jet

structure results from the jet environment module. These results where simulated in

flat space and later, around compact objects. Our results from accretion disc problems

are presented using either a dipole or purely poloidal magnetic field structure. Finally,

we present our accretion disc results using the updated torus environment module which

utilises the llama module for multi-patch output. The results presented in this chap-

ter can also be viewed in video form at www.youtube.com/user/SotonThorns. Unless

stated otherwise, all results are in cactus units, which are scale independent. We have

also applied geometric units of G = c = 1. The approximate transformation for the

primitive variables to SI units is given below.

t = 5× 10−6s (10.1a)

ρ = 6× 1020kgm−3 (10.1b)

ε = 1× 109Jkg−1 (10.1c)

p = 7× 1029Nm−2 (10.1d)

|B| = 1× 1021G (10.1e)
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Model η γ dx vb Mb Extra Feature

JH1 0.01 4/3 0.25 0.99 9.97 N/A
JH2 0.01 4/3 0.25 0.99 9.97 Helical
JH3 0.01 4/3 0.25 0.99 9.97 BH, a = 0.0
JH4 0.01 4/3 0.25 0.99 9.97 BH, a = 0.3
JH5 0.01 4/3 0.25 0.99 9.97 BH, a = 0.94

JS1 0.01 5/3 0.25 0.99 41.95 N/A
JS2 0.01 5/3 0.25 0.99 41.95 Helical
JS3 0.01 5/3 0.25 0.99 41.95 BH, a = 0.0
JS4 0.01 5/3 0.25 0.99 41.95 BH, a = 0.3
JS5 0.01 5/3 0.25 0.99 41.95 BH, a = 0.94

Table 10.1: Initial parameters from the jet environment simulations detailed in
section (10.1). In this table, η is the ratio between the beam density and the
ambient medium density; γ is the adiabatic constant; dx is the grid spacing;
vb is the velocity of the beam; Mb is the proper Mach number of the beam.
Finally any extra features are detailed such as the presence of a compact object
and its spin.

10.1 Jet Environment Module Results

10.1.1 Flat Space Results

The jet environment module was originally designed to match the results from Mart́ı

et al. [69] and Aloy et al. [3], who simulated jets evolving through an ambient medium

in flat space. However, there were differences found due to the different numerical

techniques applied and the fact that Aloy et al.’s 3D simulations were non-axisymmetric.

A sample of Mart́ı et al.’s simulations were recreated using the Einstein Toolkit and

can be found in Table 10.1.

The simulations shown in this section were conducted in a three dimensional Carte-

sian grid, but only in the positive quadrant along the x, y, & z axes. This saved on com-

putational resources by taking advantage of reflection symmetries present. The figures

below were taken from a slice through the origin along the y-axis and then reflected, to

show a cross section of the jet. The pseudocolour plots uses a ‘desaturated hot’ colour

to help important features stand out.

For all of the models in this section, a HLLE Riemann solver was used to help

evolve the data. Also used, was a PPM method for the reconstruction process and a

RK3 method to solve the subsequent ODEs. The grid domains applied a spacing of

dx = 0.25. Although, we then applied mesh refinement throughout the domain where

the jet was expected to propagate through.
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Figure 10.1: The logarithm of the proper rest-mass density for the relativistic
hot jet model with added helical velocity (η = 0.01, γ = 4/3, vb = 0.99, and
Mb = 9.97). The domains presented here are 6×6×75.

Top - JH2 from the jet environment module, taken at t = 112.5. The
maximum values are coded in red (ρ = 1.82 × 10−4) and the minimum values
are coded in dark blue (ρ = 9.29× 10−9).

Bottom - C2 from Aloy et al. Figure (1a), taken at t = 150. The maxi-
mum values are coded in white and the minimum values are coded in black
[3].

We managed to reasonably recreate Aloy et al.’s jet model, and a comparison

between their model and ours can be seen in Figure (10.1). Aloy et al.’s model added

a helical velocity perturbation (see Section 7.1.1) to Mart́ı et al.’s hot model, and was

modelled in three dimensions. Our model was labelled JH2, as it added a velocity

perturbation to our hot model, JH1, which is discussed later. The results shown in

Figure (10.1) were obtained from different visualisation software, where each used a

different colour table this makes it hard to compare each plot directly, although, the

overall structure of the jet can still be compared. Aloy et al.’s computational domain

was twice as fine as our domain. The time evolution of the density can be seen in Figure

(A.6), whilst the end result from the primitive variables can be seen in Figure (A.5).

The non-axisymmetric effects are seen in the results from the jet environment

module, but to a lesser extent than Aloy et al.’s results. This is due to the difference

in the scaling applied to both of the models. Our jet had also managed to travel a lot

further than Aloy et al.’s and had reached the end of the domain in less time. This is

thought to be due to the different ways the timings were calculated between the two

models. The helical rotation was more noticeable in the Lorentz factor and internal

energy density, where the internal structure could be more closely observed.

Our jet environment module result of Mart́ı et al.’s hot model, can be seen in

Figure (10.2). This hot model, JH1, used an ideal equation of state with an adiabatic

constant of γ = 4/3 and has an initial jet velocity of vb = 0.99. The Newtonian and

proper Mach number of the jet are given as Mb = 1.72, Mb = 9.97. The initial density
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Figure 10.2: The logarithm of the proper rest-mass density for the relativistic
hot jet model, JH1 (η = 0.01, γ = 4/3, vb = 0.99, and Mb = 9.97). The results
are taken at t = 43.75. The maximum values are coded in red (ρ = 1.82× 10−4)
and the minimum values are coded in dark blue (ρ = 1.23× 10−8). The domain
presented here is 7×7×50.

ratio between the two mediums was initialised as η = 0.01. The model was evolved to a

time of t = 100.

The result from Mart́ı et al. unfortunately differs notably from the result produced

by the jet environment module. The two results produce such different results due to

their initialisation. Mart́ı et al.’s domain was only in two dimensions and used cylindrical

symmetries, in contrast to our model, which was in three dimensions and used Cartesian

reflection symmetries along the axis of propagation. This resulted in Mart́ı et al. using

a different set of hydrodynamic equations to evolve the data, compared to our evolution

methods. Also, our computational domain was five times coarser than the one used by

Mart́ı et al.

The results from the jet environment module showed the beam starting to spread

outwards as soon as it had entered the medium. The maximum pressure was concen-

trated at the front of the jet as it propagated through the medium, whilst the velocity

was concentrated at the centre of the jet travelling forwards. The internal energy den-

sity produced no significant contribution to the cocoon structure, instead it revealed the

finer details of the internal structure of the jet. The time evolution of the density can

be seen in Figure (A.2), whilst the end result from the primitive variables can be seen

in Figure (A.1). As expected, JH1 and JH2 shared very similar structures, where slight

differences were found at the edges of the internal structure due to the helical velocity.

Figure (10.2) shows our jet environment module result of Mart́ı et al.’s highly

supersonic model, JS1. This model still consisted of a jet with an initial velocity of

vb = 0.99 and an initial density ratio of η = 0.01. This model, however, used an

adiabatic constant of γ = 5/3 instead and a Newtonian and proper Mach number of

Mb = 6.0, Mb = 41.95. As before, our computational domain was five times coarser

than Mart́ı et al.’s results. The time evolution of the density can be seen in Figure (A.4),

whilst the end result from the primitive variables can be seen in Figure (A.3).
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Figure 10.3: The logarithm of the proper rest-mass density for the relativistic
highly supersonic jet model, JS1 (η = 0.01, γ = 5/3, vb = 0.99, and Mb =
41.95). Results taken at t = 68.75. The maximum values are coded in red (ρ =
1.16× 10−4) and the minimum values are coded in dark blue (ρ = 3.17× 10−8).
The domain presented here is 7×7×50.

The results produced by the jet environment module for this model were more

similar to Mart́ı et al.’s results than JH1. The differences between the two models could

still be explained due to the differences in our domain and the fact that Mart́ı et al. used

cylindrical symmetries. Both jets have a thick cocoon encasing a turbulent internal

structure. This structure was caused by material flowing backwards and interacting

with the forward travelling matter, causing shocks to occur. Due to the scaling of our

density results, it was harder to distinguish the internal structure of our jet compared

to Mart́ı et al. Although, the internal energy density revealed the finer structure of the

interior turbulence of the jet. Once again, the maximum pressure was located at the

head of the jet, however, compared to JH1, the supersonic model had a higher pressure

within the jet’s internal structure.

Lastly we present our highly supersonic model with the helical velocity perturba-

tion, JS2, in Figure (10.4). This model was obtained by adding the velocity perturbation

to our previous model JS1. The grid structure and mesh refinement placement remained

the same for JS2. The time evolution of the density can be seen in Figure (A.6), whilst

the end result from the primitive variables can be seen in Figure (A.5). This model

cannot be compared with an Aloy et al.’s model, as they never used a highly supersonic

model in their work.

The non-axisymmetric effects were much more distinct for JS2 as the internal

structure was more prominent for the highly supersonic model. Despite being a different

model, our jet had managed to travel further than Aloy et al.’s hot model within the

same time. The cocoon structure of JS1 and JS2 was very similar near the front of

the jet, however, the internal structure became noticeably different due to the helical

velocity. Once again, the helical rotation was more noticeable in the Lorentz factor and

internal energy density, where the internal structure can be more closely seen.
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Figure 10.4: The logarithm of the proper rest-mass density for the relativistic
highly supersonic jet model with added helical velocity (η = 0.01, γ = 5/3, vb =
0.99, andMb = 41.95). Results were taken at time, t = 112.5, with the domain
presented here being 6×6×75. The maximum values are coded in red (ρ =
1.17× 10−4) and the minimum values are coded in dark blue (ρ = 1.93× 10−8).

10.1.2 Miscellaneous flat space results

Different shaped nozzles were introduced to the system to produce different jet structures

from the hot model initial parameters. The open trapezium nozzle produced similar re-

sults to the original hot model result but with the jet structure displaced away from the

origin. The closed trapezium, however, funnelled the jet matter through such a small

opening, that the matter just spread out spherically. The matter was also considerably

slowed down, so the structure did not travel far away from the nozzle. The thin cylin-

drical opening in the nozzle produced a different result as well. Here the matter had a

wide enough opening that the matter could still travel forward with sufficient enough

speed, however, the matter still dispersed sideways after the opening. This left a block

like structure for the jet with minor internal structure.

An attempt to simulate transient jets, using the hot model parameters, was carried

out where a second jet was already positioned in the grid. In this simulation the second

jet decelerated so that its initial velocity was halved within three time steps and so did

not propagate far into the medium. The second jet results in a bulb like shape with a

small amount of internal structure. The first jet had the usual hot model structure of a

high density cocoon with a simple internal structure. After a while the two jets collided

and interacted with each other. The cocoons combined together, where the internal

structure of the first jet had a higher velocity and erased the internal structure of the

second jet. The new big jet then continued to propagate forward, where the remains of

the second jet was forced backward, creating more turbulence in the internal structure.

A different multiple jet simulation was carried out using the hot model where the

initial jet properties were turned on and off repeatedly. In this simulation the jet started

evolving as normal, but after 10 time steps, the matter at the origin was reset to become

ambient. This left a hole in the jet structure, which was slowly filled in from the first jet

as the matter spread backwards. When the jet turned back on again, the new material

quickly spread out in the already existing jet structure. This resulted in a thick cocoon

slowly spreading out from the origin, where the internal structure was only prominent

when new material was injected into the system.
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10.1.3 Curved Space Results

The next set of simulations we carried out were in a curved spacetime due to the presence

of a black hole at the origin, with mass of M = 1M�, as shown in Figure (10.5). Three

variations of the hot model were tested, with three different spin values. We started

with a non-rotating Schwarzschild black hole, JH3 and then we added a low spin value

of 0.3 to get the model JH4. The computational domain originally could not handle

faster spin values, as it was not robust enough. After the latest updates were applied

to the toolkit however, the computational domain could withstand much higher spins

and so model JH5 was created with a Kerr black hole with a spin of 0.94. Once again,

all of the models in this section used a HLLE Riemann solver to evolve the data, a PPM

method for the reconstruction process and a RK3 method to solve the subsequent ODEs.

The grid structure and mesh refinement used for these three models remained the same

as the previous models conducted in flat space. The time evolution of the density for

models JH3 and JH5 can be seen in the Figures (A.8 & A.10). The end result of the

primitive variables for JH3 and JH5 can then be seen in Figures (A.7 & A.9).

It is possible to see a similar jet structure between models JH1 and JH3, however,

the presence of the black hole resulted in the ambient medium and the jet structure being

pulled back towards the origin. The faster the black hole was spinning, the quicker the

jet structure was pulled back and the less the jet propagated into the medium. The

cocoon structure was also affected by the black hole, which resulted in the cocoon being

thickest near the origin. It was also noted that the faster the spin, the thicker the

cocoon became near the black hole. The spin of the black hole was noted to have a

minor affect on the primitive variables and consequently the internal structure. The

gravitational affect of the black hole on the jet could be minimised by increasing the

radius of the mask used to contain the black hole and by increasing the length of the

initial jet structure. For these models the mask for the black hole extended out to a

radius of 5, whilst the jet initially extended out to a length of 10.

Variations of the initial data from Mart́ı et al. were also tested to make sure the

affect of the black hole could still be seen and that a jet structure was able to fully form.

Higher velocities and Lorentz factor would allow the jet to travel forward enough to form

stable structures. The use of these was decided against, as it would make the model

differ too much from the other hot models and so make it not viable for comparison. It

was noted that despite the black hole, the jet still forms a dense and thick cocoon, with

some thin internal structure.

For the rotating black hole cases, it is possible to see that the numerical methods

had to reset part of the domain during the course of the simulation. This occurred

because at some point the evolved data dropped below the floor density (see Section

7.3), which caused the numerical methods to reset the point. This is why the minimum

density value for JH4 and JH5 is much lower than JH3.
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Figure 10.5: The logarithm of the proper rest-mass density from the relativistic
hot jet model (η = 0.01, γ = 4/3,Wb = 7.09, and Mb = 9.97). Results from
the jet environment module, with a domain size of 12×12×75. All results were
taken at time, t = 100.

Top - JH3, black hole with spin of 0.0. The maximum values are coded
in red (ρ = 3.91 × 10−4) and the minimum values are coded in dark blue
(ρ = 6.81× 10−8).

Middle - JH4, black hole with spin of 0.3. The maximum values are
coded in red (ρ = 3.91× 10−4) and the minimum values are coded in dark blue
(ρ = 1.00× 10−10).

Bottom - JH5, black hole with spin of 0.94. The maximum values are
coded in red (ρ = 3.86× 10−4) and the minimum values are coded in dark blue
(ρ = 1.00× 10−10).

Complementary simulations were then carried out using the highly supersonic

parameters instead. These models, JS3, JS4 and JS5, contained black holes with spin

values of 0, 0.3 and 0.94, can be seen in Figure (10.6). The mask for the black hole

remained extended out to a radius of 5, whilst the jet remained extended out to a length

of 10. These simulations were a lot more turbulent than the hot model variations and

were not able to propagate far in the original Toolkit version. The results presented

here were obtained after the Toolkit was updated and similar to JH4 and JH5, the

floor method had been applied to reset parts of the domain. It is still possible to see in

the JS5 model how spurious matter started to accumulate near the black hole mask.
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Figure 10.6: The logarithm of the proper rest-mass density from the relativistic
highly supersonic jet model (η = 0.01, γ = 5/3, vb = 0.99, and Mb = 41.95).
Results from the jet environment module, with a domain size of 12×12×75.
All results were taken at time, t = 100.

Top - JS3, black hole with spin of 0.0. The maximum values are coded
in red (ρ = 3.38 × 10−4) and the minimum values are coded in dark blue
(ρ = 1.00× 10−10).

Middle - JS4, black hole with spin of 0.3. The maximum values are coded
in red (ρ = 3.56 × 10−4) and the minimum values are coded in dark blue
(ρ = 1.00× 10−10).

Bottom - JS5, black hole with spin of 0.94. The maximum values are
coded in red (log ρ = 3.27 × 10−4) and the minimum values are coded in dark
blue (ρ = 1.00× 10−10).

Similar to the previous models, the black holes can be seen to be responsible for

restricting the development of jet, where this effect was more pronounced for faster

spin values. It is also possible to see how the ambient medium was still gravitationally

attracted back towards the origin. For these three models the affect of the black hole

on the internal structure was much more prominent than before. The three different

models have vastly different internal structures, depending on how far the material had

managed to get before being attracted back towards the black hole. This resulted in

the backflow being restricted to nearer the central column of matter. The thick cocoon
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structure remained approximately the same for the three different models, where the

cocoon remained the densest near the black hole.

10.1.4 Adaptive Mesh Results

The results of the error measurement found using the AMR curvature measurement

module (see Section 8.2.1), can be seen in Figure (10.7). The error measurement here

had been applied to the density of the highly supersonic model [69].

Figure 10.7: The logarithm of the error measurements from the relativistic
highly supersonic jet model (η = 0.01, γ = 5/3,Wb = 7.09, and Mb = 41.95),
taken at t = 70.5. The maximum values are coded in red (Ei = 2.29× 103) and
the minimum values are coded in dark blue (Ei = 1.00× 10−5). The domain is
of size 12×12×60.

This error calculation could then be used in conjunction with the density and the

lapse function. The error result could then be scaled together with the other variables

to produce a result that could be checked in carpet to see where the fine grids should

be activated within the coarse grid. This algorithm could then be used to improve the

precision of the AMR placements. Unfortunately this module was not fully compatible

with the visualisation software used to display our simulations, where it was not always

possible to see the results of the calculation.

Further problems occurred when trying to implement the AMR module to track

the position of the jet. The procedure described in Section 8.2.1 was developed to ef-

ficiently activate new layers of mesh refinement based on the velocity of the jet within

certain regions of the grid. Unfortunately the new layers would not activate immedi-

ately. NaNs were therefore produced, as the original position of the data was lost after the

regridding process. This new module was also found to not be able to produce multiple

layers of refinement correctly. It was for this reason work on this module was discontin-

ued, as more accurate results could be obtained without it, at the cost of computational

efficiency. Instead later simulations were conducted with the use of the IRIDIS cluster,

where computational efficiency was less important.
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10.1.5 Summary of Jet Environment Results

Through completing all of the jet environment module simulations, it was possible to

see that the numerical methods we had applied had worked successfully. In the results

shown above, we have managed to evolve a variety of initial conditions to a desired end

time. We have also managed to take into account general relativistic effects from the

presence of a black hole. This proved that the EinsteinToolkit and the modules we

had developed, were capable of dealing with our requirements and that it was the correct

tool to be used throughout our project. We also managed to duplicate jet results from

other authors, with reasonable accuracy, revealing that our models did in fact evolve the

way they were expected to.

10.2 Torus Environment Module Results

The simulations produced by the torus environment module consisted of a compact

object at the centre surrounded by an accretion disc, with a magnetic field located

within the medium. The models presented here can be subdivided into two categories,

the early models and the newest models. The early models contained the first sets of

results obtained using the torus environment module, when the module was much less

refined. The results presented here were more likely to contain numerical errors, or to be

less scientifically accurate. The newest models were obtained at the end of this project

after the module had been adapted for multi-patch output and where the initial data

had been improved upon. Each of these two categories could then be subdivided again

depending on whether the model contained either a dipole or purely poloidal magnetic

field configuration.

The early models with a dipole field were the most rudimentary models presented

in this section. They still included a low density funnel emerging from the compact

object. This was originally an aspect from the jet environment module and was later

discarded as it was found to be superfluous. For these models, the disc was initialised

in a less precise way, that did not guarantee the desired disc shape between different

simulations. This can be seen in the results below. The ambient medium in these models

also used an adiabatic constant that was different to the one used by the neutron star.

This may have lead to numerical difficulties.

Later simulations removed the funnel attribute and altered the way the disc was

initialised, to keep it uniform between different simulations (see Section 7.2.1). The

adiabatic index was also set to match the one used within our neutron star model, even

for our black hole simulations.

Approximately half of our simulations applied a dipole magnetic field throughout

the entire domain. This field originated from the compact object and then spread out
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to penetrate the accretion disc. The other half of our simulations used a purely poloidal

magnetic field configuration instead. This field was limited to be initialised only within

the accretion disc. The configuration for both of these fields can be found in Section

(7.2.2).

Model CO γ dx rin rout r∗ l M∗ a∗ |B| tFinal Outflow?

eTD1 BH 4/3 2.0 21 N/A 1.5 N/A 1.00 0.00 1012 2000 x
eTD2 NS 4/3 2.0 21 N/A 5.0 N/A 1.29 0.00 1015 2000 x
eTD3 NS 4/3 2.0 32 N/A 12.0 N/A 1.29 0.28 1015 2000 x

eTP1 BH 2.0 2.0 6 44 1.5 4.84 1.00 0.00 1015 490 x
eTP2 NS 2.0 2.0 6 44 5.0 6.21 1.29 0.00 1015 410 X
eTP3 BH 2.0 1.0 6 44 1.5 4.84 1.00 0.00 1015 374 X
eTP4 NS 2.0 1.0 6 44 5.0 6.21 1.29 0.00 1015 160 x
eTP5 NS 2.0 1.0 6 44 5.0 6.21 1.29 0.13 1015 136 x

nTD1 BH 2.0 1.0 10 65 1.5 5.22 1.00 0.00 1015 500 X
nTD2 BH 2.0 1.0 10 65 1.5 4.95 1.00 0.91 1015 500 x
nTD3 NS 2.0 1.0 12.9 65 5.0 6.75 1.29 0.00 1015 500 X
nTD4 NS 2.0 1.0 12.9 65 5.0 6.77 1.29 0.13 1015 500 X

nTP1 BH 2.0 1.0 10 65 1.5 5.22 1.00 0.00 1015 500 x
nTP2 BH 2.0 1.0 10 65 1.5 4.95 1.00 0.91 1015 500 x
nTP3 NS 2.0 1.0 12.9 65 5.0 6.75 1.29 0.00 1015 500 x
nTP4 NS 2.0 1.0 12.9 65 5.0 6.77 1.29 0.13 1015 500 x

Table 10.2: Initial parameters from the early and newest torus environment
simulations as detailed in section (10.2). The table contains information on
the type of compact object present, along with its radius, r∗, mass, M∗, spin,
a∗ as well as the systems adiabatic constant, γ. The accretion discs’ inner
and outer radii along with their angular momentum, l, are presented in the
table. The magnitude of the magnetic field, |B|, is given for both the dipole
and poloidal configurations. It also includes the grid spacing of the domain, dx.
Early simulations were attempted to reach a time of t = 2000, whilst newest
simulations were terminated at t = 500. Some early simulations ended earlier
due to numerical difficulties. Their final time is given above.

The simulations shown in this section were conducted in a three dimensional Carte-

sian grid, but only for positive values in the z direction. This saved on computational

resources by taking advantage of reflection symmetries present. The figures below were

taken from a slice through the origin along the y-axis, to show a cross section of the

accretion disc and star. The pseudocolour plots used a ‘desaturated hot’ colour to help

important features stand out. The figures have then been post processed to remove

the ambient medium from them, resetting it to a white background. This was done to

greater emphasize the features found in the simulations, and to help distinguish both
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the magnetic field lines and the velocity vectors from the background. Table 10.2 details

the initial parameters for each of the models presented here, and whether they produced

an outflow or not.

10.2.1 Early Dipole Magnetic Field Results

Figure 10.8: The expected flow of matter from the accretion disc towards a
compact object with a dipole magnetic field.

A sketch of how the early poloidal magnetic field models were expected to evolve

can be seen in Figure (10.8). As can be seen in the diagram the dipole magnetic field

originates from the compact object and can then be seen to pierce the accretion disc. The

disc is then expected to accrete a small amount of matter directly towards the compact

object. Although, we also expect some matter to propagate along the magnetic field
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lines to accrete directly onto the compact object. This accreted matter is then expected

to accumulate all around the compact object, as it can not pass through the crust of the

neutron star. Eventually this accumulated matter should escape along the poles, aided

by the magnetic field structure, but it first has to travel through the inflowing matter,

which is also being aided by the magnetic field.

10.2.1.1 eTD1

The first model analysed here consisted of a Schwarzschild black hole with a dipole

magnetic field, eTD1. The black hole had a mass of M = 1M� and a spin of a = 0, whilst

the magnetic field had a magnitude of |B| = 1012G. The black hole was constrained

using a mask with radius r = 1.5. A rectangular grid domain, with a grid spacing of

dx = 2.0, was initialised to contain the accretion disc. A layer of mesh refinement was

then added around the black hole. An ideal fluid equation of state (EOS) was used

with an adiabatic constant of γ = 4/3. The accretion disc itself was constructed to

have an inner radius of rin = 21, however, as the module was less sophisticated this was

not correctly initialised. Instead the disc had an inner radius of rin = 19 and an outer

radius of rout = 45. A HLLE Riemann solver was used to help evolve the data, whilst

a PPM method was used for the reconstruction process and RK3 was used to solve the

subsequent ODE. This model was evolved to a time of t = 2000.

As this simulation evolved over time, the outer layers of the accretion disc were

initially ripped off and pulled into the black hole. Around a time of t = 150, the excess

accumulated matter started to be pushed away from the star along the equatorial plane

towards the disc. By t = 300, a consequentially dense structure had formed vertically

above the black hole containing all the matter pulled in from the outer layers of the

disc. At t = 1000 this column of matter slowly started to recede back into the compact

object as it had not gained enough velocity to escape. Thus no outflow was formed and

no matter managed to escape from the system in this model. The overall torus shape

of the disc remained constant throughout the entire simulation and just fluctuated as it

shed a small percentage of its matter. The evolution of the density and velocity for this

simulation can be seen in Figure (A.29), whilst Figure (A.30) reveals the evolution of

the magnetic field.

The magnetic field was present throughout the entire domain, piercing the accre-

tion disc. The field was devoid along the z-axis, which lead to a similar funnel structure

in the model. The magnitude of the magnetic field at the initial stage was strongly

centralised at the origin. As it evolved in time, it spread further out along matching the

flow of matter. The field was strong along the flow of matter inwards and where the

central column of matter forms, but it was strongest along the equatorial plane within

the accretion disc. By the end of the simulation, the streamlines appeared turbulent,
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but they had not formed a collimated field along the z-axis and so no outflow could be

launched.

10.2.1.2 eTD2

The next model, eTD2, was simulated using a neutron star at the centre with a stronger

dipole magnetic field, |B| = 1015G. The grid was of the same structure as before and

still implemented an ideal gas EOS with γ = 4/3. Again the inner radius was set to

rin = 21, but due to the different spacetime, the disc had parameters of rin = 20 and

rout = 39. The neutron star itself, had a mass of M = 1.29M�. The same numerical

techniques, HLLE, PPM and RK3, were applied to the system to evolve the model in

time.

It should be noted that the accretion disc was noticeably smaller and less dense

than the one generated in the previous model. Initially as this simulation evolved, the

outer layers of the neutron star collapsed to rest on top of the compact object mask.

This was acceptable, as we assumed that this small amount of mass had a negligible

effect on the interior of the neutron star. At the earlier time of t = 50, compared to the

previous model, the outer layers of the accretion disc were pulled towards the neutron

star. Then at t = 200, the matter started to get pushed along the equatorial plane

towards the disc. By the time, t = 300, the funnel structure and the radially decreasing

density in the ambient medium had started to lose its structure. By t = 500, all of the

ambient medium structure had been pulled into the neutron star. This wasn’t noticed

in the Schwarzschild case, eTD1, as the inward flow of material dominated over the

ambient medium effects. At t = 600 the central column of matter from the accretion

disc had formed above the neutron star, but had dissipated again by t = 1000. From

then on the model just fluctuated as more matter flowed into the star, whilst the disc

spread out along the equatorial plane. The time evolution of the density and velocity

can be seen in Figure (A.31), whilst the time evolution of the magnetic field can be seen

in Figure (A.32).

Once again, the magnetic field was initialised everywhere. This time, however, the

funnel structure was much more noticeable. The magnitude of the magnetic field was

still the strongest at the origin. As the magnetic field evolved it increased in strength

radially outwards. Some of the field lines did spread out, as they were frozen in with the

matter flowing into the star. Other field lines condensed along the equatorial plane, as

the disc spread out along the plane. By the end of the simulation, there did not appear

to be any collimation of field lines along the axis, so no outflow could be launched.
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10.2.1.3 eTD3

The last early simulation that used a dipole field was eTD3. This simulation had a

rotating neutron star at the origin and kept the same strength magnetic field. The grid

domain was increased a bit to compensate for the larger volume of the disc, whilst an

extra layer of mesh refinement was applied to give more accuracy to the events occurring

around the neutron star. The rotating neutron star used here had the same mass as

the previous neutron star model, but was now given a rotation of 100Hz. In the same

dimensionless units of black hole spin, this became a = 0.28. As the neutron star was

rotating, its shape was more oblate and had a larger radius. This forced the accretion

disc to be initialised further back, with radii rin = 27 and rout = 52. The same numerical

techniques were applied to the system again.

Once again, the outer layer of the neutron star fell towards the compact object,

although, to a lesser extent this time, as the mask was increased in size. The outer layers

of the accretion disc starting coming off at t = 100 and the equatorial plane matter was

pushed away at t = 200, whilst the ambient medium structure had disappeared by

t = 300. After t = 300, a larger than normal central column of matter started to

form above the neutron star. By t = 500, this matter had started to radially disperse

away from the star. This matter could not entirely be classified as a jet, as it was not

collimated, however it does demonstrate the potential to possible launch an outflow.

This suggested that the dipole field was either not strong enough, or was of the wrong

structure. By t = 700 this matter had fully dispersed and from that point on more

matter started to accumulate above the star. This new matter never reached a high

enough density or velocity to escape from the star again. The results of the density and

velocity can be viewed in Figure (A.33), while the magnetic field results can be seen in

Figure (A.34).

The magnetic field in the rotating neutron star case was initially the same as

the previous case, as the rotation of the star did not affect the initial setup. The field

was strongest at the origin again and then later the field followed the flow of matter.

This resulted in the magnetic field building up with the matter that dispersed away at

t = 500. But again after this point the magnetic field stayed within the accretion disc.

This simulation had been the closest to get the magnetic field to collimate, but the field

did not keep its structure for long.

10.2.2 Early Poloidal Magnetic Field Results

For the next sample of simulations, the magnetic field instead had a purely poloidal

configuration which was only initialised within the accretion disc itself (see Section 7.2.2).

The initial data for the neutron stars did include a magnetic component, however, as

this was stored within the compact object mask, it was never evolved and did not affect
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the system. The density funnel was also removed from the following simulations and the

accretion disc was set up in a more precise way. The rotating neutron star model used

within our simulations was also altered to have the same size radius as the non-rotating

neutron star, whilst still rotating at a frequency of 100Hz. The accretion disc for the

early poloidal models have the same configuration in each model, rin = 6 and rout = 44.

The density scales per model vary considerably, due to the presence or lack of neutron

star at the origin. As the numerical techniques used previously proved to be reliable,

RK3, PPM and HLLE were used for the following models unless otherwise stated.

Figure 10.9: The expected flow of matter from the accretion disc with a poloidal
magnetic field towards a compact object.

Figure (10.9) is a sketch of how the early poloidal magnetic field models were

expected to evolve. In them, it is possible to see that the magnetic field is initially

expected to be constrained by the accretion disc, and that there is no magnetic field
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interacting with the compact object. As the accretion disc evolves, we expect it to

accrete along the horizontal plane towards the compact object. The magnetic field is

also expected to start to grow outside of the accretion disc, dragging some matter along

with it, as it should be frozen into the field lines. The accreted matter is then expected to

be forced to escape along the poles of the compact object, as it should not be constrained

to stay accumulated on the compact object.

10.2.2.1 eTP1

The first model studied here, eTP1, consisted of a Schwarzschild black hole of mass

1.00M�, constricted by a mask with radius 1.5. The inner and outer radii of the disc was

chosen to match similar work in the literature. This resulted in the angular momentum

becoming l = 4.84, as calculated by the improved torus environment module. There was

still a magnetic field of |B| = 1015G and the adiabatic constant remained at γ = 2.0.

It was noted that to make the simulation more stable, the EOS should remain constant

throughout the different fluid components. It was for this reason the adiabatic constant

was changed to match the one provided by our neutron star initial data, γ = 2.0. The

grid was of the same size as the last set of simulations, however, now without any mesh

refinement. Unfortunately the velocity output for this model was corrupted, so instead

the time evolution of a side by side plot of the density and Lorentz factor is presented

in Figure (A.35).

As the model evolved, the outer layers of the disc were pulled into the star, forming

a central column of matter. The radially dispersed ambient medium started to infall at

a time of t = 150 and its structure had disappeared entirely by t = 300. At the same

time the central column of matter had built up enough and started to launch. Although,

this matter was not collimated enough and radially dispersed instead of launching a jet.

This disrupted the inflow of matter along the accretion disc, which could be seen at

t = 400. The simulation was terminated at t = 490, as the numerical techniques pro-

duced erroneous data points, which could not be converted from conserved to primitive

variables, resulting in NaNs. There were no discernible features in the Lorentz plot, as

it was strongest around the black hole and remained like that for the duration of the

simulation. A faint change in Lorentz factor was noticeable where the ambient medium

collapsed and where the central column of matter formed.

The magnetic field evolution can be seen in Figure (A.36), where the field could

be seen to disperse through the ambient medium as soon as the model started to evolve.

The majority of the field stayed confined within the accretion disc and the inflowing

material. Complicated field loops occurred near the compact object as the inflowing

matter and field lines interacted with the field lines already present near the star. The

funnel characteristic could still be seen, but the majority of the magnetic field strength

remained near the disc.
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10.2.2.2 eTP2

The next simulation, eTP2, was of a neutron star with an accretion disc. This disc had

an angular momentum of l = 4.84 and a magnetic field of |B| = 1015G. The accretion

disc properties were previously chosen to match similar work in the literature, however,

this placed the disc exceedingly close to the neutron star which had a radius of rNS = 5.0.

The adiabatic constant remained as γ = 2.0, to match the neutron star now present in

our model. The grid spacing also remained as dx = 2.0. The time evolution of the

density and velocity can be seen in Figure (10.10). This figure reveals many physical

effects occurring during the accretion process as well as some numerical and boundary

effects that have occurred during the evolution process. These boundary effects are

thought to be purely a result of numerical artefacts near the edge of the domain. They

are not thought to have a qualitative affect on the dynamics of the outflow process.

As eTP2 evolved it was possible to see in the first frame the ambient medium

start to accelerate towards the neutron star at the centre due the stars gravitational

force. This ambient medium was only present due to the numerical techniques inability

to deal with a vacuum. It was also possible to see matter be ripped off from the outer

layers of the accretion disc and propagate towards the neutron star, along the expanded

field lines, as we expected from Figure (10.9). Due to the proximity of the disc towards

the star, some matter accreted directly onto the neutron star after travelling along the

horizontal plane.

In the second frame the inward velocity of the ambient medium and accreting

matter had increased, whilst the disc had also grown in volume slightly. Also noticeable

was a small backflow of material occurring along the top edge of the disc. This material

then refuelled the matter accreting via the magnetic field lines.

By the third frame numerical oscillations induced a shock at the top of the domain

in the ambient medium. This then started to spread out radially, disrupting the inflowing

ambient medium. However the velocity of the undisturbed accreting matter remained

the same, and the disc had slightly grown again.

At the next stage the numerical shock had propagated further inwards, but had

yet to disrupt the inflowing matter. Two more numerical shocks could also be observed

in the corners of the simulation. It is thought these occurred due to poor boundary

conditions. The matter which had accreted onto the neutron star directly along the

horizontal plane had, by this point, accumulated enough to cover most of the neutron

star. This matter could not escape to anywhere, due to the presence of the mask

structure stopping matter from evolving onto the star.
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Time Evolution of Model eTP2

Figure 10.10: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a neutron
star with an accretion disc (γ = 2.0, rin = 6.00, rout = 44.0,M = 1.29M�, a =
0.00, |B| = 1015G). Results from the torus environment code, taken from t = 40,
at intervals of t = 40 up to t = 400. The maximum values of the density are
coded in red (ρ = 2.11× 10−3), and the minimum values are coded in dark blue
(ρ = 1.00× 10−10). The velocity has a maximum value of 0.628. The domain is
of size 100×100×50.
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At the halfway point of the simulation a fourth numerical shock could be seen

to have occurred by the edge of the disc and simulation. The three other shocks had

continued to propagate inwards, but the ambient medium and accreting matter contin-

ued to accrete onto the neutron star. In the wake of the numerical shocks, the ambient

medium reset to having zero velocity, and became stationary again.

By t = 240 the majority of the ambient medium had been disrupted by the

numerical shocks, and had reset to stationary matter. This led to a thin strip of matter

waiting to accrete onto the neutron star by following the magnetic field lines into the

star. The disc by this stage had also appeared to become stationary.

The next stage revealed a collimated outflow of matter escaping past the inflowing

matter along the z-axis. This matter was now free to propagate into a stationary ambient

medium, and had enough velocity to escape the neutron stars gravitational pull. Note

that some of the outflow can be seen to diverge away from the central column and join

back with the rest of the inflowing accreting matter, refuelling the accretion process.

The following step revealed that the outflow had propagated further away from the

neutron star, and had increased in velocity, whilst the accreting matter had diminished

in volume. This was because the majority of it had already accreted onto the neutron

star.

The outflow had propagated further along the z-axis by t = 360, however, more

matter from the outflow started to diverge away from the central column and start a

new cycle of accretion onto the neutron star. Most of the original accretion matter had

accreted by this stage. Whilst the ambient medium remained stationary and unper-

turbed.

By the final stage the outflow had propagated significantly away from the neutron

star in a collimated formation. This outflow formation had a velocity of v = 0.63, and

could be the precursor to a jet forming. This shows that this model had the capability

to produce jets from neutron stars. Some matter from the outflow could still be seen to

diverge away from the central flow and accrete back onto the neutron star. A disruption

in the ambient medium, ahead of the outflow, had also occurred at this stage, where it

was possible to see a small amount of matter collimating into a secondary outflow ahead

of the previous one, escaping along the magnetic pole of the neutron star. After this

stage the simulation failed due to a numerical error. Increased resolution simulations

were then trialled, however, these failed at earlier stages.

Within these simulations the magnetic field was initialised solely within the disc

and neutron star. As the disc field evolved, it started to spread out across the entire

domain and had covered all of it by t = 40. This configuration still left a funnel along

the z-axis void of the magnetic field, which was more prominent compared to the last

model. The streamlines could be seen to escape the accretion disc along the layers of
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matter accreted onto the star. When the ambient medium started to collapse, there

was no noticeable difference in the magnetic field to begin with. Though later on it was

noted that the magnetic field decreased in strength and started to recede along with the

medium. When the flow started to escape, there was a strong magnetic field frozen in

along with it. The time evolution of the magnetic field can be seen in Figure (A.11).

10.2.2.3 eTP3

To improve the accuracy and to take advantage of the computational efficiency provided,

the following models were acquired using the IRIDIS cluster. The next model consid-

ered was eTP3, which used the same initial parameters for the astrophysical structures

and numerical techniques as eTP1. This time the grid spacing was halved, dx = 1.0,

creating a higher resolution domain. When these models were initiated, the latest ver-

sion of Carpet was not functioning properly, so extra layers of mesh refinement were

not used. This model was the longest running simulation out of this subset of models.

The evolution of the density and velocity plot can be seen in Figure (10.11). Once

again, the boundary effects generated over the evolution of this model are not thought

to qualitatively affect the outflow procedure.

Initially eTP3 started the same as eTP1, however, the higher resolution allowed

for more definition around the inner radius of the accretion disc. Within the first frame

of eTP3s evolution, it was possible to see the ambient medium start to accrete towards

the black hole at the centre, although to a lesser extant than the previous model, eTP2.

This was probably due to the fact that the black hole occupied less space than the

neutron star in the previous model. The outer layers of the accretion disc had also

started to propagate away from the central density distribution of the disc. As the black

hole had no associated velocity to disrupt the scaling of the figure, it is easier to see the

rotational velocity of the disc. The component of rotational velocity of the disc, seen in

this sliced image, was directing matter in the disc away from the black hole. Again due

to the proximity of the disc towards the origin, some matter had already reached the

black hole after travelling along the horizontal plane by this stage.

In the second frame the matter which had accreted via the outer layers of the

accretion disc became more prominent than the previous frame, though still small in

comparison to eTP2. This matter also remained much closer to the accretion disc than

the accreting matter in the previous model. Also the matter which had accreted along

the horizontal plane had now completely covered the black hole, and could not escape

into the black hole due to the mask structure. The inflowing ambient medium’s velocity

had also started to increase by this point.
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Time Evolution of Model eTP3

Figure 10.11: The pseudo-colour plot shows the logarithm of the proper
rest-mass density, whilst the vectors show the direction of the velocity for a
Schwarzschild black hole with an accretion disc (γ = 2.0, rin = 6.00, rout =
44.0,M = 1.00M�, a = 0, |B| = 1015G). Results from the torus environment
code, taken from t = 10, at intervals of t = 40 up to t = 370. The maximum
values of the density are coded in red (ρ = 7.56 × 10−5), and the minimum
values are coded in dark blue (ρ = 2.73× 10−10). The velocity has a maximum
value of 0.843. The domain is of size 100×100×50.
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By the third frame the disc can be seen to have travelled nearer to the black hole

at the centre. The outer layer accretion material had also started to accumulate into

two columns of matter above the black hole. The ambient medium had also noticeably

start to propagate inwards. The rotational velocity of the disc remained the strongest

velocity component of the simulation in this frame. Unlike eTP2, no numerical shocks

had occurred by this stage, suggesting this model to be more stable.

By t = 130 the two columns of matter accumulating above the black hole merged

into one central column. The gap between the accretion disc and the inflowing matter

had also increased, leaving a low density area between the two. This gap was larger than

the gap found in eTP2, probably due to the stronger gravitational effects of the black

hole. The disc continued to rotate, and the ambient medium continued to fall inwards

as well. It should also be noted that the accretion disc had remained approximately the

same size and shape as it did to begin with. Where as for eTP2, the disc had propagated

much closer to the compact object at the centre by this stage.

At the halfway stage of the simulation, the central column of accreted matter

continued to grow in size, along with the gap between the disc and the inflowing matter.

More matter from the disc can also be seen to have joined the accretion flow into the

black hole. The corners of the domain grid can now be seen to have grown in density.

This is thought to be a numerical artefact that was the cause of the shocks found in

eTP2, however this model appears to be much more stable. This matter soon started

to be gravitationally attracted to the black hole and accelerate towards it. In contrast

to the previous model, the ambient medium appears to be accreting at a much slower

pace than before. This may have something to do with the fact that the black hole here

is a considered a point, compared to the neutron star having a finite radius.

In the next frame it is possible to see that, once again, the central column of

matter had increased in volume, along with the amount of matter inflowing in from the

accretion disc. The corner matter can also be seen to have grown in size, and had started

to propagate inwards. The ambient medium continued to propagate towards the black

hole, unlike the previous model at this stage, but that is thought to just be a numerical

effect. Otherwise, very little had changed within the simulation.

By t = 250 most of the ambient medium had now propagate inwards to reach the

inflowing matter from the accretion disc. This ambient medium and accreting matter

had by now produced a high density area at the centre of the domain grid. Although,

in eTP2 this matter had by this point travelled nearer to the compact object involved.

This may be due to the larger velocity of the inflowing material.

In the following frame it is possible to see that the accreting matter had also

increased in density after it had mixed with the infalling ambient medium. The central

column of matter that had accumulated above the black hole was now half the height
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of the accretion disc itself. However, in eTP2 this central column had already started

to escape the gravitational pull of the neutron star by this frame.

In the penultimate frame the central column of matter can be observed to have

launched away from the black hole in the form of a collimated outflow. It is unclear what

was the catalyst to launch this outflow, and whether it was a numerical instability that

caused it. It also appears that this outflow disrupted the inflowing material and dragged

along some matter in its wake. The difference between this model and the previous one,

highlight that in the neutron star case, the outflow had a larger velocity and volume,

allowing it to expand further into the medium.

By the final frame the outflow had propagated further into the medium, dividing

the inflowing matter into two once again. This matter stayed collimated as it propagated,

however, the simulation failed soon after due to numerical error. The presence of this

outflow demonstrates that this model has the potential to launch jets at a later stage in

its evolution.

Overall both eTP2 and eTP3 show approximately the same process of matter

accreting onto a compact object to then later be launched as an outflow. However, in

the black hole case, this process appears to work on a much slower time scale. This is

thought to be due to the fact that the black hole is relatively further away from the

disc and medium in comparison to the neutron star case. The gravitational effect of the

black hole is also thought to be the reason why the outflow does not propagate further

into the medium by the end of the simulation.

As for the magnetic field strength, it once again extended radially outwards away

from the disc, where the strength of the magnetic field started to accumulate around

the black hole. The turbulent magnetic field loops seen in eTP1, could now be seen on

both the inner and outer edges of the accretion disc. These streamlines did not appear

to collimate along the z-axis. Instead they just stayed frozen in with the flow of matter.

The end result of the magnetic field configuration can be seen in Figure (A.12).

10.2.2.4 eTP4

The second model from IRIDIS, eTP4, used the same domain, numerical techniques and

initial parameters as previously, but this time incorporated a neutron star at the origin.

This model was identical to eTP2, but with a higher resolution and computed using the

IRIDIS cluster.

The usual stage of events occurred within this model, similar to previous models.

The matter started to accumulate onto the neutron star, where two different bulges could

soon be noticed at t = 40. These bulges combined by t = 60 to start forming the central

column of matter, which immediately started to extend along the z-axis. Regrettably



184 Chapter 10 Results

this matter was still not collimated strongly enough to form a stable outflow. At t = 100

the ambient medium started to fall in from the outer edges of the domain. This appeared

to be due to numerical oscillations causing shocks to occur, which radially spread out

away from the edges. At the same time a shock appeared to originate from the neutron

star which spread outwards disrupting the central column of matter and the accretion

inflow. The simulation failed around t = 160 due to the strong shocks disrupting the

matter. This model can be seen in Figure (A.37).

Like the previous models, once evolution had begun, the magnetic field started

to spread radially outwards, whilst the strength of the field accumulated around the

neutron star. The streamlines were once again frozen in with the matter and followed

the inflowing material. At around t = 48, the streamlines collimate around the z-axis,

but they soon spread out radially instead of launching any matter. The disruption of

the ambient medium also affected the magnetic field strength, where shock structures

could be seen in the magnitude of the magnetic field. The evolution of the magnetic

field can be seen in Figure (A.38).

10.2.2.5 eTP5

The last model to be tested in this sub category was a rotating neutron star model,

eTP5, which had the same resolution as eTP3 and eTP4. This model used the same

accretion disc and EOS parameters as the previous model and had the same mass for

the neutron star. Different initial data for the rotating neutron star was used this time

so that it remained rotating at a frequency of 100Hz, but with a smaller radius to match

the non-rotating neutron star. This resulted in the star having a spin of a = 0.13 using

the dimensionless black hole spin units.

This time the initial setup more closely resembled the other non-rotating neutron

star simulations. Due to the flooring method resetting a point in the domain, the ambient

medium had a different scale compared to the previous models. Otherwise this system

acted in an identical way as the previous model, eTP4. Incidentally the ambient medium

this time started to decay at the earlier time of t = 70, with the shocks appearing at

t = 100. The simulation only evolved till a time of t = 136 this time. This evolution

can be seen in Figure (A.39).

Again the magnetic field appeared to act in a similar way to eTP4. This time

however, turbulent magnetic field loops appeared to form on the outer edge of the

accretion disc. These loops started to disappear just before the field started to collimate

along the z-axis. It was the ambient medium that once again disrupted the magnetic

field, that eventually caused the simulation to end. The magnetic field evolution can be

seen in Figure (A.40).
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10.2.3 Newest Dipole Magnetic Field Results

The following results were obtained near the end of the project after the code structure

and initial data had been refined for the multi-patch output. Numerical instabilities were

noticed to be a big problem for the ambient medium in both our previous results and

for our initial multi-patch results. To counter this we removed the radially dependent

component from the ambient medium. This was to ensure the ambient medium was more

stable and fluctuated less. The initial data was also edited to help keep the ambient

medium stable. Previously if a point’s density dropped below the minimum floor density

ρf = 1.00×10−10, then the flooring method would reset that point to have zero velocity

and a density of ρf . This value was found to be too low in comparison to our ambient

medium density and so any erroneous point that got reset quickly spread outwards. This

needed to be corrected for by increasing the floor density to ρf = 2.10 × 10−8 and by

increasing the tolerance to be δρf = 1%. This permitted the ambient medium to correct

itself if the point only just dropped below the floor density, whilst ensuring seriously

erroneous points were still reset.

Other changes that had been applied included making the code structure more

robust. All modules designed and implemented in Section (7) were reviewed and stream-

lined. This made them more efficient as erroneous and surplus commands were removed.

Efficient error checking methods were also applied so that any problems were reported

detailing what had gone wrong and where.

The disc structure for the newer torus models was also altered to generate a bigger

disc. The inner radius was altered to be rin = 10.0M , so that the inner disc was far

enough away from the compact object, whilst also compensating for its size. The outer

radius was also extended to rout = 65.0. The use of the perturbation velocity on the

accretion disc was tested out prior to developing these models. It was, however, found

out to be unnecessary as it accelerated the disc into the compact object too quickly,

disrupting the entire disc structure.

An example of the initial data used for the new dipole models can be seen in Figure

(10.12). This figure shows the initial data for the rest-mass density, magnetic field,

internal energy density and Lorentz factor for the rotating neutron star model, nTD4.

It was obvious that the ambient medium was different and the accretion disc was larger

compared to the early dipole models. The disc structure remained an acceptable distance

away from the compact object for all of the newer dipole models, which suggested that

more reliable results would be produced compared to the earlier models. The internal

energy density could be seen to be located throughout the majority of the disc, whilst

the Lorentz factor had a constant low value out to the edge of the disc. The dipole

magnetic field could be seen to spread out from the origin towards the disc, but again

the strength of the magnetic field was concentrated at the origin.
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Figure 10.12: The pseudo-colour plot shows the logarithm of the initial data
for a rotating neutron star with a dipole magnetic field and accretion disc.
(γ = 2.0, rin = 12.9, rout = 65,M = 1M�, a = 0.13, |B| = 1015G). Top left
shows the rest-mass density; top right, the magnetic field configuration; bottom
left, the internal energy density; bottom right, the Lorentz factor. The domain
is of size 140×140×50. The maximum values of the density are coded in red
(ρ = 2.11 × 10−3, |B| = 7.21 × 10−6, ε = 0.157,W = 1.22, |v| = 0.990976),
whilst the minimum values are coded in dark blue (ρ = 2.10× 10−8, B = 1.00×
10−10, ε = 1.68× 10−15).

All the results obtained in this section were once again achieved by using a HLLE

Riemann solver to evolve the data, a PPM method for reconstruction and a RK3 method

to solve the subsequent ODEs. All models were evolved to a time of t = 500 and the

four different dipole models are detailed in Table 10.2.

10.2.3.1 nTD1

The first model considered, nTD1, from the set of new dipole models contained a

Schwarzschild black hole, with mass M = 1.00M� and was constrained with a mask

with radius r = 1.5. The accretion disc used the values mentioned above and had an

angular momentum of l = 5.22. The domain size was increased compared to previous

models to compensate for the bigger disc, but the grid spacing remained at dx = 1.0.

The adiabatic constant also remained at γ = 2.0 for all of the newer models, to match the

adiabatic constant used by our neutron star model. Lastly the magnetic field employed

had a magnitude of |B| = 1015G, in a dipole configuration around the black hole.

The results from this model differ considerably compared to the early dipole mod-

els. Instead of the outer layers of the disc being pulled away, the entire disc started

to travel inwards, flattening itself as it propagated. By t = 50 the accretion disc had

been pulled into the compact object, along with some of the ambient medium, which

had started to fall in. At around t = 100, there was a significant contribution to the

velocity along the z-axis, signifying a possible precursor to a jet. At the same time the

matter inflowing towards the disc collided with the opposite side of the disc, leaving the
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matter to only travel along the z-axis afterwards. At t = 190, there was a flow of matter

seen to start escaping from the black hole, with a notably strong velocity component.

Unfortunately this matter when released from the black hole faded into the ambient

medium, with no clear structure forming. Despite there being no clear structure, this

released matter maintained a strong velocity component along the z-axis, till the end of

the simulation. This outflow material pushed some of the ambient medium away from

the z-axis, forcing this inflow material to meet with the accretion disc. This then lead

to a build up of matter along the outer edges of the accretion disc, on the way towards

the black hole. At t = 450, the outflow material could be seen to start to split into two

separate beams, this was believed to be due to the effect of the magnetic field. This

evolution can be seen in Figure (A.13).

10.2.3.2 nTD2

The next model to be considered, nTD2, used a Kerr black hole, with mass M = 1.00M�

and spin a = 0.91. This black hole was also constrained using a mask with radius

r = 1.5. The accretion disc remained the same as before, except it now had an angular

momentum of l = 4.95. Otherwise all other properties for this model remained the same

as the previous model.

There was no comparable model for nTD2 from the early dipole results, however,

the rotation of the black hole lead to considerably different results to the Schwarzschild

case in nTD1. To begin with the two models were similar, as by t = 50 the matter

inflowing from the accretion disc reached the black hole. Again around t = 100, the

model showed the first signs of forming an outflow with the matter being pushed above

the black hole with a strong velocity component. Although, by t = 170 it was noticeable

that the matter being launched from the black hole was avoiding the z-axis and began to

diverge away from it. By t = 230, this out flowing material formed a structure adjacent

to the edge of the accretion disc, propelling matter into the corners of the domain. This

structure was kept more coherent than the previous model, but still dispersed into the

ambient medium at the end and maintained a strong velocity. At around t = 330, some

of the ambient medium between the two outflow structures was accelerated along with

them. The remaining ambient medium between the outflows was then accelerated back

towards the black hole, to fill the void left by the outflows. By the end of the simulation

the accretion disc had been deformed significantly due to the outflows. It is unclear why

the rotation of the black hole caused such a change in our results. The evolution of this

model can be viewed in Figure (A.14).
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10.2.3.3 nTD3

The third dipole model, nTD3, contained a neutron star instead, that had a mass of

M = 1.29M� and radius rNS = 5.0. The accretion disc’s inner radius remained as 10M ,

but obviously due to the mass of the compact object being larger, the inner radius was

forced further back. The angular momentum of the disc was calculated to be l = 6.75.

The domain size and other properties were kept the same as the black hole models

from beforehand. nTD3 can be compared with eTD2, however, the accretion disc and

adiabatic constant used was significantly different.

The velocity profile for nTD3 is comparable to eTD2, however, the density struc-

ture of the accretion disc acted slightly differently. To start with the neutron star

collapsed down onto the neutron star mask, whilst the accretion disc was pulled inwards

towards the neutron star and reached it by t = 60. At around t = 130, a small velocity

component could be seen to direct the matter up along the z-axis. This velocity was

hard to notice due to the inflowing ambient medium. The medium was travelling at

a lower velocity compared to the outflow material, but the outflow was less defined in

comparison. At around t = 170, the out flowing material could be seen to be split into

two flows, adjacent to the accretion disc, similar to nTD2. As this was happening, the

inflow of the ambient medium was strongest directly along the z-axis. Around t = 270,

some matter was seen to attempt to escape outwards along the z-axis, but most of this

was forced back by the ambient medium. The accretion disc became seriously deformed

around t = 340, due to the outflows being pushed away from the z-axis and a backflow

of matter originating from the neutron star. By the end of the simulation, the disc had

been entirely deformed and was travelling away from the neutron star. A small outflow

structure could be potential seen at t = 470, when the central outflow had reached a ve-

locity powerful enough to escape through the inflowing ambient medium. Unfortunately

there was no strongly defined density structure attached to it. It is possible that this

model could have the capability to launch a jet at a later stage though. The evolution

of this model can be viewed in Figure (A.15).

10.2.3.4 nTD4

The final dipole model, nTD4, used our rotating neutron star model, with a mass of

M = 1.29M�, spin a = 0.13 and radius rNS = 5.0. The model used the same accretion

disc as the previous model, but this time with an angular momentum of l = 6.77.

Otherwise all other features remained the same as the other new dipole models. The

precursor to this model was eTD3, however, despite the earlier model being similar in

style, had vastly different properties. The two models have different rotating neutron

stars, accretion discs and used different adiabatic constants for the domain.
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The results from nTD4 differ from eTD3 in both density and velocity this time.

Although, the addition of the spin on the neutron star to the model did not affect our

results significantly and so our results were very similar to nTD3. The density and

the velocity behave the same as the previous model and inflows reaching the neutron

star at t = 60. The outflow velocity at t = 130, still occurred, but was much more

hidden by the inflowing material. Again some material was pushed along the outer

edges of the accretion disc, which became noticeable at t = 170. More material tried

to escape the black hole around t = 270, but was stopped by the inflowing material.

In comparison to nTD3, the outflow travelled less distance before the ambient medium

managed to disrupt it. As this was happening the accretion disc began to deform due to

the different directions the inflow, outflow and backflow were forcing the disc to go. But

again another small outflow structure started to form near the end of the simulation,

after it could escape past the inflowing ambient medium. This outflow velocity was

more constrained than previously, and it still did not have a strong density component

attached to it. The evolution of this model can be viewed in Figure (A.16).

10.2.4 Newest Poloidal Magnetic Field Results

The following results were also obtained near the end of the project with the improved

code structure. This time, however, a purely poloidal magnetic field was placed within

the accretion disc, similar to the early poloidal models. Otherwise the models presented

here were identical to the new dipole models. They share the same ambient medium

properties, domain size and accretion disc structure. They also both take advantage of

the refined code structure and edited floor model. Once again, the models applied a

HLLE Riemann solver to evolve the data, a PPM method for the reconstruction and a

RK3 method to solve the subsequent ODEs. All models were evolved to t = 500. The

details of the four different models tested can be found in Table 10.2.

Figure (10.13) shows a breakdown of the initial data for the new poloidal models.

The image contains an example of the rest-mass density, magnetic field, internal energy

density and Lorentz factor for our rotating neutron star model, nTP4. Only the magnetic

field configuration had changed, which did not affect the other variables presented here

and so Figure (10.13) matches Figure (10.12). The new magnetic field configuration can

be seen here, where there was a high magnitude of magnetic energy stored throughout

the disc. This field got weaker nearer the equatorial plane though. The streamlines

traced out a similar arc, but were solely constrained to be within the accretion disc

this time, where the magnetic field was at its strongest. The magnetic field within the

neutron star could be ignored as it was not evolved along with the rest of the simulation.
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Figure 10.13: The pseudo-colour plot shows the logarithm of the initial data
for a rotating neutron star with a purely poloidal magnetic field and accretion
disc. (γ = 2.0, rin = 12.9, rout = 65,M = 1M�, a = 0.13, |B| = 1015G). Top
left shows the rest-mass density; top right, the magnetic field configuration;
bottom left, the internal energy density; bottom right, the Lorentz factor. The
domain is of size 140×140×50. The maximum values of the density are coded
in red (ρ = 2.11×10−3, |B| = 9.69×10−5, ε = 0.122,W = 1.22, |v| = 0.990976),
whilst the minimum values are coded in dark blue (ρ = 2.10× 10−8, B = 1.00×
10−10, ε = 2.51× 10−15).

10.2.4.1 nTP1

The first model considered, nTP1, from the set of new poloidal models contained a

Schwarzschild black hole, with mass M = 1.00M� and was constrained by a mask with

radius r = 1.5. The accretion disc used the values mentioned above and had an angular

momentum of l = 5.22. The domain size was the same as the dipole models, with a

grid spacing of dx = 1.0. The adiabatic constant remained at γ = 2.0 for all of the

newer models, to match the adiabatic constant used by our neutron star model. Lastly

the magnetic field employed had a magnitude of |B| = 1015G, in a purely poloidal

configuration within the accretion disc. This model can be compared with eTP3, which

also used a Schwarzschild black hole with a poloidal field and a grid spacing of dx = 1.0,

although the two models used different accretion disc configurations.

Despite the change in the magnetic field configuration, the results from nTP1 were

practically identical to nTD1. The velocity was reduced in speed by only 0.1%, whilst

the density scale remained the same between the two models. It is possible to see the

evolution of the magnetic field for both models in Figure (A.41). From here it was

possible to see that the streamlines of the magnetic field looked similar, however, the

distribution of the magnetic field was different per model. nTP1 was observed to have a

peak magnetic field thirty times stronger than nTD1. For nTD1, the magnetic field was

seen to be concentrated at the origin, where the streamlines could clump together as the

model evolved. By t = 170, the streamlines have got as close to the z-axis as possible and

started to spread out along it. They then soon started to collapse towards the equatorial

plane. At the same time a portion of the magnetic field was propelled along the z-axis.
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This part of the field could be said to be frozen into the outflow being ejected at the

same time. For nTP1, the magnetic field remained within the accretion disc, whilst some

of the streamlines spread out just outside the disc. As the field evolved, the peak of the

magnetic field travelled towards the origin and became more concentrated. Even for the

different magnetic field configuration it was possible to see the frozen in magnetic field

with the outflow at t = 200. This seems to show that the magnetic field configuration

did not have a strong effect on the jet formation process for a Schwarzschild black hole.

10.2.4.2 nTP2

The next model we tested was nTP2, which held a Kerr black hole at the origin, with

mass M = 1.00M� and spin a = 0.91. This black hole was constrained using a mask

with radius r = 1.5. The accretion disc remained the same as before, except it now

had an angular momentum of l = 4.95. Otherwise all other properties for this model

remained the same as the previous model.

Again, there was no change in our results between nTP1 and nTD1, except for

an erroneous point occurring near the origin at the end of the simulation. This point

would have eventually disrupted the entire simulation causing it to be terminated. Our

results for nTP1, ignore this point and the effect it had on the scaling of our data. This

time the velocity had increased in speed by 0.1%, whilst the density scale remained the

same between the two models. The evolution of the magnetic field for both models can

be seen in Figure (A.42), which shows that the poloidal field was fifty times stronger

than the dipole model. nTD2 is similar to the previous model, where the peak of the

magnetic field was concentrated at the origin. When the field lines started to converge

at the origin, they avoided the z-axis and so two different peaks were formed. The field

lines remained frozen in with the matter, as it went through its outflow process and

could be seen escaping along with the matter. This time the streamlines did not start

to collapse onto the equatorial plane. As for nTP2, the magnetic field evolved similar to

the previous poloidal model. The field stayed frozen in with the accretion disc and then

with the two outflows, that propagated away from the black hole. The field lines also

show evidence of turbulence around the outflows and disc through turbulent field loops.

This once again showed that the magnetic field configuration did not seem to have a

strong effect on the jet formation process for a black hole, even if it was spinning.

10.2.4.3 nTP3

The third purely poloidal model, nTP3, used our neutron star model instead. This star

had a mass of M = 1.29M� and radius rNS = 5.0. The accretion disc’s inner radius

remained at 10M , which converted to being rin = 12.9 for the neutron star case. The

angular momentum of the disc though was found to be l = 6.75. The domain size
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and other properties were kept the same as the other new dipole and poloidal models

mentioned earlier. nTP3 can be compared with eTP4, however, the accretion disc used

in both models differ from each other.

For nTP3 the density structure remained the same as nTD3, however, the distribu-

tion of the velocity was slightly different between the two models. This time the velocity

had dropped in speed by 6.2% and this could be noticed in how far the outflow’s velocity

distribution had propagated in the medium. The evolution of the magnetic field distri-

bution for both models can also be observed in Figure (A.43). This figure reveals that

nTP3 had a peak magnetic field one order of magnitude stronger than nTD3. The dipole

model evolved similarly to the other dipole models. The magnetic field was strongest

near the origin and then the field flowed along with the matter as it was frozen in. The

streamlines could be seen to compress towards the equatorial plane around t = 150. This

time the field spread out differently as it was following the different outflow structure

generated from the neutron star model. As for nTP3, the field remained in the accretion

disc and then built up around the compact object as before. The field remained frozen

in as it followed the outflow structures, but was more prominent for nTP3 than nTD3.

Turbulent field loops were observed from t = 300 onwards for the poloidal model as they

built up around the outflows and outer edges of the accretion disc. Overall the purely

poloidal configuration could be said to slow down the outflows and make the simulation

less stable for our neutron star model.

10.2.4.4 nTP4

The final model that used a purely poloidal configuration was nTP4. This model used

our rotating neutron star model, with a mass of M = 1.29M�, spin a = 0.13 and radius

rNS = 5.0. The model used the same accretion disc as our other newer models, but this

time with an angular momentum of l = 6.77. Otherwise all other features remained the

same as the other new dipole models. eTP5 was the earlier version of this model, where

only the accretion disc and the updated code structure was different from before.

The results for our rotating neutron star, poloidal models remained the same as our

dipole model, as now expected. Unlike nTP3 though, the purely poloidal configuration

did not appear to slow down the velocity distribution for nTP4, where it had only

slowed it down by 0.4%. The addition of the spin to the neutron star did not affect our

magnetic field results notably, the evolution of which can be seen in Figure (A.44). This

figure reveals that our poloidal model had a peak magnetic field one order of magnitude

stronger than our dipole model. In nTD3, the field evolved the same way, following

the outflow material away from the neutron star, whilst the field lines were seen to be

compressed towards the equatorial plane. The poloidal model was still seen to remain

within the accretion disc and to then later follow the outflow structures away from the

origin. The turbulent field loops were still seen in this model along the outer edges of
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the accretion disc. Overall the purely poloidal configuration could be said to produce

no difference to our rotating neutron star model compared to the dipole configuration.

10.2.5 Characteristics

Unfortunately neither the Marquina or flux split methods detailed in Sections (9.7 &

9.8) could evolve our initial data to produce any results, as expected from our validation

tests (see Section (9.8.2). The model eTP1 was attempted to be evolved with the

characteristic version of the modified Marquina method, however, it failed to reach the

first time step. The numerical processes had to cycle around each grid cell nine times,

three per each flux direction, with a further three for each iterative stage of RK3 per

flux direction. The method was successful for the first stage, where only one cell out of

500,000 failed, due to velocities going superluminal. For this one cell a HLLE method

was used instead. For the next flux direction, there was the same superluminal error,

alongside with eight more cells failing due to an error in the characteristic calculation.

Once again, HLLE was used to compensate for this. The next flux direction encountered

one issue of superluminal velocities and six issues of characteristic calculation mistakes.

Unfortunately by the next iterative stage of RK3, some of the conserved variables at a

particular cell had evolved into NaNs. This resulted in the simulation stopping there and

failing. Therefore there were no results of an evolved accretion disc using this method.

Work on improving this method was stopped due to the low priority this method had

over our other type of results. The HLLE method was found to be robust and accurate

enough to be continued with. The characteristic methods developed within this project

will still work with less extreme models, but unfortunately it was not suitable for the

models required of this project.

10.2.6 Summary of Torus Environment Results

Once we had completed all of our torus environment module simulations, we were able

to constrain the parameters needed to form an outflow structure. Our early results

confirmed the idea that a funnel feature was not needed within the initial configuration,

as it did not help with the jet formation process. Instead, it added a discontinuity within

our ambient medium structure. Another issue that occurred within our earlier dipole

models, that did not help with jet formation, was the disc structure used. These discs

were too inconsistent between models and so could not be easily compared. The disc

to neutron star ratio was also inconsistent between our two neutron star models. All of

these features were improved upon later.

The best model from the early simulations for producing an outflow was found to

be eTP3, whilst the best neutron star model was eTP2. These, unfortunately, had prob-

lems with the ambient medium and with numerical shocks appearing. This suggested
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that a more stable ambient medium was needed, with a floor density nearer to the am-

bient medium. These features were then incorporated into our newer models, which

were much more stable. The way the newer models accreted, however, suggested there

was a problem with one of the advancements made. This could be due to the changes

made to make the torus environment module, to make it suitable for multi-patch output.

Alternatively, jet formation may actually require the less dense ambient medium with

a radially dependent component. In this case, future models would need to balance the

numerical stability of a model, with the less stable parameters that are more favourable

for jet formation.

The newer models revealed, that the purely poloidal configuration produced a

higher magnitude of the magnetic field and was thus favoured later on in our models.

It was also assumed to be the more realistic magnetic field configuration. This field did

not produce exceedingly different results to the dipole models, however, the poloidal

field was strongest within the accretion disc and so had more potential to drive the jet

formation process. The newer models also revealed that the spin of the neutron star

resulted in the outflows being more collimated. This suggested that rotating neutron

stars would be more favourable for the jet formation process.

10.3 Multi-Patch Output

The llama module (see Section 8.3) was next implemented within our torus environment

module, to produce our multi-patch output. The multi-patch output was designed to

make our results more accurate and efficient by generating a high resolution grid near

the compact object, where it was required. The grid spacing was then stretched to

produce a low resolution grid near the outer edges of the domain. Llama offers the

ability to implement an inner Cartesian grid at the centre of the domain. This was

discarded in our simulations, as the interpolation between the inner and outer grids

significantly increased the computational time for each model. To keep our models

suitable, the inner radius of the domains was reduced to overlap with the outer edges of

each compact object. This also required the grid spacing to be reduced in comparison

to our previous models. All of the models presented in this section were simulated using

the IRIDIS cluster, so computational resources for our grid sizes were not an issue.

Our models can be divided into two categories, the initial models and the latest

models. The initial models were the first successful runs using the llama module and

were conducted before the newest torus modules discussed above. These models still used

the earlier ambient medium structure, which decayed radially and the initial flooring

method, where ρf = 1.00 × 10−10. The latest models used a flooring method, where

ρf = 2.10 × 10−8 and had a constant ambient medium throughout the domain. These
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Model CO dx rin rout r∗ l M∗ a∗ |B| tFinal Outflow?

iTP1 BH 0.25/1.0 6 44 1.5 4.84 1.00 0.00 1015 414 X
iTP2 BH 0.25/1.0 6 44 1.5 4.46 1.00 0.80 1015 500 X
iTP3 NS 0.25/1.0 6 44 5.0 6.34 1.29 0.00 1015 500 x
iTP4 NS 0.25/1.0 6 44 5.0 6.26 1.29 0.13 1015 500 X

iTPB1 BH 0.25/10.0 11 200 1.5 5.37 1.00 0.80 1015 215 x
iTPB2 NS 0.25/10.0 11 200 5.0 6.90 1.29 0.13 1015 257 x

lTD1 BH 0.25/10.0 10 65 1.5 5.00 1.00 0.80 1015 120 x
lTD2 NS 0.25/10.0 12.9 65 5.0 6.77 1.29 0.13 1015 499 x

lTP1 BH 0.25/10.0 10 65 1.5 5.22 1.00 0.00 1015 500 x
lTP2 BH 0.25/10.0 10 65 1.5 5.00 1.00 0.80 1015 114 x
lTP3 NS 0.25/10.0 12.9 65 5.0 6.75 1.29 0.00 1015 499 x
lTP4 NS 0.25/10.0 12.9 65 5.0 6.77 1.29 0.13 1015 499 x

lTDP1 BH 0.25/10.0 10 65 1.5 5.00 1.00 0.80 1012 38 x
lTDP2 BH 0.25/10.0 10 65 1.5 5.00 1.00 0.80 1015 118 x
lTDP3 NS 0.25/10.0 12.9 65 5.0 6.77 1.29 0.13 1012 291 x
lTDP4 NS 0.25/10.0 12.9 65 5.0 6.77 1.29 0.13 1015 500 x

Table 10.3: Initial parameters from both the initial and later multi-patch torus
environment simulations detailed in section (10.3). The table contains infor-
mation on the type of compact object present, along with its radius, r∗, mass,
M∗, spin, a∗ as well as . The accretion discs’ inner and outer radii along with
their angular momentum, l, are presented in the table. The magnitude of the
magnetic field, |B|, is given for both the dipole and poloidal configurations.
For the lTDP models the strength of the dipole configurations are given, with
the poloidal strength being 1015. It also includes the initial and stretched grid
spacing of the domain, dx. All simulations were attempted to reach a time of
t = 500, however some ended earlier, where their final time is given above.

models also took advantage of an updated code structure, which had been designed to

work more efficiently with the llama module.

The initial models (iTP) just applied a purely poloidal magnetic field configura-

tion, as it was felt to be the most useful for generating a jet. A larger disc configuration

was also tested later on within our initial models (iTPB). The latest models primar-

ily used the purely poloidal field configuration (lTP), but our rotating compact object

models also applied the dipole configuration (lTD). A combination of both dipole and

poloidal magnetic fields was also experimented on with the rotating compact object

models (lTDP).

Due to the way the llama module generated its multi-patches, our simulations were
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required to be conducted in a fully three dimensional grid, where reflection symmetries

could no longer be applied. These models still took advantage of the increased accuracy

provided with the new domain structure, though. The figures below were taken from a

slice through the origin along the y-axis, to show a cross section of the accretion disc and

the outer edges of the compact object. The pseudocolour plots used a ‘desaturated hot’

colour to help important features stand out. Once again, the figures in this section have

been post processed to remove the ambient medium from them, where the medium had

been reset to a white background. This was done to greater emphasize the features found

in the simulations, and to help distinguish the velocity vectors from the background.

Table 10.3 details the initial parameters for each of the models presented here, and

whether they produced an outflow structure or not.

10.3.1 Initial Poloidal Results

The first sample of simulations conducted using the multi-patch output had a grid

spacing of dx = 0.25 along the inner edge. This was stretched to be dx = 1.0 at the

outer edge of the simulation. The angular separation in our models was defined to be

dθ = 40. The accretion disc used within all the models for this section had an inner

radius of rin = 6.0 and an outer radius of rout = 44.0. Again we have used the same

combination of HLLE, PPM and RK3 methods to evolve our models in time. The models

presented here can be viewed as the upgraded multi-patch versions of the early poloidal

models detailed above (see Section 10.2.2).

Figure 10.14: The pseudo-colour plot shows the logarithm of the initial data for
a neutron star with a purely poloidal magnetic field and accretion disc using
the multi-patch domain grid. (γ = 2.0, rin = 6.0, rout = 44,M = 1.29M�, a =
0.00, |B| = 1015G). Top left shows the rest-mass density; top right, the magnetic
field configuration; bottom left, the internal energy density; bottom right, the
Lorentz factor. The domain ranges from r = 5.0 to r = 50.0.
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Figure (10.14) shows a breakdown of the initial data for the multi-patch poloidal

models. The image contains an example of the rest-mass density, magnetic field, internal

energy density and Lorentz factor for our neutron star model, iTP3. The internal energy

density could be seen to be located throughout the majority of the disc, whilst the

Lorentz factor had a constant low value out to the edge of the disc. The poloidal

magnetic field could be seen to be contained within the accretion disc.

10.3.1.1 iTP1

Model iTP1 consisted of a Schwarzschild black hole, of mass M = 1.00M� and was

constrained by a mask with radius r = 1.5. A purely poloidal magnetic field with

strength |B| = 1015G, was embedded within the black hole’s accretion disc, which had

an angular momentum of l = 4.84. The grid span from r = 2.0 to r = 50.0, to ensure the

effects of the black hole were incorporated without having to consider direct interactions

with the event horizon. This model was originally set to be evolved to t = 500, but was

terminated early once the model was considered to be too disrupted from the ambient

medium.

The evolution of model iTP1 can be seen in Figure (A.17). The outer layers of the

accretion disc were observed to be pulled into the black hole straight away. At the same

time the ambient medium also started to inflow into the compact object. Unfortunately

by t = 30 parts of the outer edge of the domain could be seen to evolve to a lower

density, irrespective of the accretion disc evolution. These parts extended to cover the

entire outer edge by t = 60 and then slowly travelled inwards towards the disc. At around

t = 100, a small amount of matter had started to build up along the z-axis above and

below the black hole. At the same time a backflow of matter started to disrupt the

inflow of matter from the accretion disc along the equatorial plane. This backflow was

seen to alter the shape of the accretion disc as it propagated back. It was this backflow

that had the strongest velocity for all of the simulation. Just after this the outer edge

of the domain was reset due to the flooring method and this reset matter continued to

approach the inner regions of the domain. At t = 190, the matter building up around

the black hole started to escape along the z-axis. The outflow velocity only started to

dominate over the inflow velocity at about t = 240. By t = 250 the accretion disc had

been thoroughly disrupted by the back flow. At the same time the numerical instabilities

from the floor model had also reached the outflow, whilst the ambient medium started

to oscillate in the wake of the numerical instabilities propagation. Then at t = 300 the

backflow managed to escape out of the accretion disc, whilst the outflow pushed past the

numerical instabilities. There was now a flow of matter travelling in all directions away

from the black hole, with the outflow being slightly more powerful than the backflow.
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10.3.1.2 iTP2

The next model considered, iTP2, held a Kerr black hole at the origin, with mass

M = 1.00M�, spin a = 0.80 and radius r = 1.5. The magnetic field was set up the

same as earlier models. The accretion disc from above was used again, but this time

due to the change in the spacetime, the angular momentum was decreased to l = 4.46.

The grid once again span from r = 2.0 to r = 50.0, so that the matter could interact

with the black hole without needing to consider the event horizon. This time the model

was allowed to evolve to the final time of t = 500. The time evolution of this model

can be seen in Figure (10.15). The boundary effects shown in this figure are thought

to be purely a result of numerical artefacts from the multi-patch grid. They are not

thought to have a qualitative affect on the dynamics of the outflow process. The outflow

process is considered to be due to the physical effects occurring during the evolution of

the model.

The first frame of iTP2s evolution reveals that the ambient medium had already

incurred a numerical shock along the edge of the domain grid. This shock disrupted the

ambient medium, causing its density to increase and propagate along the edge of the

domain. The rest of the ambient medium could be observed to have started propagating

inwards towards the black hole, with a larger velocity in comparison to eTP3. This

is likely due to the rotation of the black hole in this case. It is also noted that the

radially decaying ambient medium is less prominent here than in eTP3, suggesting that

the ambient medium affects the accretion process less. The Kerr model acted similar to

the previous Schwarzschild model, iTP1, where the disc could be seen to have started

to accrete onto the black hole. Some matter had started travelling along the horizontal

plane towards the compact object, whilst the outer layers of the disc could also be

observed to be pulled away from the disc and start inflowing towards the origin along

the extended magnetic field lines. The outer layers of the disc appeared to have been

pulled further away than the disc used in eTP3. Once again, the rotational velocity of

the disc dominates the velocity distribution within the figure.

By the second frame the ambient medium which had been disrupted by the numer-

ical shocks had grown to cover the top half of the domain grid. The rest of the ambient

medium and the inflowing matter continued to accrete onto the black hole, covering its

entire surface. However, the matter accreting along the horizontal plane can be seen to

induce a backflow into the accretion disc, disrupting it. This backflow then became a

prominent feature, with the most dominate velocity contribution of the simulation. This

backflow was not present in our original torus environment models, and it is believed

that it was caused by the new way the accretion disc was set up.
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Time Evolution of Model iTP2

Figure 10.15: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a Kerr
black hole with an accretion disc (γ = 2.0, rin = 6.00, rout = 44.0,M =
1.00M�, a = 0.80, |B| = 1015G). Results from the torus environment Code,
taken from t = 50, at intervals of t = 50 up to t = 500. The maximum values
of the density are coded in red (ρ = 3.40× 10−4), and the minimum values are
coded in dark blue (ρ = 1.00 × 10−10). The velocity has a maximum value of
0.909. The domain ranges from r = 2.0 to r = 50.0.
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In the third frame it is possible to see that the ambient medium had started to

be reset due to the floor method. This separated the ambient medium into three parts;

the inflowing matter, the reset matter, and the stationary matter left along the outer

edge. Again, this effect was not observable in our original torus environment models.

This disc continued to be severely disrupted by the backflow, which appeared to send a

shock back through the disc. Despite this, the outer layers of the disc and the ambient

medium continued to accrete onto the black hole in a similar process to the one seen in

eTP3. This matter, however, formed a larger central column of matter above the black

hole, which could withstand the gravitational pull of the black hole.

By t = 200, this central column of matter had grown in volume so that it was of

the same height as the accretion disc, however it did not have a strong enough velocity

component to launch it away from the black hole as an outflow yet. This process was

not observed till t = 370 in eTP3, suggesting that this model accretes on a faster time

scale. The ambient medium continued to fall inwards, whilst the floor method continued

to reset parts of it. Over half of the disc had now been disrupted by the backflow by

this stage.

At the halfway point of the simulation, the back flowing matter had propagated

through the entire disc, whilst the inflowing ambient medium had reached the growing

central column of matter at the origin. This allowed for the backflow to penetrate the

disc and enter the ambient medium at the back of the grid as soon as the reset matter

had passed far enough inwards. This matter than started to spread out and refill the

ambient medium with low density material, reducing the volume of the reset matter. By

this point this model had evolved further than the Schwarzschild version of this model,

iTP1, and the two previously discussed models, eTP2 and eTP3.

In the following frame it can be observed that the ambient medium had been

refilled with matter after being reset. This then allowed the central column of matter

to start to propagate outwards, past the inflowing instabilities, along the z-axis with

a significant velocity component. This outflow started to dominate over the inflowing

matter, and was joined by the backflow material which had continued to spread radially

outwards into the ambient medium. A similar outflow structure can be noticed in iTP1,

however it has a smaller volume, as in the Schwarzschild case, less matter had accreted

onto the black hole. The disc in iTP2 can also be seen to have grown radially outwards

along with the backflow.

The next stage shows the central outflow propagate out along the z-axis, but it

can be observed to become less collimated and to mix in with the ambient medium.

The backflow continued to spread radially outwards, resulting in the entire domain

propagating away from the origin. There, however, still remained a strong backflow

component entering the accretion disc from the black hole, and forcing the accretion
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disc backwards. The disc appears to behave in a similar manor to that observed in

iTP1, however the outflow in iTP2 can be seen to be less collimated at this stage.

By t = 400, the central outflow had become almost indistinguishable from the

ambient medium. There remained a small component of matter which could be observed

to propagate along the z-axis away from the black hole. The disrupted accretion disc

had now grown enough to reach the edge of the domain, with the backflow from the

black hole still fuelling this disruption. The ambient medium appeared to start to settle

down and become less turbulent. This stage can be observed to have occurred by t = 500

in iTP1.

The penultimate frame reveals no more sign of the central outflow, only the back-

flow component into the accretion disc. As the accretion disc itself had reached the edge

of the domain, it too became less turbulent, as any interesting features occurred outside

of the domain grid. Some of the ambient medium could be seen to start to flow inwards

onto the black hole again, now that it was less disrupted.

In the final frame, it appeared that matter had started to accrete back onto the

black hole, resetting the accretion cycle. This accretion process also appeared to disrupt

the outer edges of the accretion disc as the matter was pulled away. The backflow into

the accretion disc still continued to refill the disc as the model evolved. In comparison

with iTP1, it can be said that the outflow for iTP2 was more collimated into a central

outburst along the z-axis.

In comparison with our earlier torus environment results, which did not use llama,

iTP2 appears to have evolved on a faster time scale. The backflow feature into the disc

is also new compared to our previous results. These features are thought to be due

to the new way the accretion disc and ambient medium has been set up, and are thus

dependent on the initial density distribution. As compared to the Schwarzschild case,

this model still appears to have evolved on a faster time scale, and the outflow generated

in iTP2 propagates further into the medium. This difference is thought to be due to the

rotation of the black hole.

As for the magnetic field for this model, the field quickly expanded to cover the

entire domain. The field was strongest where the backflow was located within the ac-

cretion disc. When the reset ambient medium began to travel inwards, the magnetic

field started to recede with it. By the end of the simulation, the field had once again

spread to cover the entire domain, where it remained strongest within the accretion disc.

It was also noticed, unlike the results obtained in Section (10.2), that the divergence

of the magnetic field became noticeable and expanded with the field. This is believed

to be due to poor divergence constraints applied by our numerical techniques for the

multi-patch results. This may also explain why the magnetic field expanded radially

outwards, unlike the models in Section (10.2).
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10.3.1.3 iTP3

Model iTP3, included our neutron star model within the multi-patch domain and was

evolved up to a time of t = 500. The neutron star kept the same properties as before

and had a mass of M = 1.29M� and radius rNS = 5.0. The accretion disc had an

increased angular momentum of l = 6.34 to compensate for the change in the spacetime.

Otherwise the disc kept the same inner and outer radii as our previous multi-patch

models. This time the grid span from r = 4.5 to r = 50.0, so that the outer edges of the

neutron star were still within the grid domain.

The neutron star model started with the outer edges of the accretion disc being

pulled towards the neutron star, whilst the crust of the neutron star collapsed onto the

mask structure. From t = 50, the inflowing matter began to quickly build a structure on

top of the neutron star. By t = 100, the outer edge of the domain had started to be reset

by the floor model and the backflow into the accretion disc had just started to begin.

Soon after, the matter accumulated on top of the neutron star propagated along the z-

axis. The numerical instabilities caused by the floor model covered a wider area for the

neutron star model compared to the previous black hole models. More instabilities were

noticed where the outflow tried to propagate into the ambient medium from t = 200.

At this stage, the out flowing material never gained a velocity stronger than that of the

inflowing material and remained stationary. By t = 280, the backflow had escaped out

of the accretion disc, whilst the floored ambient medium had covered the rest of the

domain. Once the backflow had escaped, it managed to refill the ambient medium with

matter similar to the initial data. This in turn allowed the outflow material to continue

to propagate along the z-axis. This evolution can be seen in Figure (A.18).

10.3.1.4 iTP4

The last model discussed in this section was iTP4. This model consisted of a rotating

neutron star with mass of M = 1.29M�, spin a = 0.13 and radius rNS = 5.0. The

accretion disc now had an angular momentum of l = 6.26, but otherwise remained the

same as before. Due to numerical difficulties the grid had to be changed to range from

r = 5.0 to r = 50.0, this was acceptable as it still included the outer edge of the neutron

star. Again, this model was evolved up to the final time of t = 500. This evolution can

be seen in Figure (10.16). The boundary effects shown in this figure are observed to

be much larger than in previous models. However, they are still thought to not have a

qualitative affect on the outflow process.
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Time Evolution of Model iTP4

Figure 10.16: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a rotating
neutron star with an accretion disc (γ = 2.0, rin = 6.00, rout = 44.0,M =
1.29M�, a = 0.13, |B| = 1015G). Results from the torus environment Code,
taken from t = 50, at intervals of t = 50 up to t = 500. The maximum values
of the density are coded in red (ρ = 3.40× 10−4), and the minimum values are
coded in dark blue (ρ = 1.00 × 10−10). The velocity has a maximum value of
0.727. The domain ranges from r = 5.0 to r = 50.0.
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The first frame of iTP4s evolution shows that it evolved similarly to iTP3, as

the ambient medium had already started to accelerate towards the neutron star at the

centre. The accretion disc could also be seen to have started to accrete by the outer

layers of the disc being pulled along the magnetic field lines towards the star by gravity,

and as matter propagating along the horizontal plane. The disc had the same inner and

outer radii as the disc used in iTP2, however, the disc had a smaller volume, and so

would provide less matter in the accretion process in comparison. By this stage, the

neutron star crust had already collapsed onto the mask, and a significant amount of

matter had already accumulated on top of it. The rotational velocity of the disc is also

noticeable, however, the inflowing matter had a higher acceleration for this model.

By the second frame the ambient medium along the edge of the entire domain had

gone through a numerical shock which resulted in some parts of the ambient medium

to be reset due to the floor method. This occurred at a later time than in iTP2. The

ambient medium and the inflowing matter continued to accrete onto the neutron star,

resulting in a dense structure of matter covering the top and bottom of the star. This

matter did not protrude as far into the ambient medium compared to iTP2, due to the

radius of the neutron star. Similar to the previous model, iTP3, the matter accreting

along the horizontal plane could now be seen to induce a backflow into the accretion

disc, disrupting it. In this model, this backflow could also be seen to disrupt the ambient

medium between the disc and the inflowing material.

In the third frame it is more obvious that the ambient medium had started to

be reset due to the floor method, as the entire edge of the domain had been reset.

More matter in this model had been affected by this method, than in iTP2. This once

again separated the ambient medium into three parts; the inflowing matter, the reset

matter, and the stationary matter left along the outer edge. This disc could now be

seen to be disrupted by the backflow, which appeared to send a shock back through the

disc. Although this shock appeared weaker in this model compared to iTP2. The outer

layers of the disc and the ambient medium continued to accrete onto the neutron star,

extending the central column of matter above and below the neutron star. The velocity

at the centre of the domain appeared to have a strong component, but was pointing in

every direction.

By t = 200, the ambient medium consisted mostly of the floored matter as it

extended from the edge of the domain to the outer edge of the disc. The central column

of matter remained the same size, but the ambient medium in between the neutron star

and the reset matter could be seen to become turbulent and so some of this matter was

reset. This was a new feature, not previously seen in our black hole models. This affect

may be due to the different spacetimes used in the model. Despite the turbulence, the

ambient medium still accelerated inwards towards the neutron star. At this stage about

half of the disc could now be seen to have been disrupted by the backflow from the

neutron star.
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At the halfway point of the simulation, the entire ambient medium could be seen

to be turbulent, with a large majority of it having been reset already. The back flowing

matter through the accretion disc continued to propagate away from the neutron star,

disrupting the disc as it went. The disc still accreted onto the neutron star through its

outer layers though. In comparison to iTP2, this model had yet to develop an outflow

structure at the centre, however the accretion disc appeared to behave in a similar

manor.

In the next frame the back flowing matter had propagated through the entire disc,

whilst the inflowing reset matter had started to encroach past the disc. This allowed

for the backflow to penetrate the back of the disc, behind the reset matter and start to

enter the ambient medium. As soon as the reset matter had passed far enough inwards,

the backflow started to spread out and refill the voids in the ambient medium, reducing

the volume of the reset matter, just like in iTP2. However, the disc in iTP4 is still

noticeably smaller in volume compared to iTP4, and thus is slower to affect the ambient

medium in comparison.

The next stage reveals that the majority of the ambient medium had been refilled

with new matter after being reset, this left no areas of reset matter in the domain. This

had occurred at a much earlier stage in iTP2. The central column of matter could then

be observed with a small velocity component along the z-axis, but it had not started

to propagate outwards yet. This outflow structure had a smaller volume, and appeared

to be less collimated than the structure observed in iTP2. The disc continued to grow

radially towards the edge of the domain, due to the backflow from the neutron star.

The following frame reveals that an outflow of matter had started to escape to

the edge of the domain along the z-axis, after it could penetrate the turbulent ambient

medium. The central column of matter behind the outflow then started to collapse back

onto the neutron star, as it no longer had a strong velocity component to match the

gravitational force of the neutron star. This then presumably fed another backflow,

which propagated from the neutron star along the edges of the accretion disc into the

ambient medium. This new backflow was not previously seen in our black hole models,

and is thought to occur due to the less successful outflow. The disrupted accretion disc

had now grown enough to reach the edge of the domain, with the original backflow from

the neutron star still fuelling this disruption.

In the penultimate frame, the out flowing material can be seen to have left the

boundary of the domain, leaving the ambient medium to slowly become less turbulent.

The backflow within the accretion disc had also stopped disrupting the disc, however, the

disc continued to grow towards the outer edges of the domain. The backflow along the

edge of the disc had propagated back into the ambient medium, allowing for the ambient

medium to become less disruptive. Although, the ambient medium in the neutron star

case remained more turbulent than the medium in our black hole models.
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By the final frame, the neutron star had started to disrupt the accretion disc

through a backflow again, resetting the accretion cycle, similar to iTP2. Some of the

ambient medium could also be seen to start to flow back towards the neutron star again,

now that the medium had become disrupted again. The outer edges of the accretion

disc became less chaotic, as most of the disruption now occurred outside the numerical

domain grid. The outflow observed in iTP4 was seen here to be slightly more constricted

and collimated in comparison to the non-rotating model. This is not what was observed

for our black hole models, however, this is thought to be because the rotation of the

black hole resulted in a more turbulent outflow than what was seen for the neutron star

case.

There appears to be no significant difference between iTP3 and iTP4, suggesting

that the rotation of the neutron star does not greatly affect the accretion process for

these models. The overall accretion process in iTP4 appears to evolve similarly to iTP2,

although, the ambient medium in iTP4 is much more turbulent. This is thought to be

due to the different spacetimes used in the simulation. The neutron star model also

appeared to evolve at a slower time scale to the black hole case. This is most likely due

to the weaker gravitational affects, and because there was less matter available in the

accretion disc.

10.3.2 Initial Large Disc Results

Our next sample of simulations were conducted when trying to optimise the multi-patch

environment. The models here were also used to experiment on the optimum size of the

accretion disc and so applied a much larger disc within the domain. The accretion disc

used here had an inner radius of rin = 11.0 and an outer radius of rout = 200.0. To

accommodate for this, the grid size was extended to r = 250. The domain still had a

grid spacing of dx = 0.25 along the inner edge, but was now stretched to be dx = 10.0 at

the outer edge of the simulation. The angular separation remained as dθ = 40. Whilst

trying to optimise the initial data, the radial decay in the ambient medium was removed

and the density floor was altered. The new floor density tested was ρf = 2.10 × 10−9

and the tolerance was set to be δρf = 1%. We still used HLLE, PPM and RK3 methods

to evolve our models in time.

10.3.2.1 iTPB1

The first model simulated from this section was iTPB1. This model included a Kerr

black hole with mass M = 1.00M� and spin a = 0.80. The same mask with radius

r = 1.5 was used to constrain this black hole. A much larger accretion disc as detailed

above was included, with an angular momentum of l = 5.37. The grid kept the same

inner radius of r = 2.0, as the previous Kerr model (iTP2), but extended further out
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because of the larger disc size. This model was just used to examine the result of using

a larger disc and so was terminated at t = 215 after it was deemed to not be beneficial

to use a large disc.

The evolution of this model can be seen in Figure (A.45). Unlike the models in the

previous section, the outer layers of the accretion disc were not ripped off. Instead the

inner part of the disc propagated along the equatorial plane to meet the black hole. From

t = 60 onwards all the matter that accumulated on the black hole was pushed either

above or below the compact object, as it had nowhere else to escape to. From t = 120 a

shock wave was seen to propagate away from the black hole. This wave and the matter

behind it continued to propagate along the z-axis till the end of the simulation. The

accretion disc and ambient medium otherwise did not evolve in this model. This model

was terminated early, as the system was viewed as being too unrealistic due to the ratio

of size of the accretion disc to the black hole. Despite producing a strong velocity along

the z-axis, this model was deemed unreliable. This was because the disc was pushing

the matter upwards, instead of any jet formation occurring due to interactions between

the black hole and magnetic field.

10.3.2.2 iTPB2

The other model presented in this section is iTPB2. This time the model included a

rotating neutron star with mass M = 1.29M�, spin a = 0.13 and radius rNS = 5.0,

where the grid started at r = 5.0. The accretion disc remained the same dimensions as

the previous model but now had an angular momentum of l = 6.90. This model was

also terminated early at a time of t = 257, after it was decided that larger discs would

no longer be used. The initial and final density and velocity distribution for this model

can be observed in Figure (10.17).

Similar to the previous model the accretion disc accreted straight onto the neutron

star along the equatorial plane. As the neutron star had a larger radius compared to

the black hole, it took longer for the matter to accumulate above the compact object.

From t = 80 the matter had built up enough around the star, so that any more accreting

matter was forced along the z axis. At t = 140, a shock wave could be seen to be formed

from the matter which propagated away from the star. By t = 210 it was possible to see

that the matter behind the shock wave was not in a jet structure, Instead it was just

the sum of all the matter being pushed in that direction from the accretion disc. It was

thus decided to end the simulation at t = 250, where the evolution of this model can be

seen in Figure (A.46). For similar reasons to the last simulation, the larger disc models

were discarded. Instead work was continued using more realistic initial data and where

jet formation was dependent on the compact object as well as the accretion disc.
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Figure 10.17: iTPB2, the pseudo-colour plot shows the logarithm of the proper
rest-mass density, whilst the vectors show the direction of the velocity for a
rotating neutron star with an accretion disc (γ = 2.0, rin = 11, rout = 200M =
1.29M�, a = 0.13, |B| = 1015G). Results from the torus environment module,
taken at t = 0 on the left, and t = 250 on the right. The maximum values of the
density are coded in red (ρ = 1.01 × 10−3) and the minimum values are coded
in dark blue (ρ = 2.10 × 10−9). The velocity has a maximum value of 0.770.
The domain ranges from r = 5.0 to r = 250.0.

10.3.3 Latest Dipole & Poloidal Results

The following results were obtained at the end of the project, once the code structure

and initial data had been refined to an acceptable standard. The numerical instabilities

encountered within our initial multi-patch results disrupted our models significantly

and needed to be reduced. So after trialling different setups, more optimum data was

discovered which led to our models being successfully evolved in time with the minimum

amount of numerical instabilities. The optimum initial data did not use a radially

decaying ambient medium and was best set to being 104 times smaller than the central

density of our neutron star. To ensure the flooring method could reset any erroneous

point correctly, without disturbing the rest of the domain, the density floor was altered

to be ρf = 2.10× 10−8, whilst the tolerance remained at δρf = 1%. This permitted the

ambient medium to correct itself if any point only just dropped below the floor density,

whilst ensuring seriously erroneous points would still be reset.

Near the end of the project, the code structure was improved upon to make it

more robust. All modules designed and implemented in Section (7) were reviewed and

streamlined. This made them more efficient as erroneous and surplus commands were

removed. Efficient error checking methods were also applied so that any problems were

reported detailing what had gone wrong and where.
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The disc structure used for out latest multi-patch models used an accretion disc

that started further away from the compact object, compared to our initial models. The

inner radius was altered to be rin = 10.0M , so that it took into account the mass of the

compact object used. The outer radius was also extended to rout = 65.0. A perturbation

velocity in the accretion disc was tested whilst trying to optimise the initial data. It

was, however, found out to be unnecessary as it accelerated the disc into the compact

object too quick, resulting in the disc structure being disrupted. To account for the

bigger accretion disc and the possible numerical errors occurring along the outer edge

of the grid, the domain size was increased to r = 100.0. The grid spacing started as

dx = 0.25 at the inner edge, but was then stretched to be dx = 10.0 near the outer edge.

The angular separation remained at dθ = 40.

10.3.3.1 lTD1 & lTP2

The first model considered here was lTD1, which utilised a Kerr black hole with a dipole

field in the domain. The black hole had the same properties as all the previous Kerr black

holes used, whilst the disc had an angular momentum of l = 5.00. This model could be

compared with lTP2, which had identical properties but instead used a purely poloidal

field. Both fields had a peak magnetic field amplitude of |B| = 1015G. Unfortunately all

of our Kerr models did not evolve for as long as requested, due to an unclear numerical

error within the domain. To help tackle this problem, the inner edge of the domain was

varied, however this had no effect on the error. The inner radius of the grid used here

was r = 1.4.

The dipole model, lTD1, can be seen to start accreting similar to before, where

the outer edge was slightly pulled off towards the star and further matter travelled

inwards along the equatorial plane. This matter soon started to accumulate above and

below the black hole, where a strong velocity spike along the z-axis could be seen at

t = 80. Unfortunately this model failed before any other features could develop. The

exact same process could be seen for the poloidal model, lTP2, however the magnetic

field evolved very differently. For lTP2, the magnetic field expanded rapidly outwards

and could then be seen to disrupt the ambient medium in the process. This field was

expected to aid in the jet formation process later on, by propelling the matter away

from the black hole. The dipole field, however, remained fairly stationary throughout

the simulation, but could be seen to grow within the accretion disc. For both of these

models, the divergence of the magnetic field could be observed to be non-zero. The

poloidal divergence could be seen to expand radially with the magnetic field, whilst

the dipole divergence created non-uniform areas of high divergence. Within the dipole

results, the structure and evolution of the disc became visible within the divergence of

the magnetic field. The evolution of the density plot for these two models can be seen

in Figures (A.20 & A.47).
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Figure 10.18: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a rotat-
ing neutron star with an accretion disc (γ = 2.0, rin = 12.9, rout = 65M =
1.29M�, a = 0.13, |B| = 1015G). The left plot shows the results from our dipole
model, lTD2, whilst the right plot shows the results from our poloidal model,
lTP4. Results from the torus environment module, taken at t = 490. The maxi-
mum values of the density are coded in red (ρP = 8.00×10−4, ρT = 5.22×10−4)
and the minimum values are coded in dark blue (ρP = ρT = 2.10× 10−8). The
velocity has a maximum value for lTD2 of 0.776 and for lTP4 of 0.949. The
domain ranges from r = 5.0 to r = 100.0.

10.3.3.2 lTD2 & lTP4

We also considered a rotating neutron star with a dipole field in lTD2 and with a poloidal

field in lTP4. The end result for these two models are compared in Figure (10.18). We

used the same rotating neutron star as used throughout our multi-patch models, whilst

the disc now had an angular momentum of l = 6.77. Both configurations had a peak

magnetic field amplitude of |B| = 1015G. This time the inner edge of the domain was

set to be r = 5.0.

The rotating neutron star models acted in a similar way to the black hole case to

begin with. In the dipole model, the matter accreted onto the star along the equatorial

plane and had reached it by t = 50. At t = 190, the matter had started to accumulate

above and below the star. This time, the backflow into the accretion disc could be noticed

from t = 260. Soon after this, outflow structures could be seen to emerge tangential to

the disc, whilst at the same time, the accumulated matter started to radially disperse.

These outflows acted in a similar way to the ones from nTD4 and nTP4 and did not

travel along the z-axis. By the end of the simulation, the reset matter along the edge of

the domain had approached the disc, but was still far enough away, due to the increase

in domain size. In the poloidal model, the disc also started to accrete onto the star by
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propagating along the equatorial plane. This time however the matter fell in with a

stronger velocity than both lTD2 and the black hole model, lTP2. At the earlier time of

t = 90, matter had started to accumulate around the star and at t = 130, the backflow

into the accretion disc could be noticed. From this point onwards, the accumulated

matter started to disperse radially outwards, whilst the ambient medium appeared to

be disrupted by the expansion of the magnetic field outside of the disc. At t = 280,

the disruption from the magnetic field resulted in the ambient medium being reset in

places by the floor method. Similar to nTD4 and nTP4, outflow structures could be

seen leaving the centre of the domain, tangential to the disc, as opposed to along the

z-axis. Again, the reset matter along the edge of the domain had reached the disc by

the end of the simulation. These two models evolved similarly, however, it could be said

that the poloidal model evolved faster and was more disrupted by its magnetic field.

The evolution of these two models can be seen in Figures (A.22 & A.48).

As for the magnetic field evolution of lTD2, it slowly started to spread out along

and in the disc. Though, when the backflow into the disc started, the magnetic field

also got disrupted and spread along with the flow. The poloidal model, however, just

expanded radially outwards for the duration of the simulation. This field could also

be seen to be disrupted from the backflow into the disc. Again, the divergence of the

magnetic field was non-zero for both of these models. The dipole divergence was observed

as non-uniform throughout the domain, where the structure of the disc became visible as

it evolved. The poloidal divergence expanded with the magnetic field and the structure

of the disc could also be seen.

10.3.3.3 lTP1

Also modelled within our latest multi-patch results, was a Schwarzschild black hole with

a purely poloidal field, lTP1. We did not test a dipole model, as it was deemed a weaker

configuration from our previous torus environment module results. The black hole in

this model had the same properties as our previous Schwarzschild black holes, whilst the

disc now had an angular momentum of l = 5.22. The amplitude of the magnetic field

was set to be |B| = 1015G. As there was no numerical problems with our Schwarzschild

model, the inner domain of the grid remained at r = 2.0.

Figure (A.19) shows the evolution of the model lTP1 over time. The model started

evolving similar to lTP2, by accreting along the equatorial plane. Matter soon began

to accumulate above the black hole around t = 70. This accumulated matter started to

expand to form a column above the black hole, restricting the inflow from the accretion

disc. From t = 200, it was possible to see disturbances in the ambient medium, caused

by the expansion of the magnetic field. This resulted in the floor method resetting

portions of the ambient medium near the disc. Matter started to be released from the

black hole at t = 300, where it can be seen to travel along the z-axis, and through the
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accretion disc as backflow. By the end of the simulation, the disc had started to become

deformed due to the backflow, whilst the central column of matter had yet to launch a

jet.

10.3.3.4 lTP3

The final model presented from our latest multi-patch results was a non-rotating neutron

star with a purely poloidal field, lTP3. Once again, we did not consider using a dipole

model, as it was deemed a weaker configuration from our previous torus environment

module results. The neutron star had the same properties as the neutron star used in

iTP3, from our initial results, where the amplitude of the magnetic field remained as

|B| = 1015G. This time the angular momentum of the disc was set to be l = 6.75, whilst

the inner radius of the domain was set to be r = 6.0.

The evolution of lTP3 can be seen in Figure (A.21). As expected, it evolved

in a similar way to lTP4. The disc started to accrete onto the star, by propagating

along the equatorial plane. At t = 100, matter began to accumulate around the star,

whilst at t = 150, the backflow began to flow into the accretion disc. From then on,

the accumulated matter started to disperse radially outwards and could be seen to be

disrupted by the magnetic field in the ambient medium. The ambient medium had to

then be reset by the floor method, as it became too disrupted from the magnetic field

by t = 240. From t = 340, the tangential outflows could be seen to emerge from the

neutron star, as expected from previous models. The reset matter along the outer edge

of the domain had almost reached the accretion disc by the end of the simulation, but

did not disturb it.

10.3.4 Latest Combination Results

The last sample of simulations applied both the dipole and purely poloidal magnetic field

configurations in combination within the grid domain. These models were carried out

to test whether it was still important to have a strong magnetic field within the ambient

medium from the dipole field. It was also useful to see if increasing the field strength

in the accretion disc with both a dipole and poloidal field would help the jet formation

process. This configuration was only tested out using rotating compact objects present

in the domain, as they were more likely to aid in the jet formation process. The ambient

medium and domain for these models kept the same properties utilised in the previous

section. The accretion disc also remained the same, with an inner radius of rin = 10.0M

and outer radius of rout = 65.0. To account for the bigger accretion disc and the possible

numerical errors occurring along the outer edge of the grid, the domain size remained

at r = 100.0. At the inner edge of the black hole models, the grid spacing started as

dx = 0.2, whilst for the neutron star model it started at dx = 0.25. For both of these
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models this was stretched to be dx = 10.0 near the outer edge. The angular separation

remained at dθ = 40. For both types of compact objects, two different magnetic field

configurations were attempted. For one configuration, the poloidal field was dominant

over the dipole field by a factor of 103, whilst the other configuration set both fields to

have the same strength. To evolve our models, we once again applied HLLE, PPM and

RK3 methods within our domain.

10.3.4.1 lTDP1 & lTDP2

The first model we consider in this section had a dipole field with amplitude |B| = 1012G,

lTDP1. In comparison, the second model had a dipole field with amplitude |B| = 1015G,

lTDP2. Both models also had a purely poloidal field located within their accretion disc

with strength |B| = 1015G. Otherwise these two models were identical to lTP2 and

thus had a disc with angular momentum l = 5.00 and an inner radius to the domain of

r = 1.4. Unfortunately this also meant that they were numerically unstable, like lTP2

and did not run for long before being terminated.

lTDP1 was terminated at t = 38, after a point near the origin failed to convert

its conserved variables back into primitive variables. The model got as far as accreting

matter onto the black hole from propagating along the equatorial plane. The poloidal

field was seen to expand radially outwards as this occurred, which overpowered the dipole

field and pushed the effects of that field outwards as well. As for lTDP2, this model was

terminated at t = 118, due to a numerical error, similar to lTP2. The model started off

accreting along the equatorial plane and reached the black hole by t = 40. The matter

then started to accumulate above and below the black hole, before the simulation ended.

The poloidal field, once again, expanded outwards pushing the dipole field along with it.

Although, this model resulted in having the strongest magnetic field result out of all our

latest Kerr models. It was three times stronger than lTDP1 and one and a half times

stronger than lTP2. Similar to other models produced in this section, the divergence

of the magnetic field can be observed to be non-zero and to expand with the magnetic

field. The evolution of these two models can be seen in Figures (A.49 & A.51), whilst

their magnetic field evolution can be seen in Figures (A.50 & A.52).

10.3.4.2 lTDP3 & lTDP4

The two other models, lTDP3 and lTDP4, tested in this section contained rotating

neutron stars at the origin. These models were identical to lTP4, except the first model

also applied a dipole field with amplitude |B| = 1012G, whilst the second model added

a dipole field with amplitude |B| = 1015G. Otherwise these two models were identical

to lTP4 and thus had a disc with angular momentum l = 6.77 and an inner radius to

the domain of r = 5.0.
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The model, lTDP3, can be seen to act similarly to lTP4 and started by accreting

onto the neutron star along the equatorial plane. Again at t = 90, matter started to

accumulate around the star and the backflow became prominent at t = 130. The accu-

mulated matter began to spread radially outwards and interacting with the disrupted

ambient medium. Before the simulation was terminated, the ambient medium began to

be reset due to the floor method and outflow structures started to form tangential to

the accretion disc, similar to lTP4. The simulation was terminated early, as lTDP3 was

considered to be a weak model and thus did not produce significantly different results

from lTP4. The poloidal field could be, once again, seen to expand radially outwards,

overpowering the dipole field in the ambient medium. The field could also be seen to

follow the accumulated matter as it expanded away from the black hole. Unfortunately,

despite allowing lTDP4 to evolve fully till t = 500, this model also evolved in the same

way as lTP4. The only difference that arose, was that the velocity distribution was more

collimated as the matter started to outflow along the edge of the accretion disc. Similar

to before the purely poloidal magnetic field expanded radially outwards and removed

the dipole field from the ambient medium by t = 100. Although, lTDP4 resulted in

again having the strongest magnetic field result out of all our latest rotating neutron

star models. It was over two orders of magnitude stronger than lTDP3 and three times

stronger than lTP4. This field strength was also stronger than the one in our Kerr

models. Again, these two models resulted in a non-zero divergence of the magnetic field,

that could be observed to expand with the poloidal field. The evolution of these two

models can be seen in Figures (A.53 & A.55), whilst their magnetic field evolution can

be seen in Figures (A.54 & A.56).

10.3.5 Summary of Multi-Patch Results

With all of our multi-patch torus models completed, we can now further constrain the

parameters required to form a jet. The best model for producing an outflow was found

to be iTP2, however, problems with the ambient medium disrupted and held back the

development of the outflow structure. The floor method used in our initial models,

needed to be improved upon to achieve better numerical stability within our models.

This was accomplished with our latest models. Although, the latest models were less

successful at producing outflows. A lower density ambient medium with a radial decaying

component, as used in our initial results, was thought to be better suited at producing

outflows, even if it was less numerically stable. The domain size should still be increased

to be bigger than the size used in our latest models. This is to guarantee that numerical

error along the outer edge does not disrupt the model at the centre of the domain. Also

confirmed from our initial models, was that the spin of the compact object helped to

collimate the outflow, where this can still be seen to occur in iTP2 and iTP4.
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Different disc structures were experimented with in this section. This revealed

that applying a big disc forced the matter to travel along the z-axis, however this could

not be considered a jet. This was because it was just dependent on the accretion disc

and did not model a realistic environment. From our latest results, we learnt that the

disc should be placed further away from the compact object. Otherwise the matter from

the accretion disc crowded the compact object and would then become disrupted, from

the backflow into the disc.

Our last set of results helped to decide the optimum magnetic field configuration

to be used for our jet formation models. Confirmed from our previous torus results in

section (10.2), was the fact that there was minor differences between the dipole and

poloidal models. For our multi-patch results though, the poloidal field disrupted the

ambient medium, making the system less stable. This actually suggested that the dipole

field maybe better suited for jet formation models. When the two fields were summed

together at different strengths, the dipole field made no difference as it was wiped out

early on. Although, when the two field were of the same strength, the dipole field was

still ignored within the ambient medium, but resulted in a much stronger field within

the disc, which was preferred.





Chapter 11

Summary

11.1 Overview

In this thesis we have presented the first numerical evolutions relevant to the formation

of jets from neutron stars. We have also shown the issues with drawing quantitative

conclusions from existing observational data. Our numerical results suggest that to

form a jet we require that the accretion disc has an inner radius greater than rin > 10M

and outer radius less than rout < 200M and that the material is accreting onto a fast

rotating neutron star. A strong magnetic field structure is also necessary. The strongest

field from our results was generated using a combination of a dipole magnetic field in

the ambient medium along with a purely poloidal field restricted by the disc, both with

strength |B| = 1015G.

In Part I we went into detail about the different types of compact objects, how they

were structured and how they could be classified in different ways. The accretion process

was covered and how the transfer of energy taking place results in X-ray emission which

could then give information about the accretion rate. Also covered were observations of

jets from X-ray binaries and how it is believed that the spin of the compact object is

directly proportional to the power of the jet it launches. This included original research

conducted by ourselves into how the spin of the black hole could be measured and how

a luminosity relation could be used as an estimate for the jet power.

Within Part II research on numerical processes, covering the different components

responsible for jet production, was reviewed. It was found that there have been a range

of simulations on jets propagation in different mediums conducted within the literature.

These simulations detailed the different jet structures expected from different initial

parameters. Others in the literature instead conducted simulations of black holes and

neutron stars, showing how a binary system of compact objects could inspiral and collide.

The result of which produced a different compact object with an accretion disc that could

217
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later be used to power a jet. The actually process of accretion onto a compact object

was studied by others in the literature. This revealed different ways of modelling the

astrophysical system and a range of optimum initial parameters to be considered.

Also studied in Part II was the mathematical framework that was tackled when

considering the numerical problem of modelling astrophysical jets. This included the

simple Eulerian case expected in Newtonian cases and which could then be built upon

to include general relativistic effects, as well as MHD effects. It was found that Riemann

problems considered in conservation law form must be used to effectively evolve any data

numerically. This allowed for the jet and the shocks it produced to be accurately evolved.

A range of different numerical techniques that were needed to evolve a system

were covered, along with the programme used to simulate our desired system. It was

found that to evolve a set of conservation laws, first the system needed to be discretised

by applying a finite volume method. This produced the intercell average for each cell

in the system. The next stage was to convert the conservation law in PDE form into

ODE form by applying a MoL technique which could then be solved using a RK method.

First, however, the variables at the cell boundaries needed to be reconstructed using one

of the numerous different numerical techniques available. These reconstructed values

then produced a Riemann problem at the cell boundaries which could be solved using

different approximate Riemann solvers.

In Part III the particular setup to study relativistic jets was covered in detail. This

included the initial jet environment module which used different numerical techniques to

evolve a jet, so that the best techniques and optimum parameters could be determined.

The chosen method to initialise an accretion disc and the different possible magnetic

field configurations were also covered here. This part also included improvements made

along the way to the programme used to produce our numerical results. These included

new ways of refining our domain structures to improve accuracy and new numerical

techniques that could be applied to improve on computational costs and to help improve

accuracy. The result of these improvements and the different initial data structures was

then covered in Part IV.

It was found that it was possible to simulate the propagation of a relativistic jet

through a dense ambient medium whilst taking into account general relativistic hydro-

dynamics. These simulations were useful to show the affect of different initial data

parameters on the structure of a jet and on the outcome of different numerical methods.

It was possible to have a relativistic jet originate from a spinning and non-spinning black

hole. This proved that the jet structure could still propagate in curved space time and

that the numerical techniques could take into account the strong gravitational effects

from the compact object.

A variety of models were tested using an accretion disc with different compact

objects and magnetic field configurations. Out of these results it was decided that using
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a purely poloidal magnetic field configuration, limited to the disc, was more appropriate

to model real astrophysical scenarios. The early dipole model, eTD3, did produce an

outburst, however, this outburst was not collimated enough to form a jet and was less

powerful than the outflows produced later. Out of the early poloidal models eTP2

and eTP3 were found to be the best models for producing a jet. These models were,

however, not numerically stable enough to advance in time far enough. The newer

models managed to solve the issue of numerical stability where no numerical shocks

were encountered and the models managed to evolve till their end time. The more stable

models evolved in a different way that produced different types of outflow structures and

where the Kerr black hole models appeared to have evolved incorrectly. These outflows

were also less powerful and had not began to properly formed in the same time as the

earlier models. It was found, however, that the rotation of the neutron star helped to

collimate any outflow into a more compact jet-like structure.

The llama module was also used to test accretion disc models with different com-

pact objects and magnetic field configurations. This module was found to be beneficial

as it helped larger simulations to remain computationally efficient, despite the increase

in size. It also solved the length scale problem by initialising the domain with a high

resolution near the compact object which was then stretched to a lower resolution along

the outer edge of the domain. This allowed for all relevant information to be tracked

in the system. The two initial rotating compact object models, iTP2 and iTP4, were

found to be the best models for producing jets. These two models produced more pow-

erful jets than the earlier models, eTP2 and eTP3. Similar to beforehand though, these

models were not numerically stable; the ambient medium became disrupted which then

disturbed the outflows as they were leaving the system. The later models managed to

alleviate most of the numerical stability problems from the ambient medium. These

more stable models, however, evolved in a different way to our initial results. They now

acted the same way as the new torus models produced beforehand, but now using the

more efficient multi-patch system. Instead of the Kerr black hole models producing the

unusual jets as before, they were instead terminated by numerical error early on. The

outflows produced by these models were slightly less powerful than our initial results

and had not properly formed this time. Additionally, the spin of the compact object

was confirmed to help collimate the outflows into a more compact jet-like structure.

11.2 Discussion

The work accomplished in this thesis was not able to establish the definitive optimum

parameters required to produce a jet from a neutron star. We have, however, managed to

constrain the optimum parameters to help suggest what is the best model and technique

to apply to produce a jet from a neutron star. We have also achieved success in forming

a range of outflow structures from different models. If this work was to be continued
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then there are a small number of enhancements that could be made to further constrain

the initial parameters for neutron star jet formation.

The most important aspect of the numerical work that could be enhanced is the

improvements that were made to improve the multi-patch results. This work managed

to produce much more stable results, but affected the way the models accreted onto the

compact object. New models could be implemented which then took the best features

from both sets of results. Results from these models could then be more stable, similar

to the later results, but accrete in the same way as the early results. This could be

achieved by applying the new flooring method, but then using a lower density ambient

medium with a radially decaying component. It is possible that to produce jets from a

numerical simulation that some instability is required to kick-start the process. These

models should also use a large domain structure to ensure numerical errors from the

outer edges do not affect the accretion process occurring at the centre. The new models

implemented with this change could also take advantage of utilising improved numerical

MHD techniques. Specifically better divergence constraints for the multi-patch models

is thought to be required to improve numerical results.

In our models, we expect a significant physical change to occur in the state of

matter between the accreted material from the disc and the neutron star itself, in order

to produce an outflow. A level set method, developed by Osher and Sethian [94], is one

way of efficiently numerically simulating qualitatively different materials that interact

through a thin interface. Level set methods were not applied in the evolution of our

models, but could be later implemented to improve on our results. This method works

by evolving a scalar field in 3D, where the zero level set of this scalar field would give

the location of the boundary between the neutron star and the accreted material. It is

then easy to utilise accurate numerical schemes to approximate the equations of motion

for this boundary. Implementing level set methods in GR is very new and the numerical

complexities of imposing suitable boundary conditions at the interface are extremely

computationally expensive in GR at present [87]. For this reason we did not incorporate

this method into our simulations.

For the models we have presented in this thesis, we have assumed that a single

gamma law EOS is governing the fluid. This assumption is not a very realistic situation

as neutron stars are generally assumed to have an adiabatic constant of γ = 2.0, whilst

ambient matter and accretion discs are usually assumed to have a constant of γ = 4/3. A

multiple gamma law EOS could have been implemented for a single fluid model, however,

this would have made the model much more complicated and harder to numerically

evolve. The two models presented in this thesis which utilise multiple gamma values

(eTD2, eTD3), appear to evolve correctly which is thought to have been due to the fact

that the neutron star is contained within the mask structure and so the two gamma laws

do not interact with each other. A level set method could be utilised in this scenario

to improve upon the numerical handling of multiple gammas, as the sharp transition
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between the different EOS matter sources could be considered as an internal boundary

instead. For a more accurate simulation, a multi-fluid model could be implemented

which would then more easily allow for different EOS to be used for the ambient medium,

accretion disc and neutron star in the model. This would result in a new range of models

and results that would become available.

Another assumption we had to make during our simulations was the use of the

mask structure around our compact objects. It was assumed that this structure was

needed to make the evolution of our models simpler, as the interior evolution of the

neutron star was not relevant during the accretion process. This assumption could be

justified by the different length scales involved for these two different evolutions. Level

set methods could also be applied here to better numerically define the boundaries

between the accreted matter and the crust of the neutron star. However it was noted

that the use of the mask structure for our black hole models prevented any matter from

passing through the event horizon. This resulted in matter just accumulating on top

of the black hole. To improve upon this, better excision boundary conditions should

be applied to allow matter to pass through the event horizon and to counteract this

problem [51, 91]. For our black hole models this might make the formation of an outflow

less likely, unless the magnetic field structure plays a more important role in the jet

formation process.

Along with our single gamma law EOS assumption, we have also assumed a single

fluid model would be reasonable. However, it is noted that this may not be the most

reasonable assumption. This is because the strong magnetic field is expected to strip

electrons away from the different particles found in this situation, and thus they are each

expected to act differently. As the magnetic field in our simulations eventually expand

to cover the majority of our numerical domain, all of the matter in the simulation is

thought to be affected differently by this [4]. Therefore more research into multi-fluid

models could be conducted to help improve the models presented here.

More research into recent observations could also be conducted to help fine-tune

the initial properties,to make them more realistic and more likely to produce jets. Com-

parisons with recent observations of neutron star XRBs could help achieve this goal. It

is however noted that observational results suggest a thin disc model is required to pro-

duce jets from XRBs where as the models presented in this thesis have instead applied

the thicker disc model presented by Fishbone and Moncrief [36]. It was thought that

in a numerical simulation a thin disc would not provide enough matter in the accretion

process to fuel an outflow, thus our thicker disc was used instead. Our assumption to

use this thicker disc model over the thin disc model was justified by the fact that our

models were able to produce outflows from the accretion process. Therefore, not all

astrophysical observations can be used to improve our numerical models and so research

should also be conducted in how other authors simulate outflows. Our models suggest

that the accretion disc should actually be initialised further away from the compact
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object to help reduce the backflow onto the disc. The disc should also not be too large

as then the matter from the accretion disc would just over power any effect from the

neutron star. Conducting research into other simulations should be able to verify our

results and maybe suggest some other improvements in how to set up the models.

Different magnetic field configurations, other than the dipole and purely poloidal

ones tested in this work, could also be experimented with to see if they were better

suited to producing jets. Our work suggested that to form a jet from a neutron star

both a strong dipole and purely poloidal field is preferred to enhance the strength of the

magnetic field. The field in the ambient medium could then start to collimate around

the compact object as it rotated. The stronger field in the ambient medium could

then drive the matter to follow the field lines out of the neutron star along the z-axis.

This configuration could be improved upon by stopping the field in the accretion disc

from expanding outwards with better numerical techniques and divergence constraints.

Other magnetic field configurations used by some other authors include quadrupole and

purely vertical configurations [73, 114]. These could be tested instead to see if they

were more suited to producing jets than our configurations. The optimum configuration

desired would be where the field evolved to be strongly collimated above the compact

object. The more strongly collimated the field would be the greater the velocity of the

jet launched should be. It is also noted that our assumption of implementing a magnetic

field with a strength of B = 1015G, is highly unrealistic. However, it is thought that

this strength field is required within our numerical simulations and that a weaker field

would not produce as significant results.

11.3 Conclusion

The aim of this thesis was to see if it was numerically possible to launch a jet-like

structure from a rotating neutron star. We have accomplished this but to a lesser

degree of accuracy than hoped for. We have, however, managed to help constrain the

requirements needed to achieve this. Our results suggest that to form a jet from a

neutron star we require a fast rotation in the star to help collimate the outflows produced

into a more assembled jet structure. We also require the disc structure to be located

further back than r = 10M to lessen the effect of the backflow disrupting the accretion

disc. The disc itself should also not be too large and so the difference between the inner

and outer radii should be less than 190M . Otherwise the disc would diminish the effect

of the neutron star in the jet formation process. As for the magnetic field structure, it

was found that the strongest field was generated using both a dipole and purely poloidal

field with strength |B| = 1015G.

A secondary aim for this thesis was to test the hypothesis that the spin of the

compact object was directly linked to the formation of a jet or more specifically the
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jet’s power. Observational research we have carried out suggested there was no clear

relationship between the spin of a compact object and its jet power, for either neutron

stars or black holes. Although, it was noted that there has not been many observations

of neutron stars in radio and X-ray luminosity to produce a comprehensive sample of

sources. Also, the spin measurements of neutron stars are considered to be not accurate

enough to provide good statistical data to analyse. So this result is still questionable

and requires more observations to be established. Most of our numerical models however

agree with this hypothesis were it can be seen in our models that rotating compact

objects resulted in outflows that were more collimated and thus had a faster velocity.
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End Results of Model JH1

Figure A.1: From top to bottom, the pseudo-colour plot shows the logarithm
of the proper rest-mass density, pressure, energy density, Lorentz factor, and
velocity vector for the relativistic hot jet model JH1 (η = 0.01, γ = 4/3, vb =
0.99, andMb = 9.97). Results where taken from the end of the simulation at t =
100. The maximum values of the density are coded in red (ρ = 1.89×10−4, P =
9.84 × 10−6, ε = 3.22,W = 7.46, |v| = 0.990976). Whilst the minimum values
are coded in dark blue (ρ = 1.18 × 10−8, P = 1.50 × 10−11, ε = 2.21 × 10−4).
The domain is of size 12×12×75.
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Time Evolution of Model JH1

Figure A.2: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity, from the
relativistic hot jet model (η = 0.01, γ = 4/3, vb = 0.99, and Mb = 9.97).
Results from the jet environment code, taken from t = 6.25, at intervals of
t = 6.25 up to t = 93.75. The maximum values of the density are coded
in red (ρ = 1.89 × 10−4), and the minimum values are coded in dark blue
(ρ = 1.23×10−8). The velocity reaches a maximum value of 0.991. The domain
is of size 12×12×75.
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End Results of Model JS1

Figure A.3: From top to bottom, the pseudo-colour plot shows the logarithm
of the proper rest-mass density, pressure, energy density, Lorentz factor, and
velocity vector for the relativistic highly supersonic jet model JS1 (η = 0.01, γ =
5/3, vb = 0.99, and Mb = 41.95). Results where taken from the end of the
simulation at t = 100. The maximum values of the density are coded in red
(ρ = 1.16× 10−4, P = 8.66× 10−6, ε = 2.66,W = 7.13, |v| = 0.990104). Whilst
the minimum values are coded in dark blue (ρ = 3.17 × 10−8, P = 3.00 ×
10−12, ε = 5.02× 10−6). The domain is of size 12×12×75.
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Time Evolution of Model JS1

Figure A.4: The pseudo-colour plot shows the logarithm of the proper rest-mass
density, whilst the vectors show the direction of the velocity, from the relativistic
highly supersonic jet model (η = 0.01, γ = 5/3, vb = 0.99, and Mb = 41.95).
Results from the jet environment code, taken from t = 6.25, at intervals of
t = 6.25 up to t = 93.75. The maximum values of the density are coded
in red (ρ = 1.16 × 10−4), and the minimum values are coded in dark blue
(ρ = 3.17×10−8). The velocity reaches a maximum value of 0.990. The domain
is of size 12×12×75.
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End Results of Model JH2

Figure A.5: From top to bottom, the pseudo-colour plot shows the logarithm
of the proper rest-mass density, pressure, energy density, Lorentz factor, and
velocity vector for the relativistic hot jet model JH2 (η = 0.01, γ = 4/3, vb =
0.99, andMb = 9.97). Results where taken from the end of the simulation at t =
100. The maximum values of the density are coded in red (ρ = 1.82×10−4, P =
9.84 × 10−6, ε = 3.22,W = 7.56, |v| = 0.991224). Whilst the minimum values
are coded in dark blue (ρ = 9.29 × 10−9, P = 8.54 × 10−12, ε = 1.26 × 10−4).
The domain is of size 15×15×75.



Appendix A Results 231

Time Evolution of Model JH2

Figure A.6: The pseudo-colour plot shows the logarithm of the proper rest-mass
density, whilst the vectors show the direction of the velocity, from the relativistic
hot jet model (η = 0.01, γ = 4/3, vb = 0.99, and Mb = 9.97). Results from the
jet environment code, taken from t = 12.5, at intervals of t = 12.5 up to t = 150.
The maximum values of the density are coded in red (ρ = 1.82×10−4), and the
minimum values are coded in dark blue (ρ = 9.29× 10−9). The velocity reaches
a maximum value of 0.991. The domain is of size 15×15×75.



232 Appendix A Results

End Results of Model JH3

Figure A.7: From top to bottom, the pseudo-colour plot shows the logarithm
of the proper rest-mass density, pressure, energy density, Lorentz factor, and
velocity vector for the relativistic hot jet model JH3 (η = 0.01, γ = 4/3, vb =
0.99, andMb = 9.97). Results where taken from the end of the simulation at t =
100. The maximum values of the density are coded in red (ρ = 3.92×10−4, P =
9.90 × 10−6, ε = 3.73,W = 7.45, |v| = 0.990003). Whilst the minimum values
are coded in dark blue (ρ = 6.81 × 10−8, P = 2.95 × 10−11, ε = 2.05 × 10−4).
The domain is of size 12×12×75.
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Time Evolution of Model JH3

Figure A.8: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity, from the
relativistic hot jet model (η = 0.01, γ = 4/3, vb = 0.99, and Mb = 9.97).
Results from the jet environment code, taken from t = 6.25, at intervals of
t = 6.25 up to t = 93.75. The maximum values of the density are coded
in red (ρ = 3.91 × 10−4), and the minimum values are coded in dark blue
(ρ = 6.81×10−8). The velocity reaches a maximum value of 0.990. The domain
is of size 12×12×75.
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End Results of Model JH5

Figure A.9: From top to bottom, the pseudo-colour plot shows the logarithm
of the proper rest-mass density, pressure, energy density, Lorentz factor, and
velocity vector for the relativistic hot jet model JH5 (η = 0.01, γ = 4/3, vb =
0.99, andMb = 9.97). Results where taken from the end of the simulation at t =
100. The maximum values of the density are coded in red (ρ = 3.86×10−4, P =
1.09 × 10−5, ε = 3.81,W = 7.75, |v| = 0.990003). Whilst the minimum values
are coded in dark blue (ρ = 1.00 × 10−10, P = 1.00 × 10−18, ε = 1.00 × 10−8).
The domain is of size 12×12×75.
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Time Evolution of Model JH5

Figure A.10: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity, from the
relativistic hot jet model (η = 0.01, γ = 4/3, vb = 0.99, and Mb = 9.97).
Results from the jet environment code, taken from t = 6.25, at intervals of
t = 6.25 up to t = 93.75. The maximum values of the density are coded
in red (ρ = 1.89 × 10−4), and the minimum values are coded in dark blue
(ρ = 1.18×10−8). The velocity reaches a maximum value of 0.991. The domain
is of size 12×12×75.
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Time Evolution of Model eTP2

Figure A.11: The pseudo-colour plot shows the logarithm of the magnitude of
the magnetic field, whilst the streamlines show the vector direction of the mag-
netic field for a neutron star with an accretion disc (γ = 2.0, rin = 6.00, rout =
44.0,M = 1.29M�, a = 0.00, |B| = 1015G). Results from the torus environment
code, taken from t = 40, at intervals of t = 40 up to t = 400. The maximum
value of the magnetic field magnitude is 4.41 × 10−4. The domain is of size
100×100×50.
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Time Evolution of Model eTP3

Figure A.12: The pseudo-colour plot shows the logarithm of the magnitude of
the magnetic field, whilst the streamlines show the vector direction of the mag-
netic field for a Schwarzschild black hole with an accretion disc (γ = 2.0, rin =
6.00, rout = 44.0,M = 1.00M�, a = 0.00, |B| = 1015G). Results from the torus
environment code, taken from t = 10, at intervals of t = 40 up to t = 370. The
maximum value of the magnetic field magnitude is 4.03× 10−5. The domain is
of size 100×100×50.
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Time Evolution of Model nTD1

Figure A.13: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a
Schwarzschild black hole with an accretion disc (γ = 2.0, rin = 10.0, rout =
65.0,M = 1M�, a = 0.00, |B| = 1015G). Results from the torus environment
code, taken from t = 50, at intervals of t = 50 up to t = 500. The maximum
values of the density are coded in red (ρ = 9.96 × 10−4), and the minimum
values are coded in dark blue (ρ = 2.10× 10−8). The velocity has a maximum
value of 0.541. The domain is of size 140×140×50.
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Time Evolution of Model nTD2

Figure A.14: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a Kerr
black hole with an accretion disc (γ = 2.0, rin = 10.0, rout = 65.0,M =
1M�, a = 0.91, |B| = 1015G). Results from the torus environment code, taken
from t = 50, at intervals of t = 50 up to t = 500. The maximum values of the
density are coded in red (ρ = 7.60× 10−4), and the minimum values are coded
in dark blue (ρ = 2.10 × 10−8). The velocity has a maximum value of 0.780.
The domain is of size 140×140×50.
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Time Evolution of Model nTD3

Figure A.15: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a neutron
star with an accretion disc (γ = 2.0, rin = 12.9, rout = 65.0,M = 1M�, a =
0.00, |B| = 1015G). Results from the torus environment code, taken from t = 50,
at intervals of t = 50 up to t = 500. The maximum values of the density are
coded in red (ρ = 2.11× 10−3), and the minimum values are coded in dark blue
(ρ = 2.10× 10−8). The velocity has a maximum value of 0.457. The domain is
of size 140×140×50.
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Time Evolution of Model nTD4

Figure A.16: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a rotating
neutron star with an accretion disc (γ = 2.0, rin = 12.9, rout = 65.0,M =
1M�, a = 0.13, |B| = 1015G). Results from the torus environment code, taken
from t = 50, at intervals of t = 50 up to t = 500. The maximum values of the
density are coded in red (ρ = 2.11× 10−3), and the minimum values are coded
in dark blue (ρ = 2.10 × 10−8). The velocity has a maximum value of 0.455.
The domain is of size 140×140×50.
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Time Evolution of Model iTP1

Figure A.17: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a
Schwarzschild black hole with an accretion disc (γ = 2.0, rin = 6.00, rout =
44.0,M = 1.00M�, a = 0.00, |B| = 1015G). Results from the torus environment
Code, taken from t = 40, at intervals of t = 40 up to t = 400. The maximum
values of the density are coded in red (ρ = 3.40 × 10−4), and the minimum
values are coded in dark blue (ρ = 1.00× 10−10). The velocity has a maximum
value of 0.843. The domain ranges from r = 2.0 to r = 50.0.
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Time Evolution of Model iTP3

Figure A.18: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a neutron
star with an accretion disc (γ = 2.0, rin = 6.00, rout = 44.0,M = 1.29M�, a =
0.00, |B| = 1015G). Results from the torus environment Code, taken from t =
50, at intervals of t = 50 up to t = 500. The maximum values of the density are
coded in red (ρ = 4.98× 10−4), and the minimum values are coded in dark blue
(ρ = 1.00 × 10−10). The velocity has a maximum value of 0.757. The domain
ranges from r = 4.5 to r = 50.0.
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Time Evolution of Model lTP1

Figure A.19: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a
Schwarzschild black hole with an accretion disc (γ = 2.0, rin = 10.0, rout =
65.0,M = 1.00M�, a = 0.00, |B| = 1015G). Results from the torus environment
Code, taken from t = 50, at intervals of t = 50 up to t = 500. The maximum
values of the density are coded in red (ρ = 1.71 × 10−3), and the minimum
values are coded in dark blue (ρ = 2.10× 10−8). The velocity has a maximum
value of 0.821. The domain ranges from r = 2.0 to r = 100.0.
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Time Evolution of Model lTP2

Figure A.20: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a Kerr
black hole with an accretion disc (γ = 2.0, rin = 6.00, rout = 44.0,M =
1.00M�, a = 0.80, |B| = 1015G). Results from the torus environment Code,
taken from t = 20, at intervals of t = 10 up to t = 110. The maximum values
of the density are coded in red (ρ = 3.39× 10−3), and the minimum values are
coded in dark blue (ρ = 2.10 × 10−8). The velocity has a maximum value of
0.771. The domain ranges from r = 1.4 to r = 100.0.
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Time Evolution of Model lTP3

Figure A.21: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a neutron
star with an accretion disc (γ = 2.0, rin = 6.00, rout = 44.0,M = 1.29M�, a =
0.00, |B| = 1015G). Results from the torus environment Code, taken from t =
40, at intervals of t = 50 up to t = 490. The maximum values of the density are
coded in red (ρ = 4.93× 10−4), and the minimum values are coded in dark blue
(ρ = 6.13 × 10−9). The velocity has a maximum value of 0.920. The domain
ranges from r = 6.0 to r = 100.0.
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Time Evolution of Model lTP4

Figure A.22: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a rotating
neutron star with an accretion disc (γ = 2.0, rin = 6.00, rout = 44.0,M =
1.29M�, a = 0.13, |B| = 1015G). Results from the torus environment Code,
taken from t = 40, at intervals of t = 50 up to t = 490. The maximum values
of the density are coded in red (ρ = 5.22× 10−4), and the minimum values are
coded in dark blue (ρ = 2.10 × 10−8). The velocity has a maximum value of
0.949. The domain ranges from r = 5.0 to r = 100.0.
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A.1 Additional Results

End Results of Model JS2

Figure A.23: From top to bottom, the pseudo-colour plot shows the logarithm
of the proper rest-mass density, pressure, energy density, Lorentz factor, and
velocity vector for the relativistic highly supersonic jet model JS2 (η = 0.01, γ =
5/3, vb = 0.99, and Mb = 41.95). Results where taken from the end of the
simulation at t = 100. The maximum values of the density are coded in red
(ρ = 1.17× 10−4, P = 8.67× 10−6, ε = 2.66,W = 7.25, |v| = 0.990442). Whilst
the minimum values are coded in dark blue (ρ = 1.93 × 10−8, P = 3.00 ×
10−12, ε = 5.02× 10−6). The domain is of size 15×15×75.
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Time Evolution of Model JS2

Figure A.24: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity, from the
relativistic highly supersonic jet model (η = 0.01, γ = 5/3, vb = 0.99, andMb =
41.95). Results from the jet environment code, taken from t = 12.5, at intervals
of t = 12.5 up to t = 150. The maximum values of the density are coded
in red (ρ = 1.17 × 10−4), and the minimum values are coded in dark blue
(ρ = 1.93×10−8). The velocity reaches a maximum value of 0.990. The domain
is of size 15×15×75.
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End Results of Model JS3

Figure A.25: From top to bottom, the pseudo-colour plot shows the logarithm
of the proper rest-mass density, pressure, energy density, Lorentz factor, and
velocity vector for the relativistic highly supersonic jet model JS3 (η = 0.01, γ =
5/3, vb = 0.99, and Mb = 41.95). Results where taken from the end of the
simulation at t = 100. The maximum values of the density are coded in red
(ρ = 3.34× 10−4, P = 1.06× 10−5, ε = 2.51,W = 7.47, |v| = 0.990003). Whilst
the minimum values are coded in dark blue (ρ = 1.00 × 10−10, P = 1.00 ×
10−18, ε = 1.64× 10−10). The domain is of size 12×12×75.
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Time Evolution of Model JS3

Figure A.26: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity, from the
relativistic highly supersonic jet model (η = 0.01, γ = 5/3, vb = 0.99, andMb =
41.95). Results from the jet environment code, taken from t = 6.25, at intervals
of t = 6.25 up to t = 93.75. The maximum values of the density are coded
in red (ρ = 3.38 × 10−4), and the minimum values are coded in dark blue
(ρ = 1.00 × 10−10). The velocity reaches a maximum value of 0.990. The
domain is of size 12×12×75.
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End Results of Model JS5

Figure A.27: From top to bottom, the pseudo-colour plot shows the logarithm
of the proper rest-mass density, pressure, energy density, Lorentz factor, and
velocity vector for the relativistic highly supersonic jet model JS5 (η = 0.01, γ =
5/3, vb = 0.99, and Mb = 41.95). Results where taken from the end of the
simulation at t = 100. The maximum values of the density are coded in red
(ρ = 3.27× 10−4, P = 1.21× 10−5, ε = 2.60,W = 7.59, |v| = 0.990003). Whilst
the minimum values are coded in dark blue (ρ = 1.00 × 10−10, P = 1.00 ×
10−18, ε = 1.00× 10−8). The domain is of size 12×12×75.
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Time Evolution of Model JS5

Figure A.28: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity, from the
relativistic highly supersonic jet model (η = 0.01, γ = 5/3, vb = 0.99, andMb =
41.95). Results from the jet environment code, taken from t = 6.25, at intervals
of t = 6.25 up to t = 93.75. The maximum values of the density are coded
in red (ρ = 1.16 × 10−4), and the minimum values are coded in dark blue
(ρ = 3.17×10−8). The velocity reaches a maximum value of 0.990. The domain
is of size 12×12×75.
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Time Evolution of Model eTD1

Figure A.29: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a
Schwarzschild black hole with an accretion disc (γ = 4/3, rin = 21,M =
1M�, a = 0.00, |B| = 1012G). Results from the torus environment code, taken
from t = 100, at intervals of t = 100 up to t = 1000. The maximum values of
the density are coded in red (ρ = 3.49 × 10−4), and the minimum values are
coded in dark blue (ρ = 1.00 × 10−10). The velocity has a maximum value of
0.870. The domain is of size 100×100×50. The black hole has a spin of 0.0.
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Time Evolution of Model eTD1

Figure A.30: The pseudo-colour plot shows the logarithm of the magnitude of
the magnetic field, whilst the streamlines show the vector direction of the mag-
netic field for a Schwarzschild black hole with an accretion disc (γ = 4/3, rin =
21.0,M = 1M�, a = 0.00, |B| = 1012G). Results from the torus environment
code, taken from t = 100, at intervals of t = 100 up to t = 1000. The maximum
value of the magnetic field magnitude is 5.42 × 10−8. The domain is of size
100×100×50. The black hole has a spin of 0.0.
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Time Evolution of Model eTD2

Figure A.31: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a neutron
star with an accretion disc (γ = 4/3, rin = 21.0,M = 1.29M�, a = 0.00, |B| =
1015G). Results from the torus environment code, taken from t = 100, at
intervals of t = 100 up to t = 1000. The maximum values of the density are
coded in red (ρ = 2.11× 10−3), and the minimum values are coded in dark blue
(ρ = 1.00× 10−10). The velocity has a maximum value of 0.476. The domain is
of size 100×100×50.



Appendix A Results 257

Time Evolution of Model eTD2

Figure A.32: The pseudo-colour plot shows the logarithm of the magnitude of
the magnetic field, whilst the streamlines show the vector direction of the mag-
netic field for a neutron star with an accretion disc (γ = 4/3, rin = 21.0,M =
1.29M�, a = 0.00, |B| = 1015G). Results from the torus environment code,
taken from t = 100, at intervals of t = 100 up to t = 1000. The maximum
value of the magnetic field magnitude is 7.21 × 10−6. The domain is of size
100×100×50.
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Time Evolution of Model eTD3

Figure A.33: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a rotat-
ing neutron star with an accretion disc (γ = 4/3, rin = 32.0,M = 1M�, a =
0.28, |B| = 1015G). Results from the torus environment code, taken from
t = 100, at intervals of t = 100 up to t = 1000. The maximum values of
the density are coded in red (ρ = 3.10 × 10−4), and the minimum values are
coded in dark blue (ρ = 1.00 × 10−10). The velocity has a maximum value of
0.359. The domain is of size 110×110×50.
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Time Evolution of Model eTD3

Figure A.34: The pseudo-colour plot shows the logarithm of the magnitude
of the magnetic field, whilst the streamlines show the vector direction of the
magnetic field for a rotating neutron star with an accretion disc is plotted (γ =
4/3, rin = 32.0,M = 1M�, a = 0.28, |B| = 1015G). Results from the torus
environment code, taken from t = 100, at intervals of t = 100 up to t = 1000.
The maximum value of the magnetic field magnitude is 5.77 × 10−10. The
domain is of size 110×110×50.
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Time Evolution of Model eTP1

Figure A.35: The pseudo-colour plot shows the logarithm of the proper rest-
mass density on the left, and the Lorentz factor on the right, for a Schwarzschild
black hole with an accretion disc (γ = 2.0, rin = 6.00, rout = 44.0,M =
1.29M�, a = 0.00, |B| = 1015G). Results from the torus environment code,
taken from t = 80, at intervals of t = 40 up to t = 400. The maximum values
of the density are coded in red (ρ = 7.56× 10−5), and the minimum values are
coded in dark blue (ρ = 2.73 × 10−10). The Lorentz factor has a maximum of
wb = 2.13. The domain is of size 100×100×50.
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Time Evolution of Model eTP1

Figure A.36: The pseudo-colour plot shows the logarithm of the magnitude of
the magnetic field, whilst the streamlines show the vector direction of the mag-
netic field for a Schwarzschild black hole with an accretion disc (γ = 2.0, rin =
6.00, rout = 44.0,M = 1.29M�, a = 0.00, |B| = 1015G). Results from the torus
environment code, taken from t = 40, at intervals of t = 40 up to t = 400. The
maximum value of the magnetic field magnitude is 4.46× 10−5. The domain is
of size 100×100×50.
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Time Evolution of Model eTP4

Figure A.37: The pseudo-colour plot shows the logarithm of the proper rest-
mass density for a neutron star with an accretion disc (γ = 2.0, rin = 6.00, rout =
44.0,M = 1.29M�, a = 0.00, |B| = 1015G). Results from the torus environment
code, taken from t = 16, at intervals of t = 16 up to t = 160. The maximum
values of the density are coded in red (ρ = 2.11×10−3), and the minimum values
are coded in dark blue (ρ = 2.73× 10−10). The domain is of size 100×100×50.
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Time Evolution of Model eTP4

Figure A.38: The pseudo-colour plot shows the logarithm of the magnitude of
the magnetic field, whilst the streamlines show the vector direction of the mag-
netic field for a neutron star with an accretion disc (γ = 2.0, rin = 6.00, rout =
44.0,M = 1.29M�, a = 0.00, |B| = 1015G). Results from the torus environment
code, taken from t = 40, at intervals of t = 40 up to t = 400. The maximum
value of the magnetic field magnitude is 1.81 × 10−3. The domain is of size
100×100×50.
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Time Evolution of Model eTP5

Figure A.39: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a rotating
neutron star with an accretion disc (γ = 2.0, rin = 6.00, rout = 44.0,M =
1M�, a = 0.13, |B| = 1015G). Results from the torus environment code, taken
from t = 12, at intervals of t = 12 up to t = 120. The maximum values of the
density are coded in red (ρ = 2.11× 10−3), and the minimum values are coded
in dark blue (ρ = 4.06× 10−12). The domain is of size 100×100×50.
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Time Evolution of Model eTP5

Figure A.40: The pseudo-colour plot shows the logarithm of the magnitude
of the magnetic field, whilst the streamlines show the vector direction of the
magnetic field for a rotating neutron star with an accretion disc is plotted (γ =
2.0, rin = 6.00, rout = 44.0,M = 1M�, a = 0.13, |B| = 1015G). Results from
the torus environment code, taken from t = 12, at intervals of t = 12 up to
t = 120. The maximum value of the magnetic field magnitude is 5.97 × 10−4.
The domain is of size 100×100×50.
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Magnetic Field Evolution for nTD1 & nTP1

Figure A.41: The pseudo-colour plot shows the logarithm of the magnitude
of the magnetic field, whilst the streamlines show the vector direction of the
magnetic field for model nTD1 on the left, and nTP1 on the right. Results
from the torus environment code, taken from t = 0, at intervals of t = 90 up to
t = 450. The minimum value for both models is |B| = 1.00× 10−10, whilst the
maximum for nTD1 is |B| = 7.21 × 10−6, and for nTP1 is |B| = 1.94 × 10−4.
The domain is of size 140×140×50.
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Magnetic Field Evolution for nTD2 & nTP2

Figure A.42: The pseudo-colour plot shows the logarithm of the magnitude
of the magnetic field, whilst the streamlines show the vector direction of the
magnetic field for model nTD2 on the left, and nTP2 on the right. Results
from the torus environment code, taken from t = 0, at intervals of t = 90 up to
t = 450. The minimum value for both models is |B| = 1.00× 10−10, whilst the
maximum for nTD2 is |B| = 7.59 × 10−6, and for nTP2 is |B| = 3.75 × 10−4.
The domain is of size 140×140×50.



268 Appendix A Results

Magnetic Field Evolution for nTD3 & nTP3

Figure A.43: The pseudo-colour plot shows the logarithm of the magnitude
of the magnetic field, whilst the streamlines show the vector direction of the
magnetic field for model nTD3 on the left, and nTP3 on the right. Results
from the torus environment code, taken from t = 0, at intervals of t = 90 up to
t = 450. The minimum value for both models is |B| = 1.00× 10−10, whilst the
maximum for nTD3 is |B| = 7.21 × 10−6, and for nTP3 is |B| = 8.18 × 10−5.
The domain is of size 140×140×50.
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Magnetic Field Evolution for nTD4 & nTP4

Figure A.44: The pseudo-colour plot shows the logarithm of the magnitude
of the magnetic field, whilst the streamlines show the vector direction of the
magnetic field for model nTD4 on the left, and nTP4 on the right. Results
from the torus environment code, taken from t = 0, at intervals of t = 90 up to
t = 450. The minimum value for both models is |B| = 1.00× 10−10, whilst the
maximum for nTD4 is |B| = 7.21 × 10−6, and for nTP4 is |B| = 9.70 × 10−5.
The domain is of size 140×140×50.
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Time Evolution of Model iTPB1

Figure A.45: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a Kerr
black hole with an accretion disc (γ = 2.0, rin = 11.0, rout = 200,M =
1.00M�, a = 0.80, |B| = 1015G). Results from the torus environment Code,
taken from t = 20, at intervals of t = 20 up to t = 200. The maximum values
of the density are coded in red (ρ = 2.81× 10−3), and the minimum values are
coded in dark blue (ρ = 2.10 × 10−9). The velocity has a maximum value of
0.828. The domain ranges from r = 2.0 to r = 250.0.
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Time Evolution of Model iTPB2

Figure A.46: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a rotat-
ing neutron star with an accretion disc (γ = 2.0, rin = 11.0, rout = 200,M =
1.29M�, a = 0.13, |B| = 1015G). Results from the torus environment Code,
taken from t = 20, at intervals of t = 20 up to t = 200. The maximum values
of the density are coded in red (ρ = 1.01× 10−3), and the minimum values are
coded in dark blue (ρ = 2.10 × 10−9). The velocity has a maximum value of
0.770. The domain ranges from r = 5.0 to r = 250.0.
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Time Evolution of Model lTD1

Figure A.47: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a Kerr
black hole with an accretion disc (γ = 2.0, rin = 10.0, rout = 65.0,M =
1.00M�, a = 0.80, |B| = 1015G). Results from the torus environment Code,
taken from t = 30, at intervals of t = 10 up to t = 120. The maximum values
of the density are coded in red (ρ = 3.55× 10−3), and the minimum values are
coded in dark blue (ρ = 2.10 × 10−8). The velocity has a maximum value of
0.803. The domain ranges from r = 1.4 to r = 100.0.
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Time Evolution of Model lTD2

Figure A.48: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a rotating
neutron star with an accretion disc (γ = 2.0, rin = 12.9, rout = 65.0,M =
1.29M�, a = 0.13, |B| = 1015G). Results from the torus environment Code,
taken from t = 40, at intervals of t = 50 up to t = 490. The maximum values
of the density are coded in red (ρ = 8.00× 10−4), and the minimum values are
coded in dark blue (ρ = 2.10 × 10−8). The velocity has a maximum value of
0.776. The domain ranges from r = 5.0 to r = 100.0.
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Time Evolution of Model lTDP1

Figure A.49: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a Kerr
black hole with an accretion disc (γ = 2.0, rin = 10.0, rout = 65.0,M =
1.00M�, a = 0.80). The model has a dipole field with strength |B| = 1012G, and
a poloidal field with strength |B| = 1015G. Results from the torus environment
Code, taken from t = 0, at intervals of t = 5 up to t = 35. The maximum values
of the density are coded in red (ρ = 3.40× 10−4), and the minimum values are
coded in dark blue (ρ = 1.57 × 10−8). The velocity has a maximum value of
0.992. The domain ranges from r = 1.4 to r = 100.0
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Magnetic Field Evolution of Model lTDP1

Figure A.50: The pseudo-colour plot shows the logarithm of the magnitude
of the magnetic field, whilst the streamlines show the vector direction of the
magnetic field for a Kerr black hole with an accretion disc (γ = 2.0, rin =
10.0, rout = 65.0,M = 1.00M�, a = 0.80). The model has a dipole field with
strength |B| = 1012G, and a poloidal field with strength |B| = 1015G. Results
from the torus environment Code, taken from t = 0, at intervals of t = 5 up to
t = 35. The domain ranges from r = 1.4 to r = 100.0
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Time Evolution of Model lTDP2

Figure A.51: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a Kerr
black hole with an accretion disc (γ = 2.0, rin = 10.0, rout = 65.0,M =
1.00M�, a = 0.80). The model has a dipole field with strength |B| = 1015G, and
a poloidal field with strength |B| = 1015G. Results from the torus environment
Code, taken from t = 20, at intervals of t = 10 up to t = 110. The maximum
values of the density are coded in red (ρ = 3.96 × 10−3), and the minimum
values are coded in dark blue (ρ = 1.80× 10−8). The velocity has a maximum
value of 0.841. The domain ranges from r = 1.4 to r = 100.0
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Magnetic Field Evolution of Model lTDP2

Figure A.52: The pseudo-colour plot shows the logarithm of the magnitude
of the magnetic field, whilst the streamlines show the vector direction of the
magnetic field for a Kerr black hole with an accretion disc (γ = 2.0, rin =
10.0, rout = 65.0,M = 1.00M�, a = 0.80). The model has a dipole field with
strength |B| = 1015G, and a poloidal field with strength |B| = 1015G. Results
from the torus environment Code, taken from t = 20, at intervals of t = 10 up
to t = 110. The domain ranges from r = 1.4 to r = 100.0
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Time Evolution of Model lTDP3

Figure A.53: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a rotating
neutron star with an accretion disc (γ = 2.0, rin = 12.9, rout = 65.0,M =
1.29M�, a = 0.13). The model has a dipole field with strength |B| = 1012G, and
a poloidal field with strength |B| = 1015G. Results from the torus environment
Code, taken from t = 0, at intervals of t = 30 up to t = 270. The maximum
values of the density are coded in red (ρ = 5.22 × 10−4), and the minimum
values are coded in dark blue (ρ = 2.10× 10−8). The velocity has a maximum
value of 0.848. The domain ranges from r = 5.0 to r = 100.0
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Magnetic Field Evolution of Model lTDP3

Figure A.54: The pseudo-colour plot shows the logarithm of the magnitude
of the magnetic field, whilst the streamlines show the vector direction of the
magnetic field for a rotating neutron star with an accretion disc (γ = 2.0, rin =
12.9, rout = 65.0,M = 1.29M�, a = 0.13). The model has a dipole field with
strength |B| = 1012G, and a poloidal field with strength |B| = 1015G. Results
from the torus environment Code, taken from t = 0, at intervals of t = 30 up
to t = 270. The domain ranges from r = 5.0 to r = 100.0
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Time Evolution of Model lTDP4

Figure A.55: The pseudo-colour plot shows the logarithm of the proper rest-
mass density, whilst the vectors show the direction of the velocity for a rotating
neutron star with an accretion disc (γ = 2.0, rin = 12.9, rout = 65.0,M =
1.29M�, a = 0.13). The model has a dipole field with strength |B| = 1015G, and
a poloidal field with strength |B| = 1015G. Results from the torus environment
Code, taken from t = 50, at intervals of t = 50 up to t = 500. The maximum
values of the density are coded in red (ρ = 5.19 × 10−4), and the minimum
values are coded in dark blue (ρ = 2.10× 10−8). The velocity has a maximum
value of 0.964. The domain ranges from r = 5.0 to r = 100.0
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Magnetic Field Evolution of Model lTDP4

Figure A.56: The pseudo-colour plot shows the logarithm of the magnitude
of the magnetic field, whilst the streamlines show the vector direction of the
magnetic field for a rotating neutron star with an accretion disc (γ = 2.0, rin =
12.9, rout = 65.0,M = 1.29M�, a = 0.13). The model has a dipole field with
strength |B| = 1015G, and a poloidal field with strength |B| = 1015G. Results
from the torus environment Code, taken from t = 50, at intervals of t = 50 up
to t = 500. The domain ranges from r = 5.0 to r = 100.0
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Glossary

Abbreviations

ADM: Arnowiit-Deser-Misner

AGN: Active Galactic Nuclei

AMR: Adaptive Mesh refinement

AMXP: Accreting Millisecond X-ray Pulsar

AU: Astronomical Unit

AXP: Anomalous X-ray Pulsar

BH: Black Hole

BL: Boyer-Lindquist

BZ: Blandford-Znajek

CFL: Courant-Friedrich-Lewy

ENO: Essentially Non Oscillatory

EOS: Equation Of State

GR: General Relativity

GRB: Gamma Ray Burst

GW: Gravitational Wave
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HLLE: Harten, Lax, van Leer and Einfeldt

HRSC: High Resolution Shock Capturing

ISCO: Innermost Stable Circular Orbit

LMXB: Low Mass X-ray Binary

MAD: Magnetically-arrested disc

MHD: Magneto-Hydrodynamics

MoL: Method of Lines

MRI: Magneto-Rotational Instability

NaN: Not a Number

NS: Neutron Stars

ODE: Ordinary Differential Equation

PDE: Partial Differential Equation

PPM: Piecewise-Parabolic Method

QPO: Quasi-Periodic Oscillation

RHS: Right-Hand Side

RK: Runge-Kutta

SED: Spectral Energy Distribution

SSP: Strong Stability Preserving

SMBH: Supermassive Black Hole

TVD: Total Variation Diminishing

WENO: Weighted Essentially Non Oscillatory

XRB: X-Ray Binary
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Astronomy Key Terms

Atoll Sources:

Type of neutron star, luminosity about ∼ 1%LEdd

Colour Diagram:

Diagram used to compare the difference in brightness between two different wave-

length bands

Eddington Luminosity:

The luminosity of a star whose gravitational force inwards equals the continuum

radiation force outwards

High/Soft State:

Black holes with a dominant thermal component in its SED

Low/Hard State:

Black holes with a dominant power law component in its SED

Z-Sources:

Type of neutron star, luminosity about ∼ LEdd
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[3] Aloy, M., Ibáñez, J., Mart́ı, J., Gómez, J., and Müller, E. (1999). High-Resolution

Three-dimensional Simulations of Relativistic Jets. The Astrophysical Journal,

523(2):125–128. http://adsabs.harvard.edu/abs/1999ApJ...523L.125A. (Cited

on pages xi, 88, 108, 109, 160, and 161.)

[4] Andersson, N. and Comer, G. (2007). Relativistic Fluid Dynamics: Physics for Many

Different Scales. Living Reviews in Relativity, 10:1–83. http://adsabs.harvard.

edu/abs/2007LRR....10....1A. (Cited on page 221.)

[5] Anile, A. (1989). Relativistic Fluids and Magneto-fluids: With Applications in As-

trophysics and Plasma Physics. Cambridge University Press. (Cited on pages 49, 138,

and 144.)

[6] Antón, L., Miralles, J., Mart́ı, J., Ibáñez, J., Aloy, M., and Mimica, P. (2010). Rel-
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