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This work addresses the problem of continuously reducing ocean forecast
uncertainty using underwater gliders through the application of a Monte
Carlo-based method, and the development of the mechanisms needed to apply
that method in the context of ocean forecast models. The solution to the
problem is developed in several stages, gradually incorporating the features
necessary to apply the solution in the real world.

The problem is initially examined in an abstract model of uncertainty, in a
single dimension. A method, named the Approximately Optimal Next Ac-
tion (AONA) method, is developed, analysed, and then evaluated in several
scenarios designed to emulate important aspects of the uncertainty structures
found in the real ocean.

The method is then applied to the Lorenz ’96 (L96) model, a simple chaotic
system that is often used as a crude representation of physical processes.
The token model of uncertainty, whilst useful for understanding the principal
challenges in uncertainty reduction, does not describe how to directly quan-
tify uncertainties within other models, and so information entropy is identi-
fied as a suitable framework for quantifying these uncertainties, in common
with some existing work. The AONA method is reassessed within the L96
model, and compared to some existing approaches, against which it performs
favourably.

Finally, the mechanisms needed to apply the method to a real ocean model,
the UK Met Office FOAM-NEMO MED12 model, are developed. A model
ensemble is described, and an analysis of the temporal and spatial distribu-
tion of entropy within that ensemble is provided. A model for glider motion
is developed that allows the generation of random glider paths, required for
the AONA method, that account for the effects of ocean currents. Addition-
ally, a kernel-based method is implemented to provided a mapping between
the discrete grid of the ocean model and the continuous real world in which
gliders operate.
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Chapter 1

Introduction

1.1 Ocean forecasting

Ocean forecast models are one of a range of related techniques used for mak-

ing predictions about the state of the oceans. The foundation of these models

is almost always a description of the changes in the temperature and salinity

structure of the ocean, but other properties of interest are often included,

such as sea-surface height, ocean currents, and the distributions of certain

chemical or biological species.

Ocean forecasts have a wide range of uses, in both commercial and public

spheres. The outputs of ocean forecast models are sometimes used as bound-

ary conditions for atmospheric forecast models, when model coupling is not

available, thus contributing to the quality of weather forecasts. Ocean fore-

casts have also had long use by military forces, typically navies, who have

interests in both density structures, important for submarine warfare, and

ocean currents, which have an impact on both surface and submarine vessels.

Ocean currents are also of great interest to commercial shipping companies

attempting to improve their fleets’ efficiency, and oil spill and search and

rescue operations. Ocean forecasts have significant application in scientific

research, both in helping to answer fundamental scientific questions, and also
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in planning research operations that are sensitive to the ocean state (David-

son et al., 2009; Hackett et al., 2009; Jacobs et al., 2009).

Because of the complexity of the ocean system, forecasts are almost always

generated using numerical computer-based models, for example Storkey et al.

(2010). These models typically use discretised forms of the so-called “primi-

tive equations” to approximate the changes to the oceanic temperature and

salinity structure. However, differences in the discretisation scheme can, in

certain circumstances, have important effects on the representation of partic-

ular processes. These fundamental processes must be coupled with bound-

ary conditions, and parametrisations of unrepresented processes, for example

turbulence, which is practically impossible to model accurately at all spatial

scales.

A vital component of a successful ocean forecasting system is the assimilation

of observational data from a range of platforms, including satellites, ships,

drifters, profiling floats, and gliders – the last being the subject of this work.

Data assimilation is a complicated problem, and is a correspondingly active

research area, with the fundamental goal being to construct an “analysis”

state estimate, given an initial state estimate and a set of observations, cou-

pled with an estimate of the uncertainty about the analysis state (Daley,

1993). The latter component, the uncertainty estimate, is sometimes omit-

ted, more work having been put into determining how to obtain good state

estimates given the available information. However, more recent work has

increased the focus on this aspect of data assimilation, a good uncertainty

estimate being of real importance when trying to make decisions on the basis

of a given forecast. The uncertainty estimate can also be used within the

data assimilation procedure itself, to better characterise the relative value

of the analysis as compared with the observations to be incorporated in the

next assimilation cycle.

This work considers the problem of targeting the observations of a remotely-

operated underwater glider, for the expressed purpose of reducing forecast

uncertainty. At a basic level this involves using an uncertainty estimate from

an ocean forecast model to identify regions of high uncertainty and directing
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the glider towards those regions. However, there are a number of challenges

which confound the problem. As will be discussed, this problem is itself an

active area of research, though, owing to its complexity, it is often considered

under some particular set of constraints.

Here, the specific problem to be addressed is how uncertainty can be reduced

in regional-scale operational ocean forecast models, meaning models of order

1000 km square, which are typically high resolution relative to the state of

the art, with grid cells of order 10 km square, such as the regional FOAM-

NEMO configurations described in Storkey et al. (2010). This is in contrast

to much of the literature, discussed later in this chapter, which considers

more localised improvements. The “operational” qualifier above signifies

an important aspect of the problem at hand – it is a continuous problem,

not limited to reducing uncertainty over a single deployment, but rather

considering how uncertainty can be reduced on an ongoing basis. In practice

such continuous operations would require a regularly serviced and re-deployed

fleet of underwater gliders. However, a significant constraint is that these are

not yet as reliable as their original designer envisioned (Brito et al., 2013),

but this particular difficulty will not be addressed in this work.

The focus on relatively large spatial and temporal scales informs the choice of

solution. As will be discussed in chapters to come, the problem is essentially

impossible to solve exactly, owing, in simple terms, to the number of possible

solutions that have to be evaluated in order to find the optimum. This leads

directly to approximation algorithms, which are necessarily dependent on the

particular situation being considered. So, whilst there are clear similarities

with the approaches found in existing work, there are also some important

differences, reflecting the differences in exactly how the problem is specified.

1.2 Underwater gliders

The need for vehicles with the characteristics offered by underwater gliders

arose from the set of challenges posed by sampling the ocean interior, loosely

3



defined here as those parts of the sub-surface ocean not close to a coastline.

Historically, the sampling of such areas has been performed from ships, either

on dedicated scientific missions, going back to the Challenger expedition of

1872-76, or as ships of opportunity, such as passenger ferries and cargo ships.

In more recent decades satellites have provided significant opportunities to

measure, sometimes indirectly, a range of ocean properties, including colour,

temperature, salinity, and sea-surface height. The significant advantage pro-

vided by satellites is that they can make these measurements synoptically,

which is almost impossible from ships, because of the sheer scale of the

oceans. Satellites are, however, limited to measuring only surface, or near-

surface properties, and are thus unable to provide much information on the

ocean interior on any reasonable time scale. The exception to this is altime-

ters, which can be used to infer sub-surface properties, such as bathymetry

(Sandwell and W.H.F. Smith, 2002).

The ocean interior sampling gap has been partially addressed by the intro-

duction of profiling floats (Davis, 1991), which, as the name suggests, float

in the ocean, drifting with the ocean currents, and which perform profil-

ing measurements of the sub-surface by adjusting their buoyancy to sink

and rise. Being relatively inexpensive, when compared with ship-based op-

erations, they have been deployed in large numbers, and are thus able to

provide synoptic measurements of the ocean interior, in a similar way to

what satellites have done for the ocean surface, albeit with a far sparser spa-

tial coverage. The International Argo Program (Roemmich et al., 1998) is

designed to provide global coverage of the ocean interior, with an intended

horizontal spacing of 3°, or roughly 300 km, and a vertical profile of the top

2000 m every 10 days. This coverage may be contrasted with the Poseidon-3

altimeter on board the Jason-2 satellite, which obtains global coverage with

an average spacing of 100 km in 10 days.

Although profiling floats have contributed greatly to the understanding of

the sub-surface ocean, they are limited by the fact that they drift freely with

the ocean currents. Whilst this has been put to use to extract information

about the ocean currents themselves (Lebedev et al., 2007), it fundamentally
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limits the utility of the profiling float network as a whole, because it prevents

observations being made “on demand”, at locations and times of interest, and

limits observations within regions with strong currents, from which floats

are rapidly ejected. Gliders, by contrast, can be targeted, and offer the

opportunity to create an observation networks at far lower cost than with

more conventional platforms (Bachmayer et al., 2004).

The Autonomous Ocean Sampling Network (AOSN) program, sponsored by

the United States Office of Naval Research, resulted in three leading glider

designs (Davis et al., 2002): the Slocum (Webb et al., 2001), the Seaglider

(Eriksen et al., 2001), and the Spray (Sherman et al., 2001), all of which

are currently in operation. These glider models have broadly similar design

properties: they are all hydrodynamically shaped, roughly 2 m long, and have

a mass of approximately 50 kg. They are slow compared to the fastest surface

currents, travelling at approximately 0.25 m s−1, the top speed being limited

by the operational characteristics of the buoyancy engines on which they

all rely. This low speed, combined with the hydrodynamical profile, affords

significant range, from an estimated 2300 km for the Slocum to 7000 km for

the Spray (Davis et al., 2002).

As mentioned, all three gliders employ buoyancy engines in order to generate

forward thrust. A buoyancy engine is relatively simple in principle: the glider

adjusts its buoyancy, and then, as it sinks or rises, uses control surfaces to

generate forward thrust from the consequential apparent flow. The control

surfaces are essentially small fixed wings, and the gliders control the pitch of

those surfaces by pitching the entire vehicle with an adjustment of internal

weights.

To turn, the Seaglider and Spray perform a roll, in both cases by moving

internal weights. This roll tilts the hydrodynamic lift vector, resulting in

a horizontal force component, which, in combination with force from the

vertical stabiliser, turns the glider (Davis et al., 2002). In the Slocum glider,

turning is achieved with a simple rudder.
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1.3 Planning

There has been considerable interest in automatic planning of glider mo-

tion, broadly divided into two areas: finding paths between two points in the

shortest time, taking into account ocean currents and other effects, and find-

ing paths that optimise some other criterion, most commonly a generalised

“information” gain. In the following two subsections we review some of the

literature that tackles these two problems.

1.3.1 Planning paths for travel time

Wavefront expansion

Thompson et al. (2010) used a wavefront expansion algorithm, also known as

Dijkstra’s algorithm, to plan glider paths in a changing current field, with the

aim of determining whether or not forecast uncertainty in the currents sig-

nificantly affected the quality of the planned paths. The algorithm searches

the domain incrementally, gradually examining possible paths that are fur-

ther and further away from the start, until it finds the target location; this

leads to a provably optimal path. Their work suggests that uncertainties

about ocean currents do not have a large effect on path quality, which is an

interesting result, although their testing only covered a limited region off the

eastern U.S. coast.

Garau et al. (2005) employed the A? algorithm, an efficient search algorithm

ideally suited to routing problems, to find optimal paths in a static eddy field.

The A? algorithm is essentially a more efficient version of Dijkstra’s algorithm

that makes use of “heuristic” information to improve its performance; in this

case they used the straight line path to the goal, flown at the maximum

possible speed to guide the search, and demonstrated that their choice of

heuristic did offer significant performance improvements. They came to the

intuitive conclusion that planning paths is only really useful when the speed

of the surrounding currents is similar to or greater than the speed of the
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glider, because otherwise the currents do not have a large enough effect on

the glider path to be significant.

Rapidly-exploring random trees

One issue with the previous two approaches is that the discretisation of

the glider paths onto a grid potentially introduces errors into the resulting

planned paths, and can even make planning appear impossible, a problem

that is discussed in Rao and Williams (2009). They introduced rapidly-

exploring random trees (RRTs) to circumvent this problem, a technique that

fills the planning space with a tree of points, the growth of the tree be-

ing biased both by the ocean current field and by other heuristics designed

to improve performance and obtain paths that do not meander too strongly.

Having obtained a planning space, they then employed the same A? algorithm

used in Garau et al. (2005), and compared their RRT-based planning space

with the grid-based approach found in Garau et al. (2005). Their results

were mixed, not suggesting a clear choice between the grid-based approach

and the RRT-based one, although both methods proved competitive with a

planner that simply drove continuously towards the goal waypoint. However,

the RRT method does suffer from the problem that it is probabilistic, and

so the resulting paths are only likely to be approximately optimal.

Both Rao and Williams (2009) and Garau et al. (2005) used static current

fields, justifying this choice on the grounds that the currents do not change

frequently compared to the mission time, and thus replanning is relatively

fast. Whilst this is true, the choice of the optimal path may be affected

by future current changes, especially for longer missions, a point that was

directly addressed by Thompson et al. (2010), and is important in this work,

where the missions are essentially considered to be of infinite duration.

Level set-type methods

Petres et al. (2007) used a fast marching method (FMM) to plan paths in a
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range of idealised scenarios, examining the effects of both currents and ob-

stacles on their technique. FMMs are an optimised form of level set methods

(LSMs), a technique used by Lolla et al. (2012), and also explored in this

work, although in a slightly different manner. FMMs, like LSMs, allow the

direct calculation of the expansion of the “reachable front”, a closed contour

that represents the furthest position that can be travelled in all directions

at any given time. FMMs are significantly faster than LSMs, because they

make the assumption that the front always moves in the same direction,

which is a reasonable approximation for most cases at small scales, but is

not appropriate for the large scale problems faced in this work. Petres et al.

(2007) adapted the FMM technique with ideas from A? to create what they

called the FM? method, which resulted in much smoother paths on a grid

than the A? method, and did not suffer from the randomisation problems

of the RRT method used in Rao and Williams (2009). Petres et al. (2007)

extended their method to deal with anisotropic expansion, which allowed

them to handle currents. They also included curvature constraints, to force

smoother paths, and implemented their technique on an unstructured mesh,

affording significant speed improvements.

Lolla et al. (2012) constructed time-optimal plans using a level set method,

which is a more general form of the fast marching method used by Petres

et al. (2007). Lolla et al. (2012) used a two phase approach, first expanding

the reachability front until it intersected the destination waypoint, and then

“tracing” the front normal vector backwards in time, implicitly extracting

the optimal path. This approach has several benefits: the computational cost

only varies linearly with additional gliders and with the size of the domain,

the method naturally handles flow fields of arbitrary complexity, and it is

easy to incorporate additional constraints. In their paper they showed how

“forbidden regions”, areas within which the gliders are not permitted to

travel, can be incorporated with only a simple modification to the method,

and no increase in computational cost, which is interesting, especially in the

context of avoiding busy shipping lanes.

The level set method will be utilised in this work to model glider motion
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whilst taking ocean currents into account. There is a clear trend in the time-

optimal path planning literature towards incorporating more advanced nu-

merical schemes that eliminate the problems encountered with discretisation

and user-defined heuristics. In the information-optimal path planning liter-

ature reviewed in the next subsection, some authors (Alvarez et al., 2007;

Alvarez and Mourre, 2012; Ferri et al., 2013; Heaney et al., 2007; Yilmaz

et al., 2008) employed waypoint based schemes for modelling glider motion,

which are closer in principle to how gliders operate in the real world. These

approaches do, however, suffer from some of the problems of those schemes

discussed already, most particularly that they do not have the formal rigour

provided by the level set approach.

1.3.2 Planning paths for information gain

Optimal interpolation

The second main area of focus for glider path planning, with which the

present work is concerned, is how to plan glider paths that collect informa-

tion optimally, evaluated by some metric. Alvarez et al. (2007) considered

the problem of targeting glider observations within a pre-existing network of

profiling floats. They built on previous work that used a genetic algorithm

(GA) to find time-optimal paths for gliders, and adapted that GA approach

to finding information-optimal paths. They used the waypoint based motion

model mentioned previously as input to their genetic algorithm, however,

they did not include the effects of currents on the glider paths. Their in-

formation metric was defined by computing the optimal interpolation of the

observation locations, with the correlation length scale taken from the field of

interest. This method efficiently accounts for the combined observation net-

work, placing glider observations where floats were absent. However, it does

not address the underlying uncertainty regarding the field, instead targeting

observations to “empty” regions. This approach can, therefore, mis-allocate

observational resources, by considering all locations in the field of equal value

a priori, whereas often information is available to the contrary.

9



This problem of the lack of consideration of the underlying uncertainty was

addressed in Alvarez and Mourre (2012), where ensemble optimal interpola-

tion (EnOI) was used to provide an estimate of the background error variance

and correlation length scale. Their EnOI calculation assumed the ergodic

hypothesis, which states that the time average of a process, taken over a

sufficiently long period, is equivalent to the statistical average, and there-

fore they employed a 30 day integration of an ocean model in place of a

“true” statistical ensemble. Their motion model was broadly similar to the

one used in Alvarez et al. (2007). However, they also included the effects

of currents, by adjusting the planned paths in response to the background

current field. They also adopted a different optimisation scheme, using pat-

tern search optimisation (PSO) instead of a genetic algorithm, on the basis

of work suggesting that PSO was faster to converge on a solution than other

techniques. The resulting optimisation system was then tested with three

different metrics, taken from the theory of optimal design: A-, E-, and G-

optimality. These metrics “interpret” the quality of observations in different

ways, and therefore lead to different observational strategies. In their testing,

which combined observations from a mooring and a glider to sample from

the realistic ocean model mentioned previously, the A-optimal design, which

reduces overall uncertainty, was determined to perform the best.

Ferri et al. (2013) further developed this approach, defining a method to

allow a user-specified “field of interest” to be blended with the field taken

from the optimal interpolation, to create a metric with objective user control.

They also extended the glider motion model to include constraints that avoid

“clusterisation” of observations, and favour smooth paths. One important

assumption that remains in this work is that of synopticity, that the field does

not change very quickly relative to the time scale of the observation collection,

allowing dynamic properties to be ignored. This assumption is perfectly valid

for the spatial scales and bounded missions that were considered in the work

of Ferri et al. (2013), but it cannot be applied to the longer spatial and

temporal scales being considered in the present work.
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Gaussian processes

All of the above approaches used the optimal interpolation scheme in order

to model the impact of glider observations on uncertainty. Another model

that has been employed, following extensive use in spatial statistics, is the

Gaussian process. Gaussian processes (GPs) are stochastic processes such

that all subsets of the random variables within the model have a multivariate

normal distribution (Rasmussen, 2004). They make useful models primarily

because the normal statistics are very well understood, and greatly simplify

the calculations of quantities of interest.

Caselton and Zidek (1984) tackled the problem of selecting observation sites

in a distributed sampling network, with the goal of minimising the overall

uncertainty about all possible sites, given the sites that are chosen for ob-

servation. They treated this as a decision problem, and suggested a solution

that used mutual information, obtained from a GP model of the quantity

of interest. Mutual information, in this context, quantifies the amount of

information that the observed locations provide about the unobserved loca-

tions. A point of interest is the explanation that they offered of how joint

entropy can be used for the same purpose, as it is in the present work, which

will be considered in more depth later. They did, however, note the lack of

axiomatic support for its use in the continuous case, which is a limitation

that the present work faces, but does not address.

Krause et al. (2008) made an extensive study of the optimisation of sensor

location using mutual information, derived from a GP model of the environ-

ment. They contrasted mutual information with entropy, the metric used in

the present work, which simply quantifies the information contained in the

observations, irrespective of the information content of unobserved locations.

They explained their choice of mutual information by noting that entropy

suffers from the flaw that it tends to favour observations that are as far apart

as possible, because of its property of ignoring the impact of observations on

unobserved locations. This leads an entropy based selection to choose obser-

vation locations on the boundary, which then leads to “wasted” information
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collection, because no information is gathered beyond the boundary. This

objection is valid within the context of arbitrary observation selection. How-

ever, the calculation of mutual information considers the whole domain, and

thus is significantly more expensive.

Krause et al. (2008) also used a property of mutual information, submod-

ularity, to provide a strong 1 − 1/e approximation guarantee for a “greedy”

selection method (i.e. one that selects the locally optimal choice at each step

(Cormen et al., 2001)) they proposed for selecting observation locations with-

out spatial constraints, making their method inappropriate for the present

work. They then demonstrated several techniques for improving the perfor-

mance of their method, exploiting locality both in their selection algorithm,

and in the observation space, to reduce the computational burden. They

introduced an approach to mitigating the effects of node failures (i.e. failures

of individual observation stations), and demonstrated that even without this

approach their method is robust, in the sense that failures proportionally

reduce the information collection capacity of the network. Additionally, they

addressed the robustness of their method to uncertainty in the model pa-

rameters, which can be handled within the GP framework, highlighting the

benefits of using a formal model.

Singh et al. (2009) extended the work of Krause et al. (2008) to a path

planning problem for multiple robots, which they labelled the Multi-robot

Informative Path Planning (MIPP) problem. They discussed a recursive

greedy algorithm for a similar (single robot) problem from Chekuri and Pal

(2005), but noted that its quasi-polynomial running time makes it inappro-

priate for planning in large problems. To address this they employed two

techniques: spatial decomposition and branch and bound. The spatial de-

composition allowed them to use the approach from Krause et al. (2008) to

find an optimal set of observations within small spatial regions, which were

then chained together using the recursive greedy algorithm of Chekuri and

Pal (2005), allowing a trade-off between running time and the approximation

guarantee provided in Krause et al. (2008). The branch and bound method

exploits certain aspects of the problem structure to improve running time
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further, making the technique more applicable to real-world problems. The

single robot methods were combined within the framework of the sequential

allocation algorithm, defined at the start of the paper, allowing them to solve

the MIPP problem efficiently. Their method was tested both in the field, and

in simulation, with promising results. A key limitation of this work, as with

many others, was the use of a static GP – they did not model changes in

uncertainty over time. However, in principle this is fairly straightforward

to include within the GP framework, although at some computational cost.

Another limitation with respect to the present work is their lack of a rep-

resentative motion model: the experiments they performed did not require

formal modelling of vehicle motion beyond simple estimations of travel time,

which is inadequate for the open ocean glider problem.

Binney et al. (2010) further extended the work of Singh et al. (2009) and

Krause et al. (2008) to the glider planning problem. They used the recur-

sive greedy technique of Chekuri and Pal (2005) directly, not requiring the

advanced methods proposed in Singh et al. (2009) for their problem size.

Their motion model was relatively simple, following a regular mesh defined

over their region of interest, and without incorporating the effects of ocean

currents. They also discussed a time window variant of the algorithm, which

they used to implement a system similar to the forbidden regions described

in Lolla et al. (2012). Their work is valuable, moving the formal framework

defined by Krause et al. (2008) into the glider path planning domain. How-

ever, the lack of a realistic motion model, and the focus on relatively short

mission times, remain significant limitations.

Choi and How (2011b), much in the vein of Caselton and Zidek (1984) and

Krause et al. (2008), proposed the use of mutual information, taken from a

Gaussian process model of the environment, specifically addressing the time

complexity of calculating conditional covariances, which are required in the

calculation of mutual information. They did so by suggesting that, instead of

calculating the entropy reduction in the verification variables, conditioned on

the observation variables, one should calculate the entropy reduction in the

observation variables conditioned on the verification variables. They demon-
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strated that their “backwards” formulation is guaranteed never to be less

efficient than the forward formulation, and is in fact much more efficient in

certain cases, in particular for the sequential ensemble square root filter that

they used to represent the uncertainty in their model. They used a greedy

algorithm to select observation locations, without a path constraint, similar

to the work in Krause et al. (2008), although here in the context of a two

dimensional version of the Lorenz ’96 model. They reported that the back-

wards formulation returned the same answers as the forwards formulation in

all cases, and performed increasingly better than a “local” greedy method

that selected observations without conditioning on previous observations, as

the number of observations to be selected increased.

Choi and How (2011a) extended the work in Choi and How (2011b) to in-

clude a path constraint on observations, so that each observation was re-

quired to be within a certain distance of the previous observation. They

considered how to plan the paths of teams of sensors, and implemented a

planning decomposition scheme to improve efficiency. In that context, they

contrasted two methods for coordinating between teams: a “local” method,

where all teams plan their next set of moves simultaneously, and a “sequen-

tial” method, where teams plan in series, each one taking into account the

planned actions of all prior teams. They demonstrated that the sequential

method significantly outperforms the local method, and, more generally, that

more coordination between sensors produced better results. An interesting

facet of this latter result is that committing to longer plans also produced

better results, which suggests that knowing what other sensors will do further

in the future is as important as knowing what they will do next.

Park et al. (2010) took an interesting approach to calculating conditional

covariances, proposing a set of methods for efficiently learning a function to

model the “covariance dynamics”, which is achieved, in an ensemble context,

by running the ensemble forward. This learned function, in combination with

a “measurement update function”, can then be used to find covariance matri-

ces conditioned on arbitrary sequences of observations. The present work is

concerned with whole-model uncertainties, allowing use of the more limited
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entropy metric, but more generally it is useful to be able to specify regions

of interest, and that requires metrics like mutual information, which in turn

require conditional covariances. Efficient calculation of these conditional co-

variances is, therefore, an important subject when one is considering more

general problems.

Low et al. (2011) explored the benefits of using a Markovian approxima-

tion to the fundamentally non-Markovian glider planning problem, which

they termed the information-theoretic Multi-robot Adaptive Sampling Prob-

lem. The standard glider planning problem is non-Markovian, meaning that

the value of future glider observations depends on past glider observations.

Low et al. (2011) aimed to quantify the approximation error of imposing the

Markov assumption, which entails ignoring the impact of observations prior

to the one “just” made, at each planning step. They examined this problem

because of the rich literature surrounding Markov decision problems, pio-

neered by Bellman (1952), which can be much more efficiently solved than

their non-Markovian counterparts, and justified making the Markov assump-

tion by suggesting that, as horizontal correlation length scales become small,

the importance of non-Markovian effects diminishes. Whilst this is a valid

observation, correlation length scales in the ocean vary, and can be large,

especially when considering mesoscale variations as in the present work.

Low et al. (2011) performed their investigations in the framework of a tran-

sect sampling task, whereby glider observations were targeted as they moved

from one end of a transect line to the other. A similar type of problem is

considered in Chapter 2, although seen from a different perspective. They

employed entropy as their metric, and compared their algorithm with greedy

entropy and greedy mutual information algorithms, similar to that proposed

in Krause et al. (2008). Low et al. (2011) rejected mutual information on

the basis of its inability to guarantee a minimisation of the expected entropy

after observation, and on the computational grounds noted above. They

demonstrated the reduction in computation time afforded by their Marko-

vian approach, and that observation performance was broadly maintained

compared to the two greedy methods. They concluded with the intuitive
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idea that, for their transect sampling task, large “vertical” (cross-transect)

correlations and small “horizontal” (along-transect) correlations are prefer-

able, which is a natural consequence of the fact that, in such situations,

observations made will cover more of the transect width, without affecting

subsequent observational choices. Whilst relatively obvious, it highlights the

importance of understanding field structure when attempting to plan obser-

vations optimally.

Cao et al. (2013) extended the work of Low et al. (2011) to add a param-

eter that allows a trade-off between computation time and sensing perfor-

mance, by setting the order of the Markov property that is assumed, that

is, how much past information is taken into account when planning. They

demonstrated levels of performance competitive with the greedy algorithms

introduced in Low et al. (2011), by tuning their new parameter to match the

problem structure.

Other approaches

Heaney et al. (2007) used a genetic algorithm, in a similar manner to Alvarez

et al. (2007), to optimise the deployment of a range of sensors in a complex

ocean environment. They used data from the Harvard Ocean Prediction

System (HOPS), and the Error Subspace Statistical Estimation (ESSE) sys-

tem to guide their planning method, building a heuristic cost function from

different properties of the dynamical field prediction. Their results were qual-

itatively appealing, placing the different observation platforms: three moor-

ings, the gliders, and two AUVs, in appropriate locations within the domain.

However, the placement was necessarily subjective, because the cost function

incorporated user-defined weights, and its components were not based on any

rigorous theory of information reduction as was seen in, for example, Krause

et al. (2008).

Yilmaz et al. (2008) employed Mixed Integer Linear Programming (MILP)

to find optimal glider paths. They used uncertainty fields derived from the

HOPS and ESSE systems to guide their planning, and introduced a range
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of constraints to ensure that the resulting paths were of satisfactory quality.

Their use of the uncertainty field makes their approach essentially Markovian,

to frame it in the language of earlier paragraphs, meaning that they are not

taking correlations within the field into account, and they noted the inclusion

of correlation effects as a direction for future work. They did, however, show

some encouraging results, both with single gliders and multiple glider fleets,

and accommodating time-varying fields in their analysis.

There is a considerable amount of work on adaptive sampling that can less

directly be related to the glider planning problem. In a seminal paper, Lorenz

and Emanuel (1998) developed a simple chaotic model to test several adaptive

sampling techniques, including rough analogues of the breeding technique,

multiple replication (similar to the perturbed observation method of Morss

et al. (2001)), and singular vectors. All of the techniques they tested aimed

to identify regions of high variability in the model, and observations were

targeted at those locations. They found that multiple replication performed

best in their tests. The model described in this paper is commonly referred

to as the Lorenz ’96 model, and is used in several other papers as a simple

dynamical model, including Berliner et al. (1999) and Choi and How (2011b)

(where it was adapted to have two dimensions). The Lorenz ’96 model is

also used for this purpose in the present work.

Bishop and Toth (1999) introduced the Ensemble Transform technique, a

method for estimating covariance matrices conditioned on a set of obser-

vations. The Ensemble Transform technique involves the calculation of a

transformation matrix that maps between ensemble perturbations – the dif-

ference between each ensemble member and the ensemble mean – and a “best

guess” analysis covariance matrix, for each possible deployment of observa-

tions. This transformation matrix can then be used to estimate the verifica-

tion time covariance matrix, with the only additional input being the verifi-

cation time ensemble perturbations, though Bishop and Toth (1999) noted

the fairly strict conditions that must be met for this technique to recover

precisely the verification time covariance matrix. This technique allows the

impact of different observational deployments to be estimated using only a
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single ensemble run. A significant difference between the work of Bishop and

Toth (1999) and that of Park et al. (2010), described above, is that Bishop

and Toth (1999) did not attempt to model dynamical changes in covariance,

instead trying to find the relationship between ensemble perturbations and

the impact of observations. Park et al. (2010), however, explicitly modelled

those covariance dynamics, but at the expense of needing large numbers of

ensemble runs to obtain a model fit.

Bishop et al. (2001) superseded the work of Bishop and Toth (1999), by

incorporating the Ensemble Transform idea into the mathematically rigor-

ous Kalman Filter framework. This eliminated the arbitrary expression of

the reduction of forecast variance due to observations that was required in

the Ensemble Transform technique. In the context of adaptive sampling the

goal remained similar to that of Bishop and Toth (1999). However, the new

framework allowed Bishop et al. (2001) to implement a serial targeting tech-

nique, much like that found in Krause et al. (2008), and providing the same

performance benefits, namely that the selection process falls from exponen-

tial complexity to merely linear complexity, but at the expense of optimality.

The work of Bishop et al. (2001) highlights the deep connections between

adaptive sampling and data assimilation techniques, and suggests that in

principle the same set of techniques should be used, albeit in different ways,

for both problems.

Berliner et al. (1999) formulated the adaptive sampling problem as one of

statistical design, which allowed them to express clearly the key features of

the standard adaptive sampling problem that they considered. They closed

their paper with an interesting point regarding Gaussianity: if it is thought

that the model uncertainties are strongly non-Gaussian, then the central

issue is really the inappropriateness of the mean-covariance representation of

model structure. In these cases other approaches are required to describe the

uncertainties, and, at least in principle, the framework of information entropy

that is employed in the present work is capable of such a description.

Morss et al. (2001) used a perturbed-observation ensemble, similar to the one

to be used in the present study, to test adaptive sampling methods in a quasi-
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geostrophic channel model. They tested a simple adaptive scheme, targeting

sites with the largest ensemble spread, and compared it with several naive

schemes, and found that the adaptive scheme performed better than the

naive schemes. They concluded that ensemble systems show clear promise

for adaptive sampling, but noted that it was likely to be important to adjust

the sampling to accommodate weakness in the data assimilation system.

1.4 Summary

There are several aspects of the literature that offer opportunities for devel-

opment, and which will be considered in the present work. The most obvious

point of difference between the approaches found in the literature is how pos-

sible observation plans are valued. There has clearly been a trend towards

objective measures, but even then there is considerable variety. Some of the

most promising approaches seem to be those that adopt an ensemble based

representation of model uncertainty, and then use information theoretic met-

rics to gauge observation value – this general methodology will be followed

in the present work.

Some authors have considered formalising the model uncertainty, typically

as a Gaussian process, to allow them to prove approximation guarantees

about the methods they propose. Such approaches are desirable, because

they offer confidence to operational users, and so, although these formalities

are not employed in the present work, they are a clear improvement over

less rigorous approaches. The main drawbacks of such approaches are the

assumptions that they demand, most obviously Gaussian statistics. However,

similar assumptions are often made anyway, because of the simplicity they

offer when making calculations.

It is potentially important to capture the non-Markovian nature of the un-

certainties in ocean variables, which is handled naturally by information the-

ory, and can be imposed within other metrics. Low et al. (2011) explicitly

considered the penalty of using Markovian approximations. However, the
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constraints imposed on their study limit the value of those results to the

present work.

Many studies assume synoptic measurements, which can be appropriate when

considering localised sampling. However, for the larger spatial and temporal

scales of regional models being considered in the present work these assump-

tions will not hold, and therefore the change of uncertainty over time has to

be considered.

Related to the temporal aspect is the fact that almost all existing studies

either explicitly or implicitly examine fixed duration missions. Operational

ocean forecasting is generally taken to be a continuous problem, rather than

mission based, and so there is a clear need for planning methods that take

this continuity into account.

A final point of variation in the literature is how glider motion is modelled.

The motion models selected are often justified in terms of other assumptions,

such as synopticity, and discretisation effects are often ignored. The present

work will attempt to resolve this issue by developing a motion model with

similar underpinnings to the one found in Lolla et al. (2012), that both

handles temporal variation and avoids discretisation errors.

This work will develop a Monte Carlo-based approximation method for plan-

ning glider paths on a continuous basis in order to reduce uncertainty in an

ocean forecast model. This will include the mechanisms necessary to imple-

ment that method within the context of a full ocean forecast model, the UK

Met Office’s FOAM-NEMO MED12 model. The work will directly address

some of the shortcomings in the existing literature that might be applied

to this problem, principally by explicitly accounting for the non-Markovian

properties of the problem, and providing a rigorous method for planning

glider paths that account for the effects of ocean currents.
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Chapter 2

Approximately Optimal Next

Actions (AONA) in a simplified

model of uncertainty

2.1 A simple token collection problem

This chapter will use a highly abstracted form of the uncertainty reduction

problem, so that the fundamental planning problem can be investigated with-

out the complexities found in the real world. The following two chapters will

gradually incorporate those complexities, adapting and extending the plan-

ning method described here to suit the problem of reducing uncertainty in

an ocean forecast model using underwater gliders.

Consider a world with one dimension of discrete space, and one dimension of

discrete time. Each location in the world can contain one or more “tokens”

(see Figure 2.1), and the goal is to collect as many tokens as possible, given

perfect knowledge of where the tokens will appear.

The tokens at a given location represent uncertainty about some particular

variable at that location; for example, in an ocean model, the tokens might

represent uncertainty about the ocean temperature. Collecting the tokens is
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x1 x2 . . . xX−1 xX

t1

t2

...

tT−1

tT

Figure 2.1: An illustration of the spatio-temporal structure of the token
problem. The domain can be thought of as two-dimensional grid, similar
to a chess board. It is important to note that tokens are situated at
locations in space-time, rather than simply at locations in space.

taken to represent measurement of the underlying variable, and a consequen-

tial reduction in the uncertainty about that variable.

Tokens are collected by gathering agents (i.e. abstracted gliders), which move

around the world, one step at a time. For the purposes of our discussion we

will consider the problem with only a single gathering agent. It is simple in

principle, though expensive in practice, to generalise the ideas to multiple

agents, and a short discussion of how to do so is provided at the end of

Section 2.2.

Our gathering agent exists at a single location at each time step, which we

will write using the notation x = (x, t). The agent can choose between three

actions at each time step: move left, move right, or stay put, corresponding

to the changes in the agent’s position shown in Table 2.1.

For the purposes of this discussion we will assume that the agent never

reaches the edge of the spatial domain; we will not properly consider the

effects of boundary conditions until Chapter 3.
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Action dx

Move left l = (-1, +1)
Stay put c = (0, +1)

Move right r = (+1, +1)

Table 2.1: The actions available at each location in the token problem.
There are always three possible actions available, and each has an asso-
ciated change vector, dx. For a given location x = (x, t), the resulting
location from a particular action is equal to x + dx.

When the agent arrives at a particular location, any tokens at that location

are automatically collected. It is important to note that each location in

space-time has its own set of tokens, so the agent might be able to collect

tokens by just staying put over and over again. We will refer to a sequence

of actions π = (π0, π1, . . . , πn) as a path, with πt being the location the path

is passing through at time t.

We can assign a value to any given path by counting the number of tokens

present at the locations it passes through. This idea is formalised in Equa-

tion 2.1, where C(πt) counts the number of tokens present at the location πt,

and illustrated in Figure 2.2.

V(π) =
T∑
t=1

C(πt) (2.1)

2.2 Optimal token collection using dynamic

programming

As stated at the beginning of the introduction to this section, the goal is to

collect as many tokens as possible, in other words to work out which path

has the highest value.

A brute force solution, enumerating all 3n possible paths and calculating
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x1 x2 x3

t1

t2

t3

t4

t5

1

3

1

3

2

10

Figure 2.2: An example of calculating the value of a path. A path through
a space is shown on the left of the figure. On the right of the figure are the
numbers of tokens collected at each time step, and in the bottom right is
the total number of tokens collected across the whole path, showing that
this particular path has a value of 10.

their corresponding values, becomes practically impossible for even modest

n: for example at n = 20 there are around 3× 109 possible paths. If we could

evaluate one path per millisecond, which is a reasonable approximation, then

it would still require over 40 days to evaluate them all.

In order to solve this problem we can employ dynamic programming, first

developed by Richard Bellman in the 1940s. The guiding principle in dynamic

programming was referred to by Bellman as the principle of optimality :

Principle of Optimality. An optimal policy has the prop-

erty that whatever the initial state and initial decision are, the

remaining decisions must constitute an optimal policy with regard

to the state resulting from the first decision. (Bellman, 1957, III,

§3)

A policy, in the language of dynamic programming, is a mapping from all

the states in a given domain to actions, and the optimal policy is the (often
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unique) mapping that results in the best possible result for any given state.

In this context a state is an encapsulation of all information necessary to

uniquely identify a particular configuration of the system: for now the agent’s

location is enough.

The principle of optimality can be seen to define the types of problem to

which dynamic programming applies: those where the optimal solution at

earlier times is independent of the optimal solution at later times. This idea

can be formulated into what is called a Bellman equation, a generic example

of which is shown as Equation 2.2.

V (x) = max
a∈Γ(x)

{
F (x, a) + V (T (x, a))

}
(2.2)

In this equation, V (x), the value function, is the optimal value obtainable

in state x. This is defined to be the maximum of the terms inside the curly

braces, taken over the set of actions available in state x, given by the function

Γ(x). The first term inside the braces, F (x, a), gives the extra reward we

obtain by performing action a in state x. The second term, V (T (x, a)) is a

recursive evaluation of V , taken at a new state x′ that results from performing

action a in state x, written using a transition function T (x, a)→ x′.

It is trivial for us to write a Bellman equation for our problem. The additional

reward we gain in each state is defined by the number of tokens present in

that state, which in turn is given by our token counting function C(·). If we

replace the original reward function, F (x, a), by our counting function, C(·),
and use dx to denote the set of available actions (see Table 2.1), then we are

left with Equation 2.3.

V
(
x
)

= max
a∈dx

{
C
(
x
)

+ V
(
x + a

)}
(2.3)

There are several ways of solving a Bellman equation, but here we will employ

a fairly intuitive method called backward induction. The right hand side of a

Bellman equation is dependent on a recursive call to the equation itself, and
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this implies that we can calculate the value for any given state if we already

know the values for its successor states.

Backward induction works, as the name implies, backwards, starting from the

terminal states. In the last state there are, by definition, no successors, and

so the value of the Bellman equation is simply given by the reward function,

which in our case is C(x).

Having computed the values of the Bellman equation for the terminal states,

we can then easily compute the values for their predecessors. We can then

keep working backwards until we reach the first state, at which point we will

have computed the values of the Bellman equation for the optimal policy at

each possible state. A worked example is shown in Figure 2.3.

If we use this approach, then instead of having to consider all 3n paths, we

only have to examine each state once. So if our spatial dimension is X units

wide, and we have T time steps, then our computational complexity is only

O(XT ), rather than O(3T ).

With the values of the Bellman equation fully resolved, the optimal policy

can be extracted by choosing the action in each state which leads to the

highest total reward.

In order to generalise this result to multiple agents we must consider the

effects of each possible combination of actions that the group of agents can

take. Unfortunately this will mean that instead of there being a total of

“just” 3T possible paths, there will instead be 3nT paths, where n is the

number of agents we want to plan for.

Irrespective of the computational complexity, the principle is essentially the

same as before. However, the states that we search over are now the joint

locations of all the agents, and the actions are all possible combinations of

actions the agents could take.

For example, with two agents, a state would be an ordered pair of locations

(x0,x1), and instead of the set of actions being {l, c, r} we would use the sec-

ond Cartesian power {(l, l), (l, c), (l, r), (c, l), (c, c), (c, r), (r, l), (r, c), (r, r)}.
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x1 x2 x3

t1

t2

t3

t4

t5

7 10 9

7 6 9

5 5 6

2 5 1

2 0 1

x1 x2 x3

Figure 2.3: An example of the results of backward induction. On the left
of the figure is a representation of a small space, with tokens present at
various locations, in various numbers. On the right are the corresponding
values of Equation 2.3, calculated using backward induction. Rows of
values are calculated together, starting at t5 and working backwards. The
optimal path from any location in the space, shown as grey arrows, can
then be found by simply selecting the action which leads to the highest
value.

If we represent the fact that we are dealing with joint states and joint actions

for n gliders with a superscript, then our new Bellman equation, Equation 2.4,

is a trivial modification from our original.

V
(
xn
)

= max
an∈dxn

{
C
(
xn
)

+ V
(
xn + an

)}
(2.4)

2.3 A numbered token collection problem

2.3.1 Introduction to the problem

In the introduction to this section we described how each location in the

domain can contain one or more indistinguishable tokens. We will now change
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Figure 2.4: In the modified token model, each token has a number in-
scribed upon it. A single location will never contain two tokens with the
same number, but otherwise the distribution of tokens is unrestricted.
The tokens represent “lumps” of uncertainty in some underlying vari-
able, and tokens with the same number represent “the same lump”; in
other words, they express a correlation between the uncertainties in the
locations where they appear. For example, in this figure, the location in
the top left, and the one in the bottom row, both share a token numbered
“1”, and therefore their uncertainties are correlated. This means that
collecting the “1” token from the bottom location (i.e. making an obser-
vation) will implicitly remove it from the top left location, and any other
location in which it appears.

this condition slightly, so as to more closely resemble our original problem,

and then examine the consequences of that change.

Now, instead of the tokens all being the same, we will inscribe a number on

each of them, and impose the restriction that the same number can never

appear more than once at any given location. Then, all tokens with the same

number can be taken to represent the same “lump” of information, so that

if two locations each contain a token with the same number, then those two

locations are implicitly correlated. If we adapt our previous example into

this form we might arrive at something like Figure 2.4.

To complete the change, we must redefine how to calculate a path’s value

with our numbered tokens. Prior to the change, a path’s value was simply
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the number of tokens collected along that path. Now, the value of a path is

defined to be the number of unique tokens collected along that path, given

as Equation 2.5.

V?(π) =
K∑
k=1


 T∑

t=1

C?(πt, k)

 > 0

 (2.5)

We first make a new counting function, C?, which takes one more argument

than C; now instead of counting the number of tokens of any kind at a given

location, it will only count tokens numbered k (of which there will never be

more than one, due to the restrictions we imposed earlier).

We can then find the total number of tokens with a particular number k that

we encounter along a path, by summing C?(·, k) over time. We only get one

point for each token number, however, irrespective of how many times we

find it. We express that idea using a conditional inside an Iverson bracket,

denoted here using square brackets. This evaluates to one if the enclosed

condition is met, and zero if it is not.

Summing this expression over all K possible token numbers gives us what

we want, the number of unique tokens encountered along path π. Figure 2.5

illustrates this process being applied to the example path shown in previous

figures.

To employ dynamic programming to solve this new problem we must first

rewrite this expression as a Bellman equation. In the previous version of the

model this is simple, because the reward obtained at each step is simply the

number of tokens the agent encounters. Now, however, the reward depends

on which tokens the agent has already collected.

This dependence on past actions means that we can no longer simply use

agent locations as the states in our solution, but instead must use entire

agent paths. The actions themselves do not change; however, we can no

longer just add the action vector to the agent’s location-state to obtain a
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Figure 2.5: As Figure 2.2, showing the calculation the value of a path,
but with numbered tokens (i.e. with a non-Markovian scoring system).
Under the new scoring system the path now has a value of 5, because
duplicate tokens are not counted.

new location-state, but must instead append the new location to the path-

state to obtain a new path-state. We will apply this process using a transition

function T ?(π, a).

To try and simplify the final expression, we will first consider how to write a

reward function, Equation 2.6, to compute the additional number of unique

tokens found as we lengthen an agent’s path.

Taking a path as an argument, it operates in a similar manner to Equa-

tion 2.5. Now, however, the conditional inside the Iverson bracket checks to

see if we have encountered a particular token before, evaluating to zero if

we have, and one if we have not. This, multiplied by a call to the counting

function, results in a one only if a particular token number k is present at

πτ , but has not been collected before. This whole expression can then be

summed over all token numbers to find the number of new tokens that have

been found.
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R?(π1...τ ) =
K∑
k=1



τ−1∑

t=1

C?(πt, k)

 = 0

 · C?(πτ , k)

 (2.6)

With the reward function we can now write a Bellman equation for our new

problem, Equation 2.7. The reward function contains most of the complexity,

and so our new equation is superficially similar to Equation 2.3.

V ?
(
π
)

= max
a∈dx

{
R?
(
π
)

+ V ?
(
T ?(π, a)

)}
(2.7)

At this point it is valuable to take a step back and consider the implications

of the changes we have made. Although the new Bellman equation suggests

that we might be able to obtain an answer as easily as before, the fact that

our states are now paths instead of locations means that to use backward

induction we have to consider a space of order 3T states, instead of just XT

states as before.

In fact, the number of states is now greater than the number of paths, there

being 3t states at each time t. This means that backward induction is actually

more expensive than simply evaluating all paths in order to find the best one.

Such brute force evaluation is not feasible in this case, because T will be large,

and so we require other approaches to deal with the problem. In Section 2.4

we will focus on the idea of approximating the right-hand side of the Bellman

Equation by sampling and estimation.

2.3.2 Numbered tokens as a model of uncertainty

Before discussing the method of approximation, we will briefly make an argu-

ment for the relevance of the numbered token model presented here to more

general models of uncertainty.

The argument presented here is applicable to models composed of a finite

number of random variables, as is the case with an ocean model, where
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1 1 2 31 2

Figure 2.6: An illustration of the three different correlation scenarios
that can occur between two variables, shown as red and black circles.
On the left, the two variables are completely correlated, and so the cir-
cles overlap entirely; in this case, measuring one variable will entirely
determine the other. In the middle, the two variables are completely
uncorrelated, and so the circles do not overlap at all, and so they must
be measured independently. On the right, the two variables are partly
correlated, and so there is a region of overlap between the two circles;
measuring one variable will only capture the overlapping part of the other
variable, and the remainder must be measured separately.

the variables are, for example, the temperatures or salinities at each grid

cell. When undertaking planning, we can think of each variable as having a

certain amount of information associated with it. If we were to measure that

variable we “collect” that information. Variables can also share information,

which will manifest itself as a correlation between two or more variables. If

we measure a variable that has correlations with other variables we have, in

effect, collected some of the information about those other variables too.

Figure 2.6 illustrates the different scenarios that can occur with two variables.

There are three possibilities:

1. The variables are fully correlated, in which case measuring one amounts

to fully measuring the other;

2. The variables are completely uncorrelated, in which case measuring one

provides no information about the other;

3. The variables are partially correlated, in which case measuring one

captures part of the information from the other.

In the first of these three cases there is effectively just one “lump” of in-
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formation, which corresponds to a single token in the token model, but is

associated with both variables. In the second case there are two separate

lumps, or tokens, one associated with each of the two variables. In the third

case there are three tokens, one of which is shared by the two variables.

There are two key differences between the tokens derived from existing models

and those that will be used in this work. The first is that derived tokens can

vary in value, whereas here all tokens are considered to be equally valuable.

The second difference is that in the real world making a measurement might

only reduce some of the uncertainty, which is equivalent to capturing only

some of the value of a token, and leaving some behind. Here, by contrast,

tokens are collected in their entirety, which is equivalent to an assumption of

perfect measurement.

In general there is a maximum of 2n − 1 tokens, where n is the number of

variables in a particular model. This expression grows rapidly with increasing

n, and so it is not feasible to use tokens to describe the information in

real models. However, the idea that uncertainties can be represented with

tokens has been demonstrated, and justifies the use of this simple model for

information collection for the remainder of this chapter.

2.4 The AONA method for collecting num-

bered tokens

In the original problem, the rewards obtained in each state were independent

of past actions. Systems with this kind of history-independent behaviour are

said to have the Markov property. After the modifications which were made,

the rewards that could be obtained became dependent on past actions, and so

it could be said that the new reward scheme is non-Markovian. We will use

this terminology, Markovian and non-Markovian, from this point forward,

to denote respectively the original problem, given by Equation 2.3, from the

modified problem, given by Equation 2.7.
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x = V (π ∈ Π)

P
r(
x

)

Figure 2.7: An illustration of the distribution of values of all possible
paths. The distribution is assumed to have compact support, and should
in principle be discrete, because the number of paths is only very large,
not infinite. The value of the optimal path is the rightmost value in the
distribution, shown as a vertical line, though in practice the right tail
might be much longer and thinner than is shown here; in other words,
the “best” path might have a significantly higher value than almost all
other paths.

As suggested at the end of the previous section, we will attempt to solve

the non-Markovian problem by approximating the right-hand side of Equa-

tion 2.7. To think about how we might go about this approximation, we will

begin to consider the properties of Π, the set of all possible paths with a

common prefix, that is, all those paths for whom the first k locations are the

same.

Every member of Π has a defined value, given by Equation 2.7. We can,

therefore, consider the distribution of these values across the entire set. Fig-

ure 2.7 provides an illustration of what this might look like. It is important

to note that Π is a finite set, and therefore the distribution is correspondingly

finite. This means that there will be a well-defined maximum value, shown

in the figure as a vertical black line. Of course, picturing this distribution

does nothing to tell us how we might locate that maximum.

Next, we divide Π into three subsets, Πl, Πc and Πr, corresponding to the

three actions we can take immediately following the common prefix (note

that Π = Πl ∪ Πc ∪ Πr). We can again form distributions, one for each of
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Figure 2.8: An illustration of the distributions corresponding to the set of
paths associated with each move, Πl, Πc and Πr, shown in red, with their
maxima as solid red lines. The combined distribution and its maximum
is provided for comparison in each case with black line, meaning that the
overall maximum is given by the black vertical line in each panel. The
distribution in the middle panel, of path set Πc, can, therefore, be seen
to have a maximum equal to the maximum in the combined distribution.
In other words, the set of paths Πc contains the optimal path, and thus
the associated move is implicitly the optimal move.

these subsets, as shown in Figure 2.8.

If we consider the relationship between the maxima of the subset distribu-

tions, and the maximum of the original, it becomes clear that, if we can

identify which subset distribution has the greatest value, we will by defini-

tion know what the optimal next action, a?, is. This idea is formalised in

Equation 2.8. Notice that in principle Equation 2.8 accomplishes the same

thing as Equation 2.7, namely, it allows us to identify what action to take

next.

a? = arg max
a∈{l,c,r}

{
max{Va}

}
(2.8)

Given this fairly straightforward equation, we are still faced with the problem

of calculating the maximum value of each of the subset distributions. In prin-

ciple this involves finding some appropriate estimator for the sub-population

maximum.
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It is at this point that we will resort to the Monte Carlo method (first

described in Metropolis and Ulam (1949)), in order to approximate the

max{Va} term in Equation 2.8. The principle is simple: for each distri-

bution we will draw random samples and use those samples to estimate the

maximum value of the distribution; we will then use those estimated max-

ima to determine which action is likely to be optimal. We can write this new

approximate formulation as Equation 2.9, where â? is our estimate of the

optimal action, and m̂ax denotes an estimated maximum. We shall refer to

this as the approximately optimal next action method, or AONA for short.

â? = arg max
a∈{l,c,r}

{
m̂ax{Va}

}
(2.9)

It should be noted that it is not strictly necessary to use random sampling,

because there is, in principle, access to all paths and their corresponding

values. It is clear therefore that the space of paths could be exhaustively

sampled, or sampled using some non-random scheme:

‘It appears to be a quite general principle that, whenever there

is a randomized way of doing something, then there is a nonran-

domized way that delivers better performance but requires more

thought.’ (Jaynes, 2003, pp 497 footnote 3)

2.5 The probability that AONA is correct

What follows is an analysis of the probability that the AONA method will

arrive at a correct answer; correctness is defined as selecting the true optimal

action, leaving aside any notion of comparing answers that do not select the

true optimal action. The problem will first be analysed as though the space

of values was continuous, because it eliminates the edge cases.
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2.5.1 The continuous case

If there were only two actions to choose between, a1 and a2, then the selection

process would be relatively simple. We could calculate the probability of

selecting a1 as the optimal action using Equation 2.10; that is, the probability

that the sampled maximum of Va1 , the value distribution for action a1, will be

greater than or equal to the sampled maximum of Va2 , the value distribution

for action a2.

Pr(â? = a1) = Pr(m̂ax(Va1) ≥ m̂ax(Va2)) (2.10)

To evaluate the right hand side we need to know the sampling distributions

of m̂ax(Va1) and m̂ax(Va2). To calculate these we will consider the sampling

distributions of the order statistics of Van . If Van:1, Van:2, . . . , Van:k represent

k random draws from Van then the kth order statistic (i.e. the maximum)

can be defined using Equation 2.11 (David and Nagaraja, 2004).

Van(k) = max(Van:1, Van:2, . . . , Van:k) (2.11)

If we use fn to represent the density function of Van , and Fn for its distribu-

tion function, then the distribution of the sample maximum for k samples,

Fn(k), can be obtained using Equation 2.12c (i.e. the kth power of the distri-

bution function). This is possible because we are sampling with replacement,

meaning that all Van:i have the same distribution function.

Fn(k)(x) = Pr(Van:1 ≤ x, Van:2 ≤ x, . . . , Van:k ≤ x) (2.12a)

= Fn:1(x)Fn:2(x) . . . Fn:k(x) (2.12b)

= Fn
k(x) (2.12c)

We can calculate the density function fn(k) of the sample maximum by taking

the first derivative of the distribution function Fn(k), shown as Equation 2.13.
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fn(k)(x) = k(Fn(x))k−1fn(x) (2.13)

Having calculated a sampling distribution function and sampling density

function for each of the two actions we can return to our original goal and

rewrite Equation 2.10 in terms of the sampling distributions, giving Equa-

tion 2.14, the probability (strictly a likelihood) that action a1 will be chosen

as the optimal action, which is conditional on the number of samples, k.

Pr(â? = a1 | k) =

∫
f1(k)(x)F2(k)(x) dx (2.14)

Equation 2.14 is essentially an integral over the probability that a particular

value x is equal to the sample maximum value for action a1, but is greater

than or equal to the sample maximum value for action a2. In other words,

Pr(â? = a1 | k) is the probability that the sample maximum value for action

a1 is greater than or equal to the sample maximum value for action a2.

By continuity, the probability that the sample maximum values for the two

actions are equal is zero, and so, even more prosaically, this is the probability

that action a1 appears superior to action a2, given the sample data.

Equation 2.14 can be extended to any number of actions by simply multi-

plying the expression inside the integral by the distribution function of each

new action, so for any n > 1 actions we can use Equation 2.15.

Pr(â? = a1 | k) =

∫ f1(k)(x)
n∏
i=2

Fi(k)(x)

 dx (2.15)

Equation 2.15 is valid when Van is a continuous measure because then the

probability that two variables have the same value is zero. In reality Van

will be discrete, and this would be the case for any finite problem. Conti-

nuity is often assumed for simplicity, and in many problems this assumption

causes few issues. Here, however, we are dealing with comparisons between

distributions that we expect to be quite similar and so, although no proof or
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evidence will be provided to demonstrate the problem, it seems prudent to

avoid the continuity assumption and consider the distributions as discrete.

2.5.2 The discrete case

In a discrete distribution each value has some probability, and so there is some

finite probability (possibly zero) that two discrete random variables can have

the same value. The problem faced in making Equation 2.15 suitable for use

with discrete distributions is accounting for the cases where two (or more) of

the Van sampling distributions have the same value.

The solution to this problem is conceptually simple, if we make the assump-

tion that in cases where two or more actions seem equally good we choose

between them randomly. Given this assumption, overlapping regions should

be considered to contribute equally to all the actions involved. For exam-

ple, in the three action case, Pr(Va1 = Va2 ≥ Va3) would be divided equally

between a1 and a2.

Although this is in principle a fairly simple operation, in practice it requires

some careful accounting. Equation 2.16 shows the breakdown for the three

action case, where Equation 2.16e gives the final sum, with the dot over the

inequalities (≥̇) being used to represent the fact that the equal parts of those

probabilities are divided as described above.

Pr(Va1 ≥ Va2 , Va1 ≥ Va3) =
∑
x

f1(x)F2(x)F3(x) (2.16a)

Pr(Va1 = Va2 ≥ Va3) =
∑
x

f1(x)f2(x)F3(x) (2.16b)

Pr(Va1 = Va3 ≥ Va2) =
∑
x

f1(x)F2(x)f3(x) (2.16c)

Pr(Va1 = Va2 = Va3) =
∑
x

f1(x)f2(x)f3(x) (2.16d)
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Pr(Va1 ≥̇ Va2 , Va1 ≥̇ Va3) = Pr(Va1 ≥ Va2 , Va1 ≥ Va3) (2.16e)

− Pr(Va1 = Va2 ≥ Va3) · 2−1

− Pr(Va1 = Va3 ≥ Va2) · 2−1

+ Pr(Va1 = Va2 = Va3) · 3−1

For larger numbers of actions, an increasingly complex calculation is required,

with 2n−1 terms needed to describe the different “regions” of overlap, where

n is the number of actions. These terms can, however, be generated auto-

matically with relative ease, being simple products of the sampling density

and distribution functions for the different actions.

These equations only require sampling distributions, meaning that any pa-

rameter whose sampling distribution can be determined can be analysed in

this way. This is of some importance because the sample maximum, which

is what has been suggested up until this point, is not a robust estimator of

the population maximum, meaning that its sampling variance will be high.

A high sampling variance means that the sampling distribution will be more

spread out, potentially increasing the number of cases where the sampling

distributions for two actions overlap. This makes it harder to decide between

the two actions, and therefore minimising sampling variance is something of

a priority.

Instead of the sampling maximum, we could use a more robust statistic, such

as a sample quantile, to try and quantify the differences between the distri-

butions. Using a sample quantile makes a trade-off between correctness and

rate of convergence. The correctness of an estimator is defined by how well

the differences in that estimator, between the values for the different actions,

represent the differences for the corresponding maxima. The rate of con-

vergence of an estimator is defined by the sampling variance considerations

described above: the lower the sampling variance the more quickly we are

likely to be able to discern any real differences.

In order to use sample quantiles we need to be able to calculate their sampling

distributions. Fortunately this is relatively simple: the distribution function
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for the jth order statistic from k samples is given by Equation 2.17. To

obtain the distribution function for a particular quantile q we simply need to

set j = bqkc.

Fn(j)(x) =

k−j∑
i=0

(
k

i

)
(1− Fn(x))i(Fn(x))k−i (2.17)

This distribution function and the corresponding density function can then

be plugged directly into Equation 2.16e to obtain the probability of choosing

a particular action when using sample quantiles instead of sample maxima.

2.5.3 Using quantiles rather than maxima

Assuming there is a single, time independent, optimal path, then the proba-

bility of selecting that path for k moves is simply the probability of selecting

the optimal next step, Pr(a? = aopt) to the power of k, shown as Equa-

tion 2.18.

Pr(a?t = aopt
t | t ∈ 1 . . . k) = Pr(a? = aopt)k (2.18)

Assuming Pr(a? = aopt) < 1 then Equation 2.19 holds, indicating that unless

we can perfectly select the optimal move at each step then, in the limit of an

infinite length path, there is zero probability that we will select the optimal

path.

lim
k→∞

Pr(a? = aopt)k = 0 (2.19)

A simple objection to this reasoning is that paths will never be of infinite

length; in fact they are most assuredly finite. If Equation 2.18 is rearranged

for Pr(a? = aopt), then one can obtain a lower bound on the probability of

selecting the optimal move required to obtain an optimal path after k moves.
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By way of example, k can be set to 120, that being approximately equal to

the number of six hour dives an underwater glider would make in one month.

Then, to obtain merely even chances of selecting the optimal path for the

entire month, the probability of selecting the optimal move at each dive must

be 0.5
1/120 ≈ 0.994.

This line of reasoning is elementary, but it illustrates the practical futility in

attempting to obtain optimal answers.

2.5.4 Evaluation with the skew normal distribution

Next we shall examine the probabilities obtained with Equation 2.16e for an

idealised sampling distribution. In order to usefully gauge the performance

of the AONA method we should choose a distribution that could plausibly

represent the value distributions (the Van) that we might encounter in real

situations, and examine how the probabilities vary as the number of samples

increases. For many problems we expect there to be a majority of low-value

paths, with increasingly small numbers of high-value paths. To capture this

basic structure we will (arbitrarily) choose the skew normal distribution, de-

fined in Equation 2.22; the skew normal uses both the probability density

function (pdf) and the cumulative distribution function (cdf) of the nor-

mal distribution, given in Equations 2.20 and 2.21 respectively (Olver and

National Institute of Standards and Technology (U.S.), 2010).

φ(x) =
1√
2π
e−

x2

2 (2.20)

Φ(x) =

∫ x

−∞
φ(y) dy =

1

2

[
1 + erf

(
x√
2

)]
(2.21)

f(x) = 2φ(
x− ξ
ω

)Φ(α
x− ξ
ω

) (2.22)

The skew normal distribution has three parameters: a location ξ, a scale ω,
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and a shape, or skew, α. It is right skewed if α > 0, and left skewed if α < 0;

when α = 0 it is equivalent to a normal distribution.

We select three sets of parameters to give three instances of the skew normal

distribution, representing the differences between the three possible moves,

and then use Equation 2.16e to calculate the probabilities of choosing those

moves with the q0.9, q0.99 and q1 quantiles.

The skew normals all have a variance of 1 and a skew of 5, with the means

being determined as part of the evaluation. Despite starting with an analyti-

cally defined distribution, we will not attempt an analytical solution. Instead

we will clip the distribution to the range [0, 10], and calculate the probabili-

ties numerically from that part of the distribution support; this contains all

of the “large” values.

Attempting to interpret the skew normal distributions once again exposes the

fairly fundamental issue of deciding how to compare the distributions, lead-

ing on from the fact that the skew normal distribution itself has no maximum

value, being unbounded in both its left and right tails. The discretisations

being used here do have maximum values, but they are all the same, 10,

and differ only in probability, so none of the three distributions has a higher

maximum value than any other. Given that the three distributions are sup-

posed to be representing the values of three finite set of paths, a set for each

initial direction, it is perhaps difficult to see then how we can decide which

distribution represents the best option, even when we are aware of the full

distribution.

We will once again leave these difficulties aside, and simply compute the

selection probabilities on the assumption that those probabilities capture our

idea of what “better” is, or at least that they contain enough information to

be useful.

Figure 2.9 shows the distributions, and the corresponding probability curves

for the case when the three means are 5, 5.1 and 5.2. The probability curves

show that as the number of samples increases the probability of selecting the

“red” move also increases (i.e. there is convergence on an answer).

43



0 2 4 6 8 10
x

P
r(
x
)

0 200 400 600 800 1000
n

0

1

P
r(

se
le

ct
io

n
)

Figure 2.9: The top panel shows three instances of the skew normal
curve, each with a variance of 1 and a skew of 5, and the means be-
ing 5 (black), 5.1 (grey), and 5.2 (red). The bottom panel shows, for a
range of sample numbers, the probabilities of selecting each of the three
skew normals as containing the optimal value. The colours correspond
to the three different skew normal distributions, and the line style cor-
responds to the quantile at which the selection was made: q0.9 (dotted),
q0.99 (dashed), and q1 (solid). The lower quantile converges more quickly,
however, there is little ambiguity in identifying the “best” distribution.

The probability curves also show that the convergence is faster for the lower

quantiles, q0.9 being the fastest to converge. The quantisation visible in the

probability curves is an artifact of the low number of samples that are above

the high quantiles, in particular q0.99.

Figure 2.10 shows a similar figure, but for more spread out means: 5, 5.2 and

5.4. The important difference is that there is faster convergence, especially

for the lower quantiles. After 1000 samples the “red” move is held to be the
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Figure 2.10: Similar to Figure 2.9, but with the means of the skew nor-
mals being more spread out: 5 (black), 5.2 (grey), and 5.4 (red). The
rate of convergence is even faster than in Figure 2.9, in other words, it
is easier to distinguish the distributions.

best with near-certainty using q0.9, and with probability 0.9 using q0.99.

Figure 2.11 shows the highest selection probabilities after 1000 samples for

a range of spreads and the three quantiles used in the other diagrams: q0.9,

q0.99 and q1. The curves correspond to the probability of the “red” move

being the optimal move in Figure 2.9 and Figure 2.10. There is a clear, and

expected, trend: the higher the spread, the more distinct the distributions,

and so the easier it is to identify which one is “better”. For these skew normal

distributions the quantile curves provide a good representation of the trend

in the maximum curve. It is important to remember, however, that this is

not guaranteed to be the case.

A final point of interest is that, assuming the underlying distribution is not
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Figure 2.11: The highest selection probabilities for a range of “mean
spreads” after 1000 samples. This can be thought of as the probability
of selecting the “red” distribution from Figure 2.9 after 1000 samples
have been taken, for a given separation between the means of the three
distributions. The line styles once again correspond to the quantile used
for selection: q0.9 (dotted), q0.99 (dashed), and q1 (solid). In each case,
as the separation of the means increases, the probability of choosing the
correct distribution approaches one.
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pathological, then as the number of samples increases, even if the probabili-

ties do not diverge (thus preventing us from confidently selecting an action),

we are still learning something: namely, that it is becoming increasingly

probable that there is no difference in the actions we might take.

2.6 Experimental evaluation of AONA in the

token model

2.6.1 Introduction

To conduct experiments we need to be able to construct token fields that

are representative of typical problems we might encounter in the real world.

Although the tokens can, in principle, represent any kind of “reward”, this

work is focused around the reduction of uncertainty, and so the tokens are

used here to represent information. The distinction is important when it

comes to thinking about how to construct the token fields, because tokens

which appear at more than one site represent correlations in our uncertainties

about a property, rather than correlations in the property itself.

Multi-variable correlations are difficult to visualise, and so the example fields

will be kept as simple as possible. Given that tokens represent information,

the total number of tokens at each site is the total independent information

present at that site. The value of that information, therefore, is contingent

on which tokens we have already collected, as defined by Equation 2.6. For

this purpose we can divide tokens into two broad categories: those unique

to a single site, which will be referred to as independent tokens, and those

present at multiple sites, which will be called correlation tokens.

In all the examples that follow the total number of tokens will be the same for

each site, meaning that the independent values of all sites are equal. What

will vary is the ratio of independent tokens to correlation tokens, and how

the correlation tokens are distributed.
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Three methods of computing paths will be used in analysing the examples:

1. Brute force evaluation

In this case, the problem sizes are specifically chosen to be small enough

to admit brute force calculation of the optimal path. This simply in-

volves generating and then evaluating each possible path, and then

selecting the one with the highest value.

aopt(π) = arg max
at∈{l,c,r}nt=0

{
V?(π + a0 + a1 + · · ·+ at)− V?(π)

}
(2.23)

2. Greedy

The greedy method provides a useful lower bound on performance (Cor-

men et al., 2001). It is myopic, considering only what appears to be

optimal in the next time step, without considering the further future.

In a tie-breaking situation, choosing between possibilities is random.

In the token model, the decision is made on the basis of the number

of new tokens that will be collected, given the set of tokens already

collected.

agreedy(π) = arg max
a∈{l,c,r}

{
V?(π + a)− V?(π)

}
(2.24)

3. AONA

The AONA method is an implementation of what was described in

Section 2.4. In brief, at each time step 100 paths of length 10 are

sampled, starting with each of the three possible moves, for a total of

300 sample paths. For each set of 100 paths the 90th sample percentile

is computed, and the move corresponding to the highest 90th percentile

is then selected. This process is repeated to construct a path.

aAONA(π) = arg max
a∈{l,c,r}

{
m̂ax{Va}

}
(2.25)
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2.6.2 Uniform correlations

To get a sense of how token fields can be constructed, consider a system which

has a uniform correlation structure. Each site is presumed to be subject to

some external process, which induces uncertainty in the value of the field.

The uncertainty is then mixed in to the surrounding locations at a fixed rate,

and eventually its effects are damped entirely.

Lt

xi−2 xi−1 xi xi+1 xi+2

tj

tj+1

tj+2

Figure 2.12: In the “uniform correlations” scenario, a perturbation at
the site indicated with the black circle induces uncertainty at every site
within the shaded red area, and so each of these sites has a token with
the same number added to it. The parameter Lt determines how far into
the future the tokens are distributed.

The uncertainty is represented by a token, and the mixing and damping

are modelled by distributing the token in a cone, anchored on each site,

illustrated in Figure 2.12. The only free parameter in this model is the

damping time scale, Lt, which determines how far forwards in time the cone

reaches. The mixing rate is not parameterised for simplicity, but it would,

in principle, determine the “width” of the cone. For the figures shown here,

and for most of the following examples, Lt = 3, this value being chosen so as

to provide a degree of mixing without extending across the whole domain,

which is kept small to enable the calculation of exact solutions by brute force

solutions.

Figure 2.13 shows the conditional reward of all sites given the tokens at site
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(8, 8), that is, the tokens that can be collected at each other site given that

the tokens at (8, 8) have already been collected. This is one way of picturing

part of the correlation structure of the field, and in this case the structure is

the same at all locations. The correlation structure is as might be expected,

with strong local correlations in space, and diminishing correlation in time.

Also, sites further away from a given point decorrelate faster than those

closer to it. This kind of correlation structure, solely a product of dissipative

mixing, bears good resemblance to the correlation kernels often used in ocean

modelling, which typically resemble a Gaussian.
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Figure 2.13: The number of tokens remaining at each site once the tokens
at site (8, 8) are collected, for the “uniform correlations” scenario, given
the token distribution shown in Figure 2.12. A priori each site has the
same number of tokens, but once a token with a particular number has
been collected then it no longer has any value, so implicitly is “removed”
from all other sites at which it exists.

Figure 2.14 shows coverage patterns for the greedy and AONA solution meth-

ods starting from site (8, 0). The patterns were obtained by generating 10 000

paths using each method, and then counting how many times a path crossed
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each site in the domain. The coverage values are presented as a fraction of

the total number of paths. Both the greedy and AONA methods exhibit

a simple dispersive pattern, with most paths remaining near the starting

location. This is because all paths are of equivalent value in this system.

All paths have the same value because the rate of mixing is the same as the

rate of movement of the agent, one site per time step, meaning that any

uncertainties in adjacent sites at one time step will be mixed into adjacent

sites at the following time step. If the mixing rate were lower than the

agent speed, then the optimal path would be to move continuously in either

direction, because unmixed uncertainties would still be present in adjacent

sites. This mixing regime is fast compared to the ocean. However, it can

also be considered to represent random, mixing-like, advective processes
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Figure 2.14: The fraction of times both the greedy (top panel) and AONA
(bottom panel) methods crossed each site in the domain taken from 10000
runs of each method, starting at location (8, 0). Both methods perform
similarly, with paths dispersing evenly throughout the domain as time
progresses.
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2.6.3 Correlations across a static front

The static front scenario imagines a system like the uniform correlation struc-

ture, but with a stable front that divides the field in two. The front is

presumed to divide two regions that are driven by different processes, and

therefore have uncorrelated uncertainties. A lack of correlation translates

in the token model to mean that sites either side of the front do not share

tokens with each other.
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Figure 2.15: As Figure 2.13, but for the “static front” scenario. There
are no correlations across the front, shown as a vertical white line, and
so collecting the tokens from site (8, 8) has no impact on the sites on
the other side of the front.

The lack of correlation across the front is highlighted in Figure 2.15, which

shows the conditional reward for all sites given the tokens at site (8, 8). There

is temporal asymmetry for sites close to the front, being better correlated

with the conditioning site in past time than in future time. The asymmetry

is caused by the inhibited mixing across the front, the effects of which are

not visible in future time, because by definition they have not yet happened,
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but they are visible in past time.

Sites close to the front will also end up with fewer correlation tokens than

those further away, again because there is no propagation of uncertainty

across the front. In the model this equates to adding independent tokens

to ensure that all sites have the same number of tokens. This implies that

there is more independent variability in the sites closer to the front, which

intuitively fits with the idea that the region around a front is more variable

than regions within homogeneous masses.

Figure 2.16 shows the site coverage patterns in the static front scenario for an

agent starting at (10, 0), overlayed with an optimal solution. In this scenario

the optimal solution generally involves “stitching” across the front, collecting

tokens from either side. This behaviour is effective because the sites on either

side of the front are completely uncorrelated – whilst an agent samples on

one side of the front, there is time for mixing of tokens on the other side of

the front. This means that, in the following time step, the optimal behaviour

will be to cross the front to gain access to two time steps’ worth of mixed

tokens – better than the one time step’s worth available by staying on the

same side of the front.

The coverage patterns in this scenario are markedly different for the greedy

and AONA solution methods. The greedy method shows a similar dispersive

pattern to that for the uniform correlation structure, except that when it

arrives at the front it correctly adopts a stitching-type pattern. Still, it only

ever looks a single step into the future, and so in the absence of any local

gradient “pointing” towards an optimal, or near-optimal solution, the greedy

method is fated to wander randomly.

The AONA method, by contrast, exhibits a strong preference for heading

straight towards the front and thereafter directly adopting a stitching-type

pattern. At every time step 100 sample paths are generated for each possible

move, and some fraction of them will reach across to the front, increasing

the joint value quantile estimates for each move in proportion to how direct

they are.
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Figure 2.16: As Figure 2.14, but for the “static front” scenario, and
with the starting location being (10, 0). The front position is shown as
a white line, and the optimal path, obtained by brute force, is shown as
a red line. AONA tends to follow either the optimal path, “stitching”
across the front, or, more rarely, a complementary stitching pattern that
visits the site opposite to the optimal one at each time. The greedy
method, on the other hand, tends to follow a dispersive pattern similar
to that seen in Figure 2.14, although it does find the optimal path in a
small fraction of cases.
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Figure 2.17: A comparison of the minimum, maximum, and mean scores
found in 100 repetitions of the greedy method (light grey bars) and AONA
method (dark grey bars), from each possible starting position in the
“static front” scenario. The minima and maxima are given by the verti-
cal extents of the bars, and the means by the oppositely-shaded horizontal
lines within each bar. The optimal solution, obtained by brute force, is
shown as a horizontal red line in each case. The AONA method’s mean
outperforms the greedy method’s mean in all cases and in almost all cases
the AONA method’s minimum also outperforms the greedy method’s
mean. The AONA method’s maximum also always reaches the optimal
solution, although this is inevitably dependent on chance. However, it is
clear that the AONA method is much more likely to find an optimal or
near-optimal solution than the greedy method.

Figure 2.17 shows, for each starting position in the domain, minimum, max-

imum and mean scores obtained using both the greedy and AONA methods,

as well as the optimal score obtained via brute force. Each method was run

100 times at every starting location, for 10 time steps, and the parameters
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calculated from that sample. The AONA method was given a window of

10 time steps for its sampling, this number being chosen so as to allow the

comparable brute force solution to be computed in a reasonable time, and so

the domain used was 20 time steps long. The optimal score was computed

only across the 10 time step window.

There are several points of interest in this figure. Firstly, the AONA mean

is always higher than the greedy mean. This is perhaps the most important

measure, because it tells us that we can, at least for this scenario, always

expect the AONA method to outperform the greedy one.

Another related point is that the AONA mean does not drop off as sharply

as the greedy mean, as the starting position is moved away from the front.

This indicates that the AONA method is always capable of finding the front.

In general this ability is constrained by the length of the samples used; in

this case the samples were chosen to be 10 time steps long, and so because

the agent moves one space per time step, any features closer than 10 spaces

of the agent’s current location (at any given time) are within the purview of

the AONA method.

It is also notable that the minimum scores for the AONA method are always

quite high relative to those of the greedy method. This could suggest that

the AONA method is more robust, and not so easily swayed by local optima.

In a similar vein, the AONA maximum scores always correspond to the true

maxima, at least for this scenario, and the mean scores are often very close

to those maxima, indicating that most of the solutions have high scores.

The comparison is somewhat unfair, because the greedy method has no way

of considering non-local information, condemning it to interpret only what

it can see immediately before it. The forward-looking nature of the AONA

sampling gives it a significant advantage, and, at least for this scenario, makes

it competitive with a brute force solution, but at far lower computational

cost.

In terms of time-complexity, the AONA method requires kT = 1000 path

evaluations, where k is the number of paths at each time step (100), and T is
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the number of time steps (10), whereas the brute force method requires 3T =

59049 path evaluations. Whilst the efficiency gains are relatively modest,

especially given that AONA is not guaranteed to provide an optimal answer,

the relative efficiency becomes significantly higher for larger T .

It is worth noting that in some cases, by “good fortune”, the greedy method

will arrive at the optimal solution. AONA cannot, therefore be guaranteed

to outperform the greedy method in all cases, but as shown empirically here

is expected to do so on average. It is also clear that the “stitching” pat-

tern could be used as a rule-of-thumb to produce an optimal (or at least

near-optimal) solution. This is possible in this scenario because of the clear

structure in the correlations, and in such cases rules-of-thumb, or heuristics,

can perform well. However, the real world is also subject to far less pre-

dictable behaviour, an extreme example of which will be investigated next.

2.6.4 Correlations from random perturbations

The final scenario is again similar to the uniform correlation structure, ex-

cept here the damping time scale, Lt, used at each site, is drawn from the

probability distribution described in Equation 2.26, with k = 6. This essen-

tially means that the probability of Lt being any given number n is inversely

proportional to n itself, so there will be a lot of sites with n = 1, and very

few with n = 6. As in the other scenarios, independent tokens are added

appropriately so that the total number of tokens at all sites is the same.

Pr(Lt = n) =
1

n

k∑
i=1

1

i
(2.26)

The field generated in this scenario can be interpreted as being subject to

perturbations of varying magnitude, and where the dissipation time for any

given perturbation is proportional to its magnitude. The magnitude of the

perturbations is presumed to be driven by some random, un-modelled pro-

cess, represented by the random draws of Lt, as described above.
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Figure 2.18: As Figure 2.13, but for the “random perturbation” scenario.
In this scenario, randomly varying damping time scales (Lt ≤ 3) create
different, unevenly shaped, correlation structures at each site. This un-
evenness, clearly visible here (by contrast, for example, to Figure 2.13),
makes finding the optimal path much more difficult, and there is no obvi-
ous physical “rule-of-thumb” to fall back upon, unlike in the static front
scenario, where stitching across the front was optimal.

An example of the kind of correlation structure resulting from this process

is shown in Figure 2.18, and exhibits clear irregularity, caused by the vari-

able influence from different sites. As a consequence of that irregularity the

optimal path for any given instance of the field is not obvious.

The key idea is that perturbations that are temporally short (those with a

small Lt) are more valuable, because their tokens will not contribute to later

sites. This corresponds well with what we might expect in real-world situ-

ations, where persistent perturbations become uninteresting once they have

been sampled, or, in other words, their forecast uncertainty will be lower.

This scenario, therefore, offers an opportunity to determine how capable the

two different methods are of discerning valuable paths over longer periods.
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The coverage patterns, shown in Figure 2.19, tell most of the story about

the differences between the two methods. The greedy method is essentially

dispersive, with very little clear structure to its wanderings; this is a result

of the fact that it cannot obtain any information about future events, and so

is incapable of determining which direction will provide the largest return.

The AONA method, by stark contrast, follows almost exclusively a path that

is very similar to the optimal one, obtained using brute force examination

of the path space. The differences can be largely ascribed to two factors.

Firstly, the AONA method is not expected to obtain the optimal path with

high probability, only a close approximation to it, so we might expect there

to be some deviations.

Secondly, the optimal path shown is computed only over the first 10 time

steps. It is important to realise that the definition of “the optimal path” is

as much contingent on the temporal period under consideration as it is on

the spatial region. In other words, the optimal path over n time steps could,

in principle (though it is somewhat unlikely), be completely different to the

optimal path over n+1 time steps, and it is quite possible that the path over

n+m, for some “reasonably large” m, is significantly different.

This property is difficult to avoid, especially in fields where there are lots of

similarly valued paths – over some particular time window, the presence or

absence of a given feature can act as an all-important tie-breaker. This raises

further questions about exactly what time window should be considered.

Often these issues are resolved by using temporal discounting, reducing the

value of events further in the future on the basis that they are less important

to decisions in the present, but it is not immediately clear if that is applicable

here. For now the answer shall be the pragmatic “whatever window can be

predicted”.
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Figure 2.19: As Figure 2.14, but for an instance of the “random pertur-
bation” scenario, with the optimal path, obtained by brute force, shown
as a red line. The greedy method again follows a simple dispersive pat-
tern, because its myopic behaviour leaves it unable to identify paths that
will lead to good outcomes, and it is very unlikely that the optimal path
will have optimal substructure. The AONA method, by contrast, tends
to follow a path very close to the optimal one.
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Figure 2.20 illustrates, in the same way as Figure 2.17, the score distributions

for each starting location in a single instance of the random perturbation

field. As before, minima, maxima, and means are shown for each of the two

methods, along with the optimal score possible from each location obtained

through brute force.

Much as in the static front case, the AONA method performs markedly

better than the greedy method, and in many cases the mean AONA score

outperforms the best greedy score.
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Figure 2.20: As Figure 2.17, but for an instance of the “random per-
turbation” scenario. As in the static front scenario, the AONA method
outperforms the greedy method on average, and in many cases the mean
score obtained by AONA is better than the maximum score obtained by
the greedy method. It is important to stress that these results are only for
a single instance of the random perturbation scenario, and so the exact
“shape” of the results might be different in different instances. However,
in general, the AONA method is expected to perform far better than the
greedy method.

62



2.7 Discussion

This chapter confronted the difficulties of solving decision problems with non-

Markovian rewards – those problems where the rewards depend on the path

taken to acquire them. This is significant because it is the problem faced

when trying to plan glider missions to reduce forecast uncertainty, though

the solution proposed relies on the presence of a forecast model, assumed to

be a synthesis of the best information available (i.e. there are no better in-

formation sources). The glider problem has non-Markovian rewards because

of correlations between the forecast uncertainties at different locations and

different times, which means that when we consider sampling in one area we

reduce the need to sample in correlated areas.

In simple systems these correlations can be tackled by discounting the value

of surrounding regions once an observation has been made. The complex

spatial structure of the ocean means that, at least in principle, such a one-

size-fits-all approach is not appropriate: in effect the discounting “kernel”

must be determined uniquely for each situation.

This property makes traditional approaches, such as dynamic programming,

unsuitable, because they assume that the rewards are time-separable, or

Markovian. Time-separability means that the problem can be broken down

into small pieces, each of which can be solved individually, making the overall

problem considerably easier to solve.

In lieu of such structural advantages, a method labelled the approximately

optimal next action, or AONA, was used to estimate which move was likely

to lead to the highest-value path. AONA is a very basic decision maker,

simply choosing between Monte Carlo estimates of high quantiles of the value

distributions. Although simple, this approach has some value, and by the

usual arguments regarding Monte Carlo estimates will converge almost surely

on the correct answer. As in all such cases, the issue is the rate of convergence,

and the beginnings of a method for calculating this have been shown.

Several assumptions are implicit in the solution that has been proposed. The
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first of these, already mentioned, is the presence of a forecast model of future

uncertainties, along with the assumption that this forecast represents the

best information available in a complete fashion. It is also assumed that

samples of possible futures can be drawn from the model with relative ease.

Chapter 4 contains discussion of how the sampling is accomplished for the

ocean model, so this assumption does not present problems here, but it might

not be applicable for other problems.

The second assumption is that the spatio-temporal correlations described

above are significant enough to be taken into account in the solution. Many

systems do not have such correlations, and so are amenable to more ad-

vanced solution methods, and it is possible that in certain regions of the

ocean the correlations in uncertainties could be weak enough to be effec-

tively discounted.

It is also worth noting that in some sense the presence of these correlations

is a consequence of the spatio-temporal structure of the problem domain.

This structure has the property that completely different sequences of ac-

tions can lead to the same place, and this property allows the correlations to

become important, because which sequence was taken determines how valu-

able visiting that place is. Whilst this might seem overtly abstract, and is

not a concern for the decidedly spatio-temporal glider problem, other prob-

lems might have different structures in which these correlations are far less

relevant, or perhaps cannot even exist. In such cases, the AONA method

might be unnecessarily wasteful.

The third assumption is that there is no good model of the value distributions.

If there is, fitting that model should be considered before the non-parametric

approach presented here is attempted. Such a model is unavailable in the

problems being considered in this work, because there has been no compre-

hensive analysis of how the distributions of path values correspond to ocean

forecast uncertainties. This is a decidedly non-trivial problem, but if such

an analysis could be carried out it could potentially obviate the need for the

sampling part of the AONA method, and allow more direct estimation of

which action is optimal. However, the difficulty of constructing such a model
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should not be understated.

In order to begin to evaluate the AONA method, three simple scenarios

were presented, all intended to be thematically appropriate despite their

simplicity. In the full problem, uncertainties will be estimated from model

ensembles, but the three models deal with uncertainties directly, or rather

the “complement” of uncertainty, information.

The first scenario was representative of an ocean field with very little struc-

ture. In such a scenario there is no optimisation to be done, and the only

thing of interest is how the methods behave. For this implementation of

AONA the resulting behaviour is similar to that of the greedy method: a

simple dispersive pattern. This is potentially troubling, because it suggests

that in the absence of any other information the AONA method has a pref-

erence to remain near where it started, rather than explore the domain. It

should be noted that the extreme lack of structure presented in this scenario

is uncommon in the real ocean, but it serves as an illustration of one of the

many cases in which AONA can provide little advantage over much simpler

methods.

In the second scenario, the correlations in uncertainties were restricted from

crossing a “front”, much as they would in an analogous front in the real ocean,

and here the AONA method was clearly superior to the greedy method. The

reasons for this are fairly obvious, namely that AONA has a power of foresight

which the greedy method lacks. This advantage also translated into better

performance on the third scenario, hunting for information in a randomly

perturbed field. These scenarios together paint a more flattering picture of

the AONA method’s superiority. However, considerable caution is advised,

because in more realistic models the mixing and advection of uncertainties

can improve the performance of simpler methods.

The method presented thus far operates on abstract problems with just one

spatial dimension. This is not sufficient for the full problem, and so the fol-

lowing chapters will develop the various mechanisms needed to allow AONA

to deal with the vagaries of the real world.
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Chapter 3

AONA in the Lorenz ’96 model

3.1 Introduction

In this chapter the Approximately Optimal Next Action method will be

evaluated in the context of the Lorenz ’96 model, hereafter referred to as

L96, or the L96 model. The L96 model is a one-dimensional model described

in Lorenz and Emanuel (1998) (the ’96 name being attached because of an

earlier conference presentation), which was initially intended to be broadly

representative of chaotic processes observed in the atmosphere, and was used

by those authors to explore the efficacy of some adaptive sampling techniques

in that context. The simplicity of the model, and the ability to interpret its

output as representing a variety of common geophysical processes, have made

it a popular choice for preliminary investigations into chaotic geophysical

systems (Berliner et al., 1999; Daescu, 2009; Morss et al., 2001).

In Section 3.2, the L96 model will be outlined, and the results of the L96

paper, which are used as points of reference later in the chapter, reproduced.

The AONA method will then be reviewed in Section 3.3, with some modifica-

tions intended to provide a more rigorous basis for its operation. Section 3.4

contains an introduction to information entropy, the metric used for the re-

mainder of the work to quantify uncertainty, and a brief analysis of entropy
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within the L96 model. Sections 3.5 and 3.6 are dedicated to an evaluation of

the AONA method, and introduce several improvements to the basic tech-

nique that are important in its application. Finally, Section 3.7 will provide

a summary and discussion of the contributions of the chapter.

3.2 A review of the Lorenz ’96 model

3.2.1 A description of the Lorenz ’96 model

The model used in this chapter is constructed and set up almost exactly as

in the L96 paper. What follows here is a brief description of the L96 model,

provided as an introduction.

The model has J = 40 variables, each of which represent the value of some

meteorological quantity – vorticity or temperature are suggested in the L96

paper – and which are related by Equation 3.1.

dxj
dt

= xj−1(xj+1 − xj−2)− xj + F (3.1)

Here, xj is the state value at position j and j = 1 . . . J , and the boundary

conditions are periodic (i.e. x0 = xJ).

This equation can be considered to represent three different processes:

1. xj−1(xj+1 − xj−2) represents advection;

2. −xj represents the dissipation of energy within the system;

3. F represents external forcing, preventing the absolute decay of energy

within the system.

Model integration is performed with a fourth-order Runge-Kutta scheme,

using a time step of 0.05 units, which is taken in the scaling used in the L96

paper to equal 6 hours.
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As mentioned earlier, this model is designed to reproduce the basic features of

common meteorological quantities, rather than emulate a particular system.

The L96 paper lists three properties that the model is intended to capture

that, in the authors’ view, make it an appropriate basis for investigation, and

which correspond to the three processes listed above:

1. the non-linear terms, intended to simulate advection, are quadratic and

together conserve the total energy;

2. the linear terms, representing mechanical or thermal dissipation, de-

crease the total energy;

3. the constant terms, representing external forcing, prevent the total en-

ergy from decaying to zero.

3.2.2 Reproduction of the Lorenz ’96 results

Introduction

In this section some of the key results of the L96 paper will be reproduced,

both to illustrate the experimental configuration that will be used subse-

quently in this work, and to verify that the results correspond to the L96

paper.

In all experiments the model is initialised with randomly generated values

drawn fromN (F/4, F/2), and then integrated for L = 360 time steps to remove

transient behaviour.

For each experiment, a single model is run that represents the “true” weather,

with the forcing variable set to F = 8. Any additional runs, which represent

forecasts, have the forcing variable set to a lower value F ′ = 0.95F , to

simulate model error. All additional runs are initialised at time n = −L
by adding a small error drawn from N (0, F/40) to each of the “true” values.

At each time step, forecasts are made for M = 40 time steps by applying the

model equation to the analysis from that time step.

69



West East

x0 x19 x20 x39

periodic boundary conditions

ocean sites land sites

model domain

Figure 3.1: A schematic of the L96 model domain, showing the physi-
cal configuration of the model, and the terminology used to describe the
model within this chapter.

An analysis is made by taking the 6 hour forecast from the previous analysis

as a first guess, and then “assimilating” any observations by simply replacing

the value in the analysis with the observed value. This simple assimilation

scheme is justified in the L96 paper on the basis that there is very little

temporal correlation between adjacent sites, and so no adjustment process is

required.

Observations are made by taking the appropriate value from the true run,

and perturbing it by some “observational error”. For all experiments the

observational error is taken as N (0, F/40).

Land observations only

In the L96 paper the authors divided the domain into two regions, as illus-

trated in Figure 3.1. Sites x0 . . .x19 were taken to represent sites over the

ocean, for which there are no regular observations, and were the focus of

the observation targeting techniques. Sites x20 . . .x39, however, are taken to

represent sites over land, and for every one of these sites there was a single

observation made every 6 hours, for the full duration of each run.

Figure 3.2 reproduces Figure 5 from the L96 paper, showing the average

root-mean-square (RMS) forecast error from a 7200 time step run (roughly

5 years), performed for this work, with no additional observations, that is,
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Figure 3.2: The average RMS forecast error from a 7200 time step run
with no additional observations, following Figure 5 from Lorenz and
Emanuel (1998). It shows lower forecast errors over the eastern half
of the domain, where routine observations are taken, and higher forecast
errors in the western half, where no observations are taken. Also clear
is the propagation of forecast error towards the east, caused by advective
processes within the model.

only the standard observations made over the land sites. The reproduction

agrees well with the original, and as noted in the L96 paper, shows a region

of “good” forecasts over land, and a region of “poor” forecasts over the

ocean. The “eastern” ocean sites, those closer to site x20, have larger errors

than those in the west, closer to site x0. This is caused by the eastward

propagation of errors from the westerly ocean sites.

After presenting this forecast error baseline, the L96 paper proceeded to

describe a series of methods for selecting a single observation, to be taken

over the oceanic sites, in order to reduce the average forecast error to the
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Figure 3.3: The average RMS forecast error from a 7200 time step
run, with an additional observation selected by the multiple replication
method, following Figure 9 from Lorenz and Emanuel (1998). It shows
much lower forecast errors across the whole domain than seen in Fig-
ure 3.2, persisting for almost the entire forecast period.

maximum extent. The next subsection describes the method that the L96

paper identified as providing the best reduction, from the methods examined,

which they called “multiple replication”.

Multiple replication

The multiple replication technique involves maintaining an ensemble of anal-

ysis runs. When observations are made, they are assimilated into each ensem-

ble member separately, but with an additional, and different, perturbation

applied before assimilation, drawn from the same distribution as the observa-

tional error, N (0, F/40). As noted in the L96 paper, the multiple replication
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technique is an attempt to emulate the consequences of a range of observation

errors on the analysis.

To select an observation site for the coming time step, the sum of squared

anomalies of the ensemble members from the ensemble mean is calculated,

and the site with the largest value is chosen. Figure 3.3 is a run similar to

that in Figure 3.2, but using multiple replication to select a single additional

oceanic observation. This replicates Figure 9 in the L96 paper.

The most striking result is a considerable reduction in forecast error lasting

for almost 10 days (i.e. 40 time steps); once again the results shown here

agree well with those shown in the L96 paper.

3.3 A new interpretation of AONA

3.3.1 Re-formalising AONA

The AONA method was developed to provide approximate solutions to plan-

ning problems similar to those considered in the L96 paper. In the rest of

this chapter the AONA method will be applied in the context of the L96

model. However, the method will first be re-formalised, which is the focus

of the present section, and then adapted to use an appropriate measure of

uncertainty, information entropy, in Section 3.4.

As was described in Chapter 2, the AONA method involves a simple Monte

Carlo sampling from the space of possible future paths, followed by an ag-

gregation of the information from those samples using a quantile function in

order to determine which next action will likely be optimal. Whilst this ap-

proach was effective, as demonstrated in the results provided in Section 2.6,

it was somewhat arbitrary, and relied upon the ability to clearly discretise

the space of possible moves, an issue that will become problematic when

considering the problem in a full ocean model.

In this section, the AONA method will be recast as an estimation of the
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joint distribution of the entropies and initial moves of all possible paths, and

then from that distribution calculating which move will, on the basis of the

available information, be most likely to lead to high value paths.

A core problem of this work can be restated as: ‘what is the maximum

value (which in this context means the greatest reduction in uncertainity)

attainable following each of a set of possible moves?’ The implementation

of the AONA method presented in Chapter 2 suggested the use of sample

quantiles as crude estimates of the maximum possible values that could be

obtained from each possible move. This is a reasonable approximation, on

the assumption that the tails of the distributions of path entropies from each

move have similar “shape”, so that by examining high quantiles one can

obtain useful information about the relative values of the maxima associated

with each direction.

This assumption is strong, and it would be preferable to have a mecha-

nism based on similar intuitions, but with weaker assumptions. This can be

achieved by replacing the original problem, that of determining which direc-

tion has the highest maximum value, with a similar problem that asymptot-

ically approaches that original one, given increasing information, but is, at

the same time, more amenable to approximation.

The new problem is that of determining the expected value of the sample

maximum for a fixed sample size n. The sample maximum for a sample of

size n is also called the nth order statistic. Let X be the set of all possible

paths, and H(·) be a function that quantifies the value of a path. The set of

all samples from X of size n is defined using the binomial coefficient notation

as is common in set theory, in Equation 3.2.

S(n) =

(
X

n

)
(3.2)

The expected value of the nth order statistic is given by Equation 3.3.
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EX(n) = |S(n)|−1
∑
s∈S(n)

max
(
H(xi) : xi ∈ s

)
(3.3)

The limiting behaviour of this expectation in n is reasonable. If n = 1, then

each member of S corresponds to a single member of X, and so the expected

value of the sample maximum will simply be EX, i.e. the expected value

of a random path. If n = N , then S will contain a single element equal to

X, and so the expected value of the sample maximum will be equal to the

maximum H(x) : x ∈ X.

In between the limits of n = 1 and n = N , EX(n) behaves as a kind of

weighted expectation, focusing more and more on the behaviour of the right

tail of the distribution with increasing n. This offers a relatively assumption-

free mechanism for determining which direction is preferable: given a certain

amount of information, choose the direction with the most high value paths.

To simplify some of the calculations, the probability space of entropy will

be assumed to be continuous. In reality, there is a finite number of possible

paths, and so technically, perhaps, the probability space should be consid-

ered to be discrete. However, given that the number of paths is so large

(3T , where T is the number of steps in the path), and the distribution is

unlikely to be somehow pathological, the transition from a discrete to a con-

tinuous distribution seems reasonable. There are subtle and problematic

differences between continuous and discrete probability distributions, and

more rigorous treatment is required for absolute confidence. Given these

possible concerns, tempered with the aforementioned justifications, the fol-

lowing equations should be taken as expressions of a set of ideas, rather than

as an attempt at formal correctness.

Equation 3.4 gives the nth order statistic from n samples of the continuous

random variable H, which is being used to describe the continuous distri-

bution of entropies of all possible paths. In what will be common notation

throughout this work, the probability density function (pdf) of an arbitrary

random variable X will be denoted as fX(·), and the cumulative distribution
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function (cdf) as FX(·).

Pr
(
H(n) = h

)
= nFH(h)n−1fH(h) (3.4)

The joint distribution of the entropies and moves of the n-sample maximum

paths can be formed by the product shown in Equation 3.5.

Pr
(
H(n),Θ

)
= Pr

(
H(n)

)
Pr
(
Θ | H(n)

)
(3.5)

The expected value of the entropy of an n sample maximum for each di-

rection, θ, can then be found from this joint distribution by calculating the

appropriately conditioned expectation, as in Equation 3.6.

SH(θ) = E
[
H(n) | Θ = θ

]
(3.6)

The calculation of conditional expectation is insensitive to the number of

paths in each direction. However, all other things being equal, a move that

leads to more paths is considered preferable to one that leads to fewer. The

conditional expectations are, therefore, scaled by the marginal probability of

following each direction, as in Equation 3.7.

S?H(θ) = E
[
H(n) | Θ = θ

]
Pr(Θ = θ) (3.7)

Using the definition of the conditional expectation, for which H(n) is taken

to be continuous, and Θ to be discrete, Equation 3.7 can be rewritten as

Equation 3.8.

S?H(θ) =

∫
H
h
fH(n),Θ(h, θ)

Pr(Θ = θ)
dh · Pr(Θ = θ) (3.8)

The Pr(Θ = θ) then cancel, leaving the final form, Equation 3.9.
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S?H(θ) =

∫
H
hfH(n),Θ(h, θ) dh (3.9)

This final equation is the expression of three key principles that guide this

approximation:

1. the higher a path’s entropy, the better;

2. the higher a path’s rank in the set of all paths, the better;

3. a direction with more paths is better than one with fewer paths.

Although the first two principles sound very similar, they relate to different

aspects of a distribution. The first principle relates to the “position” of

a distribution in the entropy space, that is, does it comprise mostly high-

entropy paths, or mostly low-entropy paths? The second principle, on the

other hand, describes the relative position of a path within the distribution

of all paths. It is this that places the focus on the tails of the distribution,

preferring directions with a lot of mass in the tail, rather than a small number

of very high entropy paths. Arranging things in this way acknowledges the

fact that, with only a relatively small number of samples, it is difficult to

distinguish between a statistical outlier and a distribution that truly does

reflect what the samples suggest.

A useful implementation detail is that the marginal distribution of paths over

Θ remains unchanged when evaluating Equation 3.4, that is,

Pr
(
Θ | H(n)

)
= Pr

(
Θ | H

)
(3.10)

Inserting Equation 3.10 into Equation 3.5 gives

Pr
(
H(n),Θ

)
= Pr

(
H(n)

)
Pr
(
Θ | H

)
(3.11)

The consequence of this change is that Equation 3.4 only needs to be evalu-

ated once, with the distribution of all paths, rather than being evaluated on
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the conditional distributions for each possible move.

3.3.2 Choosing an effective sample size

The modified AONA method is fairly assumption free, and so does not have

many implementation-specific details. One critical aspect, though, is the

relationship between the value of n, that is, the effective sample size used in

the order statistic calculations, and the number of samples actually taken, k.

One way of understanding the role of the parameter n is that it parametrises

a β(n, 1) distribution, whose cdf is given in Equation 3.12, defined over the

quantile space of the entropy distribution. This effectively acts as a weighting

function in the expectation calculation in Equation 3.9, biasing the expecta-

tion towards high-quantile values.

FX∼β(n,1)(x) = xn (3.12)

The expected quantile range of the k “real” samples is [1/k + 1, k/k + 1]. There-

fore, the expected “weight”, α, of the underlying distribution that will be

included in an expectation calculated from k samples can be found using

Equation 3.13.

α =

(
k

k + 1

)n
−
(

1

k + 1

)n
(3.13)

As n increases the value being estimated approaches the population max-

imum value. However, for a fixed k, increasing n also reduces α, and so

increases the error in the estimate. This suggests that, for a fixed k, there

should be some value of n that balances the trade-off between the accuracy

and error of the estimate.

Unfortunately, an analytical method for determining this optimal value of n,

given a value of k, has not yet been discovered. However, some superficial
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testing by the author suggests that a value of α ≈ k/e provides the correct

balance, at least for the experimental conditions used in the present work.

3.4 Information entropy and the Lorenz ’96

model

3.4.1 An introduction to information entropy

Claude Shannon, in his seminal paper “A Mathematical Theory of Commu-

nication” (Shannon, 1948), defined a way of quantifying the uncertainty in

random variables. He called this measure information entropy, because of

the striking similarity in formulation to Boltzmann’s H-function, which de-

termines the increase of physical entropy, a measure of “disorder”, in an ideal

gas. Also called Shannon entropy, information entropy can be interpreted as

a measure of how much information would be obtained by measuring a given

random variable.

In the case of a discrete random variable X, with a set of possible outcomes

X , the entropy can be written as:

H(X) = −
∑
x∈X

Pr(x) log Pr(x) (3.14)

The base of the logarithm is effectively arbitrary and simply changes the

unit of measure. A base of 2 produces information expressed in bits and the

natural logarithm (base e) produces information expressed in what are called

nats.

A simple example of entropy as a measure of information can be observed in

the case of flipping a coin. There are two possible outcomes, heads or tails,

which can be written as X = {h, t}. The probabilities of these two outcomes

must sum to one so the probability of one outcome can be defined in terms

of the other: ph(X) = 1− pt(X).
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Figure 3.4: The entropy H(X) of the flip of a weighted coin, for dif-
ferent probabilities of getting a tail, pt. This demonstrates the intuitive
notion that nothing is learned from flipping a completely biased coin
(pt ∈ {0, 1}), and shows that more information can be obtained the less
biased the coin is.

This then allows an expression for the entropy of the flip of a coin to be

written in terms of the probability of getting a tail, pt(X), for any degree of

bias in the coin:

H(X) = −pt log pt − (1− pt) log (1− pt) (3.15)

Plotting H(X) for different values of pt (Figure 3.4) illustrates the intuitive

nature of the entropy measure, namely that the variables about which there

is the most uncertainty (i.e. those where pt is close to 0.5) have the greatest

entropy.

Shannon entropy, which is defined over discrete probability distributions, can

be extended to continuous distributions in the form of differential entropy.

The differential entropy of a random variable X with a probability density

function f can be loosely defined as:

h(X) = −
∫
f(x) log f(x) dx (3.16)
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Differential entropy does not have the same properties as Shannon entropy,

for example, it can adopt negative values, so some care must be employed

in its use (Cover and Thomas, 1991). The entropy of a normally distributed

random variable was first derived by Shannon (1948):

h(X) = log
√

2πeσ (3.17)

The resulting entropy is essentially a function of the variance, σ2, which

makes intuitive sense: the wider the distribution, the more uncertainty there

is in what value it might take, whereas the expected value makes no difference

to the level of uncertainty.

The entropies defined so far operate on single random variables. How-

ever, it is useful to be able to quantify the information contained within

groups of variables. This can be accomplished using joint entropy, written as

H(X1, X2, ..., Xn). If it is assumed that the random variables X1, X2, ..., Xn

are jointly normal, then their joint entropy can be calculated as that of a

multivariate normal using another formula derived by Shannon (1948):

h(X) = log(2πe)
n
2 |Σ| 12 (3.18)

This formulation has a similar form to that of a univariate normal. How-

ever, the dependency is now on the determinant of the covariance matrix Σ.

This can be interpreted in exactly the same way as in the univariate case:

the uncertainty about a multivariate normal depends on the “size” of the

distribution, and is independent of its location.

The joint entropy, along with a number of other related quantities, can be

visualised using an information diagram, shown in Figure 3.5. The areas

of the circles represent the information content of two random variables,

H(A) and H(B) and the various partitions and groupings of this information

are all assigned meaningful labels. Whilst not directly applicable to the

differential form (which can adopt negative values, implying negative areas),
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H(A) H(B)

H(A|B) I(A;B) H(B|A)

H(A,B)

Figure 3.5: An illustration of the key quantities in information theory.
H(A) and H(B) are two random variables, and the circles represent
the information contained in those variables. H(A,B) is the joint en-
tropy, or the information contained within both, whereas I(A;B) is the
mutual information, which is the information shared by both. H(A|B)
and H(B|A) are conditional entropies, which are the entropy contained
in one variable given that the other variable is known. The latter two
quantities, mutual information and conditional entropy, are not the fo-
cus of this work.

the diagram offers a conceptually correct interpretation of the key quantities

in information theory.

3.4.2 A justification for joint entropy

Information entropy has some intuitive appeal as a representation of the infor-

mation available in a set of random variables. It is not, however, immediately

obvious that maximising the entropy gathered in observations necessarily im-

plies a minimisation of the entropy in the rest of the system. This subsection

offers an informal proof of that hypothesis, closely following the reasoning

laid out in Caselton and Zidek (1984).

Assume that there is a set of potential observation locations X, but resources

are limited and it is only possible to measure a subset of those locations
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O. The goal is to ensure that we make the largest possible reduction in our

uncertainty aboutX. Given that, once the locations inO have been observed,

there will (within the bounds of error) be a full description of those locations,

the aim becomes that of reducing the uncertainty in the remaining variables

U = X \ O. The entropy of both sets of locations can be expressed with

Equation 3.19.

H(X) = H(O,U) = H(O) +H(U |O) (3.19)

If it is taken that the joint entropy, H(O,U), is a constant, then it can be seen

that the process of minimising the entropy of the remaining variables after

the measurements H(U |O) amounts to the maximisation of the entropy of

the measurement set H(O). Therefore, finding the O with the most entropy

is an appropriate goal for reducing uncertainty.

There are three key assumptions. Firstly, that entropy is an adequate descrip-

tion of uncertainty, which, in principle, was confirmed in the previous sub-

section. Secondly, that the minimisation of uncertainty is being attempted

over a complete set of variables X, which is appropriate for the work here,

where the goal is to reduce the uncertainty of an entire forecast model. If

more localised uncertainty reductions are required then other techniques will

need to be used; in particular we must calculate the mutual information be-

tween the observation locations and the target sites of interest. This is a

more complex calculation than the joint entropy calculation, and will not be

considered further here on ground of efficiency, although interested readers

might refer to Choi and How (2011b).

The third assumption is somewhat more troublesome, that all of the foregoing

argument refers to discrete entropy. However, the present work is dealing

with continuous quantities (such as temperatures and salinities), and thus

uses differential entropies. As noted in Caselton and Zidek (1984), the use

of differential entropy is the natural choice, but does not have the same

axiomatic support. The formal consequences of this choice are beyond the

scope of this work, but the correspondence between discrete and differential
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entropies seems sufficient for the problem under consideration.

3.4.3 Covariance matrix estimation

The formula for joint entropy, given in Equation 3.18, relies on the estimation

of the covariance matrix Σ, which is the covariance between the model vari-

ables across the model ensemble. In practice, the model ensemble only has

a finite, and indeed small, number of members, and so Σ must be estimated

from the sample covariance matrix, Σ̄.

The standard estimators of the covariance matrix Σ, the unbiased sample

covariance matrix itself, and the maximum likelihood estimator, are known

to be inefficient (Schäfer and Strimmer, 2005). The difficulty of estimating

Σ is further compounded in situations, such as the present one, where the

number of samples n (ensemble members, in this case), is smaller than the

number of variables p (the model variables along any given path). This “small

n, large p” problem renders the traditional approaches unstable, or simply

impossible to use (Schäfer and Strimmer, 2005).

Shrinkage estimation

Shrinkage estimators are an alternative set of methods to produce covariance

matrix estimates. The key idea is that a better estimate is obtained by

combining the sample estimator Σ̄ with some additional information, the

shrinkage target T . The linear combination of the two is controlled by a

single parameter λ, which is discussed in a little more detail below.

Σ? = λT + (1− λ)Σ̄ (3.20)

An important result is that any shrinkage target will improve the mean-

squared error of the shrinkage estimator Σ?, although the improvement can

be very small unless T corresponds well to the low-dimensional structure of

Σ (Schäfer and Strimmer, 2005).
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Schäfer and Strimmer (2005) provided a review of shrinkage estimation, and

a comparison of common shrinkage targets in their Table 2. The shrinkage

target that has been used in this work is “Target A”, which they labelled

“diagonal, unit variance”. The matrix is specified in Equation 3.21, and is

an identity matrix of the same shape as Σ.

TAij =

1 if i = j

0 if i 6= 0
(3.21)

“Target A” was selected largely for its simplicity, although it must be recog-

nised that it makes a strong imposition on the assumed structure of the co-

variance matrix, because it has no free parameters estimated from the data.

Finding the most appropriate shrinkage target was not considered to be a key

goal of this work, and so it seems very likely that significant improvements

can be made.

As mentioned, Schäfer and Strimmer (2005) described a range of possible

shrinkage targets. One that seems to fit well in the present situation is

“Target D”, or “diagonal, unequal variance”, specified in Equation 3.22.

TDij =

Σ̄ij if i = j

0 if i 6= 0
(3.22)

This shrinkage target leaves the sample variances unchanged, and only shrinks

the off-diagonal covariance components. This has a natural interpretation,

within the context of entropy, as shrinking towards a structure that accounts

for the entropy in a path as though there were no correlations between vari-

ables. By contrast, “Target A” has a somewhat less appealing interpretation:

it assumes that all paths have the same joint entropy, proportional only to

the length of the path, and ignores any information about the variables along

the path.

Irrespective of the intuitive appeal of “Target D”, some empirical testing

85



performed by the present author suggested that, although it does appear to

provide better performance, the shrinkage parameter λ must be high ≥ 0.5

for it to produce non-negative entropies, that being taken here as a rule-

of-thumb for assessing different estimators. “Target A” has been found to

produce consistently non-negative results for λ = 0.1. The lower the value

of λ, the more the final estimate is dominated by the sample data, rather

than being defined by the structure defined in the shrinkage target. A direct

comparison cannot be made, because “Target D” contains information from

the sample data, whereas “Target A” does not. However, the difference was

deemed large enough to motivate the use of “Target A”. A value of λ = 0.1

is used for the remainder in this work, having been chosen on the basis of the

empirical testing just described. However, it should be noted that Schäfer

and Strimmer (2005) do provide estimators for optimal values of λ, these

being avoided only out of expediency.

Given the tentative increase in performance seen during testing of the “Target

D”-based estimator, a more thorough investigation of shrinkage estimators

is warranted; it seems very likely that one of the more informative shrinkage

targets would be appropriate, if used with care. Other work is also available

in the literature, for example Hausser and Strimmer (2009) have specifically

addressed the problem of estimating entropies, albeit using discrete rather

than differential entropy.

One possible method for determining the relative quality of an estimator

of uncertainty is to examine its correlation with the model error in paired

forecast and analysis runs. As long as no “external” information is used (i.e.

information not from the sample data) then an improvement in correlation

between the uncertainty and the error represents an improvement in the

uncertainty estimate itself as a representation of where the forecast “should”

be uncertain, which might be seen as one of the main goals of a successful

forecast system.
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Localisation

Another technique that can improve the stability of covariance matrix es-

timates is localisation. A problem with the sample covariance estimator,

especially when using small numbers of samples, is that spurious correlations

can be observed between variables that are unlikely to actually be correlated

because they are too far apart for any correlating process to act on them

both.

This method is relatively simple: the Schur product of the covariance matrix

is taken with a “correlation function” that has compact support (i.e. it is

zero outside some region) (Houtekamer and HL, 2001). This correlation

function reduces, and, beyond a certain distance eliminates, the influence

of correlations between variables that are far apart. Although simple, this

method has been shown to provide significant improvements in the quality of

covariance matrices, especially for ensembles with small numbers of members,

as is the case here (Hamill et al., 2001).

3.4.4 An analysis of entropy in the Lorenz ’96 model

Having outlined the basic theory and methods of calculation of entropy, the

remainder of this section will focus on characterising entropy within the L96

model itself. It is important to note that entropy, as a measure of uncertainty,

is a function of many parts of an assimilating forecast system. Entropy

is added to the system over time mainly because of the chaotic nature of

the forecasting model, and generally removed during the data assimilation

process, by the incorporation of relatively low-entropy observations. The

dynamics of the forecast model also serve to redistribute entropy around the

model; in principle, this process should be conservative, though it is rarely

an explicit guarantee provided by forecast models in use.

The fact that entropy depends on these different parts of the forecast system

means that it is difficult to form a complete description of its distribution, and

the change in that distribution. It is possible, however, to identify and explain
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broad patterns that illustrate the effects of the three processes mentioned

above:

1. increase in entropy due to the chaotic nature of the model;

2. decrease in entropy due to the assimilation of observations;

3. redistribution of entropy due to the dynamics of the model.

The following subsections will consider each of these processes in more de-

tail, to give a sense of how the quantity of entropy varies over space and

time. All of the results presented are done in the context of a “no additional

observation” scenario, where only the routine “land” observations are taken,

with no “ocean” observations at any time.

Increases in entropy

The total uncertainty in the model, given by the joint entropy, should rise

over time, and, as illustrated in Figure 3.6, this is indeed the case.

As this is the trend in the forecast entropy, the increase in entropy over the

forecast period can reasonably be interpreted as a consequence of the chaotic

nature of the model itself. This attribution is made on the basis that no data

assimilation is taking place during a forecast, and therefore there is no other

mechanism for changes in the overall level of entropy.

Decreases in entropy

Decreases in entropy can most easily be ascribed to the impact of obser-

vations. The reduction in entropy caused by observations is illustrated by

comparing the average analysis entropy over a forecast window (Figure 3.7)

with the average forecast entropy (Figure 3.8).

The difference is clear, and in many ways unsurprising: in analyses the en-

tropy is low (although non-zero, owing to measurement error) over the obser-

vation locations (sites 20–39), whereas during forecasts the entropy increases
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Figure 3.6: A comparison between the average joint entropy of a forecast
(solid line), and the average total independent entropies (dashed line).
The total independent entropy increases more quickly over the forecast
period than the joint entropy, meaning that correlations between sites are
increasing over time, an expected consequence of mixing in the model.

dramatically in those regions. This is a consequence of not modelling those

observations when making the forecasts, meaning that uncertainty about

those regions increases according to the processes described above.
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Figure 3.7: The average independent entropy across an analysis (i.e. the
state of the model after observation assimilation), shown over the same
period as a forecast, for comparison with Figure 3.8. This shows the
ensemble measure of uncertainty at each site. The entropy is consistently
low in the eastern half of the domain where sites are routinely observed,
and increases towards the east in the western half of the domain, due to
the advection of entropy eastwards. The lack of a temporal trend suggests
that analysis entropy is stationary.

Modelling these “routine” observations, in a slightly crude manner, is rel-

atively easy, requiring only that each entropy calculation is conditioned on

the routine observation locations. For example, to calculate the entropy of a

variable X given routine observations at variables Y and Z, one can calculate

the conditional entropy using Equation 3.23.
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Figure 3.8: The average independent entropy across a forecast. This
shows the ensemble estimate of uncertainty at each site, discounting any
correlations in uncertainties between sites. Compare with Figure 3.2;
there, the metric used was RMS error from truth, whereas the entropy
shown here describes only the uncertainty measure of the model itself.

H(X | Y, Z) = H(X, Y, Z)−H(Y, Z) (3.23)

Figure 3.9 shows the result of reconstructing Figure 3.8 using this conditional

calculation. The conditional entropy is zero over the routine observation

locations in the eastern side of the domain, unlike in Figure 3.7, which has

a small but non-zero value, because the conditioning process, as given, does

not make any allowance for measurement error.
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Figure 3.9: The average entropy across a forecast, conditioned with the
routine observations taken in the eastern half of the domain. The condi-
tional entropies in the eastern half of the domain are zero, because of the
observations taken at those locations. The western half of the domain
has entropy increasing towards the east, due to eastwards advection.

The western side of the domain is similar to that seen in Figure 3.7, except

for a patch of anomalously high entropy in the middle of the domain at t = 0,

which appears to dissipate over the forecast period. This is a consequence of

the omission of measurement error in this calculation: in “reality”, entropy

due to measurement error propagates from the routine observation locations

around to the rest of the domain, ending up in the equilibrium seen in Fig-

ure 3.7. In the forecast, the measurement errors are zero, and so there is

essentially no entropy propagating from the routine observation locations,

meaning that the forecast system would find a different equilibrium. At the

start of the forecast, the analysis equilibrium dominates, and over time the

system moves to the forecast equilibrium.
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It would be possible to include a model of measurement error, but this would

require the inclusion of uncorrelated noise that matches the statistics of the

measurement errors at each of the observation locations, and so this will not

be attempted in the present work.
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Figure 3.10: The average difference in independent entropy, not account-
ing for routine observations, from the start of the forecast period to the
end, showing the advection of entropy. Sites in the western half of the
domain have their entropies brought closer to an average value, whereas
sites in the eastern half of the domain experience dramatic rises in en-
tropy, those rises being greatest the further westwards, and hence closer
to initially high-entropy sites, they are.

Redistribution of entropy

Returning to Figure 3.6, it can also be seen that the rise in the sum of site

uncertainties is faster than the rise in total uncertainty. This means that

correlations between the uncertainties about model variables increase over

the forecast period, which is an expected result of the advective processes in

the model.

The advection of entropy can be seen more clearly in Figure 3.8, which shows
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the distribution of independent forecast entropy over space, averaged over all

forecasts made during the run. Figure 3.10 shows the average difference in

entropy from the start of the forecast period to the end, with positive values

indicating an increase in entropy, which more clearly illustrates the change.

At the start of the forecast period, the entropy is an approximately constant

low value over the land sites (20–39), with an increasing gradient from sites

0 to 19. As the forecast progresses, the entropy can be seen to be advected

eastwards. The advection induces large increases in entropy over the land

sites, with the largest increases being over the western-most sites, and much

smaller increases over the ocean sites – the eastern-most ocean sites actually

experience decreases in entropy.

3.5 Experimental evaluation of AONA in the

Lorenz ’96 model

3.5.1 Accounting for dependence on initial conditions

The experimental framework used here to evaluate the different methods

under consideration departs somewhat from that described in the L96 pa-

per. There, single experiments were run for long periods to avoid problems

with auto-correlation, an approach that was appropriate for the methods

discussed in that paper, where observation selection was not constrained by

previous choices. The methods in use here, however, are subject to such con-

straints: the decisions made at one time directly limit the choices available

at subsequent times. Impractically long runs would be required to transcend

the strong auto-correlations inherent in these methods, thus demanding a

different approach.

Here, many short runs have been used, each with both different initial con-

ditions and different starting locations for the gliders. This experimental

ensemble can be considered to be “averaging” over the range of possible ini-
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tial conditions, thus eliminating those factors from the results. That the

number of experiments is sufficient is largely assumed, however, a general

stability in the results indicates that it is.

Each experiment in the present work consists of 40 runs of each method under

consideration, with different random initial conditions, covering each of the

possible starting locations twice, where relevant. There is a spin-up period

of 360 time steps, corresponding to 90 days, and the results are calculated

from a subsequent 90 time step (22.5 day) period. All other aspects of the

experimental set-up are identical to those described in the L96 paper.

3.5.2 Adjustment of the forcing parameter

For the L96 experiments the forcing parameter was set to F = 8. This value

leads to an error doubling time of 2.1 days, a value that is ‘close to one that

seems to prevail in some large atmospheric models’ (Lorenz and Emanuel,

1998), as well as producing behaviour that is suitably chaotic, thus justifying

its selection.

This fast doubling time, although appropriate for simulating atmospheric-

type systems, is not representative of ocean dynamics. In order to produce

a more representative system, a smaller forcing of F = 5 has been used for

all the experiments described in the remainder of this chapter. This value

was chosen so as to sufficiently weaken the forcing, whilst still remaining

above F = 4, below which ‘perturbations ultimately develop into a perfect

wavenumber 8, progressing westward’ and values of F > 4 are observed to

be truly chaotic (Lorenz and Emanuel, 1998).

3.5.3 A note on assessment, and the division of respon-

sibility

The L96 paper employed root-mean-squared deviation from truth as a rel-

atively natural measure of the efficacy of any particular adaptive sampling
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routine. Here it will be argued that the most natural metric for assessing

the efficacy of a sampling method is, in fact, the uncertainty measure of the

assimilating forecast model into which its observations will be incorporated.

It seems reasonable to assume that information cannot flow backwards in

time. The most important implication of that statement, for this work, is

that it is impossible to obtain, a priori, information about the error of the

model’s forecasts. The best that can be achieved is to have, in the present,

an estimate of uncertainty about the model’s predictions that, in the future,

can be verified to have correctly reflected the true error.

The information that a sampling method uses to make its decisions can be

partitioned into two sets, the information from the model, and additional

information, neither of which contains information about model error, by the

argument presented above. If the “additional information” does not improve

the sampling method’s ability to reduce forecast error then it should be

discarded. Otherwise the information must, at least implicitly, have improved

the correspondence between the model uncertainty and the true error.

As a key goal of a forecast model is to correctly estimate uncertainty, this

information should be removed from the sampling method and incorporated

into the model. Once this “transplant” has been done, the sampling method

will be making its decisions solely on the basis of information from the model,

which now incorporates all useful information regarding the uncertainty of

the model. The quality of the sampling method’s output will, therefore, be

entirely dependent on the quality of the model’s uncertainty estimate. This

means that the only reasonable metric for judging the efficacy of the sampling

method is reduction of the uncertainty estimate itself – an assessment on the

basis of error would be asking the sampling method to optimise on something

it effectively has no information about.

If the model’s uncertainty estimate is incorrect, then any adjustments made

should take place in the model. If corrective adjustments are made in the

sampling method, they should be “transplanted” as described above. Keep-

ing this information in the model is the appropriate “separation of concerns”,
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and ensures that all users of the model will have access to the highest quality

information available.

Section 3.4 discussed entropy as a measure of uncertainty, and described

how it could be estimated from ensemble data. It was noted in Section 3.4.3

that improving the quality of this estimate could lead to an improvement in

correspondence with the “true” error, independent of any improvements in

the physical model itself. An improvement in the correspondence between

the uncertainty estimate and the true error will directly contribute to an

improvement in the ability of the adaptive sampling routine to reduce model

error, which is the ultimate goal.

3.5.4 Multiple replication, and a greedy method

Multiple replication, that is, choosing a sampling location based on maximum

ensemble variance, was identified as the best method of those investigated in

the L96 paper. Multiple replication will be used to provide a baseline for the

study in this chapter, but it is important to clarify that, in the L96 paper,

the multiple replication method was assessed in the context of an observation

platform whose movement was unconstrained, as mentioned in the previous

subsection – all locations are available for measurement at every time step.

Observations conducted with platforms that afford such freedom of position

can be expected to be more informative than those constrained to contiguous

measurement.

If the multiple replication method is limited to contiguous measurements, as

though it were being used to direct a glider, then what is left is essentially

a “greedy” method: at each time step the neighbouring site with the lowest

predicted ensemble variance is selected to be the observation target at the

next time step.

Figure 3.11 shows the average joint entropy over forecast time for the orig-

inal multiple replication method, the constrained greedy method, and also

a method that uses a purely random walk. Clearly, the multiple replication
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method is superior, however, the greedy method performs worse than the ran-

dom walk at long forecast times, and no better at short forecast times. These

results may be surprising, as the greedy method is making explicit choices,

selecting the observation with the largest predicted variance, whereas the

random method is undirected.
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Figure 3.11: A comparison of the average forecast entropy of the multiple
replication (solid), greedy (dashed), and random (dotted) adaptive sam-
pling methods. Also shown are two standard errors either side of each
central estimate, obtained by bootstrap resampling. The multiple replica-
tion method is superior, but it can place observations non-contiguously,
and so has a distinct advantage. The greedy method, which is a contigu-
ous analogue of the multiple replication method, performs no better than
random at short forecast times, and worse than random at long forecast
times.

The different entropies at forecast time t = 0 are a consequence of the fact

that these results approximate the time-averaged forecast entropies for the

different methods. This means that a method that tends to produce lower

analysis entropy (which might generally be considered to be a good thing)
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will have a lower forecast entropy at t = 0.
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Figure 3.12: The distribution of locations visited by the greedy (dashed)
and random (dotted) adaptive sampling methods. The greedy method has
a strong “preference” for sites in the western half of the region to which
it is confined, because it is trapped by regions of low entropy created
by its previous observations. The random method has a roughly uniform
distribution, with slight biases against sites at the edge of the ocean region
that are a natural consequence of being restricted to a particular part of
the domain.

The comparable performance of the greedy and random methods at short

forecast times can be explained by reference to the fact that the state of

the model uncertainty field is governed, to a fairly large extent, by the loca-

tions of past observations. The greedy method considers only its immediate

neighbourhood, and so is always making decisions of only immediate benefit.

These decisions can limit its future performance, as the glider is moved away

from regions of high uncertainty that are “hidden” behind low-uncertainty

regions.
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This “myopia” also contributes to the greedy method’s poorer performance

at long forecast times. Its decisions do not place any weight on overall un-

certainty reduction, and so ignore distant increases in uncertainty, however

large they may be.

Figure 3.12 shows the distribution of sites visited across many runs of both

the greedy and random walk methods. The difference is clear, and neatly

illustrates the aforementioned problems with the greedy method, showing

that it has a strong tendency to spend time in the western-most part of the

“ocean basin”. This is because any entropy reductions tend to get advected

eastwards, making the eastern side of the basin less attractive.

The process of low-entropy advection, discussed in Section 3.4.4, will affect

all sampling methods. However, the greedy method becomes “trapped” by

it, because the low-entropy region immediately to the east always appears

less attractive, even if a higher entropy region develops further eastwards.

Methods that consider a wider region will be less affected by this problem,

and the random method does not take account of any information, so its

decisions end up being better.

Figure 3.13 shows a Hovmöller plot of part of an L96 run, using F = 5,

which helps to give a better picture of how the system behaves; in particular,

the wave-like structures which propagate eastwards across the domain, are

clearly visible.

Overlaid on the Hovmöller plot is an example of a path generated by the

greedy method, and a random path, to illustrate the difference in character

between the greedy method and a simple random walk. In general terms,

the greedy method exhibits a tendency to make large moves across the do-

main, caused by its inability to look beyond the immediate neighbourhood:

once a move has begun, the region “behind” the direction of the move will

already have been measured, so unless there is particularly strong advection

of entropy into the region behind a greedy glider, it will not reverse course.

However, once a greedy glider has reached the edge of the domain then

the boundary quickly becomes unattractive, as the uncertainty about the
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boundary drops after measurement and so it will, at that point, reverse

course and travel back across the domain. As described above, the western

side can remain attractive for longer, and so on average a greedy glider will

tend to spend much more time on the western boundary than elsewhere in

the domain.

Also included is an example of a path generated using the AONA method,

which is described in much more detail below. For now, it is sufficient to

observe the difference between the AONA path and the greedy path: AONA,

unlike the greedy method, has access to longer-term forecast information, and

so, whilst it does still make large moves across the domain, it is less prone to

do so, and makes a better job of heading towards, and remaining in, regions of

higher uncertainty (although the uncertainty itself isn’t shown in the figure).

3.5.5 Backward induction

The performance of the greedy method suffers because it does not take into

account the broader context. One method that does consider a wider region

is the backward induction technique, discussed in Section 2.2.

Backward induction propagates information about future decisions back-

wards in time, and thus can make optimal decisions in the present that take

into account future possibilities. Described in more detail in Section 2.2, the

problem with backward induction is that it requires the rewards used to make

decisions to be Markovian, that is, that they are independent of each other.

This is not the case in the present problem, and so backward induction can-

not be used to provide an exact solution. However, if the “reward structure”,

that is, the distribution and correlation of uncertainty in the model, is ap-

proximately Markovian, then backward induction can be used to provide an

approximately optimal solution. This is very similar to the approach taken

in Low et al. (2011).

Implementing backward induction requires that a Markovian reward struc-

ture can be extracted from the true reward structure. The results shown in
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Figure 3.14: As Figure 3.11, but omitting the greedy method, and in-
cluding the backward induction adaptive sampling method (solid grey).
The backward induction method is better than random at short forecast
times, but worse than random at forecast times greater than t = 20,
probably due to higher errors in its uncertainty approximation at long
forecast times.

Figure 3.14 were calculated using the individual entropy values at each site,

ignoring any correlations between sites.

Backward induction performs well at shorter forecast times, but its perfor-

mance degrades below random as forecast time increases. This is probably

caused by an effective increase in the approximation error at longer forecast

times, causing the backward induction method to make decisions that are

ineffective at targeting uncertainties in the more distant future.

Given that none of the contiguous sampling methods dominate at all forecast

times, the random method will be used as an upper bound for performance

(higher forecast entropies are worse) at long forecast times, and backward

induction will be used as an upper bound at short forecast times. The mul-
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tiple replication method will act as a point of comparison for what can be

achieved; although, as was mentioned before, it is considered unlikely that a

method limited to contiguous measurements could outperform it.

3.5.6 AONA, and the importance of routine observa-

tions

The basic AONA method

The results of applying the modified AONA method, as described in Sec-

tion 3.3, to the scenario at hand, are shown in Figure 3.15. In all cases the

AONA algorithm was applied to 100 samples drawn for each of the three

possible moves, making a total of 300 sample paths.

The AONA method performed better than random at all except the longest

forecast times, although its competitiveness decreases as forecast length in-

creases, probably caused by the fact that the path density is much higher

at short forecast times, where there are only a few locations to choose from.

However, an important remaining source of error is that the AONA method,

as implemented, does not account for the routine observations taking place.

Gliders will often be part of an observational network, as is the case in the L96

experiment design. In such cases it can be important to account for any other

observations when determining the glider trajectories, because otherwise the

gliders may end up following non-optimal paths, as a consequence of ascribing

unnecessarily high uncertainty to those regions that will, in fact, be covered

by the other observation platforms.

Accounting for other observations is a simple matter of including the cor-

responding model variables in the entropy calculation, assuming that the

locations of the routine observations are known at the forecast time. If the

locations of the observations are not known, however, then the problem be-

comes difficult.
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Figure 3.15: As Figure 3.14, but including the AONA adaptive sam-
pling method (dashed red). The AONA method is better than either the
backward induction or random methods at all except the longest forecast
times, at which it becomes no better than random. Its competitiveness
against random decreases as the forecast length increases for a similar
reason as the backward induction method, namely, increasing approxi-
mation error.

Including routine observations with unknown locations

If the locations of routine observations are not known because they are sub-

ject to random, or semi-random, processes, such as is the case with drifters,

for example, then the problem may be approached by considering a best

estimate of the platform’s sampling, given the predictions of the forecast

model. Alternatively, it is possible to marginalise over the contribution of

that platform, from a probabilistic assessment of its potential contributions;

this approach is, however, computationally expensive, requiring calculation

of joint entropies for a range of possible sampling locations.

If, instead, the platforms are able to be directed, in a manner similar to

105



gliders, then it is possible to “fold in” the routine platforms, and optimise

their placement using the techniques described in this work. This question of

observation network integration, although significant, will not be addressed

further here, instead being considered as a topic for future work. It is worth

noting that some work has already been conducted in this area, for example

Alvarez et al. (2007) and Alvarez and Mourre (2012).

Including routine observations with known locations

Armed with the assumption that the locations of routine observations are

already known, the problem of including routine observation can still be

problematic, because with a large number of observations, N , calculating

entropy requires the construction of an N × N covariance matrix and then

finding its determinant, both of which are relatively expensive operations.

It is possible to alleviate some of the computational burden, at the expense

of accuracy, by recognising that it is only the variability of the routine ob-

servations that is of interest. The actual “observations” may, therefore, be

replaced by the dominant modes of a principal component analysis, or PCA

(Hotelling, 1933).

PCA is a commonly used technique, and so will not be described in detail

here, however, a summary of the relevant aspects of the procedure is pro-

vided for context. The goal of PCA is to transform observations of a set

of correlated variables into values of linearly uncorrelated principal compo-

nents. The principal components can each be thought of as “containing”

a certain amount of the variability in the original variables, and if there is

strong correlation in the original set of variables then a small number of

principal components will contain a large proportion of that variability. This

application of PCA is termed “dimensionality reduction”. Other techniques

for dimensionality reduction are available, and may be better able to account

for the data; selecting and developing such techniques will be left for future

work.
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The PCA is performed on the sites which will be observed by the routine

observation network over the chosen forecast period. In the basic case of an

observation platform that makes continuous measurements, there will be a

total of T observed sites for each platform, where T is the number of time

steps in the forecast. Therefore, for N observation platforms there will be a

total of N ·T measurements, which are used to form an (N ·T )×M ensemble

observation matrix, where M is the number of ensemble members. PCA is

applied to this observation matrix, and the first P principal components are

taken as a set of “pseudo-observations” that capture the dominant modes of

uncertainty in the routine observations.

Determining the effective uncertainty reduction of a single prospective glider

path within the context of those pseudo-observations is a simple matter of

concatenating the P ×M pseudo-observation matrix with the glider obser-

vation matrix before performing the entropy calculation. For example, with

a single glider we might expect there to be around T unique sites observed

over the T time steps in the forecast, resulting in a T ×M glider ensemble

observation matrix. This matrix is concatenated with the P ×M pseudo-

observation matrix to form a (T + P ) × M combined observation matrix,

from which the (T + P )× (T + P ) covariance matrix can be calculated, and

from that the joint entropy of the proposed glider path and the routine ob-

servations. Alternatively it is possible to calculate the conditional entropy

of the glider path given the routine observations, but this is a slightly more

complicated calculation and ends up with the same effect, assuming that it

is only the relative values of the entropies that are of interest (as is the case

here), rather than the absolute values.

It is important to note that the computational advantage is obtained from

the fact that the PCA procedure only needs to be performed once on the

routine observation set, forming a smaller set of pseudo-observations that

can be used in the calculation of the effective entropy of each proposed glider

path (or set of glider paths). There is little or no computational advantage

in performing PCA on the proposed glider observations, because doing so

imposes a computational burden that is similar to simply calculating the
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covariance matrix, and its determinant, directly.

The number of principal components needed to avoid excessively impacting

upon accuracy can be assessed by the correlation between the routine obser-

vations. For stationary observation platforms this correlation may well be

very high, because there will be repeated observations of the same location

at multiple times – this is the case that pertains in the L96 scenario. In this

problem, therefore, only a relatively small number of principal components

are required to represent the uncertainty in all of the routine observations.

Conversely, if the correlations between the routine observations are low then

more pseudo-observations would be required to properly represent the un-

certainty in those observations.

The correlation structure derived from the PCA may be distorted if, as is

the case in the present work, the number of replications for each observation

location (determined by the number of ensemble members) is less than the

number of observation locations under consideration. As the number of en-

semble members will probably be small (15 for the results presented in this

chapter) then the distortion can be assumed to occur for all but the smallest

sets of routine observations.

The distortion of the correlation structure is unavoidable, and problems

caused by only being able to run small ensembles are ubiquitous in this

work. As before, however, the choice to ignore these limitations and carry on

can be justified by noting that the premise of this work is to extract infor-

mation from a forecast model for the purpose of improving sampling. Given

this premise, and the assumption that the model does, in fact, contain some

information that can be so used, then as long as the information is extracted

in an “unbiased” way, it can be put to consistently good use.

Figure 3.16 replicates Figure 3.15, but includes results from the AONA

method, taking into account routine observations with the PCA dimension-

ality reduction method described above.

The AONA method with the routine observations outperforms random selec-

tion at all forecast times, although by a decreasing margin as forecast time
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Figure 3.16: As Figure 3.14, but including the AONA method with rou-
tine observations accounted for using PCA (solid red). The entropy of
the AONA method accounting for routine observations is uniformly lower
than that without them.

increases. There appears to be a fairly constant reduction in entropy relative

to the AONA method without the inclusion of routine observations, which fits

well with their predicted relevance: omitting the information about routine

observations leads to decisions that do not account for those observations

taking place, and so attempt to make reductions in entropy where it is not

required.
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3.6 Extensions to the AONA method

3.6.1 Importance sampling

Introduction

The AONA method is competitive at all forecast times with the other con-

tiguous sampling methods examined in this chapter. However, the only route

to increased performance with the method as presented thus far is to increase

the number of samples. One technique that can be applied to increase the

rate of convergence, that is, get a better result with the same number of

samples, is importance sampling, an early example of the technique being

found in Hammersley and Morton (1954). This technique has not yet been

implemented, but, as it is considered to be the main route for improving

performance, a short review is given here, both of the technique itself, and

how it can be applied to AONA.

Importance sampling, considered generally, is a method for estimating prop-

erties, typically expectations, of one distribution, given samples from another

distribution. Whilst the approach is useful for a range of problems, here, it is

considered as a way of reducing the variance of the AONA estimator, which

is equivalent to increasing the rate of convergence.

The logic which dictates how importance sampling can be used to reduce

the variance of an estimator is relatively straight-forward. In some problems,

certain values of the random variables being sampled have more impact on the

parameter estimate than others. If a sampling distribution can be chosen that

is biased towards these “informative” values, then the estimate will converge

on the true value of the parameter more quickly, and hence the variance

of the estimator will be reduced. The difficulty with such an approach is

that the resulting parameter estimate will be biased, as a consequence of

sampling from a biased distribution. Fortunately, this bias can be corrected

for by weighting the samples with the ratio of their probability in the biased

distribution to their probability in the true distribution. This is the essence
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of importance sampling: draw samples from a biased distribution, and then

correct for the resulting bias.

Importance sampling in AONA

As has already been mentioned, the typical use of importance sampling is to

allow samples from one distribution, fĤ , to be used to calculate the expected

value of another distribution, fH , where both distributions are defined over

the same space. This is done by constructing a weighting function W (h), as

in Equation 3.24.

W (h) =
fH(h)

fĤ(h)
(3.24)

The weighting function is then easily included in the calculation of the ex-

pected value of H, as in Equation 3.25: the fĤ(h) trivially cancel, leaving

the standard formula for the expected value of H.

E[H] =

∫
X

W (h)h fĤ(h) dh (3.25)

In the case of AONA, the problem is slightly more difficult, because the order

statistic calculation “interferes” with the importance weighting. The sim-

plest solution is to apply the importance weighting before the order statistic

calculation has been applied, as in Equation 3.28. To simplify the result-

ing equation, the importance weighted density and distribution functions are

given in Equations 3.26 and 3.27 respectively.

f ′H(h) = fĤ(h)
fH(h)

fĤ(h)
(3.26)

F ′H(h) =

∫ h

−∞
f ′H(h) dh (3.27)
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E[H] =

∫
H
hnF ′H(h)n−1f ′H(h) dh (3.28)

Selecting an appropriate sampling distribution

The challenge when attempting to apply importance sampling is choosing an

usefully biased distribution, that is, one that does contribute to a reduction in

the variance of the parameter estimate. In most applications the underlying

random variables are defined over real numbers, and there are several general-

purpose methods available for biasing in such situations. Here, however, the

random variable being “importance sampled” is defined over the space of

paths, and so these traditional approaches are not easily applied.

A key principle in choosing a good biased distribution is to find one that

maximises “interesting” samples. In the problem being considered here, that

entails a distribution that preferentially selects paths from the right tail of

the distribution, but without any other structural bias. If this could be done

directly then the whole method would be unnecessary, because it implies that

the highest joint entropy path could be easily identified; unfortunately, it is

not possible.

What is required is a metric that correlates well with joint entropy, and

is amenable to the construction of a biased distribution. No such suitable

metric has yet been found that is applicable across a wide range of scenarios,

even in the limited domain of the L96 model, although several have been

tried, including selecting paths proportional to their independent entropy,

and selecting paths in such a manner that all sites are sampled with equal

probability. Rather than attempting to find a general biasing distribution,

an alternative approach is to make use of expert knowledge to guide sampling

towards areas that are thought likely to be of interest.

Importance sampling is a widely used technique for improving the perfor-

mance of Monte Carlo sampling algorithms, and has the potential to in-

crease the rate of convergence of the AONA algorithm to the optimal so-
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lution. Further work is required to determine suitable biased distributions,

and demonstrate their impact on performance.

3.6.2 Multiple gliders

In this chapter the AONA method has been discussed only in the context of

a single glider. However, it can be extended quite naturally to optimise the

paths of multiple gliders at the same time.

The AONA method (without importance sampling) is defined by Equa-

tion 3.9. This provides an estimated “score”, S?H(θ), given a glider’s initial

move, θ. This can be easily extended to two gliders by letting θ1 = θ, and

introducing a parameter for the initial move of the second glider, θ2, as shown

in Equation 3.29.

S?H(θ1, θ2) =

∫
H
hfH(n),Θ1,Θ2(h, θ1, θ2) dh (3.29)

The joint entropy values represented by h are calculated across paired random

samples, one for each glider. Paths that intersect, or come close to each

other, will be naturally penalised, because they will have a higher proportion

of shared information, and so will have a lower joint entropy. By contrast,

paths that sample very different regions are likely to have high joint entropies,

because the variables in the two paths are unlikely to be highly correlated.

It should be clear that the AONA method can be extended to an arbitrary

number of gliders in this way. The problem that arises with increasing num-

bers of gliders is that there is a combinatorial explosion in the number of

possible sets of initial moves: for m initial moves and k gliders there are a

total of mk combinations of those initial moves, requiring at least that many

random samples simply to have considered every possibility once, let alone

to obtain robust results.

Clearly, taking such large numbers of samples is not feasible for even rela-

tively small numbers of gliders (for example, 315 ≈ 1.4× 107), and so some
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simplifications are required. One possibility is not to perform joint calcula-

tions when the gliders are very far apart; such a simplification would change

the complexity from combinatorial to linear. However, neglecting the joint

calculation entirely is not advisable, as one would encounter the same prob-

lems seen with routine observations. Another option is to “spread” the in-

formation obtained from each sample across multiple moves. In a discrete

system like the L96 model this is not an obvious solution, but it is an ap-

proach that will be developed in the next chapter, primarily as a method of

dealing with a continuous space of next actions, that is, glider headings.

3.7 Discussion

In this chapter the AONA method was applied to the 1-dimensional L96

model. This model was chosen as a target for the development of the AONA

method for several reasons. Firstly, it is already popular within the commu-

nity for preliminary investigations of the kind being carried out here, from

the original paper of Lorenz and Emanuel (1998), through to a range of other

investigators such as Berliner et al. (1999), Daescu (2009) and Morss et al.

(2001). Secondly, this being part of the reason for its popularity, it contains

chaotic processes that are similar in character to geophysical processes, such

as variations in temperature or salinity. Thirdly, the L96 model is built from

real-valued variables, again like the variables of interest in the real world (e.g.

temperature, salinity), and unlike the model presented in Chapter 2, which

used discrete, “token”-based variables. Therefore, the L96 model required

the introduction of a measure of uncertainty, information entropy, that is

directly applicable to operational ocean models.

The AONA method was modified from the version presented in the previ-

ous chapter, for two reasons. Firstly, to place the method on a more formal

footing: the modified version asymptotically approaches the optimal solution

with an increasing number of random samples, whereas the method as orig-

inally presented had no guarantee of asymptotic correctness. Secondly, the
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modified version of the AONA method is more easily applied to 2-dimensional

domains – an issue that will be addressed in Chapter 4. The modified ver-

sion of AONA used the theory of order statistics to determine the expected

value of a sample maximum value, for a particular sample size. This value

is highest when there are many good paths, rather than a few high-value

outliers, thus balancing estimated rewards with levels of confidence in those

estimates.

The modified method has been shown to outperform Markovian backward

induction at short forecast times, and was better than random at long fore-

cast times. A failure to account for routine observations was identified as a

weakness in the method, and was addressed by incorporating those obser-

vations in the calculation of entropy. This combined calculation was very

expensive because of the large number of routine observations, and so a di-

mensionality reduction method was applied to extract the most important

information from the routine observations, thus allowing much of the benefit

to be obtained with far less computational expense.

This work is considering the problem of adaptive sampling with gliders as a

whole, and so almost all aspects of the solution presented offer the possibil-

ity of improvement. The entropy calculation is based on an assumption of

normality in the statistics of the geophysical variables. The normal distri-

bution is the maximum entropy distribution when given only a mean and a

standard deviation, meaning that it makes the smallest number of additional

assumptions about the distribution using only those parameters. However,

it is possible that a more detailed analysis of the statistics of the geophys-

ical variables whose uncertainty is being minimised would yield improved

estimates of the uncertainty about those variables.

Another route to general improvements in the uncertainty estimates is to

consider the relationship between the observations and the assimilation sys-

tem; the calculation of entropy does not reflect the assimilation scheme in

any way. For example, assimilation schemes often have prescribed correlation

spatial scales over which information is “spread”; the entropy calculation, on

the other hand, treats observations equally, however far apart they are. “Lo-
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calising” the entropy calculation may produce results that are better suited

to the assimilation scheme, and, if carefully managed, could also improve

performance and reduce spurious errors. The value of these general im-

provements to the uncertainty estimates is increased discrimination between

possible paths a glider could follow, leading to better overall performance.

The entropy calculation for (jointly) normally distributed variables rests on

the determinant of the covariance matrix. This covariance matrix must be

estimated from a sample covariance matrix, formed using the model ensem-

ble, which is the mechanism used in this work to represent model uncertainty.

This estimation is difficult, because the number of ensemble members, and

hence the number of samples in the covariance matrix, is generally lower

than the number of variables between which the covariance is being calcu-

lated, the latter being defined by the length of a proposed glider path. A

shrinkage-based estimator was used to stabilise the entropy calculation, but

it was not considered a main focus, and so there is considerable scope for

improving the covariance matrix estimate.

As has already been mentioned, routine observations can be accounted for

implicitly in the entropy calculations. However, doing so for large numbers of

routine observations is expensive, and so principal component analysis (PCA)

was used to perform dimensionality reduction on those routine observations,

thus reducing the size of the final calculation. As with the covariance matrix

estimator, this dimensionality reduction method was chosen for its ease of

implementation, rather than having been identified as the optimal method

in the situation, and so further investigation into the problem is warranted.

Section 3.6.1 discussed the possibility of introducing importance sampling, a

widely-used method for improving the rate of convergence of Monte Carlo-

based algorithms. Owing to time limitations, the method has not been im-

plemented here, although the mechanism for doing so was described. Imple-

mentation requires the construction of a sampling distribution that is biased

towards samples of interest – in this case, samples with high entropy. Devis-

ing such a distribution, and implementing importance sampling in the AONA

method, is an important avenue for future work.
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Finally, the extensions to the AONA method required to optimise the path

of multiple gliders, discussed in Section 3.6.2, are a prime target for future

work. As was mentioned there, several options are available for making the

calculations tractable, and it is perhaps the most significant “procedural”

improvement, on the basis that anyone who has an interest in reducing un-

certainty across a regional-scale forecast model is unlikely to want to use only

a single glider.
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Chapter 4

AONA in an ocean forecast

model

4.1 Introduction

In this chapter the Approximately Optimal Next Action (AONA) method

will be further adapted so that it can be applied in a full ocean forecast

model – an ensemble version of the FOAM-NEMO MED12 model, operated

by the United Kingdom Meteorological Office (UK Met Office or UKMO).

The model itself is described in Section 4.2, and the ensemble in Section 4.3.

An analysis of the entropy of surface temperatures and salinities within the

ensemble model is given in Section 4.4, including an attempt to relate the

distribution and variation of entropy to physical processes within the model

that themselves relate to processes in the real world.

Several new mechanisms are required to make AONA work in the MED12

model, including a model of glider motion that can be used to generate plau-

sible random glider paths. These are described in Section 4.5, and a method

for translating between the quantised world of the ocean model and the con-

tinuous world in which gliders actually operate is described in Section 4.6.
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Finally, an experimental programme is proposed in Section 4.7 that is de-

signed to evaluate the AONA method integrated with the MED12 forecast

system. The programme builds on the lessons learned throughout this work

in order to test the integrated system in a way that mimics operational usage.

An important exception is the inclusion of a scheme to account for routine

maintenance, which is considered to be outside of the main experimental

programme.

4.2 The UK Met Office FOAM-NEMO MED12

model

4.2.1 The FOAM-NEMO system

The Forecast Ocean Assimilation Model (FOAM), operated by the UK Met

Office, is designed to forecast the state of the global oceans. A global con-

figuration of the model has been operating since 1997, and other, nested,

regional configurations have been implemented since then (Storkey et al.,

2010). There was also, in 2008, a change of the model core to the Nucleus

for European Modelling of the Ocean (NEMO), with the new system being

referred to as FOAM-NEMO, as well as other, subsequent upgrades to vari-

ous components, outlined in Blockley et al. (2013). For the remainder of this

work “FOAM” will be used to refer to the FOAM-NEMO system.

FOAM is run daily, and produces 5-day forecasts of the ocean state, includ-

ing 3D temperature, salinity and current fields, as well as sea-ice estimates.

FOAM is a data assimilating model, incorporating a range of observations,

described in more detail in Section 4.2.3.

The first main customer of the FOAM system was the Royal Navy, who use

the model output in anti-submarine warfare, as well as for other operational

uses. The model output is also used to provide boundary conditions for other

operational models, and for other research purposes, both within the Met
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Office and the wider European community. Commercial uses focus around

currents, which are important both for offshore operations and ship routing.

FOAM comprises of three 1⁄12◦ regional configurations: the North Atlantic

(NATL12), the Mediterranean (MED12) and the Indian Ocean (IND12),

nested within a global configuration based on the one developed by Mercator-

Océan (ORCA025) (Storkey et al., 2010). The ORCA025 grid has a 1⁄4◦,
or 28 km grid near the equator, reducing to 6 km at high latitudes. The

MED12 configuration, being used here, has a regular latitude and longitude

grid, with 1⁄12◦ cells. The global configuration has 75 vertical levels, and

the regional configurations have 50 vertical levels, with 1 meter resolution

near the surface, becoming increasingly coarse at depth, with partial cell

thicknesses allowed at the sea floor, to better model the bottom topography.

4.2.2 Observations, fluxes, and boundary conditions

Several observation sources are used to provide data for the assimilation sys-

tem. Temperature and salinity profile data are taken from the EN3 dataset,

which includes ARGO and moored buoy profiles, CTD sections, and XBT

casts (UK Met Office, 2014). Sea surface estimates are obtained by adding

the CNES-CLS09 mean dynamic topography (CLS Space Oceanography Di-

vision, 2009) to along-track sea level anomaly measurements from AVISO,

including data from JASON-1, JASON-2, and CRYOSAT, with the resulting

estimates being adjusted as described in Lea et al. (2008). In situ sea sur-

face temperature (SST) data are taken from ICOADS (NOAA, 2007), and

satellite SST data from AMSRE, (NOAA) AVHRR, AATSR, and METOP

(AVHRR), all available through GHRSST (GHRSST, 2014). The satellite

SST data are bias corrected by assuming that both the in situ and the AATSR

data are unbiased, and by making corrections to the other data on that basis,

as described in Donlon et al. (2012).

The model boundary conditions come from the global FOAM run described

in Blockley et al. (2013), and surface fluxes are taken from the Met Office

Numerical Weather Prediction global model (Davies et al., 2005). Freshwater
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inputs from rivers are modelled as surface freshwater fluxes, as decribed in

Blockley et al. (2013).

4.2.3 Data assimilation

Data assimilation is the process of incorporating information from observa-

tions into a model. A general way of thinking about data assimilation is

as an application of Bayes’ theorem. For a prior model Pr(x), and some

observations Pr(y), the posterior model, given the observations, is given by

Equation 4.1.

Pr(x | y) =
Pr(y | x) Pr(x)

Pr(y)
(4.1)

A common assumption is that the uncertainties about both the model and

the observations are Gaussian. This assumption gives Equations 4.2 and

4.3, where xb is the model background state, B is the covariance matrix of

the model background, R is the covariance matrix of the observations, and

H(·) is the observation operator, which provides the model values at the

observation locations.

Pr(x) ∝ exp

[
−1

2
(x− xb)

TB−1(x− xb)

]
(4.2)

Pr(y | x) ∝ exp

[
−1

2
(y −H(x))TR−1(y −H(x))

]
(4.3)

Combining these two equations with Equation 4.1 gives an expression pro-

portional to the posterior, Equation 4.4.

Pr(x | y) ∝ exp

[
−1

2
(x− xb)

TB−1(x− xb)−
1

2
(y −H(x))TR−1(y −H(x))

]
(4.4)

122



In this case the posterior will also be a Gaussian, as in Equation 4.5, where

xa is the state of the model analysis, and A is the covariance matrix of the

analysis errors.

Pr(x | y) ∝ exp

[
−1

2
(x− xa)

TA−1(x− xa)

]
(4.5)

Variational assimilation schemes, of which 3DVAR (3-dimensional, varia-

tional) schemes are a subset, look for the most probable state in the posterior

(i.e. the mode). The posterior distribution can be rewritten as Equation 4.6,

and then, rather than searching for the maximum of the posterior distribu-

tion, one can instead attempt to minimise the “cost function” J , given by

Equation 4.7, with respect to xb.

Pr(x | y) ∝ exp

[
−1

2
J

]
(4.6)

J = (x− xb)
TB−1(x− xb) + (y −H(x))TR−1(y −H(x)) (4.7)

This work uses the NEMOVAR data assimilation system, an incremental

3DVAR-FGAT (first guess at appropriate time) assimilation scheme specif-

ically designed for use with NEMO, developed as part of a collaboration

between the UK Met Office, CERFACS, ECMWF and INRIA/LJK. The

specific implementation of the NEMOVAR system being used here is de-

scribed in Waters et al. (2013), which can be consulted for further details

and references.

The system described in this work uses an ensemble of forecast models to

obtain dynamic covariance information, unlike the static covariance informa-

tion contained in the background error covariance matrix B, which is not

affected by this scheme. The data assimilation performed here is done sep-

arately within each ensemble member, using the existing data assimilation

scheme defined for the model, as has already been described; this is a scheme

similar to that described in Hamill et al. (2000). However, there are assim-
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t0 t1 t2 t3 t4

48 h

background error

Figure 4.1: An illustration of the NMC scheme for obtaining average
background error covariances. Successive forecasts are run, each for 48
hours, with assimilation being performed in the initial 24 hour period to
provide the analysis for the following day. The covariance structure of
background errors is assumed to not vary much over 48 hours, and so
the averaged differences between a 48 hour forecast for a particular day
and the corresponding 24 hour forecast is taken as an estimate of the
background error covariances.

ilation schemes that use the ensemble directly, for example, the Ensemble

Kalman Filter (Evensen, 2009), that may, ultimately, be more appropriate

in an operational system.

An important part of the data assimilation system in use is the specification

of the background error covariance matrix, B, and the observation error

covariance matrix, R. Two methods are used to obtain these covariance

matrices: an NMC-type scheme like Parrish and Derber (1992), and one

based on Hollingsworth and Lönnberg (1986).

The NMC scheme, illustrated in Figure 4.1, operates on the assumption that

background error covariance structure can be approximated by the covariance

of the differences between 48 hour and 24 hour forecasts, as in Equation 4.8.

B = (xb − xt)(xb − xt)T ≈ (xT+48 − xT+24)(xT+48 − xT+24)T (4.8)

The implementation used in NEMOVAR used two years’ worth of forecasts,

although only the structure of the resulting covariance matrix is considered
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observation error

background error

background error length scale

Distance (km)

Figure 4.2: An illustration of the Hollingsworth and Lönnberg scheme for
estimating both background and observation errors. Differences between
observations and the model background are binned by distance, and then
a Gaussian kernel is fitted to the average differences. The zero crossing
point is taken to be the background error, and the length scale of the
kernel is taken as the length scale of the background error covariance.
The “remaining” variance in the zero distance bin is taken to be the
observation representativeness error.

useful, because the method does not account for model error and so underes-

timates the true background errors. To compensate for this, the magnitudes

are rescaled based on information from the second method (Waters et al.,

2013).

The Hollingsworth and Lönnberg (H&L) scheme, illustrated in Figure 4.2,

examines the covariance of differences between observations and the corre-

sponding model background. Background error covariances are assumed to

be described by a Gaussian kernel, and so if such a kernel is fitted to the

difference data, then the zero crossing can be interpreted as the background

error variance, and the length scale of the kernel as the length scale of the

background error covariance, as shown in the diagram. Observation errors

are assumed to have no spatial correlation, and so the remaining variance is

interpreted as the observation error, giving the observation covariance ma-

trix, R, incorporating both measurement and representativeness error.
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The data are taken from the same two years of forecasts used for the NMC

procedure. Observational coverage is low, meaning that the resulting es-

timates are of low spatial resolution, which is why the background error

covariance estimates obtained from the H&L method (which are taken to

be relatively accurate in magnitude) are used to scale the spatial structure

obtained from the NMC scheme described above to produce the final back-

ground error covariance matrix, B.

4.3 The implementation of a basic ensemble

forecasting system

4.3.1 The purpose of the ensemble

The aim of this work is to reduce forecast error, specifically in the FOAM

ocean model. The scheme chosen for reducing forecast error relies on quan-

tifying and minimising forecast uncertainty. This approach is valid if the

uncertainty analysis correctly represents the “true” uncertainty about the

system, because that will lead to increased observation of regions of high

uncertainty, which are, statistically, those regions with the largest error. The

uncertainty analysis is, therefore, an important component of the system.

The FOAM model quantifies both the background error, and the observation

error, using a combination of techniques that are described in Section 4.2.3.

These errors can be thought of as equivalent to an assessment of the uncer-

tainties relevant to the model state – they represent the degree to which the

background values and observations are thought to be poorly specified, on

average.

The errors in FOAM are not, however, fully flow-dependent: they are mostly

based on off-line analyses, the only flow-dependence being in the vertical

length scale of the background errors, determined from the mixed layer depth.

This lack of flow-dependence means that any targeting scheme based on these
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errors will obtain what are largely time-independent solutions, because the

errors do not respond to changes in the model: they are essentially static,

varying only spatially and seasonally.

Another problem with using the FOAM error fields for planning is that there

is no mechanism for updating the fields once observations have been made.

This means that a model of the reduction in uncertainty due to observations

would need to be constructed and maintained, to prevent the planning system

from simply sampling the location with the largest background uncertainty.

These two problems, flow-independent errors and lack of an uncertainty up-

dating mechanism, mean the error scheme in FOAM is not appropriate for

the purposes of planning. The ensemble system described in this section

avoids those problems, and is what is used to provide the necessary infor-

mation for the results described in this section. However, as was mentioned

in Section 4.2.3, there are assimilation schemes designed specifically for use

with ensemble-based systems (e.g. Evensen (2009)), but they will not be ex-

plored further here as data assimilation itself is not a focus of the work, but

is rather a means to an end.

4.3.2 How the ensemble works

The conceptual basis for an ensemble scheme is simple: in order to repre-

sent uncertainty within a particular model, the model is run numerous times,

each time with slightly different conditions, the character of the differences

being taken to represent the uncertainty. The behaviour of this ensemble

of model runs can then be analysed on the assumption that it reasonably

approximates the statistical behaviour of the model, given the specified un-

certainty. This amounts to drawing random samples from a statistical model

of the underlying process (the ocean system), and then using those samples

to estimate parameters of the system.

Several problems arise when constructing and operating an ensemble system,

which are mostly analogues of those problems that face any sampling and
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estimation procedure. Perhaps the most basic of these problems is correctly

specifying and maintaining the ensemble mean and variance.

The ensemble variance is maintained using a perturbed observation scheme,

somewhat similar to that described in Hamill et al. (2000). Each ensemble

member is an independent model run, and a small amount of noise, corre-

sponding to the observation error, is added to all observations before they are

assimilated. The model error is presumed to be represented by chaotic diver-

gence between the ensemble members, though in practice this may not be the

case, and in long operational runs this may have to be compensated for by

inflation, as in Anderson and Anderson (1999), or by using other methods.

Hamill et al. (2000) compared a perturbed observation ensemble to two other

methods of constructing ensemble initial conditions: breeding, and singular

vectors. Their central conclusion was that perturbed observation ensembles

produced better representations of the mean and variance than the other two

techniques. However, they attributed part of the success in estimating the

mean to effectively having lower initial errors than the other two schemes.

4.3.3 How the ensemble is constructed

The ensemble system

As mentioned in Section 4.3, the ensemble used in this work is simple, with

clear scope for improvement, but, as described in the previous subsection,

the ensemble is the representation of the uncertainty about the system, and

so the quality of the ensemble is very important to effective planning, which

is entirely based on that uncertainty. The experimental programme pre-

sented later in this chapter suggests the use of twin-model experiments, which

greatly simplify the assessment of the impact of the planning scheme, because

the full “truth” state will be available for comparison. This justifies the use

of such a simple ensemble for these experiments, however, in an operational

setting, the quality of the ensemble should be seen as being as important as,

if not more so than, the effectiveness of the planning system.
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Initial conditions

Ensemble member 1 . . . Ensemble member n

Planning system

Time stepping

Figure 4.3: An illustration of the ensemble planning system operation.
The initial conditions, prepared before the ensemble is run, are fed into
each of the ensemble members. The output of the ensemble members
are then aggregated and passed to the planning system, which generates
a plan for the following day. Control then passes to a time stepping
mechanism, that increments the date and allows the ensemble forecast
system to continue.

The ensemble system comprises three parts, illustrated in Figure 4.3: the

ensemble members, the planning system, and the time stepping mechanism,

all glued together using a dependency mechanism. The basic flow of the

system is as follows:

1. The ensemble is set up with the required initial conditions;

2. The ensemble members are run in parallel, including data assimilation

and the model forecast, and the system blocks (i.e. it does not progress)

until they are all complete;

3. The planning system aggregates the results of the ensemble, and con-

structs a plan;

4. The time stepping system increments the date, and returns to step 2.
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The ensemble members are mostly standard instances of the FOAM system,

with two important differences. Firstly, the cycling of the system from one

day to the next, which is normally handled by the FOAM system, is now

handled by the time stepping system described above. Secondly, random

perturbations are applied to both the observations to be assimilated and the

surface fluxes, before the model is run, in order to represent the uncertainty

about those two sets of data.

Observation perturbations

The observation perturbations are designed to emulate the representativeness

error of the observations, rather than the sampling errors, which are taken

to be relatively small. Representativeness errors are those errors due to the

fact that point observations can fail to correctly capture the average value in

the grid cell into which those observations are to be assimilated, because of

variability within that grid cell. The FOAM system has a parametrisation

of the representativeness error, hereafter simply observation error, obtained

through the Hollingsworth and Lönnberg method described in Section 4.2.3.

This procedure provides four “seasonal” fields of observation error for each

of the four observation types: temperature profiles, salinity profiles, sea level

anomalies and sea surface temperatures.

Trilinear interpolation is used to obtain an observation error value at each ob-

servation location, with the seasonal fields being interpreted as representing

the observation error at the “central” date in that particular season, calcu-

lated for the observations’ year. The resulting values are used directly as

standard deviations of the normally distributed perturbations. There are no

induced spatial or temporal correlations; the assumption in the NEMOVAR

system is that representativeness errors themselves are not spatially or tem-

porally correlated.

Figure 4.4 shows examples of three temperature profiles that have been per-

turbed using this method. The magnitudes of the noise at different depths

vary, because the profiles are at different locations in the eastern Atlantic
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Figure 4.4: Three temperature profiles, shown as bold lines, compared
with corresponding perturbed versions, shown as dots. The colours cor-
respond to three locations shown as crosses on the map in the upper
panel.
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Ocean and the Mediterranean Sea, shown in the top panel of the same fig-

ure, and therefore the associated representativeness error varies as described

above. The profiles are of different lengths, resulting in different apparent

scales of the noise. However, in principle, all of the observations are subject

to the same, uncorrelated, Gaussian random process.

Flux perturbations

Three surface flux fields are perturbed in the ensemble: the heat flux, the

fresh water flux, and the wind stress flux. Unlike the observations, the flux

fields are perturbed in a spatially correlated fashion, on the basis that, be-

cause they represent the underlying fields rather than point values, the kind

of variability visible in Figure 4.4 would entail unphysical discontinuities in

the flux fields.

In order to avoid unphysical results, the fluxes are perturbed using Gaussian

random processes (GRPs). A Gaussian random process is, in the most gen-

eral sense, a random process for which all sub-samples will have Gaussian

statistics. The class of GRPs used to perturb the flux fields is constructed by

convolving Gaussian noise (similar to that used to perturb the observations),

with a smoothing kernel, which, somewhat arbitrarily, is also defined by a

Gaussian. Furthermore, the Gaussian kernel used for the convolution is con-

strained to be separable between the three dimensions (longitude, latitude,

and time).

The separability constraint means that the entire kernel can be fully defined

by three length scales, one for each dimension, and allows the convolution to

be performed using three one-dimensional kernels independently, rather than

a single three-dimensional kernel. This is a very restricted class of GRPs,

however, it has the advantage of being simple and inexpensive to compute,

and also assumes little additional structure beyond the basic notion of a

smooth random process with defined variance and length scale.

For the heat flux and fresh water flux fields, the GRP perturbation, once
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Figure 4.5: An illustration of the kind of perturbations applied to the heat
and fresh water flux fields. These perturbation fields are generated by a
Gaussian random process obtained by convolving Gaussian noise with a
Gaussian smoothing kernel. The standard deviations used for the noise,
and the length scale of the smoothing kernel are shown in Table 4.1.

generated, can simply be added directly to produce a perturbed field, an

example of which is shown in Figure 4.5; the only complication is that a

GRP perturbation must be generated in its entirety, in order to maintain the

temporal correlations, so, when producing a forecast, a GRP perturbation

must be generated for the entire forecast window.

For the wind stress flux, however, the perturbation is not quite so simple.

The wind stress flux is a vector field, defined as two components, τx and τy. If

a Gaussian perturbation was applied directly to the vector components then

the effective magnitude of the perturbation to the wind angle would depend

on the wind speed, as a basic consequence of vector arithmetic, whereas the

perturbations to wind angle and wind speed are intended to be independent.

To ensure the independence of the wind angle and wind speed perturbations,

the wind stress flux vector components are first converted into a wind angle

and wind speed field using the transformation shown in Equation 4.9.

θw = atan2(τy, τx) (4.9a)

sw =
√
τx2 + τy2 (4.9b)
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GRP perturbations are then generated and added to both the wind angle θw,

and the wind speed sw independently: Gθ and Gs respectively. Wind speeds

can never be negative, and so the perturbed speed field s′w is clipped at 0.

Neither of the resulting distributions is strictly Gaussian: the wind angle

perturbation is a wrapped Gaussian, and the wind speed perturbation is a

truncated Gaussian, however, the statistics are good enough for the purposes

to which they will be put here. Finally, the perturbed angle and speed fields

are converted back into vector components, the whole process being shown

in Equation 4.10.

τ ′x = max(0, sw +Gs) cos(θw +Gθ) (4.10a)

τ ′y = max(0, sw +Gs) sin(θw +Gθ) (4.10b)

The length scales and standard deviations used to parametrise the GRP

perturbations are shown in Table 4.1. They are not well-sourced data, and

present considerable room for improvement, however, they meet the basic

requirements for this work, namely that the length and time scales are long

enough to avoid unphysical discontinuities, and yet short enough to provide

heterogeneous perturbations across the domain, and also that the standard

deviations used to scale the GRPs are good-enough approximations to the

“true” uncertainty about the flux fields.

Flux field Length scale Time scale Std. dev. Source

Heat 1° 4 hours 55 W m−2 [1]
Fresh water 1° 4 hours 5× 10−5 m s−1 [2]
Wind speed 1.6° 3.4 hours 1× 10−2 m s−1 [2]
Wind angle 1.6° 3.4 hours π/8° [2]

[1] All numbers from the system developed for While and Martin (2013).

[2] Length and time scales from the system developed for While and Martin (2013).

[2] Standard deviations determined by author’s “best guess”.

Table 4.1: Parameters for the perturbations used in the ensemble to
represent uncertainties about the various fluxes. These values should all
be considered as rough estimates, subject to future revision.
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4.4 An analysis of entropy in the MED12 model

The two physical quantities of primary interest are temperature and salin-

ity, which together can be used to determine the density structure of the

ocean. Although in principle the full water column is of interest, for this

work we will focus on the surface fields, simply to make the analysis easier,

and “temperature” and “salinity” will be taken to refer to the surface fields

unless otherwise specified. Figure 4.6 shows a snapshot of the sea surface

temperature (SST) and sea surface salinity (SSS) fields on the 12th Decem-

ber, 2011, taken from a single member of the MED12 ensemble described in

this chapter.

The Atlantic boundary region is masked (i.e. not considered) in all figures

and calculations presented in this section, because of the unphysical condi-

tions that tend to predominate there, due to the lower-resolution boundary

conditions taken from the global FOAM-NEMO model.

River x range y range

Gironde 125–148 155–192
Douro 43–54 125–141
Tejo 40–48 96–106

Guadiana 68–83 74–90
Ebro 163–171 122–134

Rhone 202–220 150–164
Po 296–330 150–192

Nile 510–580 7–25

Table 4.2: Model grid cell ranges used to mask river outflows in salinity
fields, where the impact of river outflows is considerable, and signifi-
cantly increases the range of values that must be considered.

In addition, in all the figures and calculations for salinity, areas around the

mouths of large rivers have been masked because the freshwater input dom-

inates the salinity field, and what is of real interest is the behaviour of the

“open ocean”. Table 4.2 lists the rivers whose outputs have been masked,
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along with the grid cell coordinates of the masking regions. The effects of

the masking can be seen in the salinity plots in, for example, Figure 4.6, as

additional black boxes not present in the temperature plots.

4.4.1 Distribution of SST and SSS

At the largest scale, clearly visible in Figure 4.6, SST in the Mediterranean

is dominated by a meridional gradient, caused by latitudinally differentiated

heating, and SSS is dominated by a zonal gradient, caused by mixing with

the relatively fresher water from the Atlantic through the Strait of Gibraltar

and strong evaporation (Millot and Taupier-Letage, 2005).

The primary circulation pattern in the Mediterranean is a broadly anti-

clockwise overturning circulation. As mentioned, fresh Atlantic Water flows

into the Mediterranean basin through the Strait of Gibraltar, and is trans-

formed into various Mediterranean Waters in specific water formation re-

gions, in northern parts of both the western and eastern basins (Millot and

Taupier-Letage, 2005). The water transformation happens as a consequence

both of increasing salinification due to evaporation, and subsequent cooling

and further evaporation by strong, dry, winter winds (Millot and Taupier-

Letage, 2005).

This large-scale circulatory pattern is combined with a multitude of smaller-

scale hydrographic features. The remainder of this section will discuss some

of these features, both specifically and generally, and their relationship to

information entropy observed from the model ensemble.

It is important to bear in mind, when thinking about information entropy,

that it is a measure of uncertainty derived from the model ensemble, and

so is a product both of natural processes, and of the “quality” of the model

ensemble itself.
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4.4.2 Distribution of the ensemble entropy of SST and

SSS

The most obvious difference between the mean entropy of temperature and

the entropy of salinity, shown in Figure 4.7, is that it appears as though

the entropy of salinity is more concentrated in particular regions, with large

regions of low entropy, whereas the entropy of temperature is more diffuse.

This “baseline difference” has not been thoroughly investigated, but may

partly be a consequence of the fact that temperatures naturally vary in value

far more than salinities do, and continuous information entropy is not scale

invariant.

The baseline difference between the entropies of the two variables is not of

practical significance unless a direct comparison is made, which will not be

much of an issue in this work. If it were necessary then a change of variables

would be required to map each of the variables onto a common scale. Apart

from the baseline difference, there are several more specific features of interest

that can be related to “real world” features, as opposed to modelling artifacts,

as discussed in the following paragraphs.

Frontal instability in the Provençal basin

South of the Gulf of Lion, in the Provençal basin, there is a front-like feature

that corresponds fairly well with a strong thermal front, labelled “a” in the

SST map in Figure 4.6, that is in line with the axis of the Pyrenees, and

not clearly differentiated from the North Balearic Front (Millot, 1999). This

thermal front is a consequence of wind sheltering caused by the Pyrenees,

inhibiting cooling of the waters in the Balearic Sea, allowing them to become

some of the warmest in the Western Mediterranean Sea, in contrast to the

relatively cool waters in the Gulf of Lion (Millot, 1999). Instabilities in the

front lead to raised entropy for both temperature and, to a lesser extent,

salinity, because salinities are not quite as strongly differentiated across the

front.
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Eddies in the Algerian Sea

There is notably high salinity entropy in the Algerian Sea, labelled “a” in

the SSS entropy map in Figure 4.7. This may be caused by interactions

between the relatively fresh eddies that are generated by instabilities in the

Algerian Current, and saltier waters flowing back through the Channel of

Sardinia. Those eddies are generally too large and deep to travel eastwards,

through the Channel of Sardinia, and so end up being steered back into, and

trapped within, the eastern Algerian Sea (Millot and Taupier-Letage, 2005).

Whilst the west-flowing water around the southern tip of Sardinia is much

saltier than the east-flowing waters, the temperatures are more homogeneous,

meaning that there is only a slight increase in temperature entropy in the

region, relative to the background level.

An eddy dipole in the western Tyrrhenian Sea

The Strait of Bonifacio, between Sardinia and Corsica, acts to funnel the rem-

nants of the Mistral and Tramontane winds coming from the west to induce

an eddy dipole in the western Tyrrhenian Sea (Millot and Taupier-Letage,

2005), labelled “a” in the SST entropy map in Figure 4.7. The northern

eddy is cyclonic, drawing up cooler, and slightly saltier, Mediterranean Wa-

ters from the subsurface, and instabilities resulting from this process cause

higher temperature and salinity entropies. The southern eddy is anticyclonic,

meaning that surrounding Atlantic Water converges into an isolated region.

The water trapped in this region becomes warm relative to its surroundings

because it has longer to warm up, but its salinity does not change, meaning

that, although the temperature entropy is increased, there is no noticeable

increase in salinity entropy.

Instabilities near the cool region in the Levantine Sea

The Meltem wind, blowing down through the Aegean and out towards the

east, between Crete and Turkey, induces a large cool patch in the Levan-
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tine Sea (Millot and Taupier-Letage, 2005), labelled “b” in the SST map

in Figure 4.6. Instabilities at the southern edge of this cool patch lead to

high temperature entropies, as cooler northern waters are unpredictably ex-

changed with the warmer southern waters. Salinity is relatively uniform

across the region, meaning that salinity entropy sees only a modest increase.

Unpredictability of the Levantine Sea return flow

The Meltem wind also travels west between Crete and the Peloponnese, con-

tributing to the surface circulation of Atlantic Water, and driving warm and

salty eastern waters into the relatively cool and fresh Ionian Sea (Millot

and Taupier-Letage, 2005). This is most clearly visible in the SSS map in

Figure 4.6, labelled “a”, as a long tongue of high salinity water projecting

from the southwestern tip of Crete almost into the middle of the Ionian Sea,

looping southwards around what is probably the Pelops gyre, another fea-

ture induced by the Meltem. The extent of a feature like this is difficult to

predict, and so the salinity entropy is particularly high around its tip. In

addition, frontal instability along the southern edge of the flow creates high

temperature and salinity entropies as the cool, fresh waters from the Ionian

Sea interact unpredictably with the warm, salty water flowing in from the

Levantine Sea.

Eddy trapping in the Herodotus Trough

Millot and Taupier-Letage (2005) hypothesised that Libyo-Egyptian eddies,

having been shed from their name-sake parent current on the coastal slope,

follow the deep isobaths seaward and become trapped in the Herodotus

Trough, in the waters off the coast of Libya, labelled “b” in the SST en-

tropy map in Figure 4.7. Interactions between eddies trapped in the trough

are a source of uncertainty, which may be a cause of the high temperature

entropies off the coast near Marsa Matruh in Egypt.
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4.4.3 Controls on the spatial distribution of entropy

Entropy is a measure of uncertainty, and uncertainty is often high in the

proximity of strong gradients, both spatial and temporal.

Figure 4.8 shows the magnitude of the averaged inter-day spatial gradient

of the ensemble mean temperature and salinity fields, and Figure 4.9 shows

the corresponding temporal gradients. The calculation of the spatial and

temporal gradients are shown in Equations 4.11 and 4.12 respectively. Strong

gradients are visible in temperature and salinity, caused by river outflows, a

particularly prominent example being the Po river’s outflow into the north-

western Adriatic, which is known to create strong density gradients with

open-sea waters in the winter months (Orlic et al., 1992). Other examples

are the Nile on the northern coast of Egypt, the Guadiana on the southern

coast of Spain, and the Sebou on the northern coast of Morocco.

∇xyz =
δz

δx
x +

δz

δy
y (4.11) ∇tz =

δz

δt
(4.12)

The Provençal basin and the Ligurian Sea

The temperature front south of the Gulf of Lion, in the Provençal basin,

mentioned in the previous section, is defined by a strong spatial temperature

gradient, and, as was explained, is associated with high entropies due to un-

certainty about the position of the front. There are also quite high temporal

gradients, suggesting that the frontal position is changing rapidly, probably

as a consequence of localised eddy-like structures.

The westward-flowing Western Basin Gyre, transporting returning Atlantic

Water that is both more saline and warmer than the waters in the Provençal

basin and the Ligurian Sea, labelled “a” in the SST gradient map in Fig-

ure 4.8, creates a frontal structure with a strong spatial gradient, particu-

larly in temperature. However, this gradient is not associated with greatly

increased entropies, suggesting that the returning water is fairly predictably

“trapped” against the coast.
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The Tyrrhenian Sea

The eddy dipole in the western Tyrrhenian Sea is also a site of strong gradi-

ents. There are strong spatial gradients in temperature where the two eddies

“touch”, and this is also a site of high temperature entropy, suggesting that

the exact location is poorly defined.

The temporal gradient in temperature for the northern eddy is low, meaning

that the temperature structure does not change very rapidly. However, there

are high entropies on the eastern side of the northern eddy, perhaps caused

by unpredictable interaction with the Western Basin Gyre, flowing along the

western coast of Italy (Millot and Taupier-Letage, 2005). The more well

defined spatial gradients in temperature on the western side of the northern

eddy are not associated with high entropies, indicating that they are much

better characterised than those on the eastern side.

The southern eddy has more rapidly changing temperatures, although they

change most rapidly on the eastern side, where temperature entropy is lowest.

It is fairly clear that uncertainty about the eddy extent is a major contributor

to the high temperature entropies in the region.

The salinity gradients for the two eddies are weaker than the temperature gra-

dients, both spatially and temporally, and the entropy is also low, although

higher for the northern eddy than the southern one. The eddy boundaries

are likely to exhibit coupled temperature and salinity gradients, because both

properties will be affected by the eddies’ presence, which might speculatively

be interpreted as suggesting that uncertainties about the temperature struc-

ture represent the primary mode of uncertainty in the region.

The Channel of Sardinia, the Strait of Sicily, and the Ionian Sea

The Ionian Sea has high entropies in the central and eastern part, and lower

entropies in the western part, both in salinity and in temperature. The

central and eastern parts of the Ionian Sea have relatively low temperature

gradients, and so the high temperature entropies seem likely to be caused
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by the eddies that travel eastwards through the region (Millot and Taupier-

Letage, 2005), and are visible in the SST map in Figure 4.6, interacting with

returning Atlantic Water. The salinity gradients are stronger in this region,

and, as was discussed in the previous section, the high entropies correspond

to the projection of saline Atlantic Water into the central Ionian Sea. The

Pelops gyre, also mentioned previously, is visible in the salinity gradient

maps, and contributes to the perturbation in the course of the returning

Atlantic Water.

The strong gradients in the western Ionian Sea are associated with a front

between fresher, eastward flowing Atlantic Water, and more saline, westward

flowing Atlantic Water. This frontal structure, visible in the SSS gradient

map in Figure 4.8, extends from the Ionian Sea (“a”), through the Strait of

Sicily (“b”), into the Channel of Sardinia (“c”), and even into the Algerian

Sea (“d”), as was discussed in the previous section, with corresponding salin-

ity gradients along the length of the front. The temperature gradients are

not as significant, although in the central western Ionian Sea there are some

stable temperature fronts between what appear to be older, warmer waters

in the southern Ionian Sea and incoming cool water through the Strait of

Sicily.

4.4.4 Controls on the temporal distribution of entropy

As was shown in the previous section, the spatial distribution of entropy is

determined in part by the presence of strong dynamical features, that is,

regions with large gradients. However, although entropy is not a physical

quantity, it is derived from physical quantities, and so will “follow” those

quantities as they are redistributed.

Figures 4.10, 4.11, 4.12, and 4.13 show Hovmöller plots for four sections

of surface salinity entropy, shown as white lines in Figure 4.7, paired with

Hovmöller plots of the along-section velocity; specific details of which figure

corresponds to which section are given in the figure captions.
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All four figures illustrate the general principle that entropy can be advected

by currents. There is a general correspondence between the current flow

direction and the direction of motion of entropy flow (if any). It should be

noted that, because these are sections through a three-dimensional volume,

translation of large-scale entropy features in a direction perpendicular to

the section axis can appear as rapid movement in Hovmöller plot. This

helps to explain the apparently very fast advection of entropy in the western

sections in Figures 4.11 and 4.13, which appears to move much faster than

the underlying currents might otherwise suggest was possible.

4.4.5 Interpretation of the entropy analysis

This section has presented an analysis of independent entropy within the

MED12 model, and demonstrated relationships between entropy and the un-

derlying physical properties. In particular, the spatial distribution of entropy

is related to temporal and spatial gradients, and the temporal distribution

of entropy is partly controlled by advective processes. The relationships that

have been illustrated here provide a starting point for developing the impor-

tance sampling methods discussed in Section 3.6.1, by suggesting quantities

that can be calculated relatively easily, and could, therefore, serve as useful

indicators for regions of high entropy.

It is, however, important to realise that the analysis performed here has only

considered independent entropies. Of even more interest is identifying useful

proxies for high joint entropies, in other words, regions which contain high

uncorrelated uncertainties. One possible approach would be to characterise,

for each location, the distribution of joint entropies associated with all possi-

ble paths through that location, and then to try to relate those joint entropies

to physical processes. Performing such an analysis is an interesting avenue

for further research, both to improve the effectiveness of planning, and to

better understand the propagation of uncertainties within the model.
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4.5 Modelling glider motion in the presence

of ocean currents

The AONA method is the solution proposed in this work for minimising the

complicated entropy structures discussed in the previous section. In order to

operate, the AONA method requires a way to draw random samples from the

space of possible glider paths, given the prevailing ocean current conditions,

and the maximum speed of a glider.

In order to generate plausible random glider paths, an appropriate model of

glider motion is required. The models of motion used in previous chapters

were one-dimensional, and simplified – the “gliders” within those models

could move one model grid cell every time step. In the real world gliders have

full freedom in the two horizontal dimensions, and a constrained freedom in

the vertical dimension, and so in this section a model of motion will be

developed that addresses these simplifications.

4.5.1 Introduction to glider motion

Gliders move horizontally by converting vertical motion into forward thrust,

and turn by rolling to provide a thrust differential (for more details, refer

initially to section 1.2). Gliders generate their vertical thrust by adjusting

their buoyancy: the process of descending and reascending is called a dive

cycle. Although not required, a glider can return to the surface at the end

of each dive in order to obtain new instructions and upload data.

A single dive cycle is, therefore, the “atom” from which a glider’s path is

constructed. The horizontal length of each dive is bounded by a combination

of the maximum thrust a glider can generate and the velocity of the water

through which it is moving. The path of a glider can then be viewed as a

piecewise linear curve between a series of waypoints specified by the pilot,

with the maximum length of any given segment being determined by the

aforementioned constraint, as illustrated in Figure 4.14.
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Figure 4.14: The actual path of a glider (dashed line) can, for the pur-
poses of planning, be considered as a piecewise linear curve (solid arrows)
joining a series of waypoints (filled circles). The length of each segment
of the piecewise linear curve is, in principle, bounded by a combination
of the speed of the glider and the velocity of the water through which it
is moving.

In reality a glider’s path will be distorted by the local water flow, and by

flight imperfections caused by things such as biofouling (Merckelbach et al.,

2010). These effects can be aggregated into an uncertainty about the glider’s

surfacing position. However, because gliders can be “re-targeted” once they

surface, these errors can, in principle, be corrected within a single dive. In

practice therefore, and again within the previously mentioned constraints, a

glider’s path does in fact approximate the piecewise linear curve between the

desired waypoints.

Given this basic understanding of how a glider moves in the horizontal plane,

the question remains of how to construct a scheme for drawing samples from

that space of possible paths, which is what is required for the AONA method

to operate.

The details of such a scheme, which involves using a technique known as the

level set method to build a reachability graph, aligned to the model grid, will

be described in this section. That graph can then be sampled from directly

to generate plausible glider paths.

4.5.2 Modelling motion with reachability graphs

The central data structure in the glider motion model is the reachability

graph. A reachability graph describes all the valid paths through the reach-
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able set, which in this case is the set of all points in the ocean that the glider

can reach.

The reachability graph, therefore, describes all paths the glider can take

through the ocean, with the vertices representing points in the ocean and

the edges representing possible movements between those points. Much of

the terminology in this section is drawn from planning theory, and a detailed

analysis and large body of further references can be found in LaValle (2006).

A reachability graph is constructed over the reachable set U , the set of all

points that the glider can possibly travel to. The reachable set U can be con-

sidered to be countably finite, bounded by the precision of glider waypoints,

which are represented in memory with a pair of coordinates (the actual reso-

lution of these coordinates can vary between models), and by the resolution

of the timers used to control glider behaviour. Alternatively, U could be con-

sidered to be an uncountably infinite set, representing an infinitely divisible

continuum in both space and time, albeit with a bounded domain.

The choice of whether one views U as a finite or infinite set is fairly unim-

portant for the purpose of this work, because a central aim of the method

described here is to align the problem to the ocean model grid, which is fi-

nite, and far coarser than the set defined by the coordinate space of the glider

waypoint system. This being the case, most of the following discussion will

assume a finite U , simply as a matter of convenience.

A reachability graph G can be constructed from U by considering all the

possible movements that a glider can make from any given point in U . Each

point in U is a point in both space and time, and an individual movement

will link two points, one at time t and one at time t+ 1, and both very close

to each other in space; that link will be represented by a directed edge in G.

The reachability graph G can, therefore, be used to trace all possible paths

a glider can take through the space, simply by following its directed edges.

Different speeds are represented by different length “jumps” through space

for a constant step in time. In an ocean with no currents, the possible

movements would be isotropic, illustrated in Figure 4.15.
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Figure 4.15: In the absence of any ocean current flow, a glider’s reach-
ability graph is constructed from isotropic movements in all directions –
only 8 directions are illustrated here for clarity.

When the ocean is moving, however, then the possible movements will be

anisotropic: foreshortened when moving against the flow, and lengthened

when moving with the flow, as in Figure 4.16.

Prevailing current

Figure 4.16: In the presence of an ocean current flow, the movements
that make up a glider’s reachability graph become anisotropic, as the
component of the glider’s velocity that is parallel to the flow becomes
modified.

The reachability graph G is defined at a significantly higher spatial and tem-

poral resolution than the ocean model which will be used as the data source

in the planning process. Sampling paths from G would produce many paths

that are indistinguishable with respect to the information from the model.

This suggests that considerable savings can be made by quantising G in such

a way that it is perfectly aligned with the model grid. This new reachability

graph, GM , will compactly represent all information about glider motion that

is relevant when planning with data from the model, and so the remaining

subsections describe how to construct the model-aligned reachability graph

GM .

155



4.5.3 Obtaining a reachability graph by partitioning

The process for reducing the “full” reachability graph G to its model-aligned

form GM is conceptually simple, albeit with some definitional issues. All

paths through G are assumed to be at a well-defined point in U at all times t ∈
T , where T represents the set of all time steps in the model run. Given this

assumption, a simple procedure can be defined whereby all points on the path

not at a time in T are removed, and then the remaining points are quantised

to the model grid cell in which they reside, illustrated in Figure 4.17.

Figure 4.17: A simple procedure for quantising a path through the reach-
ability graph (dashed black line) to the model grid is to take the glider’s
position at regular intervals. The small circles are the positions the glider
is moving between, with the small red circles being the glider’s position
at the quantisation times, that is, the points in T . The large red circles
show the quantised positions, and the thick black line shows the resulting
quantised path.

This procedure determines a path’s location at each model time step as being

equal to the path’s instantaneous position at that time. This is conceptu-

ally convenient for the next part of the method, however, it is important to

recognise that a proportion of paths will be poorly represented by this quan-

tisation process. For these paths, the model grid cell in which they reside at
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Figure 4.18: A point-based quantisation process can lead to poor path
representations, where a path that spends most of the time between two
quantisation points (shown as red circles) in one cell is assigned to an-
other cell that it moves into just before the quantisation time.

Figure 4.19: Although some paths are quantised incorrectly, there are
complementary paths that are quantised incorrectly “the other way”, as
illustrated here. It is assumed in this work that these incorrect quanti-
sations approximately cancel out.

a time t does not represent the cell (or cells) in which they have spent most

of their time in the time interval (t− 0.5, t+ 0.5], and so they will, at time t,

be assigned to a quantitatively “incorrect” model grid cell, as in Figure 4.18.

Although the representation failures are undoubtedly present, two assump-

tions will be used to set them aside. Firstly, that they do not represent a

“large” proportion of the paths between two cells over one time step, although

the proportion will not be estimated. Secondly, and more importantly, the

errors effectively “cancel out”, in that poorly represented paths that should,

under a more exact scheme, be associated with a different grid cell, are ap-

proximately complemented by paths “going the other way”. Figure 4.19

demonstrates the cancellation idea more clearly.

The quantisation procedure identifies “bundles” of paths, which are indis-

tinguishable with respect to the model output, in that they are considered
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to pass through the same model variables, and therefore do not need to be

examined individually. Having outlined the process for quantising the “true”

reachability graph, it is now possible to describe a method for constructing

that quantised graph, using only knowledge of the glider’s maximum speed,

and the state of the ocean currents, the latter being derived from the ocean

model.

The general technique that is central to the construction of the quantised

reachability graph is that of expanding reachable areas. First consider a

glider located at a single, well defined point p, at time t, in a stationary

ocean. After a period of time ∆t the area that glider can reach will be

defined by the glider’s maximum speed s, forming a circle, centred on p,

with a radius of s∆t, as shown in Figure 4.20.

p

s∆t

Figure 4.20: The reachable area in an ocean with no currents is simply
a circle whose radius is defined by the maximum speed of the glider, s,
and the time period being considered, ∆t. This can be compared with
Figure 4.15.

This circle, by definition, encompasses all points that the glider can reach

from its starting position. If the point is located within the model grid, then

the set of grid cells that intersect the expanded area will, by definition, be

reachable from p at time t+ ∆t, illustrated in Figure 4.21.
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Figure 4.21: All grid cells that intersect the reachable circle, indicated
by filled circles, are considered to be reachable after the given time.

This expansion provides the first level of the reachability graph. After the

initial expansion, the resulting area can be divided up along the lines of the

model grid, as shown in Figure 4.22, forming a number of new starting areas.

Figure 4.22: The reachable circle can be partitioned, along the lines of
the model grid, to obtain the region in each cell that is reachable after
the given time. Shown here, in hatched black, is the reachable partition
in one grid cell – each reachable grid cell has a similar partition.
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Figure 4.23: The reachable area after a second expansion can be con-
sidered as the union of the expanded forms of the partitions from the
original expansion. Here, the expanded form of the partition from Fig-
ure 4.22 is shown in dotted black.

Each of these areas can then be expanded separately, as illustrated in Fig-

ure 4.23, to obtain the next level of the reachability graph, and the division-

expansion process repeated as many times as required.

An important issue with this approach is handling non-overlapping reachable

areas within the same cell. In a situation with three cells c1, c2, and c3, where

c2 is reachable from both c1 and c3, the area inside c2 that is reachable from

c1 may not fully overlap with the reachable area from c3 (see Figure 4.24 for

an illustration).

These non-overlapping subdivisions should, in principle, be expanded indi-

vidually, and the reachability links made only between the relevant grid cells.

This issue is most significant in cases where the width of a model grid cell

is significantly larger than the distance a glider can travel in a single time

step, because in that case there will potentially be many subdivisions of a

cell that need individual tracking.

In the ocean model being used here the glider’s maximum speed allows it
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c1 c2 c3

Figure 4.24: Here the expansion of the reachable partition of cell c1,
shown in hatched black, overlaps cell c2, as does the expansion of the
reachable partition from c3, shown in dotted black. This is a complicated
case, because the new reachable partition of cell c2 is divided. This sit-
uation happens more frequently if the grid cell size is much larger than
the distance the glider can travel in a single time step. In this work this
is not the case, and so this edge case will be ignored.

to cross a grid cell in approximately two time steps, meaning that these

non-overlapping regions will not persist for long. In the implementation of

this method employed to obtain the results later in this chapter, the non-

overlapping regions are not tracked separately at all, as a simplification.

The division-expansion procedure described above does not explicitly take

ocean currents into account. In principle, doing so is simple: the expansion

simply has to be adjusted for whatever the local current conditions are, and

the rest of the procedure remains the same. In practice, adjusting for current

flow is non-trivial, but it can be addressed within the framework used to

implement these ideas, described next.

4.5.4 Using level set methods to model reachable areas

An introduction to level set methods

Level set methods are a group of Eulerian methods for tracking the motion

of interfaces or boundaries. An excellent summary of the methods, provid-

ing most of the background material for this section, along with a range of

extensions and applications, can be found in Sethian (1999).

The level set method can be formulated as both a boundary value and an
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initial value problem (see Sethian (1999) for more details), and this work

makes use of the initial value formulation.

The key idea is to represent the interface as the zero level set of a particular

function φ, and then devise a set of equations that evolve φ in such a way

as to cause the changes to the zero level set to reflect the desired changes to

the boundary.

The fundamental level set equation is given in Equation 4.13, where F is a

speed function, that defines the evolution of the level set function φ.

φt + F |∇φ| = 0 (4.13)

In this work the boundary being represented is the boundary of the glider’s

reachable area. Two processes affect that boundary and therefore have some

representation in the speed function, F . Firstly, there is an expansion, normal

to the boundary, with a constant speed of F0. Secondly, there is passive

advection by the ocean currents, represented by ~U . The combined speed

function is given in Equation 4.14.

F = F0 + ~U(x, y, t) · ~n (4.14)

This combined speed function can then be inserted into Equation 4.13 and,

after some simplification, one obtains Equation 4.15. This is very similar

to Equation 6.44 of Sethian (1999), omitting only a “speed proportional to

curvature” term, which is not relevant here.

φt + F0|∇φ|+ ~U(x, y, t) · ∇φ = 0 (4.15)

The first order numerical scheme used to approximate Equation 4.15, given

as Equation 4.16, is correspondingly similar to that given in Equation 6.45

of Sethian (1999). The single-dimensional gradient operators are defined in

Equations 4.17, and the two-dimensional gradients in Equations 4.18.
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φn+1
ij = φnij −∆t


min(F0, 0)∇−ij + max(F0, 0)∇+

ij +

max(unij, 0)D−xij φ+ min(unij, 0)D+x
ij φ+

max(vnij, 0)D−yij φ+ min(vnij, 0)D+y
ij φ

 (4.16)

D−xij φ =
φ(i, j)− φ(i− δx, j)

δx
(4.17a)

D+x
ij φ =

φ(i+ δx, j)− φ(i, j)

δx
(4.17b)

D−yij φ =
φ(i, j)− φ(i, j − δy)

δy
(4.17c)

D+y
ij φ =

φ(i, j + δy)− φ(i, j)

δy
(4.17d)

∇+
ij =

 max(D−xij φ, 0)2 + min(D+x
ij φ, 0)2 +

max(D−yij φ, 0)2 + min(D+y
ij φ, 0)2

 (4.18a)

∇−ij =

 min(D−xij φ, 0)2 + max(D+x
ij φ, 0)2 +

min(D−yij φ, 0)2 + max(D+y
ij φ, 0)2

 (4.18b)

Evaluating level set methods

To investigate the behaviour of the level set method described above, a range

of tests were run, of increasing complexity. Figure 4.25 shows the expansion

of a glider’s reachable area in a static ocean, with no background currents.

The circles of increasing radius represent the boundary of the reachable area

computed, using the level set method, at successive times.
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Figure 4.25: The expansion of a glider’s reachable area in a static ocean
over 7 days, with snapshots of the reachable area shown every 8 hours as
grey outlines. The “true” reachable area after 7 days, given the glider’s
speed, is shown as a red circle. The radius of the reachable area after 7
days computed using the level set method is ≈ 90 % of the true radius,
due to discretisation errors.

In this case the glider’s motion is limited only by its own top speed, and so

the reachable area expands as a circle of radius st, where s is the glider speed,

and t is time. The initial level set is taken to be a small region surrounding

the glider’s initial position, with a radius of 12 km.

In Figure 4.25, and the following figures, the glider speed s = 0.5 m s−1, and

the integration time is 7 days, with the reachable area being drawn every 8

hours. The final radius of the reachable area given by the level set method

is approximately 273 km, which is around 90 % of the true figure of 302 km,

a discrepancy that can be attributed to discretisation errors.

Figure 4.26 shows how a glider’s reachable area interacts with a uniform jet

flowing at 0.5 m s−1 through the domain. The reachable area is both advected
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and stretched in the direction of the flow. This shows how a glider can, with

careful planning, take advantage of a flow to access areas faster than would

otherwise be possible. The level set method as employed in this work does

not focus on flow-optimal glider path planning, however, it has been used by

Lolla et al. (2012) for this exact purpose.
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Figure 4.26: The expansion of a glider’s reachable area over 7 days in an
ocean with a single jet of water, flowing at 0.5 m s−1, indicated by grey
arrows.

Figure 4.27 illustrates a more complicated case, with a velocity field resem-

bling what might be encountered in an ocean model. A Gaussian filtered

random field with a length scale of 10 % of the domain width was used as a

stream function to generate an approximately dynamically consistent veloc-

ity field. As was expected, the reachable area expanded more quickly along

the direction of the current flow, shown as arrows on the diagram, and more

slowly against the current flow.
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Figure 4.27: The expansion of a glider’s reachable area over 7 days in an
ocean with a velocity field derived from a Gaussian random field stream
function. The reachable area expands more quickly when the glider moves
with the prevailing flow, and more slowly when it moves against the
prevailing flow, which has a maximum speed of ≈ 1 m s−1.

The level set method described in Equation 4.15 is sufficient for the purposes

required here, describing the change in a glider’s reachable area over time.

As was shown in Section 4.5.3, the next step is to partition the reachable

area to determine which moves are possible between time steps.
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4.5.5 Building a reachability graph with the level set

method

Building the reachability graph

The central goal of this section is to describe how to construct a glider’s

reachability graph. The principles of the partitioning method were laid out

in Section 4.5.3, and the level set method, used to model the growth of

a glider’s reachable area, was described in Section 4.5.4. This section will

combine those principles to produce a functional scheme for generating a

glider’s reachability graph.

The process is relatively simple:

1. The level set field is initialised to a small circle surrounding the glider’s

starting position;

2. The level set method is run with adaptive time steps defined by the

Courant–Friedrichs–Lewy (CFL) condition to obtain the reachable area

at each time step;

3. For each cell x within the reachable area, at each time step t, calculate

dt, the time to reach each neighbour, x + dx, given the local current

conditions;

4. Edges are (implicitly – see below) added between (x, t) and (x+dx, t+

dt).

The times to reach are found by obtaining the positive solution to Equa-

tion 4.19, where dx = (dx, dy) is the neighbour’s position relative to the

current position, u = (u, v) is the local current vector, s is the glider speed,

and dt is the time to reach that neighbour.

|| dx + tu|| = s dt (4.19)

Two important assumptions are made in this calculation, for simplicity.
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Firstly, the current vector used is that at the starting location, thus not

taking into account the currents at the destination location. Secondly, the

currents are assumed to be fixed over time, regardless of how long the travel

time is. In practice, current conditions may vary whilst the glider is travel-

ling between two cells. The solution, given these assumptions, is provided in

Equation 4.20.

dt =

√
s2 dx2 + s2 dy2 − u2 dy2 − v2 dx2 + 2uv dx dy − u dx+ v dy

s2 − u2 − v2
(4.20)

The process of calculating the times to reach produces a T ×X × Y × 3× 3

matrix that, for each point in space time (t, x, y) ∈ (T,X, Y ), has a 3 × 3

sub-matrix that describes the time to reach all 9 points in the region around

that point. This matrix can then be used to construct a reachability graph,

although in practice sample paths are generated from it directly, in a manner

described in more detail below.

Evaluating the partitioning method

To test this method, a time-varying current field was generated using the

Gaussian filtering method described before. The domain size was a square of

length 1200 km over 10 days, with a decorrelation length scale of 120 km, a

decorrelation time scale of 2.5 days and a mean current speed of 0.25 m s−1.

Figure 4.28 shows a north-south slice through the domain, and the travel

times in both the northern and southern directions.

The figure gives an impression of the relationship between current speed and

inter-cell travel times. Travelling against the flow becomes progressively more

difficult as the flow speed increases, and in the fastest current speeds it is

impossible. In this formulation, the travel times are solely a function of the

current speeds, and the level set method is used only to determine the limits

of the glider’s movement at any point in time.
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Generating random glider paths

A reachability graph can be constructed directly from the time-to-reach ma-

trix – as was mentioned above, an edge is formed between each point (t, x, y)

and (dt, dx, dy). However, in practice, it is easier to generate random sample

paths directly from the time-to-reach matrix, and treat the edges as implicit,

using the following procedure:

1. Select a starting cell (i.e. the glider’s current location);

2. Pick a random neighbour from the set of all neighbours with finite

travel times;

3. If t+ dt > tfinal then:

(a) If t+ 1
2

dt < tfinal then let (x, y) = (x+ dx, y + dy);

(b) Let t = tfinal.

4. Else, let (x, y) = (x+ dx, y + dy), and t = t+ dt.

The combination of the matrix-generating and matrix-sampling procedures

described above is all that is required to generate random glider paths, which

allows the use of path sampling methods like AONA with an ocean model.

One final issue is how to address the uncertainty about the currents that is

implicitly expressed in an ensemble model. The simplest option, which will

be taken as an appropriate solution for the present work, is to essentially

“ignore” the uncertainty, and use the ensemble mean current field. This is

justifiable given the assumption that the uncertainties about the currents are

unlikely to be so large that the variation in the distributions of paths will be

significantly affected.

170



4.6 Modelling the entropy-heading distribu-

tion

4.6.1 The entropy-heading distribution

Section 3.3 provided a formalisation of the AONA method that resulted in

Equation 3.9, an expression to calculate the relative “score” of each possible

move, reproduced here as Equation 4.21.

S?H(θ) =

∫
H
hfH(n),Θ(h, θ) dh (4.21)

This gives the score of a particular move, θ, as the conditional expectation of

the entropy order statistic, H(n), given that move, multiplied by the marginal

probability of that move.

In the one dimensional setting where it was introduced, there were only

three possible values for the action, θ ∈ Θ: “east”, “no move”, “west”. The

three conditional integrals could be easily approximated with Monte Carlo

sampling, applied to each action individually.

In the two dimensional setting of a full ocean model (the third dimension

not being relevant to the planning problem), the set of actions is continuous,

being the set of all possible headings – for the remainder of this section,

the term “heading” will be used analogously with “move”. Calculating the

integral in this case is more difficult, both because it has to be computed

over a continuous space, and because the random samples that are available

are discretised to the model grid, in the manner described in Section 4.5.

The sample-optimal-entropies and the moves in the joint distribution fH(n),Θ

are independent of each other, because the move a given path is associated

with does not change irrespective of the transformations are applied to its

entropy value. This allows the handling of the headings to be considered

independently from the problem of calculating the integral.
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There are, therefore, two key problems to be solved:

1. Devise a way to map between the discrete space over which the sample

glider paths are defined, and the continuous space in which gliders

actually move;

2. Decide how best to calculate the integral of S?H(θ).

An important assumption that underlies all of the following discussion re-

garding “initial headings” is that a glider’s initial heading determines its

motion for some (perhaps short) period of time, that is, it will not just turn

straight around the moment it has set off. This is a reasonable limiting as-

sumption to make, being similar to the normal control strategies used with

gliders, which are typically directed to move in one particular direction within

a single dive.

4.6.2 Handling the quantisation of glider sample paths

The most significant of the two problems is that the sample paths are discre-

tised to the model grid. Each of these sample paths represents a “bundle” of

the paths that a glider could actually follow in the real world. Therefore, it

is possible to associate a function with each sample path (i.e. bundle) that

describes the distribution of initial headings over all the “real” paths that

are contained within that bundle, and then use that distribution to “spread”

the path’s score over an appropriate angular region.

However, the true heading distribution is very difficult to determine. As-

suming there is a finite number of paths then, in principle, the relevant dis-

tribution could be obtained through simple enumeration. However, as was

discussed in the previous section, the number of paths within a bundle is vast,

and there is no clear way of extracting them, which makes the computation

impractical.

Given the difficulty of computing the exact distribution, a first-order approx-

imation will be used instead. The observation used to make the approxima-
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tion is that the direction of the first step of the path, even though it is highly

quantised, is likely to be strongly represented in the distribution, and that

headings further away from that direction will be less represented. This sug-

gests that a unimodal distribution will be adequate to capture the first-order

behaviour. Several problems then arise: firstly, should the ordinal directions

have different distributions to the cardinal directions; secondly, which dis-

tribution should be used in the approximation; and finally, how should that

distribution’s parameters be determined?

The first problem must be addressed pragmatically – as very little is known

about the true distributions, it is difficult to make any convincing argument

as to how the distributions should differ purely on the basis of whether they

are referring to cardinal or ordinal directions. However, as will be discussed

below, it is reasonable to specify the parameters of the distribution in such

a way as to reflect the character of the sample path for which it is being

constructed, and some methods of specifying those parameters may implicitly

create a distinction between the cardinal and ordinal directions.

Choosing the heading distribution

Several common distributions are used in directional statistics; a survey can

be found in Fisher (1995), which provides more detail and further references.

The wrapped normal distribution, the density function of which is shown in

Equation 4.22, is the result of “wrapping” a normal distribution around a

circle. The wrapped normal thus has natural appeal as being the central

limit distribution in the circular domain. However, its density function is

difficult to calculate, making it an unattractive choice.

fWN(θ;µ, σ) =
1

σ
√

2π

∞∑
k=−∞

exp

[
−(θ − µ+ 2πk)2

2σ2

]
(4.22)

Due to the complexity of the wrapped normal, it is often approximated

with the von Mises distribution, which has similar properties, but is more
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tractable, and will be used for this work, thus solving the second problem,

although, in many ways, this is an essentially arbitrary choice. The density

function for von Mises is shown in Equation 4.23, where I0 is the modified

Bessel function of order 0, µ is a location parameter, and κ is a measure of

concentration – effectively a scale parameter.

fvM(θ;µ, κ) =
eκ cos(θ−µ)

2πI0(κ)
(4.23)

Parameterising the heading distribution

The location parameter, µ, is determined by the heading from the glider’s

current location to the centre of the first cell on its path, or the “central

angle”.

The concentration parameter, κ, should ideally be set in a way that min-

imises the error between the true distribution and the parameterised version.

However, as very little is known about how the true distribution varies, de-

pending on the properties of the corresponding path, a fixed value will be

used instead. Using a fixed value implicitly makes the assumption that there

are approximately equal numbers of paths in each direction, which seems

reasonable to a first order.

Giving some consideration to the purpose that the heading distribution is

serving can provide some guidance in choosing the appropriate value for κ.

The support of the von Mises distribution is [−π, π], and its pdf is non-

zero everywhere. However, most of the weight of the distribution should be

within the angular region associated with its central angle. For k primary

directions, the angular region associated with µ = 0 is [−π/k, π/k]. The cdf

of the von Mises distribution, FvM(x | µ, κ) is not analytic, but it can be

computed numerically. The total weight within the angular region for k

primary directions, wk, can, therefore, be found by numerically evaluating

Equation 4.24.
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wk(k, κ) = FvM(π/k | µ = 0, κ)− FvM(−π/k | µ = 0, κ) (4.24)

To ensure that most of the distribution weight is within the relevant angular

region, wk should be as high as possible; evaluating wk for different values of

κ shows that this implies that κ should be as large as possible. This suggests

the definition of an “error term”, εw, in units of probability density, shown

in Equation 4.25.

εw(k, κ) = 1− wk(k, κ) (4.25)

Another consideration is how multiple distributions interact. In principle, the

distributions represent the spread of initial headings of “real” paths under-

lying a model-aligned “path bundle”. It seems sensible, therefore, to suggest

that, if there is one path in each of the (eight) possible model-aligned direc-

tions, then the set of initial angles of all the underlying “real” paths can be

inferred to have a uniform distribution.

In practice, the distribution formed by the normalised summation of eight,

equally-spaced, von Mises distributions, will not be uniform unless κ = 0

(at which point the von Mises distribution itself degenerates to a uniform

distribution).

This requirement for near-uniformity allows for a second, balancing error

term. The non-uniformity error, εU , can be found by integrating the absolute

error of the summed distribution from uniform density over the distribution

support, and then dividing by the number of primary directions to obtain

the error per direction, as in Equation 4.26. There, the support is taken

as [0, 2π] only to simplify the calculation of the central angles, i.e., the µ.

This value will also be in units of probability density, and so can be directly

balanced with the first term.
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Figure 4.29: An illustration of both the individual and summed heading
distributions. The thin black lines are the individual heading distribu-
tions, each centred at one of the 8 directions possible in the reachability
graph, with the distribution associated with θ = 0 highlighted in red.
The vertical dashed black lines delimit the angular regions associated
with each of the 8 directions. The thick black line shows the distribution
that results from adding all 8 individual distributions together, and the
thick grey line is the ideal uniform distribution.

εU(k, κ) =

∫ 2π

0

∣∣∣∣∣∣ 1

2π
− 1

k

k−1∑
i=0

fvM
(
x | 2πi/k, κ

)∣∣∣∣∣∣ dx (4.26)

One method for choosing κ, therefore, is to balance these two error terms,

that is, find κ such that εw(k, κ) − εU(k, κ) = 0. Doing so numerically for

k = 8 results in a value of κ ≈ 26.294. As a simple verification, this value

can be plugged into the distribution for visual examination. Figure 4.29

shows the distribution, and the difference between the summed distribution

and the (ideal) uniform distribution. The width of the distribution seems

“reasonable”, in the sense that neither are the individual distributions spread

too far outside of their defined regions, nor does the summed distribution

deviate too much from the uniform distribution.

It should be noted that this approach is very similar to kernel density esti-
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mation techniques, which are discussed in the context of directional statistics

in Fisher (1995). The primary difference is that here the “kernel” has some

physical relevance, being intended to represent the distribution of initial an-

gles of real paths within a bundle, rather than simply being a convenient

means of estimating an unknown distribution.

4.6.3 Handling the continuous space of headings

The simplest way of evaluating Equation 4.21 in a continuous space is to

discretise the action space, Θ, and then to calculate the integral separately

in each cell of the discretised space.

The action θ represents the heading of the next glider dive, and so it seems

most appropriate to characterise the discretisation error in terms of the po-

sitional error at the end of that dive. For a discretisation resolution of d, the

positional error as a fraction of the travel distance is given by Equation 4.27.

e = 2 sin

(
π

2d

)
(4.27)

For a discretisation error of at most 1 %, the discretisation resolution d must

be set to dπ/2 arcsin(0.005)e = 315.

This approach is appropriate for one or two gliders, but the discretisation

must be done over each glider’s action space. However, the number of cells

in the discretisation scales as dn, where n is the number of gliders, and so

quickly becomes large for high d, or in other words, if low discretisation errors

are desired.

To make the method feasible with larger numbers of gliders, recalling that

the problem is fundamentally one of optimisation, all that is required is

to determine the value of θ, which for multiple gliders would be a tuple

(θ1, θ2, . . . , θn) that maximises Equation 4.21. This means that traditional

optimisation techniques can be applied to determine the maximum value of

S?H(θ), without needing to evaluate all possible values of θ.
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4.7 A proposal for evaluating AONA in the

MED12 model

The preceding sections in this chapter have described all the methods and

systems that are required to perform adaptive sampling with underwater

gliders in the MED12 ocean model using the AONA method. This section

will describe a programme of experiments designed to test the efficacy of

the method, which because of time and logistical constraints, has not been

executed in the present work.

It is worth recalling the question which has motivated this work: “what is the

optimal way to reduce forecast uncertainty, in an operational, regional ocean

model, using underwater gliders”. This question suggests that any experi-

ments should be able to demonstrate “steady-state” improvements, in other

words, that there are gains in long-term average performance, not simply

transient benefits that are a consequence of particular working conditions.

4.7.1 Experimental design

The experiments to be conducted largely follow the form of those in Chap-

ter 3, which in turn is based on the work in Lorenz and Emanuel (1998). As

in those experiments, one model run that covers the full experimental period

will be taken to represent reality, and will be referred to as the “truth run”.

The truth run is accompanied by an ensemble run that represents the oper-

ational model. As was mentioned in the introduction to this section, it is an

improvement in long-term average performance that is of interest. This can

be addressed either by a single long run, or multiple short runs. In Chap-

ter 3, multiple short runs were used to avoid auto-correlation effects in the

adaptive sampling process, a problem that will also be a concern here.

This difficulty will be somewhat mitigated by running multiple experiments

concurrently in a single run of the model ensemble. The model ensemble

incurs far greater computational cost than the adaptive sampling procedures,
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and so the model domain can be partitioned, and a different experiment run

in each partition. For this technique to work the partitions must be far

enough part, and the experiment duration short enough, that there are no

correlations induced between the different partitions.

In order to try and ensure the concurrent experiments are independent, the

starting points should be separated by at least the sum of the maximum

distance that a signal could propagate and the maximum distance a glider

could travel, as illustrated in Figure 4.30. Millot and Taupier-Letage (2005)

suggested current speeds of tens of cm s−1 for the Atlantic Water surface cur-

rent, which transports water rapidly around the Mediterranean basin. Using,

therefore, a conservative value of 1 m s−1 as the maximum sustained speed

of advection, and a generous 0.5 m s−1 for the continuous operating speed of

a glider allows for the selection of an experiment spacing and duration that

should maintain independence.

l1
g1

l2
g2

Figure 4.30: An illustration of the independence criterion for two glider
experiments. For two experiments to be considered independent, they
must be separated by at least l1 + l2, where l1 is the furthest point from
a glider’s starting location that is affected by its sampling during the ex-
perimental period, indicated in solid red, and l2 is the maximum distance
that a glider can travel during the experimental period, indicated in solid
black.

Considering the dimensions of the Mediterranean basin, and in light of the

constraint that has just been defined, it would seem appropriate to run three

ten-day experiments concurrently: one in the Provençal basin, in the vicinity
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of the North Balearic Front, one in the western Ionian Sea, just south-east

of Sicily, and one in the central Levantine sea. The separation required

for a 10 day run with a sustained current speed of 1 m s−1 and a glider

speed of 0.5 m s−1 is 1300 km. The three sites being proposed are all at least

approximately that far apart, thus satisfying the independence constraint.

In order to generate sufficient data for a comparison to be made these three

concurrent experiments would have to be run multiple times, under slightly

different conditions. Part of those differences will come from the perturba-

tions to the pseudo-observations and fluxes, described in Sections 4.3.3 and

4.3.3 respectively.

However, to try and examine average behaviour, it is useful to try and cover

as many different situations as possible, and so in addition to the pseudo-

observation and flux perturbations, the starting location of the glider will

also be varied, within the experimental region. The positions have to be

chosen carefully so as to not violate the independence condition, although as

long as it is adhered to then the fact that the locations have been chosen in

a correlated manner should not affect the results.

The number of repetitions required to obtain enough data to assess perfor-

mance differences between the various methods is difficult to gauge because

the performance variance is unknown. The suggested approach, taken in

Section 3.5.6, is to determine the standard error of the mean performance

estimates via bootstrap resampling. If the bootstrapped standard errors con-

verge so as to separate the different methods’ means after a relatively low

number of repetitions (e.g. 50 to 100), then it can be assumed that there is

a significant difference between the methods.

4.7.2 Model set up

The model ensemble, the design of which was discussed in Section 4.3, would

be initialised using the lagged ensemble technique, similar to that in Hoffman

and Kalnay (1983), with the lagged members being taken from successive
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Start of spin-up Start of experiment

Figure 4.31: An illustration of the initialisation and spin-up process
for the model ensemble. Successive days are taken from the truth run,
illustrated as a red line, and aligned to the same starting date to provide
physically consistent initial conditions for each of the ensemble members.
The ensemble members are then run for the spin-up period in order to try
and eliminate any artificial correlations between the ensemble members
caused by the initialisation process.

days from the truth run, either side of a central “day zero”. The ensemble

will then be run, from day zero, for a “spin-up” period of 60 days, in order to

remove any transient behaviour caused by the lagged initialisation. This time

scale has been chosen to be longer than the auto-correlation time scale of the

surface waters in the Mediterranean, taken from a study in the Channel of

Sicily (Borzelli and Ligi, 1999). The initialisation and spin-up process are

illustrated in Figure 4.31.

Unlike in Lorenz and Emanuel (1998), the adaptive sampling procedure will

not be run during the spin-up period. This will allow the ensemble anal-

ysis obtained at the end of the spin-up period to be re-used in multiple

experiments. However, simulated observations will be assimilated into the

ensemble throughout the spin-up period, and will continue to be during the

experiments themselves. These simulated observations will be created by

obtaining the truth run background values at the real observation locations.

This scheme provides a realistic spatial and temporal distribution of observa-

tions which are, nevertheless, consistent with the truth run. All other aspects

181



of the ensemble set up are described in Section 4.3.

In Section 3.5.6 the importance of considering other observational networks

was discussed. This remains an issue here, especially because the existing

observational coverage is relatively good in some areas. The primary method

of accounting for other observations was described in Section 3.5.6 – principal

component analysis was applied to the ensemble state estimates from the

other locations to extract a (hopefully small) number of dominant modes

of variability, which could then be used in place of the actual observation

locations for the entropy calculations.

As described in Section 4.2.3, observations being assimilated have an as-

sociated Gaussian correlation kernel that determines how the observation

information “spreads” into the model. This kernel restricts the influence of

the observation information to a small region, and implies that beyond a

certain distance the observation has little or no impact.

The observation correlation kernel can be used to constrain the number of

observations that need to be accounted for in the principal component analy-

sis by simply removing any observations that are too far away from any glider

observation locations. The maximum number of observations that have to be

accounted for scales approximately as the product of the correlation length

scale and the length of the glider’s path, and can be smaller if the path covers

similar ground repeatedly. However, it might be expected that an optimal

path would not sample more than is necessary within the correlation length

scale of previous observations, and so would cause the maximum number of

observations to be incorporated.

4.7.3 Evaluation of the AONA method

In order to evaluate the AONA method, some point of comparison is required.

In the experiments conducted in Chapter 3, several methods were used to

evaluate the relative improvements offered by AONA in the Lorenz ’96 model.

The lower bound on performance, where lower is better, was obtained using
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the “multiple replication” (MR) method from Lorenz and Emanuel (1998),

and will serve the same purpose here. The MR method simply involved

choosing the location with the highest ensemble variance, without any motion

constraints.

The upper bound on performance was obtained using two separate methods

for different forecast times. Short forecast times were bounded by a Marko-

vian dynamic programming technique similar to that used by Low et al.

(2011), and long forecast times were bounded by a simple random walk,

which was not improved upon by any of the motion-constrained methods

examined (apart from AONA). Again, these two methods will provide the

points of reference to gauge the benefits of the AONA method.

If the AONA method is to be applied to more localised scenarios then it may

be appropriate to compare its performance to some of the more advanced

methods discussed in Chapter 1. However, as was noted there, this work is

considering uncertainty reduction in regional models, which are at a much

larger scale than is considered in most of those other works.

For the reasons explained in Section 3.5.3, the most appropriate measure of

success is, despite the mild circularity, the total joint entropy of the model

itself. However, obtaining the joint entropy for the entire model is computa-

tionally demanding, because there are approximately 1× 105 grid cells and

the entropy calculation uses the determinant of the background covariance

matrix.

Therefore, in these experiments the improvement would be calculated only

over the grid cells that are within the maximal reachable area, obtained using

the level set method-based techniques described in Section 4.5. In principle

some cells outside this region may be affected by the glider’s observations.

However, it is presumed that these effects would be relatively minor, and

that most of the influence of the glider’s observations would fall within that

reachable region.

The joint entropy calculation would be made every 3 hours over 10 day

forecasts, and then averaged over all the forecasts produced during the run.
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This would provide results similar to those shown in Section 3.5.6, and the

analysis of the results would follow the approach taken there.

4.7.4 Additional considerations

There are several additional aspects to the operational problem that are not

included in the main experimental programme, but should be considered

before deployment.

The first is to evaluate how easily multiple gliders can be operated within

a single optimisation process. The principles behind multiple glider oper-

ation have already been discussed, but, as has been mentioned, there is a

trade-off between the benefits of coupling multiple gliders together, in terms

of optimisation, and computational complexity. An alternative approach is

to separate the gliders “manually”, by constraining them to particular geo-

graphical areas and then optimising their paths independently.

Another point of interest is incorporating routine glider maintenance into the

planning process. Gliders are not yet as reliable as might be hoped (Brito

et al., 2013), and require regular maintenance. Such concerns have not often

been addressed in work on planning, because most users are interested in

finding single, maximally informative missions, rather than developing sys-

tems for continuous operation. In principle, a maintenance programme can

be implemented within the planning process fairly easily, by constraining

the reachable area so that the glider is always within range of the mainte-

nance station. As a glider nears its scheduled maintenance, the reachable

area would naturally constrain the glider’s motion so that it would choose

paths that kept it close enough to the maintenance station for easy recovery.

Evaluating the impact of such a constraint is important to understanding

how many gliders are required for a useful operational system.
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4.8 Discussion

This chapter has developed the mechanisms required to apply the AONA

method to a real ocean model, the UKMO FOAM-NEMO MED12 model.

A model ensemble was created to provide a representation of time-varying

uncertainty, required for planning. The ensemble was a simple one, based

on perturbed observations and fluxes, and is an important target for future

improvements. However, the representation of uncertainty provided by the

ensemble was sufficient for the goals of this work.

An analysis was performed of the independent entropies of both temperature

and salinity, derived from the ensemble uncertainty estimates. A relationship

was shown between the spatial distribution of entropy and both spatial and

temporal gradients in the underlying bulk properties. Also, a link was drawn

between the advection of those bulk properties by ocean currents and “ad-

vection” of the corresponding entropies. This analysis provided the starting

point for identifying useful proxies for entropy that can be used to improve

the planning performance.

The AONA method operates by randomly sampling from the set of possible

future paths, which in previous chapters has comprised paths formed from

single steps through discrete 1-dimensional domains. However, to operate in

the real ocean, a comprehensive model of glider motion through the model

grid was required that accounts for both the continuous nature of glider

motion, and the effects of ocean currents.

A class of techniques known as level set methods were applied to this problem,

and used to construct a reachability graph that describes the set of possible

paths the glider could take through the model grid, once the effects of ocean

currents have been accounted for. This reachability graph could then be used

to generate the random sample paths required for the AONA method.

The random paths generated from the reachability graph were quantised to

the model grid. This was a sensible approach, because the model is the

main source of information, and so to present paths at any higher resolution
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would be misleading. However, this quantisation is very coarse when consid-

ering the selection of a glider’s heading, which is the desired output of the

AONA method, as applied to this problem. To overcome this problem an

approach somewhat similar to kernel density estimation was used to estimate

the optimal heading, given the criterion used in the AONA method.

186



Chapter 5

Conclusion

5.1 Contributions of this work

The primary contribution of this work has been to demonstrate that a sim-

ple Monte Carlo-based approach, the Approximately Optimal Next Action

(AONA) method, can be effective when applied to a non-Markovian valued

problem: the continuous improvement of ocean forecast uncertainty with un-

derwater gliders. The method works by repeatedly generating possible glider

paths, and, from those paths, aggregating information about the joint distri-

bution of entropies and glider headings, from which the optimal heading can

be determined.

The idea of using principal component analysis to reduce the number of

routine observations without discarding too much information, presented in

Section 3.5.6, is apparently novel in this context, although it should be ob-

vious to anyone investigating the problem. However, it can be applied quite

generally, being suitable for any problem where a large number of common

observations are combined with small numbers of additional observations, as

is the case with observation selection.

The application of level set methods in Section 4.5 to the problem of gen-

erating the random sample paths is perhaps a less obvious contribution of
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this work. Lolla et al. (2012) independently applied level set methods for

time-minimal planning, but the application here is different, instead focus-

ing on modelling possible glider motion. Generating random feasible glider

paths is of fairly limited utility. However, level set methods are a promis-

ing set of techniques for studying dispersion-type problems, avoiding some

of the pitfalls of particle-tracking methods that are commonly used for such

problems. Sethian (1999) provided an explanation of the limitations of other

approaches, and details on the application of level set methods for a range

of problems.

Because it was not the main focus of the work, the entropy analysis in Sec-

tion 4.4 was limited in scope, but it provided a starting point for further

investigation with the goal of better characterising the temporal and spatial

distribution of entropy. If a suitable model for entropy could be found then

fitting the sample data to that model may provide better results than the

purely empirical, model-free approach taken here.

5.2 Future work

The next step in pursuing the line of research followed in this work is to exe-

cute the experimental programme described in Section 4.7. This programme

was designed to evaluate the AONA method within a simulated operational

environment, and support the existing evidence regarding the effectiveness

of the method, provided in Chapter 3, and the adaptations necessary for it

to be applied in an ocean model, given in Chapter 4.

Once the AONA method has been demonstrated to work in a simulated en-

vironment, the next logical step would be to conduct sea trials. These would

come at some expense, requiring one or two gliders with the necessary sup-

port staff, corresponding deployment costs, and additional available funds

to accommodate emergency recovery. The sea trials would also have to be

conducted over a fairly significant period of time in order to generate useful

results. This commitment of resources is restrictive, and so ideally the study

188



could be combined with other complementary studies. Potential candidates

might include evaluations of glider control algorithms, to steer the glider (or

gliders) between the locations targeted by AONA; glider data representa-

tiveness studies, to try and determine whether gliders can be used to better

constrain representativeness error as a side-effect of their frequent measure-

ments; and, if the irregular measurement patterns produced by AONA can

be accommodated, local process studies that require physical properties such

as temperature and salinity to be as well-constrained as possible.

Looking beyond the evaluation of the method, the most productive avenue for

further research would be to develop a better understanding of joint entropy

within the UKMO FOAM-NEMO MED12 ocean forecast model. The initial

research goal would be to determine how to infer something useful about

the distribution of the joint entropies associated with typical glider paths

from the distribution of the underlying physical variables (i.e. temperatures,

salinities, the resulting densities, and velocities).

As has been discussed at some length, one of the biggest problems faced in

this work has been the non-Markovian nature of joint entropy. This was cir-

cumvented by employing a Monte Carlo estimation technique, but at the cost

of efficiency. Importance sampling, discussed in Section 3.6.1, was identified

as a common technique for addressing the inefficiency of Monte Carlo meth-

ods. However, to be used effectively, importance sampling requires a scheme

for generating informative (“important”) samples, and a robust prediction of

the distribution of joint entropies, given only the underlying physical vari-

ables, and without considering correlations between those variables (which

would suffer from the same non-Markovian, combinational problems as joint

entropy itself), would provide such a scheme.

5.3 Summary

This work has examined the problem of continuously reducing forecast uncer-

tainty in regional-scale operational ocean forecast models using underwater
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gliders. Many similar “adaptive sampling” problems are considered in the

literature, some of which were discussed in Section 1.3. However, previous

work has tended to focus on smaller spatial scales, and time-limited missions,

and so the solution methods are not well-suited for the large-scale, continuous

problem that was considered here.

The ongoing nature of the problem considered here – requiring uncertainty

to be reduced over large areas on a continouous basis, rather than for a single

deployment – suggested a solution that did not attempt to produce an en-

tire plan in a single step, but instead only sought to find the approximately

optimal next action, thus providing the acronym for the proposed method,

AONA. Although the method only attempted to optimise the next action,

it was, in principle, evaluating the possible consequences of that action by

considering the sequences of actions, or paths, that lead on from it. This

offered a view of the goal of AONA as estimating the distributions of uncer-

tainty reduction (that reduction being formalised as information entropy, as

described in Chapter 3) that were possible from each action, and then from

those distributions determining which one contained the optimal path, and

was, therefore, implicitly the optimal action.

In the limit of a complete set of path samples, each long enough to reach the

horizon of predictability and taken from a perfect model, AONA can deter-

mine the globally optimal next action. The number of possible path samples

is very large, ≈ nt, where n is the average number of actions available at

any particular time and t is the length of a path, meaning that determin-

ing the optimal action was almost impossible. To address this issue AONA

uses Monte Carlo approximation to determine which action led to the largest

number of high-quality solutions, initially introduced in Section 2.4, but de-

veloped throughout the work.

In Chapter 2 the comparison of high quantiles (≈ 0.95) of the estimated

distributions was proposed as the criterion for deciding which action led to

the most high-quality solutions. In Chapter 3 this was formalised, using the

theory of order statistics, to the selection of the action which had the highest

sample maximum for a given number of “effective” samples, given the sample
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data. This new mechanism was taken to be superior to the quantile-based

method because it incorporated information regarding the values of all of the

Monte Carlo samples, whereas in the quantile-based scheme the values of all

samples below the target quantile were ignored. However, a rigorous method

for choosing the effective sample number was not found, and so empirically-

derived heuristics were used instead.

Chapter 3 also, as previously mentioned, outlined the use of information en-

tropy as a formal description of uncertainty. The use of information entropy

in adaptive sampling problems has a long history, as do other information

theoretic quantities such as mutual information. Some authors (e.g. Krause

et al. (2008)) have advocated the use of mutual information for planning

problems, both because it can directly account for the impact of observa-

tions on unobserved locations, and because of its property of submodularity,

which can be used to provide approximation guarantees. However, submod-

ularity does not apply in a continuous problem such as the one considered

here because the total reward is unbounded. Therefore, because the goal was

a reduction in uncertainty across the whole model domain, joint entropy was

chosen as the appropriate metric, by the argument given in Section 3.4.2,

after Caselton and Zidek (1984).

During this work, the author was not solely concerned with the selection

of an appropriate optimisation method, but also in describing the support-

ing mechanisms required to make it usable in an ocean model. Chapter 4

dealt with this aspect of the work, with three mechanisms being explored in

particular detail.

The first of these mechanisms was the construction of a model ensemble in

Section 4.3, along similar lines to the one described in Hamill et al. (2000),

to provide the necessary dynamical uncertainty information required for the

calculation of entropy. The background uncertainties provided in the data

assimilation scheme for the most part only described time-averages, and so

were not suitable for dynamical problems. The application of ensemble meth-

ods to this end is not novel, and the ensemble that was implemented in this

work was very simple relative to the state of the art. However, the imple-
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mentation permitted an exploration of entropy within the model, and offered

the opportunity to relate it to physical processes, which can be used in the

future to guide glider deployments for uncertainty reduction.

The second mechanism was a model for glider motion that could be used to

generate random glider paths for the Monte Carlo sampling scheme described

above, described in Section 4.5. This was a non-trivial problem, because glid-

ers move slowly enough to be strongly affected by ocean currents, and so the

influence of the currents has to be taken into account. The solution was

found in the application of level set methods, which provided a way to model

the area reachable by a glider after any particular time period. Knowledge

of this reachable area, combined with simple time-to-reach estimates, pro-

vided a way to generate random glider paths that were consistent with the

underlying ocean currents. In principle the ensemble maintained a distribu-

tion of possible currents, and so the glider motion could, or perhaps should

be treated probabilistically. However, in this work the probabilistic element

was avoided, and the ensemble mean was relied upon to provide the “best

estimate” of the true current field instead.

The third and final mechanism that was required in order to use AONA in

an ocean model was a mapping between the sample paths generated using

the level set method, which were discretised to the model grid, and the

continuous space of the “action”, that is, the glider’s next heading. This was

accomplished using an approach that could be viewed as a kind of kernel

density estimation, described in Section 4.6, where the information from

each sample path was spread over the space of possible headings using a

kernel function, and the optimum (i.e. the distribution mode) located either

by evaluating the heading space at a set of discrete points, or by using an

optimisation procedure.

An experimental programme designed to evaluate AONA within the UK Met

Office FOAM-NEMO MED12 model was proposed in Section 4.7, based on

the experiments run in Chapter 3. The programme could not be executed,

but an evaluation was provided for both the AONA method itself, and for

the mechanisms required to enable the continuous improvement of ocean
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forecasts with underwater gliders, which together provide empirical evidence

for the efficacy of this approach, and motivation for further research.
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