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UNIVERSITY OF SOUTHAMPTON 

ABSTRACT 

SOCIAL AND HUMAN SCIENCES 

Social Statistics 

Thesis for the degree of Doctor of Philosophy 

MODEL-BASED APPROACHES TO THE ESTIMATION OF 

POVERTY MEASURES IN SMALL AREAS 

Steven Paul Donbavand 

This thesis offers a guide to applied researchers who wish to produce estimates of 

poverty at low levels of geographic disaggregation, as is often necessary for the 

construction of detailed poverty maps. In doing so, the thesis makes three original 

contributions. Firstly, an original sociological defence is made of statistical studies 

which estimate single deprivation variables within the poverty mapping context. 

Secondly, the methodological evidence base is widened by comparing parametric 

methods with potentially more robust M-quantile methods. The comparison of 

these methods is performed across both simulated populations and through a case 

study in which estimates of expenditure-poverty are made for districts within Ghana. 

Thirdly, methodological improvements and extensions to the M-quantile approach 

are suggested. An M-quantile bootstrap is modified to rectify observed 

underestimation in RMSE estimates and the M-quantile method is extended to 

account for the hierarchical data structure commonly produced by the stratified 

sampling plan of large surveys. 
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Notation 

The notation is explained throughout the thesis, but the below gives a guide to 

some of the reoccurring mathematical abbreviations.   

𝑖 unit 

𝑁 number of units in population 

n number of units in sample 

𝑦 underlying outcome variable 

̂
 estimated parameter 

𝐗 matrix of explanatory variables 

𝐱 matrix of explanatory variables in the sample 

𝐙 explanatory variable indicating area membership 

𝑘 a small area 

𝐾 number of small areas in the population 

𝑛𝑘 number of sample units in small area 𝑘 

𝑁𝑘 number of population units in small area 𝑘 

�̅�𝑘 population mean of 𝑦 for small area 𝑘 

𝛃 matrix of population regression parameters 

�̂� estimate of population regression parameters 

휀𝑖𝑘 error for unit 𝑖 in small area 𝑘 

𝜎𝜀
2
 variance of the unit errors 

휀𝑖𝑘~𝑁(0, 𝜎𝜀
2) Normal distributed of unit errors in small area 𝑘 

𝑢𝑘 error for small area 𝑘 

𝜎𝑢
2
 variance of the area errors 

𝑢𝑘~𝑁(0, 𝜎𝑢
2) Normal distribution of area errors 

𝑙 a Monte Carlo simulation 

𝐿 total number of Monte Carlo simulations for small area parameter estimates  

𝛿 small area parameter of interests 
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𝛿𝑐𝑜𝑚.𝑘 composite estimate for small area 𝑘 

𝛿𝑑𝑖𝑟.𝑘 direct estimate for small area 𝑘 

𝛿𝑠𝑦𝑛.𝑘 synthetic estimate for small area 𝑘 

𝑤 weight 

𝑀𝑆𝐸(𝛿) mean squared error of small area parameter estimate 

𝑉𝑎𝑟(𝛿) variance of small area parameter estimate 

𝐵𝑖𝑎𝑠(𝛿) bias of small area parameter estimate 

𝐹𝛼𝑘 complex small area parameter for small area 𝑘 

ℎ𝛼(𝑦) complex function of the underlying response variable  

𝐵 number of bootstrap simulations 

𝑏 a particular bootstrap simulation 

𝑃 number of samples taken from each bootstrap population 

𝐹𝛼𝑘
∗ (𝑏)

 complex small area bootstrap population parameter 

𝜖𝑖 model residual for unit 𝑖 

𝑦𝑖𝑘
∗

 bootstrap population value of y for unit i in small area k  

𝑠 subset of the population which is in the sample 

𝑟 subset of the population which is not in the sample 

𝜓 influence function 

S number of simulations 

𝑞 a quantile 
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AMA  Accra Metropolitan Area 

BLUP Best Linear Unbiased Predictor 

BMI Body Mass Index 
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CEP Conditional Expectation Predictor as given by Jiang and Lahiri (2001) 
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EBP the Empirical Best Predictor method given by Molina and Rao (2010) 

ELL the Elbers, Lanjouw and Lanjouw (2003) method used by the World Bank 
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Chapter 1:  Introduction 

Poverty statistics are ubiquitous; informing news headlines and influencing policy 

decisions. Increasingly, poverty statistics are denoted by blocks of colours on 

thematic maps. From such tools, resources are allocated and policy is judged. But 

on what basis is this data compiled, and what level of confidence should be given 

to them? There is little doubt that ‘poverty maps’ can be a valuable resource, 

particularly to policy makers, but the applied researcher tasked with producing 

these maps must make numerous judgements, either explicitly or implicitly, along 

the way. This thesis traces the construction of poverty maps from the underlying 

sociological definitions of poverty, to the selection of statistical methods, to the 

final production of low-level geographic estimates using real data. At each stage, 

various options which are open to the researcher are considered. In many cases it 

is necessary to unpick concepts and statistical methods to reveal their assumptions 

before investigating the possible consequences of these assumptions.  

1.1 Aim 

The overall aim of the thesis is to provide answers to, or guidance on, the 

questions applied researchers must tackle in order to construct detailed and 

robust poverty maps. These questions include: 

 Which data should be collected, and which variables analysed, in order to 

measure poverty levels? 

 What level of geographic disaggregation is necessary when measuring 

poverty levels? 

 How can poverty levels be estimated when only sample data is available? 

 Are methodological choices of practical importance to the final estimates 

of poverty levels? 

 What factors should influence the choice of estimation method?  

 What are the weaknesses of current estimation methods, and how might 

they be improved? 

The thesis attempts to bring clarity to each of these questions. It is particularly 

hoped that the fertile field of small area estimation, which can at first appear to be 

a very complex and specialised aspect of statistical enquiry, has been presented in 
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such a way that applied poverty researchers are better able to apply its techniques, 

and make informed methodological choices.  

There have been some other works which also offer useful guides to applied 

researchers in this area. Ravallion (1996) and Hagenaars and De Vos (1988) offer 

the most rigorous guides to operationalising the poverty concept, but both stop 

short of articulating the full consequences of social constructionism  theory for the 

measurement of poverty, as presented in Chapter 2. Duclos and Araar (2007) offer 

a useful overview of poverty estimation methods, but do not consider in depth the 

special issues which arise with mapping poverty, where fine level of geographic 

disaggregation are typically required. Davis (2003) provides an applied guide to 

choosing a method for poverty mapping, but offers limited guidance on how 

populations which violate conventional model assumptions should be approached. 

Das (2013) has recently given an accessible presented on the relevance of robust 

poverty mapping techniques to applied researchers, but no work has yet been 

published which offers a step-by-step guide to poverty mapping encompassing  

recent methodological developments. This is important if applied researchers are 

to be enabled to make informed methodological choices rather than to default to 

the current orthodoxy.   

1.2 Contributions of the thesis 

Some of these questions above are answered by synthesising existing knowledge 

and presenting it in an accessible form. In other cases, answers to these questions 

have been informed through new work, and it is these instances which represent 

the most original contributions of the thesis. In the early part of the thesis a 

contribution is made to the debate around how the nebulous concept of poverty 

can best be operationalised for measurement purposes. As the thesis progresses,  

contributions are made to widening the evidence base, through empirical testing, 

of the performance of different statistical methods which are used to estimate 

aspects of poverty at fine levels of geography. Methodological contributions are 

also made through proposed modifications and extensions to a robust estimation 

method known as the M-quantile method (Chambers and Tzavidis, 2006).  

  



 

25 

 

 

The specific contributions of the thesis are: 

 An original sociological defence of statistical studies which estimate single 

deprivation variables within the poverty mapping context. 

 A widening of the evidence base available to applied researchers in the 

poverty mapping field by comparing parametric methods with the 

potentially more robust M-quantile approaches across simulated and real life 

datasets. This empirical evidence comes from both simulation studies and a 

case study. 

 Improvements and extensions to the M-quantile approach. The 

accompanying bootstrap (Marchetti, Tzavidis and Pratesi, 2012) of the 

method is modified to rectify observed underestimation in RMSE estimates 

and the method is generalised to account for additional hierarchical levels. 

1.3 Chapter outlines 

A brief outline of the chapters which make up the thesis is given below. 

Chapter 2 

Statistical studies into poverty can be undermined if the poverty concept has not 

been adequately operationalised, according to a particular sociological perspective. 

Chapter 2 takes a novel approach by considering the problem from the opposite 

direction and looking at why the poverty concept inherently does not allow for this 

operationalisation to occur. A defence is given of more modest approaches which 

attempt to measure particular elements of poverty in a transparent way, without 

making claims to have operationalised this problematic and nebulous concept in 

its entirety.  

Chapter 3 

In the third chapter the problem of estimating aspects of poverty at useful levels 

of geography is outlined. It becomes apparent that survey data may not be 

adequate to reflect the localised nature of poverty. A field of statistical enquiry 

known as ‘small area estimation’ (SAE) is introduced which has the potential to 

provide fine scale small area estimates at low levels of error. The SAE approaches 
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which are currently used most frequently rest on random effects models and rely 

on certain assumptions (e.g. Elbers, Lanjouw and Lanjouw (2003), Molina and Rao 

2010)). These assumptions tend to be made for methodological convenience and 

may not always be substantiated. This is not only a theoretical concern, but could 

also have consequences for the accuracy of estimates, the reasons for which are 

discussed. Given these concerns, a much less commonly used SAE method, based 

on M-quantile models (Chambers and Tzavidis, 2006), is also described which 

avoids making some of the assumptions of the more conventional methods. 

Chapter 4  

The evidence base to allow practitioners to compare these quite different 

methodological approaches to SAE approaches is still quite thin and tends to be 

limited to the authors of the methods themselves. Molina and Rao (2010) carry out 

model-based simulation experiments to compare the direct, ‘ELL’ (Elbers, Lanjouw 

and Lanjouw, 2003) and EBP methods (Molina and Rao, 2010) under conditions of 

normality, whilst Chambers and Tzavidis (2006) compare the M-quantile approach 

to a random effects predictor, but restrict their study to small area means rather 

than the more complex parameters. Chapter 4 builds on these studies by 

examining the estimation of complex parameters on simulated populations which 

are designed to represent different types of estimation challenges. The results 

reveal in greater detail how the methods operate and how each method interacts 

with different types of data. The accompanying ‘bootstrap’ techniques (Elbers, 

Lanjouw and Lanjouw, 2003; Molina and Rao, 2010; Marchetti, Tzavidis and 

Pratesi, 2012), which estimate the error of the small area estimates made by each 

of the methods, are also evaluated. 

 

Chapter 5 

Out of the experience of deconstructing and testing the methods, extensions to 

the method based on M-quantile models are suggested in Chapter 5. The bootstrap 

used to estimate the error of the method is developed in order to better reflect the 

variance which may exist amongst population units. The Chapter also considers 

how the M-quantile approach may accommodate additional levels of clustering 

amongst units. An extension to the method is proposed so as to accommodate 

clustering within primary sampling units (PSUs) below the small areas of interest. 



 

27 

 

An accompanying bootstrap is also given in order to estimate the error of these 

estimates.  

Chapter 6 

The focus of Chapters 4 and 5 is on small area parameters which are calculated 

from underlying continuous variables, such as deprivation indicators calculated 

from household income. But many dimensions of poverty are captured as simple 

binary measures, such as whether or not an individual is in employment. Chapter 

6 begins with an explanation of the unique challenges of estimating binary 

variables and introduces SAE methods which are able to deal with this type of data. 

Though there are important differences between the binary and continuous 

methods, some of the same themes emerge. A distinction is again made between 

a conventional method which rests on random effects models (Jiang and Lahiri, 

2001), with the associated statistical assumptions this entails, and an M-quantile-

based approach (Chambers, Salvati & Tzavidis, 2012) which may offer an 

interesting alternative in certain circumstances. To test this, an empirical 

comparison is made through simulation studies which represent two different 

types of binary populations. 

Chapter 7 

In Chapter 7 a case study of household expenditure-poverty in Ghana is presented. 

The case study allows for the methods discussed in the thesis to be demonstrated 

and compared on a real dataset. As household expenditure-poverty can either be 

conceptualised as a function of a continuous variable or as a binary variable, the 

four methods which become prominent during the course of the thesis can each 

be applied to the data. District level estimates are made and thematic poverty maps 

of expenditure-poverty are produced using GIS software. Whilst the estimates 

produced may be of some value to policy makers within Ghana, and were presented 

to government statisticians, their primary role in these thesis is to assess the 

methods on a real dataset.     

Chapter 8 

The thesis is rounded off with a summary of the findings, an indication of the 

consequences for policy of methodological choices, and some overall conclusions 

in Chapter 8. The guidance on each of the questions posited in Section 1.1 in 

summarised. 
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Chapter 2:  Defining and measuring Poverty 

2.1 Introduction 

Work on poverty measurement is critiqued not only on the intricacies of the 

estimation methods themselves, but also on the underlying definition of poverty 

used (Suchard 1984, Piachaud 1987). This is understandable, as the political and 

academic debate around the meaning of 'poverty' has yet to crystalize around a 

consensus view and consequently the measures themselves are seen as reflective 

of particular social, ethical, political and historical factors (Blackwood & Lynch, 

1994). It is therefore prudent for those involved in developing and applying 

estimation methods to engage with this debate, so as to make clear their position 

within it, and to offer some sociological justification for their methodological 

approach (as recommended by the 2010 UN report “Rethinking Poverty” 2010, 

Chapter 3). If the link between sociological theory and choice of poverty measure 

is not made explicit, methodologists leave themselves open to misrepresentation, 

as one ontological position can easily be confused for another if sufficient 

explanation is not provided. This can result in valuable contributions to 

measurement methodology being disregarded because of mistaken association 

with outmoded ontological perspectives. An example of this is the critique which 

associates analysis of monetary measures with a narrow econometric 

conceptualisation of poverty (Streeton et al. 1981, Stewart 1985). This chapter 

explores the nature of the poverty concept and questions whether attempts to 

operationalize the concept holistically are feasible, or even necessary. Some of the 

more 'progressive' attempts to provide comprehensive measures of poverty are 

critiqued and an argument is developed in favour of the traditional approach of 

governmental bodies and campaigning organisations, where the focus is on the 

clear representation of specific deprivations of interest. In doing so, a case is made 

for the measurement approach employed in the rest of the thesis. 

The unique contributions of the chapter are:  

a. A demonstration that all attempts to operationalise the poverty concept can 

be equally critiqued on the grounds of social constructionism. This includes 

the participatory, subjective, consensus, mathematical, and dashboard 

approaches.     
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b. An argument that the poverty concept is itself an unhelpful distraction to 

quantitative researchers and greater focus should instead be given to the 

underlying deprivations.  

The starting point for this is a consideration of why, despite the widespread use of 

the word, an exact definition of poverty must inevitably remain elusive. A 

convincing explanation can be provided by social constructionism theory, which 

describes how meaning is created through social interactions (Berger and 

Luckmann 1966). At a basic level, social constructionism  can be contrasted with 

essentialism (Burr 1995), in which the form or identity of an entity is a direct and 

fixed product of its attributes. Several sociological works have directly considered 

the social construction of poverty (Romano 2014, Clarke & Cochrane 1998, Loseke 

2011) whilst others, such as those using discourse analysis (Harper 1996) are 

underpinned by social constructionism theory through the work of Foucault (1982). 

Despite the simplicity of the core premise, that meaning is the product of social 

interactions, social constructionism  can be interpreted in two quite different ways 

(Hacking, 1995), one of which is more relevant to the problem of defining poverty 

than the other.  

In the strong reading of the theory, all meaning is ultimately socially constructed 

(as exemplified by the work of Smith and Mack (2003) on the social construction 

of mountains). Whilst such studies are of philosophical interest, they provide little 

value to this discussion as the inference is that no entity can ever be categorically 

defined or measured. However, a more subtle interpretation of the theory, known 

as weak social constructionism, is of greater relevance as it is able to offer some 

insight into why some concepts seem so much more nebulous than others. Weak 

constructionism  uses the idea of brute and institutional facts to understand the 

basis on which concepts are formed (Anscombe 1958, Searle 1995). Whilst brute 

facts relate directly to the physical world, institutional facts are simply tacit 

agreements, or shared understandings, between people. Many concepts which are 

of interest to social scientists are combinations of both types of facts – being 

anchored in some way to discrete attributes of the physical world but open to a 

certain amount of cultural interpretation. For example, ‘migration’ requires the 

physical movement of people from one location to another, but the particular 

boundaries which are considered significant for this label, and the cultural 

connotations attached to migrant status, rest on institutional facts.  However, some 

concepts rely almost entirely on institutional facts, and it is these which are 
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described as social constructs in the remainder of this thesis. It is argued that the 

concept of poverty is of this nature. A classic example of a social construct in this 

sense is ‘gender’, which is dependent on institutional facts around masculinity and 

femininity, in comparison to ‘sex’ which is a biological term and draws much more 

heavily on brute facts, such as the presence of certain chromosomes. Simone de 

Beauvoir (1953) noted that there was nothing in the physical world, no brute facts 

that is, which adequately account for the societal notions of masculinity and 

femininity.  

Due to the sensitivities around the poverty it is important to be clear that the 

assertion which is made in this chapter is not that the hardships associated with 

poverty are in anyway unreal or socially constructed, but merely that the 

conglomeration of certain deprivations beneath the banner of 'poverty' is beholden 

to social processes. It is the concept of poverty which is socially constructed rather 

than hardships themselves. Indeed, an examination of the literature shows that the 

idea that the conceptualisation of poverty is socially dependent is both 

longstanding and widely accepted, though perhaps not always explicitly stated. 

Even early thinkers on the topic such as Adam Smith (1776) spoke of how the 

criteria of poverty was linked to the custom of the country rather than relying on 

objective physical criteria, whilst Himmelfarb (1991) points to the reluctance of 

Charles Booth (an early pioneer in poverty measurement, (Booth, 1887, 1888)), to 

give an explicit criteria of poverty as evidence of his awareness of the contingent 

nature of his operational definition. No greater claim than this is being made when 

poverty is referred to here as a social construct. Arguments for describing poverty 

as a social construct can be found elsewhere (Romano 2014, Clarke & Cochrane 

1998, Loseke 2011), here the focus is on the implications of this for attempts to 

operationalise and measure poverty.   

There are two lessons from social constructionism which may be of particular 

relevance to this debate. The first is that the culturally dependent nature of social 

constructs gives them a greater fluidity of meaning than would be expected from 

other concepts based on brute facts. For example, the institutional facts around 

gender are highly susceptible to change as they don not pertain to the certainties 

of the physical world. By contrast, although descriptions of features of the physical 

world (such as the biological definition of sex categories) can change over time as 

scientific understanding of the brute facts improves, they tend to be relatively 

stable. Despite their inherently changeable nature, social constructs can often 
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appear to be innate features of the world when supported by a dominant ideology. 

However, through the perspectives of time or cross-cultural comparisons their 

contingent nature can be revealed. Some of the first applications of social 

constructionism theory employed these techniques to demonstrate the false 

certainty of prejudicial social categorisations.  In this tradition, Charles Mills (1998) 

argued that the prevalent system of racial categorisation could largely be explained 

as a reflection of particular entrenched power interests in the US, rather than as a 

meaningful biological or cultural marker. This makes the task of formulating an 

explicit definition of a social construct such as gender rather different from 

outlining the physical basis for the distinction between the sexes. The socially 

constructed nature of the poverty concept implies that the process of formulating 

a precise definition of poverty is likely to be a never-ending process, and that 

particular formulations can always be challenged by reference to alternative 

definitions.   

The second lesson from social constructionism is that social constructs can 

fragment and be composed of mutually opposing parts. Gramsci (1971) argued 

that the classical treatment of social concepts as coherent entities is too simplistic 

and instead described how competing meanings vie for pre-eminence by 

attempting to create a resonance with accepted everyday ideas. Foucault (1982) 

moved away from the idea of identifiable ideologies altogether and suggested that 

meaning comes about through a disordered process of discourse. This captures 

the idea that social constructs not only describe dominant ideologies, or the battle 

between discrete ideas with ascribable authors, but can also be thought of as set 

of permissible lines of argument along which a discussion may move, whilst 

keeping within a rough frame of reference. From this perspective, social 

constructionism  theory can not only provide an analysis of the classical ideological 

battles around gender, ethnicity and economic systems, but can also be used to 

explain how meaning can be created despite a lack of clear protagonists with 

vested interests. Examples of this type of study are Ingham (2004) on money and 

Remender and Lucareli (1986) on artistic values. It is work of this type which 

perhaps provide a closer precedent for the application of social constructionism to 

the concept of poverty. The notion that there may simultaneously exist any number 

of legitimate but opposing meanings of poverty has profound implications for its 

measurement as it suggests that even in a discrete community at a particular 

moment time, the search for a single set of poverty criteria may be in vain. With 
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the characteristics of social constructs in mind, two prevalent definitions of poverty, 

by Townsend and Sen respectively, are now explored. Both have appealing qualities, 

but are also limited in the degree of specificity they can provide. 

2.2 Defining poverty 

2.2.1 Townsend – Poverty as social exclusion 

The demand for a universally applicable definition of poverty slowly developed over 

the first half of the twentieth century. Initially, the success of the pioneering studies 

of Booth (1887, 1888) and Rowntree (1901) in the UK provided an adequate 

benchmark from which subsequent studies based their poverty criteria on. Both the 

poverty indicator in the Beveridge Report (1942), a key document in the formation 

of the British welfare state, and the Orshansky Poverty Thresholds (Orshansky, 

1965), which still inform the measurement of poverty in the US, can trace their 

methodological approaches back to these early studies (as stated in Townsend 

1954 and Fisher 1993). But with increasing productivity and narrowing inequality 

in the West, the criteria of poverty required constant modification into order to 

retain its explanatory power and popular consent. Coupled with the growing use 

of the methodology outside of the industrialised countries in which they were 

developed, there arose a need for an overarching definition of poverty which 

allowed the specific criteria of poverty to vary whilst maintaining the integrity of 

the sociological concept. The first modern theorist to offer a definition of poverty 

which was structurally sensitive to the particular society being studied was 

Townsend (1979) who proposed a measure based on a relative notion of wealth. 

For Townsend, an individual is considered poor at the point at which material 

deprivations exclude them from participating in certain social norms. 

“Individuals, families and groups in the population can be said to be in 

poverty when they lack the resources to obtain the types of diet, 

participate in the activities and have the living conditions and amenities 

which are customary, or are at least widely encouraged or approved of, in 

the societies to which they belong. Their resources are so seriously below 

those commanded by the average individual or family that they are, in 

effect, excluded from ordinary living patterns and activities.”  

(Townsend 1979, p31). 
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Townsend's definition was a breakthrough as it justified some variation in the 

criteria of poverty depending on context, whilst still recognisably being a measure 

of the same concept from a sociological perspective. But this apparent squaring of 

the circle rests upon another nebulous concept; ‘social exclusion’ (Peace 2001). 

The meaning of social exclusion itself relies on a series of institutional facts 

regarding the extent to which particular dimensions of living are considered trivial 

or significant to societal participation. Townsend’s definition cannot translate into 

a set of explicit criteria, necessary for the formulation of a poverty measure, 

without first making certain judgements about what constitutes social exclusion.  

In addition, the general supposition that social exclusion is a justifiable grounds 

for poverty can be called into question, and was the subject of fierce political 

battles in the UK in the 1980’s. Although adopted by the political left as part of the 

redistributive discourse, largely because it chimed with a Marxist analysis of the 

systematic consequences of capitalism (Miliband 1974, Cox 2000), it was strongly 

refuted by the Thatcher government. 

“Their purpose in calling poverty what is in reality simply inequality, is so 

they can call western material capitalism a failure. We must expose this 

for what is it . . . utterly false”  

John Moore, Minister for Social Security, speech at St. Aephen’s Club,11/5/1989, 

taken from Gordon and Townsend (1990, p5) 

At the heart of the criticism was an uneasiness with some of the consequences of 

Townsend’s definition which seemed out-of-step with intuitions about poverty. For 

example, universal increases in living standards can also lead to increases in 

relative poverty, given increasing inequality. In recent years relative poverty has 

become broadly accepted on both sides of the political divide in the UK, but this 

type of battle over meaning is characteristic of social constructs and is a clear 

example of the fundamental ambiguity around poverty. It is difficult to imagine 

quite this type of controversy over concepts anchored in brute rather than 

institutional facts; whilst politicians regularly compete to influence the narrative 

around the reporting of brute facts (from cancer rates or carbon dioxide emissions) 

the definition of the terms themselves is considered to be outside the remit of 

public debate and best left to specialists.   



 

35 

 

2.2.2 Sen – Poverty as denial of basic capabilities 

An alternative framework for thinking about poverty can be taken from Sen's 

capabilities approach (1985). Rather than describing poverty in terms of social 

exclusion, it suggests that poverty is a lack of capability to achieve certain basic 

states, or ‘functionings’, which an individual has reason to value. Under this 

definition, it is theoretically possible for the whole of a society to be impoverished, 

whilst such an outcome is structurally impossible under Townsend's definition. An 

appealing aspect of the capabilities approach is that it recognises that individuals' 

abilities to achieve outcomes can differ with a wide range of factors. For example, 

the 'cost' of achieving a given level of education may be higher for women than for 

men if there are structural forces in a society which bias against this. Accordingly, 

the resource requirement, material or otherwise, to avoid poverty may vary between 

men and women. Note too that a ‘capability’ refers to the notional ability to realise 

a functioning, but does not infer any obligation on the part of the individual to 

pursue this outcome. Indeed, the decision to pass up certain opportunities may 

itself have personal value. This distinction between making an unconstrained 

expression of personal freedom and ‘Hobson’s choice’ of one is key to the 

approach and is lucidly illustrated by Nussbaum (1997) as the poignant difference 

between fasting and starving. Poverty is therefore characterised as a lack of choice 

to express certain basic freedoms. This general perspective, whereby a concept is 

defined as a lack of certain choices, has been applied with some success to other 

social constructs. For example, there are strong parallels with the importance 

liberal feminism places on removing the restrictions to women's aspirations and 

options associated with popular conceptions gender, rather than valorising 

particular life choices (Baehr, 2004). 

The capabilities approach is extremely flexible and nuanced, but it was 

predominantly conceived as a general framework through which to think about 

social justice. There are a great many capabilities which people may have reason 

to value. A lack of opportunity to write a novel or enjoy foreign travel does not 

necessarily constitute poverty. Its application to the conceptualisation of poverty 

requires the determination of a set of basic capabilities and there remains a 

question mark over how any proposed list could be justified. Perhaps the most 

eminent attempt to do just this is given by Nussbaum (2000), who links the idea of 

capabilities to the ability of individuals to realise certain universal human rights. 

The association of poverty with human rights does have some traction. For example, 
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Woodward (2008) highlights that the income level at which human rights are 

actually achieved, rather than nominally granted, is likely to vary from country to 

country. But the specific set of human rights chosen is clearly critical to any 

capabilities-based measure of poverty. Whilst Nussbaum does not ask that her 

suggested set of central capabilities be considered as definitive, she does argue 

that such a list may in time be arrived at through a process of ‘reflective equilibrium’ 

in which competing intuitions are tested against one another through critical 

dialogue. But this assertion is doubted by others on the grounds that it is the 

theorist themselves, Nussbaum in this case, who is the final arbiter of which of the 

competing intuitions is correct and how best to caveat and interpret them (Jagger 

2006). Under the guidance of another theorist, the list might look very different. 

With the issue of deducing the basic capabilities unresolved, there is a sense that 

the tricky business of articulating an explicit criterion for poverty has simply been 

deferred, the same criticism levelled at Townsend's reliance on the social exclusion 

concept.  

Nevertheless, Nussbaum’s list led to the development of the Human Development 

Index (HDI) in 1990 and later the Multidimensional Poverty Index (MPI) (Alkire, 

Roche, Santos & Seth 2011). The HDI (UNDP, 1990 through 2006) aggregates life 

expectancy, literacy, school enrolment and GDP per capita as proxies for health, 

education and standard of living. The MPI is more complex; an individual is 

adjudged to be in poverty if they are found to be deprived in a third of ten selected 

deprivation indicators. These ten indicators cover education, health and standard 

of living. But even if the set of basic capabilities on which these indicators were 

based could somehow be justified, there could surely be no convincing rationale 

for how each should be weighted. The MPI shies away from this issue by giving 

each of three larger categories (rather than the ten indicators themselves) equal 

importance, but this is clearly inadequate on sociological grounds. Similarly, there 

is no apparent justification as to why a third of indicators, as opposed to say a 

quarter or half, is critical. Alternate attempts to operationalise the capabilities 

approach to poverty can be found in the work of Anand and van Hees (2006), who 

go some way to differentiate between the functionings and capabilities, and 

Haverman and Bershadker (2001) who look at the expected ability of households 

to achieve particular income levels given their intellectual and physical abilities. It 

is the issue of justifying the selection of a particular subset of deprivations, and 

then consequently deciding the relative importance of each, which both Townsend 
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and Sen ultimately failed to resolve. Their theories on poverty are undoubtedly 

useful frameworks to think about poverty at a theoretical level. But there remains 

a disconnect between these generalizable sociological definitions of poverty and 

arriving at a credible measurement tool. It is this difficulty of operationalising 

poverty which is now looked at. Five distinct strategies for tackling this problem 

are considered, referred to here as the participatory, subjective, consensus, 

mathematical, and dashboard approaches.  

2.3 Operationalising the poverty concept 

2.3.1 The participatory approach 

The leading proponent of the participatory approach to poverty is Robert Chambers 

(1983, 1993, 1997). His key contribution was to reframe the debate by asking not 

what poverty is, but rather who should decide. In doing so Chambers calls into 

question the authority of academics, international organisations and other ‘experts’ 

to impose the criteria of deprivation onto the people suffering from them. A 

particular concern is that those specifying the terms of poverty are often remote 

from the communities experiencing the deprivations, as is patently the case when 

conceptual frameworks and measurement methodologies are exported from the 

West to other parts of the world. The critique grew out of a wider movement known 

as Participatory Action Research (Lewin 1948, Moreno 1951, Freire 1970) which 

draws attention to the link between knowledge and power. Participatory Action 

Research condemns studies which discount local knowledge due to the 

disempowering effects this can have on communities, serving only to reinforce the 

unequal power relations responsible for creating the deprivations in the first place. 

The inference is that research should be approached as a form of group learning; 

a collaborative project, in which communities are seen as partners rather that 

subjects to the studied (Reason 1994). In the context of poverty reduction 

initiatives, this implies a preference for grass roots movements in which the poor 

are an intrinsic part of decision making process. In the context of operationalising 

the poverty concept, this suggests the poor themselves should be empowered to 

articulate poverty in their own terms. The researcher plays the role of enabler and 

gives the local community a voice to express what poverty is in their own words. 

Some small scale studies have used this approach to produce insightful research 

(see Beard 1999). However, claims that the criteria of poverty is actually being set 
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by the participants is contestable. Participatory studies are instigated on the back 

of a prior belief that the study community is impoverished. For example, Beard 

explains that Gondolayu Lor, an urban neighbourhood in Yogyakarta, Indonesia, 

was built outside of formal planning frameworks, has high density unregulated 

housing, a lack of official land tenure status and suffers from frequent flooding. It 

is surely these descriptives, along with the researchers own intuition, which are for 

all intents and purposes being used as proxies for a formal poverty criteria. The 

body of the study can better be described as an attempt to elucidate how that 

poverty is experienced by the people who live in Gondolayu Lor. The judgement 

that this community is poor had been made long before the interviews began. There 

is a clear paradox which prevents the participatory approach being used to define 

poverty. It is logically impossible to empower the poor to set the criteria for poverty 

without first using some other means to identify them. The complete removal of 

external preconditions is not easily achieved, no matter how well-meaning the 

researcher. 

2.3.2 The subjective approach 

Another attempt to sidestep the task of formulating a criteria of poverty is to imbed 

the subjectivity of the concept into the definition itself and simply allow people to 

self-report whether or not they are poor. Examples of measurement tools which 

seek to record the subjective experience of poverty include the economic ladder 

question (e.g. Ravallion and Lokshin 2001) and the minimum necessary income 

question (e.g. Hagenaars and Van Praag 1985). Similar methods have had 

considerable success in psychological research, particularly on the measurement 

of pain (e.g. the McGill Pain Questionnaire, Melzack and Torgerson 1971) and well-

being (e.g. The Positive Affect Negative Affect Schedule (PANAS), Watson, Clark & 

Tellegan 1988).  In these fields self-report measures have a primacy over other 

indicators due to their unique ability to record the subjective experience (Strong, 

Sturgess, Unruh and Vicenzino 2002). This is critical when studying a phenomenon 

in which the subjective interpretation is synonymous with the objective truth; i.e. 

if a person feels as if they are experiencing pain or happiness then, almost by 

definition, they are. But if the same were also true for poverty, it would imply that 

one need only believe themselves to be out of poverty for that to become the case, 

regardless of the material reality. A particular issue with this is the known 

psychological effects of experiencing deprivation, as described here by Sen; 
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“The most blatant forms of inequalities and exploitations survive in the 

world through making allies out of the deprived and exploited. The 

underdog learns to bear the burden so well that he or she overlooks the 

burden itself. Disconnect is replaced by acceptance. . . suffering and 

anger by cheerful endurance. As people learn to adjust. . . the horrors 

look less terrible in the metric of utilities.”   

Sen (1984, pp. 308-9) 

The potential for a disconnect between subjective experience and physical reality 

is problematic on an intuitive level, but a refutation of the subjective approach on 

sociological grounds is less obvious, which perhaps explains the continued use of 

the method. Indeed, even economists such as Orshansky (1969) fall back on 

subjective definitions. 

“Poverty, like beauty, lies in the eye of the beholder. Poverty is a value 

judgement; it is not something one can verify or demonstrate, except by 

inference and suggestion, even with a measure of error. To say who is 

poor is to use all sorts of value of judgements.” 

Orshansky, ‘How Poverty is Measured’, p. 37 (1969) 

The issue here is that the term 'subjective' is not explicit enough to accurately 

describe the nature of the poverty concept and it is from this imprecision that 

confusion arises. There is an unfortunate conflation of ideas which stems from the 

classical juxtaposition between individual-subjective experience, known as ‘qualia’, 

and universal-objective truths (Lewis 1929). This can be traced to counter-

materialist arguments which intended to draw attention to the elements of the 

world which could not be easily understood through an understanding of physical 

processes (Schrödinger & Penrose, 2001, give a summary). But this dichotomy 

between the individual and the subjective on one hand, and the objective and 

universal, is not relevant when it comes to understanding social processes. It is 

unable to describe any commonality in perception and, more specifically, the 

transactional nature of meaning creation (Robinson 2013). A classic example of a 

phenomena based on collective beliefs is money (Barkin 2003b). A currency 

typically lacks inherent material worth, and so does not take its value from the 

physical world, but yet its validity is based on more than the thoughts of any given 

individual. A person cannot become rich simply by asserting that their collection of 
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bottle caps is legitimate currency. A degree of collective agreement is necessary in 

the conceptualisation of money and, in this way the phenomena is both subjective 

and shared. To think of poverty as a state of mind omits the role of society in 

producing shared meaning.  

2.3.3 The consensus approach 

The third approach builds directly on this idea that poverty is a socially constructed 

notion and that any proposed conceptualisation requires a degree of consensus 

throughout society in order to have legitimacy. The consensus approach attempts 

to denote the commonalities in our understanding of poverty through the use of 

surveys. First used in the Breadline Britain survey of 1983, (which has roots in a 

television documentary of the same name, (Mack and Lansley 1985)), this approach 

sets out to identify which resources are seen as necessities by the general public 

at large. The most sophisticated example currently in use in the UK is the Poverty 

and Social Exclusion (PSE) research programme funded by the Economic and Social 

Research Council (ESRC). The first stage of the process is to test societal attitudes 

towards a large range of material and social resources through the use of a 

questionnaire. Those items identified as essential by the majority of respondents 

are considered to be 'necessities'. A sensible break point in the data is then derived, 

which corresponds to the lack of a particular number of these necessities, and (after 

being matched to an income level) serves as a poverty line. The methodology is 

inspired by Townsend’s theoretical work and tries to capture the spirit of social 

exclusion. The following table is taken from the 2012 PSE Survey and shows the 

percentage of the public who agreed that the listed items were necessities. 

 

Table 2.1 Examples of necessities identified by PSE 2012 in the UK 

Example items for adults Consensus % 

Heating to warm living areas of the home 96% 

Damp-free home 94% 

Two meals a day 91% 

Visiting friends / family in hospital 90% 
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Celebrations on special occasions 80% 

A hobby or leisure activity 70% 

  

Example items for children Consensus % 

Warm winter coat 97% 

Fresh fruit and vegetables once a day 96% 

New, properly fitting shoes 93% 

A garden or outdoor space to play safely 92% 

Children's clubs or activities 74% 

Going on a school trip at least once a term 55% 

  

(Gordon, Mack, Lansley, Main, Nandy, Patsios & Pomati, 2013)  

Despite its merits of being grounded in the attitudes of the society being studied, 

a criticism of the consensus method is that it allows the comfortable majority to 

set the terms of poverty to the less fortunate minority. This is a particular problem 

in societies with large middle classes, whereby those who are essentially dictating 

the criteria of poverty are unlikely to have any direct experience of economic 

hardship. This brings to mind Chambers critique of the imposition of external 

criteria on the poor, which was the motivation for the participatory approach. This 

issue stems from an invalid assumption, as far as social constructionism theory is 

concerned, that there exists just one legitimate conceptualisation of poverty. As 

described previously, theorists such as Gramsci and Foucault problematized this 

belief by describing the dynamic processes through which rival meanings vie for 

attention through discourse. Thus, it is possible, even expected, that different parts 

of the population will hold different conceptions of poverty, and that conflicting 

ideas may even be found within the views of a single person. Research studies 

inspired by social constructionism tend to acknowledge the multiplicity of ideas 

within a discourse area and the competing meanings themselves become points of 

interest, rather than ignored as problematic deviations from the dominant view. 
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Examples of this type of study are given by Pasura et al. (2013) and Biersteker & 

Weber (1996). The most thorough treatment of poverty in this way is given by 

Spicker (1999) who identifies eleven clusters of meaning. Spicker cites the linguistic 

work of Wittgenstein (1958), a key figure in the development of social 

constructionism theory (Bloor, 1983). The crux of the argument is that different 

meanings may be spawned from each other and yet lack a single consistent thread. 

Wittgenstein describes how words naturally give rise to alternative meanings 

through the association of ideas, but once a word has splintered into several 

'clusters of meaning', there is no mechanism to ensure that all meaning are related 

to each other. The logic is as follows: 

If Meaning B has derived from Meaning A then there will by necessity be a 

common element between the two. 

Similarly if Meaning C is inspired by Meaning B then they also must be 

similar in some way. 

However, there is no imperative for Meaning A to have anything in 

common with Meaning C. 

Inspired by Wittgenstein, Spicker reviews various definitions of poverty currently in 

use and rejects the idea that there is any core meaning.  Clusters of distinct 

meaning are identified which are unrelated to each other. For example, Spicker 

suggests that there is a conceptual gap between poverty as standard of living and 

poverty as dependency. However, the argument does not hinge on whether there 

is a gap between any two of the clusters. For even if every meaning cluster is linked 

to every other in some way, the nature of that link clearly varies between the pairs, 

and this in itself is sufficient to imply that a single core, or consensus view, may 

not exist.  If these splits in meaning are along particular social lines, as opposed 

to being at random through the population, then approaches which focus on any 

particular strand are may be systematically biased towards particular segments of 

society. There are hints of this systematic difference of opinion in the PSE research 

where variation can be found in the items considered as necessities by different 

groups. Graduates, for example considered being able to make regular pension 

contributions a necessity, but not televisions, whereas this judgement is exactly 

reversed by those with no education. It seems likely that these competing meanings 

are actually informed by the same socio-economic dimensions which are 

themselves integral to the rival conceptualisations or poverty. 
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2.3.4 The mathematical approach 

A quite different approach, sometimes used in conjunction with aforementioned 

techniques, is to employ mathematical rules or statistical techniques in an attempt 

find a more objective basis for poverty status. Having produced a dataset which is 

believed to contain variables pertaining to given dimensions of poverty, a set of 

rules is typically employed to determine which households or individuals are in 

poverty. At its simplest, the union rule decrees that failure to reach a critical level 

on any one dimension may be taken to be indicative of poverty. The appeal of the 

union rule is that each dimension is given equal footing, so explicit value 

judgements appear to be avoided. This is however illusory as the decision to give 

each variable parity is in itself a value judgment. Furthermore, the approach does 

not tend to yield useful results in practice, as illustrated by a study in India in which 

the union rule identified 97% of households as impoverished based on ten variables 

(Seth & Alkire 2008). The opposite tact, which also maintains equality between 

dimensions, is the intersection rule which requires failure on each and every 

deprivation variable before a unit is adjudged to be in poverty. Predictably, this rule 

is also problematic in practice, with just 3% of Indian households identified as poor 

in the same study.  

Given the inadequacy of these simple mathematical rules, researchers have been 

drawn towards statistical techniques which can be relied upon to discriminate 

between different types of households or individuals, even with large numbers of 

variables.  Data reduction techniques such as factor analysis and principal 

component analysis (PCA) allow the data to determine the relative contribution of 

each dimension of poverty to a factor which is in turn used as a type of poverty 

index (Ram 1982). Weights are assigned to variables in accordance to the extent to 

which they explain the variance in the data, having taken the correlation between 

variables into account (Bibi 2005). This approach was favoured by Townsend to 

reduce huge datasets of social exclusion variables without having to make explicit 

value judgements. It can also be seen in the work of Filmer and Pritchett (2001) 

and is more broadly applied to welfare measures by Noorbakhsh (1998).  

But the veneer of objectivity associated with the application of these statistical 

techniques is misleading. The difficult choices and value judgments involved in 

deciding upon the criteria for poverty cannot be ceded to mathematics, and this 

way of formulating poverty can also be seen as a type of value judgement (OPHI 
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2012). There is no sociological justification for giving higher weights to the 

dimensions of poverty which are most able to account for variation in the data. The 

dimensions given the highest weights by such techniques may well be deemed 

trivial in terms of societal notions of poverty. For example, an application of PCA 

to Cameroonian data places greater importance on mobile phone and TV ownership 

than it does on basic literacy and water supply, simply because they offer greater 

discriminatory power in the dataset (Njong & Ningaye 2008). It is doubtful whether 

the people of Cameroon would agree with this assessment. There is an implicit 

supposition here that there exists a latent poverty variable which will reveal itself 

as the concordant organising force behind a raft of deprivation indicators. But this 

is really an essentialist view of poverty and is incompatible with prevailing 

sociological theory which suggests that poverty is a socially constructed concept. 

The statistical techniques used may well identify factors which efficiently 

summarise the variation in a dataset, but to name these as ‘poverty’ is nothing 

more than a leap of faith.   

2.3.5 The dashboard approach 

It is this arbitrary aggregation of elements of into a composite measure that has 

inspired the dashboard approach (Ravallion 2011). The dashboard approach simply 

presents a range of deprivation indicators and then allows policy makers to take 

their own view of them. This is the general approach of the UN, in recognition that 

member countries may have different development priorities (see the 1997 Human 

Development Report (UNDP, 1997) and the 2001 World Development Report (World 

Bank 2001)). Ravallion (2001) suggests that the UN Millennium Development Goals 

are a prominent example, whereby eight goals, each with multiple measures 

attached to them, reflect a multidimensional view of poverty but the relative 

importance of the measures is unprescribed and left to the judgement of member 

states.  At the national level there is also a move in this direction, with The UK Child 

Poverty Act 2010 referencing a collection of metrics including a relative measure 

of low income and material deprivation indicators informed by the Poverty and 

Social Exclusion Survey. An alternate application of the dashboard approach is 

given by Tomlinson and Walker (2009). The dashboard approach puts the emphasis 

on policy makers rather than methodologists to decide on how to prioritise the 

various dimensions of poverty. The apparent transparency and flexibility can 

appear to make this attractive approach. The data is presented in an unaggravated 
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form which allows for the exact conceptualisation of poverty to be responsive to 

changing cultural values.  

But from another perspective, the dashboard approach is not so far removed from 

the previous four methods. The aim of each is to operationalise the concept of 

poverty. What marks the dashboard approach out is the level of (in)formality with 

which this happens (Ferreira and Lugo 2013). Instead of using a clear set of rules 

reflective of a particular conceptualisation of poverty, those interpreting the 

dashboard indicators make more ad hoc judgements about which indicators are of 

most significance. This is concerning to some degree in that it can theoretically 

allow an idiosyncratic notion of poverty to set the development agenda for a 

country. But assuming the necessary checks and balances are in place it is 

appropriate that it is appointed officials of democratically elected governments who 

make these decisions on behalf of their counties. A more serious but subtle 

argument against the dashboard approach stems from the ontological premise on 

which it rests. A clue to this is Ravallion's description of poverty as an emergent 

property of a system of deprivations. The example given is the way in which 

wetness is considered an emergent property of water molecules. But this 

comparison is fundamentally flawed. The attributes of water are based on brute 

facts around how hydrogen and oxygen atoms combine and then interact, and is 

consequently a universal physical phenomenon (Lodge 1930). By contrast, there is 

no particular reason to consider poverty to be an emergent property of one set of 

deprivations as opposed to an emergent property of another set of deprivations. 

To think of poverty in these terms runs directly counter to the understanding of 

poverty as a social construct. If poverty were an emergent property of particular 

lifestyle dimensions than the implication is that it has an innate meaning. But this 

would be an essentialist view of poverty. Alternatively, social constructionism  

suggests that poverty is a socially generated label that may conceivably be applied 

to any particular subset or configuration of deprivations depending on the cultural 

context. It is unlikely that Ravallion’s brief description of poverty is intended to 

seriously challenge the prevailing social theory on poverty, but this careless use of 

language is telling of the way in which the dashboard approach unwittingly frames 

policy issues. Despite avoiding a formal prescriptive operationalization of poverty, 

the dashboard approach still encourages policy makers to see deprivations through 

the prism of poverty.  Evaluating deprivations by reference to the poverty concept 

is detrimental to judicious decision making. The perceived contribution of various 
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deprivations to a particular conceptualisation of poverty is not a reasonable basis 

on which to make policy decisions. By focusing on the instrumental effects of a 

deprivation to a nebulous socially constructed category, attention is deflected away 

from their  intrinsic value and introduces an unhelpful source of bias into the 

decision making process.  

The sheer weight of literature and media attention constantly reinforces the notion 

that measuring poverty is a necessary and worthwhile endeavour. Sen (1976), for 

example, asserts the imperative of identifying the poor among the total population 

and quantifying the overall level of poverty numerically. In a similar vein, The 

Guardian newspaper in the UK recently ran the headline “We need new ways to 

measure poverty, UN meeting told” (Ford 2013). Whilst the hardships themselves 

are indisputably worthy of attention, the premise that attempting to operationalise 

the poverty concept is supportive of this aim can be called into question. Once the 

characterisation of poverty as a social construct is accepted, the central reason for 

measuring it falls apart. It is not our collective ideas about what constitutes poverty 

which is of primary concern. Whether or not lack of education, of any other 

deprivation, falls within a particular understanding of poverty is not of substantive 

interest. The poor do not suffer from social concepts but from the deprivations 

themselves.       

2.3.6 A deprivation led approach 

An alternate way of thinking about poverty is demonstrated through comparison 

with the concept of health. Like poverty, health is also generally considered to be 

a socially constructed (Freidson 1970). As with the difficulty of settling on a 

justifiable criterion of poverty, there are no hard and fast rules for making overall 

evaluations of health. For example, epilepsy is considered a gift from the gods to 

the Hmong people of Laos and as a maladaptive disorder in the West (Fadiman 

2000). Note that this difference does not only rest on an understanding of the 

neurological causes, but is indicative of value judgements on the societal merit of 

the behaviours induced. In the language of social constructionism , the institutional 

facts on which the construct of health are based are subject to change. Indeed, the 

changing conceptualisation of health over time, from place to place, and by social 

group is well documented (Labisch 1985, Bury 2005). Given this similarity between 

the two concepts, it is striking that there have been relatively few attempts to 

comprehensively operationalise health. Occasional moves in that general direction, 



 

47 

 

such as the Manchester Short Assessment of Quality of Life (Priebe, Huxley, Knight 

& Evans, 1999), tend to have specific applications and are not truly intended to be 

universal measures of health. Likewise, policy makers do not naively ask what 

proportion of the population are 'unhealthy', but draw on a wide range of indicators 

depending on the particular nature of their interest. The World Health Organisation 

does not publish a ‘health index’, or claim that the World Health Report represents 

the concept of health in its entirety, it instead produces a raft of indicators and 

highlights diseases or conditions which may be of particular concern. Undoubtedly, 

some measures such as life expectancy or self-reported quality of life are wider 

than others, but are not interpreted as comprehensive indicators of health. The 

folly of attempting to assess heart disease against schizophrenia, or evaluating 

reproductive health against longevity seems immediately apparent. Yet this is 

arguably the nature of the task that faces those attempting to operationalise 

poverty. Despite lacking the ability to measure health in its entirety, hospitals 

function, doctors are able to treat their patients, and health remains a vibrant area 

of research. Not only is the nebulous nature of the health concept acknowledged, 

but there is a realisation that it is the conditions beneath the construct which are 

truly worthy of attention, rather than the label given to them. Where policy makers 

or health professionals do have to make trade-offs over resource allocation or 

competing patient needs, they tackle the complex moral issues directly rather than 

evoking the woolly concept of health.  

The example of health shows a workable model for how poverty can be approached 

without the need to operationalise the concept into a measure. The value of decent 

wages, good education, social connections, access to medical care and any number 

of other deprivation indicators are not in question. They are justifiably areas of 

interest for policy makers and academics without recourse to the idea of poverty. 

Where resources must be attributed between policy areas, a wide range of social, 

political, economic, cultural and moral issues may be considered, but looking at 

the problem through the distorting lens of a particular conceptualisation of poverty 

is of little use. This is not to suggest that deprivations should be considered in 

isolation and out of context. The work of Coates and Silburn (1970) and Mack and 

Lansley (1985) draws attention to interrelated networks of deprivations and how 

the concurrent occurrence of hardships can have a multiplicative effect.  But if the 

absence of a precise conceptualisation is not a bar to analysing the connections 

between ailments in health studies then neither should it be in poverty studies. 
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Atkinson and Lugo (2010) show that simple Venn diagrams are an effective but 

underused tools for visualising the overlap between deprivations, whereas more 

advanced techniques analyse the coupla functions of joint distributions (Decancq 

2009). Alternatively, multivariance stochastic dominance measures can be used to 

indicate the extent to which the distribution of one deprivation dominates another 

(Duclos et al. 2006). An overview of these techniques and others is given by Ferreira 

and Lugo (2013).  

Just as certain health measures, such as life expectancy, cut across several health 

conditions so certain deprivation indicators may be more far reaching than others. 

Here an argument is made that 'money-metrics' have some special qualities that 

allow then to play a similar role within the poverty research as life expectancy does 

within the health field. Money-metrics is an umbrella term which includes income, 

consumption and any other monetized measures of wealth. Often these measures 

are adjusted for inflation or exchange rates so as to allow comparisons of 

purchasing power over time and between countries. The key feature of money 

metrics is that instead of relating to particular necessities, they are reflective of a 

more general ability to acquire goods and services. Whilst this is a rather banal 

statement to make, its importance should not be overlooked. By definition, there 

is no other indicator which can demonstrate purchasing power quite as directly as 

money-metrics. The use of money-metrics goes some way to negating the need to 

make value judgements as to which goods and services are most important. This 

is because people, at least in theory, make their own choices on how to spend their 

money in accordance with their own wants and needs. Money-metrics can therefore 

encompass a multiplicity of value systems, even if these are diametrically opposed 

to each other. There is no need for theorists to decide whether having a mobile 

phone is more important than owning a winter coat, given limited money, people 

will make their own evaluations of the relative merit of goods. Money-metrics also 

reflect the fact that certain goods and services are more difficult to acquire than 

others. The actual cost of goods is hugely relevant and is oddly absent from the 

more 'progressive' measures of poverty discussed in this chapter. Having access to 

the internet may well be seen as more of a necessity than home ownership based 

on a social exclusion rationale, but to then adjudge that owning a house but lacking 

internet access represents more of a deprivation than the reverse ignores the 

massive exchange value of a house compared to the cost of securing of internet 

access. A house is more desirable than a laptop not because it itself contributes 
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more to well-being, but simply because it is worth more money and therefore 

provides more purchasing power. Uniquely, money-metrics take this into account 

and essentially weight items by their exchange value. This provides a type of 

solution to the problem of how best to aggregate different deprivation indicators 

into a single index.   

The classic refutation of money-metrics challenges the assumption of the rational 

actor; that consumers always act in their own long term best interests. This can be 

starkly demonstrated by considering the impact of disorders, such as drug 

addictions, on how individuals may spend their money. Perhaps a more 

commonplace barrier to rational decision making is lack of knowledge about 

purchasing options. Although advertising and other corporate communications 

ostensibly provide information about products, their form can make direct 

comparisons between products difficult and largely dependent on the ability of the 

consumer to decode these messages. For example, the complexity of utility bills is 

thought to be a barrier to switching suppliers. The rational actor assumption also 

falls down when the social relations within which people are imbedded are taken 

into account. Take, for example, family groups in which a dominant head of 

household controls the budget. The agency of dependents (typically women, 

children and the elderly) can be compromised and their needs and wants may not 

be reflected in household spending patterns. But these issues can be acknowledged 

without undermining the basic premise that there is a general tendency to secure 

core items, such as food, before expensive luxuries. So whilst it is an 

oversimplification to say that purchasing decisions are an accurate representation 

of value systems, they remain a decent barometer of the way in which competing 

wants and desires are prioritised.  

A limitation to money-metrics is that they are only really relevant to goods and 

services bought on the open market. This is an area of particular frustration in the 

US, which has historically been more reliant on money-metrics than is typical in 

Europe. As alluded to previously, the US poverty measure was developed by 

Orshanksy in the 1960's and is based on household income. However, this focus 

on goods bought on the free market does not adequately account for the cost of 

childcare, healthcare, work expenses, and taxes and ignores non-income sources 

of wealth such as food stamps and tax credits (Phillips 2014). A modified indicator, 

known as the 'Supplemental Poverty Measure' is designed to fix these issues, but 
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there are many other aspects of life which lie outside the remit of the market and 

so have no obvious monetary value or cost.  

Some methodologists (see Ferreira and Lugo, 2013) suggest that the money-metric 

approach should be extended as widely as possible through the use of 'shadow 

prices'. Shadow prices estimate what the value of various elements of wellbeing 

would be if they were traded on the free market. For example, Powdthavee (2007) 

estimates of the theoretical monetary value of social relationships. Whilst shadow 

prices can be a useful device to illustrate the substantial value of facilities which 

are otherwise taken for granted, it is unclear as to whether the extension of money-

metrics in this way results in an improved deprivation indicator. Shadow prices 

rarely have the same credibility as their counterparts set by market forces. But even 

when shadow prices are accepted as realistic estimates, the very fact that the items 

they pertain to are not available on the open market is significant. Whereas 

commercial products are generally freely traded to those who have the money, 

access to non-market goods can depend on other factors. For example, economists 

could theoretically derive a shadow prices for 'a sense of belonging', which would 

be consistent with Townsend's social exclusion agenda, but an individual cannot 

go to a shop and buy this. Even something more tangible, like access to green 

spaces, cannot be directly bought, but may only be accessed through living in a 

certain location of having a means transport. It can only be acquired indirectly as 

part of a bundle of lifestyle goods. In such cases the actual cost of securing the 

item may be out of kilter with its value. It is these supply issues which 

fundamentally limit the money-metrics to items which are commoditised. Even 

goods and services which are generally assumed to be within the free-market can 

be subject to supply issues. For example, the true cost of acquiring internet access 

for those living in a remote community is many times greater than the market price. 

Despite only having true relevance for commercially traded goods, the qualities of 

money-metrics make them a powerful indicator of general prosperity. Martin 

Greeley (1994) states that only once absolute income poverty has been eradicated 

should other measures of well-being be considered. The logic being that as levels 

of destitution increase, the importance of money-metrics over other indicators 

actually becomes greater. For example, income is likely to be of more direct 

relevance than educational level when fulfilling the most basic needs such as food, 

clothing and shelter.  Money-metrics also lend themselves to comparisons over 

time and place more naturally than other measures as they allow for the specific 
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goods and services bought to change whilst maintaining the general idea of 

purchasing power. Finally, the widespread use of money-metrics in itself provides 

a pragmatic reason for its continued use. This is, in part, because the use of money-

metrics in historical works makes comparative studies possible, but also because 

the familiarity of policy makers with such measures creates a sense of confidence 

and validity. 

Money-metrics are often deployed in conjunction with various conceptual 

approaches.  For example, in his empirical work Townsend uses income as a proxy 

for ownership of the resources necessary for social exclusion in order to determine 

relative poverty. This simplifies the complex calculation of assessing the net worth 

of all assets and liabilities. Likewise, self-report measures can be modified so that 

participants are asked to calculate a level of income sufficient for their family needs, 

which can then be compared to the actual family income. When backed by social 

theory in this way there is a tendency to label the resulting money-metrics as 

‘poverty measures’. This is somewhat misleading. To illustrate the inadequacy of 

money-metrics to operationalise poverty, consider that the only discernable 

difference between radically different conceptualisations of poverty in these cases 

is the placement of the poverty line at a particular monetary level. There are studies 

which explicitly show that money-metrics can be uncorrelated to other deprivation 

indicators, and under some conditions, may even move in the opposite direction 

(Adams & Page, 2001). The tendency to imply that monetary measures are 

indicative of the poverty concept in its totality has led to accusations that money-

metrics are inappropriately reductive. The process by which money-metrics have 

overshadowed other deprivations indicators is shrewdly described by Chambers. 

“In much professional discourse the narrow technical definition colonizes 

the common usage. Income-poverty starts as a proxy or correlate for 

other deprivations but then subsumes them. The classic pattern in erudite 

analysis is to start with a recognition that poverty is much more than 

income or consumption but then to allow what has been measured to 

take over and dominate”. 

(Chambers 1995, p.180) 

This criticism is entirely justifiable but it is important to distinguish between the 

qualities of the measure itself and the way in which it is promoted or interpreted. 

It is counter-productive to dismiss money-metrics on the grounds of what they are 
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not rather than what they are, particularly given that money-metrics are a 

somewhat wider measure than most deprivation indicators. Despite the 

unfortunate tendency to mislabel money-metrics as poverty measures, 

development organisations and governments are perhaps more sophisticated than 

Chambers gives them credit for.  It has for some time been customary to 

acknowledge that money-metrics are not a substitute for all other deprivation 

indicators. For example, the 1997 Human Development Report (UNDP, 1997) 

highlights several welfare areas as being poorly represented by money-metrics, 

including social integration, nutrition and education. Consulting money-metrics, as 

with any other specific deprivation indicator, is entirely consistent with a complex 

and nuanced view of poverty, so long as there are no illusions that any particular 

measure offers a comprehensive operationalization of the poverty concept.  

2.4 Concluding remarks 

Poverty is a frequently cited example of a social construct in that its definition relies 

largely upon socially generated 'institutional facts' based on tacit understandings 

between individuals, rather than 'brute facts' which are anchored in the physical 

world. There is potential for misinterpretation here, and it is important to be clear 

that it is the conceptualisation of poverty which is the subject of social 

constructionism analysis, rather than the hardships themselves. Despite 

acceptance at a theoretical level, the implications of social constructionism are 

rarely followed through. Doing so provides an interesting critique of attempts to 

measure poverty, and even calls into question the value of the endeavour itself. 

Whilst theorists such as Townsend and Sen have proposed useful definitions of 

poverty at a macro level, the contingent nature of social constructs inevitably limits 

the degree of specificity which can be provided. Both Townsend and Sen rely on 

secondary concepts (social exclusion and basic capabilities, respectively) which 

themselves depend on institutional facts. Despite this apparent impasse, there are 

several innovative suggestions for bridging the gap between theoretical concept 

and operationalised measure. Five such approaches are discussed, but each has its 

flaws. 

The participatory approach, with its emphasis on cooperative engagement with 

different social groups, has the potential to elucidate the wide variety of ideas 

which exist about poverty. But claims that it can bring forth an authentic voice, in 



 

53 

 

which the poor outline the characteristics of poverty in their own words, are 

problematic. It unclear how the poor can possibly be empowered to set the terms 

of poverty before being first identified through some alternative method. The 

subjective approach treats poverty as a state-of-mind rather than a shared 

understanding between individuals. This runs counter to social constructionism 

theory which stresses the role of tacit social agreements in the formation of 

institutional facts. As a consequence of this, the subjective approach gives equal 

credence to all self-reported claims of poverty, regardless of differences in material 

wealth. The consensus approach taps into the collective nature of meaning creation, 

but its valorisation of the dominant conceptualisation is too simplistic. Social 

constructionism theory suggests a more complex process in which meanings 

fragment and vie for attention in public discourse. Distinct notions of poverty may 

predominate in different societal groups, all of which have their own validity. As a 

result of this, the consensus approach tends to bias towards middle class values 

and away from the concerns of those actually suffering from deprivations. An 

apparent panacea for the difficulties of selecting and prioritising the dimensions of 

the poverty is the statistical approach, particularly the use of data reduction 

techniques such as PCA and factor analysis. But the decision to weight variables by 

their ability to explain variance in a dataset is itself a value judgement, and not one 

supported by any sociological theory. Indeed, the treatment of poverty as a latent 

variable seems to conflict which social constructionism theory which argues against 

the existence of a core underlying meaning. These data reduction techniques can 

lead to great importance being placed on aspects of life that would otherwise be 

considered trivial. The dashboard approach, which simply presents a range of 

indicators in disaggregated form, appears to be a far more transparent and flexible 

approach. The aim is still to operationalise poverty, but in a less prescriptive way, 

with the imperative for making trade-offs between deprivations moved away from 

the methodologist and towards the end user of the data. Yet this only serves to 

make clearer the redundancy of the poverty concept in making policy decisions. 

Looking at subsets of indicators as and when they are relevant to particular issues 

is already the modus operandi of governments and development organisations, 

and nothing is added by branding these under the title of poverty. To do so 

suggests that evaluations of the relative importance of deprivations must be 

justified by reference to the overarching issue of poverty.  
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Attempts to measure poverty inevitably leave themselves open to criticism due to 

the characteristics of social constructs. But at a more fundamental level, seeing 

deprivations through the prism of poverty is itself counterproductive. Elevating the 

construct of poverty above the deprivations themselves is back-to-front and 

suggests a misunderstanding of the concept. Deprivations cannot be symptoms of 

the underlying condition of poverty. Rather, poverty is a shorthand or category 

label to refer to an unspecified set of deprivations. The particular deprivations 

which may or not come beneath this umbrella term, according to one source or 

another, is largely inconsequential. An analogy with 'health' is used to demonstrate 

an alternative approach, where the concept takes a backseat to the actual 

conditions suffered. Traditionally, this has also been the way in which deprivations 

have been handled; low pay, levels of education, homelessness, poor nutrition, and 

countless other hardships have always demanded the attention of academics and 

policy makers without evoking the idea of poverty. Political parties do not sweep 

to power with vague promises about poverty, but with specific commitments to 

building houses, raising wages and improving the health and education system. 

However, a legitimate interest with multidimensionality, taken to mean the 

interconnected nature of deprivations and their multiplicative effects, has led to 

the promotion of the poverty concept in sociological and public policy debate. 

Social constructionism provides a counterweight to this by providing a robust 

defence of the traditional deprivation-led approach which is often lacking from the 

debate. 

In the work that follows, a deprivation-led approach is used. The focus is on 

estimating deprivation indicators as accurately as possible in challenging 

conditions; where sample size is small and standard statistical assumptions fail. 

Both continuous and discrete (binary) measures are looked, so these methods can 

be applied to a wide range of deprivations indicators. Due to their predominance 

and unique qualities, money-metrics are often used to illustrate the performance 

of the methods. The added complication of a poverty line and skewed distributions 

also make money-metrics particularly worthy of methodological attention, but the 

core techniques are equally applicable to other deprivation measures. 
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Chapter 3:  Estimating poverty parameters 

where the underlying measure is 

continuous 

3.1 Poverty mapping and the small area estimation 

problem 

There are good reasons to be interested in the disaggregation of deprivation 

indicators by geography. Firstly, aid and development initiatives are administered 

locally. A clear understanding of the spatial distribution of deprivations throughout 

a country is vital in designing well targeted welfare programmes. Related to this is 

the necessity to evaluate development initiatives at an appropriate level of 

geography; reliable evaluation takes on a heightened political relevance in the case 

of overseas aid programmes, where there can be much scepticism of the 

effectiveness of third-party delivery of schemes in distant lands. Secondly, the 

geographic disaggregation of deprivation indicators is necessary because systems 

of governance and spheres of political power are divided along geographic lines. 

Even in a relatively centralised country such as the UK, considerable power is 

devolved to local authorities. Local councils cannot be expected to make informed 

decisions, and cannot be held to account by their constituents, if basic statistics 

about the quality of life in that area are not accurate. Thirdly, deprivations often 

have localised causes or explanations. The vagaries of environment, geology, 

climate, natural resources, infrastructure, the clustering of industry, geopolitics 

and local culture can create geographical disparities in wealth and welfare. Once 

geographic inequalities appear, market mechanisms and social stratification can 

magnify and entrench differences to the extent that deprived and affluent 

communities can develop side-by-side, despite only minor differences in the initial 

conditions. In other words, it is not coincidental that deprivation often has a 

geographic dimension.   

Given this interest in the spatial distribution of deprivation indicators, thematic 

maps have long been a popular policy tool. The use of thematic maps to visualise 

data is an instinctive and efficient way to absorb large amount of information 

regardless of numerate literacy, and may allow for complex patterns to be detected. 
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For example, when John Snow (1855) plotted cholera deaths on a street map of 

London in 1854 he noticed a pattern around water pumps and correctly 

hypothesised that the disease was waterborne, rather than carried in the air as was 

previously believed. Some such thematic maps have become known as ‘poverty 

maps’, the first of which is considered to be Charles Booth’s of London in 1898/9 

(Booth, 1892-7).  

As discussed in the previous chapter, the actual deprivations depicted under the 

label of ‘poverty’ can vary somewhat. In this thesis a compromise is used which 

maintains the naming convention but avoids confusion by incorporating the name 

of the deprivation being shown, for example, ‘income-poverty’ or ‘water-poverty’. 

In addition to their use in development initiatives and the governance process, 

poverty maps can be used as the basis of risk maps produced by environmental 

scientists and a range of other secondary functions; some interesting case studies 

are provided by Snel and Henninger (2002).  

The task of producing increasingly high resolution poverty maps is synonymous 

with producing disaggregated figures for deprivation indicators at increasingly fine 

geographic levels. But this process of disaggregation is made problematic as the 

information needed to calculate deprivation indicators is frequently not available 

for the whole population. Whilst census data provides good coverage of the 

population, questionnaire length is limited and so basic demographics take 

precedence over deprivation indicators. There is also a growing reluctance in some 

nations to allow the state to hold sensitive information on citizens as a matter of 

course. Consequently, most deprivation indicators must be estimated from sample 

data, and governments typically draw on a raft of official surveys. These surveys 

are typically designed and resourced so that the sample size and makeup allows 

for accurate estimates of indicators to be made the major geopolitical units; from 

the nation as a whole to the main administrative subdivisions. However, it is rare 

that sample size stretches far enough to allow for estimates to be confidently made 

at the level of disaggregation required for a satisfactory view of deprivation. To 

achieve this, it is necessary to reach the lowest level at which deprivation clustering 

occurs. From a governance perspective, there is value in at least reaching the lowest 

level of meaningful geopolitical division at which votes are cast and programmes 

are delivered. The degree of desirable disaggregation required will therefore vary 

depending on context, but can potentially be down to a couple of thousand or 
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hundreds of households, which is some way below the level that national surveys 

are designed to produce estimates for. 

To illustrate the nature of the problem, take the simple case in which the target is 

to estimate the average value of the continuous variable 𝑦 in area 𝑘, denoted by �̅�𝑘. 

The value of 𝑦 is only observed for a randomly sampled subset of units of size 𝑛𝑘, 

from the total area population size of 𝑁𝑘. A straightforward approach would be to 

use the sample data to calculate an estimate of the area population mean;  

�̂̅�𝑘 = 1
𝑛𝑘

⁄ ∑ 𝑦𝑖𝑘
𝑛
𝑖=1 , 

(3.1) 

where 𝑖 = 1, … , 𝑛𝑘. This approach, based solely on sample data from the small area, 

is known as a direct estimator. Although the direct estimator in this basic form is 

not usually ascribed to an author, it is sometimes referred to as the Horvitz-

Thompson estimator (1952), though this technically refers to a more complex 

estimator (including inverse probability weights) than that presented in 3.1. 

 So long as values 𝑦𝑖𝑘, 𝑖 =, … , 𝑛𝑘, are randomly sampled from the population units, 

𝑖 =, … , 𝑁𝑘 , �̂̅�𝑘 is an unbiased estimate of �̅�𝑘. No matter how small the sample size 

𝑛𝑘  becomes, the estimate �̂̅�𝑘  remains unbiased. However, when sample size 𝑛𝑘 

becomes very small, the direct estimator can become unreliable. If the inclusion or 

exclusion of one or two influential data points in the sample can make a marked 

impact on the value of �̂̅�𝑘, the estimate cannot confidently be used. In an extreme 

case, where 𝑛𝑘 = 1, the direct estimate �̂̅�𝑘 would be determined by a single unit. In 

such instances, the direct estimates are said to have high variance. By this, it is 

meant that if multiple samples of small size 𝑛𝑘  could be drawn, and a direct 

estimate �̂̅�𝑘 calculated from each, the variance between these estimates is expected 

to be high. In addition to the potential high variance of direct estimates, an issues 

also presents itself where area sample size, 𝑛𝑘, is 0. In such cases, a direct estimate 

can simply not be made. This is a very real concern as it is not uncommon for 

nationwide surveys to employ some form of cluster sampling in order to reduce 

field costs.  

The area of statistical enquiry known as Small Area Estimation (SAE) is a response 

to these problems. In this terminology, an area is not considered ‘small’ because 

of its geographic span, but because rather because the associated sample size is 

too small to produce reliable (i.e. low variance) direct estimates. Ghosh and Rao 

(1994) and Pfeffermann (2002, 2013) both provide good overviews of SAE methods. 
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The breadth of these works is not reproduced here, the focus is instead on the 

basic principles which will gradually be developed into some selected complex 

methods.  

Let us begin then by exploring alternative solutions to the simple problem already 

introduced of estimating �̅�𝑘 . The previous approach of calculating direct estimates 

potentially produces unacceptably high variance due to the small sample size 𝑛𝑘. 

One idea would therefore be to calculate the average of a larger district which 

encompasses area 𝑘, and to simply use this overall district estimate for the area 

estimate �̂̅�𝑘. Assuming that some of the other areas within the district contribute 

sample units, the aggregate district sample size is greater than the area sample 

size 𝑛𝑘 and so a more stable estimate with lower variance can be obtained. This 

approach has a further advantage as estimates can now be made for areas which 

have a sample size of 0, so long as some of the areas within the district have been 

sampled. Despite these features, the shortcomings of this ‘pooled’ approach is 

apparent. In attempting to achieve low variance estimates, the desired level of 

disaggregation has essentially been sacrificed. If the true value of �̅�𝑘 is atypical of 

the district within which it sits then the pooled estimate may be biased. As with the 

direct method, the pooled estimate is not generally attributed to a specific author, 

but an early application of a similar approach is given by National Centre for Health 

Statistics (NCHS, 1968) and Gonzalez (1973) also provides an overview. 

But although this pooled approach is a rather blunt instrument for estimating small 

area parameters, it nevertheless contains a useful idea. The concept of leveraging 

sample size from other areas is fundamental to more sophisticated SAE methods. 

This principle is often referred to as ‘borrowing strength’, although the exact form 

this ‘borrowing’ takes can vary depending on the method.  

3.2 A synthetic approach 

The synthetic approach is quite different from the two methods given so far and 

requires the problem to be seen from a broader perspective. Synthetic approaches 

are discussed by Pffefermann (2002, 2013) and Rao (2003), though the basic 

model-based approach described here is not generally ascribed to a specific author, 

but could perhaps be labelled as a restricted application of the Battese, Harter and 

Fuller approach (1988). Instead of considering each area in isolation, suppose that 

the ultimate objective of a model-based approach is to provide a complete picture 
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across a large number of areas, 𝐾, as would be required for the construction of a 

poverty map. Whilst this may appear to make the problem more difficult, it in fact 

opens up some new possibilities. Seen from this perspective, a given small area 

parameter is part of a larger system and the success of the estimation procedures 

is evaluated across a set of estimates. Model-based approaches attempt to reflect 

this system by approximating the data generating processes which eventually 

produce the small area parameters. For instance, it may be speculated that the data 

is generated from a particular distribution around the population mean. The 

proposed model can also be made more complex through the inclusion of 

covariates which may account for some of the variation in 𝑦. An example of a simple 

finite population model which links the covariates, 𝐗, to the variable of interest, 𝑦 

is 

𝑦𝑖𝑘 = 𝐗𝑖𝑘𝛃 + 휀𝑖𝑘, (3.2) 

where 𝑖 = 1, … , 𝑁𝑘 and 𝑘 = 1, … , 𝐾. The relationship between the covariates, 𝐗𝑖𝑘, and 

welfare value, 𝑦𝑖𝑘, is described by the regression  coefficients, 𝛃. Let us assume for 

now that error terms, 휀𝑖𝑘, 𝑖 = 1, … , 𝑁𝑘 , 𝑘 = 1, … , 𝐾, are independently and identically 

distributed (iid) and follow a Normal (Gaussian) distribution, 휀𝑖𝑘~𝑁(0, 𝜎𝜀
2), where 𝜎𝜀

2
 

is the variance of the errors.  

Assuming a unit-level model is to be employed, the elements, 𝐗𝑖𝑘, and 𝐗𝑖𝑘𝛃, must 

be enumerated for 𝑖 = 1, … , 𝑁𝑘 , with 𝑘 = 1, … , 𝐾. To begin with, sample data, 𝑠, is 

required. The sampled units must not only provide values of 𝑦𝑖𝑘, but also values of 

covariates 𝐱𝑖𝑘, 𝑖 = 1, … , 𝑛𝑘, 𝑘 = 1, … , 𝐾. Given such data can be sourced, the value of 

the unknown regression parameter 𝛃 can be estimated using ordinary least squares 

(OLS) or maximum likelihood estimation (MLE). So long as the total sample size 

across all areas is large, the estimate �̂� is expected to have low variance. 

Thus far, a model has been posited which is assumed to describe the data, and an 

indication of how of the regression parameters can be estimated from sample data 

has been given. But another source of data is required before synthetic small area 

estimates can be made. Data which indicates the value of the covariate values 

across the population, and not just those units in the sample, is required before 

the estimated model parameters can be used for predictive purposes. Where the 

target parameter is small areas means, the overall small area averages, 𝐗𝑘, 𝑘 =

1, … , 𝐾, for each covariate is sufficient. However, for the more complex small area 
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statistics described later in section 3.5 covariate data, 𝐱𝑖𝑘, is required for each unit 

in the population, 𝑖 = 1, … , 𝑁𝑘 ,  𝑘 = 1, … , 𝐾.  Whilst this can amount to a substantial 

data requirement, it is normal for nation states to possess some amount of 

demographic data for their population at either the household or individual level. 

Although the datasets sources mentioned previously (Census, administrative 

records) may not provide deprivation data, they would be expected to contain a 

rich array of demographic data.  

Given that a set of covariates can be obtained, synthetic estimates can be made. 

Using the estimate �̂� and the mean area covariate values, �̅�𝒌 = 1
𝑁𝑘

⁄ ∑ 𝐗𝑖𝑘
𝑛
𝑖=1 , for 𝑖 =

1, … , 𝑁𝑘, where the estimates of the small area means can be given as  

�̂̅�𝑘 = �̅�𝒌�̂�, 
(3.3) 

for 𝑘 = 1, … , 𝐾 . The approach is described as ‘synthetic’ as it relies entirely on 

predicted values rather than the observed values in the sample.  

The synthetic estimator potentially has some advantages over the two previous 

approaches, the direct and pooled estimators. The synthetic estimates are 

expected to have lower variance than the direct estimates because strength is 

borrowed from other areas in order to estimate the regression coefficient 𝛃 . 

Conversely, the synthetic estimates may experience less bias than pooled estimates 

as there is not the same assumption of homogeneity between areas in a region. 

The prospect of achieving small area estimates with lower variance than direct 

estimates and with less bias than pooled estimates makes the synthetic approach 

attractive.  

In the form given above, the regression coefficients are fixed across areas. That is 

to say, the relationship between the covariates and the response variable is 

assumed to be constant from area to area. Consequently, it is only through 

differences in the covariate data, after averaging by area, that variability between 

the small areas can be reflected. The accuracy of the approach is therefore highly 

dependent on the quality of covariate data available. Given the difficulties in 

obtaining covariate data which is in both the survey and the census/administrative 

records, the explanatory variables cannot be expected to sufficiently account for 

the variability in the response variable between areas. The bias resulting from this 

limitation tends to manifest itself is quite a specific way. Synthetic estimates can 

be pulled in towards the overall population average and true variability between 
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areas may not be accurately reflected in the estimates. In such a circumstance, the 

model itself could be invalid as the error terms 휀𝑖𝑘 , 𝑖, … , 𝑁𝑘, 𝑘, … , 𝐾 may become 

correlated within areas. 

A straightforward way of addressing this is to represent area membership in the 

model through additional explanatory variables, here shown as the design matrix, 

𝐙𝑘 , which contains indicator (i.e. binary variables) variables signalling area 

membership;  

𝑦𝑖𝑘 = 𝐗𝑖𝑘𝛃 + 𝐙𝑘𝛃𝒌 + 휀𝑖𝑘, (3.4) 

where 𝑖 = 1, … , 𝑁𝑘, 𝑘 = 1, … , 𝐾 and 휀𝑖𝑘~𝑁(0, 𝜎𝜀
2). This approach can work well when 

there are a small number of areas each with a large sample size. However, in small 

area estimation the situation is typically reversed, with a large number of areas 

each with small (or zero) sample size. In this situation the model risks becoming 

over fitted. When estimated, the regression coefficients associated with the 

indicator variables, 𝐙𝑘𝛃𝒌, may have high variance as only the subsample from the 

relevant small area, 𝑛𝑘, is used in the estimation process. The advantages gained 

by ‘borrowing strength’ which led to the low variance estimates of the universal 

regression coefficients 𝛃 are lost in the estimation of the area specific coefficients, 

𝛃𝒌. This presents something of a quandary, as when the information which exists 

in the sample about area membership is ignored, the area estimates suffer from 

bias. Conversely, when area specific estimates of parameters are made their high 

variance makes them unreliable. 

3.3 Composite estimators 

Once again, there is a need to find a middle ground between a high variance and 

high bias approach. Composite estimators (NCHS, 1968; Royall, 1973; Gonzalez, 

1973; Ericksen, 1973; Schaible, 1978) try to strike a balance by constructing a 

weighted average between synthetic and direct estimates. Composite estimators 

can take any number of forms, but the basic approach remains the same; 

𝛿𝑐𝑜𝑚.𝑘 = 𝑤𝑘�̂�𝑑𝑖𝑟.𝑘 + (1 − 𝑤𝑘)�̂�𝑠𝑦𝑛.𝑘, 
(3.5) 

where the direct estimate of small area 𝑘 is denoted by 𝛿𝑑𝑖𝑟.𝑘 and the synthetic by 

𝛿𝑠𝑦𝑛.𝑘, with 𝑤𝑘 a specified weight associated with area 𝑘 and 𝑘 = 1, … 𝐾. By allowing 

synthetic estimates to be pulled some way towards their corresponding unbiased 
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direct estimates, a composite estimator attempts to maintain the low variance of a 

synthetic estimator whilst diminishing the bias. Clearly, a critical decision here is 

the value the of the weight, 𝑤𝑘.  Ideally, a value would be found which minimizes 

the mean squared error (MSE) of an estimator. The MSE takes into the account both 

the variance and bias of an estimator with respect to the unknown parameter of 

interest,𝛿;  

𝑀𝑆𝐸(𝛿) = 𝑉𝑎𝑟(𝛿) + (𝐵𝑖𝑎𝑠(𝛿, 𝛿))
2
. 

(3.6) 

Selecting the optimal value of 𝑤𝑘 to minimize MSE is quite complex and requires 

the sample size of each small area, 𝑛𝑘, 𝑘 = 1, … 𝐾, and the variance of the outcome 

variable, 𝑦, both within a small area and between the small areas to be taken into 

account. However, an elegant solution which does just this is to employ a nested 

error model, such as a random effects model (Fisher, 1919; Henderson, 1953). 

Random effects models do not require the weights to be stipulated in advance but 

essentially estimate minimum square error weights during the fitting process. 

Indeed, it is not immediately apparent that the use of random effects models in 

SAE are a form of composite estimator, and may be mistaken for synthetic 

estimators, but on closer inspection it can be shown that they encapsulate the idea 

of striking an efficient balance between a synthetic and direct estimator. 

3.4 Using random effects models for small area 

estimation 

As with the synthetic approach a model is assumed for the population (Battese, 

Harter & Fuller,1988); 

𝑦𝑖𝑘 = 𝐗𝑖𝑘𝛃 + 𝑢𝑘 + 휀𝑖𝑘, 
(3.7) 

where,  𝑖 = 1, … , 𝑁𝑘, 𝑘 = 1, … , 𝐾, 𝑢𝑘~𝑁(0, 𝜎𝑢
2), and 휀𝑖𝑘~𝑁(0, 𝜎𝜀

2). A modification from 

the standard linear model is the inclusion of the area parameter, 𝑢𝑘, for 𝑘 = 1, … , 𝐾 

which captures the variability between areas. Functionally, 𝑢𝑘, play a similar role to 

the area effects in Equation 3.4; 𝐙𝑘𝛃𝑘. However, the estimation of 𝑢𝑘, known as 

random effects, is quite different to that of standard regression coefficients, which 

are known as fixed effects in this context in order to differentiate them. As 

discussed, the estimation of fixed effects for each area, 𝐙𝑘𝛃𝑘, 𝑘 = 1, … , 𝐾, can be 

unreliable when the area sample size 𝑛𝑘 is small. This issue is partly offset in the 
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estimation of random effects 𝑢𝑘, 𝑘 = 1, … , 𝐾. This is achieved by taking into account 

the number of observations in an area 𝑛𝑘 and the ratio of variance at the unit and 

area levels in the estimation. The random effect in area 𝑘, can be estimated as 

�̂�𝑘 =
𝑛𝑘𝜎𝑢

2

𝜎𝜀
2+𝑛𝑘𝜎𝑢

2 (�̅�𝑘 − �̅�𝑘𝛃). 
(3.8) 

So in a population in which much of the variance is between units, 𝜎𝜀
2
, as opposed 

to areas, 𝜎𝑢
2
, the estimates of the random effects �̂�𝑘 , 𝑘 = 1, … , 𝐾 , are pulled in 

towards the synthetic estimator, �̅�𝑘𝛃. Similarly, if the number of observations in a 

given area, 𝑛𝑘, is small, the estimates are again shrunk towards the population 

mean, (or more accurately the conditional mean depending on sample covariate 

values �̅�𝑘 , 𝑘 = 1, … , 𝐾 ). Conversely, random effects estimates become more 

reflective of the area specific data, �̅�𝑘 − �̅�𝑘𝛃, where the variance between areas 

accounts for a higher proportion of the total variance and where the number of 

observations in an area is large. In this way, an efficient balance is struck between 

the synthetic and direct estimator. Random effects estimated in this way are often 

known as BLUPs (Best Linear Unbiased Predictors) and were originally described by 

Henderson (1953, 1975). 

The derivation of BLUPs is somewhat more complicated than has been suggested 

here. A common approach, and that used by Henderson, is to maximise the joint 

density of the random effects 𝑢 and the dependent variable 𝑦, with respect to the 

fixed and random effects, 𝛃 and 𝑢. This therefore involves maximum likelihood 

(ML) (Fisher, 1912, 1915, 1920, 1922; see Stigler, 2007, for historical development) 

or residual/restricted maximum likelihood (REML) (Bartlett, 1937) methods which 

require an assumption about the distribution of the random effects, 𝑢, to be made. 

In most applications, the values of the variance components are also unknown and 

so another stage of estimation is required, with the subsequent uncertainty that 

brings. Where this is the case, the resulting estimates of the random effects are 

known as EBLUPS (Empirical Best Linear Unbiased Predictors) (Henderson, 1953).  

The problem can also be conceived of from a Bayesian perspective (Rao, 2003). 

From this perspective, the BLUP random effects are seen as posterior means which 

are shrunk by towards the overall population conditional mean to reflect the 

uncertainty which exists over the direct estimates. The degree of shrinkage 

depends on the available area sample size and variance components (essentially 

the intraclass correlation). From a Bayesian perspective it can therefore be said that 
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the prior distribution in this approach is generated entirely from the data. Stein 

(1955) notes that the empirical Bayes estimator will have lower risk using either a 

Bayesian (ensemble risk) or frequentist measure (MSE) than an unshrunk (i.e. 

unweighted) estimator.  

But this ‘empirical’ approach therefore represents only a limited application of the 

Bayesian method. A more comprehensive Bayesian approach would also take into 

account the uncertainty which may exist over the estimation of the variance 

components. This is typically known as the Hierarchical Bayes approach to SAE and 

allows for the allocation of an informative prior distribution to 𝑢  (Rao, 2003). 

Molina, Nandram and Rao (2014) give an application of the hierarchical Bayes 

approach to the SAE problem, specifically within the poverty context. As discussed 

later in the thesis, the use of random effects models can be problematic if model 

parameters, such as the variance components, are estimated poorly due to the 

violation of parametric assumptions. Though this thesis does not investigate 

Bayesian approaches to SAE, the methods should not be discounted by 

practitioners as they theoretically have the potential to address some of the issues 

with using random effects models in SAE. For example, the over-contraction of 

estimates caused by unwarranted shrinkage of random effects towards the 

population mean could possibly be reduced through the use on an informative prior 

(Datta and Ghosh, 2012). 

By describing the random effects as being part of a distribution, there is a 

conceptual shift between random and fixed effects. Instead of considering each 

area effect in isolation, random effects invoke the idea that a given area is one 

particular realisation of a wider population, which in turn introduces a further 

parametric assumption, 𝑢𝑘~𝑁(0, 𝜎𝑢
2). This distribution can also be thought of as a 

level 2 error distribution, with the total unexplained variance, now partitioned 

between the lower (unit) and higher (area) levels. The introduction of this new 

assumption into the estimation process should not be overlooked. If in fact the 

random effects deviate from the assumed theoretical distribution, typically taken 

to be Gaussian, the model is invalid and estimates may suffer from bias. 

The use of random effects has improved estimation in a wide range of fields, 

including genetic merits, ore reserve estimation, insurance, and noise removal from 

images (Robinson 1991). The first applications of EBLUPs to SAE problems were 

given by Fay and Herriot (1979), who deployed an area level model, and Battese, 
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Harter and Fuller (1988), who used a unit level model.  The estimated area level 

errors �̂�𝑘, 𝑘 = 1, … 𝐾, in conjunction with the synthetic regression estimates, �̅�𝑘�̂�, 

𝑘 = 1, … 𝐾, are used to make small area estimates. For example, an estimate of the 

area mean, �̂̅�𝑘, takes the form; 

�̂̅�𝑘 = �̅�𝑘�̂� + �̂�𝑘, 
(3.9) 

𝑘 = 1, … 𝐾, By directly employing  �̂�𝑘 in the prediction process, the estimation of  �̂̅�𝑘 

has been conditioned on area. This has been achieved without the need to add a 

great number of additional parameters to the model, as would be the case when 

fixed effects are added to a standard linear model to denote area membership. The 

use of random effects can be considered as a form of composite measure as, 

depending on the value of the area specific random effect �̂�𝑘 , the small area 

estimate, �̂̅�𝑘  can resemble, to varying extents, the synthetic, �̅�𝑘�̂�, or the direct 

estimate, �̅�𝑘�̂� + (�̅�𝑘 − �̅�𝑘�̂�) (Pffefermann, 2002, 2013).  

3.5 Complex poverty measures with underlying 

continuous welfare variables 

Up to this point, the discussion has focused on the problem of estimating small 

area averages. This provides a straightforward  way of describing the fundamental 

estimation challenge and allows key ideas to be introduced such as the direct and 

synthetic estimators, the balance between bias and low variance in estimates, the 

notion of ‘borrowing strength’ and the way in which random effects models can be 

used to achieve this efficiently. However, the true nature of the problem can often 

be more complicated than this. The discussion therefore now progresses to look 

at the problem of estimating complex poverty measures, as opposed to means, for 

small areas. Complex measures play a particularly central role in the study of 

poverty and the increasing demand for high resolution poverty maps has therefore 

been the catalyst for innovations within this sub-discipline of small area estimation.   

The tendency for complexity in poverty measures stems from the inherent difficulty 

of applying the idea of deprivation to continuous welfare measures. Consider some 

typical continuous welfare measures, such as money-metrics, Body Mass Index 

(BMI), calorie intake, years in education, or waiting time to see a doctor. In each of 

these cases, deprivation cannot be taken to imply a complete lack of the welfare 

variable. This is far too simplistic, and in many cases that notion makes no real 
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world sense (e.g. a BMI of 0). Rather, there is some cut-off point which may be 

thought to represent a reasonable level of the welfare element, and it is those who 

fall beneath that level who are seen as deprived. At times this may be justified in 

terms of brute facts. For example, a reasonable BMI threshold may represent the 

level at which normal biological functioning is impaired. In other occasions, the 

cut-off line may represent a policy goal or be reflective of popular opinion.  

Perhaps surprisingly, some of the most widely used deprivation indicators draw 

quite arbitrary lines in the sand. The most well-known example of this is the World 

Bank’s $1.25 a day poverty line. Many other money metric measures also use cut-

off points which are convenient rather than logically convincing; 60% of national 

median incomes has become a standard poverty line in recent times, but there is 

little justification for using this specific figure. Although the positioning of the 

poverty line can clearly have profound implications for the individuals which find 

themselves on one side or the other, and so perhaps subject to a particular policy 

treatment, from an analytical perspective, the designation of the line is not 

generally critical. In many cases, the overall picture of deprivation does not 

fundamentally change with slight changes to the cut-off point. In other cases 

though a single line may be too restrictive, and a family of poverty lines can be 

employed to give multiple perspectives.  

The necessity to employ poverty lines becomes clearer still when the production of 

summary statistics for geographical areas is considered. In this case, looking only 

at the average value of a welfare variable across a number of units can be 

misleading. An average reveals little about the distribution of values around this 

figure. There may be important differences between an area in which each unit is 

close to this average, and one in which a few very high values disguise the low 

values of most of the units, but this distinction would not be revealed by consulting 

area means. In such cases, a much richer indicator is to look at the number of units 

above or below certain cut-off points in the welfare distribution. When studying 

deprivation, the points of interest are usually at the bottom end of the distribution 

of the welfare variable. A useful framework for measures which depend on poverty 

lines is the class of indicators described by Foster, Greer and Thornbecke (1984). 

These are referred to henceforth as the FGT poverty measures and defined, for area 

𝑘, by 
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𝐹𝛼𝑘 =
1

𝑁𝑘
∑ (

𝑧−𝑦𝑖𝑘

𝑧
)

𝛼
𝐼(𝑦𝑖𝑘 < 𝑧)

𝑁𝑘
𝑖=1 , 

(3.10) 

where 𝑖 = 1, … , 𝑁𝑘 , 𝑘 = 1, … , 𝐾 , and 𝑧 denotes a given poverty line. The indicator 

function, 𝐼(𝑌𝑖 < 𝑧), takes the value 1 if individual 𝑖 falls beneath the poverty line, 𝑧, 

and 0 otherwise. If the weight, 𝛼, is greater than 0 the units receive larger weights 

as their distance from the poverty line increases. Any value can be selected for 𝛼, 

but this work concerns itself with two of the most common choices, where 𝛼 = 0, 

known as the Head Count Ratio (HCR) and 𝛼 = 1 , known as the Poverty Gap (PG). 

The HCR is the proportion of the population living beneath the poverty line whilst 

the PG can be interpreted the average shortfall of individuals living below the 

poverty line (i.e. the average amount of money required to lift somebody in poverty 

up to the level of the poverty line). Although the calculation is straightforward if 

the values of 𝑦 are known, estimating 𝐹𝛼𝑘 from sample data poses some additional 

problems to those considered so far. The complexity of 𝐹𝛼𝑘 tends to prevent its 

direct estimation and Tzavidis, Marchetti and Chambers (2010) note that 

estimating complex small area functions essentially requires the estimation of the 

empirical conditional distribution function (CDF) of 𝑦 in area 𝑘. Indeed, the case in 

which 𝛼 = 0 and the target parameter is the HCR is exactly equivalent to evaluating 

the CDF at point 𝑧. A two stage estimation process is generally used in which the 

conditional distribution of the welfare variable 𝑦 is first constructed before being 

used to calculate the small area statistic, 𝐹𝛼𝑘.  

3.6 Using random effects models to estimate complex 

small area parameters 

3.6.1 The World Bank approach 

The first method of estimating complex small area parameters is that of Elbers, 

Lanjouw and Lanjouw (2003). This is probably the most widespread method 

currently in use, due in no small part to its adoption by the World Bank (for example 

see Tarozzi and Deaton, 2009). For simplicity, this method is referred to as the ELL 

approach. The assumed population model in the ELL method in the now familiar 

random effects model (Equation 3.7). However, there may be a slight modification 

as it is common to model the log of the continuous variable of interest, ln 𝑦𝑖𝑘, when 

deploying the ELL approach. This transformation is typically included as the 
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distribution of economic variables are often positively skewed, though the decision 

should be informed by exploratory analysis and model diagnostics. The model 

incorporating the transformation is therefore is given as; 

ln 𝑦𝑖𝑘 = 𝐗𝑖𝑘𝛃 + 𝑢𝑘 + 휀𝑖𝑘, 
(3.11) 

where 𝑢𝑘~𝑁(0, 𝜎𝑢
2) , 휀𝑖𝑘~𝑁(0, 𝜎𝜀

2) , 𝑖 = 1, … , 𝑁𝑘  and 𝑘 = 1, … , 𝐾 . As previously, the 

model is fitted using sample data from a survey. The fixed effects, 𝐗𝑖𝑘𝛃, can be 

estimated using weighted least squares, allowing for the estimation of the variance 

terms 𝜎𝑢
2

, 𝜎𝜀
2

, through a maximum likelihood procedure. Once the variance-

covariance matrix is specified, the fixed effects can be finally estimated using 

generalised least squares (GLS).  After having made estimates �̂�, �̂�𝑢
2
 and �̂�𝜀

2
 (of 𝛃, 𝜎𝑢

2
 

and 𝜎𝜀
2
) the prediction process can begin. In the previous chapter, when the target 

of inference was the area mean, this was quite straightforward and involved simply 

adding the area specific effect to the synthetic estimator of the area mean. 

However, in order to estimate complex functions such as the FGT poverty measures 

it is necessary to estimate the distribution of units around the mean. The ELL 

method attempts to do this by using the estimated parameters to simulate 

synthetic populations composed of units;  

𝑦𝑖𝑘
∗ = 𝑒𝑥𝑝(𝐗𝑖𝑘�̂� + 𝑢𝑘

∗ + 휀𝑖𝑘
∗ ), (3.12) 

where 𝑖 = 1, … , 𝑁𝑘 , 𝑘 = 1, … , 𝐾 , 𝑢𝑘
∗ ~𝑁(0, �̂�𝑢

2) , and 휀𝑖𝑘
∗ ~𝑁(0, �̂�𝜀

2) . These synthetic 

populations are built up unit by unit to represent the size and structure of the true 

population. There are three components. The first, 𝐗𝑖𝑘�̂�, is the product of the 

covariates and fixed effects, and remains the same between synthetic populations. 

The second component is the higher level error term, 𝑢𝑘
∗
. drawn at random from a 

normal distribution , 𝑢𝑘
∗ ~𝑁(0, �̂�𝑢

2). The third component is the unit level error term, 

휀𝑖𝑘
∗

 drawn at random from a normal distribution, 휀𝑖𝑘
∗ ~𝑁(0, �̂�𝜀

2). The role of 𝑢𝑘
∗
 and 휀𝑖𝑘

∗
 

is key as they represent the dispersal of units around the expected value, E[ln𝑦𝑖𝑘
∗ ]. 

The exponent function reverses the log transformation used during model fitting. 

After having created one such synthetic population, indexed as population 𝑙, the 

FGT formulae are used to calculate the relevant small area parameters, 𝐹𝛼𝑘
∗(𝑙)

, 𝑘 =

1, … , 𝐾, for that synthetic population;  

𝐹𝛼𝑘
∗(𝑙)

=
1

𝑁𝑘
{∑ 𝐹𝛼𝑖𝑘

∗(𝑙)
𝑖∈𝑘 }, 

(3.13) 
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where 𝐹𝛼𝑖𝑘
∗(𝑙)

= (
𝑧−𝑦𝑖𝑘

∗(𝑙)

𝑧
)

𝛼

𝐼 (𝑦𝑖𝑘
∗(𝑙)

≤ 𝑧)  for 𝑖 = 1, … , 𝑁𝑘  and 𝑘 = 1, … , 𝐾 . 𝐹𝛼𝑘
∗(𝑙)

 therefore 

represents the complex parameter for small area 𝑘 in synthetic population 𝑙. The 

value of 𝐹𝛼𝑘
∗(𝑙)

 is of little interest in itself however as it is indicative of just one of a 

great many populations which could have been simulated under the model. By 

averaging across a large number, 𝐿, of simulated populations; 

𝐹𝛼𝑘
𝐸𝐿𝐿 =

1

𝐿
{∑ 𝐹𝛼𝑘

∗(𝑙)
𝑙∈𝐿 }, 

(3.14) 

 where 𝑙 = 1, … 𝐿 , the resulting values, 𝐹𝛼𝑘
𝐸𝐿𝐿

, for 𝑘 = 1, … , 𝐾 , probabilistically 

converge with the expectations of 𝐹𝛼𝑘
∗(𝑙)

, 𝑘 = 1, … , 𝐾. The use of repeated simulations 

of random sampling in this way is known as a Monte Carlo process (see Metropolis, 

1987, for a historical overview). 

The ELL method is rather more elongated and complicated than the previous 

approaches. But this is largely due to the awkwardness of estimating the complex 

FGT measures rather than representing a notable methodological development. At 

a fundamental level, the ELL approach is actually less sophisticated than the 

random effects approach described in 3.4. This becomes clear by temporarily 

stripping away the complication of the complex measures and concentrating 

instead of how an area mean, �̅�𝑘, would be estimated using the ELL method; 

�̂̅�𝑘
𝐸𝐿𝐿 =

1

𝐿
{∑ �̂̅�𝑘

∗(𝑙)
𝑙∈𝐿 }, 

(3.15) 

where 𝑘 = 1, … , 𝐾, 𝑙 = 1, … 𝐿, and  

�̂̅�𝑘
∗(𝑙)

= 𝑒𝑥𝑝(𝐗𝑘�̂� + 𝑢𝑘
∗ + 휀�̅�

∗). 
(3.16) 

In the estimation of �̂̅�𝑘
∗(𝑙)

, the individual error terms, 휀𝑖𝑘
∗

, are averaged across the 

cluster 𝑘. This average is equal to the expectation of the error value in that area, 

휀�̅�
∗ = 𝐸[휀𝑖𝑘

∗ ], and as the value of that expectation is zero, 𝐸[휀𝑖𝑘
∗ ] = 0, as specified in 

the model assumption, 휀𝑖𝑘
∗ ~𝑁(0, �̂�𝜀

2), the quantity 휀�̅�
∗
 can be disregarded. Similarly, 

the higher level errors 𝑢𝑘
∗
 also have an expectation of zero 𝐸[𝑢𝑘

∗ ] = 0 due to the 

model assumption, 𝑢𝑘
∗ ~𝑁(0, �̂�𝑢

2), and so are also anticipated have no net effect when 

averaged across 𝐿  Monte Carlo simulations. The estimation of the area mean 

ultimately rests on the fixed effects, as  𝐸[�̂̅�𝑘
𝐸𝐿𝐿] = 𝐗𝑘�̂�. This, therefore, is essentially 

the synthetic estimator described, and criticised, previously. In the more complex 
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case of estimating FGT measures, as opposed to simply the area means, the 

generated error terms and the Monte Carlo processes do play important roles in 

building up the distribution of units, which is necessary for the meaningful 

application of the poverty line 𝑧, but this does not alter the fact that the ELL method 

is fundamentally a synthetic estimator (Molina and Rao 2010).  

The above discussion makes the assumption that the random effect is placed at 

the small area level, but this need not necessarily be the case. Instead of specifically 

designating the random effect to the level of the small areas of interest, the random 

effects in the ELL method apply to the Primary Sampling Units (PSUs). PSUs 

represent a level of clustering induced by the multi-stage sampling techniques 

commonly used in large national surveys. In many cases, the PSU relate to existing 

administrative boundaries, but they are first and foremost a tool to aid the 

sampling procedure, and may be entirely artificially created. This clustering is 

therefore often of no substantive interest and is treated as a nuisance by the ELL 

method. At times, the PSU and small areas of interest may coincide, but this is 

purely by chance. The purpose of deploying a hierarchical model in the ELL method, 

as opposed to a standard linear model, is simply to account for this level of 

clustering. Despite the shortcoming of the ELL method, it can be appropriate, or at 

least satisfactory, for cases in which many of the small areas are not represented 

in the sample. This is not an ideal circumstance, but can be the reality of working 

in countries with poor data systems.   

3.6.2 The Empirical Best approach 

When small area estimation methodologists assessed the way in which deprivation 

estimates were being made by the ELL method, the criticisms given above became 

apparent (e.g. Molina and Rao, 2010).  However, although random effects models 

had long been used in small area estimation, the added complexity of estimating 

parameters which are complex functions of underlying continuous variables 

required some methodological advances. To this end, Molina and Rao (2010) 

proposed an approach known as the Empirical Best Predictor (EBP) (alternatively 

known as the Empirical Bayes approach, depending on the model fitting process 

used). Superficially, the EBP and ELL methods have some similarities. Both assume 

a nested error model for the population, and indeed, the form of the models is 

identical in each case, although the placement of the random effect may differ (in 

the EBP approach, the random effect is always placed at the small area level). There 
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are also certain parallels in the way in which the two approaches build up a 

distribution of predicted units by drawing error terms from theoretical distributions. 

However, at their core, the two methods are fundamentally different. 

The underlying difference between the ELL and EBP method is that the latter 

explicitly recognises that the values of the sampled units are known. Given the 

small samples sizes, this may appear like a trivial difference, but it is symptomatic 

of a more general shift in the way the problem is framed by Molina and Rao (2010). 

Not only do the observed units not need to be estimated, they also provide a 

valuable indication about the general nature of that area which should not be 

discarded. In their description of the EBP approach, Molina and Rao demonstrate 

that the best predictor (i.e. the one that minimizes MSE) must be given by the 

conditional expectation, 𝑓(𝑦𝑟|𝑦𝑠), of the sampled units, 𝑦𝑠, taken with respect to the 

the out-of-sample units, 𝑦𝑟.  

The starting point of the EBP approach therefore, in contrast to the ELL method, is 

the decomposition of the whole population of an area into sample and out-of-

sample units, denoted as 𝑠𝑘 and 𝑟𝑘 respectively;  

𝐹𝛼𝑘 = 𝑁𝑘
−1[∑ 𝐹𝛼𝑖𝑘 + ∑ 𝐹𝛼𝑖𝑘𝑖∈𝑟𝑘𝑖∈𝑠𝑘

], (3.17) 

where 𝑖 = 1, … 𝑁𝑘.This makes clear that the task is to estimate the welfare variable, 

𝑦, only for the out-of-sample units, i.e. estimating the second term on the right 

hand side of the above equation, ∑ 𝐹𝛼𝑖𝑘𝑖∈𝑟𝑘
. The first term, ∑ 𝐹𝛼𝑖𝑘𝑖∈𝑠𝑘

, can, in theory, 

be calculated directly by using the sample data. But the real strength of the method 

is that the second term, ∑ 𝐹𝛼𝑖𝑘𝑖∈𝑟𝑘
, is estimated conditional on the sample data. 

Molina and Rao express this expected value as the integral �̂�𝛼𝑖𝑘 =

∫ ℎ𝛼(𝑦)ƒ𝑌𝑖𝑘
(𝑦|𝒚𝒔)𝑑𝑦

𝐼𝑅
, where ℎ𝛼(𝑦𝑖𝑘)  is the function applied to the predicted 

continuous variable in order to calculate the target parameter, which will vary 

depending on which FGT measure is being estimated, and ƒ𝑌𝑖𝑘
(𝑦|𝒚𝒔)  is the 

conditional density of 𝑌𝑖𝑘 given the data vector 𝒚𝒔. However, as touched on with the 

ELL approach, the complexity of the function ℎ𝛼(𝑦𝑖𝑘) tends to make the calculation 

of this expectation intractable, and so a Monte Carlo process is used to give an 

empirical approximation. Conceptually, this involves drawing a large number, 𝐿, of 

vectors from the normal distribution 𝒚𝑟|𝒚𝑠~𝑵(𝝁𝒓|𝒔, 𝑽𝒓|𝒔)  with mean  𝝁𝑟|𝑠 = 𝝁𝑟 +

𝑽𝑟𝑠𝑽𝑠
−1(𝒚𝑠 − 𝝁𝑠)  and variance 𝑽𝑟|𝑠 = 𝑽𝑟 − 𝑽𝑟𝑠𝑽𝑠

−1𝑽𝑠𝑟 . These formulae are directly 

derived by Molina and Rao (2010) from the makeup of the vector of means 𝝁 =
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(𝝁𝑠
′ ,  𝝁𝑟

′ )′
 and the variance-covariance matrix  𝑽 = (

𝑽𝑠 𝑽𝑠𝑟

𝑽𝑟𝑠 𝑽𝑟
) which is implied when 

the underlying continuous variable is decomposed into sample and out-of-sample 

units, 𝒚 = (𝒚𝒔
′ , 𝒚𝑟

′ )′
.  The area means 𝝁𝑘𝑟|𝑠

 and variances 𝑽𝑘𝑟|𝑠
 can be enumerated 

using the regression parameters so that  𝝁𝑘𝑟|𝑠
= 𝐗𝑘𝑟

𝜷 + 𝜎𝑢
2𝟏𝑁𝑘−𝑛𝑘

𝟏𝑛𝑘
′ 𝐕𝑘𝑠

−1(𝒚𝑘𝑠
− 𝐗𝑘𝑟

𝜷) 

and 𝑽𝑘𝑟|𝑠
= 𝜎𝑢

2(1 − 𝛾𝑘)𝟏𝑁𝑘−𝑛𝑘
𝟏𝑁𝑘−𝑛𝑘

′ + 𝜎𝜀
2𝐈𝑁𝑘−𝑛𝑘

 where 𝐕𝑘𝑠
= 𝜎𝑢

2𝟏𝑛𝑘
𝟏𝑛𝑘

′ + 𝜎𝜀
2𝐈𝑛𝑘

 and 𝛾𝑘 =

𝜎𝑢
2(𝜎𝑢

2 + 𝜎𝜀
2/𝑛𝑘)−1

.  

However, this is simplified somewhat by the insight of Molina and Rao that 𝑽𝑘𝑟|𝑠
is 

equivalent to the covariance matrix produced by the model 

𝑦𝑖𝑘𝑟

∗ = 𝐗𝑖𝑘𝛃 + 𝑢𝑘 + 𝑢𝑘
∗ + 휀𝑖𝑘

∗
, 

(3.18) 

 where 𝑖 = 1, … , 𝑁𝑘 , 𝑘 = 1, … , 𝐾 , 𝑢𝑘
∗ ~𝑁(0, 𝜎𝑢

2(1 − 𝛾𝑘)) , and 𝜺𝑖𝑘
∗ ~𝑁(0, 𝜎𝜀

2𝐈𝑁𝑘−𝑛𝑘
) . This 

reimagining has a practical advantage in that only 𝐿 univariate vectors need be 

generated, from 𝑢𝑘
∗ ~𝑁(0, 𝜎𝑢

2(1 − 𝛾𝑘)) and 휀𝑖𝑘
∗ ~𝑁(0, 𝜎𝜀

2)  for 𝑖 ∈ 𝑟𝑘 , as opposed to 𝑀 

multivariate vectors. This dramatically cuts down on the processing time required 

to make EBP estimates. By using this model to generate 𝐿  vectors of 𝑦𝑖𝑘𝑟

∗
 an 

empirical approximation of the expectation of the integral can then be made. This 

is achieved by averaging the complex functions ℎ𝛼 (𝑦𝑖𝑘
(𝑙)

)  across 𝐿  Mote Carlo 

simulations, where 𝑦𝑖𝑘
(𝑙)

 is the generated value of out of sample unit 𝑦𝑖𝑘𝑟

∗
, from the 

𝑙th population, 𝑙 = 1, . . . , 𝐿. Estimates of 𝐹𝛼𝑖𝑘 for the subset of out of sample units 𝑖 ∈

𝑟𝑘 in small area 𝑘 are then given as �̂�𝛼𝑖𝑘 =
1

𝐿
∑ ℎ𝛼 (𝑦𝑖𝑘

(𝑙)
)𝐿

𝑙=1 , 𝑙 = 1, . . . , 𝐿.  

The parameters, 𝛃, 𝜎𝑢
2
 and 𝜎𝜀

2
, which are necessary to generate 𝑦𝑖𝑘

(𝑙)
, are unknown, 

but can be estimated by fitting a nested error model to the sample data, typically 

using ML or REML.  The model fitting process itself is identical to that used in the 

ELL method, providing that PSUs coincide with small areas. The final step is to 

combine the out of sample estimates �̂�𝛼𝑖𝑘 , 𝑖 ∈ 𝑟𝑘  with 𝐹𝛼𝑖𝑘 , 𝑖 ∈ 𝑠𝑘 , which can be 

calculated directly from the sample data, before averaging over 𝑁𝑘 to give the final 

estimate of the small area parameters as  

�̂�𝛼𝑘 = 𝑁𝑘
−1[∑ 𝐹𝛼𝑖𝑘 + ∑ �̂�𝛼𝑖𝑘𝑖∈𝑟𝑘𝑖∈𝑠𝑘

], (3.19) 

for 𝑘 = 1, … , 𝐾 where 𝑖 = 1, … , 𝑁𝑘. There can, in practice, be some barriers to this last 

step, as identifying the units which were sampled in the survey amongst the 
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population data provided by the census or administrative records can be difficult. 

If this matching process is not possible then the parameter �̂�𝛼𝑖𝑘 can be estimated 

for every unit in the area, rather than only for out of sample units, and �̂�𝛼𝑘 =

𝑁𝑘
−1 ∑ �̂�𝛼𝑖𝑘𝑖∈𝑘 . If the sampling fraction for area 𝑘 is small, this modification should 

not substantially alter the final estimate, �̂�𝛼𝑖𝑘.  

Parallels can be drawn between the EBP method and the estimator of an area mean 

using random effects, described in Section 3.4. In both cases, estimated small area 

parameters are conditioned by area membership in a way that strikes an efficient 

balance between the small amount of information contained in the sample about a 

particular area, and the strength of the sample as a whole. The directly use of the 

random effects as area-specific effects in the estimation process is central to this. 

This contrasts with the ELL method which makes no attempt to condition estimates 

on area membership, and relies exclusively on covariate data to account for 

differences between areas. Where areas have negligible sample sizes, or in cases 

where the variance between areas is small, the ELL and EBP estimates are expected 

to produce similar results.  In fact, when sample size is 0, the EBP estimate basically 

reduces to a synthetic estimator. However, the differences between the EBP and ELL 

estimates are expected to increase as area sample size becomes less negligible and 

unexplained variance between areas increases.  

3.6.3 Mean squared error estimation 

To create a poverty map of a particular deprivation measure, only the estimated 

small area parameters themselves are required. But it is also important to know 

whether the estimates can trused. How confident should policy makers, for 

example, be when making decisions off the back of these figures? An indicator of 

the possible scale of the error in the estimate is an invaluable accompaniment to 

small area deprivation estimates. When the target parameter is a small area mean, 

and a simple direct estimate is made, this is a straightforward process. Given 

random sampling, direct estimates are known to be unbiased and so only the 

variance need be estimated. Although the small sample sizes involved make this 

more complicated than it would ordinary be, an analytic estimate can still be made; 

𝑉𝑎𝑟(�̂̅�𝑘) = (�̂�𝑘
2/𝑛𝑘)[1 − (𝑛𝑘/𝑁𝑘)], where �̂̅�𝑘  is the direct estimate of the small area 

mean and �̂�𝑘
2 = ∑ (𝑦𝑖𝑘 − �̅�𝑘)2/(𝑁𝑘 − 1)𝑁𝑘

𝑖=1  (based on notation by Zwillinger, 2002). 

However, as the sophistication of the estimation method and the complexity of the 
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small area parameter increases, the estimation of error becomes more complicated. 

For example, if a random effects model is used, each of the constituent parts; the 

fixed effects, variance terms and the EBLUPs, have each been estimated and so are 

prone to error. When, in addition to this, the small area parameters of interest are 

non-linear functions of the outcome variable of the model, analytical estimates of 

error become unfeasible.  

Empirical methods which use bootstrap techniques (Efron, 1979) have been 

developed to overcome this. At its simplest, bootstrapping involves resampling 

from the original sample data to produce bootstrap samples, and then calculating 

parameter estimates from these samples. When repeated over a large number of 

bootstrap samples, the distribution of the bootstrap estimates can be used to give 

an indication of the sampling error of the target parameter. The bootstrap 

techniques which accompany the ELL and EBP (Elbers, Lanjouw and Lanjouw, 2003; 

Molina and Rao, 2010) approaches are slightly more complicated, largely because 

the sample data comprises both dependent and independent variables. This creates 

an issue of how best to resample the data to create the bootstrap sample. Clearly, 

𝑦𝑖 and 𝐱𝒊 cannot be resampled independently as this would destroy any association 

that exists between the two, which is integral to the estimation procedure. This 

would seem to suggest that 𝐱𝑖 and 𝑦𝑖 must be considered as paired data in the 

resampling process, but this amounts to treating 𝐗𝑖  as an unknown random 

variables, which is inappropriate given that the values of 𝐗𝑖 may actually be known, 

and therefore fixed, for every unit in the population. In response to this, the ELL 

and EBP methods employ a more elongated bootstrap process in which a parametric 

model is used to generate bootstrap populations from which bootstrap samples 

are then drawn. The assumed model is referred to as a ‘superpopulation model’, 

and in both the ELL and EBP bootstrap methods takes the form of a random effects 

model; 

𝑦𝑖𝑘
∗ = 𝐱𝑖𝑘�̂� + 𝑢𝑘

∗ + 휀𝑖𝑘
∗

, 
(3.20) 

where 𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … 𝐾,  𝑢𝑘
∗ ~𝑁(0, �̂�𝑢

2), and 휀𝑖𝑘
∗ ~𝑁(0, �̂�𝜀

2). 

 

The procedure maintains the observed relationship between covariates and 

response variable but recognises the error which may exist around this. The 

standard steps in the procedure are as follows (based on Elbers, Lanjouw and 

Lanjouw, 2003; Molina and Rao, 2010): 
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1. Firstly, produce estimates of the regression and variance parameters, �̂�, �̂�𝑢
2
 

and �̂�𝜀
2
, by fitting a hierarchical model to the sample data.  

2. Secondly, from the respective Gaussian distributions,  𝑢𝑘~𝑁(0, �̂�𝑢
2)  and 

휀𝑖𝑘~𝑁(0, �̂�𝜀
2), generate 𝐾 area level error terms 𝑢𝑘

∗
 and 𝑁𝑘x 𝐾 unit level error 

terms, 휀𝑖𝑘
∗

.  

3. Thirdly, using the population (e.g. Census) covariate data, 𝐗𝑖𝑘, generate a 

large number, 𝐵, of bootstrap populations under the following bootstrap 

superpopulation model in Equation 3.20.  

4. Fourthly, from each bootstrap population calculate values of the complex 

parameter of interest, 𝐹𝛼𝑘
∗ (𝑏)

.  

5. Fifth, take a sample from each bootstrap population, drawn in such a way 

that the sampling design matches that of the original sample (i.e. with the 

same indices as the original sample) and from this sample make EBP/ELL 

estimates, �̂�𝛼𝑘
∗ (𝑏)

, of the complex parameter of interest 𝐹𝛼𝑘
∗ (𝑏)

 in bootstrap 

population 𝑏.  

6. Finally, using the 𝐵  estimated and true (bootstrap) population values of 

𝐹𝛼𝑘
∗ (𝑏)

 calculate an estimate of the RMSE (Root MSE) of the estimated small 

area parameters; 

𝑅𝑀𝑆�̂�(�̂�𝛼𝑘) = √1

𝐵
∑ (�̂�𝛼𝑘

∗ (𝑏)
− 𝐹𝛼𝑘

∗ (𝑏))
2

𝐵
𝑏=1 , 

(3.21) 

for 𝑘 = 1, … 𝐾 where 𝑏 = 1, … , 𝐵. 

The estimate, 𝑅𝑀𝑆�̂�(�̂�𝛼𝑘), improves with large number of bootstrap simulations, 

although the chosen value for 𝐵 is likely to be constrained by computing capacity, 

especially when working with large datasets, such as national census data. The 

simulation work undertaken for this thesis indicates that estimation accuracy 

improves only negligibly above 𝐵 = 400. 

Note that in Step 5 it is possible to take multiple bootstrap samples from each 

bootstrap population. This allows some variation in the way the method is 

implemented as there is a balance to be struck between the number of bootstrap 

populations generated and the number of bootstrap samples taken, given 

computing capacity and the relative size of the population dataset to the sample 
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dataset. However, varying this balance was not found to significantly alter results 

in the empirical work undertaken for this thesis.  

There is an assumption made in the description above that the ELL method places 

the random effect at the small area level so that the bootstrap model is the same 

as used in the EBP method, which may not be the case. But fundamentally the 

process is the same for both approaches, with the obvious modification of Step 5 

so that bootstrap estimates are made in accordance with the relevant method. This 

procedure shown above is described in more detail, and in a way which relates 

specifically to the ELL and EBP methods respectively, in the papers by Elbers, 

Lanjouw and Lanjouw (2003) and Molina and Rao (2010).  

3.6.4 Parametric assumptions of the ELL and EBP methods 

The ELL and EBP methods rely on parametric models. By their very nature, models 

are imperfect depictions of reality, and some degree of model error is therefore 

tolerable. However, when the population is shown to substantially deviate from the 

model, the model is considered to be invalid and it is no longer appropriate to base 

estimation procedures upon it.  Both the ELL and the EBP method, and also their 

associated bootstraps, assume that the population can be described by random 

effects models; ln 𝑦𝑖𝑘 = 𝐗𝑖𝑘𝛃 + 𝑢𝑘 + 휀𝑖𝑘 , 𝑖 = 1, … , 𝑁𝑘 , 𝑘 = 1, … , 𝐾 , where 𝑢𝑘~𝑁(0, 𝜎𝑢
2) 

and 휀𝑖𝑘~𝑁(0, 𝜎𝜀
2).  

The advantages of using random effects models in a SAE context are clear. The 

random effects account for the correlation of units and can also be used directly in 

the prediction process to produce efficient estimates of small area parameters. 

However, there is a cost to pay in terms of model assumptions. Specifically, the 

estimation of the random effects requires specific assumptions to be made about 

the distribution of the error terms, 𝑢𝑘 and 휀𝑖𝑘, 𝑖 = 1, … , 𝑁𝑘, 𝑘 = 1, … , 𝐾, usually taken 

to be Gaussian, 𝑢𝑘~𝑁(0, 𝜎𝑢
2) and 휀𝑖𝑘~𝑁(0, 𝜎𝜀

2). These conditions come about because 

the techniques used to estimate the random effects (typically REML) cannot 

estimate the variance terms 𝜎𝑢
2
 and 𝜎2

 without first specifying the form of the 

errors. Maximum likelihood estimation is, by necessity, performed under a 

parametric assumption. If the actual distribution of the welfare variable in the 

population substantially departs from this assumed distribution, once the fixed 

effects and any transformations have been accounted for, then the model is no 

longer legitimate.  
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As well as being unsatisfactory on theoretical grounds, the accuracy of the small 

area estimates may also be diminished if these assumptions are violated (Chambers 

and Tzavidis, 2006). If the wrong error distribution is assumed, the maximum 

likelihood processes are compromised and the estimation of the variance 

components may become poor. The between-area variance and total variance 

estimates, �̂�𝑢
2

 and �̂�2
, play a key role in the estimation of the EBLUPs, �̂�𝑘 =

𝑛𝑘�̂�𝑢
2

�̂�2+𝑛𝑘�̂�𝑢
2 (�̅�𝑘 − �̅�𝑘𝛃), which act as intelligent shrinkage factors on the influence of the 

area specific sample data. Consequently, if the variance terms are not estimated 

accurately, then neither will the random effects be. Given that the random effects 

are then directly used in the estimation of the small area parameters under the EBP 

approach, it is clear that an eventual consequence of incorrect specification of the 

error distribution may be deficiencies in the estimation of the deprivation 

indicators. 

In the case of complex parameters, such as the FGT set of measures, invalid 

assumptions about the distribution of the errors can also affect small area 

estimates in a second way. The assumed error distributions are used during the 

Monte Carlo processes in the EBP and ELL methods to simulate the distribution of 

units around the expected value by repeatedly drawing vectors from parametric 

distributions. The error terms 𝜎𝑢
2
 and 𝜎𝜀

2
 are central to this process, but are 

unknown and therefore replaced by the estimates, �̂�𝑢
2
 and �̂�𝜀

2
. Any corruption of the 

estimation of 𝜎𝑢
2
 and 𝜎𝜀

2
 caused by incorrect parametric assumptions is likely to 

change the variance of the simulated error distribution. More pertinently, the actual 

shape of the simulated error distributions are directly determined by the parametric 

assumptions of the specified population model. Typically, error terms are drawn 

from a Gaussian distribution. The consequences of designating the wrong shape 

to this distribution can be severe as the estimation of the complex small area 

parameter depends directly upon it. As the designated poverty line 𝑧 moves away 

from the mean of the welfare variable, the importance of specifying the correct 

error distribution is likely to increase. By their very nature, poverty lines tend to lie 

on the extremities of distributions of welfare measures. In such cases, a relatively 

small change in the length of the tails of a distribution can make a notable 

difference in the proportion of the distribution which lies beyond this critical value, 

even if the value of the mean remains constant. Therefore, if the shape of the 

assumed error distribution is not reflective of the actual distribution of units in the 
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population, the small area estimates of complex measures may be inaccurate, even 

if all the model parameters are well estimated.  

Given the reliance of the ELL and EBP methods upon parametric assumptions the 

use of the log transformation is often critical. This transformation is effective in 

pulling in highly skewed distributions towards normality and is widely applied when 

modelling money-metrics, as wealth tends to be highly concentrated within a 

relatively small sector of the population.  But despite its merits, applying the log 

transformation does not guarantee normality. Indeed, many distributions cannot 

be transformed to Gaussian in a single step. In practical applications, the situation 

is more complicated still, as real data rarely conforms to the neat contours of 

theoretical distributions and the presence of outliers can be a particular problem. 

Above all, the actual distributions of the errors are inevitably unknown, and so the 

information needed to make a judgement on the most appropriate transformation 

is simply not available.    

3.6.5 Summary 

To summarise, national surveys frequently provide insufficient sample size to 

produce reliable estimates for high levels of geographic disaggregation using 

standard estimation procedures. Direct estimates (e.g. Horvitz-Thompson, 1952), 

although unbiased, become unstable due to the small sample sizes and suffer from 

unsatisfactorily high variance. The idea of ‘borrowing strength’ can be invoked to 

tackle this. At its crudest, this may simply be a pooled estimate (e.g. NCHS, 1968; 

Gonzalez, 1973). A more sophisticated approach is to develop a model which is 

able to describe the relationship between a set of covariates and the variable of 

interest across the population.  But borrowing strength introduces a risk of bias; a 

small area may be markedly distinct from its neighbours and the available 

covariates might not adequately describe the differences between areas. 

Composite estimators therefore attempt to balance the low bias/high variance of 

direct estimates with the (potentially) lower variance/higher bias of synthetic 

estimates (Pffefermann, 2002, 2013; Rao, 2003). An efficient way of striking a 

balance between the two which minimizes the MSE of the small area estimates is 

to use a random effects model (Battese, Harter & Fuller,1988). The construction of 

EBLUPs (Henderson, 1953) takes into account the relative variance at both levels of 

the model and the sample size of each area. By directly using these random effects 

in the estimation process an efficient composite estimator can be constructed.  
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When estimating some of the most important deprivation measures for small areas, 

the problem becomes more complicated. This is because many deprivation 

measures, such as money-metrics using poverty lines, are not straightforward 

averages, but instead are complex functions of underlying continuous variables. 

As such, the underlying continuous distribution must first be simulated. The ELL 

(Elbers, Lanjouw and Lanjouw, 2003) approach, which has been adopted by the 

World Bank, generates a large number of synthetic populations by randomly 

drawing error terms from parametric distributions, calculating the resulting area 

complex measures for each, and averaging across the population. But when the 

intricacies of the method are stripped away, the ELL approach is shown to basically 

be a synthetic estimator (Molina and Rao, 2010). Indeed, the method was designed 

to account for the clustering induced by multi-stage sampling procedures, which it 

achieves, rather than to efficiently condition estimates on area. The EBP method 

(Molina and Rao, 2010) divides the population into sampled and out-of-sample 

units and conditions the estimation of the former on the latter. Although this is 

fairly simple in theory, it required unrealistic demands on computing power until 

Molina and Rao (2010) successfully streamlined the procedure. The resulting 

method directly uses random effects to balance the area specific data with the 

sample as a whole when estimating the complex small area parameters and should 

therefore be more efficient than the ELL method. For both methods, a consequence 

of utilising random effects models is that parametric assumptions are made 

regarding the distribution of the random effects. There is subsequently a risk that 

the population being studied does not conform to the assumed specification, in 

which case the underlying model, and the estimation method itself, becomes 

invalid (Chambers and Tzavidis, 2006). There are also specific risks to the 

functioning of the estimation procedure if these assumptions are violated; the 

EBLUPs themselves may not be estimated correctly and the construction of the 

conditional distribution around the area means may be incorrect.  

3.7 The M-Quantile approach  

Chambers and Tzavidis (2006) have suggested a more robust approach to small 

area estimation known as the M-Quantile (MQ) approach. The MQ approach makes 

fewer parametric assumptions than the EBP or ELL methods and characterises 

variation between areas in terms of the average M-quantile indices of the member 

units. No prior assumptions are required about the distribution of these M-quantile 
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indices at either the unit or area level. The method draws on quite different 

methodological traditions to the parametric methods described so far. To fully 

understand the functioning of the MQ method it is therefore necessary to first 

introduce some of the techniques which underpin it.  

3.7.1 M-regression 

The first concept necessary for an understanding of the MQ method is M-regression 

(Huber 1964, 1973). M-regression is generally thought of as a technique for the 

robust fitting of regression models. Whereas a standard OLS model is fitted by 

minimizing the squares of the residuals, M-regression generalises the problem and 

allows for residuals to be treated in any number of ways. In M-regression, 𝛽, a 

regression coefficient, is estimated by minimizing  ∑ 𝜌(𝑟𝑖)𝑛
𝑖=1  where 𝜌(∙) is a suitable 

predefined loss function and 𝑟  denotes the scaled residuals. M-regression is 

therefore a very flexible approach which can take any number of forms depending 

on the specification of 𝜌(∙). For example, the case where 𝜌(𝑟) = |𝑟| leads to the 

minimisation of the absolute errors, whilst if 𝜌(𝑟) = 𝑟2
, the least squares estimator 

is obtained. Whilst minimising the squared residuals is known to be the most 

efficient procedure for fitting a regression model in most circumstances, its 

sensitivity to outlying values can at times be counterproductive and introduce bias. 

By contrast, absolute errors results in the median being modelled, as opposed to 

the mean. This may provide robustness against outliers but entails some loss of 

information and resulting loss of efficiency.  

Literature on M-regression (e.g. Hampel, Ronchetti, Rousseeuw and Stahel, 2011) 

tends to refer to the derivatives of the loss functions, which are known as influence 

functions, 𝜓, rather than the loss functions themselves. The choice of influence 

functions is endless, but by choosing carefully, an appropriate balance between 

robustness and efficiency can be achieved for the problem at hand. For example, 

the Huber Proposal 2 influence function (Huber, 1964), which is used in the 

empirical work presented in this thesis, weighs the scaled residuals, 𝑟, differently 

depending on their magnitude through the use of a tuning constant, 𝑐. The Huber 

Proposal 2 influence function is described by 

𝜓(𝑟) = {
𝑟

𝑐(𝑠𝑖𝑔𝑛 (𝑟))       
|𝑟| ≤ 𝑐
|𝑟| > 𝑐

 

(3.22) 
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with the associated loss function is given as  𝜌(𝑟) = {
1

2
𝑟2

𝑐|𝑟| − 1

2
𝑐2       

|𝑟| ≤ 𝑐
|𝑟| > 𝑐

. 

The consequence of applying the Huber Proposal 2 influence function is that scaled 

residuals of a magnitude larger than 𝑐 receive a weight of 𝑐/|𝑢|, whilst smaller 

residuals receive a weight of 1. The tuning constant, 𝑐, can be any non-negative 

value and it is clear that as this decreases the estimation becomes more robust 

(with large residuals weighted down to a greater extent), but possibly less efficient, 

depending on the actual distribution of the errors. Conversely, by selecting a higher 

value for the tuning constant, 𝑐, the larger residuals are allocated more weight, 

moving towards the efficiency of least squares, but with the associated risk of 

sensitivity to outliers.        

3.7.2 Quantile regression 

The second idea necessary for an understanding of the M-quantile method of SAE 

is quantile regression (Koenker & Bassett, 1978). Quantile regression allows for 

different quantiles of the conditional distribution to be modelled. With standard 

linear regression using OLS fitting, it is the mean of the conditional distribution 

which is modelled. M-estimation, as described above, allows for other measures of 

central tendency, such as the median or trimmed means, to be modelled through 

the use of influence functions. However, with quantile regression other parts of the 

conditional distribution, not only the measures of central tendency, can be 

modelled. By modelling different quantiles, q, of the conditional distribution of 𝑦𝑖 

given 𝐗𝒊, 𝑖 = 1, … , 𝑁, a more comprehensive picture can be given. In which case, 𝑞 =

0.2 would denote the quintile which separates the bottom 20% of the conditional 

distribution from the top 80%. Let us denote the change in the conditional 

distribution of 𝑦𝑖  given 𝐗𝒊 , 𝑖 = 1, … , 𝑁, at quantile 𝑞 as 𝑄𝑞(𝑦𝑖  | 𝐗𝒊), 𝑖 = 1, … , 𝑁. This 

change can be decomposed into a set of regression coefficients acting upon the 

covariates 𝐗𝒊  such that 𝑄𝑞(𝑦𝑖  | 𝑿) = 𝐗𝒊𝛃𝑞 , 𝑖 = 1, … , 𝑁 . Note that the regression 

coefficients 𝛃𝑞 relate to a particular quantile, 𝑞.  

The regression coefficients 𝛃𝑞  can be estimated from sample data through the 

minimization of  ∑ |𝑦𝑖 − 𝐱𝑖𝛃|{(1 − 𝑞)𝐼(𝑦𝑖 − 𝐱𝑖𝛃 ≤ 0) + 𝑞𝐼(𝑦𝑖 − 𝐱𝑖𝛃 > 0)}𝑛
𝑖=1  with respect 

to 𝛃 , where 𝐱𝑖  represents the covariate data for sample unit 𝑖  where 𝑖 = 1, … 𝑛 . 

Hence residuals are weighted by (1 − 𝑞)  if they are negative and 𝑞  if they are 

positive. The use of these weights therefore allows for quantile regression 
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parameters to be estimated through a fairly straightforward modification of 

standard median regression. Linear programming methods, such as that that given 

by Koenker and D’Orey (1987) allow for ease of implementation. 

3.7.3 M-quantile regression 

Having discussed M-regression and quantile regression, M-quantile regression 

(Chambers and Tzavidis, 2006) can now be described. M-quantile regression is 

essentially a synthesis of M-regression and quantile regression. With M-quantile 

regression, the idea of the influence function seen in M-regression is applied to 

quantile modelling. An inspection of the formulas used to estimate the quantile 

regression coefficients shows that absolute errors,𝑦𝑖 − 𝐱𝑖𝛃 , lie at the heart of 

quantile regression. But this need not necessarily be the case. By first applying the 

influence functions found in M-regression to the errors, the quantiles can be 

contrived on any number of alternate bases.  

Recall that in M-regression there are any number of influence functions 𝜓 which 

can be used to specify the way in which the errors are manipulated. For example, 

an influence function could be used to square the errors. Modifying the quantiles 

in this way is seen as a special case and the quantiles are referred to as ‘expectiles’ 

(Newey & Powell, 1987). In the more general case, we refer to quantiles which have 

been modified by influence functions as M-quantiles. Let us denote the change in 

the conditional distribution of 𝑦𝑖  given 𝐗𝑖  at M-quantile, 𝑞 , given a specified 

influence function 𝜓 , as 𝑄𝑞(𝑦𝑖  | 𝐗𝒊, 𝜓)  where 𝑖 = 1, … , 𝑁 . This quantity can be 

decomposed into a set of regression coefficients acting upon the covariates 𝐗𝑖 such 

that 𝑄𝑞(𝑦𝑖  | 𝐗𝒊, 𝜓) = 𝐗𝒊 𝛃𝜓(𝑞). The regression coefficients 𝛃𝜓(𝑞) relate to a particular 

quantile, through the specified value of 𝑞, and a given influence function, through 

the specification of 𝜓.  

The regression coefficients 𝛃𝜓(𝑞)  can be estimated from sample data by 

minimising the modified residuals; ∑ 𝜓𝑞(𝑟𝑖𝑞𝜓)𝑥𝑖 = 0𝑛
𝑖=1  where 𝑟𝑖𝑞𝜓 = 𝑦𝑖 − 𝐱𝑖�̂�𝜓(𝑞) ,  

𝜓𝑞(𝑟𝑖𝑞𝜓) = 2𝜓(𝑠−1𝑟𝑖𝑞𝜓){𝑞𝐼(𝑟𝑖𝑞𝜓 > 0) + (1 − 𝑞)𝐼(𝑟𝑖𝑞𝜓 ≤ 0)}  and 𝑠  represents a suitable 

robust estimator of scale, such as the median absolute deviation (MAD), 𝑠 =

𝑚𝑒𝑑|𝑟𝑖𝑞𝜓|/0.6745. Typically, an iteratively reweighted least squares algorithm is used, 

adapted from the algorithm given by Venables and Ripley (2002). This procedure 

begins with initial estimates of 𝛃𝜓(𝑞) , calculates residuals 𝑟𝑖𝑞𝜓  and appropriate 
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weights, 𝑤𝑖 = 𝜓𝑞(𝑟𝑖𝑞𝜓)/𝑟𝑖𝑞𝜓, and then uses these weights to produce new estimates 

of 𝛃𝜓(𝑞) through weighted least squares regression. The process is repeated until 

convergence is reached. The unique convergence of M-quantile algorithms (Kokic 

et al. 1997) is given as a reason for using M-quantile regression, as opposed to the 

simpler quantile regression, by Chambers and Tzavidis (2006). 

3.7.4 Using M-quantile coefficients to describe a population 

A description has now been given of how M-quantiles of the conditional distribution 

can be estimated (Chambers and Tzavidis, 2006). Some of the qualities of M-

quantile regression have also been mentioned; it allows for different quantiles of 

the conditional distribution to be estimated in a robust manner, with guaranteed 

convergence during the fitting process. But what relevance does the estimation of 

quantiles of the conditional distribution have to SAE? The short answer to this, is 

that it from M-quantiles, ‘M-quantile coefficients’ can be calculated, which can 

subsequently be used to describe the population, and subsets of the population 

such as small areas. 

Consider first that for unit 𝑖 the value of the response variable 𝑦𝑖, given covariates 

𝐗𝑖, lies on a particular plane of the conditional distribution, indexed by 𝑞 values, 

𝑞 = 0, … ,1. If, for example, the value 𝑦𝑖 lies directly in the centre of the conditional 

distribution, then it might be said that unit 𝑖 has an M-quantile coefficient, 𝜃𝑖, of 

0.5. By characterising all the units in this way, the population can be described in 

terms of M-quantile coefficients 𝜃𝑖, in that  

𝑦𝑖 = 𝐗𝑖𝛃𝜓(𝜃𝑖) + 휀𝑖, 
(3.23) 

where 𝑖 = 1, . . . , 𝑁. 

In practice, the M-quantile coefficients are unknown, but can be estimated for the 

sample units 𝑖 ∈ 𝑠  through a three-step procedure. The first step is to make 

estimates of a sucession of regression coefficients, �̂�𝜓(𝑞) at points across the 

conditional distribution by fitting M-quantile models to the sample data for a series 

of 𝑞-values. Conceptually, a grid is being constructed which provides adequate 

coverage of the conditional distribution, for example 𝑞 = 0.01, 0.02, … . , 0.99. The 

estimation of regression coefficients for specified values of 𝑞  and 𝜓  has been 

discussed in Section 3.7.3. The second step is to use these estimated regression 

coefficients, and the covariate data, to estimate the expected value of 𝑦𝑖 for every 



 

86 

 

unit in the sample, 𝑖 = 1, . . . , 𝑁 , at each specified value of 𝑞 . This is the most 

computationally intense stage of the process and results in a set of predicted values 

for each sample point, relating to each value of 𝑞 in the grid. The final step is to 

estimate the quantile plane on which the observed value of 𝑦𝑖, 𝑖 = 1, . . . , 𝑁, actually 

lies by comparing the known value to the ensemble of predicted values at different 

𝑞-values. Even with a fine grid, the exact observed value will typically lie between 

two of the predicted values and so linear interpolation is used to make a more 

precise estimate. The resulting value is taken as the estimate of the M-quantile 

coefficient 𝜃𝑖, 𝑖 = 1, . . . , 𝑁. 

M-quantile coefficients can therefore be used to describe a population, and can be 

estimated for sample points. But the real value of this to the SAE problem only 

becomes clear when it is considered that these M-quantile coefficients can be 

aggregated in any number of ways. For example, if the population is divided into 

𝐾 small areas, the average of M-quantile coefficients within an area, 𝑘 ,can be given 

as  

𝜃𝑘 = 𝑁𝑘
−1 ∑ 𝜃𝑖i∈k , 

(3.24) 

where 𝑖 = 1, … 𝑁𝑘. Indeed, the term 𝜃𝑘 might then be thought of as an the M-quantile 

coefficient for area 𝑘. These area M-quantile coefficients, 𝜃𝑘, can reveal much about 

the structure of the data. For example, if units within small areas are correlated 

then it is expected that they would have similar M-quantile coefficients. Variation 

between the small areas should therefore manifest itself in differences in the area 

level coefficients 𝜃𝑘 if hierarchical effects exist. M-quantile area coefficients 𝜃𝑘 can 

therefore offer an alternative way of describing the variation between areas, other 

than the random effects used in parametric models. Whilst the true M-quantile area 

coefficients 𝜃𝑘 are unknown when dealing with sample data, they can be estimated 

by aggregating the estimated unit M-quantile coefficients such that  

𝜃𝑘 = 𝑛𝑘
−1 ∑ 𝜃𝑖i∈sk

, 
(3.25) 

where 𝑖 = 1, … 𝑛𝑘  within areas 𝑘 = 1, … , 𝐾 . Note that in some circumstances 

alternative estimates of the area M-quantile coefficients 𝜃𝑘 may be preferable. For 
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example, taking the median of the unit M-quantile coefficients 𝜃𝑖 may give a more 

robust estimate of 𝜃𝑘. 

3.7.5 Using M-quantile models to estimate small area means 

Having described each constituent part in turn, the elements can now be combined 

to estimate small area means (Chambers and Tzavidis, 2006). Given the M-quantile 

coefficient 𝜃𝑘  and corresponding regression coefficient, 𝛃𝜓(𝜃𝑘) , for area 𝑘  the 

small area mean �̅�𝑘 can be specified as 

�̅�𝑘 = �̅�𝑘𝛃𝜓(𝜃𝑘). (3.26) 

The area effects manifest themselves through the M-quantile coefficients, which in 

turn inform the regression coefficients. To this extent, the M-quantile area 

coefficients roughly mirror the way in which random effects characterise area level 

variance when a nested error model is deployed, and for this reason, are sometimes 

described as ‘quasi random effects’.  

Where only sample data is available, an estimate of �̅�𝑘 must be made. To this end, 

Chambers and Tzavidis (2006) begin by dividing the population into sampled, 𝑠, 

and out of sample units, 𝑟, as is familiar from the EBP method. The formulation of 

the small area mean can accordingly be written as  

�̅�𝑘 = 𝑁𝑘
−1[∑ 𝑦𝑖𝑘𝑖∈𝑠𝑘

+ ∑ {𝐗𝑖𝑘𝛃𝜓(𝜃𝑘)}𝑖∈𝑟𝑘
], (3.27) 

where 𝑖 = 1, … , 𝑁𝑘 The task becomes one of estimating the value of ∑ {𝐗𝑖𝑘𝛃𝜓(𝜃𝑘)}𝑖∈𝑟𝑘
, 

𝑖 = 1, … , 𝑁𝑘. As described above, the area M-quantile coefficient 𝜃𝑘 can be estimated 

as 𝜃𝑘 = 𝑛𝑘
−1 ∑ 𝜃𝑖i∈sk

 and the unit M-quantile coefficients, 𝜃𝑖 , can be replaced with 

estimates 𝜃𝑖  derived through the three step process given previously. The 

regression coefficient 𝛃𝜓(𝜃𝑘)  is estimated by fitting an M-quantile model with 

influence function 𝜓 and 𝑞 = 𝜃𝑘 to the sample data using an iteratively reweighted 

least squares algorithm, as given in Section 3.7.3, to yield estimate �̂�𝜓(𝜃𝑘). The 

process can be repeated for each small area in the population, 𝑘 = 1, … 𝐾.   

3.7.6 The MQ method for complex small area parameters 

The further development of the M-quantile method to allow for the estimation of 

complex small area parameters can be found in Tzavidis, Marchetti & Chambers 
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(2010) and Tzavidis, Marchetti and Donbavand (2014). For simplicity of explanation, 

𝐹𝛼𝑘 is assumed here to be the HCR, although any other function of an underlying 

continuous variable can be similarly estimated. The method begins by conceptually 

decomposing the sample, 𝑠 , and out of sample units, 𝑟 . Accordingly, the 

contribution of each to the complex small area population parameters, 𝐹𝛼𝑘 , is 

considered separately, such that 𝐹𝛼𝑘 = 𝑁𝑘
−1[∑ 𝐹𝛼𝑖𝑘 + ∑ 𝐹𝛼𝑖𝑘𝑖∈𝑟𝑘𝑖∈𝑠𝑘

], 𝑖 = 1, … , 𝑁𝑘 , 𝑘 =

1, … , 𝐾.  

An estimate of 𝐹𝛼𝑘 can be given as 

�̂�𝛼𝑘 = 𝑁𝑘
−1[∑ 𝐹𝛼𝑖𝑘 + 𝑛𝑘

−1 ∑ ∑ 𝐼(𝐱𝑖𝑘�̂�𝜓(𝜃𝑘) + 휀�̂� ≤ 𝑡)𝑖∈𝑠𝑘𝑖∈𝑟𝑘𝑖∈𝑠𝑘
], (3.28) 

 
 

 where 𝑖 = 1, … , 𝑁𝑘, 𝑘 = 1, … , 𝐾. This is known as the CD-based M-quantile estimator 

as is draws on Chambers and Dunstan’s (1986) work on constructing a model-

consistent estimator for a finite population CDF. The procedures used to produce 

estimates of regression coefficients, �̂�𝜓(𝜃𝑘), and M-quantile coefficients, 𝜃𝑘, are 

identical to those described above in the estimation of areas means (Section 3.7.5). 

However, the necessity to account for unit errors, 휀𝑖𝑘 ,presents an additional 

challenge. Rather than assuming a parametric distribution for the errors, the 

distribution is estimated from the empirical CDF of the estimated residuals, 𝜖�̂�, 

given by  

�̂�𝑛(휀) =
1

𝑛
∑ 𝐼{𝜖�̂� ≤ 휀}𝑛

𝑖=1 , 
(3.29) 

𝑖 = 1, . . . , 𝑛, drawing on the work of Duan (1983). As is conventional, the residuals, 

𝜖�̂�, represent the difference between the observed and expected values; 𝜖�̂� = 𝑦𝑖𝑘 −

𝐱𝑖𝑘�̂�𝜓(𝜃𝑘). The method also allows for residuals to be calculated conditional on area, 

though this option may not be appropriate for very small sample sizes.   

Using the estimated M-quantile coefficients, 𝜃𝑘, regression coefficients, �̂�𝜓(𝜃𝑘), and 

empirical error distribution function, �̂�𝑛(휀), the small area parameter estimates, �̂�𝛼𝑘, 
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𝑘 = 1, … , 𝐾, are derived through a Monte Carlo procedure, adapted here from the 

description given in Marchetti, Tzavidis, Pratesi (2012).  

 

1. Firstly, estimate the area M-quantile coefficients, 𝜃𝑘, 𝑘 = 1, … , 𝐾, and the 

corresponding regression coefficients, �̂�𝜓(𝜃𝑘), 𝑘 = 1, … , 𝐾, by fitting M-

quantile models to the sample data. 

2. Draw an out-of-sample vector 𝑦∗ = 𝑋𝑖𝑘�̂�𝜓(𝜃𝑘) + 휀𝑖𝑘
∗

, 𝑖 ∈ 𝑟𝑘, where 휀𝑖𝑘
∗

, 𝑖 ∈ 𝑟𝑘, 

is a 𝑁𝑘 − 𝑛𝑘  sized vector drawn from the empirical error distribution 

function �̂�𝑛(휀). 

3. Combine the sample data and out of sample data to provide an estimate 

of small area parameter �̂�𝛼𝑘
∗𝑙

 for Monte Carlo simulation 𝑙. 

4. Repeat the process L times and average the results to give a final small 

area parameter estimate �̂�𝛼𝑘 =
1

𝐿
∑ 𝐹𝛼𝑖𝑘

∗𝑙𝐿
𝑙=1 . 

3.7.7 Non-parametric bootstrap MSE estimation 

Just as the MQ method avoids making parametric assumptions where possible, 

Marchetti, Tzavidis and Pratesi (2012) have proposed an accompanying non-

parametric bootstrap, referred to here as the MTP bootstrap. As with the bootstraps 

described previously, the basic premise is to repeatedly generate bootstrap 

populations from which the target of inference is calculated, and to then draw 

bootstrap samples from those bootstrap populations on which estimates of the 

target parameter are made. The true bootstrap population values can then be 

compared to the estimates derived from the bootstrap samples to provide an 

indication of the efficiency of the estimation method.  

Bootstrap populations are generated under the superpopulation model, 

𝑦𝑖𝑘
∗ = 𝐗𝑖𝑘𝛃𝜓(𝜃𝑘) + 휀𝑖𝑘

∗
, 

(3.30) 

where 𝑖 = 1, … 𝑁𝑘 and 𝑘 = 1, … 𝐾.As previously, 𝐗𝑖𝑘, represents a matrix of covariates, 

available for each unit in the population. 𝛃𝜓(𝜃𝑘)  is a matrix of regression 

coefficients (dependent on a specified influence function, 𝜓 ) for a given area-

specific M-quantile value, 𝜃𝑘.  

Estimates 𝜃𝑘 and �̂�𝜓(𝜃𝑘) of 𝜃𝑘and 𝛃𝜓(𝜃𝑘) can be made by fitting M-quantile models 

to the sample data, as specified in the MQ procedure described. No parametric 
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form is prescribed for the errors 휀𝑖𝑘
∗

 and it is taken that they follow an empirical 

distribution described by 𝐺(ℎ). An estimation of this distribution can be made from 

model residuals, 

𝐺(ℎ) = 𝑛−1 ∑ ∑ 𝐼(𝑒𝑖𝑘 − �̅�𝑠 ≤ ℎ)𝑖∈𝑠𝑘

𝐾
𝑘=1 , 

(3.31) 

where 𝑖 = 1, … 𝑛𝑘, 𝑘 = 1, … 𝐾, 𝑒𝑖𝑘 are the unit residuals and �̅�𝑠 is the mean of these 

residuals across the sample. The estimated empirical distribution can be 

constructed conditionally or unconditionally on area. The latter case is shown 

above and may provide added robustness when sample size is very small. The 

residuals 𝑒𝑖𝑘 are calculated as 𝑒𝑖𝑘 = 𝑦𝑖𝑘 − 𝐱𝑖𝑘�̂�𝜓(𝜃𝑘) where 𝑦𝑖𝑘 is the observed value 

for sample member 𝑖 ∈ 𝑠𝑘 and 𝐱𝑖𝑘�̂�𝜓(�̂�𝑘) is the estimated expected value based on 

the estimated area M-quantile coefficient, 𝜃𝑘.   

Having generated a bootstrap population, bootstrap population small area 

parameters 𝐹𝛼𝑘
∗ (𝑏)

, 𝑘 = 1, … , 𝐾 , such as the FGT poverty measures, can then be 

calculated using Equation 3.10. The next strap is to sample the bootstrap 

population without replacement, so that 𝑛𝑘
∗ = 𝑛𝑘, to create bootstrap samples. The 

bootstrap sample data is then used to produce M-quantile estimates of the 

bootstrap population small area parameters. Ultimately these estimates, along with 

the calculated bootstrap population small area parameters, are used to estimate 

MSE. 

The complete procedure has added complexity as it is performed within a Monte 

Carlo framework. This begins with the generation of a large number, B, of bootstrap 

populations using the coefficients 𝜃𝑘 and �̂�𝜓(𝜃𝑘)  estimated from the sample, and 

error terms 휀𝑖𝑘
∗

 drawn from the estimated empirical distribution 𝐺(ℎ). From each of 

the generated bootstrap populations, P bootstrap samples of y𝑖𝑘
∗

 and 𝐱𝑖𝑘 are drawn 

using simple random sampling within the small areas and without replacement in 

a way such that 𝑛𝑘
∗ = 𝑛𝑘. Estimates of the bootstrap population parameter are made 

from the sample data, denoted as �̂�𝛼𝑘
∗𝑝𝑏

, where 𝑝 = 1, … 𝑃𝑏, 𝑏 = 1, … 𝐵. Once 𝐹𝛼𝑘
∗ (𝑏)

 and 

�̂�𝛼𝑘
∗𝑝𝑏

 have been obtained, the RMSE for the target small area poverty measures, �̂�𝛼𝑘, 

𝑘 = 1, … 𝐾 , can be estimated; 𝑅𝑀𝑆�̂�(�̂�𝛼𝑘) = √𝑉𝑎�̂�(�̂�𝛼𝑘) + 𝐵𝑖𝑎�̂�(�̂�𝛼𝑘)
2

. Estimates 

variance and bias components are given by; 

𝐵𝑖𝑎�̂�(�̂�𝛼𝑘) = 𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘
∗𝑝𝑏

− 𝐹𝛼𝑘
∗𝑏)𝑃

𝑝=1
𝐵
𝑏=1 , 

(3.32) 
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𝑉𝑎�̂�(�̂�𝛼𝑘) = 𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘
∗𝑝𝑏

− �̅̂�𝛼𝑘
∗𝑝𝑏

)
2

𝑃
𝑝=1

𝐵
𝑏=1 , 

where 𝑝 = 1, … 𝑃𝑏, 𝑏 = 1, … 𝐵, and 𝑘 = 1, … 𝐾. The term �̅̂�𝛼𝑘
∗𝑏𝑝

, used in the calculation of 

the variance, is the mean of the bootstrap sample estimates for area 𝑘 across L 

bootstrap samples. Marchetti, Tzavidis and Pratesi (2012) report empirical results 

which show the bootstrap tracks the true RMSE well across areas in a range of 

population scenarios.  The MTP bootstrap achieves these RMSE estimates without 

resorting to parametric assumptions, making it an appropriate companion for the 

MQ method.  

3.7.8 Discussion of the MQ approach 

When comparing the EBP to the ELL method, the main observation was that the ELL 

approach failed to condition estimates on area, and was essentially a synthetic 

estimator, whilst the EBP approach was able to use the EBLUP random effects to 

strike an efficient balance between the synthetic estimate and the area specific 

information from the sample. The MQ method works somewhat differently as there 

are no random effects to apportion unexplained variance to particular areas.  

Instead, the regression parameters themselves are specific to the area in question 

through an estimated area level M-quantile coefficient, 𝜃𝑘. Although the methods 

are very different, if both the EBP and MQ methods were applied to the same 

datasets then the random effects, �̂�𝑘, and M-quantile coefficients, 𝜃𝑘, are expected 

to be highly correlated as both represent the adjustment factor away from the 

population mean (given the covariates) required to adequately reflect an area. 

Note that for the case in which 𝑛𝑘 = 0, the EBP and MQ methods also become 

synthetic estimators. That is to say, the estimates are made without reference to 

area specific data so that an EBP estimate for a small area mean becomes �̂�𝛼𝑘
∗𝑙 =

𝑁𝑘
−1[∑ 𝐼(𝐗𝑖𝑘�̂� + 𝑢𝑘

∗ + 휀𝑖𝑘
∗ ≤ 𝑡)𝑖∈𝑘 ]and the comparable MQ estimate is given as �̂�𝛼𝑘

∗𝑙 =

𝑁𝑘
−1[∑ 𝐼(𝐱𝑖𝑘�̂�𝜓(𝜃) + 휀�̂� ≤ 𝑡)𝑖∈𝑘 ], both within a Monte Carlo framework such as �̂�𝛼𝑘 =

1

𝐿
∑ �̂�𝛼𝑘

∗𝑙𝐿
𝑙=1 , 𝑙 = 1, … 𝐿. The estimated M-quantile coefficient 𝜃 is the average of all the 

unit M-quantile coefficients in the sample, regardless of area, 𝜃 = 𝑛−1 ∑ 𝜃𝑖i∈s . It is 

therefore expected that 𝜃 ≈ 0.5 , given the influence function 𝜓 , represents a 

estimate of a measure of central tendency of the conditional distribution 𝑦𝑖  | 𝐗𝒊, 𝑖 =
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1, … 𝑁, just as in the EBP case the expectation of 𝐗𝑖𝑘�̂� + 𝑢𝑘
∗ + 휀𝑖𝑘

∗
 is 𝐗𝑖𝑘�̂� describes an 

estimate of the mean of the conditional distribution.  

Because of the unique qualities of the EBLUPs, the EBP method is expected to be 

more efficient than the MQ method if the model assumptions hold. However, the 

cost incurred in estimating EBLUPs are additional parametric assumptions. If these 

assumptions fail then the population model is no longer valid and EBP estimates 

could potentially be biased. The MQ approach requires no assumptions about the 

distribution of area level effects to be made. In fact, the approach is based on a 

single level M-quantile model which makes no reference to small areas. Area effects 

are seen as mere aggregates of unit M-quantile coefficients which represent the 

quantile of the conditional distribution on which a unit lies. Not only does this 

approach avoid making assumptions about the distribution of hierarchical effects, 

but it also allows for great flexibility as any number of groupings, representing 

different possible structures for the data, can be investigated under the same 

population model. Whilst all SAE techniques are to some extent susceptible to 

outliers and influential data points due to the sample size issues, the lack of 

parametric assumptions around the distribution of the hierarchical effects is 

expected to make the MQ approach more robust to challenging population types 

than the EBP or ELL methods. 

The way in which the area effects are estimated is the most significant difference 

between the EBP and MQ methods, but there are also some other points of 

departure worthy of note. For example, the regression coefficients themselves are 

estimated quite differently in the two approaches. The use of the influence 

functions in the MQ method allows different weights to be given to residuals in the 

model fitting process depending on their magnitude. It is therefore possible to 

reduce the distorting effect of outliers or long tails on the estimation of the 

regression parameters. With the MQ method, an influence function can be chosen 

depending on data considerations and the importance of robustness against 

efficiency for a given study. Practitioners using the EBP or ELL method have no 

latitude to do the same and must again rely on the log transformation to correct 

for any irregularities in the data which could compromise the estimation of the 

regression parameters. Although Chambers and Tzavidis (2006) infer that the 

choice of M-quantile regression, as opposed to standard quantile regression, is 

largely a practical one, as the iteratively reweighted least squares algorithm of M-

quantile regression guarantees convergence (Kokic et al., 1997), the facility to 
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make regression coefficients more robust simply by modifying the influence 

function is a valuable feature given that the method is likely to be applied to 

population types where standard model assumptions fail. 

When the target small area parameter is a complex function of an underlying 

continuous variable, there is a further significant difference between the methods 

in the techniques used to construct the distribution around the expected value. 

Consistent with the parametric assumptions of the population model, the EBP 

method draws error terms from Gaussian distributions in the construction of the 

conditional distribution whereas the MQ method uses a type of smearing estimator 

of the empirical error distribution based on model residuals. If the parametric 

model holds, the EBP method’s faithful recreation of a Gaussian conditional 

distribution represents an advantage over estimated empirical distribution used in 

the MQ method. However, if the true shape of the conditional distribution differs 

substantially from normality then the parametric assumptions of the EBP method 

become restrictive and the complex small area parameter is estimated on the back 

of an inaccurate representation of the distribution of the underlying continuous 

variable. This is of particular concern where the parameter of interest is contingent 

on the accurate portrayal of the tail of the conditional distribution, as the shape of 

tails can vary considerably even where expected values corresponding to the 

central portion of the distribution remain constant. In such cases the approach 

used in the MQ method, where the shape of the conditional distribution is 

estimated from the distribution of the residuals, may be preferable. 
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Chapter 4:  An empirical evaluation of the ELL, 

EBP and MQ methods 

4.1 Introduction 

The previous discussion draws attention to the parametric assumptions of the SAE 

methods which rely on mixed models. It is suggested that violation of these 

assumptions is not only unsatisfactory from a theoretical perspective but may 

conceivably impede the efficiency of the model estimates and subsequently the 

accuracy of small area estimates themselves. But the extent to which violations in 

the assumptions of mixed models are likely to affect SAE in unclear. In the EBP 

mthod, for example, the fixed effects, random effects and variance terms all play 

a direct role in the prediction of out of sample units via a complex and protracted 

process. The collective influence of any bias in these model parameters on the final 

small area estimates is therefore difficult to ascertain. A small amount of bias in a 

variance component may, for example, be magnified through its use in predicting 

random effects, or negated by the more prominent role of the fixed effects in 

explaining variance, and eventually play either a critical or negligible role in the 

final estimates, perhaps depending on the particular formulation of the small area 

parameter of interest or the position of the poverty line.  

Outside of SAE, it is very unusual for all of these parameters to be used together in 

this way. Existing studies on the robustness of random effects models tend to focus 

on particular parameters or specific applications. For example, Agresti, Caffo and 

Ohman-Strickland (2004) describe the impact of misspecification on fixed effects, 

Neuhaus, Hauck and Kalbfleisch (1992) demonstrates how susceptible the variance 

terms are to bias, whilst Magder and Zeger (1996)  describe how the estimation of 

the random effects can be biased by violations in parametric assumptions. So 

although there is a rich vein of work on the robustness of random effects models 

to violations in parametric assumptions (McCulloch and Neuhaus, 2011, provide an 

overview) their relevance to the SAE context is quite limited as they do not consider 

the multiplicative effects of suboptimal estimation on each of the parameters which 

is pertinent to the SAE methods. 

Whilst the M-quantile approaches avoid some of the assumptions made by the 

parametric methods, and would therefore appear to offer an interesting alternative, 
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they are relatively unproven and their performance under different types of 

population structures is unknown. There is also expected to be a loss in efficiency 

if the M-quantile methods are employed for populations which largely fulfil 

assumptions of the parametric methods, but the magnitude of this opportunity 

cost cannot be discerned simply through a theoretical understanding of the 

qualities of the methods.  

To this end, this chapter offers an evaluation of the performance of the methods 

when applied to different types of populations. Some initial testing has been carried 

by the respective authors of the methods. Molina and Rao (2010) carry out model-

based simulation experiments to compare direct, ELL and EBP methods under 

conditions of normality, finding bias is negligible for all three methods but 

indicating that the EBP estimator was significantly more efficient than the ELL or 

direct estimator. Chambers and Tzavidis (2006) show that the M-quantile approach 

is comparable to a random effects predictor, and may even be superior where 

parametric assumptions are violated, but restrict their study to small area means 

rather than the more complex parameters. These results offer a suggestion that 

the distinct qualities of the methods may translate to meaningful disparities in 

estimation of the small area parameters and there is now a need to expand the 

knowledge base through independent and thorough testing of the methods and 

their associated MSE estimators across a variety of populations. 

4.2 Simulating populations 

In order to assess the performance of the methods, the true values of the small 

area parameters 𝐹𝑘 would ideally be known for each area, 𝑘 = 1, … , 𝐾. This allows 

the level of error to be accurately determined for each method. However, this would 

require complete population data to be available for a welfare measure, and real-

world examples of this are extremely rare. As the aim of this investigation is to 

evaluate the methods across various types of population, multiple such datasets 

would be required. Additionally, given the discussions in the preceding chapter, it 

is not sufficient to merely apply the methods to ‘typical’ population types if an 

extensive assessment is to be made. Rather, the characteristics of the populations 

must be quite particular, and perhaps at times unusual, if the methods are to 

rigorously tested. To this end, a series of model-based simulation studies have 

been devised which use superpopulation models to generate a number of 
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populations which represent different types of challenges to the estimation 

procedures and at times purposefully invalidate the assumptions of the parametric 

models. A sample is taken from each simulated population and estimates of the 

parameter of interest, �̂�k , are then made for each small area. The RMSE (root mean 

square error) and bias of the estimates for each area are calculated across the 𝑆 

simulations; 

𝑅𝑀𝑆𝐸(�̂�k) = √
1

𝑆
∑ (�̂�k − 𝐹k)

2
𝑠=1  , 

𝐵𝑖𝑎𝑠(�̂�k) =  
1

𝑆
∑ ((�̂�k − 𝐹k))𝑠=1 , 

(4.1) 

for 𝑘 = 1, … , 𝐾, 𝑠 = 1, … , 𝑆. 

Although bias is a component of RMSE it is often of interest to monitor it separately 

when assessing SAE methods so as to understand the source of the error. Generally, 

the square of the bias is small relative to the variance, but it may have a qualitative 

importance which exceeds this. Applying a method which knowingly under- or 

overestimates deprivation is undesirable even if the overall MSE is adequate. There 

is also some added relevance here as the methods are unbiased if their respective 

population models hold. Looking at bias therefore gives a good indication as to 

how robust the performance of the methods are in practice to departures from the 

parametric assumptions.  

Due to the heavy processing requirements of simulating multiple populations and 

the complexity of the methods themselves, the simulations studies were run on the 

Iridis 4 Cluster at the University of Southampton, which is one of the most powerful 

academic supercomputers in Europe. Computing tasks were divided into batches. 

For example, if 𝑆 = 500  the job may be divided into five separate batches, each 

with 𝑆 = 100, with the results aggregated at the end of the process to compute the 

final RMSE and bias figures. As the batches can be run simultaneously on Iridis with 

no reduction in processing speed, the processing time is reduced by 80%. Apart 

from the aggregation of results at the end of the process, the only additional 

requirement from a coding perspective is to advance the initial seed numbers, 

which denote the starting positions of the algorithms used to draw ‘random’ values 

from distribution, by 100 for each batch to avoid duplication of the simulated 

populations and samples between batches. The code, both to build the populations 
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and deploy the methods, was programmed in R. The code used for the methods 

was adapted from syntax originally sourced from the respective authors. 

In the previous chapter, some concerns have been raised about the suitability of 

the parametric methods to population types which do not conform to these 

assumptions. Specifically, there is a risk that the regression parameters become 

biased and the accuracy of the small area estimates is subsequently diminished. 

But there is also an additional concern. This stems from the way in which the 

parametric methods draw error terms from assumed statistical distributions in 

order to construct the conditional distribution of the continuous variable. If the 

incorrect parametric assumptions are made, the small area estimates may be 

compromised not only through the combined bias of the regression parameters, 

but also through the poor representation of the conditional distribution. This adds 

to yet a further layer of complexity, which must lead to a cautious attitude when 

interpreting results in light of any one methodological facet.  

To assess the ELL, EBP and MQ method, populations are simulated using a linear 

multilevel model of the form 

𝑌𝑖𝑘 = 𝑿𝑖𝑘𝜷 + 𝑢𝑘 + 𝑒𝑖𝑘, 
(4.2)  

where 𝑖 = 1, … , 𝑁𝑗, 𝑘 = 1, … , 𝐾, and the total number of small areas 𝐾 is set to 30. 

Predominantly through changing the error distributions, four distinct categories of 

populations are constructed. The design of the simulations is loosely based on 

those used by Marchetti, Tzavidis and Pratesi (2012).  

The first of the four population scenarios (P1) is designed to understand the 

potential opportunity cost of producing small area estimates without making 

parametric assumptions, i.e. the cost of using the MQ method in place of the ELL 

or EBP method where the parametric assumption are actually fulfilled by the 

population. In P1, the area effects and individual errors are therefore drawn from 

normal distributions, 𝑢𝑘~𝑁(0, 2002), 𝑒𝑖𝑘~𝑁(0, 8002). The values of the fixed effects 

remain fixed throughout simulations at 𝜷 = (3000, −150)′
, representing the  

intercept and slope respectively. A single explanatory variable 𝑋 is used which is 

drawn from the normal distribution 𝑥𝑖𝑘~𝑁(𝜇𝑘 , 1) , with the mean, 𝜇𝑗 , differing 

between areas within the range 3 ≤ 𝜇𝑘 ≤ 10. 9580 units are generated for each 

population and a sample is taken so that the sample size of each area is 10% of its 

total size. The sample size within areas ranges between 23 ≤ 𝑛𝑘 ≤ 44  with 
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population sizes 230 ≤ 𝑁𝑘 ≤ 440 . The P1 populations fulfil perfectly the 

assumptions of the nested error models used in the ELL and EBP methods.  

For the second scenario (P2) the intercept and slope values, 𝜷, and distributions 

from which the covariate and area effects are drawn, remain the same as in the 

first. However, in 50% of the areas a small number of units (between 10 and 20) 

are drawn from a much wider distribution, 𝑒𝑖𝑘~𝑁(0, 40002) . This represents a 

contamination percentage of 5% in the selected areas, and 2.5% across the 

population. In this way, these areas are contaminated with outliers. Once again, a 

sample is taken in which every area is represented, proportional to its population 

( 𝑛 = 958 ). The sample size within areas ranges between 23 ≤ 𝑛𝑘 ≤ 44  with 

population sizes 230 ≤ 𝑁𝑘 ≤ 440. This contamination marks the second scenario 

out from the first. In P2 the parametric assumptions are therefore approximately 

fulfilled, but contain some problematic outlying units. The parametric methods are 

still expected to be reasonably resilient to these departures, but some loss of 

efficiency is likely, the scale of which is unknown.  

In the third scenario (P3) the population model has are two covariate terms, which 

draw values from the distributions, 𝑋1𝑖𝑘~𝑁(0, 22), and , 𝑋2𝑖𝑘~𝑁(0, 1) and combine 

with the following intercept and two slope terms, 𝜷 = (20, −1, −0.5)′
.  Area effects 

and individual errors are again drawn from normal distributions, with the following 

parameters, 𝑢𝑘~𝑁(0, 0.642) , 𝑒𝑖𝑘~𝑁(0, 42) . Finally, the exponent of the resulting 

values are taken so that the population becomes heavily skewed. P3 therefore 

represents a more complex set of populations. Economic variables such as income 

and consumption are typically skewed in this way. The sampling scheme is also 

made more complicated, with some areas receiving more generous samples sizes 

than others (8 ≤ 𝑛𝑘 ≤ 34). The population total size is 7500 (𝑁𝑘 = 250) and the total 

sample size is 480. Although the degree of skewness would appear to make these 

populations a challenge for the parametric methods, recall that the log 

transformation employed by the ELL and EBP methods is designed with exactly this 

type of population in mind. Such is the construction of the skew in the simulated 

populations, the log function of the parametric methods should retransform the 

population to something very close to normality. So whilst P3 populations are more 

lifelike than those of P1 and P2, the parametric methods have to some extent been 

constructed to accommodate these types of difficulties.   
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In the fourth scenario (P4) the model has is a single covariate which is drawn from 

a uniform distribution. The distribution has different parameters in 9 of the areas, 

where 𝑥𝑖𝑘~𝑈(3, 5), than in the remaining 21, where 𝑥𝑖𝑘~𝑈(4, 5). This model is unique 

from the others in that area effects and individual errors are both drawn from chi-

square distributions, 𝑢𝑗~𝜒(1), 𝑒𝑖𝑘~𝜒(2) respectively. The errors which are drawn are 

then centred around zero. A 10% sample is taken from each area so that 𝑛 = 958. 

The sample size within areas ranges between 23 ≤ 𝑛𝑘 ≤ 44 with population sizes 

230 ≤ 𝑁𝑘 ≤ 440. P4 is likely to be the most challenging of the four scenarios from 

an estimation perspective. It produces populations which are highly skewed in a 

way which cannot be remedied by simply applying a log transformation and 

therefore purposely violates the distributional assumption made by the parametric 

approaches.  

In each of the four scenarios, there are two types of complex small area parameters 

of interest, 𝐹αk . These correspond to the FGT formula where α = 0  and α = 1 , 

labelled as HCR and PG respectively. The value of the poverty line 𝑧 on which both 

these calculations depend is set to 60% of the median of the unit 𝑦-values across 

each simulated population. This value is then estimated based on sample data by 

each of the methods as part of the estimation process.  

In the first two scenarios it is clear that no benefit is to be gained by employing 

this log transformation, but there may be some small cost in terms of efficiency. 

Therefore by modelling the untransformed welfare values for all three methods in 

the first two scenarios the methods are cast in the best possible light. In a real 

world application the decision of whether or not to apply the log transformation is 

generally less clear but may conceivably be deduced from model diagnostics. With 

the MQ method, the raw welfare variable is typically modelled, however 

transformations can be applied if exploratory analysis and inspection of model 

residuals implies that the data is very heavily skewed. For consistency and ease of 

comparison the log transformation is therefore applied for all three methods in the 

final two scenarios. Below, results are presented for the 30 areas, summarised over 

500 simulations for each of the four scenarios. There are two parallel sets of results; 

the first relating to the HCR and the second to the PG.  
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4.3 Results 

Figure 4.1 and the Table 4.2 show that performance of the methods for HCR 

estimation in the P1 (Normal Areas) scenario, whilst Figure 4.2 and Table 4.3 show 

the corresponding set of results for PG estimation. The data points on the charts 

are sorted in ascending order by the true HCR value of the areas. For both HCR and 

PG, the variability of the estimates, as measured by the RMSE, is shown to be far 

higher for the ELL method than for the EBP and MQ approaches.  Of the three 

methods, it is the EBP method which records the lowest RMSE, but this is only a 

marginal improvement over the MQ method; both track the true small area 

parameter values extremely well. The EBP method produces slightly less bias than 

the other approaches, but bias remains at a negligible level for all methods. Overall 

in this scenario, the EBP method is superior, as would be expected on theoretical 

grounds. But the cost of using the MQ method in its place would appear to be small, 

and this differential pales into insignificance when compared with the gains made 

by both the EBP and MQ approaches over the ELL method. This is a very clear 

demonstration of the value of area-specific sample information in the estimation 

process and shows the importance of using predictive models which are capable of 

conditioning estimates upon area membership, as opposed to taking a purely 

synthetic approach, which is essentially the case in the ELL method.  

Figure 4.1 HCR estimates and RMSE - P1 (Normal Errors) 
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Table 4.1 Summary of RMSE and Bias of HCR estimates - P1 (Normal Errors) 

RMSE(HCR) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP RMSE 0.0216 0.0294 0.0331 0.0359 0.0412 0.0641 

MQ RMSE 0.0231 0.0310 0.0355 0.0383 0.0444 0.0658 

ELL RMSE 0.0336 0.0449 0.0532 0.0584 0.0725 0.0922 

Bias(HCR) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP Bias -0.0070 -0.0015 0.0013 0.0009 0.0028 0.0073 

MQ Bias -0.0091 -0.0066 -0.0057 -0.0056 -0.0045 0.0017 

ELL Bias -0.0071 -0.0041 0.0033 0.0017 0.0056 0.0128 

 

Figure 4.2 PG estimates and RMSE - P1 (Normal Errors) 
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Table 4.2 Summary of RMSE and Bias of PG estimates - P1 (Normal Errors) 

RMSE(PG) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP RMSE 0.0077 0.0117 0.0139 0.0169 0.0202 0.0431 

MQ RMSE 0.0083 0.0123 0.0151 0.0182 0.0224 0.0447 

ELL RMSE 0.0118 0.0170 0.0220 0.0268 0.0350 0.0611 

 

Bias(PG) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP Bias -0.0025 -0.0005 0.0007 0.0004 0.0013 0.0029 

MQ Bias -0.0059 -0.0033 -0.0026 -0.0028 -0.0018 -0.0010 

ELL Bias -0.0033 -0.0016 0.0010 0.0008 0.0023 0.0077 

 

Figure 4.3 and Table 4.4 show the performance of the methods for HCR estimation 

in the P2 (Outliers) scenario, whilst Figure 4.4 and Table 4.5 show the 

corresponding set of results for PG estimation. The results indicated that the MQ 

method outperforms the parametric methods. It records the lowest RMSE for both 

HCR and PG estimation. This can be partly explained by the notable jump in bias 

suffered by the parametric methods compared to the previous scenario. Specifically, 

the small area parameters are being systematically overestimated in areas which 

have low HCR or PG levels. This is an interesting result as the distribution of the 

dependent variable in this scenario remains symmetrical. Yet even with these 

relatively slight departures from normality, the performance of the parametric 

methods is notably diminished. This suggests that the parametric assumptions of 

the population models are a genuine restriction, and that the EBP and ELL methods 

are not robust to this type of violation.  

  



 

104 

 

 

Figure 4.3 HCR estimates and RMSE - P2 (Outliers) 

 

Table 4.3 Summary of RMSE and Bias of HCR estimates - P2 (Outliers) 
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ELL Bias 0.0003 0.0140 0.0199 0.0182 0.0233 0.0294 

 

  

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

1 3 5 7 9 11131517192123252729

H
C

R

Index

HCR estimates

ELL MQ EBP True

0

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

0.09

0.1

0
.0

7

0
.1

0

0
.1

0

0
.1

0

0
.1

0

0
.1

0

0
.1

3

0
.1

3

0
.1

4

0
.1

7

0
.1

8

0
.2

2

0
.2

2

0
.2

9

0
.3

4

R
M

SE

HCR

RMSE (HCR estimates)

ELL MQ EBP



 

105 

 

Figure 4.4 PG estimates and RMSE - P2 (Outliers) 

 

Table 4.4 Summary of RMSE and Bias of PG estimates - P2 (Outliers) 

RMSE(PG) Min. 1st Qu. Median Mean 3rd Qu. Max. 
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Figure 4.5 and Table 4.6 show the performance of the methods for HCR estimation 

in the P3 (Log-scale) scenario, whilst Figure 4.6 and Table 4.7 show the 

corresponding set of results for PG estimation. In this scenario, where the 𝑦 values 

are skewed through the exponential function, the EBP method produces slightly 

lower RMSE than the MQ method for both HCR and PG estimates, with the ELL 

approach a distant third. In general terms therefore the results of this scenario are 

similar to the results of the first scenario. This is expected, as by applying the log 

transformation before the modelling process, the distribution of the dependent 

variable should revert to normality and the assumptions around the error 

distributions are then expected to be approximately fulfilled, as in P1. However, 

the application of the log transformation does appear to carry a cost.  This is 

particularly evident for the parametric methods where the estimation accuracy is 

far less consistent across areas than in the first scenario. Although overall levels of 

bias remain within reasonable tolerances, the parametric methods show a tendency 

to overestimate HCR for certain areas in this scenario. By contrast, the MQ method 

appears to track the true small area parameters more faithfully across the areas, 

but is disadvantaged by a consistent tendency to slightly underestimate HCR and 

PG.    

Figure 4.5 HCR estimates and RMSE - P3 (Log Scale) 
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Table 4.5 Summary of RMSE and Bias of HCR estimates - P3 (Log Scale) 

RMSE(HCR) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP RMSE 0.0499 0.0581 0.0635 0.0628 0.0661 0.0775 

MQ RMSE 0.0557 0.0607 0.0642 0.0647 0.0677 0.0799 

ELL RMSE 0.1022 0.1060 0.1094 0.1091 0.1112 0.1188 

 

Bias(HCR) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP Bias -0.0111 -0.0026 0.0020 0.0018 0.0057 0.0189 

MQ Bias -0.0076 -0.0039 -0.0016 -0.0016 0.0010 0.0037 

ELL Bias -0.0184 -0.0065 0.0000 0.0030 0.0114 0.0305 

 

Figure 4.6 PG estimates and RMSE - P3 (Log Scale) 
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Table 4.6 Summary of RMSE and Bias of PG estimates - P3 (Log Scale) 

RMSE(PG) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP RMSE 0.0427 0.0504 0.0544 0.0543 0.0572 0.0664 

MQ RMSE 0.0482 0.0530 0.0554 0.0562 0.0586 0.0692 

ELL RMSE 0.0894 0.0919 0.0953 0.0949 0.0973 0.1026 

 

RMSE(Bias) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP Bias -0.0102 -0.0029 0.0019 0.0013 0.0048 0.0165 

MQ Bias -0.0095 -0.0064 -0.0038 -0.0041 -0.0018 0.0007 

ELL Bias -0.0165 -0.0061 0.0001 0.0024 0.0110 0.0264 

 

Figure 4.7 and Table 4.8 show the performance of the methods for HCR estimation 

in the P4 (Chi-square) scenario, whilst Figure 4.8 and Table 4.9 show the 

corresponding set of results for PG estimation. The results show that this is the 

most challenging of the four scenarios for all three methods. It offers a highly 

skewed distribution which cannot be transformed to normality simply by applying 

the log function.  Levels of RMSE are of a similar scale of magnitude for the EBP and 

MQ methods, with the ELL estimates once more recording very high levels of error. 

Where the target parameter is the HCR, the MQ method has slightly lower RMSE 

than the EBP method, but this is reversed for the PG parameter. The pattern of bias 

across the areas is again a concern with the EBP method; there is clear 

overestimation for areas which have low levels of HCR or PG. Conversely, for areas 

with high levels of PG, clear underestimation can be seen. As in P3, the plots 

suggest that the MQ method tracks the basic pattern of the parameter values more 

closely than the parametric methods, but suffers from general underestimation 

across all the areas.        
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Figure 4.7 HCR estimates and RMSE – P4 (Chi-square) 

 

 

Table 4.7 Summary of RMSE and Bias of HCR estimates – P4 (Chi-square) 

RMSE(HCR) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP RMSE 0.0617 0.0681 0.0715 0.0722 0.0776 0.0852 

MQ RMSE 0.0488 0.0566 0.0644 0.0638 0.0700 0.0774 

ELL RMSE 0.1300 0.1515 0.2138 0.1943 0.2171 0.2313 

 

RMSE(Bias) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP Bias -0.0189 -0.0033 0.0015 0.0107 0.0319 0.0476 

MQ Bias -0.0213 -0.0171 -0.0151 -0.0151 -0.0132 -0.0086 

ELL Bias -0.0590 -0.0121 0.0057 0.0086 0.0307 0.0772 
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Figure 4.8 PG estimates and RMSE - P4 (Chi-square) 

  

 

Table 4.8 Summary of RMSE and Bias of PG estimates - P4 (Chi-square) 

RMSE(PG) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP RMSE 0.0529 0.0589 0.0844 0.0790 0.0891 0.1001 

MQ RMSE 0.0562 0.0640 0.0940 0.0865 0.0984 0.1126 

ELL RMSE 0.1165 0.1394 0.2195 0.1940 0.2233 0.2321 

 

Bias(PG) Min. 1st Qu. Median Mean 3rd Qu. Max. 

EBP Bias -0.0334 -0.0165 -0.0108 -0.0043 0.0159 0.0292 

MQ Bias -0.0363 -0.0321 -0.0285 -0.0266 -0.0190 -0.0127 

ELL Bias -0.0638 -0.0174 0.0021 0.0046 0.0256 0.0684 
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The key finding from this set of results is that small area parameter estimates can 

become markedly less accurate if the assumed underlying model is invalidated by 

the characteristics of the population under study. There is some suggestion that 

small area estimates made through the EBP method may suffer from shrinkage and 

are pulled in towards the overall average for populations in which the distribution 

of the dependent variable has a long tail or outlying values.  Some shrinkage 

towards the mean is a known property of the EBLUPs and, under normality, is 

advantageous as it allows a balance to be struck between the sample values specific 

to that area and the information provided by the sample in its entirety, as detailed 

in Chapter 2. However, this procedure relies on accurate estimation of the variance 

components and this can be compromised if the incorrect form of distribution is 

assumed which may explain the over-contraction of estimates seen here.  Evidence 

has also been found that an alternative approach based on M-quantile models, 

which is able to avoid some of these parametric assumptions, may be more robust 

to challenging population types. Under certain circumstances, the MQ method 

appears able to estimate complex small area parameters with superior levels of 

accuracy than that achieved by the parametric methods. The results also contain 

valuable feedback for the further development of the MQ method, as despite 

tracking the general pattern of the small area parameters well, there is some 

tendency towards underestimation which becomes more apparent for certain 

population types. The results also reinforce the findings of Molina and Rao (2010) 

that the EBP estimates are far more efficient than their ELL counterparts. Indeed, 

the MQ method also comfortably outperforms the ELL approach across all of the 

population types. 
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4.4 An empirical evaluation of the EBP parametric 

bootstrap  

Whilst the EBP method performs extremely well under certain conditions, the 

results in Section 4.3 have demonstrated that estimation accuracy is in part 

dependent on the characteristics of the population to which the method is applied. 

For those charged with interpreting the small area estimates and using them to 

inform decision making, a guide to the likely level of this estimation error for each 

area is therefore invaluable. This is the ultimate purpose of any bootstrap 

procedure used to estimate MSE. Through the following simulations study, the 

performance of the parametric bootstrap in estimating the MSE of EBP small area 

estimates are considered. Given that the parametric bootstrap assumes the same 

population model as the EBP method itself, there are substantial grounds for doubt 

about the ability of the bootstrap to fulfil its role when model assumptions are 

violated.  

An outline of the parametric bootstrap used by Molina and Rao (2010) was given 

in Section 3.6.4. Recall that the parametric bootstrap generates bootstrap 

populations under the superpopulation model 𝑦𝑖𝑘
∗ = 𝐱𝑖𝑘�̂� + 𝑢𝑘

∗ + 휀𝑖𝑘
∗

, where 𝑖 =

1, … 𝑁𝑘 , 𝑘 = 1, … 𝐾 , and with error terms drawn from Gaussian distributions 

𝑢𝑘
∗ ~𝑁(0, �̂�𝑢

2) and 휀𝑖𝑘
∗ ~𝑁(0, �̂�𝜀

2). This superpopulation model would be expected to 

produce bootstrap populations in which the conditional distribution of 𝑦𝑖𝑘
∗

 given 𝐱 

approximately obeys normality. Samples are then taken from these bootstrap 

populations and EBP small areas estimates made from the samples. MSE is 

estimated as the squared difference between the small area estimates derived from 

the bootstrap samples and the known values calculated directly from the bootstrap 

populations within a Monte Carlo simulation. The accuracy of the MSE estimations 

is therefore heavily dependent on how closely the bootstrap population resembles 

the true populations. In the case of the parametric bootstrap, the accuracy of the 

MSE estimation is subsequently expected to be heavily dependent on how closely 

the true population follows normality.  

On theoretical grounds, the parametric bootstrap is of course invalid if the 

population model does not hold and should not strictly be deployed. But in reality, 

the EBP method and the parametric bootstrap are likely to be applied to populations 

which do not conform to the assumed model, and it is unclear how robust the 

parametric bootstrap will prove in such circumstances. It is therefore of interest to 
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analyse how much of the error associated with the EBP estimates in the four 

scenarios above is registered in the MSE estimates of the parametric bootstrap. To 

test this, the parametric bootstrap is deployed in the four simulation studies given 

in Section 4.2 and parametric bootstrap estimates of the RMSE of the EBP estimates 

of the small area parameters are made. The MSE and bias of the bootstrap RMSE 

estimates are then estimated across the S simulations as 

𝑀𝑆�̂� (𝑅𝑀𝑆�̂�(�̂�αk)) =
1

𝑆
∑ (𝑅𝑀𝑆�̂�(�̂�αk) − 𝑅𝑀𝑆𝐸(�̂�αk))

2

𝑠=1 , 

𝐵𝑖𝑎�̂� (𝑅𝑀𝑆�̂�(�̂�αk)) =  
1

𝑆
∑ (𝑅𝑀𝑆�̂�(�̂�αk) − 𝑅𝑀𝑆𝐸(�̂�αk))𝑠=1 , 

(4.3)  

for each small area 𝑘 = 1, … 𝐾, where 𝑠 = 1, … , 𝑆 with the empirical (true) 𝑅𝑀𝑆𝐸(�̂�αk) 

calculated as in Equation 4.1. 

Figures 4.9 and 4.10 show the average RMSE estimated by the parametric bootstrap 

(across simulations) against the true or ‘empirical’ level of RMSE for the HCR and 

PG estimates. The points on the charts have been sorted in ascending order by the 

true RMSE values for each area. Tables 4.10 and 4.11 give a summary of the MSE 

and bias of the RMSE estimates, again corresponding to both HCR and PG estimates. 

In the first scenario, P1, where errors fulfil the Gaussian assumptions of the 

hierarchical model, the results show that the parametric bootstrap estimates the 

true level of RMSE extremely well. The MSE of the bootstrap RMSE estimates is small 

with regards to both the HCR and the PG parameters, whilst the plots show that the 

true levels of RMSE are well tracked across the areas with just a slight tendency for 

overestimation.  

For P2 however, the scenario which includes the outlying values, the results show 

a notable jump in the MSE of the bootstrap RMSE estimates, which is particularly 

evident in the case of the HCR parameter. The levels of bias have also become 

greater and the direction of bias has switched to negative - the error of the EBP 

estimates is being underestimated. The third scenario, P3, in which the dependent 

variable is on the exponential scale, more closely resembles the first scenario than 

the second, as the RMSE is overestimated by the bootstrap. This similarity with the 

first scenario is perhaps expected as the log transformation used in the bootstrap 

procedure should return the distribution of the dependent variable to approximate 

normality. However, there appears to be some cost incurred in applying this 

transformation, as the MSE of the bootstrap estimates is much higher than in the 
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first scenario and the plots show that the true level of error is not being tracked 

quite as closely, although the overall level of relative bias remains small.  For the 

fourth scenario, P4, in which the dependent variable is highly skewed, the MSE of 

the bootstrap RMSE estimates is high. The plots show that although the bootstrap 

still tracks the general shape of the true RMSE across the areas, it suffers from 

considerable negative bias for both the HCR and PG parameters, although there is 

also evidence that error is overestimated for the few areas which have very low PG 

values. 
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Figure 4.9 Estimated and true (empirical) RMSE for Empirical Best Predictor Head 

Count Ratio estimates 
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Table 4.9 MSE & Bias of parametric bootstrap RMSE estimates (Head Count Ratio) 

P1 (Normal errors) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MSE (𝑹𝑴𝑺�̂�) 0.0000 0.0000 0.0000 0.0000 0.0000 0.0001 

Bias (𝑹𝑴𝑺�̂�) 0.0007 0.0029 0.0039 0.0039 0.0046 0.0098 

Rel. bias (𝑹𝑴𝑺�̂�) 0.0196 0.0812 0.1176 0.1110 0.1370 0.1915 

P2 (Outliers) Min. 1st Qu. Median Mean 3rd Qu. Max. 

 

MSE (𝑹𝑴𝑺�̂�) 0.0000 0.0000 0.0001 0.0001 0.0001 0.0001 

Bias (𝑹𝑴𝑺�̂�) -0.0092 -0.0063 -0.0050 -0.0042 -0.0025 0.0049 

Rel. bias (𝑹𝑴𝑺�̂�) -0.2117 -0.1491 -0.1270 -0.1003 -0.0572 0.0818 

P3 (Log scale) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MSE (𝑹𝑴𝑺�̂�) 0.0000 0.0000 0.0000 0.0000 0.0001 0.0001 

Bias (𝑹𝑴𝑺�̂�) -0.0047 0.0004 0.0026 0.0019 0.0039 0.0067 

Rel. bias (𝑹𝑴𝑺�̂�) -0.0683 0.0063 0.0441 0.0337 0.0645 0.1025 

P4 (Chi-square) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MSE (𝑹𝑴𝑺�̂�) 0.0000 0.0000 0.0001 0.0001 0.0001 0.0002 

Bias (𝑹𝑴𝑺�̂�) -0.0130 -0.0077 -0.0061 -0.0057 -0.0038 0.0004 

Rel. bias (𝑹𝑴𝑺�̂�) -0.1876 -0.0989 -0.0801 -0.0786 -0.0571 0.0058 
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Figure 4.10 Estimated and true (empirical) RMSE for Empirical Best Predictor 

Poverty Gap estimates 
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Table 4.10 MSE & bias of parametric bootstrap RMSE estimates (Poverty Gap) 

P1 (Normal errors) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MSE (𝑹𝑴𝑺�̂�)   0.0000    0.0000    0.0000    0.0000    0.0000    0.0001  

Bias (𝑹𝑴𝑺�̂�) -0.0000    0.0011    0.0017    0.0019    0.0026    0.0054  

Rel. bias (𝑹𝑴𝑺�̂�) -0.0001    0.0895    0.1241    0.1128    0.1479    0.1835  

P2 (Outliers) Min. 1st Qu. Median Mean 3rd Qu. Max. 

 

MSE (𝑹𝑴𝑺�̂�)   0.0000    0.0000    0.0000    0.0000    0.0000    0.0001  

Bias (𝑹𝑴𝑺�̂�) -0.0068  -0.0035  -0.0029  - 0.0027  -0.0023    0.0017  

Rel. bias (𝑹𝑴𝑺�̂�) -0.2900  -0.1941  -0.1422  - 0.1315  -0.0682    0.0405  

P3 (Log scale) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MSE (𝑹𝑴𝑺�̂�)   0.0000    0.0000    0.0000    0.0000    0.0000    0.0001  

Bias (𝑹𝑴𝑺�̂�) -0.0046    0.0000    0.0020    0.0015    0.0031    0.0049  

Rel. bias (𝑹𝑴𝑺�̂�) -0.0767    0.0005    0.0396    0.0302    0.0612    0.1050  

P4 (Chi-square) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MSE (𝑹𝑴𝑺�̂�)   0.0002    0.0003    0.0004    0.0004    0.0004    0.0005  

Bias (𝑹𝑴𝑺�̂�) -0.0157  -0.0122  -0.0081  - 0.0064    0.0005    0.0064  

Rel. bias (𝑹𝑴𝑺�̂�) -0.1803  -0.1304  -0.0968  - 0.0663    0.0096    0.1200  
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Overall, the results indicate that if the EBP method is only ever to be applied to 

populations which fulfil its parametric assumptions, then the parametric bootstrap 

method produces extremely accurate estimates of error. However, if the EBP 

method is applied to populations which violate these assumptions (through outliers 

or long distributional tails, for example) then the parametric bootstrap cannot be 

relied upon to signify the reduced effectives of the EBP method. As the level of error 

in the small area estimates caused by incorrect specification of the population 

model increases, the parametric bootstrap inevitably becomes less accurate. This 

is problematic as the validity of the population model is often difficult to discern. 

In practice, those who interpret estimates of small area parameters rely on RMSE 

estimates to indicate the level of confidence which can be placed on the figures. If 

practitioners are unaware of the limitations of the parametric bootstrap, there is a 

risk that the resulting RMSE estimates become misleading rather than informative, 

and may encourage false confidence in the small area estimates.  
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4.5 An empirical evaluation of the Marchetti, Tzavidis and 

Pratesi (2012) bootstrap 

The MTP bootstrap (Marchetti, Tzavidis and Pratesi, 2012) is designed to give an 

indication of the level of error of the MQ small area estimates. A description of the 

MTP bootstrap has been given in Section 3.7.7. As bootstrap populations are 

generated under an M-quantile superpopulation model, fewer assumptions are 

made than with a parametric bootstrap. Of particular note is the way in which model 

residuals are used to build an empirical error distribution. By sampling error terms 

from this empirical distribution during the population building process, the 

bootstrap avoids making assumptions about the error distribution. Accordingly, 

there is less reason to expect that the performance of the bootstrap would be 

severely affected by non-normal population types than with the parametric 

bootstrap.  

The MTP bootstrap is evaluated for the four scenario described in Section 4.2. As 

previously, a large number of populations, (𝑆 = 500), are generated under each 

scenario. MQ estimates of the HCR and PG in the small areas are made, and for 

each an accompanying estimate of RMSE is made using the MTP bootstrap. As the 

population values are known, the true empirical RMSE of the MQ estimates can also 

be calculated. The MSE and bias of the estimated RMSE can therefore be given 

through the formulas given in Equation 4.3. 

Tables 4.12 and 4.13 show a summary of the empirical (i.e. true) and estimated 

(i.e. bootstrap) RMSE figures for the four population scenarios for HCR and PG 

estimates. Both tables also show the the MSE and bias of the bootstrap RMSE 

estimates. Overall, the results show that the MTP bootstrap tracks the general 

pattern of the true RMSE values quite closely across areas and is at times robust to 

different population types. However, there is a persistent tendency for the 

bootstrap to underestimate RMSE across the board. The robustness of the MTP 

bootstrap is particularly evident when comparing the MSE and bias figures of the 

bootstrap estimates in P1 and P2. The two sets of figures are very similar and 

suggest that outliers have a negligible influence on the performance of the 

bootstrap. The MSE of the bootstrap estimates increase P3 and P4 scenarios, but 

bias remains of a similar scale of magnitude throughout the scenarios. Although 

there is some evidence here that the MTP bootstrap is robust to different 

population types in a way that a parametric bootstrap cannot be, the ubiquitous 
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negative bias undermines its performance. The scale of the negative bias cannot 

be ignored and suggests that the MTP bootstrap requires some further 

development. Indeed, constructing 95% confidence intervals based on the mean 

MSE estimates leads to an actual coverage rate of under 90% in all four scenarios. 
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Table 4.11 Marchetti, Tzavidis and Pratesi (2012) bootstrap RMSE estimates for 

Head Count Ratio estimates 

P1 (Normal Errors) Min. 1st Qu. Median Mean 3rd Qu. Max. 

Empirical 𝑹𝑴𝑺𝑬 0.0231 0.0310 0.0355 0.0383 0.0444 0.0658 

Bootstrap 𝑹𝑴𝑺�̂� 0.0180 0.0245 0.0278 0.0314 0.0370 0.0547 

MSE (𝑹𝑴𝑺�̂�) 0.0001 0.0001 0.0002 0.0002 0.0002 0.0003 

Bias (𝑹𝑴𝑺�̂�) -0.0111 -0.0081 -0.0069 -0.0069 -0.0054 -0.0036 

P2 (Outliers) Min. 1st Qu. Median Mean 3rd Qu. Max. 

 

Empirical 𝑹𝑴𝑺𝑬 0.0230 0.0300 0.0358 0.0377 0.0420 0.0596 

Bootstrap 𝑹𝑴𝑺�̂� 0.0185 0.0251 0.0274 0.0312 0.0354 0.0570 

MSE (𝑹𝑴𝑺�̂�) 0.0001 0.0001 0.00014 0.0002 0.0002 0.0002 

Bias (𝑹𝑴𝑺�̂�) -0.0110 -0.008 -0.0066 -0.0065 -0.0050 -0.0025 

P3 (Log Scale) Min. 1st Qu. Median Mean 3rd Qu. Max. 

Empirical 𝑹𝑴𝑺𝑬 0.0557 0.0607 0.0643 0.0647 0.0677 0.0799 

Bootstrap 𝑹𝑴𝑺�̂� 0.0408 0.0515 0.0549 0.0557 0.0596 0.0712 

MSE (𝑹𝑴𝑺�̂�) 0.0002 0.0002 0.0003 0.0003 0.0003 0.0004 

Bias (𝑹𝑴𝑺�̂�) -0.0150 -0.0104 -0.0088 -0.0091 -0.0067 -0.0006 

P4 (Chi-square) Min. 1st Qu. Median Mean 3rd Qu. Max. 

Empirical 𝑹𝑴𝑺𝑬 0.0488 0.05655 0.0644 0.0638 0.0700 0.0774 

Bootstrap 𝑹𝑴𝑺�̂� 0.0470 0.0522 0.0573 0.0568 0.0605 0.0676 

MSE (𝑹𝑴𝑺�̂�) 0.0004 0.0004 0.0005 0.0005 0.0005 0.0006 

Bias (𝑹𝑴𝑺�̂�) -0.0147 -0.0093 -0.0070 -0.0070 -0.0046 -0.0005 
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Table 4.12 Marchetti, Tzavidis and Pratesi (2012) bootstrap RMSE estimates for 

Poverty Gap estimates 

P1 (Normal Errors) Min. 1st Qu. Median Mean 3rd Qu. Max. 

Empirical 𝑹𝑴𝑺𝑬 0.0083 0.0123 0.0151 0.0182 0.0224 0.0447 

Bootstrap 𝑹𝑴𝑺�̂� 0.0064 0.0093 0.0113 0.0143 0.0174 0.0360 

MSE (𝑹𝑴𝑺�̂�) 0.0000 0.0000 0.0000 0.0001 0.0001 0.0002 

Bias (𝑹𝑴𝑺�̂�) -0.0087 -0.0044 -0.0038 -0.0039 -0.0027 -0.0018 

P2 (Outliers) Min. 1st Qu. Median Mean 3rd Qu. Max. 

 

Empirical 𝑹𝑴𝑺𝑬 0.0117 0.0151 0.0206 0.0224 0.0257 0.0454 

Bootstrap 𝑹𝑴𝑺�̂� 0.0100 0.0129 0.0141 0.0169 0.0190 0.0384 

MSE (𝑹𝑴𝑺�̂�) 0.0000 0.0000 0.0001 0.0001 0.0001 0.0003 

Bias (𝑹𝑴𝑺�̂�) -0.0167 -0.0077 -0.0035 -0.0054 -0.0018 -0.0010 

P3 (Log Scale) Min. 1st Qu. Median Mean 3rd Qu. Max. 

Empirical 𝑹𝑴𝑺𝑬 0.0482 0.0530 0.0554 0.0562 0.0586 0.0692 

Bootstrap 𝑹𝑴𝑺�̂� 0.0342 0.0440 0.0468 0.0475 0.0510 0.0611 

MSE (𝑹𝑴𝑺�̂�) 0.0002 0.0002 0.0002 0.0002 0.0002 0.0003 

Bias (𝑹𝑴𝑺�̂�) -0.0074 -0.0019 -0.0009 -0.0006 0.0019 0.0076 

P4 (Chi-square) Min. 1st Qu. Median Mean 3rd Qu. Max. 

Empirical 𝑹𝑴𝑺𝑬 0.0562 0.0640 0.0939 0.0865 0.0984 0.1126 

Bootstrap 𝑹𝑴𝑺�̂� 0.0541 0.0560 0.0858 0.0803 0.0915 0.1018 

MSE (𝑹𝑴𝑺�̂�) 0.0010 0.0012 0.0021 0.0019 0.0023 0.0029 

Bias (𝑹𝑴𝑺�̂�) -0.0118 -0.0093 -0.0055 -0.0062 -0.0040 0.0026 
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The results would seem to indicate that the bias of the bootstrap is not 

predominately a consequence of the MTP method struggling to cope with any 

particular population type. The MTP bootstrap shows quite high levels of negative 

bias even in P1, where the bias of the MQ estimates themselves is negligible. It may 

be that the bootstrap procedure is failing to capture all the possible sources of 

error associated with the MQ small area estimates. This issue is returned to in 

Section 5.2 in which the MTP bootstrap is dissected in greater deal and a modified 

version is proposed which attempts to better reflect the variation which exists 

around the MQ estimates. 
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Chapter 5:  Developing the M-quantile method 

5.1 Introduction 

The M-quantile approach has emerged as an alternative to GLMM–based 

(Generalised Linear Mixed Model) approaches as a means of estimating small area 

parameters. Being a relatively recent development, M-quantile SAE remains a very 

active area of development (see, for example Tzavidis et al. (2014) and Dreassi et 

al. (2014)). Some small contributions to this growing field are made in this chapter. 

Firstly, a modification of the MTP bootstrap is proposed and secondly an extension 

to the MQ estimation procedure for three level populations is described. 

5.2 The development of a new non-parametric bootstrap 

for M-quantile small area estimates 

In Section 3.7 the MQ approach is described along with the accompanying MTP 

bootstrap (Marchetti, Tzavidis and Pratesi, 2012) for estimating the MSE of MQ 

small area estimates, 𝐹𝛼𝑘 . Bootstrap populations are generated under the 

superpopulation model, 𝑦𝑖𝑘
∗ = 𝐗𝑖𝑘𝛃𝜓(𝜃𝑘) + 휀𝑖𝑘

∗
, 𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … 𝐾 in which, 𝐗𝑖𝑘, is 

a matrix of covariates and 𝛃𝜓(𝜃𝑘) the associated matrix of M-quantile regression 

coefficients corresponding to the M-quantile area coefficient 𝜃𝑘  and a specified 

influence function, 𝜓 . The regression coefficients, 𝛃𝜓(𝜃𝑘)  and the M-quantile 

coefficients 𝜃𝑘 are unknown, as is the distribution of the error terms 휀𝑖𝑘
∗

. 

Let us first recap the estimation of the M-quantile area coefficients, 𝜃𝑘. Recall that 

the true M-quantile area coefficients are simply the average of the unit M-quantile 

coefficients within an area 𝜃𝑘 = 𝑁𝑘
−1 ∑ 𝜃𝑖𝑘 , 𝑖 = 1, … , 𝑁𝑘 . An unbiased estimate can 

therefore be achieved using sample data so that 𝜃𝑘 = 𝑛𝑘
−1 ∑ 𝜃𝑖𝑘 , 𝑖 = 1, … , 𝑛𝑘 . 

Estimates of the unit M-quantile coefficients, 𝜃𝑖𝑘, 𝑖 = 1, … , 𝑛𝑘, can be made through 

the three step process which involves constructing a fine grid of 𝑞-values between 

0 and 1 and estimating the value of 𝑦𝑖𝑘  given 𝐗𝑖𝑘  at each quantile, 𝑞 , of the 

conditional distribution by fitting a series of M-quantile regression models to the 

sample data. As true values of 𝑦𝑖𝑘, 𝑖 = 1, … , 𝑛𝑘, are known, linear interpolation can 

then be used to work backwards and arrive at a specific value for the estimates 𝜃𝑖𝑘, 

𝑖 = 1, … , 𝑛𝑘.   
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Having estimated a set of M-quantile area coefficients for the sample points, 𝜃𝑘, 𝑖 =

1, … , 𝐾 , the corresponding regression parameters, �̂�𝜓(𝜃𝑘) , 𝑖 = 1, … , 𝐾 , can be 

estimated. The estimating equation differs depending on the choice of influence 

function, but solutions are typically found through iterated weighted least squares, 

such as that given by Venables and Ripley (2002). Where the Huber Proposal 2 

influence function is specified, the estimating equation is, ∑ 𝜓�̂�𝑘
(𝑟𝑖�̂�𝑘𝜓)𝑥𝑖 = 0𝑛

𝑖=1  

where 𝑟𝑖�̂�𝑘𝜓 = 𝑦𝑖 − 𝑥𝑖�̂�𝜓(𝜃𝑘)  and 𝜓𝑞(𝑟𝑖�̂�𝑘𝜓) = 2𝜓(𝑠−1𝑟𝑖�̂�𝑘𝜓){�̂�𝑘𝐼(𝑟𝑖𝑞𝜓 > 0) + (1 −

𝜃𝑘)𝐼(𝑟𝑖�̂�𝑘𝜓 ≤ 0)}.  

The empirical error distribution 𝐺(ℎ) can be estimated from model residuals, 𝑒𝑖𝑘 =

𝑦𝑖𝑘 − 𝐱𝑖𝑘�̂�𝜓(𝜃𝑘), such that 𝐺(ℎ) = 𝑛−1 ∑ ∑ 𝐼(𝑒𝑖𝑘 − �̅�𝑠 ≤ ℎ)𝑖∈𝑠𝑘

𝐾
𝑘=1 , 𝑖 = 1, … 𝑛𝑘 , 𝑘 = 1, … 𝐾. 

For the purposes of constructing a bootstrap population, error terms, 휀𝑖𝑘
∗

, 𝑖 = 1, … 𝑛𝑘, 

𝑘 = 1, … 𝐾, are drawn at random from the estimated empirical error distribution, 

𝐺(ℎ).  

A large number, 𝐵, of bootstrap populations can be generated in this way and for 

each the small area parameter of interest, 𝐹𝛼𝑘
∗ (𝑏)

, is calculated. The bootstrap 

populations can then each be sample multiple times. The resulting 𝑃 samples each 

correspond in size and structure to the original sample data, 𝑖 ∈ 𝑠, such that 𝑛𝑘
∗ =

𝑛𝑘. From each bootstrap sample, MQ estimates, �̂�𝛼𝑘
∗𝑝𝑏

, of the small area parameters 

can be made. Finally, from the small area parameter estimates �̂�𝛼𝑘
∗𝑝𝑏

 and the 

calculated small area bootstrap parameters, 𝐹𝛼𝑘
∗𝑏

, RMSE estimates are derived as 

𝑅𝑀𝑆�̂�(�̂�𝛼𝑘) = √𝑉𝑎�̂�(�̂�𝛼𝑘) + 𝐵𝑖𝑎�̂�(�̂�𝛼𝑘)
2
 where 𝐵𝑖𝑎�̂�(�̂�𝛼𝑘) = 𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘

∗𝑝𝑏
− 𝐹𝛼𝑘

∗𝑏)𝑃
𝑝=1

𝐵
𝑏=1  

and 𝑉𝑎�̂�(�̂�𝛼𝑘) = 𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘
∗𝑝𝑏

− �̅̂�𝛼𝑘
∗𝑝𝑏

)
2

𝑃
𝑝=1

𝐵
𝑏=1 , with 𝑝 = 1, … 𝑃𝑏 , 𝑏 = 1, … 𝐵, and 𝑘 =

1, … 𝐾. 

The results from the simulation studies in Section 4.5 suggest that the MTP 

bootstrap tracks the pattern of the true RMSE figures across the areas quite well, 

and appears robust to different population types. However, there is a clear 

proclivity for underestimation. In the paragraphs below an argument is developed 

which suggests that this underestimation may be caused by a failure of the MTP 

bootstrap to adequately reflect variance at the area level. The arguments proceeds 

in three steps. Firstly, that despite M-quantile models themselves being single level, 

the M-quantile approach to SAE does, in a manner, estimate area effects. Secondly, 
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that this estimation may be imperfect and a source of error, and thirdly that the 

MTP bootstrap does not subsequently reflect this potential source of error.   

5.2.1 M-quantile area effects 

The M-quantile model (Equation 3.23) is fundamentally a single-level model. Indeed, 

one of the strengths of the M-quantile approach to SAE, when compared to 

parametric methods, is that there is no need to specify a distribution for area-level 

effects, as the model does not contain any. Instead, the M-quantile approach can 

describe the population through unit level M-quantile coefficients, 𝜃𝑖 , which 

indicate the quantile of the conditional distribution on which a data point lies. In 

the M-quantile approach to SAE described in this thesis, the 𝑞 -values are 

aggregated by area to form M-quantile area coefficients, 𝜃𝑘. But this is, in a sense, 

arbitrary. The unit M-quantile coefficients, 𝜃𝑖, could theoretically be grouped in any 

number of other ways without a need to re-specify the model itself. This flexibility 

is another attractive feature of the M-quantile approach. But although area effects 

are not explicitly estimated in the MQ approach, they are clearly inferred as the M-

quantile approach is able to account for variance between areas beyond that 

explained by the covariate data. In fact, the M-quantile coefficients, 𝜃𝑘, themselves 

are sometimes to referred to ‘quasi-random effects’ in recognition of the role they 

play in describing variance between areas.  

However, it is perhaps a misnomer to refer to the M-quantile coefficients as ‘quasi-

random effects’. Standard random effects provide a value, on the same scale as the 

response variable, which express the expected premium of a unit’s membership to 

a particular group. M-quantile coefficients are not of this nature, but an analogous 

‘area effect’, 𝛿𝑘, can be calculated; 

𝛿𝑘 = �̅�𝑘𝛃𝜓(𝜃𝑘) − �̅�𝑘𝛃𝜓(0.5). (5.1)  

The value of 𝛿𝑘 represents the premium associated with membership to area 𝑘, on 

the same scale as the response variable. When only sample data is available the 

values of 𝛿𝑘, for 𝑘 = 1, … , 𝐾 are likely to be unknown and must be estimated. The 

estimate of 𝛿𝑘 takes the form 

𝛿𝑘 = �̅�𝑘�̂�𝜓(𝜃𝑘) − �̅�𝑘�̂�𝜓(0.5), (5.2)  
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in which regression coefficients 𝛃𝜓(𝜃𝑘)  and 𝛃𝜓(0.5)  are replaced by estimates 

�̂�𝜓(𝜃𝑘) and �̂�𝜓(0.5), and the M-quantile area coefficient 𝜃𝑘  is replaced with the 

estimate 𝜃𝑘.  

The MQ method essentially relies on the accurate estimation of 𝛿𝑘 for 𝑘 = 1, … , 𝐾 in 

order to condition estimates of out-of-sample units on area membership. However, 

when explicitly written, as in Equation 5.2, it becomes clear that the estimation of 

each term is a potential source of error in the estimation of 𝛿𝑘. Or particular interest 

is the estimation of the M-quantile coefficient, typically arrived at as 𝜃𝑘 =
1

𝑛𝑘
∑ 𝑞𝑖𝑘𝑖=1 ,  

𝑖 = 1, … , 𝑛𝑘. Note that the estimate 𝜃𝑘 is based only on the sample data available for 

area 𝑘 . As the small areas, by definition, have small sample size, there is a 

possibility that the estimation of 𝜃𝑘 could be unstable. This alone is reason enough 

to acknowledge that the estimation of the area effect, 𝛿𝑘 , could be subject to 

appreciable error. The concern increases when it is considered that the estimate 𝜃𝑘 

is combined with other estimates of the regression coefficients, �̂�𝜓(𝜃𝑘) and �̂�𝜓(0.5) 

in the estimation of 𝛿𝑘 . Although the estimation of the regression coefficients 

�̂�𝜓(𝜃𝑘) and �̂�𝜓(0.5) is expected to be reasonably robust, there is potential for the 

error in the estimation of the M-quantile coefficient 𝜃𝑘  to be exacerbated, 

particularly as �̂�𝜓(𝜃𝑘) depends directly on 𝜃𝑘.  

This variability which may exist in the estimation of 𝛿𝑘 should ideally be reflected 

in the MSE estimates produced by the bootstrap procedure. This would require 

variability between the bootstrap populations at the area level. However, the 

bootstrap populations generated under the superpopulation model 𝑦𝑖𝑘
∗ =

𝐗𝑖𝑘𝛃𝜓(𝜃𝑘) + 휀𝑖𝑘
∗

 (Equation 3.30) vary only at the unit level, through the random 

drawing of errors from the estimated empirical distribution, �̂�(ℎ). The average 

value of the outcome variable for a given area, �̅�𝑘
∗
, is expected to be constant across 

bootstrap populations. This failure of the MTP bootstrap to fully reflect the 

variability which exists in the small area estimates is an opportunity for 

development. To this end, a  modification to the MTP is now presented. 

5.2.2 A modified version of the Marchetti, Tzavidis and Pratesi bootstrap 

In the modified approach, bootstrap populations are generated under the 

superpopulation model; 
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𝑦𝑖𝑘
∗ = 𝐗𝑖𝑘𝛃𝜓(𝜃𝑖𝑘

∗ ) + 휀𝑖𝑘
∗ , (5.3)  

where errors 휀𝑖𝑘
∗

, 𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … 𝐾, are described by the empirical distribution 

of errors 𝐺(𝑢) and M-quantile unit coefficients, 𝜃𝑖𝑘
∗

, 𝑖 = 1, … 𝑁𝑘, are described by the 

empirical distribution of M-quantile coefficients for small area 𝑘, 𝑄𝑘(𝑧). Note that 

Equation 5.3. mimics the unit M-quanitle model (Equation 3.2.3) which truly lies at 

the heart of the MQ method and is a departure from the superpopulation model 

used in the standard MTP bootstrap (Equation 3.30).  

The later aggregation of unit M-quantile coefficients by area in the MQ approach is 

acknowledged through the specification of 𝑄𝑘(𝑧) , 𝑘 = 1, … 𝐾 , in which unit M-

quantile coefficients are conceptualised as belonging to an empirical distribution 

described by; 

𝑄𝑘(𝑧) = 𝑁𝑘
−1 ∑ 𝐼(𝜃𝑖𝑘 ≤ 𝑧)𝑖∈𝑘 , 

(5.4)  

for 𝑖 = 1, … , 𝑁𝑘.  

By constructing the superpopulation model in this way the value of the bootstrap 

population area effect, 𝛿𝑘
(𝑏)

, is in effect allowed to vary between bootstrap 

populations, 𝑏 = 1, … , 𝐵 . Under the superpopulation model in Equation 5.3, the 

value of the bootstrap population area effect 𝛿𝑘
(𝑏)

, i.e. the implicit premium 

associated with a unit membership to area 𝑘, is  

𝛿𝑘
(𝑏)

= 𝑁𝑘
−1 ∑ 𝐗𝑖𝑘𝛃𝜓(𝜃𝑖𝑘

∗ )𝑖∈𝑘 − �̅�𝑘𝛃𝜓(0.5). 
(5.5)  

The value of 𝛿𝑘
(𝑏)

 therefore varies depending on the M-quantile coefficients, 𝜃𝑖𝑘
∗

, 

which are drawn at random from the empirical distribution 𝑄𝑘(𝑧) for each bootstrap 

population,  𝑏 = 1, … , 𝐵 . For comparison purposes, the value of the bootstrap 

population area effect under the MTP superpopulation model (Equation 3.30) can 

be formulated as 𝛿𝑘
(𝑏)𝑀𝑇𝑃

= �̅�𝑘𝛃𝜓(𝜃𝑘) − �̅�𝑘𝛃𝜓(0.5)  and so remains fixed across 

bootstrap populations, 𝑏 = 1, … , 𝐵.   

In practice, the empirical distribution of the M-quantile coefficients, 𝑄𝑘(𝑧) , 𝑘 =

1, … 𝐾 , regression coefficients, 𝛃𝜓(𝜃𝑖𝑘
∗ ) , 𝑖 = 1, … 𝑁𝑘 , 𝑘 = 1, … 𝐾  and the empirical 

distribution of errors, 𝐺(ℎ)  are all unknown and replaced by estimates �̂�𝑘(𝑧) , 

�̂�𝜓(𝜃𝑖𝑘
∗ ) and 𝐺(ℎ) so that𝑦𝑖𝑘

∗ = 𝐗𝑖𝑘�̂�𝜓(𝜃𝑖𝑘
∗ ) + 휀𝑖𝑘

∗ , 𝑖 = 1, … 𝑁𝑘 , 𝑘 = 1, … 𝐾. The estimated 
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empirical distribution of the M-quantile unit coefficients �̂�𝑘(𝑧) is derived from the 

estimated M-quantile coefficients 𝜃𝑖𝑘 for the sample points 𝑖 = 1, … , 𝑛𝑘, such that 

�̂�𝑘(𝑧) = 𝑛𝑘
−1 ∑ 𝐼(𝜃𝑖𝑘 ≤ 𝑧)𝑖∈𝑠𝑘

, 
(5.6)  

where 𝑖 = 1, … , 𝑛𝑘. Estimation of regression coefficients 𝛃𝜓(𝜃𝑖𝑘
∗ ) and the empirical 

distribution of errors 𝐺(ℎ)  parallels the approach taken in the MTP bootstrap. 

Regression coefficients, 𝛃𝜓(𝜃𝑖𝑘
∗ ) , are estimated from the sample data through 

iterated weighted least squares procedures, in order to minimize 

∑ ∑ 𝜌�̂�𝑖𝑘
(𝑦𝑖𝑘 − 𝑥𝑖𝛽𝜓(𝜃𝑖𝑘 ))𝑛

𝑖=1
𝐾
𝑘=1 , 𝑖 = 1, … , 𝑛𝑘 , 𝑘 = 1, … , 𝐾 . The empirical error 

distribution of errors 𝐺(ℎ) is estimated from model residuals, 𝑒𝑖𝑘 = 𝑦𝑖𝑘 − 𝐱𝑖𝑘�̂�𝜓(𝜃𝑘), 

such that �̂�(ℎ) = 𝑛−1 ∑ ∑ 𝐼(𝑒𝑖𝑘 − �̅�𝑠 ≤ ℎ)𝑖∈𝑠𝑘

𝐾
𝑘=1 , 𝑖 = 1, … 𝑛𝑘, 𝑘 = 1, … 𝐾. 

In all, the new bootstrap requires the following steps.  

1. Fit a series of M-quantile models to the sample data in order to estimate, 

through linear interpolation, the M-quantile unit coefficients 𝜃𝑖𝑘, 𝑖 = 1, … 𝑛𝑘, 

𝑘 = 1, … 𝐾 for the sample points.  

2. Use the estimated 𝜃𝑖𝑘 , 𝑖 = 1, … 𝑛𝑘 , 𝑘 = 1, … 𝐾  to estimate the empirical 

distribution of the unit M-quantile coefficients for each area, �̂�𝑘(𝑧) , 

conditional on area.  

3. Draw 𝐵 vectors of unit M-quantile coefficients 𝜃𝑖𝑘
∗

, 𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … 𝐾, by 

randomly sampling with replacement from the appropriate estimated 

empirical distribution, �̂�𝑘(𝑧), for areas 𝑘 = 1, … 𝐾.  

4. Fit M-quanitle models for each value of 𝜃𝑖𝑘
∗

, 𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … 𝐾, to provide 

estimates of the associated estimated regression coefficients, �̂�𝜓(𝜃𝑖𝑘
∗ ), 𝜃𝑖𝑘

∗
, 

𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … 𝐾  

5. Generate B bootstrap populations using the superpopulation model, 𝑦𝑖𝑘
∗ =

𝐗𝑖𝑘�̂�𝜓(𝜃𝑖𝑘
∗ ) + 휀𝑖𝑘

∗ , 𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … 𝐾, where the unit errors are sampled with 

replacement from 𝐺(𝑢).   

6. Calculate the bootstrap small area parameter of interest, 𝐹𝛼𝑘
∗𝑏

, 𝑘 = 1, … 𝐾, for 

each bootstrap population. 

7. Draw 𝑃 random samples of (y𝑖𝑘
∗ , 𝑥𝑖𝑘), from each bootstrap population 𝑏 =

1, … 𝐵 so that the bootstrap sample sizes within each area are the same as 

that of the original sample, 𝑛𝑘 = 𝑛𝑘
∗
. 
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8. From the sample data, make estimates of the small area parameter of 

interest, �̂�𝛼𝑘
∗𝑝𝑏

, 𝑘 = 1, … 𝐾 , 𝑝 = 1, … 𝑃𝑏 , 𝑏 = 1, … 𝐵  using the M-quantile SAE 

method. 

9. Finally, calculate the estimated RMSE, as 𝑅𝑀𝑆�̂�(�̂�𝛼𝑘) =

√𝑉𝑎�̂�(�̂�𝛼𝑘) + 𝐵𝑖𝑎�̂�(�̂�𝛼𝑘)
2

 where 𝐵𝑖𝑎�̂�(�̂�𝛼𝑘) = 𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘
∗𝑝𝑏

− 𝐹𝛼𝑘
∗𝑏)𝑃

𝑝=1
𝐵
𝑏=1  and 

𝑉𝑎�̂�(�̂�𝛼𝑘) = 𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘
∗𝑝𝑏

− �̅̂�𝛼𝑘
∗𝑝𝑏

)
2

𝑃
𝑝=1

𝐵
𝑏=1 , with 𝑝 = 1, … 𝑃𝑏 , 𝑏 = 1, … 𝐵 , and 

𝑘 = 1, … 𝐾. 

Estimating the regression coefficients, �̂�𝜓(𝜃𝑖𝑘
∗ ) , for each individual in each 

bootstrap simulation is very computationally intensive. However, this process can 

be slightly simplified. There are only a maximum of 𝑛 possible unit M-quantile 

coefficients 𝜃𝑖𝑘 which can be sampled. Consequently, only 𝑛 regression coefficients, 

need be estimated. Therefore this estimation need only be performed once, at the 

beginning of the procedure, no matter how many bootstrap populations are then 

generated. If this approach is taken, it is the regression coefficients which are 

sampled, �̂�𝜓(𝜃𝑖𝑘)
∗
, 𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … 𝐾, rather than the M-quantile coefficients, 𝜃𝑖𝑘

∗
, 

𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … 𝐾, but the end result is the same. 

5.2.3 An empirical evaluation of the modified Marchetti, Tzavidis and 

Pratesi bootstrap 

In order to evaluate both the modified MTP bootstrap an empirical study is carried 

out. Simulated data is used so that both the true population values of small area 

parameters are known. Subsequently, the true value of MSE for MQ estimates can 

also be calculated and compared to the bootstrap estimates. To indicate whether 

the performance of the modified bootstrap differs depending on the characteristics 

of the population being investigated, three scenarios are investigated.  

All three population types are generated using a superpopulation model of the form 

𝑌𝑖𝑘 = 𝑿𝑖𝑘𝜷 + 𝑢𝑘 + 𝑒𝑖𝑘, 
(5.7)  

Where 𝑖 = 1, … , 𝑁𝑘  and 𝑘 = 1, … , 𝐾  with 𝐾 = 30  small areas. The three population 

types are the same as the ‘Normal’, ‘Outliers’ and ‘Chi-square’ scenarios described 

in Chapter 4, a short reminder of each is given below.  
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In the first scenario (P1), the intercept and slope of the model are given by 𝜷 =

(3000, −150)′
. The explanatory variable 𝑋 is drawn from the normal distribution 

𝑥𝑖𝑘~𝑁(𝜇𝑘 , 1), with the value of  𝜇𝑗  lying in the range 3 ≤ 𝜇𝑘 ≤ 10. Errors at the 

individual and area level, 𝑢𝑘  and 𝑒𝑖𝑘 , are also drawn at random from Gaussian 

distributions, 𝑢𝑘~𝑁(0, 2002) , 𝑒𝑖𝑘~𝑁(0, 8002) . Each bootstrap population contains 

9580 units, 𝑌𝑖𝑘, from which a 10% sample is taken.  The second scenario (P2) is 

based closely on the first, but is contaminated with outliers. Specifically, in half of 

the 30 areas 5% of unit error terms are drawn from 𝑒𝑖𝑘~𝑁(0, 40002), with the 

remaining errors again drawn from 𝑒𝑖𝑘~𝑁(0, 8002). Once again, a 10% sample is 

taken. The third scenario (P3) is designed to be much more irregular and skewed. 

To this end, the covariate 𝑋 is drawn from 𝑋𝑖𝑘~𝑈(3, 5) in 9 areas and 𝑋𝑖𝑘~𝑈(4, 5) in 

the remaining 21, whilst the error terms are taken from the chi-square distributions 

𝑢𝑗~𝜒(3) and 𝑒𝑖𝑘~𝜒(6) before being centred around the mean. From each bootstrap 

sample, a 10% sample is taken such that 𝑛 = 958.  

The modified bootstrap is more computationally demanding that the original MTP 

bootstrap. In order to keep the number of bootstrap samples high (𝑃 = 400), the 

number of bootstrap populations, 𝐵, in limited to 10 in these simulation studies. 

Note, however, that this is within a Mote Carlo framework in which multiple 

populations (𝑆 = 100) are simulated from the same superpopulation model.  

The small area parameter of interest, denoted by 𝐹αk, is the HCR with a poverty line 

𝑧 set to 60% of the median of 𝑌. The true empirical RMSE of the small area estimates 

�̂�αk is calculated as previously (Equation 4.1) 

Bootstrap estimates of the RMSE are calculated using the modified MTP bootstrap 

described above and, for comparison purposes, the original MTP bootstrap. The 

MSE, and also the bias, of the bootstrap estimates can then be estimated using 

Equation 4.3. 

Figure 5.1 shows the estimated and true (empirical) RMSE HCR estimates (averaged 

across simulations) for each of the three scenarios. The data point shave been 

sorted in ascending order by the true RMSE of the areas. The results show that in 

the first scenario (P1), in which the conditional distribution is normally distributed, 

the MTP bootstrap underestimates MSE, whereas the modified MTP bootstrap 

overestimates. However, the relative bias figures show that the extent of the bias 

is much reduced for the modified bootstrap when compared to the MTP bootstrap.  
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But this appears to come at some cost in terms of variance, as the MSE of the RMSE 

figures are generally a little higher for the new bootstrap than for the original MTP 

bootstrap.  

In the second scenario (P2), which is contaminated with outliers, the picture is very 

similar, with the level of overestimation of the modified bootstrap error estimates 

much less, on average, than the underestimation associated with the original MTP 

bootstrap. The MSE of the RMSE figures are of a similar order of magnitude for both 

bootstraps, but a little lower for the original MTP bootstrap than for the modified 

version. Finally, in the third scenario (P3) where the population is highly skewed, 

both bootstraps generally underestimate the level of error. Nevertheless, the 

degree of bias is far reduced in the modified bootstrap compared to the original 

MTP bootstrap. Once again the MSE of the RMSE estimates is higher for the modified 

bootstrap. 
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Figure 5.1 Estimated and true (empirical) RMSE for MQ HCR estimates 

 

 

Tables 5.2, 5.3 and 5.4 provide a numerical summary of the MSE and bias of the 

RMSE estimates for the three scenarios. The most striking difference between the 

two bootstraps comes with the comparison of bias. The original MTP bootstrap has 

a tendency to underestimate RMSE. In all three scenarios the original bootstrap 

underestimates RMSE for every area. This propensity for underestimation is 

expected as the MTP bootstrap fails to account for area-level variability, which 

results in conservative RMSE estimates. This has been remedied in the new 
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bootstrap, where unit M-quantile coeffcients and their associated regression 

coefficients are allowed to vary between bootstrap populations. The modified 

bootstrap shows very slight overestimation of RMSE in the first two scenarios, and 

very slight underestimation in the third. Overall, the magnitude of the bias, in 

absolute terms, is smaller for the new bootstrap than for the original MTP bootstrap. 

For example, in each of the three scenarios the mean and median bias is smaller 

for the new bootstrap than for the original MTP bootstrap.  

Although the new bootstrap outperforms the old in terms of bias there is some 

increase in the MSE of RMSE estimates, indicating it may be a less stable estimator. 

This may simply be a consequence of the increased variance in the bootstrap 

populations with the new approach and additional testing indicates that that MSE 

of the RMSE estimates may decrease slightly as the number of bootstrap 

populations, 𝐵, increases, although this makes additional computational demands. 

Another possible source of variances in the RMSE estimates is the fragility of the 

estimated empirical distributions of the M-quantile coefficients, �̂�𝑘(𝑧), 𝑘, … 𝐾. As the 

distributions 𝑄𝑘(𝑧), 𝑘, … 𝐾, are area-specific, they are estimated using only the 𝑛𝑘 

sampled units within each area which may create some instability in the estimates 

�̂�𝑘(𝑧), 𝑘, … 𝐾 

Table 5.1 Bootstrap results in P1 (Normal errors) 

RMSE Min. 1st Qu. Median Mean 3rd Qu. Max. 

Empirical (true) 𝑹𝑴𝑺𝑬   0.0230    0.0318    0.0351    0.0383    0.0439    0.0680  

MTP 𝑹𝑴𝑺�̂�   0.0148    0.0216    0.0245    0.0282    0.0336    0.0530  

Modified MTP 𝑹𝑴𝑺�̂�   0.0275    0.0367    0.0386    0.0406    0.0442    0.0574  

Bias (𝑹𝑴𝑺�̂�) Min. 1st Qu. Median Mean 3rd Qu. Max. 

 

MTP -0.0192  -0.0114  -0.0093  -0.0101  -0.0082  -0.0045  

Modified MTP -0.0111    0.0008    0.0038    0.0023    0.0054    0.0085  

Rel. Bias (𝑹𝑴𝑺�̂�) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MTP -0.4326  -0.3212  -0.2678  -0.2728  -0.2262  -0.0912  

Modified MTP -0.2228    0.0196    0.1118    0.0885    0.1791    0.2857  
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MSE (𝑹𝑴𝑺�̂�) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MTP   0.0001    0.0001    0.0002    0.0002    0.0002    0.0004  

Modified MTP   0.0001    0.0002    0.0002    0.0002    0.0003    0.0004  

 

 

Table 5.2 Bootstrap results in P2 (Outliers) 

RMSE Min. 1st Qu. Median Mean 3rd Qu. Max. 

Empirical (true) 𝑹𝑴𝑺𝑬   0.0182    0.0308    0.0344    0.0384    0.0440    0.0633  

MTP 𝑹𝑴𝑺�̂�   0.0163    0.0219    0.0249    0.0287    0.0337    0.0534  

Modified MTP 𝑹𝑴𝑺�̂�   0.0320    0.0370    0.0397    0.0415    0.0445    0.0563  

Bias (𝑹𝑴𝑺�̂�) Min. 1st Qu. Median Mean 3rd Qu. Max. 

 

MTP -0.0146  -0.0116  -0.0096  -0.0097  -0.0077  -0.0019  

Modified MTP -0.0070  -0.0007    0.0046    0.0031    0.0063    0.0138  

Rel. Bias (𝑹𝑴𝑺�̂�) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MTP -0.3607  -0.3062  -0.2666  -0.2586  -0.2339  -0.1015  

Modified MTP -0.1160  -0.0148    0.1397    0.1202    0.1956    0.7595  

MSE (𝑹𝑴𝑺�̂�) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MTP   0.0000    0.0001    0.0002    0.0002    0.0002    0.0003  

Modified MTP   0.0001    0.0002    0.0002    0.0002    0.0002    0.0004  
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Table 5.3 Bootstrap results in P3 (Chi-square) 

RMSE Min. 1st Qu. Median Mean 3rd Qu. Max. 

Empirical (true) 𝑹𝑴𝑺𝑬   0.0608    0.0699    0.0738    0.0755    0.0817    0.0973  

MTP 𝑹𝑴𝑺�̂�   0.0553    0.0607    0.0636    0.0661    0.0716    0.0809  

Modified MTP 𝑹𝑴𝑺�̂�   0.0606    0.0657    0.0690    0.0708    0.0764    0.0828  

Bias (𝑹𝑴𝑺�̂�) Min. 1st Qu. Median Mean 3rd Qu. Max. 

 

MTP -0.0146  -0.0116  -0.0096  -0.0097  -0.0077  -0.0019  

Modified MTP -0.0148  -0.0070  -0.0042  -0.0047  -0.0031    0.0090  

Rel. Bias (𝑹𝑴𝑺�̂�) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MTP -0.2129  -0.1431  -0.1270  -0.1231  -0.0967  -0.0442  

Modified MTP -0.1571  -0.0908  -0.0544  -0.0585  -0.0424    0.1471  

MSE (𝑹𝑴𝑺�̂�) Min. 1st Qu. Median Mean 3rd Qu. Max. 

MTP   0.0000    0.0001    0.0002    0.0002    0.0002    0.0003  

Modified MTP   0.0003    0.0004    0.0004    0.0004    0.0005    0.0007  

 

5.2.4 Summary 

The simulation studies undertaken in Section 4.5 identified a tendency for the MTP 

bootstrap to underestimate RMSE which led to a concern that the MTP bootstrap 

does not reflect all the potential sources of variability. In the MTP bootstrap, area 

level M-quantile coefficients, and therefore regression coefficients, remain fixed 

across bootstrap populations. Indeed, the only source of variation between 

bootstrap populations comes from the individual error terms. This limitation can 

result in bootstrap populations which are not sufficiently variable and produce 

conservative RMSE estimates. A modified bootstrap is proposed which allows 

individual regression coefficients to vary between bootstrap populations. This is 

achieved by first estimating the empirical distribution of the unit M-quantile 
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coefficients within an area. These estimated distributions are subsequently 

sampled from, with replacement, for every individual in every bootstrap population. 

This is in contrast to the MTP bootstrap, where the bootstrap values of all the 

individuals in an area are generated using the same regression coefficient. An 

empirical evaluation of both the original MTP bootstrap and the new bootstrap 

performed across three different scenarios suggests that the modified bootstrap 

successfully rectifies the propensity to underestimate RMSE. This said, the 

estimates produced by this modified bootstrap appear less stable and are 

associated with higher levels of variance. Overall, the modified bootstrap may often 

be the superior option, as the levels of variance remain tolerable and the systematic 

negative bias has largely been eradicated, although the method may benefit from 

some further development. 
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5.3 An extension of the M-quantile method for three-level 

population structures 

In the small area estimation problems encountered so far there has been a ‘2 level’ 

hierarchical structure to the data. The unit values (households/individuals) are 

clustered within small areas. In this chapter a ‘3 level’ hierarchy is considered. In 

large scale surveys, it is common for a level of clustering to exist below that of the 

small areas of interest. For example, households, 𝑖, are often clustered within PSUs, 

j, which are then clustered within the small areas, k. This 3 level structure can cause 

some complications to the estimation of small area parameters and it is not clear 

whether the existing MQ method is appropriate in these circumstances. The 

following paragraphs discuss these issues before suggesting some adjustments 

which can be made to the M-quantile method when dealing with 3 level populations. 

An empirical evaluation of this 3-level M-quantile method is given using simulated 

data.  

Tzavidis, Marchcetti and Chambers (2010) note that estimating complex small area 

parameters is akin to estimating the empirical conditional distribution function 

(CDF) of 𝑦 in area 𝑘.  

𝐹𝑘(𝑡) = 𝑁𝑘
−1{∑ 𝐼(𝑦𝑖𝑘 ≤ 𝑡) + ∑ 𝐼(𝑦𝑖𝑘 ≤ 𝑡)𝑖∈𝑟𝑘𝑖∈𝑠𝑘

}, (5.8)  

where 𝑖 = 1, … , 𝑁𝑘 and 𝑘 = 1, … , 𝐾.The out-of-sample units 𝑦𝑖𝑘, 𝑖 ∈ 𝑟𝑘, are described 

by the M-quantile model 𝑦𝑖𝑘 = 𝐱𝑖𝑘𝛃𝜓(𝜃𝑘) + 휀𝑖𝑘, 𝑖 = 1, … , 𝑁𝑘 , 𝑘 = 1, … , 𝐾. Where out-of-

sample units and model parameters are unknown, estimates can are made so that 

�̂�𝑖𝑘 = 𝐱𝑖𝑘�̂�𝜓(𝜃𝑘) + 휀𝑖𝑘
∗

, 𝑖 = 1, … , 𝑁𝑘 , 𝑘 = 1, … , 𝐾. 

Assume now that some clustering exists within PSUs, denoted by 𝑗, and that 𝑖 =

1, … , 𝑁𝑗𝑘,  𝑗 = 1, … , 𝑀𝑘, 𝑘 = 1, … , 𝐾. The first point to note is that no formal violation 

of model assumptions results from this additional clustering as the M-quantile 

models are inherently single-level. The conceptualisation of additional levels of 

clustering is extrinsic to the M-quantile model.  It is only through the latter 

aggregation of M-quantile unit coefficients, 𝜃𝑖𝑘 , into area coefficients, 𝜃𝑘 , that 

hierarchical structures are imitated. The existence of clustering at lower levels, 𝑗 =

1, … , 𝑀𝑘 , does not therefore undermine this process. For these reasons, it may 

initially appear that PSU clustering is ignorable under the M-quantile SAE method. 
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However, there are features 3 level population which could affect the performance 

of the M-quantile method. Two particular points are considered here. The first of 

these comes about when the PSU sample sizes 𝑛𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘, within a given area, 

𝑘, are not proportional to the size of those PSUs in the population, 𝑁𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘. 

That is to say, the sampling fractions of the PSUs differ from each other. A 

consequence of this is that the estimation of the M-quantile area coefficient, 𝜃𝑘, 

becomes problematic. To understand this, consider the construction of 𝜃𝑘. The 

area level M-quantile coefficient, 𝜃𝑘, can be thought of as the expected, or average, 

unit M-quantile coefficient within the small area. A naive application of the M-

quantile method to a 3-level population produces estimates 𝜃𝑘 for 𝑘 = 1, … 𝐾, as   

𝜃𝑘 = ∑ 𝜃𝑗𝑘

𝑗∈𝑘

 

(5.9)  

where 𝑗 = 1, … , 𝑚𝑘, and  

𝜃𝑗𝑘 = 𝑁𝑗𝑘
−1 ∑ 𝜃𝑗𝑖𝑘𝑖∈𝑗𝑘 , 

(5.10)  

where 𝑖 = 1, … , 𝑛𝑗𝑘 . Unit M-quantile coefficients, 𝜃𝑗𝑖𝑘 , can be estimated through 

linear interpolation after a grid of M-quantiles models  

𝑦𝑖𝑗𝑘 = 𝐱𝑖𝑗𝑘�̂�𝜓(𝑞) + 휀𝑖𝑗𝑘, 
(5.11)  

𝑖 = 1, … , 𝑛𝑗𝑘 , 𝑗 = 1, … , 𝑚𝑘 , 𝑘 = 1, … , 𝐾, have been fit to the sample data at various 

quantiles of the conditional distribution, such as 𝑞 = 0.01, 0.02, … . , 0.99. 

For the case in which the sampling fractions of each constituent PSU is equal, the 

estimate 𝜃𝑘  is unbiased even if clustering exists at the PSU level, 𝐸[𝜃𝑘] = 𝜃𝑘 . 

However, where the sampling fractions of the constituent PSUs differ, and 

clustering exists at the PSU level, the estimate 𝜃𝑘 can become biased and 𝐸[𝜃𝑘] ≠

𝜃𝑘 . This is because the clustering may cause the value of the PSU M-quantile 

coefficients,, 𝜃𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘 to differ even within a single area. Where the sampling 

fractions are unequal, the estimate of the area M-quantile coefficient 𝜃𝑘 is pulled 

towards those PSU M-quantile coefficient values which are over represented in the 

sample, and away from the values of PSU M-quantile coefficient values which are 

underrepresented in the sample.  
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A simple fix to this problem is to use weighting. Specifically, to calculate the 

average estimated unit M-quantile coefficient, 𝜃𝑗𝑖𝑘 , 𝑖 = 1, … , 𝑛𝑗𝑘 , within each 

constituent PSU, 𝑗 = 1, … , 𝑀𝑘 , and then use these to calculate a weighted mean 

based on the sizes of the respective PSUs in the population, 𝑁𝑗𝑘. The proposed 

weights are the ratio of the PSU size in the population, 𝑁𝑗𝑘, relative to the associated 

area size, 𝑁𝑘, in the population. Therefore in the three level case, the M-quantile 

coefficient for small area 𝑘 can be estimated by 

𝜃𝑘
(𝑤)

= ∑ 𝑤𝑗𝑘𝜃𝑗𝑘𝑗∈𝑘 , 
(5.12)  

where 𝑗 = 1, … , 𝑀𝑘, and 

𝜃𝑗𝑘 = 𝑛𝑗𝑘
−1 ∑ 𝜃𝑗𝑖𝑘𝑖∈𝑗𝑘 , 

(5.13)  

for 𝑖 = 1, … , 𝑛𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘, and 𝑘 = 1, … , 𝐾 with the weight calculated as 

𝑤𝑗𝑘 =
𝑁𝑗𝑘

𝑁𝑘
⁄ , 

(5.14)  

for 𝑖 = 1, … , 𝑁𝑗𝑘,  𝑗 = 1, … , 𝑀𝑘. 

 

The second point which can be made about applying the M-quantile method to a 3 

level population is a more general one. Consider the distribution of M-quantile 

coefficients within small area 𝑘;  

𝑄𝑘(𝑧) = 𝑁𝑘
−1 ∑ ∑ 𝐼(𝜃𝑖𝑘 ≤ 𝑧)𝑖∈𝑗𝑘𝑗∈𝑘 , 

(5.15)  

where 𝑖 = 1, … , 𝑁𝑗𝑘, and 𝑗 = 1, … , 𝑀𝑘. If clustering exists below the area level, such as 

at the PSU level, then the distribution of M-quantile coefficients, 𝑄𝑘(𝑧), could be 

highly irregular. For example, the distribution may have multiple peaks relating to 

the average M-quantile coefficients within each of the constituent PSUs, 𝑗 = 1, … , 𝑀𝑘. 

The M-quantile SAE method essentially summarises this distribution with a single 

parameter; the M-quantile area coefficient, 𝜃𝑘. Given the potential complexity of 

the distribution, 𝑄𝑘(𝑧), in a 3 level population, the reliance upon a single parameter, 

𝜃𝑘, may limit the efficiency of the M-quantile method. By adapting the M-quantile 

approach to make better use of the information which exists in the sample about 

the distributions, 𝑄𝑘(𝑧), 𝑘 = 1, … , 𝐾, it may be possible to more accurately describe 

the data.  
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5.3.1 The three-level M-quantile method 

A modification of the M-quantile SAE method for 3 level populations is proposed. 

The objective is to estimate the distribution 𝐹𝑘(𝑡) of values 𝑦𝑖𝑗𝑘, 𝑖 = 1, … , 𝑁𝑗𝑘,  𝑗 =

1, … , 𝑀𝑘  within each small area, 𝑘 = 1, … , 𝐾 . From here complex small area 

parameters based upon 𝐹𝑘(𝑡)  can themselves be estimated. The population is 

conceptually decomposed into sample units, 𝑠, and out of sample units, 𝑟. The 

cumulative distribution function for area 𝑘 can then be given by 

𝐹𝑘(𝑡) = 𝑁𝑘
−1 {∑ ∑ 𝐼(𝑦𝑖𝑗𝑘 ≤ 𝑡)𝑖∈𝑠𝑗𝑘

+ ∑ ∑ 𝐼(𝑦𝑖𝑗𝑘 ≤ 𝑡)𝑖∈𝑟𝑗𝑘𝑗∈𝑟𝑘𝑗∈𝑠𝑘
}, 

(5.16)  

 

where 𝑖 = 1, … , 𝑁𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘, and 𝑘 = 1, … , 𝐾. As the population has 3 levels, the 

unit values 𝐼(𝑦𝑖𝑗𝑘 ≤ 𝑡), 𝑖 = 1, … , 𝑁𝑗𝑘,  𝑗 = 1, … , 𝑀𝑘, are shown summed within the PSUs, 

𝑗 = 1, … , 𝑀𝑘, constituent to small area 𝑘, ∑ 𝐼(𝑦𝑖𝑗𝑘 ≤ 𝑡)𝑖∈𝑟𝑗𝑘
, and then across these PSUs 

∑ ∑ 𝐼(𝑦𝑖𝑗𝑘 ≤ 𝑡)𝑖∈𝑟𝑗𝑘𝑗∈𝑟𝑘
 to give the aggregated distribution, 𝐹𝑘(𝑡).  

For a constituent PSU, 𝑗 = 1, … , 𝑀𝑘, an M-quantile model can be used to describe out 

of sample, 𝑖 ∈ 𝑟𝑗𝑘, units values, 𝑦𝑖𝑗𝑘, 𝑖 = 1, … , 𝑁𝑗𝑘, such that     

𝑦𝑖𝑗𝑘 = 𝐱𝑖𝑗𝑘𝛃𝜓(𝜃𝑗𝑘) + 휀𝑖𝑗𝑘, 
(5.17)  

where 𝑖 = 1, … , 𝑁𝑗𝑘 ,  𝑗 = 1, … , 𝑀𝑘 , and 𝑘 = 1, … , 𝐾 . The M-quantile coefficient 𝜃𝑗𝑘  is 

specific to a given PSU and represents the expected value of the M-quantile unit 

coefficients within the given PSU, E[𝜃𝑖𝑗𝑘], 𝑖 = 1, … , 𝑁𝑗𝑘, given by 

𝜃𝑗𝑘 = E[𝜃𝑖𝑗𝑘] = 𝑁𝑗𝑘
−1 ∑ 𝜃𝑖𝑗𝑘𝑖∈𝑗𝑘 , 

(5.18)  

where 𝑖 = 1, … , 𝑁𝑗𝑘. Parametric assumptions about the distributions of unit areas, 

휀𝑖𝑗𝑘, 𝑖 = 1, … , 𝑁𝑗𝑘, within a PSU are avoided, but can be said to follow an empirical 

error distribution 𝐹𝑛𝑗𝑘
(휀), given as 

𝐹𝑗𝑘(휀) =
1

𝑁
∑ 𝐼{𝜖𝑖 ≤ 휀}𝑁

𝑖=1 , 
(5.19)  

where 𝑖 = 1, . . . , 𝑁𝑖𝑗. 
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5.3.1.1 Estimation 

Where only sample data is available, the M-quantile coefficients, 𝜃𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘, 

𝑘 = 1, … , 𝐾, regression parameters, 𝛃𝜓(𝜃𝑗𝑘), 𝑗 = 1, … , 𝑀𝑘, 𝑘 = 1, … , 𝐾, and the form of 

the empirical error distributions, 𝐹𝑗𝑘(휀) , 𝑗 = 1, … , 𝑀𝑘 , 𝑘 = 1, … , 𝐾 , are generally 

unknown and must be replaced by the estimates, 𝜃𝑗𝑘 , �̂�𝜓(𝜃𝑗𝑘) , and �̂�𝑗𝑘(휀) 

respectively. 

The PSU M-quantile coefficients 𝜃𝑗𝑘 are estimated from sampled data as 

𝜃𝑗𝑘 = 𝑛𝑗𝑘
−1 ∑ 𝜃𝑖𝑗𝑘𝑖∈𝑗𝑘 , 

(5.20)  

where 𝑖 = 1, … , 𝑛𝑗𝑘 ,  𝑗 = 1, … , 𝑀𝑘 , 𝑘 = 1, … , 𝐾  and 𝜃𝑖𝑗𝑘  are the estimated M-quanitle 

coefficients for units in the sample, derived as in the standard M-quantile SAE 

method, through linear interpolation from a grid of fitted M-quantile models at 

various quantiles across the conditional distribution. For simplicity, it is assumed 

here that all PSUs, 𝑗 = 1, … , 𝑀𝑘, are represented in the sample, so that 𝑚𝑘 = 𝑀𝑘. 

The regression coefficients, 𝛃𝜓(𝜃𝑗𝑘), 𝑗 = 1, … , 𝑀𝑘 , 𝑘 = 1, … , 𝐾, are estimated using 

the entire sample size, 𝑛. The estimating equations depend on the specification of 

the influence function. Where the Huber Proposal 2 influence function is specified, 

the estimating equations become, ∑ 𝜓�̂�𝑗𝑘
(𝑟𝑖�̂�𝑗𝑘𝜓) 𝑥𝑖 = 0𝑛

𝑖=1  where 𝑟𝑖�̂�𝑗𝑘𝜓 = 𝑦𝑖 −

𝑥𝑖�̂�𝜓(𝜃𝑗𝑘) and 𝜓𝑞 (𝑟𝑖�̂�𝑗𝑘𝜓) = 2𝜓 (𝑠−1𝑟𝑖�̂�𝑗𝑘𝜓) {𝜃𝑘𝐼(𝑟𝑖𝑞𝜓 > 0) + (1 − 𝜃𝑗𝑘)𝐼 (𝑟𝑖�̂�𝑗𝑘𝜓 ≤ 0)} .  

Iterated weighted least squares procedures, such as that given by Venables and 

Ripley (2002), can be used to find solutions, as in the standard M-quantile method. 

The estimated empirical distribution of errors, 𝐹𝑗𝑘(휀), is estimated independently 

for each PSU, 𝑗 = 1, … , 𝑀𝑘, 𝑘 = 1, … , 𝐾, using estimated model residuals, 𝜖�̂�𝑗𝑘 = 𝑦𝑖𝑗𝑘 −

𝐱𝒊𝒋𝒌𝛃𝜓(�̂�𝑗𝑘). The estimated empirical error distribution for PSU 𝑗𝑘 is given by  

�̂�𝑗𝑘(휀) =
1

𝑛𝑗𝑘
∑ 𝐼{𝜖�̂� ≤ 휀}

𝑛𝑗𝑘

𝑖=1
, 

(5.21)  

where 𝑖 = 1, . . . , 𝑛𝑗𝑘. 

Estimation of the cumulative distribution, �̂�𝑘(𝑡), is then achieved within a Monte 

Carlo process over a large number, 𝐿, of Monte Carlo simulations, such that  
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�̂�𝑘(𝑡) = 𝑁𝑘
−1 {∑ ∑ 𝐼(𝑦𝑖𝑗𝑘 ≤ 𝑡)𝑖∈𝑠𝑗𝑘

+ ∑ ∑ 𝐼 (
1

𝐿
∑ ((𝐱𝑖𝑗𝑘�̂�𝜓(𝜃𝑗𝑘) + 휀𝑖𝑗𝑘

∗ ) ≤ 𝑡)𝐿
𝑙=1 )𝑖∈𝑟𝑗𝑘𝑗∈𝑟𝑘𝑗∈𝑠𝑘

}, 

(5.22) 

with 𝑖 = 1, … , 𝑁𝑗𝑘,  𝑗 = 1, … , 𝑀𝑘, 𝑘 = 1, … , 𝐾 and for simulations 𝑙 = 1, … , 𝐿. 

For a given target small area population parameter, such as the HCR of a small area, 

𝐹𝛼𝑘, 𝑘 = 1, … , 𝐾, the estimation process is as follows: 

  

1. Firstly, estimate the PSU M-quantile coefficients 𝜃𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘, 𝑘 = 1, … , 𝐾 

and the corresponding regression coefficients and �̂�𝜓(𝜃𝑗𝑘), 𝑗 = 1, … , 𝑀𝑘, 𝑘 =

1, … , 𝐾 by fitting M-quantile models to the sample data, 𝑠. 

2. For each PSU, 𝑗 = 1, … , 𝑀𝑘 , 𝑘 = 1, … , 𝐾, draw an out-of-sample vector 𝑦𝑖𝑗𝑘
∗ =

𝑋𝑖𝑘�̂�𝜓(𝜃𝒋𝑘) + 휀𝑖𝒋𝑘
∗

, 𝑖 ∈ 𝑟𝑗𝑘 , where 휀𝑖𝑘
∗

, 𝑖 ∈ 𝑟𝑗𝑘 , is a 𝑁𝑗𝑘 − 𝑛𝑗𝑘  sized vector drawn 

from the estimated empirical error distributions �̂�𝑗𝑘(휀). 

3. Aggregate the values ∑ ∑ 𝑦𝑖𝑗𝑘
∗

𝑖∈𝑟𝑗𝑘𝑗∈𝑟𝑘
, across PSUs, 𝑗 = 1, … , 𝑀𝑘, within small 

areas, 𝑘 = 1, … , 𝐾. 

4. Combine the sample data and out of sample data to provide an estimate �̂�𝛼𝑘
∗𝑙

 

for simulation 𝑙. 

5. Repeat the process L times and average the results to give a final estimate 

�̂�𝛼𝑘 =
1

𝐿
∑ 𝐹𝛼𝑖𝑘

∗𝑙𝐿
𝑙=1 . 

5.3.2 An empirical evaluation of the three-level M-quantile approach 

The modifications made to the M-quantile method increase the computational 

requirements of the method, largely because it requires the estimation of 𝑀𝑘 × 𝐾 

M-quantile regression coefficients, �̂�𝜓(𝜃𝑗𝑘) , 𝑗 = 1, … , 𝑀𝑘 , 𝑘 = 1, … , 𝐾 . But by 

reflecting that clustering of units at PSU level the approach may better describe the 

data generated by a three-level population and yield more accurate estimates of 

small area parameters than the standard M-quantile method. An additional 

advantage of this modified approach is that no weighting is necessary if PSU sample 

size is not proportional to population size. 

In order to test whether the three level modification of the MQ method can provide 

any improvement in the accuracy of small area parameter estimates over the 
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original MQ formulation, a simulation study is undertaken. In the study the 

simulated populations are generated by a three level hierarchical superpopulation 

model 

𝑌𝑖𝑗𝑘
∗ = 𝑥𝑖𝑗𝑘𝛽 + 𝑢𝑘 + 𝑚𝑗𝑘 + 휀𝑖𝑗𝑘 , (5.23)  

where 𝑢𝑘~𝑁(0, 2002),    𝑚𝑗𝑘~𝑁(0, 6002),    휀𝑖𝑗𝑘~𝑁(0, 8002)  for 𝑖 = 1, … , 𝑁𝑗𝑘 , 𝑗 = 1, … , 𝑀𝑘 , 

and  𝑘 = 1, … , 𝐾. A single explanatory variable 𝑋 is used which is drawn from the 

normal distribution 𝑥𝑖𝑘~𝑁(𝜇𝑘 , 1), with the mean, 𝜇𝑗, differing between areas within 

the range 3 ≤ 𝜇𝑘 ≤ 10. A discussion of three level random effects models such as 

this can be found in Bickel (2007). Two different scenarios are investigated. In the 

first, PSU sample sizes are moderate, 14 ≤ 𝑛𝑗𝑘 ≤ 24, whilst in the second variant 

they are made much smaller such that 7 ≤ 𝑛𝑗𝑘 ≤ 12  . For each scenario, 500 

populations are generated and every population contains 30 small areas (𝐾 = 120) 

and120 PSUs (𝑀𝑘 = 4).  

Three variants of the new three-level approach are tested. These variants relate to 

the formation of the empirical error distribution, �̂�𝑗𝑘(휀) , which can be made 

conditional on PSU (as shown in Equation 5.21), conditional on small area, �̂�𝑘(휀) =

1

𝑛𝑘
∑ 𝐼{𝜖�̂� ≤ 휀}𝑛𝑘

𝑖=1 , 𝑘 = 1, … , 𝐾, or unconditional, �̂�(휀) =
1

𝑛
∑ 𝐼{𝜖�̂� ≤ 휀}𝑛

𝑖=1 . Whilst drawing 

errors conditional on PSU is preferable on theoretical grounds, there is a concern 

that the extremely small sample sizes within PSUs may lead to instability in the 

estimation of �̂�𝑗𝑘(휀).  

Figure 5.2 shows the HCR estimates and their RMSE for the moderate sample size 

scenario,14 ≤ 𝑛𝑗𝑘 ≤ 24. Table 5.4 that follows give a numerical summary of the 

RMSE and bias of these estimates. The results show that the new 3-level approach 

exhibits markedly lower levels of RMSE that the original 2-level MQ approach, with 

the variety in which errors are drawn unconditional on either PSU or area associated 

with the lowest RMSE of all three variants. There is an increased proclivity for 

negative bias with the unconditional approach, but it appears that this can be 

counteracted to some extent by conditioning errors on area and to a greater extent 

by conditioning on PSU.  
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Figure 5.2 Average HCR estimates and RMSE, PSU sample size 14 ≤ 𝑛𝑗𝑘 ≤ 24 
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Table 5.4 Summary of results, PSU sample size 14 ≤ 𝑛𝑗𝑘 ≤ 24 

HCR Min. 1st Qu. Median Mean 3rd Qu. Max. 

Average population HCR 0.1435 0.1542 0.1591 0.1854 0.2344 0.2725 

2 level MQ 0.1432 0.1508 0.1553 0.1818 0.2362 0.2549 

3 level MQ uncond. errors 0.1292 0.1457 0.1531 0.1767 0.2234 0.2593 

3 level MQ cond. errors (area) 0.1321 0.1464 0.1511 0.1774 0.2253 0.2645 

3 level MQ cond. errors (PSU) 0.1397 0.1561 0.1637 0.1870 0.2347 0.2704 

RMSE Min. 1st Qu. Median Mean 3rd Qu. Max. 

 

2 level MQ 0.0379 0.0493 0.0556 0.0564 0.0670 0.0740 

3 level MQ uncond. errors 0.0283 0.0363 0.0411 0.0405 0.0442 0.0563 

3 level MQ cond. errors (area) 0.0325 0.0404 0.0454 0.0450 0.0486 0.0601 

3 level MQ cond. errors (PSU) 0.0306 0.0374 0.0425 0.0434 0.0495 0.0573 

Bias Min. 1st Qu. Median Mean 3rd Qu. Max. 

2 level MQ -0.0176 -0.0070 -0.0031 -0.0036 0.0004 0.0111 

3 level MQ uncond. errors -0.0177 -0.0126 -0.0094 -0.0087 -0.0052 -0.0003 

3 level MQ cond. errors (area) -0.0180 -0.0109 -0.0085 -0.0080 -0.0049 0.0003 

3 level MQ cond. errors (PSU) -0.0053 -0.0020 0.0008 0.0016 0.0047 0.0130 

 

Figure 5.3 shows the HCR estimates and their RMSE for the small sample size 

scenario,7 ≤ 𝑛𝑗𝑘 ≤ 12. Table 5.5 then gives a numerical summary of the RMSE and 

bias of these estimates. The results show that when area sample sizes are very 

small, the 3-level MQ method with unconditional errors again has lower RMSE than 

both the original MQ method and the EBP method. However, the cost in terms of 

bias is rather more apparent. The results indicate that this bias can again be 

remedied by conditioning errors on PSU, but by doing so the gains in RMSE are lost.   
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Figure 5.3 Average HCR estimates and RMSE, PSU sample size 7 ≤ 𝑛𝑗𝑘 ≤ 12 
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Table 5.5 Summary of results, PSU sample size 7 ≤ 𝑛𝑗𝑘 ≤ 12 

HCR Min. 1st Qu. Median Mean 3rd Qu. Max. 

Average population HCR   0.1435    0.1542    0.1591    0.1854    0.2344    0.2725  

2 level MQ   0.1422    0.1510    0.1584    0.1825    0.2369    0.2544  

3 level MQ uncond. errors   0.1304    0.1365    0.1455    0.1690    0.2239    0.2405  

3 level MQ cond. errors (area)   0.1319    0.1399    0.1535    0.1747    0.2231    0.2579  

3 level MQ cond. errors (PSU)   0.1466    0.1538    0.1679    0.1880    0.2324    0.2781  

RMSE Min. 1st Qu. Median Mean 3rd Qu. Max. 

 

2 level MQ   0.0416    0.0526    0.0567    0.0603    0.0680    0.0798  

3 level MQ uncond. errors   0.0427    0.0472    0.0504    0.0536    0.0598    0.0717  

3 level MQ cond. errors (area)   0.0422    0.0495    0.0560    0.0572    0.0669    0.0758  

3 level MQ cond. errors (PSU)   0.0442    0.0561    0.0651    0.0649    0.0771   0.0839  

Bias Min. 1st Qu. Median Mean 3rd Qu. Max. 

2 level MQ -0.0362  -0.0068  -0.0024  - 0.0030    0.0006    0.0124  

3 level MQ uncond. errors -0.0325  -0.0198  -0.0171  - 0.0164  -0.0116  -0.0046  

3 level MQ cond. errors (area) -0.0321  -0.0143  -0.0096  - 0.0108  -0.0076  0.0055  

3 level MQ cond. errors (PSU) -0.0238  -0.0020  0.0028    0.0026    0.0091  0.0197  

 

The results show that that ignoring clustering which may exist within PSUs can 

compromise the accuracy of small area estimates if methods are applied naively. 

The 3-level approach outlined indicates how the MQ method may be adapted to 

account for this clustering, although there remains a trade-off between bias and 

RMSE for populations in which PSU sample size is very small. More generally, the 

3-level approach outlined here demonstrates the innate flexibility of the MQ 

approach. Once the unit 𝑞-values have been estimated, it is a straightforward task 

to construct M-quantile coefficients to represent any number of groupings and 

categorisations.  
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5.4 A non-parametric bootstrap for MSE estimation of the 

three-level M-quantile method  

Following on from the three-level MQ method described above, an accompanying 

non-parametric bootstrap is proposed. The suggested bootstrap is based closely 

on the MTP bootstrap of Marchetti, Tzavidis and Pratesi (2012), but with a slight 

modification. The MTP bootstrap in its current form is inadequate for the three-

level problem as it fails to reflect this structure in the bootstrap populations. Given 

that is has been shown that clustering at the PSU can have a detrimental effect on 

the estimation of small area estimates, the bootstrap populations must reflect this 

potential source of error. With this in mind, a bootstrap is proposed in which the 

bootstrap population is built up from the PSU-level. The finite population 

distribution function for the bootstrap population in area 𝑘 is given by 

𝐹𝑘
𝑏(𝑡) = 𝑁𝑘

−1 {∑ 𝐼(𝑦𝑖𝑘 ≤ 𝑡) + ∑ ∑ 𝐼(𝑦𝑖𝑗𝑘
∗ ≤ 𝑡)

𝑖∈𝑟𝑗𝑘𝑗∈𝑟𝑘𝑖∈𝑠𝑘

}, 

(5.24)  

The sampled units 𝑖 ∈ 𝑠𝑘 are fixed as constants across the 𝐵 bootstrap populations 

whilst the out of sample units 𝑖 ∈ 𝑟 for PSU 𝑗 in area 𝑘 are described by the model 

𝑦𝑖𝑗𝑘
∗ = 𝐱𝑖𝑗𝑘𝛃𝜓(𝜃𝑗𝑘) + 휀𝑖𝑗𝑘

∗ . (5.25)  

Crucially, the M-quantile regression coefficient 𝜃𝑗𝑘  is specific to PSU 𝑗𝑘  so the 

complexity of the true distribution of units in small area 𝑘, 𝐹𝑘(𝑡), is retained in the 

distribution of units in the bootstrap populations, 𝐹𝑘
𝑏(𝑡). As in the MTP bootstrap, 

error terms 휀𝑖𝑗𝑘
∗

 are drawn from the empirical distribution of errors, 𝐺(𝑢). In reality, 

the PSU level M-quantile coefficient, 𝜃𝑗𝑘  and subsequent regression coefficients, 

𝛃𝜓(𝜃𝑗𝑘), are unknown and must be replaced by their estimates 𝜃𝑗𝑘  and �̂�𝜓(𝜃𝑗𝑘), 

which are estimated from the sample data, using identical procedures to those 

outlined above in the description of the 3-level MQ method. The empirical error 

distribution is estimated from model residuals, calculated as �̂�𝑖𝑗𝑘 = 𝑦𝑖𝑗𝑘 −

𝐱𝑖𝑗𝑘�̂�𝜓(𝜃𝑗𝑘), which may then either be aggregated so as to be conditional on PSU, 

area, or unconditional, so that 

𝐺(𝑢) = 𝑛−1 ∑ ∑ ∑ 𝐼(𝑒𝑖𝑗𝑘 − �̅�𝑠 ≤ 𝑢)

𝑖∈𝑠𝑗𝑘𝑗∈𝑠𝑘

𝐾

𝑘=1

, 

(5.26)  
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where 𝑖 = 1, … , 𝑁𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘, and  𝑘 = 1, … , 𝐾.  

The estimated RMSE figures are calculated across bootstrap populations through 

the following process: 

1. Fit a series of M-quantile model to the sample data and produce estimates 

𝜃𝑗𝑘 and �̂�𝜓(𝜃𝑗𝑘) of 𝛃𝜓(𝜃𝑗𝑘) and 𝜃𝑗𝑘, for 𝑗 = 1, … , 𝑀𝑘,  𝑘 = 1, … , 𝐾.  

2. Generate B bootstrap populations in which bootstrap values for the unknown 

out of sample units are simulated from the superpopulation model (Equation 

5.25) where error terms  are drawn from the estimated empirical distribution 

of errors, 𝐺(𝑢).  

3. Calculate the small area parameter, 𝐹𝛼𝑘
∗𝑏

 for each bootstrap population. 

4. Draw 𝑃 random samples of (y𝑖𝑘
∗ , 𝑥𝑖𝑘) from each bootstrap population so that 

the bootstrap sample sizes within each PSU are the same as that of the 

original sample, 𝑛𝑗𝑘 = 𝑛𝑗𝑘
∗

. 

5. From the sample data, make estimates of the small area parameter of 

interest, �̂�𝛼𝑘
∗𝑝𝑏

, 𝑘 = 1, … 𝐾 , 𝑝 = 1, … 𝑃𝑏 , 𝑏 = 1, … 𝐵  using the M-quantile SAE 

method. 

6. Finally, calculate the estimated RMSE, as 𝑅𝑀𝑆�̂�(�̂�𝛼𝑘) =

√𝑉𝑎�̂�(�̂�𝛼𝑘) + 𝐵𝑖𝑎�̂�(�̂�𝛼𝑘)
2
 where 𝐵𝑖𝑎�̂�(�̂�𝛼𝑘) = 𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘

∗𝑝𝑏
− 𝐹𝛼𝑘

∗𝑝𝑏
)𝑃

𝑝=1
𝐵
𝑏=1  and 

𝑉𝑎�̂�(�̂�𝛼𝑘) = 𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘
∗𝑝𝑏

− �̅̂�𝛼𝑘
∗𝑝𝑏

)
2

𝑃
𝑝=1

𝐵
𝑏=1 , with 𝑝 = 1, … 𝑃𝑏 , 𝑏 = 1, … 𝐵 , and 

𝑘 = 1, … 𝐾. 

 

5.4.1 An empirical evaluation of the 3-level M-quantile non-parametric 

bootstrap 

The performance of the proposed non-parametric 3-level bootstrap is evaluated 

through a simulation study. Populations are generated using the superpopulation 

model 𝑌𝑖𝑗𝑘 = 𝐱𝑖𝑗𝑘𝛃 + 𝑢𝑘 + 𝑚𝑗𝑘 + 휀𝑖𝑗𝑘  (as in Equation 5.23) with 𝑢𝑘~𝑁(0, 𝜎𝑢
2) , 

𝑚𝑗𝑘~𝑁(0, 𝜎𝑚
2 ),  and 휀𝑖𝑗𝑘~𝑁(0, 𝜎𝜀

2) , where 𝑖 = 1, … , 𝑁𝑗𝑘 , 𝑗 = 1, … , 𝑀𝑘 , 𝑘 = 1, … , 𝐾 .Each 

population contains 120 PSUs nested within 30 areas and the sample data is drawn 

from each PSU such that sample sizes range between 14 ≤ 𝑛𝑗𝑘 ≤ 24. In the previous 

section different variations of the 3 level MQ bootstrap method were considered. 

The results suggested that the 3 level MQ approach which draws error terms 
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conditionally on area is a reasonable compromise between efficiency and low bias 

and so it is this variant which is used in this study. The MSE, and also the bias, of 

the bootstrap estimates are estimated using Equation 4.3. 

Figure 5.4 shows the RMSE estimates averaged over simulations for the new 3 level 

bootstrap and, for comparison, the RMSE estimates made by the 2 level bootstrap 

(for HCR estimates made from the 2 level MQ method). The data points have been 

sorted in ascending order according to the true RMSE of the HCR estimates. Tables 

5.6 and 5.7 provide numerical summaries of the MSE and bias for both of the 

bootstraps. The first point to note from Figure 5.4 is that the proposed bootstrap 

still suffers from negative bias. Indeed, RMSE is underestimated by the bootstrap 

for all areas. This is expected as negative bias is a known feature of the MTP 

bootstrap discussed at length in Sections 4.5 and 5.2, and returned to in 5.5. That 

said, the proposed bootstrap for the 3 level MQ method does appear to track the 

true RMSE well across the areas. The MSE of the RMSE estimates is generally small 

and remains low across all areas.  

Although a direct comparison with the two-level bootstrap is difficult (as the small 

area parameters themselves have been estimated using different methods), the 

magnitude of the bias is very apparent for the 2 level bootstrap, particularly for 

areas with high RMSE. This is expected as the two-level MTP bootstrap fails to 

reflect the increased variance incurred by the MQ approach when clustering exists 

at the PSU level. The modified 3-level bootstrap appears to have to some extent 

corrected for this and is therefore an appropriate companion for the 3-level MQ 

estimation method, although the persisting negative bias is a concern. 
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Figure 5.4 RMSE estimates for the 2 and 3 level MQ methods when applied to a 3 

level population 

 

 

Table 5.6 Summary of results; 3-level M-quantile estimates and 3-level MTP 

bootstrap 

 Min. 1st Qu. Median Mean 3rd Qu. Max. 

Population 𝑹𝑴𝑺𝑬 0.0325 0.0404 0.0454 0.0450 0.0486 0.0601 

Bootstrap 𝑹𝑴𝑺�̂� 0.0230 0.0288 0.0300 0.0321 0.0355 0.0448 

MSE (𝑹𝑴𝑺�̂�) 0.0002 0.0003 0.0004 0.0004 0.0005 0.0008 

Bias (𝑹𝑴𝑺�̂�) -0.0191 -0.0172 -0.0134 - 0.0129 -0.0094 -0.0049 
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Table 5.7 Summary of results; 2-level M-quantile estimates and 2-level MTP 

bootstrap 

 Min. 1st Qu. Median Mean 3rd Qu. Max. 

Population 𝑹𝑴𝑺𝑬   0.0379    0.0493    0.0556    0.0564    0.0670    0.0740  

Bootstrap 𝑹𝑴𝑺�̂�   0.0213    0.0256    0.0270    0.0292    0.0324    0.0384  

MSE (𝑹𝑴𝑺�̂�)   0.0003    0.0006    0.0010    0.0010    0.0014    0.0017  

Bias (𝑹𝑴𝑺�̂�) -0.0388  -0.0328  -0.0263  - 0.0272  -0.0213  -0.0129  
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5.5 A modified three-level M-quantile bootstrap 

In Section 5.4 a three-level bootstrap was proposed to accompany the three-level 

MQ method given in Section 5.3. However, the proposed bootstrap appears to 

suffer from negative bias. An obvious extension therefore is to incorporate the 

previously suggested modifications to the MTP bootstrap, which have been shown 

to reduce bias, into the three-level bootstrap.  

The eventual aim is to estimate the RMSE of a complex population parameter 𝐹𝛼𝑘 

and, as with the three-level MTP bootstrap, this begins with the following 

specification of the finite bootstrap population function as; 

𝐹𝑘
𝑏(𝑡) = 𝑁𝑘

−1 {∑ ∑ 𝐼(𝑦𝑖𝑗𝑘
∗ ≤ 𝑡)𝑖∈𝑠𝑗𝑘

+ ∑ ∑ 𝐼(𝑦𝑖𝑗𝑘
∗ ≤ 𝑡)𝑖∈𝑟𝑗𝑘𝑗∈𝑟𝑘𝑗∈𝑠𝑘

}, 
(5.27)  

where 𝑖 = 1, … , 𝑁𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘, 𝑘 = 1, … , 𝐾. 

In constructing the bootstrap populations, the sampled units are known but 

bootstrap values of the out of sample units must be generated through models. In 

the MTP 3-level bootstrap, the model 𝑦𝑖𝑗𝑘
∗ = 𝐱𝑖𝑗𝑘𝛃𝜓(𝜃𝑗𝑘) + 휀𝑖𝑗𝑘

∗
 is employed for this 

task, in which the M-quantile coefficient 𝜃𝑗𝑘 is determined at the PSU level. Typically, 

the true value of the M-quantile coefficient is unknown and so replaced by an 

estimate 𝜃𝑗𝑘  informed by the sample data. However, the specification of the 

bootstrap superpopulation model does not allow for this quantity 𝜃𝑗𝑘  to vary 

between bootstrap populations, which places false confidence on the estimate 𝜃𝑗𝑘. 

As introduced in the 2-level modified bootstrap, one way to circumvent this is to 

build up the bootstrap population from the unit-level upwards, which can 

subsequently create some variation at the area level, or in this case, the PSU level. 

Behind this approach, is a conceptualisation of unit M-quantile coefficients, 𝜃𝑖𝑗𝑘, as 

belonging to an empirical distribution, which can accordingly be estimated from 

the estimated M-quantile coefficients in the sample data;  

�̂�𝑗𝑘(𝑡) = 𝑛𝑗𝑘
−1 ∑ 𝐼(𝜃𝑖𝑗𝑘 ≤ 𝑡)𝑖∈𝑠𝑗𝑘

, 
(5.28)  

where 𝑖 = 1, … , 𝑁𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘, 𝑘 = 1, … , 𝐾. 

Note that the above estimated distribution of M-quantile coefficients �̂�𝑗𝑘(𝑡)  is 

particular to the PSU, as opposed to area. This enables the bootstrap 
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superpopulation model 𝑦𝑖𝑗𝑘
∗ = 𝐱𝑖𝑗𝑘𝛃𝜓(𝜃𝑖𝑗𝑘

∗ ) + 휀𝑖𝑗𝑘
∗

 to randomly sample M-quantile 

coefficients, 𝜃𝑖𝑗𝑘
∗

, conditionally on PSU, and therefore the basic character of each 

PSU is retained across the bootstrap populations. Crucially however, the implicit 

PSU effect is not identical between bootstrap populations but varies in accordance 

to the variance of quantile positions exhibited by the observations in the PSU, 

according to the sample data. The implicit PSU effect for bootstrap population 𝑏 

would therefore be calculated as  

𝛿𝑗𝑘
𝑏 = �̅�𝑗𝑘�̂�𝜓(𝜃𝑗𝑘

𝑏 ) − �̅�𝑗𝑘�̂�𝜓(0.5), (5.29)  

where 𝜃𝑗𝑘
𝑏 =

1

𝑛𝑘
∑ 𝜃𝑖𝑗𝑘

∗
𝑖=1 , 𝑖 = 1, … , 𝑛𝑗𝑘. 

Error terms 휀𝑖𝑗𝑘
∗

 are also sampled from an estimated empirical distribution 𝐺(𝑢) 

(Equation 5.26), ideally conditionally on PSU, but at times it may be preferable to 

relax this precept as was demonstrated in the simulation studies of the 3-level MTP 

bootstrap. Subbing in estimated regression coefficient estimates, �̂�𝜓(𝑞𝑖𝑗𝑘
∗ ), the 

following model is used to generate bootstrap populations of out of sample units 

and the finite population distribution function for bootstrap population 𝑏 is given 

by 

𝐹𝑘
𝑏(𝑡) = 𝑁𝑘

−1 {∑ ∑ 𝐼(𝑦𝑖𝑘
∗ ≤ 𝑡)𝑖∈𝑠𝑗𝑘

+ ∑ ∑ 𝐼(𝐱𝑖𝑗𝑘�̂�𝜓(𝜃𝑗𝑘
𝑏 ) + 휀𝑖𝑗𝑘

∗ ≤ 𝑡)𝑖∈𝑟𝑗𝑘𝑗∈𝑟𝑘𝑗∈𝑠𝑘
}, 

(5.30)  

where 𝑖 = 1, … , 𝑁𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘, 𝑘 = 1, … , 𝐾. 

 

In all then, a modified 3-level bootstrap procedure which allows for variance in the 

implicit PSU effect between bootstrap populations is described by the following 

steps:   

1. Fit a series of M-quantile model to the sample data and produce estimates 

𝜃𝑗𝑘 and �̂�𝜓(𝜃𝑗𝑘) of 𝛃𝜓(𝜃𝑗𝑘) and 𝜃𝑗𝑘, for 𝑗 = 1, … , 𝑀𝑘,  𝑘 = 1, … , 𝐾.  

2. Use the estimated unit M-quantile coefficients 𝜃𝑖𝑗𝑘 𝑖 = 1, … , 𝑛𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘, 

𝑘 = 1, … , 𝐾  to estimate the empirical distribution of unit M-quantile 

coefficients for each PSU, �̂�𝑗𝑘(𝑧).  

3. Draw 𝐵 vectors of M-quantile coefficients 𝜃𝑖𝑗𝑘  of size 𝑁𝑗𝑘 for each PSU, 𝑗 =

1, … , 𝑀𝑘 , 𝑘 = 1, … , 𝐾 , by randomly sampling with replacement from the 
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appropriate area estimated empirical distribution, �̂�𝑗𝑘(𝑧), 𝑗 = 1, … , 𝑀𝑘 , 𝑘 =

1, … , 𝐾.  

4. Fit M-quanitles models corresponding each M-quantile coefficient 𝜃𝑖𝑗𝑘  𝑖 =

1, … , 𝑛𝑗𝑘 , 𝑗 = 1, … , 𝑀𝑘 , 𝑘 = 1, … , 𝐾 , and estimate the associated regression 

coefficients, �̂�𝜓(𝜃𝑖𝑗𝑘), 𝑖 = 1, … , 𝑛𝑗𝑘, 𝑗 = 1, … , 𝑀𝑘, 𝑘 = 1, … , 𝐾.  

5. Generate B bootstrap populations using the superpopulation model, 𝑦𝑖𝑗𝑘
∗ =

𝐱𝑖𝑗𝑘�̂�𝜓(𝜃𝑖𝑗𝑘) + 휀𝑖𝑗𝑘
∗  where the individual errors are sampled with replacement 

the estimated error distribution 𝐺(𝑢).   

6. Calculate the bootstrap small area parameter of interest, 𝐹𝛼𝑘
∗𝑏

 for each 

bootstrap population. 

7. Draw 𝑃 random samples of (y𝑖𝑗𝑘
∗ , 𝑥𝑖𝑗𝑘), so that the bootstrap sample sizes 

within each PSU are the same as that of the original sample, 𝑛𝑗𝑘 = 𝑛𝑗𝑘
∗

. 

8. From the sample data, make estimates of the FGT poverty measures, �̂�𝛼𝑘
∗𝑝𝑏

, 

𝑘 = 1, … 𝐾, 𝑝 = 1, … 𝑃𝑏, 𝑏 = 1, … 𝐵 using the three-level MQ method. 

9. Finally, calculate the estimated RMSE, as 𝑅𝑀𝑆�̂�(�̂�𝛼𝑘) =

√𝑉𝑎�̂�(�̂�𝛼𝑘) + 𝐵𝑖𝑎�̂�(�̂�𝛼𝑘)
2
 where 𝐵𝑖𝑎�̂�(�̂�𝛼𝑘) = 𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘

∗𝑝𝑏
− 𝐹𝛼𝑘

∗𝑝𝑏
)𝑃

𝑝=1
𝐵
𝑏=1  and 

𝑉𝑎�̂�(�̂�𝛼𝑘) = 𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘
∗𝑝𝑏

− �̅̂�𝛼𝑘
∗𝑝𝑏

)
2

𝑃
𝑝=1

𝐵
𝑏=1 , with 𝑝 = 1, … 𝑃𝑏 , 𝑏 = 1, … 𝐵 , and 

𝑘 = 1, … 𝐾. 

The procedure suffers from the same high computational demand as the two-level 

modified bootstrap, primarily because M-quantile regression coefficients must be 

estimated for each unit M-quantile coefficient in the sample. However, this three 

level extension of the modified bootstrap places no significant additionally 

demands on computational capacity, as no additional regression coefficients needs 

be calculated. Indeed, the two procedures are computational equivalent as, whether 

in the two-level or three-level variant, the bootstrap populations are built up on a 

unit-by-unit basis. It is only the means through which the M-quantile coefficients, 

and their associated regression coefficients, are random selected which truly differs; 

being conditional on area on the two-level case and conditional on PSU in the three-

level case.   
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5.5.1 An empirical evaluation of the modified three-level M-quantile non-

parametric bootstrap 

The modified three-level bootstrap is evaluated through a simulation study in which 

populations are generated from the superpopulation model 𝑌𝑖𝑗𝑘 = 𝐱𝑖𝑗𝑘𝛃 + 𝑢𝑘 + 𝑚𝑗𝑘 +

휀𝑖𝑗𝑘 , with 𝑢𝑘~𝑁(0, 𝜎𝑢
2),   𝑚𝑗𝑘~𝑁(0, 𝜎𝑚

2 ), 휀𝑖𝑗𝑘~𝑁(0, 𝜎𝜀
2), and 𝑖 = 1, … , 𝑁𝑗𝑘 ,𝑗 = 1, … , 𝑀𝑘, 𝑘 =

1, … , 𝐾 where each population contains 120 PSUs nested within 30 areas. Given that 

the new bootstrap requires the estimation of the empirical distribution of M-

quantile coefficients for each PSU �̂�𝑗𝑘(𝑧), the technique could be susceptible to high 

levels of variance where the PSU sample size is small. To investigate this, the PSU 

samples sizes in the simulated populations are restricted to between 5 ≤ 𝑛𝑗𝑘 ≤ 11, 

and should therefore represent quite a challenging scenario. RMSE estimates are 

produced using both the modified three-level bootstrap described in Section 5.5 

and the three-level MTP bootstrap described Section 5.4. (labelled below as the 

‘Original 3 level boostrap’). The MSE and bias of the estimated RMSE figures are 

calculated as Equation 4.3. across 100 simulations (𝑆 = 100). 

Figure 5.5 show the RMSE estimates for the existing and modified bootstrap three-

level bootstrap, averaged across the simulations. The data points have been sorted 

according to the true RMSE of the HCR estimates for the small areas.  

Figure 5.5 shows that the modified bootstrap exhibits quite high levels of positive 

bias for areas with low RMSE. This was not an expected result and is a concern. It 

is not clear why this should be the case, although one explanation may be that, 

despite the sample size still being small for these PSUs, the sampling fraction can 

actually become quite large as the PSU population sizes can themselves be quite 

small (minimum 𝑁𝑗𝑘 = 24 in this study). Consequently, when the sampling fraction 

is large, the level of variance which exists around the true PSU effect may be smaller 

than the sample size would suggest, and in this way the bootstrap is misled and 

may overestimate RMSE.  Table 5.8 provides a numerical summary of the RMSE and 

bias of the bootstraps. The RMSE of the modified three-level bootstrap is slightly 

improved compared to the existing MTP three level bootstrap suggesting that the 

method may yet hold some potential. However, the issue with overestimation for 

low RMSE areas in inescapable and further testing across different population types 

is required to better understand the reasons behind this. 
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Figure 5.5 Empirical and estimated RMSE of M-quantile estimates using the 

modified 3-level bootstrap and the Marchetti, Tzavidis and Pratesi 

(2012) 3-level bootstrap 
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Table 5.8 Summary of results; modified 3-level bootstrap and original 3-level 

Marchetti, Tzavidis and Pratesi (2012) bootstrap 

RMSE Min. 1st Qu. Median Mean 3rd Qu. Max. 

True   0.0417    0.0494    0.0559    0.0572    0.0673    0.0753  

Modified 3 level 

bootstrap 

  0.0513    0.0604    0.0648    0.0641    0.0696    0.0785  

Original 3 level 

bootstrap 

  0.0419    0.0487    0.0557    0.0565    0.0644    0.0770  

𝑴𝑺𝑬(𝑹𝑴𝑺�̂�) Min. 1st Qu. Median Mean 3rd Qu. Max. 

 

Modified 3 level 

bootstrap 

  0.0002    0.0002    0.0003    0.0003    0.0004    0.0006  

Original 3 level 

bootstrap 

  0.0002    0.0003    0.0004    0.0004    0.0005    0.0008  

𝑩𝒊𝒂𝒔(𝑹𝑴𝑺�̂�) Min. 1st Qu. Median Mean 3rd Qu. Max. 

Modified 3 level 

bootstrap 

-0.0040    0.0035   0.0089    0.0068    0.0109    0.0138  

Original 3 level 

bootstrap 

-0.0096  -0.0053  -0.0004  -0.0007    0.0031    0.0098  
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Chapter 6:  The estimation of poverty 

measures where the underlying variable is 

binary 

Chapter’s 3, 4 and 5 have focused on estimation procedures for small area 

parameters in which the underlying variable is continuous. These methods are 

particularly important because of the central role money-metrics play in 

understanding poverty issues. As has been seen, they also require considerable 

methodological attention due to their potential complexity. However many other 

deprivation indicators are not continuous. The focus of this chapter is on binary 

indicators. Examples of binary welfare indicators include: whether or not an 

individual is clinically undernourished; has a particular disease; has running water 

or electricity in their home; is employed; has a basic level of literacy; has access to 

a midwife for the birth of their children; or self-reports themselves ‘poor’. Binary 

measures also offer an alternative way of indicating monetary deprivation, whereby 

a value of 1 may signify that an individual falls above a certain income/consumption 

poverty line and a value of 0 the reverse.  

Mathematically, binary indicators are the simplest form of data and contain less 

information than their continuous counterparts. Consequently, many of the 

complex functions which can be applied to continuous data are not appropriate in 

the binary case and the subsequent small area parameters tend to be simple counts 

or proportions.  For example, of the FGT class of poverty measures only HCR can 

be obtained with a binary outcome measure as other measures in which 𝛼 ≠ 0, such 

as the poverty gap or poverty severity, cannot be calculated without a scalar 

indicator at the unit level. The calculation of the HCR is itself considerably 

simplified when dealing with binary measures as it is no longer involves a complex 

function and instead becomes merely the calculation of a proportion; 

𝐹𝛼𝑘 = 1
𝑁𝑘

⁄ ∑ 𝑦𝑖𝑘
𝑁𝑘
𝑖=1 , 

(6.1)  

where 𝛼 = 0 and 𝑖 = 1, … , 𝑁𝑘. 

Given sample data for the binary outcome variable, 𝑦 , and no weighting 

considerations, the direct estimator of the small area proportion is equivalent to 

the direct estimator of the small area mean described previously where 𝑦  is 
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continuous, so that �̂�𝛼𝑘 = �̂̅�𝑘 = 1
𝑛𝑘

⁄ ∑ 𝑦𝑖𝑘
𝑛
𝑖=1  where 𝛼 = 0 and 𝑖 = 1, … , 𝑛𝑘. It follows 

that the direct estimates of small area proportions are susceptible to high variance 

when sample size is small in the same way as direct estimates of small area means 

are.  

If survey and census/administrative data is available which can provide covariate 

information 𝐱 for both the sample units 𝑖 ∈ 𝑠 and for the population at large, 𝑖 =

1, … , 𝑁, then model-based procedures can again be used to improve estimation. 

However, the models which have been described previously in the chapter are 

designed to deal with continuous dependent variables and cannot be directly 

applied to binary outcome variables. For example, in the EBP approach the random 

effects model used to describe the population is a linear mixed model (LMM); 𝑦𝑖𝑘 =

𝐗𝑖𝑘𝛃 + 𝑢𝑘 + 휀𝑖𝑘, with 𝑢𝑘~𝑁(0, 𝜎𝑢
2), 휀𝑖𝑘~𝑁(0, 𝜎𝜀

2), 𝑖 = 1, … , 𝑁𝑘 and 𝑘 = 1, … , 𝐾. This cannot 

be the correct model if the outcome variable is binary as the model allows 𝑦𝑖𝑘 to 

take any value. By definition, only responses of 1 or 0 are legitimate in the binary 

case. Additionally, the homoscedasticity assumption, which specifies that the 

variance of the error terms remains constant across covariate values, cannot be 

valid if 𝑦𝑖𝑘 is binary as the variance of a binary variable is known to be directly 

dependent on its probability, which is expected to change concomitantly with 

covariate values (specifically, the variance of the error terms increases as the 

probability approaches 0.5). Finally, the specification of the error distribution as  

휀𝑖𝑘~𝑁(0, 𝜎𝜀
2) must also be incorrect if the true values of the outcome variable is 

binary as the model either accurately gives the correct dichotomous outcome of 𝑦𝑖𝑘 

or it does not and the subsequent errors must therefore either take the value 1 −

𝐸[𝑌] or −𝐸[𝑌]; they cannot be normally distributed. 

But the LMM is only one manifestation of a generalised linear mixed model (GLMM) 

(McCullagh and Nelder, 1989). By tailoring the component parts of the GLMM, a 

more appropriate population model can be specified for binary variables within 

hierarchical structures.  GLMMs are most easily explained by first introducing the 

basic generalised linear model (GLM) described by Nelder and Wedderburn 

(1972).The GLM framework allows for apparently disparate types of models to be 

seen as variations on the same basic form. Thus, binomial, multinomial, Poisson 

and the standard linear regression (OLS) model can all be thought of as specific 

cases of the GLM. Nelder and Wedderburn break GLMs into three constituent parts; 

a probability distribution, a linear predictor (𝐗𝛽) and a link function 𝑔(∙). Through 



 

167 

 

the specification of the probability distribution and link function, any number of 

different models can be described. A wide range of probability distributions can be 

chosen from within the exponential family, a common choice for continuous data 

being the normal distribution. The appropriate probability distribution for a binary 

outcome variable is the binomial distribution. A wide range of link functions, 𝑔(∙), 

which connect the linear predictor on the right hand side of the regression equation 

to the expected value on the left, can be chosen from such that 𝐸(𝑌) = 𝜇 = 𝑔−1(𝐗𝛃).  

The standard OLS regression model can be thought of as having an identity link 

function, whereby 𝑔(𝐗𝛃) = 𝐗𝛃 and the linear relationship between the covariates 

and response variable remains unchanged. By contrast, a popular choice when 

modelling binary variables is use the logit link function which modifies the 

relationship between the covariates and response variables such that;  

𝐸(𝑌) = 𝜇 =
𝑒𝑥𝑝(𝐗𝛃)

1+𝑒𝑥𝑝(𝐗𝛃)
. The linear predictor 𝐗𝛽 now represents the log odds of 𝑌 = 1 

and 𝜇 denotes the probability of 𝑌 = 1. The logit function replicates a non-linear 

multiplicative relationship between the covariates and the response variable in 

which marginal gains on the dependent variable are harder won as its value 

approaches 0 or 1. These properties make the logit function an attractive choice 

when the probability of 𝑌 = 1 is of interest. The problem of heteroscedasticity 

mentioned previously is also sidestepped, as the assumption of homoscedasticity 

now applies to the log odds rather than to 𝑌 itself, meaning that binary outcomes 

need not inevitably lead to heteroscedasticity.  

The GLM provides sufficient flexibility to model binary variables in many contexts, 

but still entails certain assumptions and restrictions. For instance, the specified 

link function is itself a parametric assumption, which may or may not be 

substantiated. Despite its popularity, there is no guarantee that the logistic curve 

is an accurate representation of the relationship between the linear predictor and 

expected value. Any number of other functions may be chosen in its place. For 

example, the probit function describes a curve with slightly steeper tails than that 

implied by the logit function. Of more relevance to SAE however, is the assumption 

of the GLM that observations are independent. That is to say that, after taking 

account of the covariates, the value of a given observation tells us nothing about 

the value of the next. This assumption is generally untrue in SAE problems, as it is 

the potential for units within small areas to be correlated, and so produce 

differentiation between the areas, which typically motivates the research in the first 
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place. Within the GLM framework, there is no allowance for observations to be 

dependent which makes GLMs unsuitable for describing hierarchical data 

structures. McCullagh and Nelder (1989), motivated by a particular problem 

relating to the serial mating success of salamanders, proposed the GLMM as an 

extension to the GLM whereby the independence assumption is relaxed. The GLMM 

would subsequently have far wider applications and can be employed in SAE 

problems. The basic form of the GLMM is given as 

𝑔(𝜇𝑖𝑘) = 𝐗𝑖𝑘𝜷 + 𝐙𝑘𝐮𝑘, 
(6.2)  

where 𝑖 = 1, … , 𝑁𝑘, 𝑘 = 1, … 𝐾, and 𝐙𝑘 is matrix of higher level covariates (which may 

simply be an identity matrix in the case of a random effects model), and 𝐮𝑘is the 

matrix of associated random coefficients. The use of random effects to account for 

the unexplained variance between higher level units is familiar from the LMM 

presented previously, but the GLMM framework allows for the probability 

distribution and link function to be altered, as with a GLM, to enable any number 

of hierarchical models can be specified. Where a binary variable is concerned, the 

natural choice of a probability distribution is again the binomial, and the logistic 

function remains an appealing choice of link function. Due to the inclusion of 

random effects, observations are no longer required to be completely independent, 

but rather to be independent conditional on the higher level units.  

Just as the LMM was deployed to good effect in estimating small area parameters 

in the continuous case, the GLMM can be used to similar effect when dealing with 

binary outcomes. The GLMM is applied to SAE by Jiang and Lahiri (2001) and it is 

this approach which is referred to as the Conditional Expectation Predictor (CEP) 

for the remainder of this thesis. Note that despite having some parallels with the 

EBP approach, the CEP method it is not quite its equivalent, as Jiang and Lahiri do 

not derive the empirical best predictor. The empirical best predictor for an 

underlying binary variable can be derived, and is given by Jiang (2003), but the 

implementation of this method requires the solution of equations which have no 

closed form, and the subsequent numerical approximations are extremely 

computationally demanding. 
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6.1 The Conditional Expectation Predictor method 

As with the EBP method, the starting point of the CEP method (Jiang and Lahiri, 

2001) is to conceptualise the population as being divided into sample 𝑖 ∈ 𝑠 and out 

of sample units 𝑖 ∈ 𝑟 . The CEP estimate of the small area proportion �̅�𝑘   is 

subsequently given by 

�̂̅�𝑘 = 𝑁𝑘
−1[∑ 𝑦𝑖𝑘 +𝑖∈𝑠𝑘

∑ 𝜇𝑖𝑘𝑖∈𝑟𝑘
], (6.3)  

for 𝑘 = 1, … 𝐾 where 𝑖 = 1, … 𝑁𝑘 and 𝜇𝑖𝑘 is the expectation of 𝑦𝑖𝑘, 𝐸[𝑦𝑖𝑘] = 𝜇𝑖𝑘. As the 

values of 𝑦𝑖𝑘 are known for sampled units 𝑖 ∈ 𝑠, the task is reduced to estimating 

the expectation 𝜇𝑖𝑘 of the out of sample units 𝑖 ∈ 𝑟. To this end, a GLMM is assumed 

for the population, 

𝑙𝑜𝑔𝑖𝑡{𝑃(𝑦𝑖𝑘 = 1|𝑢𝑘)} = 𝐗𝑖𝑘𝜷 + 𝑢𝑘, 
(6.4) 

where 𝑖 = 1, … , 𝑁𝑘, 𝑘 = 1, … , 𝐾 and the log odds of  𝑦𝑖𝑘 = 1 are given by the linear 

predictor 𝐗𝑖𝑘𝜷 + 𝑢𝑘 . Random effects 𝑢𝑘 , 𝑘 = 1, … , 𝐾 , at the small area level are 

assumed to follow the distribution 𝑢𝑘~𝑁(0, 𝜎2). 

By fitting the model to the covariate data from the sample, 𝐱 ,estimates of the fixed 

and random effects, 𝐗𝑖𝑘�̂� and �̂�𝑘, 𝑘 = 1, … , 𝐾, can be made. The process of fitting 

the GLMM is more complicated than with a LMM as the likelihood function cannot 

be evaluated analytically (McCulloch 1997). Nevertheless, computational 

procedures can be used to obtain ML and REML estimates, such as those described 

by McGilchrist (1994). In the empirical work that follows, the R function glmer is 

used to fit the GLMMs. Crucially, the fitting procedures still require a specification 

of the of the distribution of the random effects, taken to be Gaussian in the model 

above 𝑢𝑘~𝑁(0, 𝜎2), in order to estimate the variance term 𝜎2
 and to predict the 

random effects 𝑢𝑘. The resulting estimates �̂� and �̂�𝑘, 𝑘 = 1, … , 𝐾, are then used to 

estimate the expected values 𝜇𝑖𝑘, 𝑖 = 1, … , 𝑁𝑘, 𝑘 = 1, … , 𝐾 through the transformed 

linear predictor 

�̂�𝑖𝑘 = 𝑒𝑥𝑝{𝐱𝑖𝑘�̂� + �̂�𝑘}(1 + 𝑒𝑥𝑝{𝐱𝑖𝑘�̂� + �̂�𝑘})
−1

. 
(6.5)  

The inclusion of the area-specific random effects �̂�𝑘 , 𝑘 = 1, … 𝐾 , condition the 

predicted values �̂�𝑖𝑘, 𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … 𝐾, on area membership. Estimates �̂�𝑖𝑘 can 
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then be plugged directly into the estimator of the small area proportion to give an 

estimate 

�̂̅�𝑘 = 𝑁𝑘
−1[∑ 𝑦𝑖𝑘 +𝑖∈𝑠𝑘

∑ �̂�𝑖𝑘𝑖∈𝑟𝑘
], (6.6)  

where 𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … 𝐾. Note that the CEP estimation procedure is a simple 

plug in estimator and does not attempt to construct a conditional distribution 

through Monte Carlo processes in the way the empirical best estimator does. It 

instead relies on the expected values 𝜇𝑖𝑘. Although the CEP approach is inferior to 

the empirical best estimator from a theoretical perspective, computational 

demands are much reduced.  

 

Lombardia et al. (2003) provide a parametric bootstrap which can be used to 

provide MSE estimates for CEP small area estimates. Consistent with the CEP 

estimation method, Gonzalez-Manteiga et al. assume a GLMM superpoulation 

model with random effects varying between bootstrap populations. Gonzalez-

Manteiga et al. are at lengths to point out that the bootstrap makes no particular 

assumptions for the distribution of the random effects, but it is logical to make the 

same parametric assumption as that used in the CEP method itself.  

 The bootstrap process is as follows. 

1. Firstly, produce estimates of the regression and variance parameters, �̂� and 

�̂�2
 by fitting a GLMM to the sample data.  

2. Secondly, from the Gaussian distribution,  𝑢𝑘
∗ ~𝑁(0, �̂�2) generate 𝐾 area level 

error terms 𝑢𝑘
∗
, 𝑘 = 1, … , 𝐾.  

3. Thirdly, using the population covariate data, 𝐗𝑖𝑘, generate a large number, 

𝐵, of bootstrap populations with bootstrap units 𝑦𝑖𝑘
∗

, 𝑖 = 1, … 𝑁𝑘, 𝑘 = 1, … , 𝐾 

drawn at random from the binomial distribution 

𝑦𝑖𝑘
∗ ~𝐵 (𝑁,

𝐗𝑖𝑘�̂�+𝑢𝑘
∗

1+𝐗𝑖𝑘�̂�+𝑢𝑘
∗ ). 

(6.7)  

4. Fourthly, from each bootstrap population, 𝑏 = 1, … 𝐵, calculate values of the 

complex parameter of interest, 𝐹𝛼𝑘
∗ (𝑏)

, 𝑘 = 1, … , 𝐾.  
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5. Fifth, take a sample from each bootstrap population, drawn in such a way 

that the sampling design matches that of the original sample and from this 

sample make CEP estimates, �̂�𝛼𝑘
∗ (𝑏)

, of the complex parameter of interest 

𝐹𝛼𝑘
∗ (𝑏)

, 𝑘 = 1, … , 𝐾, in bootstrap population 𝑏.  

6. Finally, using the 𝐵  estimated and true (bootstrap) population values of 

𝐹𝛼𝑘
∗ (𝑏)

, 𝑘 = 1, … , 𝐾, 𝑏 = 1, … , 𝐵, calculate an estimate of the RMSE  of �̂�𝛼𝑘  as  

𝑅𝑀𝑆�̂�(�̂�𝛼𝑘) = √1

𝐵
∑ (�̂�𝛼𝑘

∗ (𝑏)
− 𝐹𝛼𝑘

∗ (𝑏))
2

𝐵
𝑏=1  , 

(6.8)  

where 𝑘 = 1, … , 𝐾 and 𝑏 = 1, … , 𝐵. 

 

As with the EBP approach, the CEP method and associated bootstrap harness the 

power of hierarchical parametric models to produce efficient estimates of small 

area parameters, and efficient estimates are therefore expected under ideal 

conditions. But the performance of the CEP approach may be hindered in more 

challenging estimation environments. Whereas the sensitivity of the LMM is largely 

dependent on the values of the outcome variable, the performance of the GLMM 

also rests heavily on the covariates. Not only can correlations between explanatory 

variables be a greater concern than in the continuous case, but extreme values in 

the predictor variables also becomes an issue due to their role in estimating odds 

ratios (Bross 1954, Barron 1977). Such outliers may be a natural characteristic of 

the population or a result of observational error during the data collection process. 

Sources of sample contamination such as misclassification in the outcomes values 

or measurement error in the covariates pose significant estimation challenges for 

binary models (Neuhaus 2002; Heagerty & Kurland 2001). In response to these 

concerns, Cantoni and Ronchetti (2001) suggest methods for the robust inference 

of GLMs whilst Preisser and Qaqish (1999) look at robust regression for clustered 

binary data and Ruckstuhl and Welsh (2001) consider alternatives to the maximum 

likelihood estimator. These issues have also motivated an extension of the M-

quantile method to binary outcomes by Chambers, Salvati & Tzavidis (2012) 

described below and referred to from here on as the MQ Binary approach. The MQ 

Binary approach comes from a distinct methodological tradition which relies far 

less heavily on parametric assumptions.   
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6.2 The M-quantile Binary method 

It is convenient to think of the M-quantile binary (MQB) method of Chambers, Salvati 

& Tzavidis (2012, 2015) as is an extension of the M-quantile method for continuous 

data described in Section 3.7. However, it entails a quite different conceptualisation 

of the data. A description of this is given before the MQ Binary procedure itself is 

introduced. 

6.2.1 Binary M-quantile regression 

In the continuous case, M-quantiles describe planes of the conditional distribution, 

i.e. the distribution of 𝑦 given the covariates 𝐱. The M-quantiles are indexed by q-

values within the range 0 to 1 so that 𝑞 = 0.5 would lie directly at the centre of the 

distribution and be the median. It is not immediately apparent how the idea of M-

quantiles, or quantiles in general for that matter, can be applied to a binary variable. 

The concept of quantiles appears redundant where the outcome can only be 0 or 

1, and q-values would not be unique given the dichotomous nature of the response 

variable.  

However M-quantiles can be reconceptualised (Kordas 2006) for the binary case so 

that q-values give a reflection of the propensity of 𝑌 = 1. The observed values, 𝑦𝑖, 

are thought of as being generated by a latent continuous variable, 𝑦𝑖
∗
, such that 

𝑦𝑖 = 𝐼(𝑦𝑖
∗ > 0). The concept of quantiles can be applied to the latent variable 𝑦𝑖

∗
 in 

the same way as described previously where the variable of interest itself is 

continuous. It follows that for given covariates, 𝐱𝑖, the conditional quantile function 

of the latent continuous variable is given by 

𝑄𝑞(𝑦𝑖  | 𝐱𝑖)  = 𝐼(𝑄𝑞(𝑦𝑖
∗ | 𝐱𝑖) > 0). (6.9)  

In this reconceptualization, the 𝑞  values, indexed between 0 and 1, represent 

quantiles of the probability distribution of  𝑌 = 1, conditional on the value of 𝐱. 

Note however that it is possible for high q-value to be associated probability of 

success below 0.5 and a unit with a low q-value to have a probability of success 

above 0.5. This is because the probability depends not only on the q-value but also 

on how frequently the set of covariates 𝐱𝑖 is associated with 𝑌 = 1 in the population 

at large.  
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Once the idea of binary quantiles is understood the extension to binary M-quantiles 

is straightforward through the application of an influence function 𝜓. Consequently, 

the M-quantile binary model 𝑄𝑞(𝑦𝑖  |𝐱𝑖; 𝜓) in which 𝑞 = 0.5 is akin to a probability 

model under the specified influence function 𝜓. However, the real value of the 

approach is not in replicating the functionality of a GLM, but rather from allowing 

various quantiles of the conditional probability distribution to be modelled through 

the specification of the 𝑞-value.  

6.2.2 Describing the population using binary M-quantile coefficients 

Chambers, Salvati & Tzavidis (2012) conceive of each unit as lying on a particular 

plane of the underlying conditional probability distribution, denoted through an M-

quantile coefficient, 𝜃𝑖 , 𝑖 = 1, … , 𝑁. The population as a whole can therefore be 

described by the binary M-quantile model 

𝑄𝜃𝑖
(𝑦𝑖 |𝐱𝑖; 𝜓) =

𝑒𝑥𝑝(𝐗𝛽𝜃𝑖
)

1+𝑒𝑥𝑝(𝐗𝛽𝜃𝑖
)
, 

(6.10)  

where 𝑖 = 1, … , 𝑁. The model is inherently single level, but by analysing the unit M-

quantile coefficients 𝜃𝑖 with respect to groupings of interest, such as small areas, 

much can be determined about the structure of the data. For example, if 

hierarchical effects exist at the small area level, 𝑘 = 1, … , 𝐾 , the M-quantile 

coefficients 𝜃𝑖𝑘  within small areas, 𝑖 = 1, … , 𝑛𝑘  𝑘 = 1, … , 𝐾  are expected to be 

correlated. Subsequently, when  unit M-quantile coefficients, 𝜃𝑖𝑘 , 𝑖 = 1, … , 𝑛𝑘  𝑘 =

1, … , 𝐾, are averaged within areas, the resulting M-quantile area coefficients, 𝜃𝑘 =

𝑁𝑘
−1 ∑ 𝜃𝑖𝑘i∈k , 𝑘 = 1, … , 𝐾, should differ if hierarchical effects exist. If M-quantile area 

coefficient, 𝜃𝑘, is above 0.5, then membership of that area is associated with an 

unusually high propensity for 𝑌 = 1, given the covariate values.  

In practice the M-quantile coefficients, 𝜃𝑖, are unknown but can be estimated for 

sample data in which 𝑦𝑖 and 𝐱𝑖 are observed, 𝑖, … , 𝑛. This is achieved by fitting a 

collection of M-quantile models corresponding to a grid of 𝑞-values to cover the 

conditional probability distribution. Regression coefficients 𝛽𝑞 are unknown and 

estimated through a complex robust ML procedure which includes a bias correction 

term and is based on the work of Cantoni and Ronchetti (2001) for GLMs, but 

adapted for the M-quantile framework by Chambers, Salvatti & Tzavidis (2012). 

From the resulting estimated expected probabilities the M-quantile coefficient of 
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each sample unit 𝜃𝑖, 𝑖, … , 𝑛, can be estimated by evaluating the observed value 𝑦𝑖 in 

light of the estimated probabilities of 𝑌 = 1 for various values of 𝑞 . Where the 

observed value is 1, 𝜃𝑖 , is estimated as the value of 𝑞  at which the estimated 

probability surpasses 0.5, given the covariates 𝐱𝑖. Conversely, where the observed 

value 𝑦𝑖 = 0, the estimate of 𝜃𝑖 is one minus the 𝑞-value at which the estimated 

probability of 𝑌 = 1  surpasses 0.5, given the covariates 𝐱𝑖 . M-quantile area 

coefficients can subsequently be estimated as 𝜃𝑘 = 𝑛𝑘
−1 ∑ 𝜃𝑖𝑘i∈k , for 𝑘 = 1, … , 𝐾. 

6.2.3 Estimating small area parameters using the M-quantile Binary 

method 

The MQ Binary method is formulated by Chambers, Salvati & Tzavidis (2012, 2015). 

As with the MQ method for the continuous case, the MQ Binary procedure begins 

with a decomposition of the population into sample, 𝑠, and out of sample units, 𝑟, 

with the ultimate aim being to estimate a small area parameters;  

𝐹𝛼𝑘 = 𝑁𝑘
−1[∑ 𝐹𝛼𝑖𝑘 + ∑ 𝐹𝛼𝑖𝑘𝑖∈𝑟𝑘𝑖∈𝑠𝑘

],  (6.11)  

where  𝑖 = 1, … , 𝑁𝑘  for 𝑘 = 1, … , 𝐾 . Given that sample units are observed, the 

estimation task is reduced to estimating the out of sample values 𝑦𝑖, 𝑖 ∈ 𝑟𝑘. The 

basic stages in this process broadly mirror the continuous MQ method. Once the 

unit M-quantile coefficients 𝜃𝑖, 𝑖 ∈ 𝑠, have been estimated, they are aggregated into 

the 𝐾  small areas and averaged so as to give estimates of area M-quantile 

coefficients, 𝜃𝑘, 𝑘 = 1, … , 𝐾. A family of M-quantile models 𝑄𝜃𝑘
(𝑦𝑖  |𝐱𝑖; 𝜓) are then fit 

to the sample data for 𝑘 = 1, … , 𝐾.  

The resulting estimates of the estimated regression coefficients �̂��̂�𝑘
are applied to 

covariate data and used to estimate values  

�̂�𝑖𝑘 = 𝑒𝑥𝑝{𝐱𝑖𝑘
T 𝛃𝜓(𝜃𝑘)}(1 + 𝑒𝑥𝑝{𝐱𝑖𝑘

T 𝛃𝜓(𝜃𝑘)})
−1

,  
(6.12)  

for out of sample values, 𝑖 ∈ 𝑟𝑘, where 𝑖 = 1, … , 𝑁𝑘 − 𝑛𝑘 and 𝑘 = 1, … , 𝐾. In the case 

where the small area parameter of interest is the proportion, as when estimating 

HCR, the final estimate takes the form 

�̂̅�𝑘 = 𝑁𝑘
−1[∑ 𝑦𝑖𝑘𝑖∈𝑠𝑘

+ ∑  �̂�𝑖𝑘𝑖∈𝑟𝑘
],  (6.13)  

where 𝑖 = 1, … , 𝑁𝑘 and 𝑘 = 1, … , 𝐾. 
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The MQB approach involves fewer assumptions than the CEP method. In the CEP 

approach, GLMM model parameters are estimated using procedures that require 

the distribution of the random effects to be specified. These procedures are known 

to be sensitive to contamination of the sample data, amongst both the response 

and covariates values. The M-quantile model neither implies nor precludes a 

hierarchical structure in the data. The M-quantile area coefficients used as quasi-

random effects in the MQB approach are merely aggregates of unit coefficients 

which indicate the quantile of the conditional probability distribution on which the 

unit lies. Thus, the M-quantile model may remain valid for a population in which 

the GLMM is not appropriate and may also be more robust to sample contamination 

than the CEP approach. Although substantial observation error could still lead to 

poor estimation, M-quantile models do not require the estimation of variance 

components or random effects, and influence functions minimise the influence of 

outliers on the fitting process. 

6.2.4 The non-parametric block bootstrap 

In the continuous case, the MTP bootstrap which accompanies the MQ method 

avoids making parametric assumptions about the distribution of error terms by 

resampling model residuals to construct the error distribution of the bootstrap 

population. Despite the rather different challenges posed by a dichotomous 

outcome, Chambers, Salvati & Tzavidis (2012) extend the MTP bootstrap to the 

binary case by applying the block bootstrap described by Chambers and Chandra 

(2013) to an M-quantile model.  

Chambers and Chandra’s (2013) multilevel block bootstrap is designed as a robust 

method for estimating the mean squared error of parameters estimated under a 

random effects model. The standard assumptions made by the fully parametric 

bootstrap about the distribution of the random effects and error terms are avoided 

by resampling errors the from both marginal residuals at level one of the model 

and the average marginal residuals at level two of model in order to generate the 

bootstrap populations/samples. The residuals are calculated as  𝑟𝑖𝑘 = 𝑦𝑖𝑘 − 𝐱𝑖𝑘�̂�, 𝑖 =

1, … , 𝑁𝑘 , 𝑘 = 1, … , 𝐾 , and average group residuals are given by �̅�𝑘 = 1
𝑛𝑘

⁄ ∑ 𝑟𝑖𝑘
𝑛
𝑖=1 . 

Although no direct corollary exists for the M-quantile binary case, Chambers et al 

(2012) create a parallel by re-expressing the M-quantile model as 
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𝑄𝜃𝑘
(𝑦𝑖𝑘  |𝐱𝑖𝑘; 𝜓) =

𝑒𝑥𝑝(𝐱𝑖𝑘𝛽0.5+�̅�𝑘(𝛽𝜃𝑘
− 𝛽0.5))

1+𝑒𝑥𝑝(𝐱𝑖𝑘𝛽0.5+�̅�𝑘(𝛽𝜃𝑘
− 𝛽0.5))

  

(6.14)  

 where 𝑖 = 1, … , 𝑁𝑘, 𝑘 = 1, … , 𝐾. 

The term �̅�𝑘(𝛽𝜃𝑘
− 𝛽0.5) can then be interpreted as an area effect for area 𝑘, 𝑟𝑖𝑘 =

𝐱𝑖𝑘(�̂��̂�𝑘
− �̂�0.5) and an, in the estimation context, an associated error distribution, 

𝐺𝑘, around this can be conceived of. The empirical error distribution, 𝐺𝑘, of the 

residuals can therefore be approximated by resampling from the marginal error 

distribution  

𝐺𝑘 (�̅�𝑘(𝛽𝜃𝑘
− 𝛽0.5)) = 𝑛𝑘

−1 ∑ 𝐼(𝑟𝑠 ≤ ℎ)

𝑖∈𝑠𝑘

 

(6.15)  

where  𝑖 = 1, … 𝑛𝑘   Residuals 𝑟𝑖𝑘
∗

, 𝑖 = 1, … , 𝑁𝑘 , 𝑘 = 1, … , 𝐾 , are sampled from the 

estimated empirical distribution function 𝐺𝑘 of the area effect �̅�𝑘(𝛽𝜃𝑘
− 𝛽0.5) for area 

𝑘; 𝐺𝑘 (�̅�𝑘(𝛽𝜃𝑘
− 𝛽0.5)) = 𝑛𝑘

−1 ∑ 𝐼(𝑟𝑠 ≤ ℎ)𝑖∈𝑠𝑘
, where  𝑖 = 1, … 𝑛𝑘  

The resampled residuals 𝑟𝑖𝑘
∗
, 𝑖 = 1, … , 𝑁𝑘, 𝑘 = 1, … , 𝐾, can then be used to construct 

a bootstrap population. This is achieved by randomly drawing values 0 or 1 

bootstrap values 𝑦𝑖𝑘
∗(𝑏)

 from Bernoulli distributions with probability, 𝑃∗
, where  

𝑃∗ =
𝑒𝑥𝑝(𝐱𝑖𝑘𝛽0.5+𝑟𝑖𝑘

∗ )

1+𝑒𝑥𝑝(𝐱𝑖𝑘𝛽0.5+𝑟𝑖𝑘
∗ )

,  

(6.16)  

 𝑖 = 1, … 𝑁𝑘 and 𝑘 = 1, … 𝐾. In this way, 𝐵 bootstrap populations can be generated 

whilst preserving the average value of the area effects from the true population.  

The bootstrap value of target small area parameter 𝐹𝛼𝑘
(𝑏)

 is calculated from 𝑦𝑖𝑘
∗(𝑏)

 

for each population 𝑏, 𝑏 = 1, … , 𝐵. L bootstrap samples of y𝑖𝑘
∗

 and 𝐱𝑖𝑘 are then drawn 

using simple random sampling within the small areas so that 𝑛𝑘
∗ = 𝑛𝑘. From each 

bootstrap sample, 𝑙 , 𝑙 = 1, … 𝐿 , estimates �̂�𝑘
∗𝑏𝑙

 of the parameter, 𝐹𝛼𝑘
(𝑏)

 are made 

using the MQ Binary method and RMSE of the target small area poverty measures, 

𝐹𝛼𝑘 , is calculated as 𝑅𝑀𝑆�̂�(�̂�𝛼𝑘) = √𝑉𝑎�̂�(�̂�𝛼𝑘) + 𝐵𝑖𝑎�̂�(�̂�𝛼𝑘)
2

, where 𝐵𝑖𝑎�̂�(�̂�𝛼𝑘) =
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𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘
∗𝑝𝑏

− 𝐹𝛼𝑘
∗𝑝𝑏

)𝑃
𝑝=1

𝐵
𝑏=1  and 𝑉𝑎�̂�(�̂�𝛼𝑘) = 𝐵−1𝑃−1 ∑ ∑ (�̂�𝛼𝑘

∗𝑝𝑏
− �̅̂�𝛼𝑘

∗𝑝𝑏
)

2
𝑃
𝑝=1

𝐵
𝑏=1 , for 

𝑝 = 1, … 𝑃𝑏, 𝑏 = 1, … 𝐵, and 𝑘 = 1, … 𝐾.  

6.3 An empirical evaluation of the Conditional Expectation 

Predictor and M-quantile Binary methods  

Sections 6.1 and 6.2 described and provided some commentary on the CEP and 

MQB methods which are designed to estimate small area parameters based upon 

underlying binary variables. There is reason to believe that the CEP method, which 

utilises a GLMM, may be vulnerable to reduced efficiency when applied to certain 

challenging population scenarios. However, in the binary case the characteristics 

of populations which create challenging estimation problems are slightly different 

to the scenarios explored in Chapter 4. In the continuous case, outliers are often a 

product of an extreme value on the outcome variable, but the when the outcome 

variable can only take the values 0 or 1 this is not the case. Instead, there is a 

particular vulnerability in the binary case to misclassification of the outcome 

variable or measurement error in the covariates. Either of these errors can produce 

outliers in the sample.  

Misclassification describes the situation in which a unit value is wrongly recorded 

as 1 where is should be a 0, or vice versa. Whilst a continuous outcome variable 

may also suffer from measurement error, the dichotomous nature of a binary 

outcome raises the stakes as the recorded value is either entirely accurate or 

entirely wrong. Misclassification and has been shown to be a substantial source of 

bias in standard logistic regression as well as in the hierarchical extension 

(Copeland et al. 1977; Magder & Hughes 1997; Neuhaus 2002). Similarly, 

measurement error in the covariates is always undesirable, but can have a 

particularly significant impact on the performance of a logistic model. At a 

fundamental level, measurement error in the covariates is known to influence the 

estimation of odds ratios (Bross 1954, Barron 1977, Greenland & Kleinbaum 1983) 

whilst Heagerty and Kurland’s work (2001) with GLMMs has demonstrated that 

random effects distributions which depend on covariates are particularly vulnerable 

to misspecification, leading to bias in regression coefficients.  

The simulated populations in this chapter are based closely on those of Chambers, 

Salvati and Tzavidis (2012) who present results which suggest that the MQB method 
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may be preferential to the CEP where the population is contaminated with outliers. 

The first population scenario acts as a baseline in which optimal estimation 

conditions are created which fulfil the parametric assumptions of the CEP method 

and contain no outliers. A GLMM is used as a superpopulation model; 𝑔(𝑦𝑖𝑘
∗ ) =

X𝑖𝑘β + 𝑢𝑘
∗
 where 𝑢𝑘

∗ ~𝑁(0, 𝜎2), 𝑖 = 1, … 𝑁𝑘  and 𝑘 = 1, … 𝐾. The covariates X are drawn 

independently from Uniform(−1, k/4) , the regression coefficient β = 1 ,  and the 

small area effects 𝑢𝑘
∗

 are randomly drawn from a Gaussian distribution with 

variance 𝜎2 = 0.25.  The function 𝑔(∙) takes the logit of the linear predictor and, 

through the Bernoulli function, transforms the generated probability to a 

dichotomous outcome; 𝑦𝑖𝑘
∗ = 𝐵𝑒𝑟𝑛𝑜𝑢𝑙𝑙𝑖 (𝑒𝑥𝑝(X𝑖𝑘β + 𝑢𝑘

∗  )(1 + 𝑒𝑥𝑝(X𝑖𝑘β + 𝑢𝑘
∗  ))

−1
) , for 

𝑖 = 1, … 𝑁𝑘 where 𝑘 = 1, … 𝐾. A total population size of 5000 is spread equally across 

50 areas so that 𝑁𝑘 = 100 for any value of 𝑘, 𝑘 = 1, … 50. In this way, a large number 

of  populations (𝑆 = 500), are simulated and the small area parameter 𝐹k calculated 

for each area in each simulated population. The parameter of interest in the small 

area proportion of the generated binary variable which corresponds to the HCR 

measure analysed in the continuous case. A 10% random sample is taken across all 

areas so than 𝑛𝑘 = 10 and 𝑛 = 500.  

In the second scenario, 𝑆  populations are also generated from the same 

superpopulation model, but the samples are contaminated with a small number of 

units which are both misclassified and suffer from measurement error in the 

covariate values. Specifically, 1% of the sample units are given particularly high 

covariates values of 20, which would be otherwise be associated with a very high 

probability of 𝑌 = 1,  but have their outcome values switched to 𝑌 = 0 to produce a 

small number of quite extreme outliers. In both scenarios, the sample data is used 

to make estimates, �̂�k, are of the small area proportions using both the CEP and  

MQB methods for each area in each simulated population, 𝑘 = 1, … 𝐾 . The 

associated RMSE and bias figures are calculated as described by Equation 4.1. 

Figures 6.1 and 6.2 show CEP and MQ estimates for the uncontaminated and error 

/ misclassification scenarios respectively. Tables 6.1 and 6.2 provide numerical 

summaries of the RMSE and bias of the estimates may using both methods. The 

results show that in the first scenario, which has no contamination of the sample 

data, the CEP method makes very accurate estimates of the small area proportions 

and has low RMSE values. Figure 6.1 shows that the true small area parameters are 

tracked closely by the CEP estimates and bias is negligible. The MQB method also 
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performs very well, recording comparable RMSE values, although there appears to 

be some underestimation for the areas with especially low levels of HCR.  However, 

in the second scenario, in which the sample is contaminated with misclassification 

and measurement error, the RMSE of the CEP estimates markedly increases in 

Figure 6.2 compared to 6.1. Although the overall average bias remains small, there 

is clear overestimation for the areas which have low values of HCR and 

underestimation for areas which have relatively high HCR values. This is 

reminiscent of the tendency to shrink estimates in towards the overall mean which 

characterised the performance of the EBP method under certain population types. 

By contrast the MQB method tracks the true small area parameters well in the 

second scenario and actually achieves lower RMSE figures than the CEP method. In 

fact, the levels of RMSE for the MQB method in the contaminated scenario are not 

greatly increased from those attained in the first scenario, suggesting that the M-

quantile approach offers a genuinely more robust approach than the parametric 

CEP method in these particular circumstances.  
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Figure 6.1 True, Conditional Expectation Predictor and M-quantile estimates of 

Head Count Ratio across small areas – Uncontaminated Scenario 

 

 

Figure 6.2 True, Conditional Expectation Predictor and M-quantile estimates of 

Head Count Ratio across small areas – Error and Misclassification 

Scenario 
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Table 6.1 Uncontaminated Scenario: Summary of Conditional Expectation 

Predictor and M-quantile Head Count Ratio estimates with RMSE and 

bias figures 

HCR Min. 1st Qu. Median Mean 3rd Qu. Max. 

True 0.4126 0.7057 0.8213 0.7684 0.8700 0.9040 

CEP 0.4188 0.7124 0.8237 0.773 0.8773 0.9068 

MQ 0.3454 0.692 0.8278 0.7631 0.8833 0.9134 

RMSE Min. 1st Qu. Median Mean 3rd Qu. Max. 

CEP 0.0316 0.0410 0.0541 0.0594 0.0750 0.1158 

MQ 0.0315 0.0419 0.0545 0.0605 0.0729 0.1255 

Bias Min. 1st Qu. Median Mean 3rd Qu. Max. 

CEP -0.0073 0.0002 0.0038 0.0046 0.0076 0.0345 

MQ -0.0676 -0.0110 0.0042 -0.0053 0.0086 0.0213 
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Table 6.2 Error and Misclassification Scenario: Summary of Conditional 

Expectation Predictor and M-quantile Head Count Ratio estimates with 

RMSE and bias figures 

HCR Min. 1st Qu. Median Mean 3rd Qu. Max. 

True 0.4105 0.7053 0.8217 0.7682 0.8701 0.9039 

CEP 0.4909 0.7121 0.7980 0.7655 0.8511 0.8834 

MQ 0.3382 0.6909 0.8292 0.7618 0.8834 0.9144 

RMSE Min. 1st Qu. Median Mean 3rd Qu. Max. 

CEP 0.0396 0.0495 0.0606 0.0682 0.0781 0.1413 

MQ 0.0319 0.0420 0.0543 0.0623 0.0741 0.1346 

Bias Min. 1st Qu. Median Mean 3rd Qu. Max. 

CEP -0.0307 -0.0231 -0.0186 -0.0027 0.0107 0.0805 

MQ -0.0754 -0.0113 0.0046 -0.0064 0.0093 0.0218 

 

These results largely confirm the findings of Chambers, Salvati and Tzavidis (2012) 

by suggesting that M-quantile techniques for binary data can offers a credible 

alternative to GLMMs in small area estimation methods where the underlying 

variable is binary. Even under conditions of normality the MQB method competes 

reasonably well with the CEP method. The drop in efficiency shown by the CEP in 

the contaminated scenario has striking similarities with the continuous case; the 

contraction of estimates towards the overall mean may in both cases be a function 

of the poor estimation of the EBLUPs due to the disrupting effect of the outliers to 

the ML estimation procedures. 
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6.4 An empirical evaluation of the Conditional Expectation 

Predictor parametric bootstrap 

Accompanying small area estimates with an indication of the likely level of error is 

as important in the binary case as in the continuous case, and the results above 

have demonstrated that the true error of the CEP estimates can vary considerably. 

The use of the parametric bootstrap described in Section 6.1 for estimating the 

MSE assumes the same underlying GLMM as the CEP method itself. In fact, the 

bootstrap arguably leans on these parametric assumptions more heavily than the 

CEP methods itself as random effects are sampled from an assumed Gaussian 

distribution in order to generate bootstrap populations. But unlike in some of the 

scenarios presented in the continuous case, neither of the population types which 

the CEP method has been applied actually invalidate the assumed GLMM. 

Consequently there is no fundamental theoretical reason to think that the 

parametric bootstrap in appropriate. That said, the sample contamination which 

has been shown to reduce the efficiency of the CEP estimates can also be expected 

to have some impact on the bootstrap as the model fitting procedures employed 

are the same.  

To this end, the parametric bootstrap is applied to the sample data drawn from the 

simulated populations from the two scenarios described in Section 6.3. The MSE 

and bias of the bootstrap RMSE estimates are then calculated using Equation 4.3. 

Tables 6.3 and 6.4 provide numerical summaries of the MSE and bias of the 

parametric bootstrap RMSE estimates for the uncontaminated and error / 

misclassification scenario respectively. 

The results show a clear increase on the MSE of the bootstrap estimates in the 

second scenario in which the sample is contaminated with outliers. This may imply 

that the misclassification and measurement error in the sample area leading to 

poor estimation of model parameters due in the bootstrap process. The average 

bias of the bootstraps estimates actually decreases slightly in the second scenario 

compared with the first, however there is greater inconsistency in the level of bias 

across areas in the second scenario. This is indicated by the ‘maximum’ and 

‘minimum’ relative bias figures in tables 6.3 and 6.4 which show that the 

parametric bootstrap is recording very high levels of both positive and negative 

bias for certain areas in the contamination scenario. Specifically, there is an 

increased tendency for the bootstrap to underestimate MSE for values which have 
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very high levels of MSE and overestimate for areas which have the very low levels 

of MSE. The pattern of error for the bootstrap is somewhat akin to the shrinkage 

of estimates towards the mean seen in the CEP (and EBP) method itself suggesting 

that the estimation of the EBLUP random effects may be poor. 

Table 6.3 Uncontaminated Scenario: Summary of RMSE estimates made by the 

parametric bootstrap on Conditional Expectation Predictor Head Count 

Ratio estimates 

 Min. 1st Qu. Median Mean 3rd Qu. Max. 

True CEP RMSE 0.0316 0.0410 0.0541 0.0594 0.0750 0.1158 

Est CEP RMSE 0.0305 0.0366 0.0463 0.0526 0.0670 0.0885 

RMSE(RMSE) 21.7 23.98 24.81 25.14 26.14 30.01 

Relative Bias (RMSE) -23.7 -14.71 -10.75 -10.27 -5.956 5.059 

 

Table 6.4 Error and Misclassification Scenario: Summary of RMSE estimates made 

by the parametric bootstrap on Conditional Expectation Predictor Head 

Count Ratio estimates 

 Min. 1st Qu. Median Mean 3rd Qu. Max. 

True CEP RMSE 0.0396 0.0495 0.0606 0.0682 0.0781 0.1413 

Est CEP RMSE 0.0475 0.0567 0.0666 0.0676 0.0791 0.0903 

RMSE(RMSE) 19.93 23.91 28.29 28.63 31.59 41.61 

Relative Bias (RMSE) -37.11 1.728 8.44 4.625 14.9 27.5 
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6.5 An empirical evaluation of the M-quantile Binary non-

parametric block bootstrap 

A non-parametric block bootstrap can be used to estimate the error of the MQB 

estimates, as described in Section 6.2.1. By using an M-quantile superpopulation 

model to generate bootstrap populations, the conventional parametric assumption 

relating to the distribution of the random effects is avoided. In addition, errors are 

drawn from an empirical error distribution in the creation of the bootstrap 

populations which avoids unsubstantiated assumptions about the error 

distribution. For these reasons, the non-parametric block bootstrap is expected to 

be reasonably robust to challenging estimation scenarios. Given that there are 

some similarities with the MTP bootstrap, which demonstrated significant levels of 

underestimation, the bias figures are also of particular interest. To assess its 

performance, the parametric bootstrap is applied to the estimation scenarios 

described in Section 6.3. RMSE and bias of the bootstrap estimates, calculated as 

in Equation 4.3, are given in the tables below.  

Tables 6.5 and 6.6 summarise the performance of the non-parametric block 

bootstrap across the populations for the uncontaminated and error / 

misclassification scenario respectively. The results show that the performance of 

the non-parametric block bootstrap in estimating the error of the MQB method is 

extremely consistent across the two scenarios, with just a slight increase in RMSE 

of the bootstrap estimates. Although the bootstrap tracks the true MSE values well, 

there is some slight tendency for underestimation in the first scenario, and bias is 

actually improved in the second scenario. It is notable that the block bootstrap 

avoids the very high instances of bias for particular areas which was a symptom of 

the parametric bootstrap in estimating the error of the CEP estimates in the 

contamination scenario.   
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Table 6.5 Uncontaminated Scenario: Summary of RMSE estimates made by the 

block bootstrap on M-quantile Binary Head Count Ratio estimates 

 Min. 1st Qu. Median Mean 3rd Qu. Max. 

True MQ RMSE 0.0315 0.0419 0.0545 0.0605 0.0729 0.1255 

Est MQ RMSE 0.0307 0.0368 0.0465 0.0557 0.0694 0.1104 

RMSE(RMSE) 14.59 18.28 20.35 20.26 22.12 32.48 

Relative Bias (RMSE) -28.33 -13.54 -7.837 -7.762 -3.08 13.32 

 

Table 6.6 Error and Misclassification Scenario: Summary of RMSE estimates made 

by the block bootstrap on M-quantile Binary Head Count Ratio 

estimates 

 Min. 1st Qu. Median Mean 3rd Qu. Max. 

True MQ RMSE 0.0319 0.0420 0.0543 0.0622 0.0741 0.1346 

Est MQ RMSE 0.0343 0.0406 0.0504 0.0591 0.0733 0.1152 

RMSE(RMSE) 13.47 19.07 20.92 21.63 24.05 32.01 

Relative Bias (RMSE) -21.83 -8.40 -2.09 -2.39 3.62 13.65 

 

6.6 Concluding remarks 

The CEP method, which assumes a GLMM, makes very efficient estimates in the 

standard scenario but suffers from markedly higher levels of error when the sample 

includes outliers generated through misclassification and measurement error. The 

nature of this increased error has some similarity with the EBP results, as although 

overall bias remains at tolerable levels, the estimates become contracted and fail 

to represent areas with very high or very low parameter values. An explanation of 

this may be that the presence of outliers leads to poor estimation of the variance 

terms which subsequently causes the shrinkage of the random effects to be 

exaggerated. This same issue also appears to affect the performance of the 
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parametric bootstrap which provides the error estimates for the CEP small area 

estimates. The results suggest that the MQB approach could offer a more robust 

alternative where sample contamination become problematic for the CEP method. 

Both the MQB small area parameter estimates and the associated MSE estimates 

given by the non-parametric block bootstrap appear quite robust to 

misclassification and measurement error in the simulation studies undertaken. 
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Chapter 7:  A case study of household 

expenditure poverty in the districts of 

Ghana 

7.1 Introduction 

In the previous Chapters 4, 5 and 6 the methods for estimating small area 

parameters have been applied to simulated data and some notable differences in 

the performance of the methods has been demonstrated. Although the simulations 

were designed to be credible, they are not quite equivalent to a real dataset. The 

use of models to simulate data allows for the characteristics of the population to 

be tightly controlled, but this process can imbed certain structures and 

assumptions into the data. Even when scenarios are intended to be contaminated 

or skewed, the variables are still generated from combinations of theoretical 

statistical distributions. Similarly, the association between the covariates and 

outcome variable begins as a linear relationship, even if this is then problematized 

through transformations and error distributions. The stylised nature of these 

populations can be particularly problematic where the methods being evaluated 

employ models which are strikingly similar to the models being used to generated 

the population. For example, testing the performance of GLMM-based approaches 

on populations generated by a GLMM.  

The simulation studies are designed as controlled experiments which explore one 

particular population characteristic at a time. In reality, datasets are likely to 

simultaneously contain a number of irregular characteristics, the combination of 

which can create a multiplicity of unanticipated forms.  In the case of small area 

estimation there is an added complication provided by real datasets, as grafting 

the covariates and geographic variables from the survey to those found in a census 

or administrative records is generally an imperfect process. A variable found in one 

data source may have no direct equivalent in the other and this can be an additional 

source of error. Ultimately, the merits of SAE methods rests on their performance 

when applied to real-world datasets. To this end, a case study of expenditure-

poverty within Ghana is performed in which both parametric and M-quantile 

approaches, for both the continuous and binary cases, are used to make estimates 

of small area parameters. The chapter begins with a socioeconomic overview of 
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Ghana, which is necessary context for the selection of variables, interpretation of 

regression coefficients, specification of the hierarchical structure, and validation of 

the small area estimates themselves.    

7.2 A socioeconomic overview of Ghana 

Ghana is a country of approximately 25 million individuals (UNDP, 2012) in West 

Africa. It borders Cote d’Ivoire in the West, Togo in the East and Burkina Faso in 

the North, and has a southern coastline onto the South Atlantic Ocean.  With a 

Human Development Index of 0.56 (Malik, 2013) it ranks 135th out of 187 

countries. Adjasi and Osei (2007), draw particular attention to the low level of 

education, and state that 87% of mothers and 70% of fathers are illiterate. The same 

study, which analyses data from the fourth Ghana Living Standard Survey (GLSS4), 

reports that over half of all households live in rooms rather than distinct dwellings, 

with 29% living in mud huts, whilst 90% must dump their household waste in the 

surrounding environment, and only 6.5% have access to modern flush toilets. That 

said, Ghana has much to be proud of in the advances it has made in the last 30 

years. Since 1980, when the HDI was just 0.39, life expectancy has increased by 

11.5 years, whilst the average number of years spend is school is up by 3.4 years 

and the Gross National Income (GNI) per capita has leapt by 71%; now around 

$1,684 when adjusted for purchasing power parity (PPP) (Malik 2013). In the 1990s 

alone, expenditure-poverty fell from 51.7% to 39.5% based on an analysis by Adjasi 

and Osei (2007) of two Ghana Living Standards Surveys which use the official ‘upper 

poverty line’ of $375 (or 900,000 Ghanaian Cedi) and had fallen further to 28.5% 

by 2005/06. These dramatic advances can be partly attributed to an economic 

recovery plan put in place in 1983 as a reaction to a period of economic turmoil 

which began with the collapse of cocoa prices in the mid-1960’s. The plan, which 

involved currency devaluation and a strengthening of export markets, was initially 

aimed at repaying the high levels of foreign debt the country had incurred, but 

eventually led to quality of life improvements for most groups across Ghanaian 

society (World Bank, 1995, Ghana. Poverty past, present and future). The recovery 

was predominantly powered by productivity gains within the oil, gold and cocoa’s 

industries, which are the largest export industries, and has subsequently spawned 

large service sectors in major cities such as Accra and Kumasi.  
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However, many Ghanaians still live as subsistence farmers and there is strong 

evidence of an increasing urban / rural divide (Adjasi and Osei, 2007), with farmers 

and the self-employed suffering much higher levels of expenditure-poverty than 

the employees of commercial and public sector organisations (World Bank, 1995). 

Broadly speaking, this translates into a geographic divide, with financial capital and 

state institutions concentrated in the urbanised south, which also includes the 

country’s ports, and the rural north which is more sparely population, largely 

occupied by farming communities, and less well connected to markets (see Figure 

7.1). In addition to this basic divide, the geography of the country accounts for 

further economic disparities and gives each region a distinct character. The coastal 

south, which contains the commercial hub of Accra, is easily distinguished from 

the forested Ashanti region from which holds much of the nation’s natural 

resources whilst the east is dominated by the Volta basin, which provides certain 

economic opportunities but has relatively unfertile soil and suffers from the tsetse 

fly. The grasslands of the North are more arable but endure higher temperatures 

with lower rainfall, and have only a single growing season. These differences 

manifest themselves in the types of concerns the communities are reported to raise, 

as evidence by the participatory action research undertaken by Norton et al (1995). 

For example, poverty in more isolated communities in the northern region is 

described as a community issue which centres around basic needs such as food 

and water and is largely dependent on the success of the annual harvest. By 

contrast, for those living in the large cities of the south, individual skills, which can 

lead to secure long-term employment and the accruement of savings, are seen as 

critical.  



 

192 

 

Figure 7.1 Map showing the regions and regional capitals of Ghana 

  

www.mapsopensource.com 

Although the initial wave of economic improvement of the 1990s benefitted all 

parts of the country (World Bank, 1995), there is now a concern that the economies 

of the Upper East and Upper West regions are falling behind and perhaps suffering 

some reverses (UNDP, 2012). In addition to this, poverty relief strategies, such as 

the introduction of more resilient seed types, are enjoying greater success in some 

areas than others, which can further increase the geographic disparity.  These 

inequities can encourage young people to leave their communities and head to the 

cities to earn a living, which can further strengthen differentials between regions 

by changing the demographic makeup of communities (IFAD 2013). The lack of 

assets, infrastructure and equipment is perceived a handbrake to further 

development in the north and the Savannah Accelerated Development Initiative was 

launched in 2009 as a response to this (IFAD 2013). It is hoped that the introduction 

of commercial crops such as rice and shea nuts can support northern communities 

in the same way as the international cocoa trade has benefitted farmers in the south. 

The most up to date information from GLSS5 provides a breakdown of expenditures 

by quintiles for the ten large administrative regions. Table 7.1 summarises this 

data. The table is constructed by dividing the national distribution of household 

http://www.mapsopensource.com/
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expenditure into quintiles, and then calculating the percentage of households 

within each region which fall within each quintile. For example, in the Western 

region only 5.8% of households fall within the poorest national expenditure quintile 

and 35.9% of households are in the wealthiest quintile. 

Table 7.1 Distribution of expenditure within the regions of Ghana, according to 

Ghana Living Standards Survey 5 

  Percentage of households within 

expenditure quintiles 

  HH 

expenditure 

(Cedi) 

Region 1 2 3 4 5 All 

Western 5.8 16.7 18.5 23.1 35.9 100 1,924 

Central 7.0 13.7 21.0 23.8 34.5 100 1,810 

Greater 

Accra 

4.6 9.1 15.5 24.7 46.1 100 2,907 

Volta 12.7 23.2 21.4 20.3 22.4 100 1,514 

Eastern 4.9 14.3 23.1 25.7 31.9 100 1,794 

Ashanti 7.9 14.6 16.3 22.3 38.9 100 1,967 

Brong 

Ahafo 

11.0 19.8 21.1 21.5 26.5 100 1,614 

Northern 32.9 20.7 15.4 15.3 15.6 100 1,529 

Upper East 54.8 19.1 13.0 7.2 5.9 100 1,066 

Upper West 76.7 12.5 5.3 2.4 3.1 100 901 

(GSS 2008, p. 95, Table 9.2)   

The general North / South pattern is evident, with the Upper West and Upper East 

areas having the lowest average expenditure. Further south, an East / West divide 

also becomes clear with the Volta region being appreciably poorer than the Ashanti 

and Western regions, whilst on the south coast itself, the Central region is revealed 
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as the poor relation to Accra. There is also reason to believe that there exists 

substantial variation within these regions. For example the Institute of Statistical 

Social and Economic Research in Ghana (as referred to in GSS 2013) suggests that 

certain districts within the Accra area can be surprisingly impoverished and 

vulnerable to outbreaks of diseases such a cholera due to the poor level of 

sanitation and overcrowding problems. Similarly, Coulombe and Wodon (2007) 

write about how migration into certain districts of Accra has changed their social 

and economic tenor, suggesting the beginnings of ghettoization of 'immigrant' 

areas. Such anecdotal evidence is more frequent for Accra than elsewhere, but this 

may simply be symptomatic of research bias as Adjasi and Osei’s (2007) estimation 

of Gini coefficients suggests that many other of the regions, particularly Ashanti, 

have higher levels of inequality than that found in Accra. This inequality is likely to 

manifest itself as geographic disparities within regions.  

There are some strong practical reasons to believe that an analysis of this 

geographic inequality within regions information would be of value to the country.  

Firstly, political representation in the Parliament of Ghana is at a sub-regional level. 

Members of Parliament (MPs) are directly elected by constituents within districts. 

MPs have responsibility for the welfare of residents within their jurisdiction and, if 

they are to be adequately held to account by the electorate, it is important that 

high quality data, relating specifically to the district, is made available. Secondly, 

services and initiatives which tackle deprivation tend to be delivered at the sub-

regional level. The exact responsibilities of the districts varies throughout Ghana, 

but it is at this local level that basic welfare, education and environmental services 

tend to be delivered.  Moreover, the influence of local government is set to increase 

over time as Ghana is embarked on a process of devolution and decentralisation. 

The role of the districts, which contain at least 75,000 people, is written into The 

Constitution and The District Development Facility aims to expedite 

decentralisation by allocating additional financial resources to districts. Therefore, 

from a governance perspective, establishing reliable district-level statistics is of 

great value. Outside of local government, development initiatives, such as The 

Village Infrastructure Project, is explicitly targeted at empowering communities and 

increasing capacity at the district level. Even initiatives which are conceived of at a 

national level, such as The National Poverty Reduction Programme (NPRP), are in 

practice implemented selectively at a local level. The accurate evaluation of such 

schemes requires high-quality district estimates of welfare measures.  
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7.3 Data  

The geographic disaggregation of any number of welfare indicators would 

potentially be of interest. For example, the eight Millennium Goals, which are 

enshrined into Ghana’s growth strategy, include the eradication of economic 

poverty, achieving universal primary education, promoting gender inequality, 

reducing child mortality, combating diseases, ensuring environmental 

sustainability, and developing global development partnerships. The focus in this 

case study is on economic poverty, as this typically entails the construction of 

complex measures and so represents a particularly challenging problem. However, 

the methods used could also be applied to other welfare indicators.  

Due to the proportion of the population who are effectively self-employed, or work 

as casual labour, expenditure, rather than income is generally the preferred money-

metric in Ghana deprivation studies (e.g. Coulombe and McKay, 2007) and the same 

approach is taken here. Complex deprivation measures based upon money-metrics, 

such as the FGT class of measures, typically rely on the specification of a ‘poverty 

line’. A wide range of such lines are currently used within Ghana, each representing 

a particular level of economic-poverty severity. In this case study the poverty line 

is equal to 60% of the national medium expenditure, which has become a 

recognised international benchmark and tends to produce informative poverty 

maps in most contexts. The specification of any discrete cut-off point is inevitably 

somewhat arbitrary, and repeating these estimation procedures whilst using 

alternate poverty lines can only add further insight.  

A prior attempt at constructing a district level map of Ghana from an expenditure-

based poverty measure can be found in Coloumbe & Wodon (2007). However, this 

study only employs the ELL estimation method which has been found to be inferior 

to either the EBP or the MQ approach in the simulation studies presented previously. 

The exact small area estimates which came out of this study have not been released 

by the Ghana Statistical Service, but the description of the work by Coloumbe & 

Wodon (2007) is in itself of great value as a guide to data sources and model 

covariates. Accordingly, this study follows the lead of Coloumbe and Wodon by 

using the Ghana Living Standard Survey (GLSS) to provide the sample data, albeit a 

latter version (GLSS5 rather than GLSS4).  
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The core set of questions contained in the GLSS were initially developed by the 

Policy Research Division of the World Bank in 1980, and have subsequently been 

tailored by the Ghana Statistical Service to meet the particular needs of Ghana. The 

survey gives particular attention to the accurate recording of household 

consumption, and it is this, along with the living standards data on health, 

employment, housing, education, and demographics, which makes the survey well-

suited for modelling expenditure-poverty. The data is collected via a face-to-face 

household survey with sampled units selected through a two stage sampling 

scheme. The primary sampling units (PSUs) relate to census enumeration areas at 

the sub-district level. In total, 8,687 households are sampled, spread over the 110 

districts, with a response rate of 99.85%. Although the sample is designed to 

guarantee at least 400 households in each region, district sample sizes can be as 

small as 15, making direct parameter estimates at this level unfeasible due to the 

high error level incurred.  

The covariate data for the population units is taken from the 2000 Census of Ghana 

which contains information on 5,533,889 households and covers the de-facto 

population of Ghana, as of the 26
th

 of March 2000, collected under the auspices of 

the Ghana Statistical Service. Given that there is no reliable civil register in Ghana, 

the Census plays a key role and data can be disaggregated below the district level, 

to villages and residential districts. The 2000 Census marked the first time the 

entire census has been conducted as a single operation. The questionnaire was 

administered face-to-face, with the 35 questions based broadly on the 1984 Census, 

with the notable recent addition of questions on housing, which proved of value in 

this work. No data on household expenditure is collected, but demographic, 

education, housing and economic variables are available, which allows for matching 

with the auxiliary variables taken from GLSS5 and the subsequent implementation 

of the SAE methods. A 2010 Census of Ghana has now been completed, but this 

data was not available for analysis at the time of writing. Whilst it would be 

preferable to work with more up-to-data data, the principal reason for the case 

study is to compare the SAE estimation methods.   

Both the Census and GLSS are administered by the Ghana Statistical Service. 

Household level data is not freely available, although requests for data can be made 

directly from the Ghana Statistical Service (www.statsghana.gov.gh). This study was 

undertaken with the cooperation of colleagues within the Ghana Statistical Service 

and results have subsequently been presented back to government statisticians in 
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Accra. This study builds on the strong working relationship between the University 

of Southampton and the Ghana Statistical Service in recent years (see 

Owusu, Baffour-Awuah, Amoako Johnson , Mohan and Madise, 2013; Gething, 

Johnson, Frempong-Ainguah, Nyarko, Baschieri, Aboagye, Falkingham, Matthews, 

and Atkinson, 2012). 

7.4 Exploratory analysis 

The specific choice of covariates is predominantly inspired by the literature, along 

with some additional exploratory analysis of the survey data. Coulombe and Wodon 

demonstrate that age, sex, education, marital status, industry, employment status, 

migration status, urban or rural location, ecological zone, water supply and toilet 

type are all shown to be related to expenditure whilst Adjasi and Osei (2007) 

suggest that, even after accounting for regional membership education, 

employment sector, the age of the household head and the household size are 

pertinent. To these, some household characteristics (the number of rooms, cooking 

fuel and lighting type) were also found to be correlates with household expenditure 

during exploratory analysis and so were included in the modelling process. 

However, the geographical variables (urban/rural and ecological zone) were found 

to be insignificant once the random effects were added to the model at the district 

level. A summary of the variables used in the analysis is shown in Table 7.2. 
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Table 7.2 Summary of variables 

Variable name Mean Median Modal category 

Household expenditure 18,453,887 13,192,146  

Household size 4.1348 4  

Age 43.54012 41  

Number of rooms 1.961524 2  

Highest level of education   Middle 

Marital status   Married 

Industry of employment   Farming and Construction 

Toilet facilities   Non-flush 

Cooking fuel   Non-gas 

Water supply   Borehole/well/stream 

Lighting   Non-mains 
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7.4.1 Outcome variable: Log of household expenditure 

The distribution of household expenditure is highly skewed with a small number 

of households exhibiting very high levels of expenditure. By taking the log of 

Household Expenditure a roughly symmetrical variable can be created; it is this 

transformed variable which is used as the dependent variable in the regression 

work which follows. 

Figure 7.2 Boxplots of expenditure variable 

Household expenditure Log of household expenditure 

  

7.4.2 Independent variables 

Continuous explanatory variables 

Both household size (i.e. the number of people living in the household) and the 

number of rooms in the household exhibit positive linear relationships with the log 

of household expenditure. In both cases, it is arguable whether or not the variables 

should be treated as continuous or categorical. The latter choice would effectively 

create a large number of binary variables and increase the degrees of freedom of 

the model and lead to a less efficient model. This inefficiency can at times be 

circumvented by merging categories, but after some experimentation it was found 

that this resulted in information loss, with even single gradations of household size 

and number of rooms proving critical. Indeed, Figure 7.3 suggests that for the most 

part the relationships with log expenditure appear consistent across the range of 

the two independent variables, with some slight tail off at the top end. 
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Figure 7.3 Bivariate scatterplots of log expenditure and explanatory variables 

Household size (no. of people in 

household) 

Number of rooms 

  

𝛽0=16.053, 𝛽1(Household Size)=0.079 

(𝑡=21.09, p<.001) 

𝛽0=16.064, 𝛽1(Number of Rooms)=0.008, 

(𝑡=19.74, p<.001) 

The age of the head of household has a slight (but very clear) negative relationship 

with log expenditure. However, an examination of the first scatter plot in Figure 

7.4 below reveals that this simple linear relationship does not quite describe for 

nature of the association. Specifically, it is evident that a number of households 

with relatively old household heads have markedly low levels of log expenditure. 

This relationship is better accounted for linearly by first taking the square of age. 
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Figure 7.4 Bivariate scatterplots of log expenditure and explanatory variables 

Age (of head of household) Age^2 

  

𝛽0=16.615, 𝛽1(𝐴𝑔𝑒)=-0.005, (𝑡=-7.633, 

p<.001) 

𝛽0 =16.542, 𝛽1(Age2) =-.001, ( 𝑡 =-10.26, 

p<.001) 

 

Categorical explanatory variables 

On average, different levels of log expenditure are associated with different levels 

of educational attainment of the Head of Household, as shown in Table 7.3. The 

increase in average log expenditure from Primary School qualifications through 

Middle and Secondary School to college level attainments (I6/U6 and Tertiary) is 

perhaps expected. Those with vocational qualifications are also found to have a 

distinct log expenditure level, slightly above that of those with just Secondary 

School qualifications on average. Little is known about those labelled as 

‘unclassified’. Whilst it may be justifiable to exclude these records as missing data, 

a reasonable assumption can be made that in many cases these are people who 

simply have no qualifications. Indeed, the low average log expenditure of these 

cases would seem to add credence to this interpretation. 
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Table 7.3 Bivariate analysis: highest level of education (of head of household) and 

log expenditure 

Category 

Mean log 

expenditure 

  

Β t P 

Primary (ref) 16.2750  𝛽0 (Intercept) 0.0268 607.72 <.001 

Middle  16.5284  𝛽1(Middle)  0.2534 8.04  <.001 

Secondary 16.6668  𝛽2 (Secondary) 0.3919 8.38 <.001 

I6/U6 17.0934  𝛽3 (I6/U6) 0.8184 7.85 <.001 

Tertiary 17.6640  𝛽4 (Tertiary) 1.3891 21.75 <.001 

Vocational/

Tech 16.9499 

 𝛽5 

(Vocational/Tech) 0.6749 14.76 <.001 

Unclassified 15.9769  𝛽6 (Unclassified) -0.2981 -9.44 <.001 

 

Table 7.4 shows that head of households that are in a relationship, either married 

or informally, are associated with higher level of household expenditure than those 

who are single. Widowed heads of households are associated with the lowest levels 

of household expenditure.  
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Table 7.4 Bivariate analysis: marital status (of head of household) and log 

expenditure 

Category 

Mean log 

expenditure 

  

Β t p 

Married (ref) 16.5102  𝛽0 (Intercept) 16.5102 1150.86 <.001 

Informal 16.5211  𝛽1(Informal)  0.0110 0.30 0.766 

Separated 16.2481  𝛽2 (Separated) -0.2621 -5.21 <.001 

Divorced 16.1169  𝛽3 (Divorced) -0.3933 -9.33 <.001 

Widowed 16.0164  𝛽4 (Widowed) -0.4937 -14.18 <.001 

Never 

married 16.1929 

 

𝛽5 (Never married) -0.3172 -8.44 <.001 

 

The Ghana Living Standards Survey and the Census uses over 16 categories to 

classify the industry in which the Head of Household is employed. However, many 

of these categories account for very small proportions of the sample. Additionally, 

when log expenditure is regressed onto these categories, many of the resulting 

coefficients are similar. Indeed, clusters of regression coefficients emerge which 

are largely consistent with a conventional breakdown of the economy into Primary 

(in which Farming and Construction are included), Secondary (Manufacturing) and 

Tertiary (professional and skilled services) as shown in Table 7.5. Unclassified 

records likely account for the large number of casual labourers known to exist in 

the county and the low mean log expenditure of the group is consistent with this 

interpretation.   

 

 

 



 

204 

 

Table 7.5 Bivariate analysis: industry of employment (of head of household) and 

log expenditure 

Category 

Mean log 

expenditure 

  

Β T p 

Farming and 

Construction 16.2256 

 

𝛽0 (Intercept) 16.2256 1052.64 <.001 

Manufacturing 16.5114  𝛽1(Manufacturing)  0.2857 7.166 <.001 

Tertiary 16.7792  𝛽2 (Tertiary) 0.5536 22.40 <.001 

Unclassified 16.0591  𝛽3 (Unclassified) -0.1665 -5.63 <.001 

 

The Ghana Living Standards Survey and Census make use of 8 distinct categories 

of toilet facilities, merged into just 3 in this analysis, as shown in Table 7.6. 

Analysis of regression coefficients showed that the mean break line in terms of the 

associated log expenditure is simply between having or not having a toilet. 

However, households with flush toilets, as opposed to the various types of non-

flush toilets (pit, pan, KVIP), are associated with notably higher levels of log 

expenditure, and this distinction is therefore maintained.   

Table 7.6 Bivariate analysis: toilet facilities and log expenditure 

Category 

Mean log 

expenditure 

  

Β T P 

Flush toilet 17.2517  𝛽0 (Intercept) 17.2517 576.87 <.001 

Non-flush 

toilet 16.4412 

 

𝛽1(Non-flush toilet)  -0.8099 -25.04 <.001 

No toilet 15.8832  𝛽2 (No toilet) -1.3686 -38.58 <.001 

 

A number of materials, including wood, crop residue and charcoal, are traditionally 

used for cooking in Ghana. There is some regional variation in the use of these 
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traditional cooking fuels, but this is not for the most part associated with different 

level of household expenditure and these categories are therefore merged together. 

However, the 34.5% of the population which now have access to gas do show a 

notably higher average level of log expenditure, as shown in Figure 7.7. 

Table 7.7 Bivariate analysis: cooking fuel and log expenditure 

Category 

Mean log 

expenditure 

  

Β T P 

Gas 17.2795  𝛽0 (Intercept) 17.2795 531.49 <.001 

Non-gas 16.2814  𝛽1(Non-gas)  -0.9981 -29.12 <.001 

 

The principal drinking water supply for households can come from a great many of 

different sources. These include various types of pipes, wells, natural sources and 

vended supplies such as bottles and tanks. However, 73% of households are now 

supplied by pipes and the critical distinction, in terms of average log expenditure 

is between this purchased supply and more traditional arrangements in which water 

is fetched locally from public sources such as wells, boreholes, rivers and streams, 

as shown in Table 7.8. 

 

Table 7.8 Bivariate analysis: drinking water supply and log expenditure 

Category 

Mean Log 

Expenditure 

  

Β t P 

Fetched 

locally 16.1088 

 

𝛽0 (Intercept) 16.1088 1177.13 <.001 

Purchased 16.7315  𝛽1(Purchased)  0.6227 30.12 <.001 

 

In Ghana, 79% of households have electric lighting. Those which do not use a range 

of solutions from gas lamps to torches and candles, all of which are associated with 

lower levels of log expenditure than electric lights and are here condensed into a 

single non-electric category to give the two categories shown in Table 7.9. 
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Table 7.9 Bivariate analysis: household lighting and log expenditure 

Category 

Mean log 

expenditure 

  

Β T P 

Non-electric 16.0837  𝛽0 (Intercept) 16.0837 1202.22 <.001 

Electric 16.7714  𝛽1(Electric)  0.6878 33.84 <.001 

7.4.3 Data preparation 

Note that the demarcation of districts has been in a state of flux in Ghana recently. 

This study uses the traditional 110 districts introduced at the beginning of the 

decentralisation process at the end of the 1980s. However, reform of local 

government in 2006, 2008 and 2012 has since created over 100 additional districts 

bringing the total number to 216. The approach taken here is to match the survey 

and Census data at the PSU level, which allows for various district compositions to 

be analysed and, by using the same procedure to aggregate the PSUs into districts 

in both datasets, guarantees that the final designation of districts is identical. 

Indeed, even with the GLSS5 and the 2000 Census there are a couple of 

discrepancies in the composition of the districts, which are corrected using this 

technique. The numbering conventions of the PSUs is somewhat different in the 

GLSS5 than in the Census, but they are essentially equivalent and can be matched 

with assistance from the Cartography and GIS department at the Ghana Statistical 

Service.  

Unfortunately, for three of the regions, the Census variables which relate to 

individuals (as opposed to households) was not available. As the SAE methods 

require the estimation of a model for the whole population, the inclusion of these 

regions would have precluded the use of powerful covariates which relate to the 

head of household such as age, education and marital status. Given this, the 

Ashanti, Northern and Western regions have been excluded from the analysis. This 

draws attention to the data demands of the model-based SAE methods in which 

conformity of variables, not only between datasets but also throughout the whole 

country, is a prerequisite. However, as the most deprived regions are the Upper 

West and Upper East, and the most affluent region is Greater Accra, the diversity of 
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consumption levels within the country has largely been retained in the 68 

remaining districts. In the work that follows, four methods – the EBP, MQ, CEP and 

MQB – are used to estimate expenditure-poverty in the districts of Ghana, where 

the parameter of interest is the proportion of households which fall below 60% of 

the median expenditure (i.e. the HCR), as calculated from the sample data. The 

analysis is presented in two parts as the methods tackle the problem in two distinct 

ways.  

7.5 Estimating household expenditure-poverty in the 

districts of Ghana using the Empirical Best Predictor 

and M-quantile methods 

The EBP and MQ methods model expenditure as a continuous variable, with 

expenditure-poverty incidence derived as a complex function of the estimated 

expenditure distribution. Exploratory analysis reveals the expenditure variable to 

be highly skewed in the Ghana data, with a small proportion of the households 

having very high expenditure levels. By applying the log transformation, the 

distribution becomes much more symmetrical, as shown in Figure 7.10 (top left 

scatter plot). However, there is still evidence that the tails of the distribution are 

somewhat long compared to a Gaussian curve (Table 7.10, top right normal 

probability plot). This may be a slight concern for the EBP method, as long-tailed 

error distributions were found to lead to the deterioration of small area estimates 

in the simulation studies.  

As part of the exploratory analysis, direct estimates of the HCRs in the districts are 

calculated from the sample data and their distribution (Figure 7.10, bottom left 

scatter plot) implies that the pattern of wealth inequality seen at the household 

level is reversed at the area level, with a minority of areas showing very high HCR 

estimates (associated with extremely low expenditure) whilst the majority of 

districts have estimated HCR rates of under of 0.5. This apparent trend reversal at 

the district level would seem to indicate that very poor households are densely 

concentrated within particular communities which is consistent with the idea 

strongly suggested by the literature; that poverty in the poor agricultural north is 

a community problem. It is likely that the contrast between poor north and more 

affluent south has been exacerbated by the exclusion of the three regions which 

had incomplete data; the Northern region in particular represents a middle ground, 
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both geographically and economically, between the impoverished Upper regions in 

the extreme North and the rest of the country.  

This unusual distribution of the small area parameters could potentially be 

problematic for the EBP method, but only to the extent in which it is symptomatic 

of an undesirable random effect distribution. In this regard, it is more insightful to 

look at the area averages of the transformed expenditure variable, as these are 

more analogous to the area effects themselves (Figure 7.10, bottom right scatter 

plot). Here the symmetry of the distribution is slightly improved, but there is still a 

skew and is someway removed from being Gaussian; long tails are evident at both 

sides and the very low expenditure areas remain as outliers. Although the true 

distribution of the random effects remains unknown, there is enough irregularity 

in this distribution to cast doubt over the parametric assumptions.  

  



 

209 

 

Table 7.10 Validating parametric assumptions (before model fitting) 

Histogram of log expenditure Normal probability plot of expenditure 

 

 

Hist. of direct estimates (HCR) Hist. of area averages of log expenditure 

 
 

7.5.1 Model fitting 

After fitting a LMM to the data, with random effects at the district level, an 

inspection of the residuals can be made (Figure 7.11). The distribution of the unit 

residuals is largely similar to that of the log expenditure variables itself, in that it 

is essentially symmetrical but with longer tails than a Gaussian curve (Figure 7.11, 

top right normal probability plot). Given that the EBP method samples directly from 
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a Gaussian distribution in the construction of the conditional distribution, this 

could be a source of bias. Considering this in isolation to other estimation issues, 

an error distribution with elongated tails might be expected to lead to an 

underestimation of HCR figures by the EBP method, as the poverty lines falls on the 

left hand tail of the conditional distribution. Similarly random effects predicted by 

the fitted LMM follow a distribution which is somewhat alike that produced by the 

area averages of log expenditure discussed previously, although the right hand tail 

is now shorter which increases the asymmetry with the very poor areas are still very 

evident in the long left hand tail (Figure 7.11, bottom left scatter plot).  

As with the unit errors, the EBP method involves sampling random effects from a 

presumed distribution, taken to be Gaussian. The predicted random effects 

suggest that the true distribution may not be Gaussian (Figure 7.11, bottom right 

normal probability plot) which, if this issue were taken in isolation, would create a 

tendency for the EBP method to overestimate expenditure, and hence 

underestimate poverty, for areas with either very low or very high HCR. However, 

in truth the estimation issues which may arise are somewhat more complex, as the 

discrepancy between the actual and assumed population characteristics interferes 

with the estimation of the regression parameters as well as the construction of the 

estimated conditional distributions. 
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Table 7.11 LMM diagnostics 

Histogram of the model residuals         Normal probability plot of model 

residuals 

 

 

Histogram of the estimated random 

effects 

Normal probability plot of model 

residuals 

 
 

With the MQ method a range of M-quantile models are fitted to the data for various 

q-values. The estimated regression coefficients for just one of these models (where 

q=0.5) is presented below in Table 7.12 alongside the LMM coefficients. The two 

sets of regression parameters are expected to be roughly equivalent given that 

both describe the effects of the covariates on the centre of the expenditure 

distribution.  

Residuals 
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 Table 7.12 Estimated model regression coefficients from a random effects model 

and an M-quantile model fit to the selected survey data 

  
LMM p-value 

M-quantile 

model 

(q=0.5) 

Intercept 16.0512 0.1409 15.9829 

x1: Highest level of education (ref cat: Primary) 

Middle 0.0711 0.0018 0.0874 

Secondary 0.1379 0.0038 0.1153 

I6 / U6 0.1296 0.0019 0.1809 

Tertiary 0.4956 0.0049 0.4841 

Vocational / 

Technical 
0.2296 0.0003 0.2072 

Missing -0.0788 0.0073 -0.1769 

x2:  Household 

Size 
0.0936 0.0000 0.0861 

x3: Marital Status (ref cat: Married) 

Informal -0.0498 0.6291 -0.011 

Separated -0.1954 0.0014 -0.1592 

Divorced -0.1848 0.0025 -0.1704 

Widowed -0.1361 0.0017 -0.1037 

Never Married -0.3141 0.0000 -0.3059 

x4: Industry (ref cat: Agriculture) 

Manufacturing 0.0488 0.0038 0.0188 

Other 0.1186 0.0000 0.0838 

Missing -0.1188 0.0054 -0.2033 

x5: Age 0.0069 0.0046 0.0059 

x6: Age^2 -0.0001 0.0050 -0.0001 

x7: Toilet (ref cat: Flush toilet) 

Non-flush toilet -0.2304 0.0004 -0.2446 

No toilet -0.354 0.0000 -0.6764 

x8: No. of rooms 0.0862 0.0000 0.0734 

x9: Fuel for cooking (ref cat: Gas) 

Not gas -0.2128 0.0178 -0.2449 

x10: Water Supply (ref cat: Fetched locally) 

Plumbed / Vendor 0.1317 0.0104 0.2498 

x11: Lighting (ref cat: Not Electric) 

Electric 0.229 0.0000 0.2266 

 

Area level variance 0.1057 

Unit level variance 0.2531 
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The level of education of the head of household is a particularly powerful predictor. 

There are steady gains in wealth for those with increasingly higher educational 

attainment, although the real leap only comes with tertiary education, which is 

associated with household expenditure 1.6 times higher than those with only 

primary education.  Average household expenditure rises by around 10% for each 

extra member of the household. It is perhaps an imperative that household 

expenditure increases where there are more individuals to do the spending, this 

relatively modest increase probably indicates that large households tend to be 

relatively poor on a per capita basis, but may also encapsulate some of the 

economies of scales which those living in groups can achieve. Being married is 

associated with relatively high household expenditure, although informal 

relationships are suggestive of almost equivalent wealth levels. There appears to 

be some lasting financial benefit from having previously been married, as those 

who are separated, widowed, or divorced have higher expenditure levels than those 

who are single. The two dominant employment sectors of agriculture and 

manufacturing are roughly equivalent, but working in others sector of the economy 

is associated with something like a 10% increase in household expenditure. The 

'missing' category is retained as it is likely to picks up many of those in the casual 

employment sector, and is associated with a substantial drop in expenditure, even 

compared to those working in agriculture, as would be expected.  

There is also a benefit from having an older head of household, with each year of 

increasing seniority associated with an approximate 1% increase in expenditure, 

although the negative 'age squared' terms indicates that this advantage tails off 

slightly with advancing years. The remaining covariates describe the characteristics 

and facilities of the dwelling itself, and prove to be powerful predictors of 

expenditure. The size of the dwelling is unsurprisingly important, with each 

additional room a household has access to being associated with almost a 10% 

increase in expenditure. Note that this is true having controlled for the number of 

people in the household. Having a modern flush toilet carries an approximate 20% 

premium over those with other types of toilet, whilst the very poorest households 

have not toilet facilities at all.  Access to utilities is also salient, with households 

that use gas for cooking, or have a plumbed water supply, or have mains electricity, 

associated with substantially higher expenditure levels than those who rely on 

more traditional means. There is a very direct link between these household 

facilities and household expenditure, as they will influence rent levels, which in 
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turn accounts for a considerable portion of total expenditure. However, it is also 

reasonable to interpret particular facilities as signifiers of wealth more generally 

and are of particular interest in a geographic understanding of wealth, as electricity, 

gas, water supply and sanitation systems are telling of the quality of local 

infrastructure. Of the variance in expenditure not accounted for by the covariates, 

30% can be attributed to the district level by the nested error model, whilst 70% is 

at the household level, according to the estimated variance components of the LMM. 

An interesting way to compare the two methods, prior to looking at the small areas 

estimates themselves, is to compare the random effects to the area M-quantile 

coefficients as shown in Figure 7.5. Although the two are constructed quite 

differently they fulfil a similar role in the EBP and MQ methods. As expected 

therefore, the correlation between the two is quite high, at 0.78, but upon 

inspection, and after standardisation of the coefficients onto the same scale, some 

differences become apparent. For example, AMA (Accra Metropolitan Area) and Ga 

in the Accra region receive notably lower coefficients by the MQ than the EBP, as 

does New Juaben in the Eastern region, whilst Sene in Brong Ahafo and Builas, 

Kasena-Nankani and Bongo in the Upper East region get higher coefficients.  More 

generally, there appears to be greater homogeneity of area effects within regions 

for the random effects than with the M-quantile coefficients. In fact, in 6 out of the 

7 regions the variance of the standardised M-quantile coefficients is higher than 

that of the standardised random effects. 

Figure 7.5 Estimated random effects and M-quantile coefficients (scaled) by area 
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7.5.2 District-level Head Count Ratio estimates 

Figures 7.6 and 7.7 show the EBP and MQ HCR estimates for the districts of Ghana 

on thematic maps created using ArcGIS. For compassion purposes, a map of the 

direct estimates has also been made; Figures 7.8. Numerical results for each district 

are shown in table 7.13 along with MSE estimates. The EBP and MQ maps show 

broadly the same picture. The south east of the country, particularly the coastal 

regions around Accra, are the wealthiest with the surrounding areas, particularly in 

the Volta region on the Togo border, with noticeably higher expenditure-poverty 

levels. The extreme north, particularly the Upper West region, has the highest levels 

of expenditure poverty, whilst across the centre of the country, the Brong-Ahofo 

region forms a band of middle expenditure-poverty areas. The value of being able 

to disaggregate below the region level is also apparent. The district HCR estimates 

of the two approaches are largely in agreement, having a correlation coefficient 

of .82.  There is, for example, a consensus that the suburbs of Tema and Dangme 

West are the most affluent districts in the Accra region. Patterns also begin to 

emerge that transcend regional boundaries. For example, there appears to be a 

knot of three of four districts composed of the northern tip of the eastern region, 

the centre of the Volta region and the southern zone of Brong-Ahofo, which are 

particularly impoverished and in that sense have more in common with each other 

than with the surrounding districts. More strikingly still, the ‘peninsula’ of the 

Brong-Ahofo region which juts out into the Northern region, made up of the 

districts of Kintampo North and South, has markedly lower expenditure than its 

southerly neighbours, such as Techiman (a relatively prosperous market town), and 

perhaps is more alike its Northern agricultural neighbours. Even within the 

desperately poor Upper West region some disparities can be seen, with the far west 

of Nadowli, Jirapa-Lambusse and Lawra suffering notably lower expenditure levels 

than the more central districts of Sissala West and East.       
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Figure 7.6 Map showing the Empirical Best Predictor estimates of expenditure-

poverty Head Count Ratio in Ghanaian districts 
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Figure 7.7 Map showing the M-quantile estimates of expenditure-poverty Head 

Count Ratio in Ghanaian districts 
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Figure 7.8 Map showing the Direct estimates of expenditure-poverty Head Count 

Ratio in Ghanaian districts 
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Table 7.13 Head Count Ratio and MSE estimates for the districts of Ghana using 

the Empirical Best Predictor, M-quantile and Direct methods 

Central Region   EBP  Boot MSE   MQ  Boot MSE  Mod. 

Boot 

MSE 

 Direct n N 

 Komenda-Edina-Egyafo-Abirem  0.26 0.03 0.38 0.02 0.02 0.37 45 39405 

 Cape Coast  0.13 0.01 0.15 0.02 0.03 0.06 60 36900 

 Abura-Asebu-Kwamankese  0.17 0.06 0.37 0.04 0.04 0.24 45 38475 

 Mfantsiman  0.21 0.03 0.37 0.02 0.02 0.37 60 58005 

 Gomoa  0.13 0.03 0.32 0.02 0.02 0.26 89 72574 

 Ewutu-Efutu-Senya  0.10 0.04 0.23 0.05 0.05 0.16 45 32205 

 Agona  0.21 0.02 0.31 0.02 0.03 0.27 75 52560 

 Asikuma-Odoben-Brakwa  0.20 0.06 0.35 0.03 0.04 0.31 45 34800 

 Ajumako-Enyan-Esiam  0.13 0.04 0.29 0.03 0.04 0.28 45 31080 

 Assin  0.18 0.04 0.35 0.02 0.02 0.25 90 83070 

 Twifo-Heman-Lower Denkyira  0.10 0.03 0.23 0.06 0.06 0.20 45 34365 

 Upper Denkyira  0.17 0.04 0.30 0.03 0.03 0.22 45 34095 

 

Greater Accra   EBP  Boot 

MSE  

 MQ  Boot 

MSE  

Mod. 

Boot 

MSE 

 Direct n N 

 AMA  0.18 0.02 0.14 0.01 0.02 0.13 719 544640 

 Ga  0.14 0.02 0.21 0.01 0.01 0.10 253 178497 

 Tema  0.07 0.03 0.10 0.03 0.03 0. 02 195 124650 

 Dangbe west  0.06 0.03 0.15 0.09 0.09 0.07 45 38310 

 Dangbe east  0.25 0.03 0.37 0.03 0.03 0.30 45 33930 

 

Volta   EBP  Boot 

MSE  

 MQ  Boot 

MSE  

Mod. 

Boot 

MSE 

 Direct n N 

 South Tongu  0.30 0.04 0.44 0.04 0.05 0.60 30 15315 

 Keta  0.15 0.03 0.33 0.07 0.06 0.34 30 17550 

 Ketu  0.27 0.04 0.48 0.02 0.03 0.36 105 59895 

 Akatsi  0.17 0.06 0.38 0.05 0.05 0.25 45 29670 

 North Tongu  0.28 0.03 0.40 0.04 0.05 0.46 60 42390 

 Ho  0.20 0.02 0.33 0.01 0.01 0.26 105 58935 

 Kpandu  0.19 0.04 0.30 0.02 0.02 0.23 60 33660 

 Hohoe  0.20 0.04 0.27 0.02 0.02 0.31 75 42810 

 Jasikan  0.32 0.03 0.42 0.05 0.05 0.33 60 32115 

 Kadjebi  0.26 0.04 0.37 0.04 0.04 0.27 15 2955 

 Nkwanta  0.21 0.03 0.35 0.05 0.05 0.19 60 33495 

 Krachi  0.19 0.02 0.36 0.04 0.04 0.15 75 50445 
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Eastern   EBP  Boot 

MSE  

 MQ  Boot 

MSE  

Mod. 

Boot 

MSE 

 Direct n N 

 Birim North  0.13 0.04 0.27 0.04 0.04 0.20 60 66765 

 Birim South  0.18 0.01 0.32 0.02 0.02 0.23 90 78570 

 West Akim  0.18 0.04 0.35 0.02 0.02 0.34 59 42445 

 Kwaebibirem  0.20 0.03 0.30 0.02 0.02 0.18 75 70200 

 Suhum-Kraboa-Coaltar  0.06 0.03 0.16 0.08 0.09 0.06 45 28125 

 East Akim  0.17 0.03 0.28 0.02 0.02 0.26 120 124470 

 Fanteakwa  0.24 0.07 0.37 0.03 0.04 0.33 45 42240 

 New Juaben  0.18 0.04 0.22 0.02 0.02 0.18 45 29070 

 Akwapim South  0.03 0.02 0.11 0.07 0.07 0.00   45 41445 

 Akwapim North  0.11 0.02 0.24 0.04 0.05 0.07 45 50835 

 Yilo Krobo  0.18 0.04 0.28 0.02 0.02 0.24 60 60225 

 Manya Krobo  0.17 0.02 0.25 0.02 0.02 0.15 60 46665 

 Asuogyaman  0.18 0.03 0.30 0.02 0.02 0.12 45 30765 

 Afram Plains  0.27 0.02 0.46 0.03 0.03 0.42 30 22350 

 Kwahu South  0.21 0.02 0.31 0.02 0.02 0.23 90 67725 

 

Brong Ahafo   EBP  Boot 

MSE  

 MQ  Boot 

MSE  

Mod. 

Boot 

MSE 

 Direct n N 

 Asunafo  0.19 0.03 0.30 0.02 0.02 0.24 90 56115 

 Asutifi  0.16 0.04 0.31 0.02 0.02 0.17 45 25545 

 Tano  0.25 0.05 0.33 0.03 0.03 0.36 45 29505 

 Sunyani  0.12 0.04 0.18 0.03 0.03 0.10 60 32220 

 Dormaa  0.22 0.02 0.31 0.02 0.02 0.29 75 50040 

 Jaman  0.23 0.02 0.32 0.02 0.02 0.30 90 59040 

 Berekum  0.25 0.03 0.25 0.02 0.03 0.37 30 25440 

 Wenchi  0.24 0.05 0.39 0.02 0.02 0.36 60 33930 

 Techiman  0.15 0.04 0.21 0.02 0.02 0.08 75 42705 

 Nkoranza  0.21 0.04 0.36 0.02 0.02 0.31 60 42360 

 Kintampo  0.37 0.04 0.51 0.05 0.05 0.62 45 26985 

 Atebubu  0.19 0.04 0.38 0.03 0.03 0.22 75 51135 

 Sene  0.25 0.03 0.41 0.03 0.03 0.42 45 25380 
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Upper East   EBP  Boot 

MSE  

 MQ  Boot 

MSE  

Mod. 

Boot 

MSE 

 Direct n N 

 Builsa  0.49 0.03 0.71 0.04 0.05 0.73 75 18525 

 Kasena-Nankani  0.53 0.03 0.67 0.04 0.04 0.83 105 29190 

 Bongo  0.35 0.03 0.51 0.05 0.05 0.48 30 8580 

 Bolgatanga  0.24 0.02 0.44 0.04 0.05 0.41 135 45540 

 Bawku West  0.48 0.04 0.48 0.02 0.03 0.82 60 21735 

 Bawku East  0.38 0.03 0.34 0.01 0.02 0.52 195 75660 

 

Upper West   EBP  Boot 

MSE  

 MQ  Boot 

MSE  

Mod. 

Boot 

MSE 

 Direct n N 

 Wa  0.5 0.02 0.47 0.03 0.03 0.55 165 37230 

 Nadawli  0.69 0.02 0.71 0.08 0.08 0.91 105 21765 

 Sissala  0.43 0.05 0.38 0.02 0.03 0.47 60 17505 

 Jirapa-Lambussie  0.69 0.02 0.53 0.07 0.07 0.74 75 14070 

 Lawra  0.73 0.03 0.65 0.08 0.08 0.87 104 30354 

7.5.3 Discussion 

Although the overall picture painted is broadly similar for the two methods, there 

are some key differences, shown most clearly in Figure 7.9 and Table 7.14 below. 

Firstly, the MQ expenditure-poverty estimates are, in 61 out of the 68 districts, 

higher than their EBP counterparts. The MQ district estimates, with a HCR mean of 

0.34, are generally closer to the direct estimates, with a mean of 0.32, than the EBP 

estimates, which have a mean of just 0.24 (Table 7.14). Given that direct estimates 

are unbiased, this suggests than the EBP method may be underestimating 

expenditure-poverty. This is not really anticipated by the simulation studies, which 

indicate that the EBP method could actually be prone to positive bias under certain 

conditions. However, this dataset is somewhat different to the scenarios studies, 

as most of the areas here have relatively low levels of expenditure-poverty, with 

only a minority of districts in the far north of the country experiencing very high 

levels. Note that this is not necessarily representative of Ghana as a whole because 

three regions are missing from the dataset; nevertheless this misfortune may have 

produced a particular type of challenge which can perhaps offer some insight into 

the methods. The fourth simulation scenario offers an interesting comparison to 

this, as the population has the reverse pattern of poverty - with a few areas which 

have very low poverty, but a majority with quite high HCR levels. The results of this 

scenario showed that the EBP method hugely overestimated the HCR for the few 

areas with low HCR, and consequently overestimated overall. Similarly in the Ghana 



 

222 

 

data, the more pronounced bias (in this case underestimation) appears to be for 

the minority of areas (in this case the areas with high expenditure poverty), and it 

is this which is largely responsible for the overall underestimation. However, it is 

notable that even outside of the two poorest regions (Upper West and Upper East), 

the EBP estimates, on average, appear to suffer from negative bias when compared 

to their direct counterparts.    

Figure 7.9 Estimated Head Count Ratio for 68 Ghanaian districts* using Empirical 

Best Predictor, M-quantile and Direct estimation methods 

*data points sorted by area sample size (n), in ascending order 

 

Table 7.14 Summary of Direct, Empirical Best Predictor and M-quantile estimates 

of Head Count Ratio in 68 Ghanaian districts 

  Min. 1st Qu. Median Mean 3rd Qu. Max. 

Direct 0.0003 0.1872 0.2690 0.3171 0.3705 0.9066 

EBP 0.0350 0.1666 0.2026 0.2407 0.2603 0.7324 

MQ 0.0971 0.2758 0.3339 0.3441 0.3834 0.7097 
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The most conspicuous reason for this bias is the discrepancies which appear to 

exist between the assumed and true error distribution. The exploratory analysis 

and model diagnostics both suggest that the true error distribution has elongated 

tails and is skewed at the area level in comparison to the assumed Gaussian curve. 

This can lead to bias the EBP small area estimates in two ways. The first is through 

the inadequate estimation of the model parameters themselves; for example, it is 

known that estimation of intercept is particularly vulnerable to the violation of 

parametric assumptions in LMM and it is notable that in this application the 

estimated intercept is slightly higher for the LMM than for the M-quantile model 

(q=0.5), which in itself might be expected to lead to lower EBP HCR estimates. The 

second way is by sampling error terms from the wrong distribution, leading to a 

poor replication of the conditional distribution of the expenditure variable on which 

the calculation of the HCR depends. In the case of a long-left hand tail, the resulting 

bias in small area estimates is likely to be negative, given that the HCR corresponds 

to this side of the distribution. 

As expected, the direct estimates have a much higher variance (.042) than the EBP 

(.021) and MQ (.016) estimates. The variance within the regions is higher for the 

MQ than EBP method within the regions in 6 out of 7 regions despite having a lower 

variance overall, as was indicated by the analysis of the random effects in the 

exploratory analysis. There is a known tendency for EBP estimates to be shrunk 

inwards to an overall mean, but this would be expected to result in lower variance 

across all the small area estimates, which is not what the results show. One 

possibility is that the covariates explain the variance between regions better than 

they account for the variance between the districts (within regions). The differences 

in the intraregional variance between the MQ and EBP can then be explained as 

differences in the amount of leverage given by each method to the area specific 

sample data in opposition to the synthetic component derived from the regression 

coefficients. The reticence of the EBP method to react to area-specific sample data 

is not necessarily a weakness. Indeed it is the ability of the EBLUPs to take into 

account the ratio of the variances between the levels and the number of 

observations which leads to extremely efficient estimation when the parametric 

assumptions are fulfilled.  However, if the estimation of variance components is 

compromised, then the weighting within the EBLUPs can become unbalanced, with 

one outcome being that the estimates become too synthetic. There is precedent 
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for this from the simulation studies where the error distribution contains long tails 

or outliers, causing the unit level variance term to be overestimated and 

consequently not enough weight given to the area data.  

 

The MSE of the MQ small area estimates is estimated using both the MTP bootstrap 

and the Modified bootstrap (Table 7.13) developed as part of this work and 

described in Section 5.2. A summary of the two sets of MSE estimates are given in 

Table 7.15. The table show that, in this application, the MSE estimates produced 

by the two methods are quite similar. However, the MSE estimates produced by the 

Modified bootstrap are on average slightly higher than those produced by the 

bootstrap. The simulation studies in Section 5.2 demonstrated that MTP bootstrap 

can at times suffer from some negative bias and that the modified bootstrap goes 

someway to correcting this. The pattern of estimates in Table 7.15 would seem 

consistent with this and it may therefore be that the higher MSE estimates produced 

by the Modified bootstrap are more accurate than those produced by the MTP 

bootstrap.  

Table 7.15 Summary of M-quantile MSE estimates using the MTP bootstrap and 

the modified bootstrap 

  Min. 1st Qu. Median Mean 3rd Qu. Max. 

MTP 

bootstrap   
0.0104 0.0206 0.0276 0.0331 0.0401 0.0918 

Modified 

bootstrap 
.01735 .02635 .03038 .03603 0.0583 0.0919 

7.5.4 Expert validation 

Although the true value of the small area parameters is unknown, the maps were 

shown to Dr Mumuni Abu at the Regional Institute for Population Studies at the 

University of Ghana who evaluated the different patterns of expenditure-poverty 

shown on the expenditure-poverty maps against his detailed knowledge of the 

country. Dr Abu is well placed to make such judgements as his work on 

vulnerability mapping and migration intentions (e.g. Abu, 2013, “Climate change 

and internal migration intention in the forest-savannah transition zone”) make him 
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particular sensitive to the characteristics of different localities within Ghana. For 

example, Dr Abu draws attention to the Keta district on the southern tip of the 

Volta region which, because of its proximity to the Accra region, might be expected 

to benefit from the development in this area. However, because these are largely 

fishing communities they do not necessarily have the skills required to take 

advantage of the economic opportunities and so remain quite poor.  The MQ 

method appears to reflect this well, allocating the Keta district a HCR of 0.33, whilst 

the corresponding EBP method estimates that just 15% of Keta residents live below 

the poverty line. Note that this cannot simply be explained by the apparent negative 

bias of the EBP method, as the ranking of the district is quite different in the two 

approaches. According to the EBP approach, the Keta district is one of the 

wealthiest in the country, having just the 54
th

 highest HCR rate of the 68 districts 

scored, whilst the MQ method rank is 20 places higher than this, as the 34
th

 most 

deprived district.   

Dr Abu also explains that despite the desperate conditions in the extreme north, 

there are some trade opportunities along the border with Burkina Faso, and draws 

attention to the district of Kassena-Nankana, which is expected to be slightly 

wealthier than its direct southerly neighbour of Builsa. According to the MQ 

estimates, this is indeed the case, with 67% of Kasena-Nankani households  

estimated to be below the poverty line and 71% in  Builsa. However, the EBP 

estimates has this in reverse, estimating 49% of Builsa and 53% of Kasena-Nankani 

households to be in expenditure-poverty. Again, even if the possible negative bias 

of the EBP estimates is put to one side, the actual ranking of the districts is quite 

different between the two approaches. Perhaps the most surprising discrepancy is 

in the capital Accra, widely regarded as the richest and most developed part of the 

country. Whilst it is believable that suburbs such as Tema and Akuapim South may 

be more affluent than the city centre itself, it is barely credible that the Accra 

Metropolitan Area has the 42
nd

 highest level of expenditure-poverty of the 68 

districts estimated by the EBP method. The MQ method ranks the AMA expenditure-

poverty levels as 66
th

 out of 68, which is far closer to expectations. Based on 

observations such as these, Dr Abu evaluates the map produced by the MQ 

estimates to be the more accurate. The parametric bootstrap RMSE estimates give 

little indication of either the probable bias or the apparent lack of intraregional 

variation in the EBP estimates. Indeed, the three examples of dubious estimates 

mentioned above (Keta, Kassena-Nankana and AMA), which were questioned by Dr 
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Abu, actually have quite small RMSE estimates (0.03, 0.03, and 0.02 respectively), 

which would not lead a non-expert practitioner to unduly doubt them.  

7.6 Estimating household expenditure-poverty in the 

districts of Ghana using the Conditional Expectation 

Predictor and M-quantile Binary methods 

The CEP and MQ Binary (MQB) methods approach the estimation challenge in a 

different way to the EBP and MQ methods. Rather than modelling household 

expenditure, the CEP and MQB methods model expenditure-poverty directly, using 

GLMM and Binary M-quantile models respectively. The data is therefore prepared 

so as to create a binary expenditure-poverty variable in the sample dataset so as to 

simply indicate whether or not a household’s expenditure is below the assigned 

poverty line or not. As previously, the poverty line is set to 60% of the median 

expenditure for the sample.  

7.6.1 Model fitting 

After fitting a GLMM to the data, the estimated random effects show some deviation 

from a Gaussian curve, as can be seen in Figure 7.10 below (left-hand chart). There 

is a right hand skew signifying that a minority of areas have particularly high levels 

of expenditure-poverty. This is known to be case in this data set, with the regions 

of the extreme north markedly poorer than the rest. However, it is also an 

indication that the parametric assumptions about the random effects may in 

incorrect. In which case, the estimation of the model parameters may be 

compromised. At the unit level, the Pearson’s residuals are more tightly bounded 

below 0 than above 0, this is somewhat undesirable given that the interest is 

primarily with those who fall below rather than above the poverty line, but is a likely 

consequence of the relative rareness of the 𝑌 = 1  event, with a probability of 0.3 

across the sample.  

A greater concern is the funnelling out of the residuals as the index numbers 

increase, shown in the right hand chart in Figure 7.10. As the latter index numbers 

are associated with the poor upper regions this suggestion that the performance 

for the model may deteriorate for these regions. The particular difficulty in these 

regions appears to be in predicting the correct status of households where 𝑌 = 0, 
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which is the reverse of that seen for the other regions. This can be explained by 

the relative rarity of the 𝑌 = 0 within the Upper regions. Although only 4% of the 

residuals are greater than 2, there is plenty of evidence of outliers, with a handful 

of residuals having a value greater than 5, and one as high as 15. Whilst outliers 

are not necessarily influential points, their presence still casts doubts over the 

validity of the estimated regression coefficients and subsequent small area 

estimates, as seen with in the simulation studies in Chapter 6. 

 

Figure 7.10 GLMM Diagnostics 

Normal prob. plot of random effects Plot of unit level Pearson residuals 

 
 

The regression coefficients from the GLMM and an M-quantile binary model with 

𝑞 = 0.5 are shown in Table 7.16 below. Broadly speaking, the story told by the 

coefficients is familiar from the literature and the continuous models interpreted 

in Section 7.5.1.  
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Table 7.16 Estimated model regression coefficients from a GLMM and a binary M-

quantile model fit to the selected survey data 

  
GLMM p-value MQ.B (q=0.5) 

Intercept -0.634 0.1426 -1.228 

x1: Highest level of education (ref cat: Primary) 

Middle -0.204 0.0948 -0.199 

Secondary -0.642 0.0024 -0.539 

I6 / U6 -0.908 0.2192 -0.774 

Tertiary -0.453 0.3893 -0.893 

Vocational / Technical -0.965 0.0002 -0.599 

Missing 0.395 0.0017 0.6513 

x2: Household  -0.443 0.0000 -0.34 

x3: Marital Status 

Informal 0.0933 0.5295 -0.284 

Separated 0.5887 0.0010 0.2839 

Divorced 0.4574 0.0021 0.3868 

Widowed 0.44 0.0011 0.2155 

Never Married 0.997 0.0000 0.8726 

x4: Industry (ref cat: Agriculture) 

Manufacturing -0.231 0.1475 -0.132 

Other -0.485 0.0000 -0.359 

Missing 0.3272 0.0059 0.5493 

x5: Age 0.008 0.0053 0.0039 

x7: Toilet (ref cat: Flush toilet) 

Non-flush toilet 0.5704 0.0133 0.5284 

No toilet 1.1137 0.0000 1.8855 

x8: No. of rooms -0.313 0.0000 -0.099 

x9: Fuel for cooking (ref cat: Gas) 

Non-gas 1.0014 0.0003 1.0538 

x10: Water Supply (ref cat: Fetched locally) 

Purchased -0.309 0.0109 -0.656 

x11 Lighting (ref cat: Not Electric) 

Electric -0.76 0.0000 -0.659 

 

The probability of being in expenditure-poverty decreases as education increases, 

just as expenditure itself was previously found to increase with educational level. 

Some discrepancy between the two models can be seen, with tertiary education 
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associated with the lowest probability of expenditure-poverty in the M-quantile 

model, but bettered by vocational training and college courses in the GLMM. Larger 

households are associated with a decrease of being in poverty in both models, 

though this is largely a function of defining poverty at the household level rather, 

and need not imply that per capita wealth is higher in larger households.  

According to the GLMM, being married is associated with the lowest probability of 

expenditure-poverty, but again there is a difference between the models here, with 

informal relationships associated with a lower probability in the M-quantile model. 

Working in agriculture is associated with the highest probability of being in 

expenditure-poverty in both models, with the exception of the ‘missing’ category, 

thought to be primarily informal labourers.  

The log odds associated with age are noteworthy, as, in both models, they suggest 

that the probability of being in poverty actually increases as the age of the head of 

household increases. Recall that in the continuous models age was a positive 

correlate with household expenditure. It appears that older heads of households 

are more likely to live in a wealthy household and also to be in poverty. This 

however is not quite the paradox is might first seem. The explanation for this 

comes from the placement of the poverty line on the tail of the expenditure 

distribution. On average (i.e. at the centre of the conditional expenditure 

distribution), expenditure does indeed increases with age, but at the same time, 

for the very poor on the left hand tail of the distribution, the relationship appears 

to become inverted and increasing age is associated with decreasing expenditure, 

and so higher a probability of falling beneath the poverty line. This seems plausible 

enough when we consider that factors which are likely to interact with age and 

expenditure – such as limiting illnesses, savings, or the support of adult children - 

are absent from the model.   

Flush toilets are associated with a low probability of expenditure in both models, 

with those who have no toilet of any kind associated with the highest. Having a 

larger number of rooms is associated with a decreased probability of poverty-

expenditure, although this effect is rather more powerful in the M-quantile model 

than in the GLMM. Having gas for cooking and electricity for lighting are also 

associated with a reduced probability of expenditure-poverty, as is taking water 

from plumbed or vended water, instead of natural sources such as rivers and lakes. 
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Despite some slight differences in the regression coefficients, Figure 7.11 shows 

that the random effects and area M-quantile coefficients track each other extremely 

closely across the 68 districts. In fact, the association between the two is closer 

than in the continuous case, with an extremely high correlation coefficient of 0.96. 

The variation of the standardised M-quantile coefficients within regions is generally 

higher than with the standardised random effects, suggesting that the MQB method 

might be better able to differentiate between the poorest districts.  

Figure 7.11 Estimated random effects and M-quantile coefficients by area 

 

 

7.6.2 District-level Head Count Ratio estimates 

Given the close association between the random effects and the M-quantile 

coefficients, the final HCR estimates from the two methods are surprisingly 

dissimilar, as shown in Figure 7.12 which graphs the CEP, MQB and Direct estimates.  

In Figure 7.12, the MQB estimates seem extremely flat compared to both the CEP 

and direct estimates. This is evident from both the plot of the estimates and the 

thematic maps, which clearly lacks contrast in the MQB case, not only in 

comparison with the CEP map but also those produced previously from the 

continuous methods. That said, the correlation between the MQB and CEP estimates 

is extremely high at 0.95 and the average HCR across the districts is roughly as 
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expected (0.29 for the MQB and 0.23 for the CEP – recall that the parametric 

method also appeared to underestimate in the continuous case).  

Figure 7.12 Estimated Head Count Ratio for 68 Ghanaian districts* using 

Conditional Expectation Predictor, M-quantile Binary and Direct 

estimation methods 

*data points sorted by area sample size (n), in ascending order 

 

 

The crux of the problem is the small variance of the MQB figures, which is just 

0.004, well below that of the CEP (0.027), and indeed the MQ (0.016) and EBP 

estimates (0.021). This is also is also clearly visible in Figure 7.14 below. So 

although the MQB estimates essentially track the general pattern of the parameter 

values across the areas, the scale of the undulations is too small. This becomes 

most apparent for the very poor districts, which appear to be substantially 

underestimated. For example, the district of Lawra has a CEP estimate of 0.76, an 

EBP estimate of 0.73, an MQ estimate of 0.65, but a MQB figure of just 0.47. Note 

that the bootstrap MSE estimates also suffer as a consequence of this as the 

bootstrap populations exhibit the same flatness as seen in the HCR estimates 

themselves. As the bootstrap populations fail to reflect the estimation challenges 

of the true population, the MSE estimates become far too conservative.  
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The CEP estimates by contrast are extremely close to the estimates produced by 

the continuous methods, differing from the EBP estimates by no more than a few 

percentage points for most districts. The two exceptions to this are Bawku West in 

the Upper East region and Nadawli in the Upper West. Interestingly, in both cases, 

the CEP estimates are much closer to the direct estimates than the EBP estimates. 

Given the information loss incurred from dichotomising the expenditure variable 

prior to modelling, this is a notable result in itself and suggests that binary 

methods may be a legitimate alternative to the continuous methods in estimating 

HCR small area values, although further research on this would be valuable. Given 

the reduced computational demands of the CEP method compared to the EBP 

method, there is certainly some practical merit to taking this approach. The result 

also implies that continuous data that has been recorded in categories, as is 

sometimes the case when dealing with personal information such as money-metrics, 

need not be an obstacle to accurate small area estimation. 

Below, CEP and MQB estimates are presented visually on Arc GIS maps in Figures 

7.13 and 7.14 respectively. Table 7.17 which follow gives numerical estimates for 

each district along with MSE estimates. 
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Figure 7.13 Map showing the Conditional Expectation Predictor estimates of 

expenditure-poverty Head Count Ratio in Ghanaian districts 
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Figure 7.14 Map showing the M-quantile Binary estimates of expenditure-poverty 

Head Count Ratio in Ghanaian districts 
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Table 7.17 Head Count Ratio and MSE estimates for the districts of Ghana using 

the Conditional Expectation Predictor and M-quantile Binary methods 

Central Region   CEP  Boot MSE   MQ.B  Boot MSE   Direct n N 

 Komenda-Edina-Egyafo-Abirem  0.23 0.01 0.31 0.002 0.37 45 39405 

 Cape Coast  0.11 0.01 0.25 0.004 0.06 60 36900 

 Abura-Asebu-Kwamankese  0.14 0.03 0.27 0.003 0.24 45 38475 

 Mfantsiman  0.21 0.03 0.31 0.002 0.37 60 58005 

 Gomoa  0.14 0.02 0.28 0.002 0.26 89 72574 

 Ewutu-Efutu-Senya  0.11 0.04 0.25 0.003 0.16 45 32205 

 Agona  0.2 0.04 0.29 0.003 0.27 75 52560 

 Asikuma-Odoben-Brakwa  0.19 0.04 0.29 0.002 0.31 45 34800 

 Ajumako-Enyan-Esiam  0.17 0.03 0.3 0.001 0.28 45 31080 

 Assin  0.16 0.04 0.27 0.003 0.25 90 83070 

 Twifo-Heman-Lower Denkyira  0.1 0.05 0.24 0.003 0.20 45 34365 

 Upper Denkyira  0.15 0.03 0.26 0.002 0.22 45 34095 

 

Greater Accra CEP Boot MSE MQ.B Boot 

MSE 

Direct n N 

 AMA  0.17 0.01 0.26 0.003 0.13 719 544640 

 Ga  0.12 0.04 0.25 0.004 0.10 253 178497 

 Tema  0.08 0.02 0.23 0.004 0.02 195 124650 

 Dangbe west  0.05 0.05 0.21 0.006 0.07 45 38310 

 Dangbe east  0.17 0.05 0.27 0.002 0.30 45 33930 

 

Volta   CEP  Boot 

MSE  

 MQ.B  Boot 

MSE  

 Direct n N 

 South Tongu  0.33 0.03 0.37 0.002 0.6 30 15315 

 Keta  0.16 0.05 0.28 0.003 0.34 30 17550 

 Ketu  0.23 0.03 0.29 0.001 0.36 105 59895 

 Akatsi  0.17 0.04 0.28 0.003 0.25 45 29670 

 North Tongu  0.29 0.03 0.33 0.002 0.46 60 42390 

 Ho  0.24 0.03 0.3 0.002 0.26 105 58935 

 Kpandu  0.17 0.04 0.28 0.003 0.23 60 33660 

 Hohoe  0.24 0.03 0.3 0.001 0.31 75 42810 

 Jasikan  0.26 0.04 0.3 0.002 0.33 60 32115 

 Kadjebi  0.22 0.03 0.27 0.005 0.27 15 2955 

 Nkwanta  0.18 0.04 0.25 0.004 0.19 60 33495 

 Krachi  0.1 0.06 0.25 0.003 0.15 75 50445 

 

Eastern   CEP  Boot 

MSE  

 MQ.B  Boot 

MSE  

 Direct n N 

 Birim North  0.1 0.04 0.25 0.003 0.20 60 66765 

 Birim South  0.18 0.04 0.28 0.003 0.23 90 78570 

 West Akim  0.2 0.03 0.3 0.001 0.34 59 42445 

 Kwaebibirem  0.17 0.03 0.26 0.003 0.18 75 70200 
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 Suhum-Kraboa-Coaltar  0.05 0.03 0.21 0.005 0.06 45 28125 

 East Akim  0.16 0.04 0.27 0.002 0.26 12

0 

124470 

 Fanteakwa  0.19 0.04 0.29 0.003 0.33 45 42240 

 New Juaben  0.15 0.04 0.26 0.005 0.18 45 29070 

 Akwapim South  0.02 0.03 0.2 0.006                

-   

45 41445 

 Akwapim North  0.06 0.04 0.22 0.006 0.07 45 50835 

 Yilo Krobo  0.16 0.05 0.27 0.002 0.24 60 60225 

 Manya Krobo  0.13 0.04 0.26 0.004 0.15 60 46665 

 Asuogyaman  0.15 0.04 0.26 0.004 0.12 45 30765 

 Afram Plains  0.3 0.03 0.32 0.002 0.42 30 22350 

 Kwahu South  0.16 0.02 0.28 0.002 0.23 90 67725 

 

Brong Ahafo   CEP  Boot 

MSE  

 MQ.B  Boot 

MSE  

 Direct n N 

 Asunafo  0.17 0.03 0.28 0.002 0.24 90 56115 

 Asutifi  0.12 0.03 0.25 0.003 0.17 45 25545 

 Tano  0.26 0.03 0.31 0.002 0.36 45 29505 

 Sunyani  0.1 0.03 0.24 0.004 0.10 60 32220 

 Dormaa  0.21 0.04 0.3 0.002 0.29 75 50040 

 Jaman  0.18 0.05 0.29 0.002 0.30 90 59040 

 Berekum  0.21 0.04 0.31 0.003 0.37 30 25440 

 Wenchi  0.26 0.03 0.31 0.002 0.36 60 33930 

 Techiman  0.11 0.04 0.24 0.004 0.08 75 42705 

 Nkoranza  0.23 0.04 0.3 0.002 0.31 60 42360 

 Kintampo  0.41 0.03 0.41 0.002 0.62 45 26985 

 Atebubu  0.22 0.04 0.27 0.002 0.22 75 51135 

 Sene  0.22 0.04 0.29 0.003 0.42 45 25380 

 

Upper East   CEP  Boot 

MSE  

 MQ.B  Boot 

MSE  

 Direct n N 

 Builsa  0.43 0.03 0.38 0.003 0.73 75 18525 

 Kasena-Nankani  0.51 0.04 0.43 0.004 0.83 105 29190 

 Bongo  0.31 0.05 0.31 0.002 0.48 30 8580 

 Bolgatanga  0.28 0.04 0.29 0 0.41 135 45540 

 Bawku West  0.62 0.04 0.42 0.007 0.82 60 21735 

 Bawku East  0.4 0.04 0.32 0.001 0.52 195 75660 

 

Upper West   CEP  Boot 

MSE  

 MQ.B  Boot 

MSE  

 Direct n N 

 Wa  0.55 0.04 0.35 0.001 0.55 165 37230 

 Nadawli  0.83 0.04 0.51 0.012 0.91 105 21765 

 Sissala  0.48 0.05 0.34 0.002 0.47 60 17505 

 Jirapa-Lambussie  0.69 0.07 0.43 0.006 0.74 75 14070 

 Lawra  0.76 0 0.47 0.007 0.87 104 30354 
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7.6.3 Further investigation of M-quantile Binary estimation 

Having performed well in the simulation studies, the performance of the MQB 

estimates is surprising and suggests that there is some special characteristic of 

this data set which is proving problematic. It is likely to be the distribution of the 

underlying conditional probability distribution which is pertinent here, but this is 

not easily uncovered. However, the distribution of the estimated unit M-quantile 

coefficients can be a useful indication of the underlying probability distribution. By 

analysing the estimated M-quantile coefficients the data reveals itself to be highly 

skewed, with the median M-quantile coefficient of 0.36, someway below the mean 

of 0.50.  This tallies with what we know about the Ghana dataset; that there is a 

minority of units with a very high probability of expenditure poverty. By comparison, 

the median estimated M-quantile unit coefficient in the simulated scenario with 

misclassification and measurement error (Section 6.3) is 0.57, implying the Ghana 

data is more extreme than the binary scenarios previously considered on Chapter 

6.  

To rectify this a new scenario is devised from simulated data. This scenario is based 

closely on the contamination described in Section 6.3, but draws uses extreme 

random effects values for in a minority of areas. This is achieved by drawing 15% 

of random effects from a normal distribution with a much higher mean (𝜇 = 2) than 

that used in the majority of areas (𝜇 = −5), which gives a skewed probability 

distribution with a median estimated q-value of 0.39, which approximately mimics 

the skew of the Ghana dataset.  

Figure 7.15 shows the CEP and MQB estimates against the true HCR figures Table 

7.18 provides a numerical summary of the RMSE and bias of the estimates. The 

results shows that when the MQB method is applied to this contaminated scenario 

the RMSE is much raised from the previous studies, and has inferior performance 

to the CEP method.  Figure 7.15 reveals a very similar pattern to what appears to 

be the case in the Ghana data (Figure 7.12), in that the reactivity of the MQB 

estimates is somewhat restricted in general, and especially for those few areas with 

very high expenditure-poverty which are greatly underestimated. The method 

seems almost overly robust in this circumstance. The tuning constant in the 

influence function should allow for some latitude in the level of robustness of the 

M-quantile models, but only appears to make a marginal difference in this situation. 
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More research is needed in this area to fully understand the issues and to improve 

the performance of the MQB method for this type of population. 

Figure 7.15 M-quantile Binary and Conditional Expectation Predictor estimates 

against the true Head Count Ratio figures from the simulation study with 

highly skewed area effects 

 

Table 7.18 Summary of the RMSE and bias of the M-quantile Binary and 

Conditional Expectation Predictor estimates from the simulation study 

with highly skewed area effects 

 Min.  1st Qu.   Median Mean 3rd Qu. Max. 

MQB RMSE 0.00764 0.0148 0.0362 0.0612 0.0762 0.2248 

MQB Bias -0.2243 0.0007 0.0141 -0.0039 0.0404 0.0840 

CEP RMSE 0.0000 0.0266 0.0422 0.0571 0.0735 0.2406 

CEP Bias -0.1072 -0.0333 -0.0078 -0.0077 0.00943 0.1757 
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7.7 Concluding remarks 

This chapter discusses the performance of parametric and M-quantile methods on 

the estimation of district level parameters in Ghana. The application of SAE 

methods to real datasets is a critical step in evaluating and understanding the 

different approaches as the irregularities of real data, and their subsequent effect 

on the small area estimates, are not easily anticipated simply through a knowledge 

of how the methods are constructed or by their performance in stylised simulation 

studies. Ghana makes for an interesting case study as there is concern over 

widening geographic inequality in the country and a political will to devolve power 

to the district level. But despite having good quality expenditure-poverty data at 

the regional level, reliable estimates for the districts have so far been unavailable. 

By combining the GLSS5 data with that from the Census, estimates of expenditure-

poverty for 68 of the districts of Ghana were made using the EBP, MQ, CEP and MQB 

methods. 

The two parametric methods produce very similar results despite their very 

different conceptualisation of the HCR measure (as a complex function of a 

continuous expenditure variable in the case of the EBP method, and as a proportion 

of a binary expenditure-poverty variable by the CEP approach). However, the 

estimates from the parametric methods are notably lower than the direct estimates, 

suggesting some negative bias. It is clear that household expenditure and the 

probability of expenditure-poverty follow skewed distributions with long tails and 

outliers. It is known that such violations to the parametric assumptions of the 

GLMMs which lie at the heart of these methods can interfere with parameter 

estimation which introduces bias into the estimation process. The M-quantile 

methods by contrast make fewer such assumptions and should be more robust to 

irregular population types. Accordingly, the M-quantiles methods produce 

estimates which, when compared to the direct estimates, appear to suffer from far 

less bias.   

As well as the level of apparent bias, the methods also differ in terms of variance. 

Although the variance of the MQ estimates is below that of the parametric methods 

overall, the variance of the MQ estimates within the regions is greater.  

Consequently, neighbouring districts are often more clearly differentiated from 

each other with the MQ method. Shrinkage of estimates towards the mean through 

the EBLUPs is a design feature of the parametric methods, but there is evidence 
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here that the estimates are too reliant on the synthetic rather than the direct 

component, which can occur when the estimation of the variance terms is poor. On 

the occasions in which the MQ and parametric methods suggest alternative 

patterns of expenditure-poverty in a particular locality, expert validation suggests 

that is it is the MQ method which provides the more credible picture. Some issues 

with the MQB method also come to light in this study, for although these estimates 

appear to have low bias and record the basic pattern of the district parameters, the 

variance of the estimates is far too small. Further investigation is required into this, 

but it may be caused by the extreme skew in the area effects in the Ghana data. 

Above all else, the case study has shown that the choice of the estimation approach 

is not merely of relevance to methodologists, but is likely to have policy 

implications. Although the overall picture of expenditure-poverty remains 

consistent across the methods, the difference is in the detail. The purpose of 

employing SAE is to get to the fine grain detail which reflects the localised nature 

of deprivation and allows for appropriate resource allocation, evaluation and 

accountability, but here significant discrepancies appear between methods.  
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Chapter 8:  Conclusion 

8.1 The consequences of methodological choices 

Localised estimates of poverty levels can play a critical role in guiding policy and 

informing public debate. But if these figures are to be reliable and robust against 

criticism, then it is necessary that the assumptions involved are recognised and 

that the best methodological choices are made at each step. In the conclusion the 

findings of the thesis are reviewed and the possible policy implications of the 

methodological choices are investigated. 

8.1.1 Operationalising the poverty concept 

The first decision for an applied researcher is how to operationalise the poverty 

concept (Chapter 2). A participatory approach Chambers (1983, 1993, 1997) 

empowers a community to define poverty in its own terms, but it is necessary for 

the researcher to use some prior other method to identify the community as 

impoverished in the first place. Although the participatory approach grew out of 

radical political thought (Lewin 1948, Moreno 1951, Freire 1970), the policy 

consequence of implementing the approach to operationalise poverty is likely to 

be conservatism, as only those communities which are already considered to be 

‘poor’ tend to be investigated and empowered.     

The subjective approach to operationalising poverty (e.g. Ravallion and Lokshin, 

2001; Hagenaars and Van Praag 1985) valorises individual psychological states. 

Although this approach recognises that poverty is an interplay between external 

forces and individual capabilities (and so it consistent with Sen, 1985) it fails to 

acknowledge the role of shared understanding and agreement in creating common 

meaning. The policy consequences are also potentially extreme as the approach 

seems to suggest that poverty can genuinely be reduced by influencing the 

psychological outlook of those who are deprived, and would therefore misguidedly 

validate government propaganda to this end.    

In contrast, the consensus approach (Mack and Lansley, 1985) recognises the role 

of shared meaning but naively anticipates a single coherent view of poverty to 

emerge from society. The construction of meaning is a rhetorical battleground and 

there may exist multiple competing and conflicting definitions. The policy 
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consequences of this approach are likely to be that the majority dictate the criteria 

of poverty to the minority. In developed countries, this likely means that the middle 

class, who live materially comfortable lives and have a specific set of values, decide 

whether or not those less (materially) fortunate than themselves are truly ‘in 

poverty’.  

Mathematical approaches to operationalising poverty (e.g. Seth & Alkire, 2008; Ram, 

1982; Filmer and Pritchett, 2001; Noorbakhsh, 1998; Njong & Ningaye, 2008) 

identify and weight variables in accordance with the degree to which they can 

explain the variance between individuals in a dataset. This is problematic in several 

ways, but most fundamentally there is a confusion between deprivations which 

have the greatest explanatory power and those which have the greatest societal 

meaning (Oxford Poverty and Human Development Initiative (OPHI) 2012). The 

policy consequences of this approach are likely to be a focus on the variables which 

are the most economically elastic (i.e. signifiers of wealth) at the expense of those 

variables which may be considered more important by society but are more 

uniformly possessed or lacked in the community.  

The dashboard approach (Ravallion 2011) is a far more informal approach to 

operationalising poverty which allows policy makers to make their own judgements 

on which issues are of greatest priority. Assuming a democratic context, it is 

appropriate that policy makers make these judgements, but invoking the concept 

of ‘poverty’ serves no purpose. The policy consequences are likely to be that undue 

importance is given to issues which are thought to reduce poverty at the expense 

of other issues which may otherwise be considered more important but do not 

happen to fall within the (arbitrary) category of ‘poverty’. 

But perhaps the greatest threat to informed policy making on poverty is that the 

complexity of the concept leads to valuable statistical studies, as flawed as they 

may be, being entirely disregarded, perhaps leading to an eventual reticence of 

applied researchers to work in this subject area. As has been described, the poverty 

concept is fundamentally unstable and any definition with a degree of specificity 

can be critiqued through social constructivism theory. But quantitative researchers 

cannot become paralysed by this debate, for beneath the conceptual arguments 

there are vast areas of agreement. Any number of alternative weightings can be 

proposed for sanitation, food, and shelter, political rights and education, yet there 
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is implicit agreement that each is of value, both to the individual and the society 

they are part of.  

8.1.2 Estimation methods 

Overcoming these sociological complexities is, however, just the first stage of 

making accurate estimates of deprivation measures. Deprivation indicators can 

vary at low levels of geography – poverty is often a local phenomenon – but the 

surveys which record deprivation measures typically lack the sample size for direct 

estimates (such as those of the form given by Horvitz-Thompson, 1952) to be 

reliably made to this degree of disaggregation (Chapter 3). There are two potential 

policy consequences from this. The first is that deprivation indicators are not 

adequately disaggregated and that poverty maps become overly simplistic 

representations. This could potentially lead to ignorance of the true nature of 

deprivation and poor targeting of aid and public services. Alternatively, there is 

also a risk which comes from presenting fine grade poverty maps despite the high 

standard error (Ghosh and Rao, 1994; Pfeffermann, 2002, 2013) of the direct 

estimates. This creates the illusion of precision but could lead to false conclusions 

on the pattern of poverty due to sampling error.   

Small area estimation techniques can be used to reliably increase the resolution of 

poverty maps, without incurring additional fieldwork costs. These techniques 

attempt to reduce the bias of the small area estimates by 'borrowing strength' from 

across a wider population (Ghosh and Rao, 1994; Pfeffermann, 2002, 2013). The 

ELL method (Elbers, Lanjouw and Lanjouw, 2003), endorsed by the World Bank (for 

example see Tarozzi and Deaton, 2009), is perhaps the most commonly used SAE 

method within the field of poverty mapping. It combines survey and census data, 

building a LMM (Nelder & Wedderburn, 1972) on the first and making predictions 

based on covariates values from the second. However, its failure to deploy the area-

specific random effects in the estimation procedure reduces the method to a 

synthetic estimator and allows valuable sample information about the character of 

an area to go unused (Molina and Rao, 2010). Simulation studies performed in this 

thesis (Chapter 4) provide additional evidence that this limitation reduces the 

efficiency of the ELL method (Molina and Rao, 2010). Specifically, estimates are 

pulled towards overall population averages. From a policy perspective, this may 

skew the distribution of allocation resources away from the poorest areas and 

towards the more affluent.  
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The EBP method (Molina and Rao, 2010), developed in response to this limitation, 

directly employs the estimated random effects in the prediction of out-of-sample 

units. The formulation of the random effects as EBLUPS (Henderson, 1953, 1975) 

allows for an efficient balance between the direct and synthetic estimator to be 

struck and results presented in this work (Chapter 4) confirm that the EBP method 

achieves low error small area estimates under certain circumstances. However, the 

EBP method is dependent upon a random effects model which requires some very 

specific parametric assumptions to be made about the population. These 

convenient statistical assumptions need not necessarily be fulfilled by the 

population under study and the model technically becomes invalid at that point.  

In reality, the decision as to whether or not to apply parametric approaches such 

as the EBP method to a given population is far less clear cut. Often, the true form 

of the population parameters, such as the distribution of the random effects, is 

unknown. Model diagnostics may give some indication, but few real datasets will 

perfectly fulfil parametric assumptions. From the perspective of an applied 

researcher, the decision of whether or not to apply a particular method is likely to 

depend less on theoretical concerns, and more on whether the accuracy of the 

small area estimates themselves is substantially reduced. Specifically, the decision 

is likely to depend on whether a superior method exists for a given set of 

circumstances. With this in mind, a description of an approach which uses M-

quantile modelling is given. The MQ method Chambers and Tzavidis (2006) places 

far fewer demands on the configuration of the data. By estimating on which 

quantile of the conditional distribution the sample units lie, and then aggregating 

these unit M-quantile coefficients into area-level coefficients, the MQ method 

constructs quasi-random effects without incurring additional parametric 

assumptions. There is evidence from Chambers and Tzavidis (2006) and the results 

presented in this thesis (Chapter 4) that the MQ method may offer a credible 

alternative for irregular populations. For populations with notable outliers or long 

tails the M-quantile approach may be preferable to the EBP method.  

The consequence of applying the MQ method when the parametric assumptions of 

the EBP method are fulfilled is a loss of efficiency and estimates with higher 

variance than would otherwise have been achieved. Conversely, the consequence 

of applying the EBP method to populations with long tails or containing outliers is 

an increase in positive bias, specifically a tendency to overestimate complex 

poverty parameters for areas with low poverty incidence. Though it is difficult to 
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anticipate which may have the more severe policy implications it is noteworthy that 

the parametric bootstrap (Molina & Rao, 2010) which typically accompanies the EBP 

approach fails to sufficiently indicate the diminished performance in these 

circumstances. It is therefore very difficult for the applied researcher, let alone the 

policy maker, to gauge the reliability of the results. 

Although deprivation indicators constructed from underlying continuous variables 

are perhaps the most complex class of poverty measures, many other deprivation 

measures can be recorded as simple binary variables. A distinct approach is needed 

for the estimation of small area parameters based on binary variables, but some of 

the themes which emerge are familiar. The CEP (Jiang and Lahiri, 2001) approach 

is presented which rests on a GLMM (McCullagh and Nelder, 1989), with the 

parametric assumptions that entails. The simulation studies presented (Chapter 6) 

indicate that the accuracy of the CEP method is susceptible to misclassification and 

measurement error. Results also indicate that this increase in error is also largely 

undetected by a parametric bootstrap. A binary M-quantile approach (Chambers, 

Salvati & Tzavidis, 2012) is described which does not rely on these parametric 

assumptions and uses M-quantile models to estimates the conditional probability 

distribution of the binary variable. The results of simulation studies indicated that 

the MQB method records lower overall error than the CEP method where 

misclassification and measurement error are present (see also Chambers, Salvati & 

Tzavidis, 2012, 2015) 

The consequence of applying the CEP method where there is misclassification and 

measurement error is likely to again be a shrinkage of estimates towards the overall 

population average, which from a policy perspective could potentially lead to a bias 

of resource allocation from poor to affluent areas. Although the deployment of the 

MQB method would appear to produce more accurate estimate in the initial 

simulation studies, the Ghana (Chapter 7) case study cast doubt on this and 

suggests that the MQB method performs poorly in some circumstances.  

8.2 Methodological advancements 

Some developments (Chapter 6) to the MQ approach are also given in the thesis. A 

modification to the MTP bootstrap (Marchetti, Tzavidis and Pratesi, 2012) is 

proposed which allows the M-quantile coefficients to vary between bootstrap 

populations. When tested, the proposed modification appears to largely correct for 
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the negative bias observed in the simulation studies. An extension to the MQ 

approach for 3-level populations is also given to allow the method to be applied to 

problems in which clustering exists below the small area level; a common feature 

of datasets produced using complex sampling techniques. This modification is able 

to reflect the complex error distributions created by such conditions and even deal 

with over/under sampling at the PSU level without incurring bias. More generally, 

it showcases the inherent flexibility of the M-quantile approach by constructing 

estimates from the PSU as opposed to the area level without the need to specify an 

alternative population model or fundamentally alter the estimation procedure. An 

accompanying bootstrap, and also a modification of this bootstrap to correct for 

underestimation issues, are also given. 

8.3 Opportunities for further research 

The most apparent opportunity for further research is with the M-quantile binary 

method, which performed very poorly in the Ghana case study, with the small area 

estimates being pulled towards the overall population average, as is reminiscent of 

synthetic approaches. The M-quantile binary method had previously been shown to 

perform well during simulation studies but further investigation suggested that 

highly skewed data sets (where a small number of areas have very high or low HCR, 

for example) are problematic. It is currently unclear why this is the case and how 

the method might be modified to improve performance in these circumstances. 

Across both the 2-level of 3-level case, there is potential to further develop the 

bootstrap used to estimate the RMSE of the estimates. The notable underestimation 

of the MTP bootstrap has been eradicated through developments suggested in this 

thesis, but there is still room for further improvement. Specifically, area estimates 

with very low RMSE tend to be underestimated by the modified bootstrap. Although 

this is perhaps less of a concern than underestimating RMSE of area estimates with 

high error it is still a weakness given that in real datasets some areas may have 

relatively high sample sizes and therefore the associated estimates do indeed have 

low RMSE.  
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8.4 Summary of advice to applied researchers 

A set of questions which an applied researcher might ask themselves was posed in 

the introduction to the thesis. Here each question is revisited and short answers 

are provided based on the research described in the thesis.  

 Which data should be collected, and which variables analysed, in order to 

measure poverty levels? 

The answer to this question is both complex, and very simple. The answer is 

complex because there is no variable set which can adequately represent the 

concept of ‘poverty’. The poverty concept is better thought of as a loose and fluid 

grouping of deprivations rather than an intrinsic state of being. But the answer to 

the question is also very simple, because there is no need for researchers to defer 

to an arbitrary notion of poverty when deciding which deprivations are worthy of 

their attention. Education, housing, income, nutrition, social connections and any 

number of other outcomes are of apparent value regardless of whether they are 

categorised beneath the label of poverty and researchers therefore have great 

freedom in the area so long as there is clarity over exactly what is being measured. 

 What level of geographic disaggregation is necessary when measuring 

poverty levels? 

Deprivation indicators can vary at extremely fine geographic levels so there is no 

absolute answer to this question. The objective of the research will have to be taken 

into account. However, many poverty maps are created for policy purposes, and in 

this case analysis need only disaggregate deprivation indicators to the lowest level 

of decision making and resource planning. An answer to the question can therefore 

often be found by inspecting the political and administrative structure of the 

country.     

 How can poverty levels be estimated when only sample data is available? 

If sample sizes are large, direct estimates of deprivation indicators can be used. 

However, as the sample is subdivided into increasingly fine geographic areas there 

comes a point at which the variance of the estimates (represented by the standard 

error) makes interpretation of the results very difficult. At this point, small area 

estimation methods can be employed which decrease variance of area estimates by 

‘borrowing strength’ from across the wider sample.  
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 Are methodological choices of practical importance to the final estimates 

of poverty levels? 

There are a number of methodological options within small area estimation and 

different methods produce quite different results. Though commonplace, purely 

synthetic methods such as the ELL approach are rarely the best choice as they 

ignore area-specific sample data and bias area estimates towards population 

averages. Approaches which utilise random effects in the prediction process, such 

as the EBP and CEP methods, strike the most efficient balance between low bias 

and low variance and will often produce notably more accurate estimates. More 

robust methods based on M-quantile models use quasi-random effects and also 

outperform the ELL approach. Given small sample size, model-based approaches 

which condition estimates on area-specific sample data consistently outperform 

either direct or purely synthetic methods.  

 What factors should influence the choice of estimation method? 

Beyond the general advice given in answer to the previous question, there are some 

data-specific factors which should influence the choice of method. Firstly, the form 

of the deprivation indicator must be taken into account as some methods are 

designed to deal with functions based on continuous deprivations indicators whilst 

others are appropriate for discrete data. Secondly, the assumptions of the methods 

must be verified by the data. Where continuous deprivation indicators produce 

conditional distributions with long tails or outliers, or where binary indicators may 

have substantial misclassification and measurement error, robust methods such as 

those based on M-quantile methods have been shown to produce more accurate 

estimates than parametric methods based on random effects models such as the 

EBP and CEP methods.   

 What are the weaknesses of current estimation methods, and how might 

they be improved? 

The approaches which use random effects in the prediction process are extremely 

efficient if the data requirements are fulfilled. Where this is not the case, M-quantile 

methods may offer a good alternative. However, the method has some weaknesses 

and two specific methodological developments to the M-quantile approach have 

been suggested. Firstly, the accompanying bootstrap for the M-quantile method 

has been found to underestimate RMSE. A modification has been suggested which 
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better reflects the uncertainty which exists over the quasi-random effects and 

counteracts the negative bias, though there is some overestimation of RMSE for 

area estimates which have very low levels of error. Secondly, the M-quantile 

methods do not currently accommodate the stratified sampling plan used by many 

large national surveys, in which small areas are composed of Primary Sampling 

Units (PSUs). An extension has been proposed in this thesis which makes better 

use of the PSU-level data and leads to more accurate estimates with lower RMSE.  

 

 

 

  



 

252 

 

 

 

  



 

253 

 

List of references 

Adams, R. H., & Page, J. (2001). Holding the line: Poverty reduction in the 

Middle East and North Africa, 1970-2000. Poverty Reduction Group, The World 

Bank, Washington DC. 

Adjasi, C. K., & Osei, K. A. (2007). Poverty profile and correlates of poverty in 

Ghana. International Journal of Social Economics, 34 (7), 449-471. 

Agresti, A., Caffo, B., & Ohman-Strickland, P. (2004). Examples in which 

misspecification of a random effects distribution reduces efficiency, and 

possible remedies. Computational Statistics & Data Analysis, 47 (3), 639-653. 

Alkire, S., & Seth, S. (2008). Multidimensional poverty and BPL measures in 

India: A comparison of methods. OPHI Working Papers No. 15. Oxford, Oxford 

University. 

Alkire, S., Roche, J., Santos, M., Seth, S. (2011). Multidimensional Poverty Index 

2011: Brief Methodological Note. Oxford: Oxford Poverty & Human 

Development Initiative. 

Anand, P., Hees, M. v. (2006). Capabilities and achievements: An empirical 

study. The Journal of Socio-Economics, 35, 268-284. 

Anscombe, G. E.M. (1958). On Brute Facts. Analysis, 18 (3), 69-72. 

Atkinson, A., Lugo M. (2010). Growth, Poverty and Distribution in Tanzania. 

International Growth Centre Working Paper 10/0831.London School of 

Economics and Political Science and Oxford University, Department for 

International Development, London and Oxford. 

Baehr, A. (2004). Varieties of Feminist Liberalism. Lanham, Maryland: Rowman 

and Littlefield. 

Barkin, S. (2003b). Social Construction and the Logic of Money: Financial 

Predominance and International Economic Leadership. SUNY Press. 



 

254 

 

Barron, B. A. (1977). The effects of misclassification on the estimation of 

relative risk. Biometrics, 414-418. 

Bartlett, M. S. (1937). Properties of sufficiency and statistical tests. Proceedings 

of the Royal Society of London. Series A, Mathematical and Physical Sciences, 

268-282. 

Battese, G. E., Harter, R. M., Fuller, W. A. (1988). An error-component model for 

prediction of country crop areas using survey and satellite data. Journal of the 

American Statistical Association 83, 28-36. 

Beard, V. (1999). Conceptualizing Poverty: A Look Inside the Indonesian 

Household. Labour and Population Program Working Paper Series, 99-10. Santa 

Monica: RAND. 

Beauvoir, Simone de. (1989, c1952). The second sex. New York: Vintage Books. 

Berger, P. L., Luckmann, T. (1966). The Social Construction of Reality: A Treatise 

in the Sociology of Knowledge. Garden City, New York: Anchor Books. 

Beveridge, W. (1942). Social Insurance and Allied Services. London: H. M. 

Stationary Office. 

Bibi, S. (2005). Measuring Poverty in a Multidimensional Perspective: A Review 

of Literature. PMMA Working Paper No. 2005-07. 

Bickel, R. (2007). Multilevel analysis for applied research. New York: Guildford 

Press. 

Biersteker, T. J., & Weber, C. (Eds) (1996). State sovereignty as social construct, 

46. Cambridge University Press. 

Blackwood, D. L., Lynch, R. G. (1994). The measurement and inequality of 

poverty: A policy maker’s guide to the literature. World Development, 22 (4), 

567-578. 

Bloor, D. (1983). Wittgenstein: A social theory of knowledge. London: 

Macmillan. 



 

255 

 

Booth, C. (1887). The Inhabitants of Tower Hamlets (School Board Division), 

Their Conditions and Occupations. Journal of Royal Statistical Society, 50 (2), 

326-401. 

Booth, C. (1888). Condition and Occupations of the People of East London and 

Hackney, 1887. Journal of Royal Statistical Society, 51 (2), 276-339. 

Booth, C. (1892–7) Labour and life of the people in London, London: Macmillan 

Breckling, J., Chambers, R. (1988). M-quantiles. Biometrika 75 (4), 761-771. 

Bross, I. (1954). Misclassification in 2x2 tables. Biometrics 10, 478-486. 

Burr, V. (1995). An Introduction to Social Constructionism. London:  Routledge. 

Bury, M. (2005). Health and illness. Polity. 

Cantoni, E., & Ronchetti, E. (2001). Robust inference for generalized linear 

models. Journal of the American Statistical Association, 96 (455). 

Chambers, R. (1983). Rural Development: Putting the Last First. London: 

Longman. 

Chambers, R. (1993). Challenging the Professions: Frontiers for Rural 

Development. London: Intermediate Technology. 

Chambers, R. (1995). Poverty and livelihoods: whose reality 

counts?. Environment and urbanization, 7(1), 173-204. 

Chambers, R. (1997). Whose Reality Counts? Putting the first last. London: 

Intermediate Technology Publications. 

Chambers, R., & Chandra, H. (2013). A random effect block bootstrap for 

clustered data. Journal of Computational and Graphical Statistics, 22 (2), 452-

470. 

Chambers, R., Dunstan, R. (1986). Estimating distribution function from survey 

data. Biometrika 73, 597-604 



 

256 

 

Chambers, R., Salvati, N., & Tzavidis, N. (2015). Semiparametric small area 

estimation for binary outcomes with application to unemployment estimation 

for local authorities in the UK. Journal of the Royal Statistical Society: Series A 

(Statistics in Society). Awaiting publication, available from author upon request. 

Chambers, R., Salvati, N., Tzavidis, N. (2012). M-Quantile Regression for Binary 

Data with Application to Small Area Estimation, Centre for Statistical and Survey 

Methodology, University of Wollongong, Working Paper, 24, 12-12. 

Chambers, R., Tzavidis, N. (2006). M-quantile models for small area estimation. 

Biometrika 93 (2), 255-268. 

Clarke, J., Cochrane, A. (1998). The Social Construction of Social Problems, in 

Saraga, E. (ed.), Embodying the Social. London: Routledge. 

Coates, K.,Silburn, R. (1970). Poverty: The Forgotten Englishmen. 

Harmondsworth: Penguin. 

Copeland, K. T., Checkoway, H., McMichael, A. J., & Holbrook, R. H. (1977). Bias 

due to misclassification in the estimation of relative risk. American Journal of 

Epidemiology, 105(5), 488-495. 

Coulombe, H., & McKay, A. (2007). Growth with Selective Poverty Reduction-

Ghana in the 1990s. World Bank Working Paper, 79, 9. 

Coulombe, H., Wodon, Q. (2007). Poverty, Livelihoods, and Access to Basic 

Services in Ghana .  Draft study prepared as part of the Ghana CEM growth 

workshop, Accra, May 2007. Available from www.world bank.org. 

Cox, R. (2000). What is Poverty? Socialist Standard, No. 1150. Accessed at 

http://www.worldsocialism.org/spgb/socialist-standard/2000s/2000/no-1150-

june-2000/what-poverty on 2014-02-07.  

Das, S. (2013). Selection of small area estimation method for Poverty Mapping: 

A Conceptual Framework. Presentation to the The First Asian ISI Satellite 

Meeting on Small Area Estimation 02 September 2013, 

Chulalongkorn University, Bangkok, Thailand. Available at 

http://pioneer.netserv.chula.ac.th/~sjirapha/SAE2013/. 

http://www.worldsocialism.org/spgb/socialist-standard/2000s/2000/no-1150-june-2000/what-poverty%20on%202014-02-07%20on%202014-03-02
http://www.worldsocialism.org/spgb/socialist-standard/2000s/2000/no-1150-june-2000/what-poverty%20on%202014-02-07%20on%202014-03-02
http://www.worldsocialism.org/spgb/socialist-standard/2000s/2000/no-1150-june-2000/what-poverty%20on%202014-02-07%20on%202014-03-02


 

257 

 

Datta, G. & Ghosh, M. (2012). Small area shrinkage estimation. Statistical 

Science, 27 (1), 95-114. 

Davis, B. (2003). Choosing a method for poverty mapping. Rome: Food and 

Agriculture Organization of the United Nations. Available 

from http://www.povertymap.net/publications.   

Decancq, K. (2009). Copula-based measurement of dependence between 

dimensions of well-being. CES-Discussion paper series 09.24, 1-26. 

Dreassi, E., Ranalli, M. G., & Salvati, N. (2014). Semiparametric M-quantile 

regression for count data. Statistical methods in medical research, 

0962280214536636. 

Duan, N., 1983. Smearing Estimate: A Nonparametric Retransformation Method. 

Journal of the American Statistical Association, 78, 605-610. 

Duclos, J., Sahn, D., Younger, S. (2006). Robust Multidimensional Poverty 

Comparisons. Economic Journal , 116 (514), 943-68. 

Efron, B. (1979). Bootstrap methods: another look at the jackknife. The annals 

of Statistics, 1-26. 

Elbers, C.,Lanjouw, J. O., Lanjouw, P. (2003). Micro-level estimation of poverty 

and inequality. Econometrica, 71, 355-364. 

Ericksen, E.P. (1973) Recent Developments in Estimation for Local Areas. 

Proceedings of the American Statistical Association, Social Statistics Section, 37-

41. 

Fadiman, A. (2000). The Spirit Catches You and You Fall Down: Epilepsy and the 

Hmong. Epilepsy & Behavior, 1(1), S3-S8.  

Fay, R. E., Herriot, R. A. (1979). Estimation of income from small places: An 

application of James-Stein procedures to census data. Journal of the American 

Statistical Association, 74, 269-277. 

Ferreira, F. H., & Lugo, M. A. (2013). Multidimensional poverty analysis: Looking 

for a middle ground. The World Bank Research Observer, lks013. 

http://www.povertymap.net/publications


 

258 

 

Filmer, D., & Pritchett, L. H. (2001). Estimating wealth effects without 

expenditure data—Or tears: An application to educational enrollments in states 

of India*.Demography, 38 (1), 115-132. 

Fisher, G. (1993). An Overview of (Unofficial) Poverty Lines in the United States 

from 1904-1965. Fifteenth Annual Research Conference of the Association for 

Public Policy Analysis and Management in Washington.  Accessed at 

https://www.census.gov/hhes/povmeas/publications/povthres/fisher4.html on 

2014-05-13  

Fisher, R. A. (1912). On an absolute criterion for fitting frequency curves. 

Messenger of Mathematics 41 155–160; reprinted as Paper 1 in Fisher (1974); 

reprinted in Edwards (1997). 

Fisher, R. A. (1915). Frequency distribution of the values of the correlation 

coefficient in samples from an indefinitely large population. Biometrika 10 507–

521; reprinted as Paper 4 in Fisher (1974). 

Fisher, R. A. (1919). XV.—The Correlation between Relatives on the Supposition 

of Mendelian Inheritance. Transactions of the royal society of 

Edinburgh, 52(02), 399-433. 

Fisher, R. A. (1920). A mathematical examination of the methods of 

determining the accuracy of an observation by the mean error, and by the mean 

square error. Mon. Notices Roy. Astron. Soc. 80 758–770; reprinted as Paper 12 

in Fisher (1974). 

Fisher, R. A. (1922). On the mathematical foundations of theoretical statistics. 

Philos. Trans. Roy. Soc. London Ser. A 222 309–368; reprinted as Paper 18 in 

Fisher (1974). 

Ford, L. (2013). We need new ways to measure poverty, UN Meeting told. The 

Guardian. Accessed at http://www.theguardian.com/global-

development/2013/sep/25/new-ways-measure-poverty on 2014-02-19.  

Foster, J., Greer, J., Thornbecke, E. (1984). A class of decomposable poverty 

measures. Econometrica 52, 761-766 

https://www.census.gov/hhes/povmeas/publications/povthres/fisher4.html
https://www.census.gov/hhes/povmeas/publications/povthres/fisher4.html
https://www.census.gov/hhes/povmeas/publications/povthres/fisher4.html
https://www.census.gov/hhes/povmeas/publications/povthres/fisher4.html
https://www.census.gov/hhes/povmeas/publications/povthres/fisher4.html
http://www.theguardian.com/global-development/2013/sep/25/new-ways-measure-poverty
http://www.theguardian.com/global-development/2013/sep/25/new-ways-measure-poverty
http://www.theguardian.com/global-development/2013/sep/25/new-ways-measure-poverty


 

259 

 

Foucault, M. (1982). Archaeology of knowledge, and the discourse on language. 

New York: Pantheon Books. 

Freidson, E. (1970). Profession of Medicine: A Study of the Sociology of Applied 

Knowledge. New York: Harper and Row. 

Freire, P. (1970). Pedagogy of the oppressed. New York: Herder and Herder.  

Gething, P. W., Johnson, F. A., Frempong-Ainguah, F., Nyarko, P., Baschieri, A., 

Aboagye, P., Falkingham, J., Matthews, Z. and Atkinson, P.M. (2012). 

Geographical access to care at birth in Ghana: a barrier to safe 

motherhood. BMC Public Health, 12(1), 991. 

Ghana Statistical Service (2008). Report of the Fifth Round (GLSS5). Accra: GSS 

Ghana Statistical Service (2013). Non-monetary poverty in Ghana. Accra: GSS. 

Ghosh, M.; Rao, J. N. K. (1994). Small area estimation: an appraisal. Statistical 

science, 55-76. 

Goldstein, H., (1995). Multilevel Statistical Models. London: Edward Arnold. 

Gonzalez, M.E. (1973). Use and Evaluation of Synthetic Estimates. Proceedings 

of the American Statistical Association, Social Statistics Section, 33-36. 

González-Manteiga, W., Lombardía, M. J., Molina, I., Morales, D., & Santamaría, 

L. (2007). Estimation of the mean squared error of predictors of small area 

linear parameters under a logistic mixed model. Computational statistics & 

data analysis, 51(5), 2720-2733. 

González-Manteiga, W., Lombardía, M.J., Molina, A., Morales, D., Santamaría, L. 

(2008). Bootstrap mean squared error of a small-area EBLUP. Journal of 

Statistical Computation and Simulation, 78, 443-462. 

Gordon, D., Mack, J., Lansley, S., Main, G., Nandy, S., Patsios, D., Pomati, M. 

(2013). Living Standards in the UK; PSE UL first summary report. Accessed at 

http://www.poverty.ac.uk/sites/default/files/attachments/The_Impoverishment

_of_the_UK_PSE_UK_first_results_summary_report_March_28.pdf  on 2013-09-

25. 

http://www.poverty.ac.uk/sites/default/files/attachments/The_Impoverishment_of_the_UK_PSE_UK_first_results_summary_report_March_28.pdf%20on%202013-09-25
http://www.poverty.ac.uk/sites/default/files/attachments/The_Impoverishment_of_the_UK_PSE_UK_first_results_summary_report_March_28.pdf%20on%202013-09-25
http://www.poverty.ac.uk/sites/default/files/attachments/The_Impoverishment_of_the_UK_PSE_UK_first_results_summary_report_March_28.pdf%20on%202013-09-25
http://www.poverty.ac.uk/sites/default/files/attachments/The_Impoverishment_of_the_UK_PSE_UK_first_results_summary_report_March_28.pdf%20on%202013-09-25
http://www.poverty.ac.uk/sites/default/files/attachments/The_Impoverishment_of_the_UK_PSE_UK_first_results_summary_report_March_28.pdf%20on%202013-09-25


 

260 

 

Gordon, D., Townsend, P. (1990). Measuring the poverty line. Radical Statistics, 

47, 5-12. 

Gramsci, A. (1971). Selections from the Prison Notebooks of Antonio Gramsci. 

New York: International Publishers. 

Greeley, M. (1994). Measurement of poverty and poverty of measurement. ids 

bulletin, 25 (2), 50-58. 

Greenland, S., & Kleinbaum, D. G. (1983). Correcting for misclassification in 

two-way tables and matched-pair studies. International Journal of 

Epidemiology,12 (1), 93-97. 

Hacking, I. (1995). The looping effects of human kinds. Causal cognition: A 

multidisciplinary debate, 351-394. 

Hagenaars, A., & De Vos, K. (1988). The definition and measurement of 

poverty. Journal of Human Resources, 211-221. 

Hagenaars, A., Praag B. v. (1985). A synthesis of poverty line definitions. Review 

of Income and Wealth, 31 (2), 139-154. 

Hampel, F. R., Ronchetti, E. M., Rousseeuw, P. J., & Stahel, W. A. (2011).Robust 

statistics: the approach based on influence functions (Vol. 114). John Wiley & 

Sons. 

Harper (1996). Accounting for Poverty: From Attribution to Discourse. Journal 

of Community & Applied Social Psychology, 6 (4), 249-265. 

Haverman, R., Bershadker, A. (2001). The Inability to be Self-Reliant as an 

Indicator of Poverty: Trends for the U.S., 1975-97. Review of Income and 

Wealth, 47 (3), 335-360. 

Heagerty, P. J., & Kurland, B. F. (2001). Misspecified maximum likelihood 

estimates and generalised linear mixed models. Biometrika, 88(4), 973-985. 

Henderson, C. R. (1953). Estimation of variance and covariance components. 

Biometrics, 9, 226-252 



 

261 

 

Henderson, C. R. (1975). Best Linear unbiased estimation and prediction under 

a selection model. Biometrics, 31, 423-447. 

Himmelfarb, G. (1991). Poverty and Compassion. New York: Alfred A Knopf. 

Horvitz, D. G.;Thompson, D. J. (1952). A generalization of sampling without 

replacement from a finite universe. Journal of the American Statistical 

Association, 47(260), 663-685. 

Huber, P. J. (1964). Robust Estimation of a Location Parameter. Annals of 

Statistics, 53, 73-101. 

Huber, P. J. (1973). Robust regression: asymptotics, conjectures and Monte 

Carlo. The Annals of Statistics, 799-821. 

IFAD (2013). Enabling poor rural people to overcome poverty in Ghana. 

Accessed at 

http://www.ifad.org/operations/projects/regions/pa/factsheets/gh.pdf on 

2014-03-18.  

Ingham, G. K. (2004). The Nature of Money. Camridge: Polity Press. 

Jagger, A. (2006). Reasoning about Well-Being: Nussbaum’s Methods of 

Justifying the Capabilities. Journal of Political Philosophy, 14, 301-322. 

Jiang, J. (2003). Empirical best prediction for small-area inference based on 

generalized linear mixed models. Journal of statistical planning and 

inference,111(1), 117-127. 

Jiang, J., & Lahiri, P. (2001). Empirical best prediction for small area inference 

with binary data. Annals of the Institute of Statistical Mathematics, 53(2), 217-

243. 

Jiang, J., & Lahiri, P. (2006). Mixed model prediction and small area estimation. 

Test, 15(1), 1-96. 

Koenker, R. W., & d'Orey, V. (1987). Algorithm AS 229: Computing regression 

quantiles. Applied Statistics, 383-393. 

http://www.ifad.org/operations/projects/regions/pa/factsheets/gh.pdf
http://www.ifad.org/operations/projects/regions/pa/factsheets/gh.pdf
http://www.ifad.org/operations/projects/regions/pa/factsheets/gh.pdf
http://www.ifad.org/operations/projects/regions/pa/factsheets/gh.pdf


 

262 

 

Koenker, R., Bassett, G. (1978). Regression quantiles. Econometrica, 46, 33-50. 

Kokic, P., Chambers, R., Breckling, J, & Bearle, S. (1997). A measure of 

production performance. Journal of Business and Economic Statistics, 15, 445-

51. 

Kordas, G. (2006). Smoothed binary regression quantiles. Journal of Applied 

Econometrics, 21(3), 387-407. 

Labisch, A. (1985). Doctors, Workers and the Scientific Cosmology of the 

Industrial World: The Social Construction of 'Health' and the 'Homo 

Hygienicus'. Journal of Contemporary History, 599-615. 

Lewin, K. (1948). Resolving social conflicts; selected papers on group dynamics. 

New York: Harper & Row. 

Lewis, C. (1929). Mind and The World-Order. New York: Charles Irving Lewis. 

Litiere, S., Alonso, A., Molenberghs, G. (2000). The impact of misspecified 

random-effects distribution of the estimation and the performance of inferential 

procedures in generalised linear mixed models. Statistics in Medicine, 2000 

(00), 1-6. 

Lodge, O. (1930). Beyond physics: or, The idealisation of mechanism. G. Allen & 

Unwin ltd. 

Lombardía, M., Gonzalez-Manteiga, W., Prada-Sánchez, J. (2003). Bootstrapping 

the chambers-dunstan estimate of finite population distribution function. 

Journal of Statistical Planning and Inference, 116, 367-388. 

Loseke, D. (2011). Thinking about Social Problems: An Introduction to 

Constructionist Perspectives. New Brunswick, New Jersey: Transaction 

Perspectives. 

Maas, C. J. M., Hox, J. J. (2003). The influence of violations of assumptions on  

multilevel parameter estimates and their standard errors. Computational 

Statistics & Data Analysis, 46, 427-440. 

Mack, J., Lansley, S. (1985). Poor Britain. London: Allen & Unwin. 



 

263 

 

Magder, L. S., & Hughes, J. P. (1997). Logistic regression when the outcome is 

measured with uncertainty. American Journal of Epidemiology, 146(2), 195-203. 

Magder, L. S., & Zeger, S. L. (1996). A smooth nonparametric estimate of a 

mixing distribution using mixtures of Gaussians. Journal of the American 

Statistical Association, 91(435), 1141-1151. 

Malik, K. (2013). Human development report 2013. The rise of the South: 

Human progress in a diverse world.UNDP-HDRO Human Development Reports. 

Marchetti, S., Tzavidis, N., & Pratesi, M. (2012). Non-parametric bootstrap mean 

squared error estimation for M-quantile estimators of small area averages, 

quantiles and poverty indicators. Computational Statistics & Data 

Analysis, 56(10), 2889-2902. 

McCullagh P. & Nelder, J. A. (1989). Generalized Linear Models, Section 14.5, 

Chapman and Hall/CRC. 

McCulloch, C. E. (1997). Maximum likelihood algorithms for generalized linear 

mixed models. Journal of the American statistical Association, 92(437), 162-

170. 

McCulloch, C. E., & Neuhaus, J. M. (2011). Prediction of random effects in linear 

and generalized linear models under model misspecification. Biometrics, 67(1), 

270-279. 

McGilchrist, C. A. (1994). Estimation in generalized mixed models. Journal of 

the Royal Statistical Society. Series B (Methodological), 61-69. 

Melzack, R. and Torgerson, W. (1971). On the language of pain. Anesthesiology, 

34, 50-59. 

Metropolis, N. (1987). The beginning of the Monte Carlo method. Los Alamos 

Science, 15(584), 125-130. 

Miliband, R. (1974). Politics and Poverty, in Wedderburn (ed), Poverty, Inequality 

and Class Structure, Cambridge: Cambridge University Press. 



 

264 

 

Mills, W. (1998). Blackness Visible: Essays on Philosophy and Race. Cornell 

University Press. 

Molina, I., Nandram, B., & Rao, J. N. K. (2014). Small area estimation of general 

parameters with application to poverty indicators: A hierarchical Bayes 

approach. The Annals of Applied Statistics, 8(2), 852-885. 

Molina, I., Rao, J. (2010). Small area estimation of poverty indicators. Canadian 

Journal of Statistics, 38 (3), 369-385. 

Moreno, L. (1951). Sociometry, experimental method and the science of society; 

an approach to a new political orientation. Beacon, New York: Beacon House. 

NCHS (1968) Synthetic State Estimates of Disability. PHS Publication No. 1759. 

U.S. Government Printing Office. 

Nelder, J. A.,  Wedderburn, R. W. M. (1972). Generalized Linear Models. Journal 

of the Royal Statistical Society. Series A (General) 135(3), 370-384 

Neuhaus, J. M. (2002). Analysis of clustered and longitudinal binary data 

subject to response misclassification. Biometrics, 58 (3), 675-683. 

Neuhaus, J. M., Hauck, W. W., & Kalbfleisch, J. D. (1992). The effects of mixture 

distribution misspecification when fitting mixed-effects logistic 

models. Biometrika,79(4), 755-762. 

Newey, W., Powell, J. (1987). Asymmetric least squares estimation and testing. 

Econometrica, 55 (4), 819-47. 

Njong, A., Ningaye, P. (2008). Characterizing Weights in Measurement of 

Multidimensional Poverty: An application of Data Driven Approaches to 

Cameroonian Data. OPHI Working Paper 21. 

Noorbakhsh, F. (1998). The human development index: some technical issues 

and alternative indices. Journal of International Development, 10 (5), 589-605. 

Norton, A., Aryeetey, E. B. D., Korboe, D., & Dogbe, D. T. (1995). Poverty 

assessment in Ghana using qualitative and participatory research methods. 



 

265 

 

World Bank, Human Capital Development and Operations Policy, Poverty and 

Social Policy Department. 

Nussbaum, M. (1997). Capabilities and Human Rights. Fordham Law Review, 66 

(2), 272-300. 

Nussbaum, M. (2000). Women and Human Development. Cambridge: 

Cambridge University Press. 

Office of National Statistics (2015). UK Poverty Map. Accessed at 

www.neighbourhood.statistics.gov.uk on 2015-03-12. 

OPHI (2012). Value Judgements in Multidimensional Poverty Indices. Produced 

as part of OPHI Research Workshop, June 2012. Available at 

http://www.ophi.org.uk/wp-

content/uploads/LiteratureReviewValueJudgements.pdf?79d835. 

Orshansky, M. (1965). Counting the Poor: Another Look at the Poverty Profile. 

Social Security Bulletin, 28 (1), 3-29. 

Orshansky, M. (1969). How Poverty Is Measured. Monthly Labour Review, 

February 1969, 37. 

Owusu, N.O., Baffour-Awuah, B., Amoako Johnson, F., Mohan, J. and Madise, 

N.J. (2013) Examining intersectoral integration for malaria control programmes 

in an urban and a rural district in Ghana: a multinomial multilevel 

analysis. International Journal of Integrated Care, 13, 1-10. 

Pasura, D., Jones, A. D., Hafner, J. A., Maharaj, P. E., Nathaniel-DeCaires, K., & 

Johnson, E. J. (2013). Competing meanings of childhood and the social 

construction of child sexual abuse in the Caribbean. Childhood, 20 (2), 200-

214. 

Peace, R. (2001). Social Exclusion: A Concept in Need of Definition? Social Policy 

Journal of New Zealand, 16 (1), 17-36. 

Pfeffermann, D. (2002). Small Area Estimation – New Developments and 

Directions. International Statistical Review, 70, 124-143. 

http://www.neighbourhood.statistics.gov.uk/
http://www.neighbourhood.statistics.gov.uk/
http://eprints.soton.ac.uk/357455/
http://eprints.soton.ac.uk/357455/
http://eprints.soton.ac.uk/357455/
http://eprints.soton.ac.uk/357455/


 

266 

 

Pfeffermann, D. (2013). New Important developments in small area estimation. 

Statistical Science, 28(1), 40-68. 

Phillips, A., (2014). What Washington gets wrong about measuring poverty. The 

Denver Post. Accessed at 

http://www.denverpost.com/opinion/ci_25178088/what-washington-gets-

wrong-about-measuring-poverty  on 2014-03-22.  

Piachaud, D. (1987). Problems in the Definition and Measurement of Poverty. 

Journal of Social Policy. 16 (2), 147-164. 

Powdthavee, P. (2007). Putting a price tag on friends, relatives, and neighbours: 

Using surveys of life satisfaction to value social relationships. The Journal of 

Socio-Economics, 37 (4), 1459-1480. 

Preisser, J. S., & Qaqish, B. F. (1999). Robust regression for clustered data with 

application to binary responses. Biometrics, 55(2), 574-579. 

Priebe, S., Huxley, P., Knight, S., & Evans, S. (1999). Application and results of 

the Manchester Short Assessment of Quality of Life (MANSA). International 

journal of social psychiatry, 45(1), 7-12. 

Ram, R. (1982). International inequality in the basic needs indicators. Journal of 

Development Economics, 10, 113-117. 

Rao, J. N. (2003). Small area estimation. John Wiley & Sons, Inc. 

Rao, J. N. K., Kovar, J. G., & Mantel, H. J. (1990). On estimating distribution 

functions and quantiles from survey data using auxiliary 

information. Biometrika,77(2), 365-375. 

Ravallion, M. (1996). Issues in measuring and modelling poverty. The Economic 

Journal, 1328-1343. 

Ravallion, M. (2001). Growth, inequality and poverty: looking beyond 

averages.World development, 29 (11), 1803-1815. 

Ravallion, M. (2011). On multidimensional indices of poverty. The Journal of 

Economic Inequality, 9 (2), 235-248. 

http://www.denverpost.com/opinion/ci_25178088/what-washington-gets-wrong-about-measuring-poverty%20on%202014-03-22
http://www.denverpost.com/opinion/ci_25178088/what-washington-gets-wrong-about-measuring-poverty%20on%202014-03-22
http://www.denverpost.com/opinion/ci_25178088/what-washington-gets-wrong-about-measuring-poverty%20on%202014-03-22
http://www.denverpost.com/opinion/ci_25178088/what-washington-gets-wrong-about-measuring-poverty%20on%202014-03-22


 

267 

 

Ravallion, M., Lokshin, M. (2001). Identifying welfare effects from subjective 

questions. Economica, 68 (271), 335-357. 

Reason, P. (Ed) (1994). Participation in human enquiry. Thousand Oaks, 

California: Sage Publications. 

Remender, P., Lucareli, R. (1986). In Search of Artistic Excellence: The Social 

Construction of Artistic Values. Studies in Art Education, 27 (4), 209-212. 

Robinson, D. (2013). Feeling Extended: Society as Extended Body-Becoming-

Mind. Cambridge, MA: MIT Press, August 2013 (Philosophy panel). 

Robinson, G. K. (1991). That BLUP is a good thing: The estimation of random 

effects. Statistical science, 15-32. 

Romano (2014). The political and social construction of poverty. Chicago, 

Illinois, Policy Press. 

Rowntree, B. (1901). Poverty: A Study of Town Life. London: Macmillan. 

Royall, R. M. (1973). Discussion of two papers on Recent Developments in 

Estimation of Local Areas. In Proceedings of the American Statistical 

Association, Social Statistics Section, 43-44. 

Ruckstuhl, A.F. and Welsh, A.H. (2001) Robust fitting of the binomial models. 

Annals of Statistics, 29, (4), 1117-1136. 

Saei, A., Chambers, R. (2003). Small Area Estimation: A Review of Methods 

Based on the Application of Mixed Models. Southampton, UK, Southampton 

Statistical Sciences Research Institute, S3RI Methodology Working Papers, 

M03/16. 

Schaible, W. L. (1978). Choosing weights for composite estimators for small 

area statistics. Proceedings of the American Statistical Association, Section on 

Survey Research Methods, 741-746. 

Schrödinger, E., Penrose, R. (2001) What is life?: the physical aspect of the 

living cell. Based on lectures delivered under the auspices of the Dublin 



 

268 

 

Institute for Advanced Studies at Trinity College, Dublin, in February 1943. Folio 

Society. 

Searle, J. (1995). The Construction of Social Reality. New York: The Free Press. 

Sen, A. (1976). Poverty: An Ordinal Approach to Measurement. Econometrica, 

44, 219-231. 

Sen, A. (1984). Development: Which Way Now? Economic Journal, 93, 745-762. 

Sen, A. (1985). Commodities and Capabilities. Amsterdam: North-Holland. 

Smith, A. (1776). An Inquiry into the Nature and Causes of the Wealth of 

Nations. London: W. Stranham. Retrieved 2014-24-05 via Google Books. 

Smith, B., Mack, D. (2003). Do Mountains Exist? Towards an Ontology of 

Landforms. Environment and Planning B (Planning and Design), 30 (3), 411-

427. 

Snel, M. and Henninger, N. (2002). Where are the poor? Experiences with the 

development and use of poverty maps. Washington D.C.: World Resources 

Institute. 

Snow, J. (1855). Snow's Report. In: Report on the Cholera Outbreak in the Parish 

of St. James's, Westminster, during the Autumn of 1854. London: J. Churchill.  

Spicker, P. (1999). Definitions of poverty: eleven clusters of meaning. In 

Gordon, D., Spicker, P. (Eds), The International Glossary on Poverty. London: 

Zed Books. 

Stein, C. (1955). A necessary and sufficient condition for admissibility. The 

Annals of Mathematical Statistics, 26 (3), 518-522. 

Stewart, F. (1985). Basic Needs in Developing Countries. Baltimore: Johns 

Hopkins University Press. 

Stigler, S. M. (2007). The epic story of maximum likelihood. Statistical 

Science, 22 (4), 598-620. 



 

269 

 

Streeton, Paul et al. (1981). First Things First: Meeting Basic Human Needs in 

the Developing Countries. New York: Oxford University Press. 

Strong, J., Sturgess, J., Unruh, A., Vicenzino, B. (2002). Pain assessment and 

measurement. In Strong, J., Unrah, A., Wright, A., Baxter, D. (Ed), Pain: A 

Textbook for Therapists, 123-147. Edinburgh: Churchill Livingstone. 

Stukel, D. M., Rao, J. N. K. (1999). Journal of Statistical Planning and Inference, 

78, 131-147. 

Suchard, H. T. (1984). Poverty measures and definitions. Development Southern 

Africa, 1 (3-4). 

Tarozzi, A. and Deaton, A. (2009). Using Census and Survey Data to Estimate 

Poverty and Inequality for Small Areas. The Review of Ecomonics and Statistics, 

91(4), 773-792. 

Tomlinson, M., & Walker, R. (2009). Complexity: Coping with complexity of child 

and adult poverty. London: CPAG. 

Townsend, P. (1954). Measuring Poverty. The British Journal of Sociology, 5 (2), 

130-137. 

Townsend, P. (1979). Poverty in the United Kingdom, London: Allen Lane and 

Penguin Books. 

Tzavidis, N., Marchetti, S. & Donbavand, S. (2014). Outlier robust semi-

parametric methods. In Betti, G. & Lemmi, A (eds.) Poverty and Social Exclusion: 

New Methods of Analysis. London, Routledge.  

Tzavidis, N., Marchetti, S., Chambers, R. (2010). Robust estimation of small 

area means and quantiles. Australian and New Zealand Journal of Statistics 52 

(2), 167-186. 

Tzavidis, N., Ranalli, M. G., Salvati, N., Dreassi, E., & Chambers, R. (2015). 

Robust small area prediction for counts. Statistical methods in medical 

research, 24(3), 373-395. 



 

270 

 

UNDP (1990 through 2006). Human Development Report, UNDP, New York. 

UNDP (1997). Human Development Report. Oxford University Press, New York. 

Accessed at 

http://hdr.undp.org/sites/default/files/reports/258/hdr_1997_en_complete_no

stats.pdf on 2014-08-02 

UNDP (2012). 2010 Ghana Millennium Development Goals Report. Accessed at 

http://www.gh.undp.org/content/dam/ghana/docs/Doc/Inclgro/UNDP_GH_IG_

2010MDGreport_18102013.pdf on 2013-05-20. 

United Nations (2010), Rethinking Poverty. Department of Economic and Social 

Affairs, United Nations Publications, ST/ESA/324. 

Venables, W., & Ripley, B. (2002). Modern Applied Statistics Using S. 

Watson, D., Clark, L., Tellegan, A (1988). Development and validation of brief 

measures of positives and negative affect: The PANAS scales. Journal of 

Personality and Social Psychology, 54 (6), 1063-1070. 

Welsh, A. H., & Ronchetti, E. (1998). Bias‐calibrated estimation from sample 

surveys containing outliers. Journal of the Royal Statistical Society: Series B 

(Statistical Methodology), 60(2), 413-428. 

Willis, K. G., Garrod, G., Scarpa, R., Powe, N., Lovett, A., Bateman, I. J., Hanley, 

N. & Macmillan, D. C. (2003). The social and environmental benefits of forests 

in Great Britain. Forestry Commission, Edinburgh. 

Wittgenstein, L. (1958). The Blue and Brown Books. Oxford: Blackwell. 

Woodward, D. (2008). How poor is ‘poor’? Towards a rights-based poverty line. 

London: New Economics Foundation. 

World Bank (1995). Ghana - Poverty past, present and future. Washington, DC: 

World Bank.  

http://www.gh.undp.org/content/dam/ghana/docs/Doc/Inclgro/UNDP_GH_IG_2010MDGreport_18102013.pdf%20on%202013-05-20
http://www.gh.undp.org/content/dam/ghana/docs/Doc/Inclgro/UNDP_GH_IG_2010MDGreport_18102013.pdf%20on%202013-05-20
http://www.gh.undp.org/content/dam/ghana/docs/Doc/Inclgro/UNDP_GH_IG_2010MDGreport_18102013.pdf%20on%202013-05-20


 

271 

 

World Bank (2001). World Development Report 2000/2001 : Attacking Poverty. 

New York: Oxford University Press. Accessed at 

https://openknowledge.worldbank.org/handle/10986/11856 License: CC BY 

3.0 IGO on 2015-02-27 

Zwillinger, D. (Ed.). (2002). CRC standard mathematical tables and formulae. 

CRC press. 

 


