22

Reformulating Mill’s Harm Principle
BEN SAUNDERS
University of Southampton

B.M.Saunders@soton.ac.uk
Abstract: Mill’s harm principle is commonly supposed to rest on a distinction between self-regarding conduct, which is not liable to interference, and other-regarding conduct, which is. As critics have noted, this distinction is difficult to draw. Furthermore, some of Mill’s own applications of the principle, such as his forbidding of slavery contracts, do not appear to fit with it. This article proposes that the self-regarding/other-regarding distinction is not in fact fundamental to Mill’s harm principle. The sphere of protected liberty includes not only (most) self-regarding conduct, but also actions that affect only consenting others. On the other hand, the occasional permissibility of interfering with self-regarding conduct can plausibly be explained by reference to the agent’s consent. Thus, the more important distinction appears to be that between consensual and non-consensual harm, rather than that between the self-regarding and non-self-regarding action. That is, interference can be justified in order to prevent non-consensual harms, but not to prevent consensual harms. It is argued that the harm principle, thus reformulated, both captures Mill’s intentions and is a substantively plausible position.
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J. S. Mill’s so-called ‘harm principle’ has, despite its ambiguities, proved an enduring and influential contribution to debates over the limits of legitimate state/social action. It is commonly supposed, first, that this principle rests upon a distinction between self- and other-regarding actions and, second, that this distinction is problematic. This article rejects the first assumption, thereby showing that defenders of the harm principle need not be troubled by well-known problems with identifying a purely self-regarding sphere of action. Mill’s purposes are better served by reformulating the principle in terms of consensual harm.
The traditional interpretation is not without textual basis. Mill introduces the principle by saying:

[T]he only purpose for which power can be rightfully exercised over any member of a civilized community, against his will, is to prevent harm to others. His own good, either physical or moral, is not a sufficient warrant. (Mill 1859, p. 223)
Shortly thereafter, Mill distinguishes that ‘which concerns others’ from that ‘which merely concerns [the agent] himself’ (1859, p. 224). Moreover, he calls actions ‘self-regarding’ when they do not affect, or at least do not directly harm, others (1859, p. 281). Since Mill employs the notion of self-regarding action, which ought not to be interfered with, it is tempting to contrast this with ‘other-regarding’ action, which is potentially liable to social interference. This traditional reconstruction of Mill’s views is problematic, both in its own terms and as an interpretation of Mill.
 One important preliminary is that Mill’s harm principle actually concerns the reasons that may given for interference, rather than what may be interfered with (Ten 1980, pp. 40–1; Skorupski 1989, p. 343). Mill sometimes spoke as if restricting the reasons for interference amounted to restricting what could be interfered with, but this is only indirectly so. An action that does not itself harm others might none the less be interfered with in order to prevent harm to others (Holtug 2002, p. 360; Bird 2007, pp. 181–6). For simplicity, I shall sometimes follow Mill in speaking of certain acts being within the protected sphere of liberty, though strictly it is only that certain reasons for intervention are excluded.
Commentators have generally focused on the distinction between self-regarding and other-regarding actions, with critics alleging either that such a distinction is impossible to draw or that no acts of any significance are self-regarding. I shall argue, first, that we should distinguish between actions that are self-regarding and those that are not (rather than ‘other-regarding’). Then, more radically, I show that this distinction is of little significance. Mill could have defended all the conclusions he wanted to had he said that the only legitimate reason for interference is to prevent non-consensual harm.
 Thus, we should focus on consent, rather than attempting to delineate a self-regarding sphere.
1. Refining the Self-Regarding/Other-Regarding Distinction

The distinction between self-regarding and other-regarding actions is difficult to draw. Indeed, James Fitzjames Stephen memorably remarked that:

[T]he attempt to distinguish between self-regarding acts and acts which regard others, is like an attempt to distinguish between acts which happen in time and acts which happen in space … altogether fallacious and unfounded. (Stephen 1874, p. x; cf. pp. 134–50)

If everything we do may affect others, then the self-regarding sphere will be non-existent. Sympathetic interpreters have sought to resist this conclusion, typically by restricting what counts as harming others.

John C. Rees (1960, pp. 174–80) suggested that we should focus on actions that affect the interests of others. Almost anything I do may causally affect you, but not everything that causally affects you affects your interests. Thus, there is plausibly a range of individual action that is not other-regarding. This sphere is expanded still further by the observation that not all effects that I might have on your interests license interference; perhaps only harms, i.e. negative effects, permit intervention. (I return to this matter in section 11.)
Further, whether an individual’s interests are affected depends on our account of people’s interests, which Mill derived from his utilitarianism (1859, p. 224). A correct account of interests may show that there are some things we have no interest in avoiding, even if we wish to. Jeremy Waldron (1987) has argued that, in Mill’s view, we have no interest in avoiding distress or offence that comes from moral confrontation. My expressing a view contrary to your deeply-held ethical or religious convictions may cause you distress but this does not negatively affect your interests, because you have no interest in avoiding challenges to your convictions. If correct, this further expands the sphere of protected liberty, by showing that not all actions taken to be harmful really are.
We might expand the protected sphere of liberty yet further, for instance by saying that an action is not other-regarding unless it significantly or directly affects the interests of others.
 I shall return to this point shortly, but for now it will be clearer to stick to a simpler formulation of the distinction.
2. Remaining Problems with the Self-/Other-Regarding Distinction

Despite much ingenuity being employed in refining and defending the distinction between ‘self-regarding’ and ‘other-regarding’ action, there remain important difficulties and ambiguities.
 Note that ‘other-regarding’ cannot be understood analogously to ‘self-regarding’, at least not if we wish the two categories to be mutually exclusive and exhaustive (as presumably they should be; cf. Brink 2013, p. 140).
It is natural to assume that ‘other-regarding’ actions are all those actions that affect other people’s interests and ‘self-regarding’ actions are all those actions that affect the agent’s own interests. But then some trivial actions, like yawning, may be neither self- nor other-regarding, if they do not affect anyone’s interests. More problematically, these two categories are not mutually exclusive. Many actions will be both self-regarding and other-regarding, if they affect the interests of the agent and of others.
This distinction may do the necessary work if we say that only purely self-regarding actions (i.e. actions that are self-regarding but not other-regarding) should be immune from interference. On this account, the state can interfere with other-regarding actions, whether or not those actions are also self-regarding. That is, the state can interfere with both purely other-regarding actions (actions that affect others but not the agent) and with actions that are both self- and other-regarding, but not with those that are purely self-regarding. This, I think, gets matters substantively right, but it requires us to specify that the protected sphere is not all self-regarding action, but only what is purely self-regarding. However, this is not how Mill used the phrase ‘self-regarding’ since he says that an act ceases to be self-regarding when it directly harms others (1859, p. 281).
Mill’s notion of self-regarding conduct must mean something like conduct that affects only the agent’s interests. However, ‘other-regarding’ cannot similarly mean action that affects only other people’s interests, or else actions that affect both the agent and others will again be neither self- nor other-regarding. ‘Other-regarding’ actions––to fit the sense required––must be any that affect other people, whether or not they also affect the agent. Thus, ‘other-regarding’ cannot be understood analogously to ‘self-regarding’.

These points hold even on certain refined versions of the distinction. If, for example, we define ‘self-regarding’ action as what directly affects the agent, and other-regarding as what directly affects others, then again an action might be both (if it directly affects both the agent and others) or neither (if it does not directly affect anyone). The categories might be made exclusive and exhaustive if, for instance, we were to define self-regarding as what primarily affects the agent, and other-regarding as what primarily affects others. This secures a distinction of the sort required, since any action will be either self-regarding or other-regarding, and not both, but it does not suit Mill’s purposes. It is not plausible that society can only intervene with an individual’s action when those actions have more effect on others than on the agent herself; surely society may prevent an action that does significant harm to others, even if it has a greater effect (benefit or harm) on the agent.

To do the work required, ‘self-regarding’ must refer to what affects only the agent, but ‘other-regarding’ must refer to whatever affects others so the two terms cannot be understood analogously. These problems stem from introducing the term ‘other-regarding’ to refer to whatever actions are not self-regarding. Much confusion would have been saved if commentators had never invented the phrase––which is not Mill’s own––and instead spoken of actions being either ‘self-regarding’ or ‘non-self-regarding’.
 A self-regarding action is one that (directly) affects only the agent herself. Non-self-regarding actions are simply those that are not self-regarding, because they (directly) affect others, regardless of any effects they have on the agent.
This is our first, rather modest, conclusion. It is unhelpful to introduce the notion of ‘other-regarding’ action. In saying this, I do not suggest that those who introduced the phrase ‘other-regarding’ are substantively confused about Mill’s position; ‘other-regarding’ is generally used to mean what is more accurately called non-self-regarding. My point is merely that using the term in this technical sense invites confusion. It would be clearer––and more in keeping with Mill’s text––to avoid the potentially misleading phrase ‘other-regarding’ altogether. This goes some way to resolving problems with the notion of self-regarding action; in principle, a clear line can be drawn between the self-regarding and the non-self-regarding. Whether there is any action of consequence on the self-regarding side remains an open question. However, I will argue that this line is not as fundamental to the harm principle as commonly have supposed. 
3. Expanding the Protected Sphere

That many commentators have seized upon the notion of self-regarding conduct is unsurprising, given the importance that Mill appears to attach to it. But the ‘self-regarding’ merely marks out one part of the sphere of liberty. Mill says that the sphere of liberty comprises self-regarding action and what affects only consenting others:

[T]here is a sphere of action in which society, as distinguished from the individual, has, if any, only an indirect interest; comprehending [a] all that portion of a person’s life and conduct which affects only himself, or [b] if it also affects others, [does so] only with their free, voluntary, and undeceived consent and participation. (1859, p. 225)
Mill himself sometimes neglects to mention this (e.g. 1859, p. 282), but his official view is that consensual harm cannot justify interference (e.g. 1859, p. 290), even though the actions that cause it are not self-regarding. Similarly, when discussing solicitation, Mill claims that ‘the case is not strictly within the definition of individual liberty [by which he seems to mean the self-regarding sphere], yet the reasons on which the principle of individual liberty is grounded, are applicable to it’ (1859, p. 296). This may also explain why the effects that Alpha’s actions have on Beta do not license interference if mediated by Beta’s sympathies or choices (1859, p. 281); since Beta could have avoided any harm, she can be understood as consenting to it. In general, society has no business in protecting people from harms that they do not wish to be protected from. Thus, even if no action is self-regarding, Mill’s principle is not without content: it still says that consensual harm cannot justify intervention. Excessive focus on the self-regarding/other-regarding distinction can blind us to this point.
It might be suggested that consensual actions can be understood as ‘self-regarding’ in a wider sense (Athanassoulis 2002, p. 143). That is, when you do something to me with my consent, or at my request, it might be said the action is not simply yours, but ours: we are acting together (Gilbert 1989). Indeed, we may even say that I acted through you.
 However, even if this is sometimes the case, it does not seem that it is always so. There is a significant difference between the case where we jointly do something to me, in which I exercise some agency, and cases where I merely consent, passively, to your doing something to me. The latter are not intuitively self-regarding, unless we use the phrase as a term of art to refer to whatever is protected, in which case action can hardly be said to be protected because it is self-regarding: this will be a conclusion, rather than what justifies it (Brink 2013, p. 141). Moreover, whatever we think about these cases, Mill clearly distinguishes between the self-regarding and the consensual (1859, p. 225).

Expanding the protected sphere to include consensual harms, as well as self-harm, of course raises questions as to what counts as valid consent. We might ask not only what it is for consent to be ‘free, voluntary, and undeceived’ (Mill 1859, p. 225), but also what exactly an agent must consent to in order to count as consenting to harm. Presumably, few people would voluntarily consent to harm as such. Suppose that I consent to a boxing match and, as a result, suffer a broken nose. It may seem odd to call this a consensual harm, since I never consented to having my nose broken. However, perhaps we may say that I consented to the risk of a broken nose, knowing that this may occur in boxing.
 Even assuming that I do not want my nose broken, and would have preferred a boxing match with no such risk if possible, in consenting to box I voluntarily accept the attendant risks.
Though he explicitly appeals to consent, Mill does not give any determinate account of valid consent and it is not my purpose to offer one here, though it is an important task for defenders of the harm principle (see section 10). My present aim is to show that the distinction between consensual and non-consensual harm can define the limits of individual liberty. The first stage of this is to show that, even if no action is entirely self-regarding, actions should be protected from interference provided that all who are harmed consent. The heavy emphasis on self-regarding action is unfortunate because it captures only one part of the protected sphere, and perhaps the smaller one at that.
4. Narrowing the Protected Sphere
Having shown that Mill’s protected sphere includes not only self-regarding action but also what affects only consenting others, I now wish to suggest that not all self-regarding actions belong to the protected sphere. Some of Mill’s later remarks in On Liberty appear to run contrary to the general anti-paternalism announced at the start. First, Mill suggests that one might hold someone back from an unsafe bridge, long enough to warn him of the danger (1859, p. 294). Second, he insists that slavery contracts should not be enforced (1859, p. 300).
It is often said that Mill allowed paternalism in these cases (e.g. Garren 2007, pp. 50–2). Not all commentators accept that these are genuine instances of paternalism. New (1999, pp. 68–9) distinguishes between interfering with actions based on inadequate information and interventions justified on grounds that the agent interfered with does not reason properly, arguing that only the latter cases constitute genuine paternalism (pp. 70–1), while Archard (1990, pp. 461–2) denies that the state’s refusal to enforce a slavery contract is paternalistic because it is not stopping anyone from living as they wish. Thankfully, the label ‘paternalism’ is unimportant here. None the less, the justification that Mill offers for state (in)action rests upon the action’s effect on the agent, rather than any harm to others. The reason offered for any interference is, therefore, one supposedly excluded by the harm principle.
In the first case, Mill says that someone can be prevented from crossing an unsafe bridge, though they are the only one at risk of harm. True, this should only be long enough to warn him of the danger; once he is aware of it, Mill insists that he should ‘not forcibly [be] prevented from exposing himself to it’ (1859, p. 294). However, forcible restraint is allowed until warning can be given. This coercion is only to prevent the individual from harming himself, not anyone else, which appears to be a departure from his harm principle and, therefore, to require explanation.
One possibility is that this intervention is permissible because not contrary to the individual’s will (Arneson 1980, p. 471). Recall, Mill is concerned only with when ‘power can be rightfully exercised over any member of a civilized community, against his will’ (1859, p. 223, emphasis added). Suppose an addict asks that we help her to avoid drugs; our preventing her from taking said drugs restricts her liberty, but not against her will.
 Thus, one may interfere with an agent’s self-harming action just in case that agent welcomes (or does not object to) the interference.

However, the claim that interference with the prospective bridge-crosser is not contrary to his will rests upon assumptions about what his will is and what it is for something to be contrary to someone’s will.
 If the prospective bridge-crosser greatly dislikes being interfered with, then he might reject the interference, even if it meant falling in the river.
 But it is not clear that whether or not we should leave someone to suffer the effects of her choices should depend on her attitude towards interference. Perhaps we should protect people from harms of a certain sort, even if they dislike being interfered with. Though Mill notes that interference is often resented (1859, pp. 282–3), his case for interference with the bridge-crosser rests on his (the crosser’s) attitude towards falling in the river, not his attitude to interference. Mill’s objections to paternalism are not based on dislike for interference as such, but on cases where it prevents us from pursuing our own good in our own way (1859, pp. 226, 277). Interventions that do not actually interfere with this do not involve a substitution of judgement and are not necessarily objectionable. To be sure, it may be better not to intervene, and the agent’s dislike of interference should probably be taken into account in this judgement, but the possibility of justified intervention is not excluded a priori, as in the case where the agent consents to any supposed self-harm.
Another possible explanation would be that we may intervene where an agent’s action is both non-voluntary and harmful to himself (Feinberg 1986, pp. 124–7). The plausibility of this, however, depends on how high we set the bar of voluntariness. Setting a high standard of full or perfect voluntariness, as in Feinberg 1971 (pp. 110–1), would make many actions non-voluntary and allow practically all paternalism.
 More plausibly, interference with an agent’s self-harming action is permissible only where that conduct is materially due to some voluntariness-defeating factor, such as coercion or ignorance.
 Here, the justifiability of the interference depends on the character of the act interfered with, rather than the attitude of the agent towards being interfered with. This is closer to the view offered here (see section 7 for more on the relation between my view and Feinberg’s).
The second case in which Mill allows for intervention in self-regarding conduct concerns slavery contracts. Mill does not actually say that such contracts should be prohibited, only that they should not be enforced (p. 299; cf. Archard 1990, pp. 461–2). However, presumably this means not only that such contracts will not enjoy the usual protection of law, but also that parties will not be permitted to arrange their own private enforcement of the contract.

It might be argued that prohibiting slavery contracts is not in tension with Mill’s harm principle, because a contract is not self-regarding: it requires another party. Indeed, Mill says that ‘trade is a social act [and] comes within the jurisdiction of society’ (1859 p. 293) and suggests that slavery debases the master as well as the slave (1859 p. 269; see also Mill 1869, p. 325), so he could have rejected slavery on these grounds. However, while Mill could consistently have argued against slavery by appeal to the interests of others, the arguments he actually offered concern the effect on the would-be slave.
 The mere fact that another’s interests are involved should not license appeal to paternalistic reasons for intervention (Saunders 2013, pp. 73–4).

Mill suggests that such contracts are not a permissible exercise of liberty, because they forfeit the very liberty that must be appealed to in order to protect them (1859, p. 300). I am unsure how best to understand this argument, but one suggestion is that Mill thinks it something like a performative contradiction to exercise one’s freedom in order to renounce that freedom (Lovett 2008, p. 130). If Mill held that consent to slavery is self-contradictory, then he presumably regarded any consequent harm as necessarily non-consensual. I do not claim that this is the only way to interpret Mill’s remarks on slavery contracts, nor even necessarily the best, but it is one plausible suggestion (which Lovett offers independently of my reformulation of the harm principle). At the very least, my interpretation of the harm principle allows for such an explanation whereas, on the traditional interpretation, Mill is simply inconsistent.
The harm principle supposedly tells us that we can never interfere with an individual’s conduct except to prevent harm to others. However, Mill sometimes allows interventions to protect the individual from her own action. Thus, the self-regarding/non-self-regarding distinction does not fit Mill’s own applications of his harm principle. In both cases, interference in self-regarding actions is permissible because, in Mill’s view, the agent cannot really consent to what she is doing.
5. The Principle Reformulated

I suggest that we reformulate Mill’s harm principle as follows; what Mill should have said is that the only justification for interfering in someone’s liberty is to prevent non-consensual harm. This has the advantage of making plain that there is no basis for interfering in conduct that only harms consenting others, while allowing interference in self-regarding conduct where the agent does not consent to the harm she does herself. I believe that this is in keeping with Mill’s intentions, since the two cases of paternalism discussed above can both be understood as ones in which the agent does not consent to harm (because unaware of it and because, in Mill’s view, self-contradictory).
While Mill distinguishes two separate spheres of liberty, self-regarding conduct and what harms others only with their consent, the protected part of the former could be subsumed within the latter. On this interpretation, the sphere of protected action is not the disjunct of actions that are either self-regarding or consented to, but rather self-regarding actions in which the individual consents to any harm and non-self-regarding actions in which the individuals concerned consent to any harm. In both cases, what does the normative work is the consent of those harmed. The distinction between self-regarding and non-self-regarding action is unimportant, except that it marks the need for consent from others besides the agent herself. We can represent this diagrammatically:
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This circle represents the range of actions that one may perform. The line a–b is the distinction between self-regarding actions (areas 1 and 2) and non-self-regarding actions (areas 3 and 4). The line c–d is the distinction between consensual actions (areas 1 and 3) and non-consensual actions (areas 2 and 4).
Emphasizing only line a–b neglects the fact that Mill’s sphere of liberty explicitly includes area 3, actions affecting others only with their consent (1859, pp. 225–6). While there is no inconsistency in allowing either self-regardingness or consent to protect liberty, making c–b mark the protected sphere (areas 1, 2, and 3), this disjunctive account is less unified than one in which a single feature distinguishes the protected sphere. Furthermore, as we have seen, Mill is prepared to countenance some interference in self-regarding actions. These exceptions can be explained by the fact that the actors in question do not consent to the harm they do themselves, which is to say that area 2 here is not protected. This category may be small, which might explain why Mill neglects it, but it includes cases where the agent harms themselves through ignorance (as in the bridge-crossing case) or temporary incapacity (for instance, harmful choices made under the influence of alcohol or drugs).

If area 3 (non-self-regarding, consensual action) is protected liberty, and area 2 (self-regarding, non-consensual action) is not, then the line that demarcates the protected sphere is actually c–d. Thus, Mill’s harm principle does not rest on a distinction between the self-regarding and non-self-regarding, but says that society has no business interfering in conduct except to prevent non-consensual harm. Put this way, I believe the principle is intuitively clear, plausible, and better explains Mill’s own applications. It does not matter whether an individual harms herself or others, provided that all who are harmed consent to the harm. Consensual harm is never grounds for intervention, while intervention to prevent self-harm can be justified where that harm is non-consensual. Ordinarily, self-regarding actions will be protected, because people generally consent to any harm that they knowingly do to themselves.
 It is this consent, rather than their self-regarding nature, that explains this immunity from interference though. Thus, it may be permissible to interfere with self-regarding actions where the actor does not consent to harm she does to herself because, for instance, she is unaware of it.
This reasoning can explain our reaction to cases that Mill does not consider. The requirement that others be (prejudicially) affected, if at all, ‘only with their free, voluntary, and undeceived consent and participation’ (1859, p. 225) excludes, for instance, drunken consent. Mill is clear not only that children are excluded (1859, p. 224) but also that a person’s liberty may be interfered with if she is ‘delirious, or in some such state of excitement or absorption incompatible with the full use of the reflecting faculty’ (1859, p. 294). If someone is too drunk to consent, then they cannot give their consent to, for example, sexual intercourse or to getting a tattoo. It would, ordinarily, be a violation of individual liberty to prevent people from engaging in sexual intercourse or getting tattoos, but the state can intervene to protect such people from non-consensual harms. This is not an ad hoc restriction of the harm principle’s scope, but an implication of it. Moreover, this approach makes the state’s right to intervene more secure than Arneson’s alternative, in which whether the state can intervene depends on whether the individual would consent to this exercise of power over her (see section 4).
One might object that consensual harm is an oxymoron. If we accept the principle volenti non fit injuria (to a willing person, no injury is done), then we may think that someone who consents to something cannot be harmed by it. This objection, however, conflates the notions of harm (a setback of interests) and injury (a wrongful or unjust harm) (Lazar 2009). One who consents to something is not wronged by it, but may still be harmed. Some commentators have attributed a ‘moralized’ notion of harm to Mill (e.g. Holtug 2002, pp. 377ff.), but it appears that Mill thought of harm in the descriptive sense, since he seemingly allows that individuals may be harmed in permissible ways, such as through competition (1859, pp. 292–3) or by their own choices (1859, pp. 279–81). Moreover, we can be harmed, though not wronged, by things that are not moral agents, such as animals or natural disasters (Bradley 2012, pp. 394–5). Thus, we can coherently distinguish between consensual and non-consensual harms; consent merely negates wrongness and not harm.
A distinction between consensual and non-consensual harm better captures the intentions behind the harm principle. It explains both why we cannot intervene in some non-self-regarding actions (because the harm is consensual) and why we can sometimes intervene in some self-regarding actions (because the harm the individual does to himself is not consensual). Thus, Mill could simply have referred to non-consensual harm, rather than non-self-regarding action; I believe that this reformulation is substantively plausible and better captures Mill’s own views.
6. Was this Mill’s View?

The reformulation offered in the last section is intended not simply to replace Mill’s harm principle, but as an alternative statement that he could have accepted. The primary justification for attributing this to Mill is that it fits with his various examples and applications, including cases of conduct that can be interfered with to prevent agents from harming themselves.

It might be objected that we should focus on Mill’s official statements of his principle, rather than his examples, which might misapply it. Of course, where there are apparent inconsistencies within a text, it is difficult to be certain which passages capture the author’s considered opinion and which may be dismissed as rhetorical exaggeration or a slip of the pen. However, we have reason to take Mill’s initial statement of the principle as an exaggeration and his later examples as better indicating his real, more nuanced, views. Some support can be found in Mill’s essay ‘Bentham’, where he wrote that:

[A]ll writing which undertakes to make men feel truths as well as see them, does take up one point at a time, does seek to impress that, to drive that home … It is justified in doing so, if the portion of truth which it thus enforces be that which is called for by the occasion. All writing addressed to the feelings has a natural tendency to exaggeration … we must aim at too much, to be assured of doing enough. (Mill 1838, p. 114)

This passage is followed by criticism of Bentham’s style, in which Mill attributes Bentham’s ‘intricate and involved style’ to an ‘impracticable precision’ which insists on incorporating all intended qualifications into every sentence, rather than being prepared to say ‘a little more than the truth in one sentence, and correct it in the next’ (1838, p. 114). Given that Mill sought to write for a general audience, it is reasonable to assume that he was willing to do what Bentham was not, and that On Liberty sometimes overstates Mill’s views, in order to counterbalance what he regarded as a tendency towards excessive conformity (Mill 1859, p. 269) and social interference in individual liberty (1859, pp. 219–20).
To be sure, Mill did not (so far as I am aware) admit to employing such rhetorical strategies in On Liberty. However, he did say that this is necessary in all writing intended to drive a truth home and surely On Liberty had this intention. Moreover, he begins chapter five by saying ‘I offer, not so much applications, as specimens of application; which may serve to bring into greater clearness the meaning and limit of the … entire doctrine of this Essay’ (1859, p. 292). Therefore, it seems that the best way to resolve any inconsistencies between Mill’s initial statements of his principle and his applications of it is to take the applications, rather than the pithy slogan, as expressing Mill’s true views. That is, we should conclude that he was never really an absolutist even about self-regarding liberty, but overstated his case at first to make his point more forcefully.
Obviously, if the interpretive claim of this section is correct, then the advantage of my formulation cannot be that it represents a substantive improvement over Mill’s, for it is what Mill meant. Rather, the advantage of this formulation is that expresses more clearly the key point, that society has no business protecting its members from what they consent to. Mill’s statement obscures this, by introducing an unclear distinction between what is self-regarding and what is not, which merely invites the objection that nothing is purely self-regarding (see section 1).

Consider the questions we must ask before intervening with someone’s action. One possibility is that we ask only whether the action to be interfered with is self-regarding (in which case intervention is never permissible) or not (in which case intervention may be permissible). This, however, neglects what may be the larger part of Mill’s protected sphere, namely actions that affect others only with their consent (see section 3). These actions, according to Mill’s official view (1859, p. 225), are equally sacrosanct as the self-regarding. Thus, we must ask two questions. First, is the conduct self-regarding? And, if not, do all affected consent? Only if the answer to both of these questions is negative may we intervene. Note that the second question is necessary only if the answer to the first is negative. However, Mill is sometimes willing to countenance interference with self-regarding action (see section 4). I suggested that this can also be explained in terms of consent. If I am right, then Mill would have us ask, firstly, whether an action is self-regarding and then, secondly (whatever the answer), whether all involved consent. But, when framed in this way, we see that it is the second question alone that determines whether intervention is permissible (see section 5). Of course, we need to identify those harmed (in the relevant sense) in order to identify whose consent is necessary, but consent does all of the normative work. My reformulation of the principle makes this clearer, while avoiding potential confusions that have occupied many commentators. Sections 8 and 9 consider whether this allows too little or too much interference, but first I comment on how my interpretation of Mill differs from that of Feinberg.
7. Is this Feinberg’s View?
My interpretation has similarities to that of Joel Feinberg, according to which:

Only the prevention of [wrongful] harm can justify coercion, he [sc. Mill] held, and what a person consents to is not “harm” in the requisite sense. It follows from these premises that no one can rightly intervene to prevent a responsible adult from voluntarily doing something that will harm only himself (for such a harm is not a “wrong”), and also that one person cannot properly be prevented from doing something that will harm another when the latter has voluntarily assumed the risk of harm himself through his free and informed consent. (Feinberg 1984, p. 116)
There are, however, differences between us.

First, Feinberg takes it that only wrongful harms can justify interference, whereas my interpretation focuses not on whether harms are wrongful, but on whether they are consensual. Of course, the significance of consent is that it (at least usually) negates wrongness, but this does not make the views identical. Some non-consensual harms are not wrong, for instance where Alpha harms Beta in proportionate self-defence or where Gamma’s succeeding in some competition sets back Delta’s interests. On Feinberg’s view, it seems that such non-wrongful harms can never justify interference, but on my interpretation they might.

This may appear an advantage of Feinberg’s interpretation, if we think that non-wrongful harms should not license interference. However, my interpretation does not say that such harms always do license interference, only that they might, which is consistent with thinking that one should never intervene in order to prevent such harms (but also with thinking that such interference may sometimes be justified). However, Mill unequivocally says that interference may be permissible even where a harm does not violate anyone’s rights:
[T]he fact of living in society renders it indispensable that each should be [legally] bound to observe a certain line of conduct towards the rest. This conduct consists, first, in not injuring the interests of one another; or rather certain interests, which, either by express legal provision or by tacit understanding, ought to be considered as rights … These conditions society is justified in enforcing at all costs to those who endeavour to withhold fulfilment. Nor is this all that society may do. The acts of an individual may be hurtful to others, or wanting in due consideration for their welfare, without going the length of violating any of their constituted rights. The offender may then be justly punished by opinion, though not by law. As soon as any part of a person’s conduct affects prejudicially the interests of others, society has jurisdiction over it. (1859, p. 276)

Feinberg, of course, was chiefly concerned with criminalization, which may plausibly be restricted to wrongful harms; but Mill was concerned with social intervention more generally, and was explicit that this may be permissible even where no rights are violated.

There are also, plausibly, cases where a harm is wrongful despite being consensual. For example, we may think that it is always wrong to torture someone, even if the supposed ‘victim’ consents. In these cases, it seems that Feinberg's interpretation of the harm principle is more likely to justify interference than mine. Again, this may seem like an advantage, if we think that intervention can be justified in such cases. However, our intuitive responses may reflect moralistic or paternalistic impulses, of the sort that Mill’s principle is intended to exclude. Moreover, appeal to moral wrongness is likely to prove controversial (Mulnix 2009), which may be a problem if––to use Rawlsian language––the harm principle is intended to be part of an overlapping consensus shared by those with differing comprehensive doctrines (Rawls 1993).
 It is, I think, contrary to Mill’s project to distinguish here between wrongful and permissible harms. This does not mean that we can never intervene in cases such as consensual torture, but only that the justification for intervention cannot be appeal to moral wrongness (see section 8 for other justifications).
Second, though Feinberg’s interpretation explains why paternalistic intervention with voluntary actions is impermissible (such actions are not wrongful), it does not explain why intervention is permitted to prevent involuntary self-harm (which is plausibly not wrongful either). Feinberg therefore supplements his harm principle with a second principle permitting interference with non-voluntary actions that involve a setback of interests (Feinberg 1986, pp. 100–1), whereas I propose only one principle: intervention may be justified to prevent an agent inflicting non-consensual harms (whether to herself or others). My formulation has the virtue of simplicity, since only one principle is appealed to, yet there may be no substantive difference here. Feinberg’s second principle, however, is intended as an account of permissible paternalism, rather than an interpretation of Mill. Thus, even if this is extensionally equivalent to my interpretation of Mill, this is still significant: it shows that Mill’s view was Feinberg’s. Moreover, unlike Feinberg, I believe that the same criterion for permissibility of intervention (i.e. absence of consent to harm) can be employed in both the self-regarding and non-self-regarding spheres.
8. Should All Consensual Harm be Protected?

I have suggested that prevention of consensual harm is not grounds for interference. One might ask whether this allows scope for criminal law. We do not ordinarily believe that consent makes all harms permissible; there are some gross harms (‘maims’) that we not only think wrong, but think it the business of society to prevent, even where the victim consents (Feinberg 1971, pp. 105–6; Baker 2009, pp. 97–8). If the harm principle prohibits society from interfering whenever harms are consented to, then it may prohibit us from interfering in these cases. It should be noted that this objection applies not only to my reformulation of the harm principle, but to Mill’s official statement too, since he includes consensual harm within the protected sphere (1859, p. 225). In any case, Mill has resources to respond to such objections.
First, it should be stressed that the purpose of the principle is precisely to limit the ability of the state and society to interfere in individual freedom. Perhaps we want to interfere with consensual sado-masochism, but it does not follow that we have the right to (cf. Athanassoulis 2002). However, if we wish to accommodate the view that the state ought to prevent certain harms, even where those harmed (appear to) consent, we might begin by noting that the consent involved must be genuine. We may worry whether apparent consent is genuine in some cases (Arneson 1980, p. 472). Though we should not exclude the possibility of genuine consent a priori, there are cases where, on hearing that someone has apparently consented to some harm, it is more reasonable to assume that this ‘consent’ is defective (e.g. they are coerced or not thinking clearly) than that it is genuine. In these cases, interference may be permissible, at least until it can be ascertained whether the consent is genuine. If distinguishing genuine consent is too difficult or costly, it may even be reasonable to presume all cases defective (Feinberg 1986, p. 79).
What is more, even if the most immediate ‘victim’ of some act consents to the harm, this does not show that the act cannot be interfered with to protect third parties from being harmed without their consent. Additionally, that society may only interfere with an individual’s actions in order to prevent (non-consensual) harm does not imply that only (non-consensual) harm-causing actions may be interfered with. Law, and even social opinion, is a blunt instrument. Sometimes it is necessary to interfere with harmless actions in order to prevent harmful ones (Bird 2007, pp. 181–6). While a more targeted intervention is, other things equal, to be preferred (Saunders 2013, pp. 76–7), where this is not possible or effective, a broader intervention may be justifiable, provided the harm prevented is great enough to warrant a larger loss of liberty. So, even if some people genuinely consent to harm h, it may be that the only way to protect others from suffering h without consent is to prohibit any action of inflicting h. Thus, even if some people do genuinely consent to maims, the state may be justified in intervening in all cases, because such consent is often suspect and it cannot be sure which cases are genuine.
I believe that Mill need not be embarrassed by the claim that consensual harm cannot justify interference but, in any case, the problems raised here apply to Mill’s version of the harm principle as much as my proposed reformulation. Where my reformulation differs from Mill’s is that it explicitly allows for interference to prevent non-consensual self-harm.
9. Is (Soft) Paternalism Permissible?

Mill’s harm principle includes both consensual harm to others and seemingly all self-harm within the protected sphere (1859, p. 225). My reformulation differs in explicitly allowing interference in self-regarding conduct where the individual does not consent to the harm that she does to herself (i.e. ‘soft’ paternalism
). As we saw (section 4), Mill’s own applications sometimes permit such interference, hence I believe that this better states Mill’s own views (see section 6), rather than a rival principle. Here, I shall argue that this principle is also more plausible than the apparently absolute anti-paternalism of Mill’s official statement.

I cannot defend the permissibility of soft paternalism here but, if soft paternalism is even potentially justifiable, it seems better that the principle allows for the possibility. A principle that potentially permits such intervention, by not placing non-consensual self-harm in the protected sphere, does not mandate paternalistic intervention: it is still possible to reject soft paternalism in each individual case. Thus, the reformulated principle is consistent with soft paternalistic interventions occurring or not occurring, whereas a version that absolutely forbids paternalistic interventions prejudges the issue. The reformulated principle is therefore not only more consistent with Mill’s applications (some of which involve soft paternalism), but independently more plausible, because more permissive.

It may be objected that this permissiveness comes at the cost of indeterminacy: the principle does not settle whether or not a given paternalistic intervention is justified. However, the principle does not directly settle the justifiability of any intervention; it merely frames how we should think about justification, by settling what reasons we can and cannot appeal to (1859, p. 292).
 In debating whether or not a particular intervention is justified, we will be called upon to consider various factors, including balancing the harm prevented against the loss of liberty. For Mill, this calculation consists in comparing utilities (cf. Brown 2010), though we need not accept this particular detail. Thus, the harm principle itself does not usually settle the justifiability of particular interventions, except where there is no permissible reason for interference (though, even here, see the arguments of the previous section), it merely excludes certain considerations as justifications for interference. This is true for both Mill’s original formulation and my reformulation; both tell us that consensual harm cannot justify intervention, the difference is that my reformulation allows for (but does not require) interventions designed to prevent individuals from harming themselves, where they do not consent to that harm. This, I believe, is a more attractive principle, though whether or not we should intervene in such cases will depend on the costs and benefits of doing so in that situation.
Those who advocate a particular intervention need not do so in terms of harm to others, but are free to appeal to self-harm, provided they can show that agents do not freely consent to this harm. Thus, when it comes to goods such as alcohol (see Saunders 2013) or unhealthy food (see Resnik 2010), advocates for regulation may argue that many people do not properly appreciate the long-term health costs of their choices. They may add that people’s choices are distorted by poor nutritional information, advertising, and social pressures (Gostin 2010; Kirkwood 2010). Mill was also concerned with such influences (1859, pp. 296–7), which is readily explained by a focus on genuine consent. While the presumption should always be in favour of liberty, and against interference, thereby placing the onus on advocates of intervention to show that consent is not genuine, we need not suppose that self-harm is never reason to interfere. 
10. Further Questions
Reformulating the harm principle in terms of non-consensual harms still leaves unanswered several important questions. We still need some account of what interests people have and of valid consent. Mill notes that consent must be free, voluntary, and undeceived. We might add, in light of the unsafe bridge case, that it should be informed: one cannot consent to harms that one is unaware of.
 Further, one also needs the capacity to consent; hence Mill’s restriction of the principle to those ‘in the maturity of their faculties’ (1859, p. 224). If minors cannot give valid consent, then harms to them will always be non-consensual.

There are still questions to resolve here, such as how much information someone needs for their consent to be ‘informed’. Presumably we do not require that people possess all possibly relevant facts, so ‘informed’ must mean something like possessing (or having access to) the information that a reasonable, prudent decision-maker would want (O’Neill 2003, p. 6). Another issue is that decision-making competence is a matter of degree; a fourteen-year-old may be competent to make some decisions over her own life, but not others. In general, the more momentous the decision, or greater the risk of harm, the more stringent we should be in ensuring genuine consent. 
To provide a full account of valid consent, or Mill’s views on such, is beyond the scope of the present article. Note, again, that this will be required even on the traditional formulation of the harm principle, since Mill includes consensual harm, as well as self-regarding harm, in the protected sphere (1859, p. 225). My reformulation at least has the advantage of making these the only problems, showing that there is no need to concern ourselves also with trying to distinguish between actions that are self-regarding and actions that are not. We do need, of course, to identify whose consent is necessary, but we do not need to classify the action as either self-regarding or not. If we want to think about social regulation in a Millian way, it is more fruitful to focus our attention on the distinction between consensual and non-consensual harm.

11. Harmed or Affected?

One further matter deserves comment. I have focused on non-consensual harms. These are, first, non-consensual, and, second, harmful. I assumed that society has no jurisdiction over conduct that benefits others. We might question this; perhaps individuals have no more right to benefit others unilaterally than they do to harm them. Ordinarily, we may expect that individuals will readily consent to benefits, but, if this consent is not forthcoming, perhaps society may intervene.
 We can therefore distinguish two different versions of the harm principle:
Narrow version: Society may intervene only to prevent actions that harm people without their consent.

Wide version: Society may intervene only to prevent actions that affect people’s interests without their consent.

The narrow version assumes an asymmetry between benefits and harms. If my action is objectively beneficial to you, your opinion does not matter.
 Conversely, your consent can license my action even where it is objectively harmful to you. It seems puzzling that the individual should have discretion over harms, but not over benefits.
The wide version, in contrast, gives individuals discretion over whatever affects their interests. Not only can they consent to be harmed, but they can refuse benefits. We might find this more appealing, since it treats benefits and harms symmetrically and allows individuals more control over their own lives: if you wish to impose a benefit upon me, then I can reject it. This does not mean that society must prevent you from imposing this benefit, but that it could be legitimate in doing so. Ordinarily we may suppose that individuals will consent to be benefited, and that it would not be expedient for society to prevent non-consensual benefits, but there might be cases in which society wishes to prevent someone from imposing benefits on unwilling recipients.
 On the wide version of the ‘harm’ principle, this could be legitimate.
I shall not attempt to adjudicate, here, between these two versions of the harm principle; I simply wish to highlight the distinction, which applies to both Mill’s official statement and my reformulation.
12. Conclusion

It is often supposed that Mill’s harm principle rests upon a distinction between self-regarding actions, which are immune to interference, and other-regarding actions, which are liable to interference. As many commentators have observed, this distinction is problematic. I have argued that a distinction can be drawn between self-regarding and non-self-regarding actions. However, this does not capture Mill’s meaning, since he allows intervention in some self-regarding cases, while prohibiting it in many non-self-regarding cases (where consent is present). That so many interpreters have focused on the self-regarding/other-regarding distinction has blinded many to the fact that it is neither crucial to Mill’s position nor the most plausible formulation of the harm principle.
I suggested that Mill’s intentions would have been better served if he had said that the only legitimate ground for interfering in someone’s liberty is to prevent non-consensual harm (or, perhaps, non-consensual effects). This explains why we are usually prohibited from intervening with self-regarding conduct, because individuals typically consent to what they do to themselves, while also explaining exceptions to this rule: it is permissible to stop individuals from harming themselves in ways that they do not consent to. This reformulation emphasizes that other-regarding conduct is equally sacrosanct where those harmed consent to that harm. Thus, the crucial test for the legitimacy of social intervention is not simply where harm falls, but whether it is consented to by those that suffer it. While this reformulation is not necessarily unproblematic, all of its problems are shared with Mill’s official position, while those problems associated with the self-regarding/non-self-regarding distinction are rendered nugatory. The permissibility of intervention should depend on whether those harmed consent to that harm, rather than on who is harmed.
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� In this respect, my reformulation differs from that of Ripstein (2006), since Ripstein proposes his sovereignty principle as an alternative to Mill’s harm principle, albeit suggested by one of Mill’s passing remarks. My proposal is a refinement of the harm principle that, I believe, Mill could and should have accepted. The emphasis on consent appears to move the principle in a Kantian direction (cf. O’Neill 1985), but––in keeping with Mill’s utilitarianism––consent is required for actions affecting well-being, rather than to preserve agency. (See also footnote 21, below.)


� Various attempts to preserve a self-regarding sphere by narrowing the notion of harm are criticized by Turner 2014.


� Mill (1859, p. 225) suggests the latter possibility, though he does not explain what he means by ‘directly’. I take it that my action harms you directly if the harm arises without mediation of other agents (including you). Whether my action significantly harms you, in contrast, is simply about the amount of harm done, rather than how that harm comes about. A harm may be direct but not significant or significant but not direct.


� I shall focus on one particular difficulty, but at least two others are worth mentioning. First, if the consequences of not having performed some other-regarding act y are reckoned among the consequences of one’s instead having performed otherwise self-regarding act x then x becomes other-regarding (Wollheim 1973, p. 26). Second, Mill presumably did not wish to license paternalistic interventions even in actions that are other-regarding (Saunders 2013, pp. 73–4).


� I do not, however, claim that this would have avoided all confusion. As Brink (2013, p. 140) notes, it is misleading to classify conduct that is offensive but harmless as ‘self-regarding’ in some technical sense. My concern here is with a different confusion.


� For instance, suppose that I wish to die but cannot bring myself to do it. I may manipulate you into killing me, yet (depending how the story is filled out) we might still wish to call this a suicide, though I died by your hand rather than my own. I thank Catriona Leyland for related discussions.


� Note the assumption that this risk is known to the agent. Whether one can consent to what one did not foresee is debatable. O’Neill 2003 argues that consent, being a propositional attitude, does not shadow logical or causal connections: ‘I may consent to A, and A may entail B, but if I am blind to the entailment I need not consent to B’ (p. 5). This is not, however, an objection where risks are known. Note that Mill’s later discussion suggests that someone should be not only undeceived but made aware of any danger (1859, p. 294).


� Mill discusses a case where, because of collective action problems, legal coercion may be necessary to give effect to people’s judgements in Principles of Political Economy (1848, pp. 956–7).


� It is assumed that if the individual has no will then nothing can be contrary (or opposed) to her will. A broader understanding would have it that anything not in accordance with one’s will is contrary to one’s will; thus intervention may be contrary to one’s will even where one has no particular will.


� For difficulties with such counterfactuals, see Hanna (2012, pp. 428–32).


� Feinberg’s proposal is criticized by Arneson 1980 (pp. 482–9). Feinberg 1986 (p. 118) offers a somewhat revised account, according to which certain actions can be deemed ‘voluntary enough’ even while falling short of full voluntariness.


� Or, perhaps better, deceit, since it is unclear what to say about culpable ignorance (Hanna, 2012).


� A similar response also applies to those, like Hodson (1981) and Brown (1989), who argue that non-enforcement does not diminish liberty. Mill may have been wrong to think that a refusal to enforce slavery contracts denies people liberty, but he was still prepared to limit liberty.


� Feinberg (1971, p. 107) regards talk of consenting to one’s own actions as metaphorical. The language may seem odd, but perhaps only because we usually reserve consent talk for formal contexts (O’Neill 2003, p. 4) or because we ordinarily assume that individuals consent to their own actions. In any case, my principle could be re-stated in terms of involuntary harm (i.e. the only purpose for intervention is to prevent involuntary harms). Since I do not give any determinate account of consent here, I do not distinguish between consent and voluntariness. Application of my reformulated harm principle will require a theory of consent/voluntariness, but that is beyond the scope of the present article.


� I thank an anonymous referee and editor for prompting me to elaborate on this. Note that Feinberg’s discussion of Mill occurs during his own attempt to state the limits of criminal law. For ways in which Mill’s harm principle differs from other ‘harm principles’ commonly invoked in criminal law, see Tomlin 2014 (pp. 278–83).


� It is often assumed that Mill’s liberalism rests upon his own comprehensive views but, for an alternative interpretation, see Gaus 2008, which argues that ‘Mill proves a broad defense of liberal neutrality that appeals to a wide range of citizens’ interests and, in that regard, Mill shares Lamore’s and Rawls’s concern with a non-sectarian defense of liberal neutrality’ (p. 84).


� Some use this term differently (see Conly 2013, p. 244, n. 1), but this is a stipulative definition.


� Turner 2014 (p. 301) also criticizes those who expect the harm principle to do too much work.


� Mill introduces the unsafe bridge case in order to defend the labelling of dangerous drugs, because ‘the buyer cannot wish not to know that the thing he possesses has poisonous qualities’ (1859, p. 294).


� Presumably one reason why it may not be forthcoming is that the individual considers the benefit to come with a cost, such as a sense of indebtedness. These cases are instances of pro tanto benefits accompanied with harms.


� I call this version ‘wide’ because it permits a wider range of social interference: society is permitted to intervene to prevent both non-consensual harms and non-consensual benefits. This results in a narrower protected sphere. Note that there is still some indeterminacy in what it is for an individual to be ‘affected’. A Kantian may posit that we always have an interest in not being lied to, yet on other (e.g. hedonistic) accounts being lied to need not affect one’s interests.


� While one of Mill’s arguments for the harm principle is that individuals are, in general, more likely to know their own interests than others are, his contrast between Socrates and the fool in chapter two of ‘Utilitarianism’ (Mill 1861, p. 212) makes evident that individuals are not infallible judges of their own interests. I believe that Mill operates with an objective notion of interests (Saunders 2010), but the argument does not depend on this. Suppose that Mill operates with a subjective notion of interests, so whatever you think is good (bad) for you is good (bad) for you. You may think that having me do x to you would be good for you, but for some reason not want me to do x to you. What you think good for you is may be different from what you want to happen; you may consent to something, though it is not good for you, or refuse consent to something that is good for you. A subjectivism that cannot make sense of these possibilities is implausible.


� Discussion provides an interesting test case. Waldron (1987) holds that a progressive being has an interest in having her convictions challenged, whether she likes it or not. If she is entitled to reject this benefit, then censorship may be permissible. Note, however, that Mill describes silencing an opinion as ‘robbing the human race’ (1859, p. 229). Even if individuals can usually refuse benefits to themselves, they cannot do so if they would thereby deprive others.


� Earlier versions of this paper were presented at the Political Theory Research Group in Edinburgh (January 2012), the Joint Sessions at the University of Stirling (July 2012), and Balliol College, Oxford (March 2013). I owe particular thanks to Elizabeth Cripps, Rowan Cruft, Antony Duff, Simon Hope, Christopher Macleod, James E. Mahon, Mark Philp, Peter Sullivan, Jeremy Waldron, Jonathan Wolff, and to four anonymous referees and an editor from the journal.





