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It is common for moral philosophers to reject a moral theory on the basis that its verdicts are unreasonably demanding - it requires too much of us to be a correct account of our moral obligations. Even though such objections frequently strike us as convincing, they give rise to two challenges: Are demandingness objections really independent of other objections to moral theories? Do standard demandingness objections not presuppose that costs borne by the comfortably off are more important than costs borne by the poor? These challenges have led some writers to question whether there really can be convincing demandingness objections, notwithstanding their strong initial appeal. David Sobel has argued that standard demandingness objections are ‘impotent’, Liam Murphy that they can be ‘dissolved’. In this paper, I aim to vindicate the possibility of demandingness objections by addressing these two challenges.
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It is common for moral philosophers to reject a moral theory on the basis that its verdicts are unreasonably demanding - it requires too much of us to be a correct account of our moral obligations. Even though such objections frequently strike us as convincing, they give rise to two challenges: Are demandingness objections really independent of other objections to moral theories? Do standard demandingness objections not presuppose that costs borne by the comfortably off are more important than costs borne by the poor? These challenges have led some writers to question whether there really can be convincing demandingness objections, notwithstanding their strong initial appeal. David Sobel has argued that standard demandingness objections are ‘impotent’, Liam Murphy that they can be ‘dissolved’. In this paper, I aim to vindicate the possibility of demandingness objections by addressing these two challenges.

In Section 1, I briefly outline the intuitive appeal that demandingness objections can have. In Section 2, I explain how demandingness objections are to be distinguished from other objections to moral theories. Then, in Sections 3 and 4, I explain the structure which standard demandingness objections must have if they are to be successful: their ‘appeal to cost’ must offer some rationale for distinguishing between costs to the agent and costs to ‘patients’. I propose that the most plausible such rationale is that costs to agents are self-imposed, and that the core basis for assessing moral demands is the appropriateness of moral sentimental reactions, such as blame and guilt, towards agents who act in particular ways.

Section 1. Demandingness Objections

Some demandingness objections appear to have strong appeal. Consider one form of Maximising Act Consequentialism:

Max AC: We are morally obliged to bring about the best expected consequences, impartially considered, that we can. Any alternative action, or lifestyle, besides that which brings about the best expected consequences, is morally wrong.

Given the current state of the world, where there is so much preventable suffering, so many poor people with curable or preventable illnesses, it seems that if such a strict form of impartialist consequentialism is correct, each of us is morally required to devote almost all of our time and money to helping some of the world’s worst-off. One’s best bet in maximally promoting the impartial good will surely involve devoting oneself to improving the lot of the very needy, whether by working for, or raising money for, effective charities, or by campaigning for international trade justice.
 Max AC counter-intuitively implies then that if we spend any substantial amount of time living our own lives, pursuing our own goals, enjoying close personal relationships, we act wrongly. We may only do as much of these as necessary to keep ourselves healthy and sane enough to keep maximising the impartial good.

Max AC condemns as morally wrong behaviour which seems a paradigm of morally admirable behaviour. It implies that someone who devotes most of his spare time and money to helping the worst-off, bringing about very large amounts of good, but who does less than the most he can, is acting morally wrongly.

Max AC seems to leave no room for supererogation - action which is morally good, but which goes beyond the call of duty. If we draw up a scale of the available actions in a given situation ranked from morally best to morally worst, Max AC implies that there is no category of actions further up the scale which are good but not obligatory (besides situations with more than one action with best expected consequences, where we have a disjunctive obligation to perform one of these). Yet in many choice situations, we take for granted that there are actions which fit this description. For example, when a stranger asks me for directions, I am perhaps obliged to help him in some way (by offering him directions, for instance) but it would be supererogatory to perform the most helpful action if that involves going out of my way to accompany the stranger to his destination.
Further, Max AC does not allow partiality towards one’s loved ones beyond that mandated by an impartial calculus. Certainly, a lifestyle involving no close personal relationships whatsoever is unlikely to provide a firm psychological foundation for a life of consistent do-gooding, and so some partiality will be instrumentally justified from an impartial perspective. But the intrinsic value instantiated in my relationships will be swamped by the good I can do by devoting myself to helping the worst-off, and since Max AC claims that I am morally obliged to maximise impartial value, it will generally permit very limited engagement with my friends and family.
Together, these considerations seem to constitute a strong demandingness objection to Max AC. Its account of moral obligation is simply too demanding to be plausible.

One important point to note is that standard demandingness objections apply to theories in virtue of their account of moral obligations (moral demands), rather than in virtue of their moral rankings of actions. One reason why consequentialism is often perceived as more vulnerable to demandingness objections than other moral theories is that, in its modern versions, consequentialism has generally included what we might call a presumption of optimality - the idea that ‘only the best is good enough’. One must do what is morally best (the action which tops the moral ranking) in order to fulfil one’s moral obligations. A theory, like scalar consequentialism, which eschews all talk of moral obligations and instead offers only a moral ranking, will escape such demandingness objections.
 (Such a theory will, of course, face other strong objections by doing so.) Theories face demandingness objections not in virtue of their moral rankings of actions, but as a consequence of drawing the line between the morally permissible and the morally forbidden too high up their ranking in various choice situations.
Section 2. How are Demandingness Objections Related to other Objections?

Despite the intuitive appeal outlined in Section 1, demandingness objections have come under attack, for two main reasons. Firstly, it is not obvious how there can be stand-alone demandingness objections which do not rest on some more fundamental objection. Secondly, the ‘appeal to cost’ which seems central to standard demandingness objections might be thought to speak in favour of, rather than against, a very demanding morality, given the present state of the world. I aim to vindicate the possibility of convincing demandingness objections by addressing the first issue in this section, and the second in Sections 3 and 4.

Isolating demandingness objections from other possible objections to claims of moral obligation is tricky. I have claimed that demandingness objections apply to moral theories in virtue of their verdicts about moral obligation and permissibility, rather than in virtue of their moral ranking of actions. We may, of course, judge of some moral theory that it wrongly ranks actions and that it is too demanding. When this is so, it will not always be clear when we have one objection or two. Suppose some moral theory claims that I have a moral obligation to spend Saturday afternoon assaulting as many innocent strangers as I can. Complying with this theory would be a real nuisance for me; there are very many other ways I would prefer to spend my Saturday afternoon. So we might object that this theory is too demanding on me. In one sense, this is obviously correct. But leaving the critique at that would be very unsatisfactory! There is something more fundamentally wrong with the claim of moral obligation than just that it is too demanding on me; its general evaluation of actions is wholly misconceived. Moreover, if in some other case some genuine good were at stake, asking me to give up one Saturday afternoon to do something unpleasant for the sake of that good might not be too demanding. This suggests that we can only work out whether some action claimed to be obligatory is too demanding when we correctly judge the value at stake.
Obviously not every objection that a moral theory falsely claims that an agent is morally obliged to do something is a demandingness objection. First, to be making a demandingness objection, one must claim that the action which the theory supposes to be obligatory is actually demanding on the agent. But standard demandingness objections are more limited still than objections that a theory falsely claims that an agent has a moral obligation to do something demanding. In order to be a demandingness objection of the standard kind, the objection has to be that the claim that the agent is obligated should be rejected just because performing the action is too demanding on the agent. Distinguishing demandingness objections from a variety of other cases where it is objected that a theory falsely claims that an agent has a moral obligation can help us see the underlying structure of standard demandingness objections.

When a moral theory claims some action to be morally obligatory, it cites some moral considerations in virtue of which the action is supposedly obligatory. Here are six different sorts of objections we might have to a theory’s claim that the moral considerations in favour of some action make it morally obligatory. (Note that whether they are good objections in the examples given is not the point of the discussion.) As an aid to carefully separating out the objections, I articulate each objection in a way that presupposes that the previous objection does not apply.
1. The No Good Reason Objection: There are no considerations, moral or otherwise, which speak in favour of doing A.

Example 1. The theory claims that Jones has a moral obligation to spend his spare time counting the blades of grass in all the city parks. The objector claims that there are no reasons at all which speak in favour of doing this.
2. The Moralism Objection: The purported moral considerations in favour of doing A are not in fact moral considerations at all.
Example 2a. The theory claims that Jones has a moral obligation to eat more healthily and do more exercise. The objector claims that the only reasons speaking in favour of these recommended lifestyle changes are prudential ones. The theory is accused of moralising prudence, speaking as if moral sanctions were appropriate just for a failure to do what prudence recommends.
Example 2b. The theory claims that Jones has a moral obligation to tip his bowl away from himself, and not towards himself, as he finishes his soup. The objector claims that there are no moral reasons to do this. The theory stands accused of moralising etiquette, speaking as if moral sanctions were appropriate just for a failure to do what (some code of) etiquette recommends.
3. The Insufficient Importance Objection: The purported moral considerations in favour of doing A, though perhaps genuinely moral considerations, are not of sufficient importance to generate moral obligations at all.

Example 3. The theory claims that Jones has a moral obligation to provide, at no cost to himself, some minor benefit to someone who is already very well-off. The objector claims that although there may be some moral reason to provide the benefit (perhaps because the mark of moral reasons is simply that they are other-regarding), what is at stake morally is just not of sufficient importance to generate a moral obligation.
4. The Wrong Moral Ranking Objection: The purported moral considerations in favour of doing A, though genuinely moral considerations and potentially of sufficient importance to generate a moral obligation, are outweighed by moral considerations speaking against doing A. In other words, doing A is not what is morally best, and therefore cannot be morally obligatory.

Example 4. The theory claims that Jones, who is mountaineering, has a moral obligation to help Alice, who is in danger of losing her finger, rather than help Bob, who is in danger of death. The objector claims that the moral reasons to help Alice are weaker than the moral reasons not to help Alice and instead help Bob. The theory stands accused of having a wrong moral ranking of the available options.

5. The Wrong Overall Ranking Objection: The purported moral considerations in favour of doing A, though genuinely moral considerations and potentially of sufficient importance to generate a moral obligation, are outweighed by non-moral considerations speaking against doing A, making it overall best not to do A.

Example 5. The theory claims that Jones, who is mountaineering, has a moral obligation to go and help Alice, who is in danger of losing her finger, even though he can do so only by risking his own death. The objector claims that the moral reasons to help Alice are weaker than the putatively non-moral reasons, grounded in his own good, not to help Alice and instead avoid significant risk of his own death. The theory stands accused of having a wrong overall ranking of the available options.

6. The Pure Demandingness Objection: The purported moral considerations in favour of doing A, which genuinely are moral considerations and potentially of sufficient importance to generate a moral obligation, are not outweighed by any moral or non-moral considerations speaking against doing A, but nonetheless are insufficient in context to generate a moral obligation, because the cost to the agent is too great. In other words, doing A is what is morally best, and what is overall best, but is not morally obligatory because the cost to the agent is too great.
Example 6. The theory claims that Jones, who is mountaineering, has a moral obligation to go and help Alice, who is in danger of death, even though the only way he can do so will result in him losing a limb. The objector concedes that the morally best thing to do is to help Alice, and that the overall best thing to do is to help Alice (i.e. there is more to be said overall for Jones saving her from significant risk of death than for saving his own limb), but that nonetheless he is not morally obliged to help Alice, because the cost to Jones of doing so is too great. The theory stands accused of treating as morally obligatory some action which is too demanding to be obligatory.

Some comments are required to clarify this delineation of objections, and explain its import:
1. When is there a Moral Obligation?

I do not claim that this list of objections is exhaustive. There may be other objections to a theory’s claiming a moral obligation. But if the list is exhaustive, then we have a genuine moral obligation to do A just when (i) there is something that speaks in favour of A; (ii) there are genuinely moral considerations speaking in favour of A; (iii) these moral considerations are potentially of sufficient importance to generate a moral obligation; (iv) the moral considerations speaking in favour of doing A are not outweighed by moral considerations speaking against doing A, in determining what it is morally best to do; (v) the moral considerations speaking in favour of doing A are not outweighed by non-moral considerations speaking against doing A, in determining what it is overall best to do; (vi) the costs to the agent are not so high as to prevent A being obligatory.
2. Characterising Moral Reasons
No single characterisation of moral reasons predominates in the philosophical literature. In delineating objections as I have here, I presuppose, for simplicity, a characterisation of moral reasons as other-regarding reasons. My main points could be expressed if we presupposed an alternative characterisation of moral reasons. In Example 2, for instance, I have portrayed it as a genuine possibility that there could be moral reasons to do A, but of such a trivial kind that they never generate moral obligations, even when there is no cost to the agent involved. An alternative characterisation of moral reasons would be as considerations which can potentially ground a moral obligation (in cases where there are no sufficiently weighty countervailing considerations). On this account, Objection 2 could be re-expressed by saying that the theory mistakenly regards the reasons in questions as moral reasons (i.e. as potentially obligation-generating reasons). A third possible characterisation of moral reasons is as impartial or agent-neutral reasons. On this account, one might say that the fact that Jones himself will suffer some evil unless he does A, as in Examples 5 and 6, constitutes a moral reason for him to do A, just because harm to any person constitutes a moral reason for action.
 In what follows, I will continue to use ‘moral reasons’ to mean other-regarding reasons.
3. The ‘Overall Best’

What does it mean to say that some course of action is ‘overall best’? By this, I simply mean that the course of action is the one that there is most reason to pursue, all things considered - that is, taking into account, and correctly balancing, all the relevant types of reasons. So if we think that in Example 6 the only reasons in play for Jones are ‘moral’ reasons (i.e. other-regarding reasons) to alleviate the threat to Alice’s life and self-regarding reasons to avoid losing his own arm, then what is overall best to do is just what there is most reason to do, all things considered, correctly balancing the moral reasons against the self-regarding reasons. So construed, different people will make different judgements about what there is most overall reason to do. Some may say that the overall best thing for Jones to do is to sacrifice his arm to try to save Alice’s life (i.e. the moral reasons are stronger than the prudential ones). Others will say that what there is most overall reason for Jones to do is to refrain from helping Alice, thereby saving his own arm, but leaving her vulnerable to dying (i.e. the prudential reasons are stronger than the moral ones).
 Others again will say that the reasons are roughly equal. And finally, some will say that the two sets of reasons are incommensurable (i.e. that there is not stronger reason to refrain from helping than to help, nor is there stronger reason to help than to refrain from helping, nor are the reasons roughly equal).
The main point for our purposes is not to give a verdict on which is the correct answer in such a case. Instead, the important point is that when someone claims, as does the objector issuing Objection 6, that although there is most moral reason to perform some action A, there is no moral obligation to do so, he is not committed to saying that that is because there is most overall reason to act otherwise. (And he is not even committed to saying that there is at least as much reason to act otherwise. Or that the reasons in play on either side are incommensurable.)
Some might doubt whether it ever really can be the case that there is most moral reason to do A (and the reasons are of potentially sufficient importance to ground obligations), that there is most overall reason to do A, yet that one is not morally obliged to do A. To my mind, however, there is a very strong case for thinking it is. Consider again, as in Section 1, someone who devotes a significant percentage of his time, efforts and resources to helping those in great need, doing far more than his peers. He seems to merit praise for his actions, not blame, and it rings false to charge him with acting morally wrongly. It will be conceded on all sides that he could be acting in a way that is even better, morally speaking. He could be giving up a larger proportion of his time and resources. But not only would that be morally better, it seems, but also, I suggest, it would be overall better too. The reasons grounded in his own interest (those he acts on in the actual world in deciding to live the life of moderate-but-substantial altruism) are strong, to be sure - the limited time and resources which he allows himself to pursue his hobbies and a few friendships afford him rich satisfaction. But the moral reasons to crank up his altruism to even greater heights seem, according to reasonable accounting, to be even stronger. After all, if he does increase his altruistic devotion, he will save and improve the lives of very many people, preventing intense suffering, affording many of them the opportunity for just the same sorts of rich satisfactions which he would be forgoing.
There are ways of rejecting this manner of weighing self-regarding reasons against other-regarding reasons. But it seems to me that they acquire a false attraction from the correct idea that we are surely not morally obliged to live a life of extreme altruism. This may be correct, and yet it may be the life that has most to be said for it, all things considered.
 The discussion of the appeal to cost in Sections 3 and 4 aims to give further explanation of why there really are actions which fill the category Objection 6 presupposes.
4. Over-Ridingness

My way of delineating objections presupposes the Over-Ridingness Principle:

If there is most overall reason to do not-A, there cannot be a moral obligation to do A. (Note well! This must be distinguished from the much stronger, and implausible, claim that moral reasons are over-riding.) If we were to reject the Over-Ridingness Principle, then pointing out that there is more overall reason to do not-A than to do A, as my Objection 5 does, would not of itself constitute an objection to the claim that A is morally required.

5. When are the Objections Distinct?

I have called Objection 6 the Pure Demandingness Objection. But can some of Objections 1-5 also (at least sometimes) be demandingness objections?

Here is a first pass at a general characterisation of demandingness objections:

Demandingness Objection: The claim that the agent is morally obliged to do A should be rejected just because doing A is too costly to the agent, given the moral considerations at stake, to count as morally obligatory.

In Objections 1 and 2, there are, according to the objector, no moral considerations at stake at all, so if there is any cost to the agent, then we might say that that cost is too much. Similarly for Objection 3, according to the objector, the moral considerations at stake are of insufficient importance ever to ground a moral obligation, so again if there is any cost to the agent, then we can say that that cost is too much. When Objections 1-3 are issued in cases where there is (taken to be) some cost to the agent, do they thereby become demandingness objections? It seems at best misleading to say that in these cases the claim that there is a moral obligation should be rejected just because of the cost to the agent. Rather, they should be rejected for the more fundamental reason that there is nothing (of sufficient importance) to be said, morally, in favour of doing A.
What about Objection 4? Suppose that in Example 4 helping Alice, who is in danger of losing her finger, will not only mean that Bob dies as a result of going unhelped, but will also result in Jones himself, the agent, losing a leg. We might say that there is a good demandingness objection to the claim that Jones is morally obliged to go and help Alice, since it does seem that doing so is too costly to the agent to count as obligatory, given the magnitude of the moral considerations speaking in favour of doing so. But here, of course, we feel the urge to emphasise that there are moral considerations speaking against doing A - it is not even the morally best thing to do, so it cannot be morally obligatory for that reason. It is over-determined that doing A is not morally obligatory. There seem to be two distinct objections to the claim of moral obligation: a Wrong Moral Ranking Objection and a Demandingness Objection.
In the case of Example 5, however, we might think that the Wrong Overall Ranking Objection is just the very same objection as any Demandingness Objection. In this case, we object to the claim that Jones is morally obliged to help Alice on the basis that the importance of the cost to Jones himself in helping outweighs the importance of the cost to Alice if she is not helped. This italicised formulation is a way of cashing out both the Wrong Overall Ranking Objection that there is more overall reason to do other than what is claimed to be morally obligatory, and the Demandingness Objection that the costs to the agent are too high to require of the agent given the magnitude of the moral considerations speaking in favour of the action. Therefore, some Demandingness Objections are also Wrong Overall Ranking objections. Other Demandingness Objections, those which I am calling Pure Demandingness Objections, do not involve attributing a wrong overall ranking of actions to the claim in question. When Pure Demandingness Objections are issued, it is conceded by the objector that the action is the best thing to do overall, but it is insisted that it is nonetheless not morally obligatory, simply because the cost to the agent is too high.

6. Why Separate Out these Objections?
In the Saturday afternoon assault example, we have a clear feeling that, even though the claim that there is a moral obligation is too demanding, there is something more fundamentally wrong with a theory that espouses this verdict. There is some other question that we should have been clear on before we got round to pointing out that it is too demanding. In that case, the claim of moral obligation seems to fall at the very first hurdle - there is nothing to be said in favour of the action claimed to be morally obligatory. In less absurd cases, the claim that there is a moral obligation may fall at one of the subsequent hurdles before the issue of whether it is too demanding even arises. We need to work our way through the other possible objections (2-5), which all concern the nature and strength of the considerations for and against the action in question, before we get round to settling any claim of over-demandingness. Claims of over-demandingness cannot be settled without first making the more general judgements about the value of the considerations at stake. This is because demandingness objections rest on an appeal to cost, and yet there is no single degree of cost that it is unreasonable to require of an agent, independently of the importance of the moral considerations at stake.

We can know that some claim of moral obligation is demanding just by looking at the costs the agent will have to bear. But in order to know whether the claim is overly demanding, we need to correctly identify the strengths of the various considerations at stake. Consider even a case where the demands on the agent are extreme: the claimed moral obligation for Abraham to obey God’s command that he kill his longed-for son Isaac.
 Unquestionably, complying with the supposed obligation is extremely demanding. But is it overly demanding? In order to answer this question, we need to know first how strong the moral considerations in favour of killing Isaac are. There are few actions, if any, of which we can say that they are so demanding that they will always be too demanding. If killing his beloved son were the only way to save millions of people from painful death, then it seems that Abraham would be morally obliged to do so - in spite of the extreme demandingness of doing so. We cannot then assess accusations of over-demandingness until we know the strengths of the relevant considerations on either side. Before we answer the question of whether the cost is one that it is reasonable to require of Abraham given the moral considerations at stake, we need to settle the more fundamental questions of whether obeying God and killing Isaac is even what is morally best, and of whether it is what is overall best.

A final question is whether, once we have settled the balance of reasons for and against performing some action, there is some single degree of cost which it is always reasonable to require of an agent in order to secure the goods at stake. We will see that there is strong reason to doubt this, and so we should conclude that an appeal to cost must instead say that the costs to the agent are sufficient in context to prevent there being a moral obligation.
Section 3. The Appeal to Cost

Getting clear on how demandingness objections relate to other objections, as we have done in Section 2, can help us address the second kind of worry about demandingness objections, and to assess when such objections are convincing. The core of standard demandingness objections is their appeal to cost - the thought that we cannot be morally required to perform some self-sacrificial act, or to live in some self-sacrificial way, because it is too costly to the agent. Theories which are implausibly demanding, like Max AC, impose unreasonably large costs on agents, according to people who make the demandingness objection. The most familiar context for such objections concerns theories which make stringent demands of beneficence on the relatively well-off for the sake of the poor. But as critics of the objection, such as David Sobel, have noted, we can respond to this appeal to unreasonably large costs by pointing out that the costs to the poor of people’s failing to live very self-sacrificial lives are generally even greater.

It may initially appear that standard demandingness objections rest on the simple thought that the correct moral theory cannot be one which allows some people to bear costs which are too great. But if that is correct, then theories which require less of agents like us relatively privileged people in the developed world, which do not require us to devote all or most of our spare time and resources to helping the worse off, should be rejected, because they allow the poor to continue to bear costs which are even larger than the ones we bear if morality requires extreme devotion from us. This line of thinking threatens to disarm standard demandingness objections. 

Sobel uses an example to bring out the general line of argument:

‘Joe has two healthy kidneys and can live a decent but reduced life with only one. Sally needs one of Joe’s kidneys to live. Even though the transfer would result in a situation that is better overall, the Demandingness Objection’s thought is that it is asking so much of Joe to give up a kidney that he is morally permitted to not give. The size of the cost to Joe makes the purported moral demand that Joe give the kidney unreasonable, or at least not genuinely morally obligatory on Joe. Consequentialism [i.e. Max AC], our intuitions tell us, is too demanding on Joe when it requires that he sacrifice a kidney to Sally.


But consider things from Sally’s point of view. Suppose she were to complain about the size of the cost that a non-Consequentialist moral theory permits to befall her. Suppose she were to say that such a moral theory, in permitting others to allow her to die when they could aid her, is excessively demanding on her. Clearly Sally has not yet fully understood how philosophers typically intend the Demandingness Objection. What has she failed to get about the Objection? Why is Consequentialism too demanding on the person who would suffer significant costs if he was to aid others as Consequentialism requires, but non-Consequentialist morality is not similarly too demanding on Sally, the person who would suffer more significant costs if she were not aided as the alternative to Consequentialism permits? What must the Objection’s understanding of the demands of a moral theory be such that that would make sense?’

It seems then that standard demandingness objections’ appeal to cost cannot simply be the thought that the costs which a theory allows some people to bear cannot be too high. Note that there are two distinct forms that this criticism could take: (i) an appeal to cost speaks in favour of whatever moral code will result in the overall minimisation of costs, or (ii) an appeal to cost speaks in favour of whatever moral code will result in the minimisation of the largest cost that any individual will have to bear. Either form of the criticism threatens standard demandingness objections.

We should note that even if this challenge is successful, it does not undermine all demandingness objections. It will leave intact those demandingness objections which are also Wrong Overall Ranking Objections. In Example 5, we can convincingly claim that going to rescue Alice is too demanding on Jones, because the cost he is asked to bear by helping is even greater than the cost to Alice that he can prevent by helping. So a general appeal to cost here speaks in favour of the demandingness objection to the claim of moral obligation.
This would be cold comfort to proponents of standard demandingness objections, who suppose that Pure Demandingness Objections can be convincing. And it is just these Pure Demandingness Objections which seem to be required to undermine claims that, in the current state of the world, comfortably off people are morally obliged to devote almost all of their spare time and resources to helping the needy. These objections assert that, even though there is more to be said overall in favour of doing the very demanding thing, the claim of moral obligation should be rejected, on the basis that it is too much to require of the agent.
If demandingness objections are to have the scope ordinarily supposed, they are going to have to be built on the idea that costs to the agent in particular can stop someone from being morally required to do what it is overall best that she do, preventing her from being morally required to bear whatever share of costs or burdens will result in the minimisation of overall costs or burdens (or alternatively, minimisation of the largest burden which will befall any individual).
Any defence then of standard demandingness objections must provide some rationale for the asymmetry between costs to the agent and costs to ‘patients’ (to others affected) in determining the extent of moral requirements.
Section 4. The Sentimental-Motivational View
Any plausible rationale for distinguishing costs to the agent and costs to patients must begin, it would appear, by noting that costs to the agent are self-imposed, while costs to patients are not. The rationale embodied in standard demandingness objections cannot be that an account of moral requirements can be rejected if it results in some person (just any person) bearing great costs, or if total costs are too high; instead, the rationale may be that an account of moral requirements can sometimes be rejected if it results in some agent having to impose significant costs upon herself.
 Can independent justification be given for this claim?
The most appealing accounts, to my mind, will make appeal to appropriate responses in our reactive attitudes - of blame and guilt - to the level of altruism and self-sacrifice an agent displays. What is morally obligatory seems clearly tied to the question of what someone is blameworthy for failing to do. But we do not judge that someone warrants feelings of blame and guilt simply for acting morally suboptimally. If we see warranted blame-responses as lying at the heart of moral obligation, then it becomes clearer how we can acknowledge some action as morally best (perhaps because it minimises overall costs, or the largest cost borne by any individual), while insisting that one fulfils one’s moral obligations so long as one shows sufficient willingness to bear costs for the sake of sparing costs to others. 
To see that there should be no presumption of optimality in determining our moral obligations, it helps to bear in mind that morality is a social phenomenon with a history. Our practices of making and expressing moral judgements – of praising and blaming, of holding people responsible, of shunning people, of imposing the informal sanctions of the sentiments - have developed in such a way that we most readily respond with the sentiments of blame to cases of harming and cases of free-riding or non-cooperation. Our moral sentimental dispositions have developed to deal with creatures with the sorts of motivational profiles that we have - predominantly self-interested, with only moderate altruism (and much of the altruistic motivation we do have is specifically concern for those close to us, our close kin and friends).
 We react with sentiments of blame only when someone gives too much weight to self-interest, rather than when they fail to do what is impartially optimal. Because people are typically predominantly self-interested, we judge someone who voluntarily gives up, say, three nights a week and thirty per cent of their income to helping the worst off to be really quite admirable; it seems quite inappropriate to feel blame towards someone who freely and unilaterally adopts such a lifestyle.

It is absolutely essential, of course, that we do not take unreflective sentimental reactions at face value. Our best judgements regarding what there is reason to feel are grounded in those feelings we have subsequent to deep reflection and extensive dialogue with others. Such reflection and dialogue must involve sincere effort to take up the perspective not only of relatively well-off agents like us, but also the perspective of those in desperate need. It is our dispositions to feel blame in light of such serious reflection and dialogue which serve as the epistemic gateway to our best judgements about when there is reason to feel blame. No other warrant for our judgements about reasons to feel (as with our normative judgements in general) is available beyond our finding ourselves convinced by them after such deep reflection and extended discussion with others. Any theory of the extent of our duties of beneficence which strays too far from those blame-responses which survive such scrutiny will strike us as unconvincing.

Note now that only agents are assessable for blameworthiness; patients are not.
 Agents can comply with moral demands; patients cannot. We can, of course, say informally that a moral theory is ‘demanding’ on patients who go unhelped as a consequence of a moral theory asking less of agents. A relatively lax theory of demands of beneficence could be described as ‘demanding’ on the world’s poor, in the sense that compliance with the lax theory results in them bearing greater costs, being worse off, than they would be under conditions of compliance with a less lax theory. We could choose to use the term ‘demandingness’ in this way. But we must take care not to foreclose important substantive questions. The magnitude of benefits and costs distributed on the basis of compliance with a moral theory’s requirements is one important factor in determining whether that account of moral obligations is plausible. But it is clearly not the only one, when we bear in mind the apparent link between moral obligation and appropriate sentimental reactions. Judgements about the appropriateness of feeling blame towards agents for behaving in particular ways must take account of the consequences of their actions and of available alternative actions. But they must also take account of natural or typical patterns of motivation, of what humans find it easy or difficult to be motivated to do. And if to say that something is morally obligatory is in part to say that it is appropriate to feel blame towards someone for failing to do it,
 then our judgements of what is morally obligatory must likewise take into account standard patterns of human motivation. When agents are asked to impose costs upon themselves, demands are being made on their will.
 In considering when we ought to feel blame towards such agents, we must evaluate the quality of their willing, relative to natural or common patterns of human willing and motivation. There is no corresponding question about when blame is properly felt towards patients - patients are not subjects of putative demands thus understood. It is this asymmetry which underlies the differing relevance of costs to agents and costs to patients.

There is of course an important respect in which the poor are indeed subject to substantive moral demands - they are faced with moral demands to respect property rights. In this role, they are not patients, but agents. Notwithstanding the importance of the stability and security of property, when the poor have been treated in a way that is systematically unjust, in a way that results in them lacking the means to basic subsistence, many of their obligations to respect property rights may lapse. This prospect should reinforce the urgency of securing a more egalitarian and just distribution of access to resources.
This sentimental-motivational approach promises then to accommodate concerns which Sobel raises about the idea of treating ‘compliance costs’ differently from ‘costs imposed on us by a moral theory in other ways’.
 The differentiation, Sobel objects, ‘presupposes that even if the cost to the unaided is as large and as 24/7 as the cost to the aider, the aider’s burden is more morally significant’.
 On the view I am proposing, we might concede that in one sense all equal-sized burdens are of equal importance, yet insist that whether some burden will befall an agent or a patient can make a very significant difference to what the agent is morally obliged to do, just because the appropriateness of feeling blame towards the agent is clearly affected by where the burden falls.
 Consider the following case:

Scarce Medicine Case
Charlie and Don each require scarce medicine to save their life. The doctor has only one dose, and tosses a coin to determine who gets it. Charlie wins the toss, but decides to give up the life-saving dose to Don. We should feel great admiration for Charlie - even though there is no diminution in the overall costs as a consequence of his action. The costs befalling Charlie as a result of his sacrifice are on a par with the costs which Don is spared.
Whether the costs resulting from some action accrue to the agent, or to some other person, can dramatically affect how we should feel about the agent. The point in this example is about what merits admiration. But similarly straightforward points can be made about what merits blame. One merits blame for doing harm to others, but not, in general, simply for doing harm to oneself. This is a central theme in John Stuart Mill’s On Liberty:
‘the self-regarding faults… are not properly immoralities… They may be proofs of any amount of folly, or want of personal dignity and self-respect; but they are only a subject of moral reprobation when they involve a breach of duty to others, for whose sake the individual is bound to have care for himself.’

The sentimental-motivational view plausibly has further implications for the shape of moral requirements. We have already seen that the mere size of the costs that a theory requires the agent to bear on any particular occasion is not sufficient to know whether the demand is acceptable. Whether an agent acts wrongly by failing to impose some cost upon herself is relative to the extent of the moral considerations at stake. But it also appears relative to context in other ways. Consider the following two scenarios:

Scenario 1

Barney’s liver is damaged through no fault of his own. Adam can save Barney’s life by giving up his healthy liver to be transplanted into Barney, in which case Adam will die and Barney will live.

It is too demanding to morally require Adam to give up his liver (and hence his life) for Barney.

Scenario 2

Adam’s liver is damaged through no fault of his own. The only way for Adam to survive is by drugging Barney and having Barney’s healthy liver transplanted into his body. If he does not, then again Adam will die and Barney will live.

It is not too demanding to morally require Adam to forego the opportunity to steal Barney’s liver.

Even though the cost Adam has to bear is the same in both cases, and the goods at stake for others are the same in both cases, we judge that Adam would merit feelings of blame for failing to bear the cost in Scenario 2, but would not merit feelings of blame for failing to bear the cost in Scenario 1. On the sentimental view, these judgements of warranted blame ground the differing judgements about moral obligation: Adam is morally obliged to bear the costs in Scenario 2, but is not morally obliged to bear the costs in Scenario 1.
The sentimental-motivational approach thus provides a framework which makes sense of our confident judgement that legitimate costs for a theory to require an agent to bear are relative not only to the magnitude of the goods at stake, but also to the specific features of the situation. Again, among those features apparently relevant to whether blame is warranted is whether humans are readily motivated to act on the considerations in play. Some reasons for action are ones that we more readily, more naturally respond to than others; they are easier for us to respond to than others. We may suspect that the appeal of a distinction between doing and allowing harm lies here. Even though the cost to me of not killing my rich relative may be even greater than the cost to me of devoting a large amount of time or money to helping the needy, it is relatively easy for me, as someone with typical patterns of human motivation, to refrain from the killing. Most of us have deep-seated motivational inhibitions against harming, which we do not generally have against failing to help – an asymmetry which informs our differing sentimental reactions to active harms and to failures to prevent harms.
The sentimental-motivational view can allow that demandingness objections need not depend on any more fundamental claim. On this view, the fundamental starting-point of the demandingness objection is that it is sometimes inappropriate to feel blame towards someone who fails to do A, because doing A would require imposing significant costs on herself. The degree of cost which counts as sufficiently significant to get her off the hook of blame in any given scenario will vary according to (a) the costs to others affected, and (b) whether the costs to the agent are ones which we are readily motivated to impose upon ourselves.

It is the normativity of blame-feelings which comes first, on this view. There is no more fundamental rationale for the distinction between costs to agents and costs to patients than the normative judgement that blame-feelings are not warranted towards someone who shows a willingness to impose high costs upon himself, but does less than the very most he can to minimise overall costs from the impartial point of view. Similarly, any distinction between doing and allowing harm will be downstream from the more fundamental judgement that blame-feelings are more readily warranted in response to anti-social behaviour which humans are generally motivated to avoid (which they can easily avoid) than in response to behaviour which is difficult to avoid.

This is of course only a sketch of a sentimentalist-motivational view, and there may be alternative ways of drawing the distinctions amongst costs required to vindicate standard demandingness objections.

Accepting that we are creatures who have a particular motivational profile and that this must be taken into account in determining what moral obligations we face may seem to leave us in a disappointingly complacent and unambitious position. Is it not rather convenient for those in wealthy countries if it turns out that how much we can be morally required to do is limited by typical levels of altruistic motivation?

Two things should be said in response. Firstly, I have only argued that we are not morally obliged to do what is morally optimal. This does not imply that our current efforts to help the world’s needy are acceptable. For all I have said, we are plausibly required to devote significantly more of our time and resources than most of us do to helping the worst off. My point has been just that in order to be plausible, an account of moral demands cannot stretch too far from typical human motivations. One does not merit the condemnation of having failed in one’s moral obligations just in virtue of falling short of some ideal standard of behaviour which is very distant from what is normal for humans. Secondly, it is compatible with what I have said that our levels of altruistic motivation can change, and thus that morality can come to issue even more stringent demands upon us than they currently do. As John Stuart Mill wrote:
‘the domain of moral duty, in an improving society, is always widening. When what once was uncommon virtue becomes common virtue, it comes to be numbered among obligations, while a degree exceeding what has grown common, remains simply meritorious’.

Conclusion

There appear to be strong demandingness objections against some moral theories. Even if a theory correctly ranks actions from best to worst, it may err by drawing the line of moral permissibility too far up the ranking. Attending to the distinction between rankings of actions and claims of moral requirement can help us understand how standard demandingness objections are related to other objections to moral theories. ‘Pure’ demandingness objections are distinct from wrong ranking objections; other demandingness objections may be at the same time wrong ranking objections.
What standard demandingness objections have in common is that they are grounded in an appeal to cost. The reason why we are not required to perform the action at (or near) the top of the moral ranking of available actions in many cases is because the costs or sacrifices required of the agent in doing so are objectionably high. If standard demandingness objections are to be plausible, a rationale must be offered for treating the costs to agents asymmetrically to costs to patients. I have suggested that the most plausible such rationale is that agents comply with demands, whereas patients do not; costs to the agent are ones which a person has to impose upon herself. As such, we need to ask how it is appropriate to feel towards someone who imposes or fails to impose a certain level of cost or sacrifice upon herself in a given situation. In particular, we should ask whether someone would generally merit feelings of blame for making sacrifices of a particular degree, for the sake of bringing about various moral goods. Given our natural patterns of motivation, predominantly self-interested, and altruistic only to a moderate degree, it is sufficient for avoiding blameworthiness that one makes significant sacrifices for the sake of promoting the good of others (by way of beneficent behaviour towards the distant poor, for example) which nonetheless fall short of the best that one could do. Such a view may leave in place the feeling that most of us fall well short of what we are morally required to do for the sake of those less well off than ourselves, but leaves room for the convincing thought that extreme devotion to the good of others is supererogatory - it may be morally excellent, but it is not morally obligatory. Moral theories which suggest otherwise are rightly charged with demandingness objections.
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� This may involve not just spending one’s ‘spare’ time pursuing such altruistic ends, but also changing career to one which directly helps the needy, or which is higher-paying, allowing one to donate more to effective charities.


� It seems unpalatable to condemn as wrong behaviour which is fitting to admire. Some consequentialists argue that feelings of admiration, blame, etc, should be assessed exclusively according to the consequences of our having such feelings, leaving room to argue that some action may be wrong yet also admirable, because it does good if people admire it. The tension I point up here is certainly more vivid if we accept an account of admirability in terms of what is fitting to admire, rather than what is instrumentally beneficial to admire. A theory will seem too demanding if it appears to be condemning too much as morally wrong by condemning even behaviour which it is fitting to admire. For argument that consequentialists should adopt a fittingness account of reasons to feel, see McElwee (unpublished).


� Recent discussions of detaching a consequentialist ranking from the presumption of optimality in response to demandingness objections include Norcross (2006); Crisp (2006); Slote (1985); Mulgan (2001); Scheffler (1992); McElwee (2010). 


� Such issues come to the fore in Sobel (2007) and Murphy (2003). Detailed discussion of Sobel and Murphy is beyond the scope of this paper, but a couple of points are worth noting. Sobel’s central argument is that demandingness objections are impotent against consequentialism, since they presuppose prior departures from consequentialism. Part of my aim in this paper is to establish that there can be convincing, ‘non-impotent’ demandingness objections to moral theories, but I agree that the most pressing objections to consequentialism are not demandingness objections. Murphy convincingly argues that we cannot object to a moral theory simply on the basis that it imposes high demands on agents, without making reference to the goods at stake and to specific context. The present discussion aims to establish that by acknowledging this we are not committed to pessimism about the possibility of convincing demandingness objections.





� The question is then left open whether there are also agent-relative reasons for Jones to do A, supplementing his agent-neutral reason. If Jones’s doing A is necessary to prevent Jones suffering, but Jones’s doing B instead of A is necessary to prevent Smith suffering, then Jones may have equal moral reason to do A or B on the present construal, but have stronger overall reason to do A, because there are agent-relative reasons tipping the balance.





� Someone might think this if she thought that in general prudential reasons are stronger reason than moral reasons, holding constant the good at stake. This thought might more naturally be expressed by claiming that the agent has more reason to save his own arm than help Alice escape death.


� See McElwee (2007) for further discussion.


� See Dorsey (2012) and Portmore (2011) for discussion.


� It is open to someone to argue that there are Wrong Overall Ranking Objections which are not Demandingness Objections, where non-moral considerations not grounded in costs to the agent make it the case that there is stronger overall reason to do something other than what is claimed to be morally required. Note also that there are also cases where a theory stands accused of having a mistaken overall ranking in virtue of having a mistaken moral ranking. Such objections are here classified as Wrong Moral Ranking Objections.


� Genesis 22.


� See Sobel (2007); Murphy (2003); Kagan (1989).


� Sobel (2007), 3.


� There may be contexts in which externally imposed costs are especially difficult to justify. The present point is simply that self-imposed costs are distinctive in the context of assessing how much can be demanded of agents.


� We also have motivations which appear to fall outside self-interest and altruism: revenge, curiosity, respect for God’s commands, impersonal values like truth or beauty.


� Compare Bernard Williams on utilitarianism: ‘by what right does it legislate to the moral sentiments?’, Williams (1981), x.


� Patients are not blameworthy qua people affected by the actions of others. Any given patient will be assessable for her own actions and attitudes. Also, in saying that the poor are patients and not agents insofar as assessment of the moral obligations of the rich are concerned, I do not endorse the idea that global poverty is most effectively or justly addressed by acting as if the poor themselves should play only a passive role, as beneficiaries, rather than being at the forefront of planning their own lives. See Lichtenberg (2013), Chapters 1 and 8.


� Acknowledging this tight connection still leaves room for instances of blameless wrongdoing (blameless violations of moral obligations). One type of case is where an agent has an epistemic excuse – she acts wrongly because she (faultlessly) has relevant false beliefs, about, for example, the consequences of her actions. Another type is where the agent has a non-epistemic excuse – she acts wrongly because she is suffering from debilitating pain, or is clinically depressed, or has just received extremely upsetting news. Still, we can characterise wrongness in terms of what someone would merit feelings of blame for doing, were she more typically circumstanced. This claim is, of course, still controversial. This sentimentalism gains plausibility from its capacity to make sense of putatively appealing demandingness objections. For development of the view that moral wrongness is well understood by reference to blameworthiness, see Gibbard (1990), Ch. 3; Skorupski (2010), Sect. III; Mill (1861), Chapter 5 paragraph 14.


� Cf. Nagel (1975), 145-6. These considerations may point us towards thinking of demandingness in terms of difficulty, as well as cost. Perhaps one reason we should treat costs to agents and to patients asymmetrically in determining our moral obligations is because it is especially difficult to impose costs upon oneself. Defenders of demandingness objections have not generally expressed their view in terms of difficulty, so I focus here on costs. Sobel raises an objection to the idea that demandingness objections might be understood in terms of difficulty of compliance, saying: ‘a significant reason it is difficult to comply with a morality that requires large costs of us as agents is that we assume such a moral theory will result in a situation that is much worse for us, our loved ones, or our projects. But this need not be so. For we might be asked to bear large costs as agents yet receive significant benefits as patients… It would be odd to complain that a moral theory is unacceptably demanding if one fared better under it than under rival moral theories’ (Sobel (2007), 10). This is a nice point, but Sobel’s conclusion should be resisted, I think. It seems that a moral theory may still be rejected as too demanding if it requires someone to impose costs upon herself when it is extremely difficult to do so, even if she is best off under that moral theory, just because it may well be inappropriate to feel blame towards her for failing to do what is extremely difficult to do. Just as the fact that something is impossible to do means that it is not morally obligatory, so sometimes the fact that something is very difficult to do means that is not morally obligatory. For a development of these points, see McElwee (2015).


� Sobel (2007), 9.


� Sobel (2007), 9.


� See Slote (1985).


� Mill (1859), 279.


� See Kagan (1989), Sobel (2007) for discussions of similar examples. 


� One might wonder about the relationship between, on the one hand, the distinction between costs a moral theory requires of an agent and costs it permits to befall patients, and on the other hand, a distinction between causing and allowing harm. Sobel suggests that the former just is the latter distinction ‘altered so as to be used to assess moral theories rather than agents.’ Sobel (2007), 11. However, there do seem to be two importantly separate distinctions: (i) between costs to agents and costs to patients, and (ii) between costs resulting from active harming and costs resulting from failures to prevent harm. This would result in four distinct categories of costs:


Costs that some agent imposes upon himself by performing a positive action


Costs that some agent imposes upon a patient by performing a positive action


Costs that some agent allows to befall himself by abstaining from action


Costs that some agent allows to befall a patient by abstaining from action.


My main point in the present section is to argue that (a) and (c) figure differently in an account of moral obligations than do (b) and (d). But the sentimental-motivational view may endorse something akin to the distinction between (b) and (d), since someone with ordinary patterns of human motivation finds it relatively easy to refrain from positively harming others.


� Is the resulting view necessarily ‘deontological’? I have suggested that costs vary in their impact on moral permissibility (since they appear to vary so clearly in their impact on blameworthiness) depending on whether the cost accrues to agent or patient, and on how difficult the costs are to impose. This seems to rule out impartialist consequentialism, if that is a view on which moral permissibility is a straightforward function of the good and bad consequences of actions (independent of whom those good and bad consequences accrues to, and of whether the costs are easy or difficult to impose). But it may nonetheless be compatible with a fully-fledged consequentialism about reasons for action. It is possible to go along with the consequentialist in arguing that costs of the same magnitude provide the same strength of reason for action no matter whom they befall (whether agent or patient) and no matter whether they were difficult to impose, while also arguing that costs vary in their relevance in determining how we should feel about the agent, in particular whether we should feel blame towards him for acting as he does. See Chappell (2012) and McElwee (unpublished).


� Mill (1865), 338. This second point highlights the importance of moral education, understood not just as the inculcation of true moral beliefs, but as the cultivation of altruistic motivation. See Mill (1861), Chapter 3.


� Parts of this paper were presented at the Universities of Leeds, Stockholm, St Andrews, and Cambridge, and University College Dublin. I am very grateful to the audiences at these presentations for their feedback. I would also like to thank Iason Gabriel, Scott Horne, Gerald Lang, James McGuiggan, Tim Mulgan, David Sobel, and Fiona Woollard, as well as the members of a reading group on moral demandingness at the University of St Andrews: Liz Ashford, Carl Mildenberger, Leonard Randall, Joe Slater, Justin Snedegar, Martin Sticker, and Jens Timmermann.
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