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UNIVERSITY OF SOUTHAMPTON

ABSTRACT

FACULTY OF ENGINEERING AND THE ENVIRONMENT

COMPUTATIONAL ENGINEERING AND DESIGN GROUP

by Christopher A. Paulson

The ability to quickly fabricate small unmanned aircraft through additive manufacturing

methods opens a range of new possibilities for the design and optimisation of these

vehicles. In this thesis, we propose a design loop that makes use of surrogate modelling

and additive manufacturing to reduce the design and optimisation time of scientific

small unmanned aircraft. Additive manufacturing reduces the time and effort required

to fabricate a complete aircraft, allowing for rapid design iterations and flight testing.

Co-Kriging surrogate models allow data collected from test flights to correct Kriging

models trained with numerically simulated data. The resulting model provides physically

accurate and computationally cheap aircraft performance predictions. A global optimiser

is used to search this model to find an optimal design for a bespoke aircraft.

We apply the proposed design loop in a real-world case study. A parameterised joined

wing aircraft is optimised to fulfil the mission requirements of a sensorcraft, or a small

unmanned aircraft capable of carrying a payload of scientific sensors. Following the

proposed design loop, three parametric aircraft were fabricated using additive manufac-

turing and flight tested. These flight testing data were used to construct a co-Kriging

surrogate model capable of being used for the rapid optimisation of future sensorcraft.
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Chapter 1

Introduction

Moore [1965] observed that the ‘...complexity for minimum [integrated circuit] compo-

nent costs has increased at a rate of roughly a factor of two per year.’ This observation,

commonly known as Moore’s Law, has endured for over fifty years of semiconductor

development. Perhaps the most significant result of Moore’s Law is a constant im-

provement in computational capabilities through the development of complex central

processing units. As computers become more advanced, they become more proficient at

solving increasingly complex problems.

Numerical modelling is one type of complex computation problem that significantly

benefits from Moore’s Law. In seeking to produce physics-based predictive models,

numerical modelling now replicates many aspects of the physical world with increasing

accuracy. Numerical simulation complexity, as defined by Voller and Porte-Agel [2002],

has grown at a rate nearly identical to Moore’s Law. The constant increase in model

complexity implies that numerical modelling continues to improve and that a complete

re-creation of the physical world is not yet possible. However, this in no way implies

that the current methods and approaches are not useful. Achieving near-physically

accurate predictions is possible if a problem is sufficiently constrained and simplified.

Additionally, numerical modelling is a powerful tool in identifying and understanding

the relative change between two similar numerical modelling problems, thus making it

an effective enabler of optimisation algorithms.

1



2 Chapter 1 Introduction

Post-processing numerical modelling results can produce quantities that are comparable

to observed results in the physical world. For example, a computational fluid dynamics

simulation can yield the values of lift and drag for an aircraft. These high-level values

can be compared to data recovered from wind tunnel testing or flight testing aircraft.

This type of comparison improves confidence in the numerical modelling method used,

but it fails to utilise the full potential of the results. A key aspect of the potential of

numerical modelling lies in the low-level data produced by the simulation. These low-

level data explain the phenomena that lead to the development of the high-level result.

In the example of aircraft computational fluid dynamics, post-processing supplies the

lift and drag forces, while the low-level data provide information about features like

interference drag and wingtip vortices. Low-level data can often be very difficult to

measure physically, especially if the measurement is made in situ. A benefit of these

low-level data is that they can be used to identify the causes of changes in high level

data. In the example of interference drag, these low-level data indicate which part of a

geometry is responsible for the changes observed in high-level results.

The discussion thus far has focused on numerically simulated data, though we hinted at

the importance of physical testing. Manufacturing objects, instrumenting experiments

and processing the results are often considered to be complicated and costly. However,

these challenges of working in the physical world are rapidly diminishing with help from

Moore’s Law.

In the last thirty years, manufacturing technologies have benefited from high-performance

integrated circuits. Machines that once required a highly skilled tradesperson to operate

are now automated. Complex shapes can be constructed quickly and with high accu-

racy. Automation is reducing the cost of manufacturing tools, improved throughput

and increased the precision of this equipment. In turn, simplifying and accelerating

manufacturing leads to improvements in physical testing.

One example of an automated manufacturing technology, which is highly relevant to

this thesis, is additive manufacturing. Additive manufacturing is a process in which

physical objects are created directly from digital geometry files. In other words, additive

manufacturing converts digital bits into physical objects. Parts are fabricated in thin
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layers, where one or more materials are deposited or densified by advanced, computer-

controlled machines. This manufacturing technique allows for simple production of

complex shapes. For this reason, additive manufacturing is an appealing technology to

investigate the fusion of physical objects and numerically simulated data.

Like manufacturing hardware, instrumentation equipment changed dramatically over

the past thirty years. High-performance portable electronic devices led to advances

in environmental sensors and imaging devices. Advanced software and algorithmic de-

velopment make these sensors simple to deploy in physical testing. System-on-a-chip

platforms reduce the design complexity of high-performance data acquisition systems.

Additionally, inexpensive non-volatile memory enables the storage of data generated

from high-speed data acquisition. This further simplifies testing, as measurements can

be made in situ and processed later.

These observations about numerical modelling and physical testing are intended to il-

lustrate that these technologies are complementary. Each method produces data that

the other cannot. It is, therefore, important to investigate methods of fusing these data

into a form that is useful in the engineering and design process. Advances in the field

of numerical modelling, manufacturing and instrumentation present an opportunity to

re-evaluate methods for design and optimisation. This thesis will explore how the state

of the art in these three areas can impact the design and development process of a

sensorcraft, or a small unmanned aircraft system for atmospheric research.

1.1 An Illustrative Example of Learning by Fabrication

and Physical Testing

The previous section made the claim that manufacturing and testing a physical object

has never been simpler. This section seeks to illustrate this claim with a simple example:

modelling the flight performance of a paper helicopter. The geometry of these helicopters

is shown in Figure 1.1.
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(a) A pattern used to fabricate
a paper helicopter. Solid lines
represent cuts, while dashed lines
represent perforations.

(b) A representation of the final folded paper helicopter.

Figure 1.1: A paper helicopter geometry considered in this example.

This example exists at an engineering extreme, one where the cost of physical testing is

considerably lower than the cost of a numerical simulation. It is presented to demonstrate

the intrinsic value of data that can be collected with physical testing. The total cost

1 of this experiment was approximately two minutes per aircraft. The total time to

fabricate, test and post-process each aircraft was under 10 minutes.

The paper helicopter has long been used as an example in experimental design and

statistics. These helicopters are commonly referred to as ‘Box’s helicopters’, after Box

[1992], whose 1992 paper describes how the simplicity of the paper helicopter can be

exploited in teaching the statistics of experimental design. Additional work has been

done on the statistical modelling of these aircraft by Johnson et al. [2006, 2007], Viana

et al. [2011] and Annis [2012]. This example will explore paper helicopters from an

engineering perspective, specifically around the design and optimisation of these aircraft.

The techniques employed for this example are discussed and used extensively in the

following chapters.

Besides illustrating the benefits of physical testing, this example serves a practical pur-

pose. The paper helicopter is now being considered as a proposed atmospheric research

1The term ‘cost’ is used to mean the experimenter’s time, as the cost of materials is almost negligible
in this experiment.
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aircraft. These aircraft will be fitted with inkjet printed circuits that measure a variety

of atmospheric parameters for a fraction of the cost of existing solutions. More details

about the use of low-cost aircraft for atmospheric research can be found in Chapter 7.

The full experimental details of this work can be found in Appendix A.

Based on the observations of an ANOVA study by Johnson et al. [2007], the two signifi-

cant parameters influencing the rate of descent of a paper helicopter are the length and

width of the wing. For this work, these wing parameters were controlled by two design

variables: aspect ratio and wing area. These parameters explicitly defined the length

and width of the wing.

The objective of the optimisation was to minimise the rate of descent of a paper heli-

copter. This is because an increased rate of data collection at each point in the atmo-

sphere is desirable in atmospheric research. Longer descent times allow the aircraft to

be a better Lagrangian drifter, providing better resolution of atmospheric phenomena.

In addition to the descent rate objective, the aircraft must be stable during the flight.

As Viana et al. [2011] discovered, some paper helicopter designs are unstable and fail

to fly. For atmospheric research, any design under consideration must be stable at all

stages of flight. While this constraint may seem obvious, managing failure in experiment

modelling work requires special consideration.

The design of this experiment began with a computer-generated, space-filling sampling

plan. The range of the design variables was based on the constraint that a design must

fit on an A4 sheet of paper. Each design in the sampling plan was fabricated with

a computer-controlled paper cutter and folded by hand. A 10-gram payload is added

to the aircraft to replicate the electronics and battery payload carried by the actual

atmospheric aircraft, an example payload is shown in Figure 1.2.

The testing of these aircraft consisted of releasing them from an altitude of 10 meters.

A high-speed machine vision camera was used to record the flight of each helicopter.

The velocity data were extracted from the video footage once each aircraft had reached

a region of steady-state descent. The performance of these aircraft depends on a num-

ber of factors. The first is that the geometry is able to establish stable autorotation
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Figure 1.2: An example inkjet printed circuit printed on an aircraft

during a flight. That rotation, combined with the swept area of the wings, dictate de-

scent rate. The low flexural rigidity of paper leads to geometry deformation in flight,

which complicates the process of generating theoretical models of performance for these

aircraft.

The next step was to develop an understanding of what impact the design variables

have on the descent rate of a helicopter. To do this, a regression Kriging model was

constructed with the observed velocity data obtained from testing. More information on

the purpose and formulation of a Kriging model will be presented in Chapter 3. For the

purposes of this experiment, the Kriging model was considered to be a surface that was

fit to the observed data. This surface allowed for the prediction of the descent velocity

at any point in the design domain, making it useful in the search for the optimal design

of a paper helicopter.

The initial test results confirmed that some members of the initial design space failed.

The predominant failure mode of paper helicopters in this test was the inability of a

design to establish a stable autorotation. Additionally, during repeated tests, a design

that had failed twice was successful on its third and final flight. The one successful

flight was observed to have the slowest descent velocity of the initial test population.
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This implies that the optimal design may exist in close proximity to the boundary of

the infeasible region.

These observations prompted the creation of a second Kriging model from experimental

results. This second model predicted the probability of successful flight. The data from

a series of drops were tabulated. The probability of success was defined as the ratio of

successful flights to the total number of flights: a value of one meant the aircraft would

succeed on every flight, and a value of zero predicted that the aircraft would fail every

flight.

The result of the initial probability-of-success model led to a second round of experimen-

tal testing focused on refining the boundary of the infeasibility region whilst improving

the accuracy of the predicted descent velocity. These designs, or infill data points, at-

tempt to improve the model in places where it lacks sufficient data to make accurate

predictions. In this case, the addition of infill was also constrained to the region on

the border of the feasible and infeasible region. This approach to infill ensured that no

experimental effort was wasted in areas where designs were predicted and known to have

failed previously. This method also produced a refinement of the exact boundaries of

the infeasible region of the flight.

The results after one infill iteration of designs are shown in Figures 1.3 and 1.4. Figure

1.3 shows the predictive model of the aircraft’s sink rate. Figure 1.4 shows the resulting

probability of success model. The first observation in the sink rate model is that the

minimum sink rate does not occur at the extremes of the design region, indicating that

the dimensional constraints are appropriate for the thickness of the paper and the mass

of the payload. Further, the results shown in Figure 1.4 reveal that reliability is a

complicated function of two design variables. Any optimisation of these aircraft would

require additional constraints to ensure that the final aircraft would be highly stable

throughout the mission. This can be accomplished using a multi-objective optimiser,

which predicts that the optimal paper helicopter design for this mission has a wing

area of 12, 428 mm2 and an aspect ratio of 2.91 (please see Appendix A for details on

selecting the most optimal paper helicopter). The predicted velocity of the aircraft is

1.15 m/s and the probability of success is predicted to be 102% (the latter is evidently
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Figure 1.3: The trained rate of descent model. Scale is descent velocity in ms−1

an over-estimate and it serves to reinforce the earlier point that numerical models are

at their most useful as means of comparison, rather than sources of accurate absolute

values).

As mentioned at the beginning of this section, this experiment was intended to show

that physical testing can be used to produce highly informative models based on physical

testing only. While engineering design cycles are typically unable to exclusively use

physical test data, it is clearly useful to include these data to the maximum extent

possible.

1.2 Research Objectives

This thesis attempts to answer the following:
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Figure 1.4: The probability of success model.

How does the ability to quickly fabricate small unmanned aircraft with addi-

tive layer manufacturing allow for an enhancement to multi-fidelity optimisa-

tion by augmenting computer-modelled data with physical flight performance

data?

To answer this question, three research objectives have been identified:

1. Investigate how multi-fidelity data, from simulated and experimental sources, can

be integrated into a single, persistent model capable of accurately predicting the

flight performance characteristics of small unmanned aerial vehicles.

2. Explore the coupling of parametric design, search and optimisation techniques

with digital additive manufacturing for the production of bespoke aircraft.

3. Test methods for extracting free-flight aerodynamic performance data from small

unmanned aerial vehicles using low-cost flight management units.
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1.3 Thesis Overview

Chapter 2 introduces digital additive manufacturing. A brief history of the topic is

presented, followed by a discussion of additive manufacturing techniques relevant to this

thesis. A summary of the state of the art in additive manufacturing is presented. This

review spans several fields, but emphasises the role that additive manufacturing plays

in the aerospace industry. Finally, a brief look into the future of additive manufacturing

is presented through a review of current additive manufacturing research.

Chapter 3, introduces concepts in optimisation and surrogate modelling. This includes

a discussion on local optimisation, stochastic global optimisers and multi-objective op-

timisation. A brief summary of surrogate modelling technologies is provided. The

formulation of three types of Kriging models relevant to this thesis and a discussion of

the strength of each model are presented.

Chapter 4 introduces sensorcraft. This section provides background information on

many aspects of these aircraft. This includes a brief summary of relevant terminol-

ogy, a discussion on flexible shape parameterisations, aerodynamic considerations for

sensorcraft and the operation of these aircraft.

Chapter 5 proposes a design loop to generate bespoke, optimal small unmanned aerial

vehicles. The chapter includes a discussion on the geometry generation of two wing

shapes, computational aerodynamic analysis of geometries, the construction of surrogate

models that unify computational and free-flight performance data and a description of

the planned optimisation methods used to identify optimal designs.

Chapter 6 contains a description of the work done to extract aircraft aerodynamic perfor-

mance from flight test data. The primary focus of this work is to develop an automated

system identification controller for flight testing. This includes the design and operation

of the system, details on software-in-the-loop testing and validation with flight tests on

an instrumented aircraft.

Chapter 7 describes the application and the results of applying the design loop proposed

in Chapter 5. The chapter starts by introducing the purpose of the aircraft being



Chapter 1 Introduction 11

designed. It outlines the design parameters and manufacturing methodologies used to

create the test aircraft. The chapter then explores each step of the design loop and

draws conclusions about its effectiveness.

Chapter 8 contains a summary of contributions and a conclusion to this research.

Appendix A contains a detailed description of the paper helicopter experiment used as

an example earlier in this chapter.





Chapter 2

Additive Manufacturing

Additive manufacturing(AM) refers to any manufacturing technology that converts dig-

ital CAD geometries into physical components exclusively through the ‘successive ad-

dition of material’ [ISO 52900:2015, 2015]. Additive manufacturing is a nascent field

(when compared to other manufacturing technologies) and the exact definition of ad-

ditive manufacturing technologies has yet to converge. Many of the technologies that

will comprise additive manufacturing in the future have yet be invented or may not be

widely available. This chapter provides an overview of several common additive man-

ufacturing technologies, presents insight into the economics of additive manufacturing

and describes several relevant engineering applications in which additive manufacturing

is employed.

Additive manufacturing is significant in this thesis because it provides a method to

automate the creation of several unique, complex geometries. Two prominent technol-

ogy differentiators exist when comparing additive manufacturing to subtractive manu-

facturing, Subtractive manufacturing is the inverse manufacturing process of additive

manufacturing in which material is removed (instead of added) from a component.: an

additive manufacturing process often enables the fabrication of more complex compo-

nents and the timely creation of many unique versions of a component when compared

13
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Figure 2.1: First two-photon photopolymer Stereolithography patent awarded in 1977
[Swainson, 1977]. The original patent figure number was obscured as to not conflict

with figure numbering in this document.

to subtractive manufacturing technologies. These two traits make additive manufactur-

ing compelling when the fabrication of several complex and subtly unique components

is needed.

2.1 A Brief History of Commercial Additive

Manufacturing

The origin of modern additive manufacturing may be attributed to David Jones, known

to readers of The New Scientist and Nature as the innovator ‘Daedalus’. In the 3

October, 1974 edition of The New Scientist , ‘Daedalus’suggested the possibility of

manufacturing three-dimensional objects made of photopolymers using two numerically

controlled lasers. Like the rest of Daedalus’ inventions, this suggestion was scientifically

plausible, yet practically impossible at the time. In 2014, two photon-lithography is a

commercially available service [Nanoscribe, 2014].

In 1977, several years after the Daedalus column was published, the United States Patent

Office awarded US4041476 to Wyn Kelly Swainson [Swainson, 1977]. Swainson’s patent
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Figure 2.2: An SLA apparatus from Hull [1986] that helped secure 3D Systems dom-
inance in the AM industry. The original patent figure number was obscured as to not

conflict with figure numbering in this document.

described a two-photon lithography apparatus, shown in Figure 2.1. The system com-

prises two steerable lasers capable of addressing specific voxels in a reservoir of a pho-

topolymer material. A voxel in this context is a volumetric pixel, or a discreet volume

of a three-dimensional space. The material would polymerise and cross-link at the point

where the two beams intersected, creating a stiff plastic. No commercial systems were

developed from this work, but the patent is cited as prior art in many basic technology

patents that form the foundation of commercial AM systems.

In 1986, Charles Hull was awarded US4575330 A [Hull, 1986]. This patent holds great

significance in the history of AM, as it was the first basic technology patent for AM

equipment that was commercialised. This patent was licensed to 3D Systems, the first

company to release a commercial Stereolithography Apparatus (SLA), in 1987. SLA

creates objects by solidifying thin layers of photopolymer material using an ultra violet

laser. Figure 2.2 shows the basic embodiment of the SLA system. This apparatus

topology is still in use, and has established 3D Systems as a significant commercial

supplier of AM equipment [Wohlers and Associates, 2013].

Figures 2.1 and 2.2 both specify a computer-controlled apparatus. This is remarkable,
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as both patents were filed prior to widespread use of personal computers with advanced

graphics and processing power. It highlights a critical dependency of AM: computers

and computer-aided design (CAD) tools. 3D Systems launched a digital file format in

1988 to form an interface between CAD tools and the SLA machine. This file format,

known as the Standard Tessellation Language (STL) file format, remains the standard

for CAD data transfer format to fabrication equipment.

Subsequent developments over the following two and a half decades introduced a number

of additive layer manufacturing processes. The next section provides an overview of

several of these technologies. Exhaustive reviews of Additive Manufacturing techniques

can be found in Gibson et al. [2009] (commercially available AM), Hopkinson et al. [2006]

(emerging manufacturing processes) and Vaezi et al. [2013] (multi-material AM).

2.2 Additive Manufacturing Technologies and Materials

ISO 52900:2015 [2015], one of the first attempts to standardise additive manufacturing

terminology, defines seven additive manufacturing process types:

• binder jetting

• directed energy deposition

• material extrusion

• material jetting

• powder bed fusion

• sheet lamination

• vat photopolymerization.

Table 2.1 contains a brief summary of common additive manufacturing technologies; a

description and discussion of each technology will follow in this section.



Chapter 2 Additive Manufacturing 17

Method
Common

Abbrivations

Primary
Physics

Mechanism

Geometry
Attached
Support

Materials

Vat Photopolymerization SLA Chemical Yes Polymer
Material Jetting Material Jetting Chemical No Polymer

Binder Jetting Binder Jetting Chemical No
Polymer,
Ceramic,

Metal

Material Extrusion
FDM,

Robocasting
Thermal Yes

Polymer,
Ceramic,

Metal

Powder Bed Fusion

SLS,
SHS,
SLM,

DMSL,
EBM

Thermal No
Polymer,
Ceramic,

Metal

Sheet Lamination LOM
Thermal,
Chemical

No Metal

Directed Energy
Deposition

DED Thermal Yes Metal

Table 2.1: A summary of common commercial additive manufacturing technologies.

The physics used for each approach have been split into two categories: chemical and

thermal. In chemical processes, the primary mechanism for object densification during

fabrication is attributed to a chemical reaction or chemical change in the material(s)

being used to create a component. This could be as simple as selectively applying an

adhesive to a powder bed of material the photopolymerisation (or even inhibition) of

monomers into cross-linked polymers. Thermal processes use energy to densify materials,

through melting or sintering.

The creation of components using a generic additive manufacturing process can be clas-

sified into three stages: pre-processing, fabrication and post-processing.

Pre-processing is the conversion of digital CAD data into layer slice data. An object

is created digitally using CAD or CAD-like software1. Pre-processing software converts

the CAD data into a number of thin two-dimensional layers, each of finite thickness.

These layer data are transmitted to the AM apparatus, where the object is fabricated.

In some types of AM, external support structures are required. Pre-processing software

1CAD-like software is software that converts some form of data directly into a CAD model with
minimal human input. An example of this process is the creation of a lithophane, where the intensity
data from an image file is converted into a three dimensional model.
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determines where to add supports and incorporates those supports into the sliced layer

data.

Fabrication of a component begins once the pre-processed data are transferred to the AM

fabrication equipment. In almost every additive manufacturing process, components are

fabricated as a series of layers. Each layer is a planar slice mapping of where material

densification should occur. The thickness dimension is determined by the layer height,

or the thickness of material at each layer. In polymer additive manufacturing, layer

thicknesses of 100 microns are common, but may vary based on the method and desired

outcome. Depending on the additive manufacturing process used, geometry attached

supports may be added to a component. These supports supply structural reinforcement

of the part during fabrication.

Post-processing involves any process that occurs after the primary densification/poly-

merisation has occurred in part fabrication. Post-processing involves removing the com-

ponent from the additive manufacturing equipment, removing any unused materials,

removing support structures, correcting surface finishes or conducting a secondary den-

sification steps. The requirements for each method of additive manufacturing are unique.

Post-processing has perhaps the most significant labour requirements in additive man-

ufacturing, and is therefore an important consideration in the economics of additive

manufacturing.

Vat Photopolymerization

Vat photopolymerization is the subset of additive manufacturing that is primarily com-

prised of SLA technologies, which have been previously introduced in this chapter. Vat

photopolymerization AM systems use photopolymer resins as raw materials. These pho-

topolymer materials are comprised of monomers, oligomers and photo-initiators. The

photo-initiator, when exposed to a specific wavelength, undergoes photolysis and releases

a free radical into surrounding material. These free radicals act as a catalyst, causing the

monomer and oligomer to form polymer chains [Fouassier, 1995]. Two parameters im-

pact the curing of materials: the light intensity and the concentration of initiator in the

material [Lee et al., 2001]. Typically, a photo-initiator will have absorption wavelengths
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Figure 2.3: A Formlab Form1 Printer, demonstrating an inverted build platform.

between 300 nm and 405 nm. This range is limited by two physical effects: monomers

absorb wavelengths below 300 nm [Partanen, 1996] and wavelengths above 405 nm lack

sufficient energy to initiate radical production.

During the later stages of curing, the mobility of the radicals and monomers is reduced.

The reduction in mobility means that regardless of exposure, it is difficult to polymerise

all of the monomer in the resin. As a result, SLA components typically have poor

strength characteristics when compared to other AM techniques, such as Selective Laser

Sintering or Fused Deposition Modelling.

As mentioned previously, SLA was the first commercially available AM technology. The

basic SLA apparatus is comprised of a fixed laser system, a scanning mirror system, a

reservoir of liquid photopolymer and a build platform that can be lowered into the resin.

To form a part, the build platform is lowered by one layer height into the resin tank.

The layer slice from the pre-processor is then exposed by raster or vector scanning the

laser beam with the scanning mirror system. At any point where material is needed, the

laser is modulated, digitally or by shutter, depending on the laser type. Once a layer

is finished, the process is repeated, with the next layer being built directly above the

previous layer. Figure 2.2 shows an example drawing of an SLA system.

A common variation is to pull the component out of the reservoir of photopolymer.

Figure 2.3 shows a low cost SLA system that demonstrates this approach. One benefit
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of this configuration is a reduction in the amount of resin required. For an SLA system

that lowers a build platform into a reservoir of resin, the volume of resin required is

equal to the build volume. For large SLA systems, the required volume is between 100

and 1000 litres of resin. For a system that pulls the component out of the resin reservoir,

the volume of the resin required is only slightly greater than the volume the components

consume; these volumes can be in the hundreds of millilitres. Smaller resin volumes

simplify material changes and reduce the risk of material contamination.

A technology closely related to SLA uses a digital micromirror device (DMD) in place

of a scanning laser. A DMD device is an array of Micro-Electro-Mechanical Systems

(MEMS) mirrors, manufactured with a CMOS electronics manufacturing process. Each

mirror is bistable, leading to a binary selectable state. The first state, or the active state,

directs light from the light source to the reservoir of photopolymer. The second state

directs the light away from the photopolymer reservoir, typically into a beam dump.

Because the light modulation is managed by the DMD, laser systems are not required.

Additionally, instead of using a beam to scan the surface, the entire layer is exposed

simultaneously. The optical path between the light source, the DMD and the resin can

be modified to increase or decrease the magnification of the system. This process can be

exploited to manufacture large areas with low pixel spatial resolution, or small structures

can be manufactured with high spatial resolution, by modifying the optical path of the

projection system.

Powder Bed Fusion

Selective Laser Sintering, or SLS, was commercially introduced at the end of 1992. The

commercial launch was preceded by several key technology patents: Housholder [1981],

Deckard and The University Of Texas Board Of Regents [1989] and Feygin [1988]. The

layer fabrication starts starts with the distribution of a thin layer of powder, approxi-

mately 100 microns thick, across the build platform. A scanned laser locally heats the

material to sintering temperatures2, causing material diffusion across the closely packed

powdered particles and fusing them together upon cooling. The build volume can be

2Note that sintering and melting are different. The bulk material is not melted in the sintering case.
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pre-heated to reduce the amount of laser energy required to heat the material. The next

layer of powder is dispensed and the sintering process is repeated. One of the unique

advantages of selective laser sintering that is no support structures are required, as the

unfused powder acts as a support. During post-processing, the components are removed

from the unfused powder. The remaining powder is filtered and used during the next

machine run.

Direct metal laser sintering, DMLS, is closely related to SLS, except that metallic raw

materials are used in the process. A number of metals and alloys can be manufactured

in a DMLS process. A significant amount of energy is necessary to heat metals to

sintering temperatures, as the entire build volume of the direct metal laser sintering

system must be heated to near sintering temperature. A laser locally heats material

to sintering temperature, forming a solid. DMLS is most commonly used in aerospace

and space applications, as well as in medical device engineering. DMLS has additional

requirements for heating metals, as oxidisation is common. The build volume can be

purged with inert gas to prevent this from happening.

Material Jetting

Inkjet additive manufacturing is based on technology developed for document printing.

Slice data from the pre-processor is treated as image data and the print head deposits

photopolymer ink drop by drop where needed. The surface of the jetted material has a

significant roughness resulting from the discrete addition of material. Layer height also

needs to be controlled to preserve the dimensional accuracy of the object. A roller is

typically used to solve both problems. After the inkjet heads deposit material, a roller

compresses the ink and removes any excess material and a strong UV source is used to

cure the layer. The next layer can then be deposited.

The inkjet document printing industry has developed methods to print several materials

(e.g. coloured inks) accurately and uniformly. Inkjet AM takes advantage of this capa-

bility, allowing printers to deposit several types of materials instead of a single material.

This is a significant differentiator from other AM technologies. Inkjet AM equipment

can print support material, single structural materials or even blend multiple structural
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materials. This is accomplished with a printhead with ejectors for these various mate-

rials. During layer fabrication, any material in the inkjet print head may be deposited

on the component being fabricated.

Wax can be used in place of a photo-reactive polymer ink. These materials use the

phase change properties of wax to create solid structures. At temperatures above the

solid-liquid phase transition point, low-viscosity waxes can be inkjet printed from a

heated print head. The typical mass of wax ejected is in the range of 10-500 nanograms,

so the wax quickly cools and solidifies under room temperature conditions. Compo-

nents manufactured with wax inkjet printing are typically produced for lost-wax casting

applications. Wax may also be used as a support material when other materials are

being jetted. Wax supports can be thermally processed for removal, simplifying the

post-processing steps for a component.

Binder Jetting

Binder jetting additive manufacturing is similar to material jetting systems. However,

in binder jetting systems, a chemical adhesive is jetted onto a power bed of material,

selectively bonding materials together. Because only adhesive is being jetted, a wide

array of materials can be bonded, ranging from polymers to ceramics to metals. Com-

ponents manufactured with this method tend to be brittle and fragile. Binder jetting

is commonly used in conjunction with a secondary post-processing step, where the ad-

hesive material is replaced with another material. One common example of this is the

manufacture of stainless steel components. Components are initially generated using

powdered stainless steel and a polymer adhesive. Additively manufactured components

are post-processed to replace the adhesive binder with bronze. To do this, bronze powder

is spread around a component in an oven. As the component heats, the polymer adhe-

sive is burned out at high temperatures, with the voids being filled by bronze. Similar

processing occurs for ceramics. Because of the heavy post-processing demands, binder

jet systems are less common than, and are used primarily in speciality applications.
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Directed Energy Deposition

Direct energy deposition includes technologies in which the metallic material and the

energy used for densification are simultaneously delivered to a point on a component

where material is required. These processes are similar in concept to arc welding. The

energy for these systems is often provided by high-power lasers or electron beams. The

material for densification is typically delivered either in the form of a wire or as a jet of

fine powder materials. At points where the material and the energy source meet (such

the focal point of the high powered laser optical system), the material is melted, forming

a pool. This melt pool is maintained through the addition of energy and materials. The

placement of material is directed by translation of the melt pool, which is dictated by

where energy and material are being deposited. This method of deposition lacks the spa-

cial resolution of other additive manufacturing technologies; however, it offers a unique

advantage in that material can be added to existing components. This allows complex

metal structures to be fabricated directly onto existing metal components. Another

unique element of powder directed energy deposition systems is that the material fed

into the system can be changed over time, allowing components with material gradients

to be fabricated.

Material Extrusion

In solid based AM systems, the raw material enters the machine as a preformed solid.

Fused deposition modelling (FDM), also known as fused filament fabrication (FFF),

creates components by extruding thermal plastic polymer through a nozzle. The nozzle

is manipulated with computer controlled motors to produce two-dimensional layers.

Support material is required for most models. In AM equipment, support material is

typically deposited with a second nozzle. The support material consists of either a

material that can be easily broken away from the component (used to form what are

known as break away supports) or a substance that can be chemically removed by a

solvent.
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FDM is the most widely deployed type of AM equipment today, one in every two AM

machines is FDM [Wohlers and Associates, 2013]. These figures do not account for the

numerous hobby-grade additive manufacturing machines.

Sheet Lamination

Sheet lamination, as the name implies, is a type of additive manufacturing where each

layer is formed from a sheet of material. This sheet is aligned in the build volume and

selectively adhered to the preceding layer, then patterned. Material systems for sheet

lamination additive manufacturing range from paper to polymer films to metal. Layers

can be adhered with adhesives or ultrasonically welded together (in the case of polymers

and metals). Ultrasonic welding allows dissimilar materials to be bonded together so

that multi-material parts can be formed. In the case of paper, sheets are patterned

using a knife. For plastics and metals, sheets are often patterned with lasers or milled.

Post-processing can be challenging, as the component is often encased in the remaining

material. Sheet lamination is used in situations where no high temperature processes

can be used, or if multiple materials must be used in one component.

2.3 Economics of Additive Manufacturing

In comparison to traditional manufacturing, the economics of additive manufacturing is

a broad and complex topic. For a more thorough discussion on the complexities of AM

economics, the doctoral thesis by Baumers [2012] and Chapters 9 and 10 of Hopkinson

et al. [2006] are recommended.

There are three reasons additive manufacturing is selected to manufacture a component:

1. The component has a complex geometry, which that may include kinematic joints,

lattice structures or significant internal and external curvature.

2. A single item, or a small batch of items are needed.
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Figure 2.4: An example manufacturing cost breakdown for a small component re-
produced from Hopkins et al. [Hopkinson et al., 2006]. This figure shows a unique
trend in additive layer manufacturing; every part is identical in cost, independent of

the production quantity.

3. The component cannot be manufactured in a reasonable time frame and at rea-

sonable cost with other manufacturing techniques.

Additive manufacturing is increasingly commonly used in place of subtractive manufac-

turing processes, such as CNC milling, and injection moulding. Because AM is almost

entirely digital, the initial set-up costs are minimal [Hopkinson et al., 2006]. Addition-

ally, the cost of a component depends on three factors: the material, the manner in

which the material is used, and the build time. These factors remain constant during

manufacturing, which means the price per component is constant.

Injection moulding is dominated by upfront tooling costs. This means that small batches

result in a higher cost per component, while very large orders have a much lower cost per

component. For subtractive manufacturing, pricing becomes even more complex. For

the production of a single component, several machining steps may be required. Each

step requires labour capital, equipment and inspection. Figure 2.4 graphically illustrates

the advantages of a fixed cost component for small batch manufacturing.

In order for a method to be considered a manufacturing technology, a significant amount
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Figure 2.5: The cumulative number of professional AM machines sold since 1989.
Data from Wohlers’ Report 2013 [Wohlers and Associates, 2013].

of capacity is required. Figure 2.5 shows the number of professional additive manufac-

tured machines sold since 1989. Since 2000, global additive manufacturing capacity has

grown at an average rate of 30% each year. This trend is predicted to last beyond 2030

[Wohlers and Associates, 2013].

2.4 Manufacturing Applications

Additive manufacturing reduces the complexity of converting digital objects into physical

objects. In this thesis, sensorcraft are optimised and constructed with AM. However,

there are numerous applications in which AM is used. In this section, a number of these

applications are presented.

2.4.1 Consumer Products

The term mass customisation is frequently used when describing products that are pro-

duced with AM. The term means that a large number of unique objects can be man-

ufactured to meet specific needs. This concept resonates strongly in consumer goods

markets.

AM allows every consumer to be a designer and a manufacturer. Several services exist

that allow for small-scale, personal manufacturing. One of these services is Shape-

ways.com, which produced and shipped 2.2 million objects in 2013 [Shapeways.com,

2014] from fabrication centres in Europe and the United States. In addition, Shapeways
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allows consumers to sell designs to other consumers at a designer specified markup.

Shapeways offers many material choices to consumers, ranging from plastics to ceramics

to metals, including gold and silver.

AM components are not always produced and shipped on demand. As AM is cost

competitive for small batch manufacturing, products can be packaged and shipped using

traditional supply chains. An example is the FiberFresh iPhone case manufactured

exclusively with SLS. In 2011, Apple computer retail stores began retail sales of the

FiberFresh iPhone case at hundreds of store locations [FiberFresh, 2014].

The market with the highest demand for mass customisation is the fashion industry.

The ability to manufacture items that are unique, fit perfectly and match a customer’s

needs allows for new possibilities in the industry. Nike is using SLS to design high

performance sports footwear that is specific to a player’s role in the sport [Nike, 2014].

Textile design is also being explored [Bingham et al., 2007]. AM has produced several

articles of clothing, including dresses and a bikini [Continuum Fashion, 2014].

2.4.2 Housing

AM can manufacture structures at scales from nanometres to tens of meters. Bespoke

houses can be constructed layer by layer in significantly less time using AM techniques

than with traditional construction techniques. This is done with large gantry systems

that extrude and shape concrete in a layer by layer fashion [Khoshnevis, 2004, Le et al.,

2012, Buswell et al., 2008, 2007]. In addition to the creation of cement structures through

cement extrusion, robotic assembly of features inside the walls can be also be conducted.

This includes the addition of conduits, wiring and plumbing.

2.4.3 Medical Applications

Medical Devices

Over ten million bespoke hearing aids produced with rapid prototyping are currently in

use [Banker, 2013]. This represents approximately 90% of all in-ear hearing aids in use
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today. The relatively small part size, high degree of customisation and bio-compatible

materials requirement makes AM an ideal manufacturing technique.

Medical prostheses are widely used. The Walter Reed Medical center demonstrated the

fabrication of an auricular prosthesis based on soft tissue facial scanning [Liacouras et al.,

2011]. A partial jaw replacement with an implant made with additive manufacturing was

successfully demonstrated in 2000 [Singare et al., 2009]. A total mandible reconstruction

using a Titanium prosthesis was carried out in 2013 [University of Hasselt, 2012].

Surgical aids, bespoke to a patient, are used for pre-surgery training and in surgery.

Fabricating patient-specific biomodels allows surgical teams to practice prior to surgery.

These models can be used to improve team communication prior to surgery, the patient’s

understanding of the procedure and treatment efficacy [D’Urso et al., 1999].

Corrective orthodontic devices are used to correct issues with tooth alignment. The

patient’s teeth are first scanned and digitised. A doctor then specifies a treatment plan

by identifying the optimal configuration of the teeth. Digital models of tooth movement

are used to generate a discreet number of treatment appliances to reposition teeth. As

the appliances are needed, they are manufactured using the SLA process.

Tissue Printing

While not yet commonly used, additive manufacturing techniques can be used to pro-

duce scaffoldings on which tissues can be grown [Cooke et al., 2003, Lu et al., 2006].

Bio-compatible materials are used to construct micro-lattice structures, which are then

functionalised. Cells attach to the surface of the printed lattice. Mannoor et al. [2013]

recently demonstrated in vitro culturing of cartilage tissue on a scaffolding shaped as a

human ear. In addition to demonstrating successful cell growth, an antenna, printed in

a silver nano particle ink, was embedded inside the cartilage structure. The state of the

art in tissue manufacturing by additive manufacturing is summarised in Melchels et al.

[2010, 2012].
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2.4.4 Aerospace

The aerospace industry was quick to adopt AM for producing parts. According to The

Economist, a large American airline was having difficulty finding replacement parts for

its fleet of MD-80 jets and, as a result, the company’s aircraft were being grounded. The

airline was able to produce functional spare parts with AM [The Economist, 2013].

In 2000, Boeing explored manufacturing air ducting for the F/A-18E/F Super Hornet

using SLS. The ducting provides air to the cockpit and cooling air to the avionics bays

of the aircraft. The result of this study was a series of 60 individual components that

replaced a set of far more complicated components that had originally been fitted with

the aircraft. Boeing realised a number of savings through the use of SLS: the mass

reduction for the overall system was 20%, the manufacturing costs were reduced by 25%

and the implementation time was reduced from 36 months to 18 months [Hopkinson

et al., 2006]. Boeing continues to use additive manufacturing in its aircraft: the 787

and Joint Strike Fighter both contain around 300 additively manufactured components

[Gibson et al., 2009, Paesano, 2016].

EADS Innovation Works has adopted DMLS technologies for producing critical com-

ponents that are stronger and lighter than the equivalent part made using subtractive

manufacturing processes. The Airbus A350-1000 will be the first Airbus aircraft to fly

with metal DMLS components [Emmelmann et al., 2011, Airbus, 2011].

GE Aviation, an early supporter of AM technologies, is manufacturing fuel injectors for

the new CFM LEAP Engine and GE9X Engine. GE was able to create a part that

functions more efficiently and at higher temperatures; the company was also able to

reduce the component count of the engine by 18 parts. By 2020, GE plans to manufacture

a total of 100,000 additive parts for these engines [GE Reports, 2013].

Additive manufacturing has been extensively explored for the creation of wind tunnel

models. Without additive manufacturing, wind tunnel models often take several months

to construct at great cost [Barlow et al., 1999]. Early evaluations of additive manufac-

turing identified that the concept was technically feasible, and use of this process has

enabled a significant reduction in the cost per model [Springer, 1998]. The additional
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complexity that additive manufacturing offers has been used to fabricate sophisticated

wind tunnel models. This includes fabricating pressure ports into wing surfaces [Heyes

and Smith, 2004] and building aeroelastic models [Dang-guo et al., 2011]. Additive

manufacturing has also impacted the way aerodynamics is now taught. Students can

manufacture aircraft for wind tunnels in a cost-effective and reliable way [Montejano

et al., 2010, Kroll and Artzi, 2011].

Finally, AM technologies have been shown to successfully print large scale structures,

including functional unmanned aircraft. The first attempt to build large scale structures

was made using a laminated foam sheet process created by Thomas et al. [1996]. To

make the part functional, a composite skin was added to the foam. This process could

be used to fabricate many types of wings, such as wind turbine blades.

SULSA (Southampton University Laser Sintered Aircraft), see Figure 2.6(a), was the

first aircraft featuring an airframe wholly manufactured via Selective Laser Sintering,

an additive manufacturing technology [Marks, 2011]. The aircraft was fabricated in five

components and included kinematic joints and locking mechanisms, which eliminated

the need for fasteners. The SULSA aircraft was a technology demonstrator for the use

of additive manufacturing technologies in airframe fabrication. The lessons learned dur-

ing the design and fabrication processes have been integrated into subsequent airframe

designs, such as the 3.5 meter wingspan Spotter aircraft, Figure 2.6(b). Additive man-

ufacturing, specifically selective laser sintering, was extensively used in the fabrication

of the fuselage, wings, cowlings and empennage.

Since SULSA, a number of other aircraft have been additively manufactured by other

research groups. Aurora Flight Sciences demonstrated a 1.6 meter wing printed through

an FDM process [Aurora Flight Sciences, 2014]. The MIT Lincoln Lab demonstrated

a variable span unmanned aircraft wing fabricated using additive manufacturing [Stern

and Cohen, 2013]. More recently, the University of Sheffield’s Advanced Manufacturing

Research Centre demonstrated a blended wing body glider and a powered (including an

electronic propulsion system) blended wing body aircraft fabricated via FDM [Marks,

2014]. These examples are presented as evidence that additive manufacturing of small

unmanned aircraft is feasible.
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(a) The University of Southampton SULSA aircraft. (b) The University of Southampton Spotter aircraft.

Figure 2.6: Example airframes that used additive manufacturing in construction.

2.4.5 Space

The space applications of additive manufacturing are interesting. Space is a highly

resource constrained environment, with limited supplies and virtually no manufactur-

ing capabilities. As humankind ventures further into space, the ability to fabricated

components beyond the atmosphere of Earth will become increasingly important. Ad-

ditive manufacturing can address the present deficiency of off planet manufacturing.

In additive manufacturing a single base material can be converted into several differ-

ent components, each serving a specialised function and role. Additive manufacturing

may someday soon be useful in ‘printing’ entire spacecraft in Earth orbit, enabling the

exploration of nearby worlds.

While additively manufactured starships may still be considered science fiction, NASA is

actively working on critical technologies that would enable this future. NASA, working

with Aerojet Rocketdyne, demonstrated the use of DMLS fuel injection nozzles [NASA,

2014]. SpaceX is also exploring critical rocket components fabricated with DMLS [Musk,

2014].

While AM technologies have been used in CubeSat prototyping [Quincieu et al., 2005],

the KySat-2 is the first satellite launched with a structural frame fabricated with additive

manufacturing. The structural elements of the CubeSat were produced on a selective

laser sintering machine, using a material with embedded chopped carbon fibre strands

[CRP Group].
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Aerojet Rocketdyne is deploying additive manufacturing of small rocket engine systems

for CubeSats. This includes fabrication of standoffs and brackets to propellant and

pressure tanks [Schmuland et al., 2013]. The use of AM has led to a reduction in the

size, mass and cost these components [Schmuland et al., 2013].

Finally, the International Space Station became the first orbital factory in late 2014.

Made in Space, in partnership with NASA, installed the first FDM additive manufac-

turing system on ISS [Made in Space, 2014]. This system enables the production of tools

and parts in a highly resource-constrained environment.

2.5 The Future of Additive Manufacturing

While AM is already an accomplished manufacturing technology, it has bright prospects.

In the past three years, press coverage of AM has increased public and policy maker

awareness [Wohlers and Associates, 2013]. Funding or the research and development

of new AM processes and applications has increased significantly, improving the role of

universities and research labs.

In addition to enabling the construction of complex geometries, a trait shared by most

additive manufacturing techniques, AM also enables new ways of working with mate-

rials. Today, most additive manufacturing is done using a single material. A small,

discrete selection of materials are available for fabrication. One way in which additive

manufacturing will change is the diversification of materials available to print. These

materials range from elastomers to highly rigid polymers. Additives, such as carbon

fibre or fibreglass, may also be mixed with the material, modifying the properties of

the finished materials. These properties may be dynamically changed on the fly dur-

ing printing, allowing for the construction of highly non-linear materials. A single part

may include a seamless gradient between rigid to elastomeric regions, bespoke to the

application at hand.

Non-unique materials, such as photopolymers and colloidal silver inks, can be combined

into the same component. Objects can be both structurally and functionally designed.

An example of the latter is embedding electronics into the structural elements of a
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component. While conventional circuit boards are limited to 2D layout, additive man-

ufacturing can enable 3D placement of components inside the bulk structural material

[Lopes et al., 2012]. This approach allows components that can think, sense and react

to the environment. Since the electronic elements are embedded in the structural ma-

terial of the component, this reduces the risk of damage or failure, making the entire

component more robust. The W.M. Keck Center at The University of Texas, El Paso,

demonstrated the potential of this technique with the launch of a small, 3D circuit board

into space in November 2013 [MacDonald et al., 2014, Lopes et al., 2014, Espalin et al.,

2014].

It may also be possible to directly print the electronics into a component, instead of

placing discrete silicon integrated circuits and passive components. Inkjet deposition of

organic thin film transistors onto polymer substrates has been shown to be a reliable

method of producing thin-film transistor backplane arrays [Paul et al., 2003]. Sensors,

such as pressure sensors and accelerometers, along with analogue readout electronics

and memory have been fabricated on thin film substrates [Arias et al., 2010]. Advanced

digital circuits, such as shift registers for memory readouts [Ng et al., 2012], have been

constructed with solution processed dielectrics and semiconductor materials. Batteries,

produced in a layer by layer approach, have also been demonstrated [Gaikwad et al.,

2013, Sun et al., 2013]. Additive manufacturing equipment that includes the ability

to print conductive traces, semiconductors, sensors and batteries have been called Ev-

erything Printers, indicating the ability to build objects with advanced functionality.

Sitthi-Amorn et al. [2015] demonstrated a process called MultiFab, in which ten mate-

rials could be simultaneously used during fabrication. In addition to offering a broad

range of materials, Multifab contains advanced 3D scanning technologies that enable the

fabrication of structures onto existing objects. Sitthi-Amorn et al. [2015] demonstrate

this by fabricating a lens onto an existing high-power LED.

Finally, the speed at which additive manufacturing occurs will improve. Tumbleston

et al. [2015] demonstrated that, by slightly modifying the physics of the process, it is

possible to speed up the SLA process by approximately one hundred times. In this

process, a thin layer of photopolymer is oxygenated, inhibiting the photopolymerisation
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process. This change makes it possible to continuously polymerise material, and with

higher intensities of light, reduce the manufacturing time of a component.

Advances in these research areas indicate that additive manufacturing continues to grow.

This growth will impact AM by creating improvements in quality, speed, material prop-

erties and functionality. This growth will also impact the installed base of additive

manufacturing equipment, making it more accessible and more common to design com-

plex components. These improvements also mean that the design of the components that

can be produced will significantly grow in complexity. Design automation will become

increasingly important as additive manufacturing matures into a robust manufacturing

process.



Chapter 3

Optimisation and Surrogate

Model Construction

3.1 Optimisation

3.1.1 An Overview of an Optimisation Problem

The definition of optimisation used in this thesis is derived from two sources. Nair

and Keane [2005] define optimisation as the:‘...finding of the inputs to functions that

cause those functions to reach extreme values...’. Deb [2009], creator of the NSGA

and NSGA-II genetic algorithms, defines optimisation in a slightly different context as

follows: ’finding and comparing feasible solutions until no better solution can be found’.

Based on these definitions: optimisation is the process of searching out inputs that cause

a function, or functions, to reach extreme values where no better feasible solution can

be found, or until no further resources exist to continue the search.

The inputs, or design variables, to an optimisation problem are contained within a

design vector. These variables are modified systematically during an optimisation in

an attempt to create better solutions. A design vector typically comprises real-valued

variables; however, it is possible that a design vector contains non-numeric values. Upper

35



36 Chapter 3 Optimisation and Surrogate Model Construction

x

Generate Geometry and Mesh

Computational Fluid Dynamics
Simulation

Post-Process Results

y

f(x)

Figure 3.1: A sample analysis function representing a basic CFD analysis.

and lower limits should be established for each design variable in the vector. This leads

to three vectors of the equal length: x,xU and xL, where xL ≤ x ≤ xU . Boundaries are

set for non-numeric variables by defining a discrete set of allowable values.

An analysis function maps a design variable, x, to an output, y:

y = f(x). (3.1)

An analysis function is said to be deterministic if the output of the function does not

vary for repeated evaluations of a design vector. Non-deterministic analysis functions

are those subject to noise and external influences. Non-deterministic functions are com-

mon in experimental analyses, as external variables not captured in the design vector,

influence the outcome and result.

The analysis of a design variable is not limited to explicit analytical evaluation. Numer-

ical evaluations, such as the process shown in Figure 3.1, may involve several evaluation

steps, require data to be passed across several computers. An extreme evaluation func-

tion is presented later in this thesis that requires that an aircraft be manufactured and

free-flight tested prior to generating the output value y.



Chapter 3 Optimisation and Surrogate Model Construction 37

An objective function informs the optimiser about the quality of a specific design vector,

with respect to the goals of the optimiser. This value is often the direct result of an

analysis function. An objective function can also serve to combine multiple analysis

functions or impose constraints. An optimiser can solve a problem for a single objective

function or for several objective functions. The latter case is known as multi-objective

optimisation, which is discussed in Section 3.1.3.

In addition to upper and lower limits on the design vector, constraints may be placed

on an optimisation. Constraints offer controls over the feasible region, beyond what

is possible with upper and lower bounds on the design vector. Constraints can be

implemented in two ways: equality constraints, h(x) = 0, or inequality constraints,

g(x) > 0. Equality constraints encourage the optimiser to maintain a specific value

or follow a defined function. In the case of wing design, an equality constraint is often

placed on the lift force generated by a wing [Hicks and Henne, 1978].

Inequality constraints are used to constrain optimisations to regions not directly con-

trollable by limits in the design variable. The span of a wing, b, can be defined by an

aspect ratio AR and planform area S:

b =
√
AR · S. (3.2)

In an optimisation problem where only AR and S are members of the design vector, an

inequality constraint may be placed on b, such that b(AR,S) ≤ bmax. The optimiser

would only allow combinations of AR and S that produce acceptable span values, even

if the upper or lower boundaries of the design vector are not violated.

These optimisation concepts can be expressed in a generic optimisation formulation. For

single objective optimisation, the problem is expressed as follows:
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minimize
x

f(x)

such that hj(x) = 0 j = 1, 2, ..., l,

and gk(x) > 0 k = 1, 2, ...,m,

subject to xi ∈ [xLi , x
U
i ] i = 1, 2, ..., n,

and/or xl ∈ [x
(1)
l , x

(2)
l , . . . ] l = 1, 2, ..., p.

(3.3)

For multi-objective optimisation, the problem formulation is expressed as follows:

minimize
x

(f1(x), f2(x), ..., fq(x))

such that hj(x) = 0 j = 1, 2, ..., l,

and gk(x) > 0 k = 1, 2, ...,m,

subject to xi ∈ [xLi , x
U
i ] i = 1, 2, ..., n

and/or xl ∈ [x
(1)
l , x

(2)
l , . . . ] l = 1, 2, ..., p.

(3.4)

3.1.2 Local Optimisation

Some of the earliest work in optimisation is attributed to Fermat and Lagrange in the

17th century. This work focused on analytically identifying the maxima and minima

of a differentiable function. Over the next 250 years, many advances have been made

in optimisation. This section provides a very limited overview of local optimisation

methods. For a broader and more comprehensive review of optimisation in aerospace

design, the reader is referred to Nair and Keane [2005].

Local optimisation in engineering applications is the practice of finding an improved

design that is similar to the initial design. This differs from global optimisation, which

seeks the best solution even if the design is radically different from the initial design.

The gradient descent method explores the local space by iteratively moving in the di-

rection of the most significant improvement, or in the direction of the largest gradient.

This method assumes that a function, f(x), is locally defined and differentiable at the

observed vector x. For each iteration in the search, the next observed vector is given by
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xi+1 = xi + λi∇f(xi). ∇f(xi) contains the gradients of the function at xi and λi is a

scaler value that sets the step length.

The conjugate gradient method improves the convergence speed of an optimisation in

many cases, when compared to the gradient descent method. The first move in the

optimisation is made using a gradient descent method, at which point the update rule

is xi+1 = xi + λiSi, where Si = −∇f(xi) + |∇fi|2
|∇fi−1|2Si−1 and S1 = ∇f(xi).

If the second derivative of the function is known, or can be estimated, Newton’s method

can be used to select both direction and step size. This is accomplished by searching for

the roots of the first derivative of the function. The update rule for Newton’s method

is xi+1 = x− [Hi]
−1∇fi, where [Hi] is the Hessian at f(xi).

If the Hessian is not known, but can be approximated, Quasi-Newtonian methods can

be used. The position update rule is modified slightly, xi+1 = x − λi[Bi]−1∇fi. Here,

[Bi] is the approximated Hessian at f(xi) and λi is the step length for the position

update. Several common methods are used to approximate the Hessian, including the

BFGS method [Broyden, 1970, Fletcher, 1970, Goldfarb, 1970, Shanno, 1970] and the

SR1 method [Conn et al., 1991].

In cases where gradients are not known, or are too expensive to compute, pattern

searches can be used. A pattern search will make an exploratory move. If the result

shows improvement over the initial value, the new search origin is moved. Hooke and

Jeeves [1961] and Nelder and Mead [1965] are common methods. Typically, a pattern

search will require more function evaluations than the methods described above and will

also require convergence checking. These requirements may be viewed as disadvantages,

but they allow pattern searches to be applied in situations where speed is important or

the underlying function is noisy.

3.1.3 Global Optimisation

One commonality of local optimisers is the limited scope of the search. The optimiser

explores a local region by making movements based on information about the immediate

environment. These methods can offer rapid convergence to a local minima or maxima,
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but are often inefficient for identifying globally optimal solutions (specifically in the case

of multimodal optimisation problems).

Global optimisers are a class of search algorithms that seek the absolute minimum or

maximum of a given problem undergoing optimisation. Global optimisers must funda-

mentally accomplish two goals: they must thoroughly search a domain and they must

converge on the globally optimal point. These two goals compete for resources. A

global search would prefer to devote the complete computational budget to exploring

new regions, in hopes of a new optimism. Convergence requires dedicating resources to

understanding the most optimal candidates for the global optimum. For a given com-

putational optimisation budget, a global optimiser must carefully balance these goals.

This section is dedicated to a description of common heuristic-based methods of solving

this global optimisation problem. These optimisers often look to physics and nature for

inspiration in solving problems.

Particle Swarm Optimisation

Kennedy and Eberhart [1995] proposed an algorithm for optimisation that was inspired

by the social behaviour of flocks of birds. Like the genetic algorithm, the particle swarm

optimiser is population based. Each individual of the population makes trajectory deci-

sions based on its momentum and the best known solution(s) in the domain. The initial

population is positioned randomly in the in the search domain and assigned a random

velocity vector. Fitness values are evaluated based on the position of each individual

in the population. The position and velocity of the entire population is then updated

based on the following update rules:

v t+1
i = wv t

i + ϕ1r1(b t
i − x t

i ) + ϕ2r2(l ti − x t
i ) , (3.5)

x t+1
i = x t

i + v t+1
i . (3.6)
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Equation 3.5 consists of three terms: an inertial term and two attraction terms. The

inertial term, wv t
i , encourages the particle to continue travelling on the current trajec-

tory. The remaining terms, ϕ1(b t
i −x t

i ) and ϕ2(l ti −x t
i ), attract the particle to the local

optimal design, l ti , and the best global design, b t
i . w,ϕ1 and ϕ2 are scalar constants

that control the relative importance of each term. r1 and r2 are pseudo-random scalers

such that r ∈ [0, 1), providing a degree of randomness to the search. Several variants of

particle swarm optimisers have been introduced. Clerc and Kennedy [2002] suggested a

global constriction variable that limits the movements of the particles in later genera-

tions. Under certain circumstances, the addition of this term can guarantee convergence

on a solution.

Genetic Algorithms

The genetic algorithm is an evolutionary algorithm that was popularized in the 1970s

through the work of Holland [1975]. It has since been used in a wide variety of opti-

misation and search applications. The genetic algorithm is a population-based search

approach that mimics natural selection. The goal of a genetic algorithm is to improve

the average fitness of a population over time. The fitness of a design is a quantifiable

metric that describes the ability of an individual solution to address the goals of the

optimisation as assessed by an objective function.

An individual is defined by a mathematical description, known as a genotype. Each

unique variable contained within a genotype is known as a gene. These genes encode

information to describe an attribute of an individual. For example, a gene may describe

the dimension of a geometry or the material of a component. By changing a gene in

the genotype, a new solution to the optimisation problem is created. Traditionally, the

genotype takes the form of a binary string, however other data types can be used to

encode the genotype.

An initial population is created by selecting an individual’s genotype at random from

within the search domain. This means that an upper and lower boundary should be

specified for any genetic algorithm optimisation. The population size, or the number

of unique individuals, depends on the specific application of the genetic algorithm. A
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parallel can be drawn here between a digital population and a real world equivalent. A

small population can adapt quickly to a change in the local environment but can only

cover a limited territory. A large population adapts slowly, but can cover a large area

more thoroughly.

Once the population size is determined and the individuals are created, an analysis

of each individual is conducted. The fitness value calculated for each individual is the

input of the selection step that determines which individuals go forward to either undergo

crossover or mutation or to remain unchanged in the next generation.

In order to mimic natural selection, two parents are selected to undergo crossover, or

reproduction. During crossover, the two parent genotypes are selectively merged by

randomly selecting a parent for each gene. Several approaches exist for the selection

of individuals in the population to participate in a crossover operation; the following

are two examples. Fitness proportionate selection rewards designs that perform well

during fitness evaluation. Individuals are chosen in such a way that the probability of

selection is proportional to the fitness of the individual. Another approach is to hold

a tournament selection procedure for a subset of the population. The tournament size,

or number of individuals selected to compete, controls which designs are selected for

the next generation. Weak individuals (individuals with low fitness values) are more

likely to be selected for crossover if the tournament sub-population is small. A large

sub-population leads to the selection of the strongest individuals in the population for

crossover. In this way, tournament size can be used to control the selective pressure.

A second genetic algorithm operation allows for random mutations in an individual.

During a random mutation, a gene or genes are selected at random from an individual’s

genotype and altered. This maintains diversity in the population by generating new ge-

netic material. If a population becomes too homogeneous, the algorithm could converge

to a non-optimal solution. The rate at which mutation should occur can be fine tuned

experimentally, although no universally accepted methodology for this exists.

There is no direct numerical indication of when a global minimum has been reached. As

a result, the genetic algorithm continues to search the design space until a termination

condition is met. The algorithm can be terminated after a fixed number of iterations,
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Figure 3.2: Pareto optimal set development of the ZDT1 optimisation problem [Zitzler
et al., 2000]. The darkness of a data point indicates the proximity to the Pareto optimal
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non-dominated ranks. These data represent a population of 600 individuals after 5

generations.
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Figure 3.3: The Pareto front resulting from the multi-objective NSGA-II optimisation
of the paper helicopter experiment introduced in Chapter 1.

after a fixed amount of wall time, or if no better solution is found during a certain

number of iterations. These options are not mutually exclusive, as termination could be

set to occur when the first criterion is met.
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Multi-Objective Optimisation

Genetic algorithms are capable of solving multi-objective problems as well. Multi-

objective genetic algorithms are used to study the trade-offs between competing ob-

jectives, resulting in a range of optimal solutions known as a Pareto optimal set or

as the rank 1 non-dominated set. The rank 1 set of a population consists of all non-

dominated points. The rank 2 set of points is obtained by removing the rank 1 set from

the population and again selecting the non-dominated points. This is repeated until no

points remain. Figure 3.2 shows the results of a partial two objective function optimisa-

tion and the results of ranking the population. The rank one population is the darkest

in colour, while the highest rank is the lightest. The rank 1 population represents the

set of designs that best satisfies the objectives. The goal of a multi-objective genetic

algorithm is to improve, or advance, the rank 1 population. Figure 3.3 shows the rank

1 Pareto result from the helicopter example from Chapter 1.

The simplest approach to multi-objective optimisation is to aggregate two or more ob-

jectives into a single objective function [Schaffer, 1985]. An aggregate objective function

produces an artificial importance bias between the objective functions it encompasses.

If no weightings are specified, every objective is equally important. A priori information

can be used to weight objectives, if known, but this is rarely the case at the beginning

of an optimisation. This formulation finds a solution that best matches the weighting

assigned to each objective, but does not provide any information about trade-offs.

Fonseca and Fleming [1993] first proposed an algorithm to explore the interactions of two

or more objective functions. This trade-off study results in a Pareto front, or a range of

feasible solutions. A number of approaches were developed to include MOGA [Fonseca

and Fleming, 1993], NPGA [Horn et al., 1994] and NSGA [Siinivas and Deb, 1994].

These early multi-objective approaches led to the development of NSGA-II [Deb et al.,

2002] and SEPA2 [Zitzler et al., 2001], which are used frequently for multi-objective

genetic algorithms.

These three broad classes of global optimisers are capable of exhaustively exploring

domains and identifying global optima within the domain. This type of exploration
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activity can come at a high computational cost. In order to effectively use this class of

optimisation tool, a sufficient computational budget must be available for the multitude

of function evaluations required. Reducing the cost of each objective function evaluation

can be a useful tool in reducing the computational cost of these evaluations. One method

of reducing the time to evaluate is to use surrogate modelling tools to first model the

domain.

3.2 Surrogate Modelling

Genetic algorithms and particle swarm optimisation both require a significant number

of objective function evaluations to reach a globally optimal goal or a Pareto set. In

engineering optimisation, analysis functions are typically computationally expensive,

that is to say, these calculations take time and resources. In order to successfully use

stochastic optimisation methods, there must be a sufficient computational budget for

the direct evaluation of each individual or the computational cost of an analysis function

must be reduced. Surrogate modelling is a method to accomplish the latter.

Surrogate models are useful in reducing computational resource requirements for opti-

misation problems and can lead to comprehensive searches and improved solutions. A

surrogate model is a statistical estimate of the value of a function at a point that has

not previously been analysed. These models are generated using a carefully selected set

of training data and mathematical models to understand a design region. The process

of fitting and verifying a surrogate model is captured in Figure 3.4. This section will

discuss the construction of a surrogate model. A model starts with a sampling plan and

an evaluation of each point in the sampling plan. From these data, a surrogate model

is trained. Once a model is trained, the accuracy of the model is determined and infill

data is added in regions that require improvement. Once the accuracy of the model is

improved, it can be used to predict the function value at any point in the domain. Three

different formulations will be considered for building surrogate models.
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Figure 3.4: A flow chart representation of a surrogate model construction process.

3.2.1 The Design of Experiments

The first task in building a surrogate models is to identify sampling plan variables,

determine the available resources and decide how best to exploit those resources. This

process is formally known as the design of experiments, and it involves the construction

of a sampling plan.

The full factorial sampling plan is one method of building a sampling plan. Consider a

design problem with k = 2 variables. If only the upper and lower limits of each variable

were sampled, 22, or 4, evaluations would be required. In a design problem with k = 10
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Figure 3.5: Four design of experiment Sample plans for a two dimensional problem.

variables where only the variable limits are sampled, 1024 evaluations would be required.

If the mid-point of each variable is also sampled, the k = 2 problem would require 9

evaluations and the k = 10 problem would require 59,049 evaluations. The rapid

growth of computational requirements from additional variables is known as the curse

of dimensionality. Minimising the design variables to the smallest possible set allows for

the best sampling of a space with a finite amount of resources.

The ideal sampling plan consists of the exact number of evaluations allowed by the

computational budget and provides space filling coverage of the hypercube domain being

explored. While the full factorial approach is one method of building a sampling plan,

other techniques exist that offer greater flexibility in terms of design.

Pseudo-random sampling is another approach to the problem. Given a pseudo-random
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Figure 3.6: The first 1024 points of an LPτ sequence showing prominent diagonal
trends in the sampling plan.

3 2 1

1 3 2

2 1 3

3 2 1

2 1 3

1 3 2

1 3 2

2 1 3

3 2 1

1 3 2

3 2 1

2 1 3

Table 3.1: Four possible outcomes of an n=3 Latin Square.

number generator that has a uniform distribution, a randomly selected sequence could

be space filling.

Low-discrepancy sequences, can offer improved space-filling properties over pseudo-

random sampling plans. Because the data in these samplings plans are generated using

a recurrence relationship, a sample population can be easily extended by running the

algorithm for an additional number of points. LPτ [Sobol, 1967, Antonov and Saleev,

1979] and Halton [1964] are common low-discrepancy sequences. While these sequences

offer improvements over-pseudo-random and full factorial sampling plans, they have dis-

advantages. Generating a sampling plan with a recurrence relationship can introduce

strong spacial trends in the data. This is demonstrated in Figure 3.6, where strong

diagonal trends are noticed. This can influence the development of surrogate models by

introducing spacial frequency artefacts. Additionally the space filling properties are fixed

by the recurrence relationship, limiting the the possibilities of modifying or improving

the space filling characteristics of the sampling plan.

Latin hypercube sampling plans were introduced by McKay et al. [1979]. The Latin

square, a two-dimensional Latin hypercube, is a useful tool in explaining the development

of n-dimensional Latin hyper cube. A Latin square is formed by dividing each axis of
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Figure 3.7: An example space filling optimal Latin hypercube.

a square into M divisions, thus forming a grid of M2, as illustrated by the examples in

Table 3.1. A value of 1 is placed into a random cell of the first row. In the second row,

the value of 1 is randomly placed again, this time with the constraint that it cannot be

placed in a column that has an existing value of 1. This procedure is then repeated for

i ∈ 1, 2, . . . ,M . The procedure ensures that points in a sampling plan are guaranteed to

have a unique projection onto each axis. This process can be extended into n dimensional

problems in the same way.

This basic formulation of a Latin hypercube does not ensure a space-filling sampling

plan. The Morris and Mitchell [1995] criterion can be used to improve, or optimise, the

space filling properties of a Latin Hypercube. This criterion is a metric that reaches

a maximum when the distance between each pair of points is minimised. Morris and

Mitchell used a simulated annealing algorithm to optimise their ‘space filling-ness’ met-

ric. Other optimisation approaches can be used as well; for example, the Forrester

et al. [2008] tune Latin hypercubes, which are based on evolutionary operation1. An

example optimal Latin hypercube, and the sampling plan used for the paper helicopter

experiment in Chapter 1 is shown in Figure 3.7.

1Evolutionary operation is based on the work of Box [1957]. Typically, it is used for online process
improvement.
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3.2.2 Training a Surrogate Model

This section contains an overview of mathematical methods of formulating and training

a surrogate model. Three methods will be presented: Polynomial Models, Radial Basis

Function models and Kriging models.

Polynomial Response Surface Models

Polynomial models approximate a surface by fitting a polynomial equation f of degree

m to observed data. The function f is defined as follows:

f̂(x,m,w) = x0 +
m∑
i=0

wix
i, (3.7)

where w = [w0, w1, ..., wm]T [Forrester et al., 2008]. To fit a polynomial model to a

set of observed data, m and w need to be selected such that the resulting function

best approximates the surface. This is accomplished by minimizing the least squares

criterion:

minimize
w

n∑
i=1

(yi − xi)2
(3.8)

Equation 3.8 provides a metric of how well the fit surface matches the data, but does not

provide any information as to choosing m and w. These parameters must be determined

with a prior knowledge of the underlying surface or through experimentation.

The complexity of polynomial models grows quickly with the model dimensions. For

example, the two-dimensional equivalent of Equation 3.7 is as follows:

f̂(x,m,w) = x0 +

m∑
i=0

wix
i
1 +

n∑
j=0

wjx
j
2 +

m∑
i=0

n∑
j=0

wijx
i
1x
j
2 (3.9)

Polynomial models are powerful and accurate when the underlying data is suitable for

fitting. For problems of many variables, fitting polynomial models becomes increasingly

difficult and inaccurate if the underlying surface is not well represented by a polynomial

surface.
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Radial Basis Functions

Radial basis function models can be used to construct response surfaces in instances

when polynomial models cannot be used. Radial basis function models are constructed

by creating a basis function configured around the observed data. This basis function

describes the radial influence of any data point in the model domain.

Radial Basis Function ψ

Linear ‖x− x(i)‖

Cubic splines ‖x− x(i)‖3

Thin plate splines ‖x− x(i)‖2 ln ‖x− x(i)‖

Gaussian exp(−‖x− x(i)‖2
θ

)

Multiquadratics

(
1 +
‖x− x(i)‖2

θ

)1/2

Inverse multiquadratics

(
1 +
‖x− x(i)‖2

θ

)−1/2

Table 3.2: Possible Basis functions for Radial Basis Function response surface models.

The superposition of the basis functions produces the predictive surface model:

f̂(x) = wTψ =

Nc∑
i=1

wiψ(‖x− ci‖). (3.10)

Here, ψ represents the form of the basis function; common functions are shown in Table

3.2.

Once the training data is collected and the form of the basis function has been selected,

the model parameters w need to determined. This requires a metric that indicates how

well the prediction fits the known data. One potential approach would be to use the

least squares estimator shown in Equation 3.8. This provides a metric of how well a

model can predict a known data point, but provides little information about validity of

the model at an unsampled location in the model. The cross-validation method of model
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verification can provide additional information about the accuracy of the model away

from the training dataset. Cross-validation involves removing a subset of the training

data, fitting the model parameters and predicting the model values for the removed sub-

set of data. The training dataset is randomly divided into q sub-sets. For validation,

each sub-set is removed from the training dataset and used to validate w at each point.

A metric, εcv(w), is generated by summing the square of the differences between the

predicted value and the actual value for each member of the subset. The best values of

w are found at the minimum value of εcv(w):

εcv(w) =
1

n

n∑
i=1

[yi − f̂ i(xi, w)]2. (3.11)

A potential issue with RBF models is the isotropic behaviour of the basis functions. If

the response of the underlying surface varies based on location or direction, it may be

difficult to find a combination of a basis function and hyper-parameters that can describe

the surface. While Radial Basis functions are not used in this thesis, the formulation

of these models is useful in understanding how the more complicated Kriging model is

formulated.

Kriging Surrogate Models

The earliest work on Kriging surrogate models was Wold [1938], see Cressie [1990]. Krige

[1951] first proposed spacial Kriging for geostatistics. Krige’s work was further developed

by Matheron [1963], who was responsible for formalising the approach and coining the

phrase ‘Kriging’. Sacks et al. [1989] recommended Kriging for computer experiments,

where spacial coordinates were replaced by the parameters of a design vector. The

development of Kriging has continued, with development spanning several fields [Currin

et al., 1991, Morris et al., 1993, Laslett, 1994, Koehler and Owen, 1996, Schonlau, 1997,

Stein, 1999, Santner et al., 2003, Fang et al., 2005].

Surrogate models have been demonstrated in numerous engineering applications, includ-

ing the design of airfoils [Jouhaud et al., 2007, Leifsson and Koziel, 2010, Toal and Keane,
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Figure 3.8: Two figures showing the effects of hyper parameter tuning on θ and p on
the Kriging correlation function from Equation 3.12.

2011], wing design [Alexandrov et al., 1999, Keane, 2003, Ghoreyshi et al., 2009], air-

craft stability design [Hemakumara and Sukkarieh, 2011] and the propulsion integration

design [Powell et al., 2012].

Like the Radial Basis Function, Kriging forms a surface by constructing a basis function

at each observed data point that varies radially. A common basis function used to

describe the correlation between a sampled point and any other point in the domain is

Corr[Y (xi), Y (xj)] = exp(−
d∑
`=1

θ`|xi` − xj`|p`). (3.12)

The parameters θl and pl are hyper-parameters that dictate the behaviour of the corre-

lation function in each dimension. Figure 3.8 graphically illustrates the impact of the

parameters p and θ on the correlation of any two variables.

The observed data from the sampling plan is contained in Y = [Y (x1), Y (x2), . . . , Y (xn)]T .

An n×n correlation matrix is formed by computing the correlation of every entry in Y

to every other entry in Y using Equation 3.12:

Ψ =


Corr[Y (x1), Y (x1)] · · · Corr[Y (x1), Y (xn)]

...
. . .

...

Corr[Y (xn), Y (x1)] · · · Corr[Y (xn), Y (xn)]

 . (3.13)



54 Chapter 3 Optimisation and Surrogate Model Construction

A Kriging model depends on a set of hyper parameters: µ, σ, θl and pl for l = (1, ..., k).

Two of these terms, θl and pl , are hyper-parameters of Equation 3.12, the remaining

two terms will be introduced below. Some combination of these will produce a model

that best represents the data contained in Y, or one that ”...will maximise the likelihood

of the observed data” [Jones, 2001]. The likelihood function is as follows:

L =
1

(2π)
n
2 (σ2)

n
2 |Ψ| 12

exp[
−(y − 1µ)′Ψ−1(y − 1µ)

2σ2
]. (3.14)

This can be additionally simplified by taking the natural log of Equation 3.14:

ln(L) = −n
2

ln(σ2)− 1

2
ln(|Ψ|)− (y − 1µ)′Ψ−1(y − 1µ)

2σ2
. (3.15)

Taking the derivatives of Equation 3.15 with respect to µ and σ2, setting equal to zero

and solving the equation produces:

µ̂ =
1′Ψ−1y

1′Ψ−11
(3.16)

and

σ̂2 =
(y − 1µ̂)′Ψ−1(y − 1µ̂)

n
(3.17)

where µ̂ and σ̂2 give approximations for the optimal values for µ and , which can be

substituted into Equation 3.15. The resulting equation is known as the concentrated

ln-likelihood function:

ln(L) ≈ −n
2

ln(σ̂2)− 1

2
ln(|Ψ|). (3.18)

Equation 3.18 depends only on Ψ, which in turn depends on values of θ and pl. Some

combination of θ and p minimises Equation 3.18, which is the surface that best represents

the data of y.
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Tuning the hyper-parameters θ and p is critical in the construction of an accurate model.

The concentrated ln-likelihood landscape is complex and multi-modal, making it difficult

to identify the global optimum. Stochastic optimisation methods are often used for this

task. Forrester et al. [2008] uses a genetic algorithm search to minimize the the ln-

likelihood function. Toal et al. [2008] also explored a genetic algorithm but coupled

it with a local search optimisation for fine tuning the hyper-parameters. Finally, Toal

[2011] explored the use of hybridized particle swarm optimisers; their research combined

particle swarm optimisers and local search methods to find the best model fit.

Once the parameter tuning has been complete, the Kriging predictor can be used to

predict model values at any location x:

ŷ(x) = µ̂+ ψTΨ−1(y − 1µ̂), (3.19)

At each predicted point the Kriging model also generates a mean squared error for the

prediction. This is given by

ŝ2(x) = σ2

[
1− ψTΨψ +

1− 1TΨ−1ψ

1TΨ−11

]
. (3.20)

The mean squared error can be viewed as a metric of the confidence in a prediction at

any point in the model. Typically, the model will have a high uncertainty if no training

data is locally available or where dynamic changes occur in the model topology.

Figure 3.9 provides a demonstration of Kriging when applied to the Branin test function.

Both the original function and the Kriging prediction are shown. Given that only 16

data points were used in the creation of the Kriging model, the model shows a high level

of similarity to the original function.

3.2.3 Infill Data for Surrogate Models

The sampling plan formulation method described previously provides a space-filling set

of sampling points that samples a generic design space. However, this is agnostic to the
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Figure 3.9: A sample Kriging model of the Branin function. The Morris-Mitchel
Latin hypercube from Figure 3.5 was used. Additionally, the parameter p of Equation

3.12 was fixed at p = 2 to simplify the fitting of the model.

topology of the sampled domain. To improve its accuracy, infilling with additional sam-

pling points can be used on a surrogate model , specifically around features of interest.

Kriging provides a toolset that allows for intelligent update strategies to improve the

overall accuracy of the model. Sóbester et al. [2005] based on empirical observations on

a selection of surrogate-based optimisation problems observed that no more than 60%

of the total computational budget should be spent on initial sampling if the final goal

is to locate the global optimum. The remainder of the computational budget should be

devoted to updating the sampling plan.

An accurate model is one that exhibits a low mean squared error over the entire domain.

For the general improvement of a model, a search can be preformed that identifies regions

of large error. When such a region is found, a sample point can be added and the model

re-constructed. This process is repeated iteratively until the computational budget is

exhausted or the model reaches the desired accuracy. Figure 3.10 shows the result of

the infill process from the paper helicopter example in Chapter 1.

If the model represents data that is to be directly optimised, targeted model improvement

produces superior results to general model improvement. The expected improvement
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Figure 3.10: This figure shows both the initial sampling plan (+) and the infill points
(circles) added during the helicopter experiment.

criterion proposed by Schonlau [1997] is the statistical expectation of the improvement,

in the best known objective value. The expected improvement criterion is as follows:

E[I(x)] =


(ymin − ŷ(x))Φ(

ymin − ŷ(x)

ŝ(x)
) + sφ(

ymin − ŷ(x)

s(x)
), if s > 0.

0, otherwise

(3.21)

The value of E[I(x)] is large at locations where the surrogate model has some degree

of uncertainty and where there is a high statistical probability that a point at that

location may result in a new minimum. The model is searched for regions of high

expected improvement until the sampling budget has been exhausted.

In practical implementations, infill data often needs to be added to the model in parallel.

This is often the case when distributed computing is used to generate the data for the

model. The process of imputation enables parallel infill. Imputation is the process of

temporarily allowing a predicted value at a point in the model domain to be considered

as a valid observation. This method is used in situations where multiple infill values are

added to a model in parallel. Adding the predicted value into the model modifies the
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mean squared error distribution of the model without requiring retraining of the hyper-

parameters. This allows for the selection of the next most significant error source in the

model. Each temporary value is replaced with the observed value after the evaluation

is complete, and the model is retrained to reflect the addition of new information in the

model.

Additional resources and information on infilling data can be found in Schonlau [1997],

Sóbester et al. [2005], Parr et al. [2012] and Mackman et al. [2013].

3.2.4 Model Validation

Kriging models are valuable only if the predictions generated are sufficiently accurate

for the modelling task at hand. Since Kriging models are commonly used in situations

where the underlying function is unknown, there is no method of directly evaluating the

accuracy of the model. Several methods can be used to assess the approximate accuracy

of a Kriging model. These methods range from passively observing the model as infill

data is added to actively probing the model using cross-validation. Passive methods

work by detecting when the model reaches a saturation point, which is to say the point

when adding additional data to the model produces negligible changes in the predictive

outcome of the model. A model is considered sufficiently trained when additional data

provides no further improvement in the model, or when the model saturates.

The first tool in model validation is the mean squared error value of a prediction, given

by Equation (3.20). This tool can be used to evaluate how certain the model is of

a prediction at any point in the domain. A small mean squared error value implies

confidence in the prediction. A large mean squared error value indicates that the model

does not have sufficient information to generate an accurate prediction.

This error metric should not be confused with model accuracy. Rather, it should be

viewed as an estimate of how confident the model is in a value prediction at a point in

the modelled domain. Only two factors drive the mean squared error: the Euclidean

distance between observed data points and the hyperparameters of the model. As data

are added to the model through infill and the hyperparameters reach convergence, the
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mean squared error of the model should tend towards zero. This convergence implies

that monitoring the mean squared error between the model over infill iterations can

indicate when the model converges.

A second passive approach to monitoring the realtime progress, or development, of a

surrogate is to measure the convergence of the hypersurface. Forrester et al. [2006]

suggested that the correlation between partially converged surfaces could be used as a

real-time feedback tool on the development of a surrogate. Convergence in this context

means that the addition of data produces a negligible change in the predicted outcome.

A large set of test points spread strategically through the model domain can be used to

monitor the convergence of this surface. At each infill step, the predicted value at each

test point is sampled and stored. After the next round of infill, the points are again

evaluated. r2 is calculated from the population after the second observation is made.

If the model is saturated, the previously observed value, or the expected value, should

exactly match the newly observed value. A high correlation, or a value that approaches

1, indicates that little changed with the addition of extra data, implying that the surface

has reached a saturation point. A low r2 value would indicate that the surface, or part

of the surface, changed considerably.

While passive approaches of monitoring a surrogate indicate when the hypersurface

of the surrogate converges, this provides no useful information about the predictive

accuracy of the model. K-fold cross-validation is a technique used to infer model accuracy

information about the surrogate [Hastie et al., 2013]. The process of cross-validation

starts by segmenting the sample points into q even or nearly even groups. Each of

these q groups is removed from the sample population and a Kriging model is trained

for the remaining aggregate data. The population of removed points is used as a test

population to evaluate the predictive accuracy of the model. The values of the withheld

points are predicted using the trained model, and the mean squared error is calculated.

This practice is repeated for each group in q. The mean squared error value is calculated,

which becomes the cross-validation accuracy metric for that model.

Unlike the passive methods of monitoring the development of the surrogate, each time

the cross-validation is preformed, the model needs to be retrained q times. An extreme
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Figure 3.11: Model validation metrics for training the Branin function. The conver-
gence of this model occurs around 20 points in the model, demonstrating good surface

convergence and a low k-fold cross-validation metric.

case of K-fold cross-validation is when q is equal to the number of of observed data

points, known as a leave-one-out cross-validation. This is often not practical: for large

or complex models, it can require a significant amount of time and computing resources.

Reducing q below 5 removes a considerable amount of data from the model prior to

retraining. This results in the model being more accurate than estimated by cross-

validation. Hastie et al. [2013] recommends a q value of 5 or 10 for model cross-validation.

These three methods of generating model validation metrics are illustrated in Figure

3.12. In this example, an optimal Latin hypercube of 5 points was generated using the

Branin function. Infill points were added based on minimising the mean squared error

of the model. After each infill iteration, each of the three metrics discussed above was

calculated. Figure 3.12 shows the model starting with five points and the generally

converged model of approximately 20 points.
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(a) The 5-point model.
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(b) The 20-point model.

Figure 3.12: A comparison of the surrogate models used to generate the data in
Figure 3.12. The convergence on a good predictive model is visually obvious in plot
(b). In each plot, the upper left subplot shows a 2D contour plot of the prediction (filled
colour values) to the equivilent contour lines of the actual function (solid lines). The
upper right subplot shows the normalised mean squared error for each prediction, and
the lower subplot shows the prediction (shaded surface) and the truth function (blue

wireframe surface).
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3.2.5 Noisy Kriging

The methods of Kriging discussed to this point assume that deterministic data is used

to construct the model. This allows for the construction of a surface that is effectively

‘pinned’ at each observed data point. That is to say, the model predicts the observed

value with an uncertainty of 0. If the data used to construct the Kriging model is not

deterministic, the assumption that the surface must pass through each observed point

may cause an inaccurate predictive surface.

The solution to this issue is to allow the Kriging model to assume that uncertainty

may exist at an observed point, effectively allowing a regression surface to be formed.

Forrester et al. [2008] demonstrate that a regression constant λ can be added to the

diagonal of the Ψ matrix from Equation (3.13). This factor allows the modelled surface

to deviate from the observed data. The formulation of the Kriging model differers only

in the fact that the modification to the diagonal of Ψ must propagate through every

step. This is accomplished by replacing Ψ with Ψ + λI, where I is the identity matrix

with dimensions equal to those of Ψ.

One important yet subtle aspect of this regression is that it acts on the Ψ matrix only.

Each element of Ψ is the result of the dimension reducing basis function (see Equation

(3.12). This means that the variable λ becomes a global hyper-parameter of the model

that is independent of model dimension or the hyperparameter choice. When regression

is added to the formulation of Kriging derived above, every feature reflects the regression

value, from the maximum likelihood estimation to the predictor and on to the variance

prediction. This allows λ to be tuned like any other hyper-parameter.

3.2.6 Co-Kriging

Co-Kriging merges data from multiple sources into a single predictive model. Co-Kriging

is based on the assumption that computer modelled data can be obtained through a

number of methods, each with its own associated accuracy. Co-Kriging is useful in

situations where low-fidelity data can be obtained at low accuracy and low computational

cost while high-fidelity data can be obtained at high accuracy with a high computational
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cost. Co-Kriging is also capable of combining computer modelled data and experimental

data [Kuya et al., 2011b]. This presentation of co-Kriging is based on the work of

Forrester et al. [Forrester et al., 2007, 2008]. The process of constructing a co-Kriging

model begins with the design of experiments that consists mainly of cheaply evaluated

data points, Xc, and a smaller number of expensive data points, Xe. These sampling

locations, when combined, form X:

X =

 Xc

Xe

 = (x(1)
c , . . . , x(nc)

c , x(1)
e , . . . , x(ne)

e )T. (3.22)

The result of each evaluation is contained in Y:

Y =

 Yc(Xc)

Ye(Xe)

 = (Yc(x
(1)
c ), . . . , Yc(x

(nc)
c ), Ye(x

(1)
e ), . . . , Ye(x

(ne)
e ))T. (3.23)

Kennedy and O’Hagan [2000] proposed the auto-regressive model to determine a pref-

erential order for data used in prediction. The auto-aggressive model assumes that in

the immediate vicinity of an expensive observation, there is nothing to be learned from

a cheap evaluation. The auto-regressive model can be expressed as follows:

Ze(x) = ρZc(x) + Zd(x). (3.24)

The value of the expensive function is defined to be a sum of the scaled cheap function,ρZc(x),

and some Gaussian process representing the difference between the cheap and expensive

functions Zd(x), forming the entries of

cov{Yc(Xc), Yc(Xc)} = cov{Zc(Xc), Zc(Xc)},

= σ2
c Ψc(Xc, Xc) ,

(3.25)
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cov{Ye(Xe), Yc(Xc)} = cov{ρZc(Xc) + Zd(Xc), Zc(Xe)}

= ρσ2
c Ψc(Xc, Xe) ,

(3.26)

and

cov{Ye(Xe), Ye(Xe)} = cov{ρZc(Xe) + Zd(Xe), ρZc(Xe) + Zd(Xe)}

= ρ2cov{Zc(Xe), Zc(Xe)}+ cov{Zd(Xe), Zd(Xe)}

= ρ2σ2
c Ψc(Xe, Xe) + σ2

dΨd(Xe, Xe) .

(3.27)

This leads to the covariance matrix,

C =

 σ2
c Ψc(Xc, Xc) ρσ2

c Ψc(Xc, Xe)

ρσ2
c Ψc(Xe, Xc) ρ2σ2

c Ψc(Xe, Xe) + σ2
dΨd(Xe, Xe)

 , (3.28)

which depends on a number of variables: µd, σ
2
d, θd, pd, ρ, µc, σ

2
c , θc and pc. Because the

expensive variables are only preferred in regions where data is available, the low-fidelity

model is trained independently of the high-fidelity data over the entire domain. The

natural log likelihood function for a co-Kriging model is as follows:

− nc

2
ln(σ2

c )− 1

2
ln |(Ψc(Xc, Xc))| −

(yc − 1µc)
TΨc(Xc, Xc)

−1(yc − 1µc)

2σ2
c

, (3.29)

which can be simplified to

− nc

2
ln(σ̂2

c )− 1

2
ln |(Ψc(Xc, Xc))|, (3.30)

where σ̂2
c is defined as
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σ̂2
c =

(yc − 1µ̂c)
TΨc(Xc, Xc)

−1(yc − 1µ̂c)

nc
, (3.31)

and µc is

µ̂c =
1′Ψc(Xc, Xc)

−1yc

1′Ψc(Xc, Xc)−11
. (3.32)

This will appear familiar to Equations 3.16, 3.17 and 3.18, where Ψ has been replaced

by Ψc(Xc, Xc) and a subscript c added to relevant variables. As in Kriging, these

parameters are solved by maximising Equation 3.30.

Once the model is fitted to the cheap data, the expensive data is integrated into the

model. The role of the expensive data is to apply a correction to the cheap data. Let d

be defined as

d = ye − ρyc(Xe), (3.33)

for observed values of ye. Here, d is the difference between the cheap at the expensive

datapoint and ρ is a scalar value that is constant across the model. The ln-likelihood of

the expensive Kriging model is

− ne
2

ln(σ̂2
d)−

1

2
ln |(Ψd(Xe, Xe))|, (3.34)

σ̂2
d =

(d− 1µ̂d)
TΨd(Xe, Xe)

−1(d− 1µ̂d)

ne
, (3.35)

µ̂c =
1′Ψd(Xe, Xe)

−1d

1′Ψd(Xe, Xe)−11
. (3.36)

The predictor is

ŷe(x) = µ̂+ cTC−1(y − 1µ̂), (3.37)
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and the mean squared estimator is

ŝ2(x) = ρ2σ̂2
c + σ̂2

d − cTC−1c +
1− 1C−1c

1TC−11
. (3.38)

Here C is from Equation 3.28 and

c =

 ρσ̂2
cΨ(Xc,x)

(ρσ̂2
c + σ̂2

d)Ψd(Xe,x)

 . (3.39)

Equations 3.38 and 3.39 can be used to produce infill points and calculate the expected

improvement for a surrogate model. Once the addition of infill data has been completed,

the co-Kriging model can be used to predict a value for any point in the domain.

3.3 Summary of Optimisation and Surrogate Modelling

The methods introduced in this chapter form a set of tools that enable global optimi-

sation to be conducted with minimal amounts of information. Surrogate modelling pro-

vides an efficient method for generating a comprehensive understanding of a model do-

main from sparse data; enabling improved optimisation with sparse data. A well-trained

surrogate model provides insights into the response and significance of a design variable

in the model. If regression Kriging is used to train a model with non-deterministic data,

the resulting model may provide useful insights about the magnitude of noise present.

The Co-Kriging method provides the framework to unify multi-fidelity data. Co-Kriging

models generate a mapping between two levels of fidelity, which can lead to an under-

standing of where a specific method excels or fails to provide accurate predictions.

A surrogate model provides efficient and rapid predictions of modelled data. Once a

model is sufficiently trained, optimisers become a useful tool for searching the model for

a best possible outcome. Optimisation, both local and global, can be used to identify

locations in the model of interest. This usually corresponds to a desired outcome or

outcomes. Optimisation itself is a toolkit. Optimisers can be used independently or in



Chapter 3 Optimisation and Surrogate Model Construction 67

concert to find the best solution in the shortest amount of time. Optimisers may be used

to consider a single variable, or they may be used to understand the trade-offs in multiple

variables. Later in this thesis, both surrogate models and optimisers (local, global and

multi-objective) are used to design small unmanned aircraft for scientific research.





Chapter 4

Sensorcraft

This chapter provides a background on sensorcraft – small unmanned aerial vehicles

for scientific research. The subjects covered in this chapter are: sensorcraft geometries,

special aerodynamic considerations for low-Reynolds number aircraft, automatic/au-

tonomous aircraft control and system identification during flight testing. Each subject

discussed here is significant in the development of the ideas presented later in this thesis.

4.1 A Gallery of Sensorcraft

Before embarking on a detailed discussion of of the aforementioned topics, it may be

useful to have a visual reference of a sensorcraft. This section contains a gallery of three

aircraft used during the development of this thesis.

The first sensorcraft is known as the GDP aircraft. The aircraft is shown in Figure 4.1,

a photo taken during flight testing of the aircraft, in which the GDP aircraft is being

air launched from a larger aircraft. This aircraft was designed and manufactured by

fourth year engineering students at the University of Southampton as part of a group

design project (GDP). The purpose of this aircraft is to provide a balloon-launched

glider platform capable of carrying a bespoke payload of electronics for atmospheric

sensing. The aircraft was designed in CAD and fabricated with a CNC four-axis hot

wire foam cutter. The craft has undergone wind tunnel testing on several occasions

69
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Figure 4.1: The GDP aircraft in flight.

The GDP aircraft being launched from a mothership. Photo courtesy of András
Sóbester.

and has been flight tested. The aircraft was originally designed as a free-flight glider,

but was later retrofitted with a small electric motor. This motor enabled enhanced

loiter capabilities in regions of interest. Because this aircraft has both a comprehensive

CAD model and wind tunnel data, it played a significant role in the development of the

numerical simulation capabilities discussed in Chapter 5.

The second small unmanned aircraft of significance to this thesis is known as the in-

strumentation testbed. This aircraft, a converted off-the-shelf radio controlled glider,

served as an avionics testbed. Figure 4.2 shows the aircraft in flight. This aircraft car-

ries an avionics payload sufficient to stabilise and navigate the aircraft. Additionally,

an onboard computer can be used to monitor and take programmatic control of the

aircraft. This airframe has been wind tunnel tested and extensively flight tested. It

was extensively used in the development and validation of extracting aerodynamics data

from flight test data.

The third aircraft in this gallery is the VERA - 1 (Versatile Environmental Research

Aircraft), shown in Figure 4.3. This airframe is the product of the design loop introduced

in Chapter 5. The aircraft is manufactured exclusively with additive manufacturing,

with parts made via SLS, SLA and FDM. The VERA-1 shares the avionics developed
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Figure 4.2: The testbed aircraft during flight testing. Photo courtesy of András
Sóbester.

on the instrumentation testbed aircraft. VERA-1 also contains a unique centre of gravity

modification system. Details on the design and technical specifications for this aircraft

can be found in Chapter 7.

This unique aircraft geometry was chosen for a number of reasons. The geometry is

difficult to construct using traditional manufacturing technologies. This allows for the

demonstration of how additive manufacturing can simplify the manufacturing process

for complex designs. Additionally, joined wing aircraft topologies exhibit high span effi-

ciencies, and have structural benefits over non-joined wing aircraft [Kroo, 2005]. Finally,

a robust parameterisation for this shape had also been created as part of the AirCONICS

platform (formally introduced later in this chapter).

4.2 Unmanned Systems Terminology and Classification

Unmanned aircraft come in many shapes, sizes and service roles, as demonstrated in the

previous section. This section will provide a brief overview of the current unmanned

aircraft terminology and classification schemes. A sensorcraft is defined as an small,

unmanned aircraft that carries a scientific sensing payload. Some additional terminology

is listed below.
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Figure 4.3: The VERA-1 aircraft.

• Unmanned Aircraft – An unmanned aircraft, or Unmanned Aerial Vehicle (UAV),

is defined as an aircraft that does not carry a human operator. Unmanned aircraft

are remotely operated using various levels of automated or autonomous functions,

and are also recoverable and reusable [MOD, 2011].

• An Unmanned Aircraft System(UAS) – is defined as a system comprising the fol-

lowing: an unmanned aircraft, ground support equipment, communications equip-

ment and the personnel necessary to operate the unmanned aircraft [MOD, 2011].

• Remotely Piloted Aircraft – An aircraft that, whilst it does not carry a human

operator, is flown by a pilot or pilots [MOD, 2011].

• Automated system – In the unmanned aircraft context, an automated or automatic

system is one which, in response to inputs from one or more sensors, is programmed

to follow a predefined set of rules in order to arrive at a desired outcome [MOD,

2011].

• Autonomous system – By understanding its environment through sensor data, an

autonomous system is able to decide on an appropriate action to bring about

a desired state. It is capable of deciding a course of action from a number of

alternatives independent of human oversight and control, although these may still

be present [MOD, 2011].
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MOD Class MOD Category
Normal Operating

Altitude (AGL)
Civil Category (UK CAA)

Class I
< 150 kg

Micro
< 2 kg

200 ft Small Unmanned Aircraft
< 20 kg

Mini
2− 20 kg

3000 ft

Small
> 20 kg

5000 ft
Light Unmanned Aircraft

20− 150 kg

Class II
150− 600 kg

Tactical 10,000 ft
UAV

> 150 kgClass III
> 600 kg

MALE Up to 45,000 ft
HALE Up to 65,000 ft

Combat Up to 65,000 ft

Table 4.1: United Kingdom Ministry of Defense and United Kingdom Civil Aviation
Authority UAS Classifications.

• Small Unmanned Aerial Vehicle – The term small unmanned aerial vehicle refers

to the United Kingdom CAA Weight Classification Group 1, which encompasses

all sub-20kg aircraft.

• Drone – The word drone is commonly used to describe both autonomous unmanned

aircraft and remotely piloted aircraft. It is a common term in the news media,

where it typically refers to military unmanned aircraft systems conducting combat

missions (though increasingly used in a civil applications context too).

The broad range of UAV types has led to a mass-based classification scheme. Table 4.1

contains the current United Kingdom Ministry of Defense (MOD) classification scheme

and the United Kingdom CAA classification scheme [MOD, 2011].

This thesis will focus on aircraft with a payload capacity between 200g and 600g with

a takeoff mass between 500g and 2kg. This range falls into two classification categories:

small unnamed aircraft systems (sUAS) and micro aerial vehicle (MAV).

4.3 Parametric Aircraft Geometry Generation

The method of defining a sensorcraft geometry (or any aircraft geometry) is fundamen-

tal to this, or any, design and optimisation process. A geometry is a description of a

physical shape. This description of a geometry may take many forms, including any of
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the following: a computer-aided design file, a mathematical description of a shape, a

configuration file that describes the dimensions and orientations of shape primitives, or

a programmatic script that dictates how a geometry should be constructed.

Perhaps the single most significant surface of a sensorcraft is the Outer Mould Line

surface (OML). The design of this surface is complicated. The surface must enclose the

payload and internal structure of the aircraft. It must also efficiently interact with the

environment during flight. For this reason, the OML surface is often the first parametric

surface generated when designing an aircraft.

Aerospace research is a large and diverse field. Many solutions exist for generating

parametric OML geometries. This varies from simple parametric CAD files, such as those

demonstrated by Lundström [2012] to describe a parametric CATIA CAD model for

micro aerial vehicle to full frameworks for conceptual design, analysis and optimisation,

such as the CEASIOM platform [Von Kaenel et al., 2008].

The fidelity and complexity of the modelling method must be tuned to the task at hand.

Platforms such as CEASIOM are well suited for the conceptual design of commercial

and manned aircraft. While it is possible to extend the platform to small unmanned

aircraft, many of the methods and data included in the CEASIOM framework may

require extensive tuning.

Another consideration for an outer mould line modelling platform is the mobility of data.

Mobility means the ability to generate and use data across a variety of platforms and

applications. Parametric CAD models often lack the strong programmatic interfaces

necessary for outer mould line files to be easily generated, exported and evaluated.

For the purposes of this thesis, the parametric OML generation tool is required to

programmatically generate a large number of OML solutions.

Sóbester [2014] recommends that the description of a geometry should be concise, robust

and flexible. A parametrisation scheme should specify a shape with as few variables as

possible, create a geometry that responds sensibly to changes in the design description,

and have the capacity to be used to create complex shapes or combinations of shapes.
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Figure 4.4: An example Cirrus SR22 geometry from OpenVSP, based on an example
geometry included with the software [OpenVSP, 2014]

OpenVSP [OpenVSP, 2014] is a versatile tool that simplifies the construction of aircraft

geometries. An aircraft is defined as a series of shape primitives, such as lifting surfaces

and fuselages. OpenVSP manages the complex process of assembling the shape prim-

itives into a complete aircraft. OpenVSP offers integration with a number of analysis

tools and can export geometries in a standardised CAD format: the STEP file.

OpenVSP is primarily a tool for interactive design through a graphical user interface.

The interfaces to the program are limited, restricting the usefulness of this tool for

automated optimisation applications. However, the OpenVSP development team is

modifying the code to remove the dependency on the graphical user interface of the

application’s functionality. With the release of OpenVSP 3.0, an API is being developed

to enable better access to the strong geometry generation capabilities of the software,

but the work is still in progress.

GeoMACH [Hwang and Martins, 2012] was also considered as a script-driven geometry

generation tool. GeoMACH offers a Python interface for programming geometries and

integration into the NASA OpenMDAO framework. Additionally, GeoMACH can be

used to generate the internal structural elements of the wing. GeoMACH offers a high-

fidelity interface for aircraft structures; however, the software lacks CAD environment

integration. This is a critical requirement for geometry generation in this application,

as geometries need be be ready for additive manufacturing. Additionally, there is no
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Figure 4.5: An example geometry from the GeoMACH software. This is the Hybrid
Blended Wing example that is included with the software[Hwang and Martins, 2012].

decoupling of shape and scale, complicating the parametrisation of a wing for an opti-

misation.

The geometric description used in this thesis is based on the work of Sóbester [2014]

and Sobester and Forrester [2014]. Rhinoceros 5 [Rhi], built on the OpenNurbs toolkit

[OpenNurbs, 2014], is used as a CAD package for geometry creation. Rhinoceros 5 is a

powerful tool for generating aerodynamic surfaces. It provides computer-aided design

tools that can be used to generate the required fabrication file format, STL, for use in

additive manufacturing equipment.

The geometry code used to generate lifting surfaces implements three suggestions from

Sóbester [2014]: it uses object-oriented shape primitives, separates the shape definition

and scaling properties of geometries and the use of a leading edge geometry-attached

curvilinear coordinate system to define the shape of the geometry.

Consider an axis that is anchored at the root and tip chords of a wing and is coincident

to the leading edge of the wing. This axis, known as the ε axis, has a non-dimensional

value of zero at the root chord and one at the tip.

A lifting surface geometry is generated by defining values of sweep, dihedral, twist and

airfoil section as functions of ε. Sweep and dihedral define the shape of the leading edge

of the wing, whilst twist and chord define the shape of the trailing edge. The airfoil

cross section is also defined at each point along the ε axis, defining the volume of the

wing. The description of the wing can be summarised as follows:
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Lifting Surface = G(fsweep(ε), fdihedral(ε)︸ ︷︷ ︸
Leading Edge

,

Trailing Edge︷ ︸︸ ︷
ftwist(ε), fchord(ε), fsection(ε)). (4.1)

Each function f must be smooth and continuous for ε ∈ [0, 1]. The function can take

any form, from a constant value to a piecewise function. This allows for a broad range

of geometries, from rectangular wings to box wings.

Two additional parameters control the scaling of a non-dimensional wing into a fully

dimensioned wing: a scaling factor applied to the entire geometry and a scaling factor,

called the chord factor, applied to the chord length. These scale the geometry whilst

preserving the shape of the wing.

Wing properties, such as span, projected area, wetted area and aspect ratio, may be

used as design variables in wing optimisation. The relationship of the chord and scale

factors to these metrics depends on the mathematical description of the wing shape

(Equation 4.1). While an analytical approach may exist for some geometries, a generic

approach that employs a local search to identify these parameters is used in this work.

The Python programming language is used internally in Rhinoceros 5 to generate ge-

ometries, allowing external libraries to be imported for use. The local search for the

chord and scaling factors is conducted using the optimisation toolkit of the Scipy pack-

age [Jones et al., 2001]. A Nelder-Mead simplex algorithm is used to modify the two

scaling factors for the wing in order to obtain the target aspect ratio and wing area.

The objective function for this optimisation is an aggregate of two objective functions,

one for area and one for aspect ratio. The optimal scaling factors produce a wing that

is defined in both shape and scale.

4.4 Sources of Computational Aerodynamic Data

Once the OML geometry has been constructed, the aerodynamic merit of the design

is evaluated. This is done using two classes of tools: computational analysis and flight

testing. The discussion of free-flight analysis methods is found in Chapter 6.
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In this section, several methods of computational aerodynamic analysis are discussed. A

description of each method is presented to differentiate between modelling methodolo-

gies. The analyses preformed by these techniques range from computationally cheap to

expensive. A cheap analysis is generally something that can run on a desktop computer,

usually in under an hour. Expensive analysis benefits from parallel computation dis-

tributed across a computing cluster, which requires several wall clock hours of runtime.

The return for the extra computing resources required is improved prediction accuracy.

Navier-Stokes

Navier-Stokes methods numerically simulate viscous, turbulent fluid flows. In theory,

this allows for very accurate aerodynamic analysis. Navier-Stokes methods solve for

continuity of macroscopic properties, such as mass, across a domain sub-divided into

finite volume elements.

A turbulence model may be required when using Navier-Stokes methods to model the

fluid flow over an aircraft. Three common models are Direct Numerical Simulation

(DNS), Large Eddy Simulations (LES) and Reynolds Averaged Navier-Stokes (RANS).

These methods differ in how turbulence is modelled or resolved. Direct numerical sim-

ulation resolves turbulence at all scales, at great computational cost. Large Eddy Sim-

ulation models small-scale turbulence and resolves large-scale turbulence. This greatly

reduces the computational cost of simulations, while still resolving turbulence. Reynolds

averaged approaches model turbulence at all scales, without resolving any turbulence in

the model. RANS methods are used in this experiment because of the low computational

cost and the maturity of the RANS solvers in common CFD software.

Because Navier-Stokes methods depend on finite volume methods, the simulation domain

needs to be meshed. A high quality mesh allows a Navier-Stokes solver to converge to a

solution that provides a reasonable estimate of form drag at low angles of attack.

The Harpoon Extreme mesher is used for mesh generation [Har, 2014]. Harpoon pro-

duces a Cartesian grid in the simulation domain, with refinement around the aircraft

and boundary layers formed at the aircraft’s surface.
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Figure 4.6: An example CFD result shows a small unmanned aircraft with a planar
slice revealing the Cartesian structure of the geometry mesh.

OpenFOAM [Weller et al., 1998] is used to calculate fluid flow through the mesh using

a Reynolds averaged Navier-Stokes k − ω SST solver with corrections for low-Reynolds

number flows. Figure 4.4 depicts the results of a Navier-Stokes simulation and a slice

showing the structure of the mesh around the aircraft. The contours on the surface of the

aircraft geometry represent the pressure distribution, as determined by the OpenFOAM

SimpleFOAM CFD solver.

This simulation was run on the Iridis4 compute cluster at the University of Southampton.

The total cell count for this simulation was 5.5x106 and was computed in less than four

hours of wall clock time using 32 processing cores. These simulations became the basis

for the droneCFD package that was used later in the thesis. This package was tuned

using wind tunnel data available for the GDP aircraft. The default parameters of the

droneCFD package were the parameters determined here. The results of a comparison

of droneCFD and wind tunnel data can be seen in Figure 4.4.
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Figure 4.7: A compairson of droneCFD to wind tunnel data for the GDP aircraft.

Figure 4.8: A diagram showing the allowed velocity vectors in a n = 19 Lattice-
Boltzmann fluid cell. This diagram shows 18 vectors that extend from the origin of the
cube to the edge. The last vector is a null vector at the origin, allowing for the fluid in

the cell to be at rest.

Lattice Boltzmann

While Navier-Stokes methods are commonly used for computational fluid dynamics sim-

ulations, other approaches may also be used. Lattice-Boltzmann methods (LBMs) de-

scribe fluids as mesoscopic1 scale particle distributions. This differs from the Navier-

Stokes equations that solve for the continuity of macroscopic fluid properties. Since the

mesoscopic formulation contains information about the macroscopic properties of the

flow, the Navier-Stokes equations can be derived directly from the Lattice Boltzmann

transport equations [Chen and Doolen, 1998].

1The mesoscopic scale is between the macroscopic scale and the microscopic scale. Like microscopic
scales, mesoscopic scales describe domains with large numbers of particles, while also describing the
behaviour of individual molecules in the volume.
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Lattice-Boltzmann codes are referred to as ‘meshless’ solvers. Geometries do not require

a pre-processing mesh generation step. Instead, the Lattice-Boltzmann code segments

the fluid region of the simulation domain into a Cartesian grid or lattice. Each element

in the grid is further discretized into a number of n allowable states. Each allowable

state represents a velocity vector that originates at the center of a grid element and ends

at an edge or surface of the element as shown in Figure 4.8. Common values for n are

15, 19 or 27. The transport equation that describes the movement and behaviour of the

fluid with respect to time is as follows:

∂fi
∂t

+ ei · ∇fi = Ωc i ∈ [1, n]. (4.2)

The left side of the equation streams virtual particles through the fluid domain. fi is a

probability distribution function for a specific state in a cell, ei represents the velocity of

fi. The right hand side of the equation, Ωc, is called a collision operator. The collision

term determines the outcome when two particle distributions simultaneously arrive at

the same point in space. This outcome is a modification to the particle distribution

functions of an element in the lattice.

Lattice-Boltzmann methods are relatively nascent solvers in CFD. Several commercial

LBM codes are available, such as XFlow [xfl, 2014]. Open-source methods are also

emerging, such as the Palabos solver [pal, 2014]. Commercial codes have demonstrated

accurate results and good performance [Holman et al., 2001]. XFlow offers features such

as adaptive lattice refinement, curvature refinement and an LES turbulence model. In

initial tests, XFlow was able to reasonably predict the performance of an aircraft when

compared to wind tunnel data. These tests consisted of comparing LBM of the reference

aircraft to the wind tunnel data acquired at the University of Southampton.

4.5 Aerodynamic Design Considerations for Sensorcraft

Small unmanned aerial vehicles operate at chord Reynolds (Re) numbers of between

104 and 106, a complicated flow regime for flow over airfoils and wings [Gad-el Hak,
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2001]. Figure 4.9 illustrates the significant increase in drag on a wing at low Reynolds

numbers, caused by the viscous effects in boundary layer flow physics. Carmichael

[1981] outlines properties of Reynolds numbers flows between 10,000 and 200,000, the

following is a summary of his observations. At Reynolds numbers of 10,000 to 30,000,

boundary layers are laminar. In the event of boundary layer separation, the flow does

not reattach, leading to a loss of lift. At Reynolds numbers between 30,000 and 70,000,

thin airfoils with a thickness of less than 6% of the chord length exhibit reasonable

performance. However, thicker airfoil performance is negatively impacted by boundary

layer separation and hysteresis during flow reattachment. At 70, 000 < Re < 200, 000,

airfoil performance improves significantly, but can be affected by boundary layer bubbles

forming on the surface of the airfoil. An excellent summary of low Reynolds number

flow can be found in Gad-el Hak [2001]. Extensive experimental studies have recorded

a wide range of useful data [Carmichael, 1981, Lissaman, 1983, Mueller and Reshotko,

1985, McGhee et al., 1988, Mueller, 1999, Pelletier and Mueller, 2000, Sun et al., 2006,

Spedding and McArthur, 2010].

103 104 105 106 107 108

5 · 10−2

0.1

0.15

Reynolds Number

C
D

Figure 4.9: The impact of Reynolds number on drag. Plot adapted from Austin
[2011].

One airfoil, the Eppler 387, has been the focus of extensive low Reynolds number flow

experimentation. McGhee et al. [1988] preformed wind tunnel tests of this airfoil from

Reynolds numbers of 60,000 to 460,000. Selig and McGranahan [2004] and Cole [1989]

conducted similar experimental tests, both validating McGhee’s results. Montelpare and

Ricci [2004] analysed the breakdown of the boundary separation bubble at Reynolds

numbers of 100,000 and 200,000 using infrared thermography image analysis.
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The Eppler 387 has also been studied using numerical simulation. Attempts have been

made to accurately simulate the formation of the boundary layer using inviscid potential

flow code, RANS, LES and DNS simulations [Sahin et al., 2008]. It is just becoming

possible to reach relatively good agreement between the early wind tunnel experiments

and computational approaches [Sahin et al., 2008].

While computer simulations can provide approximate aerodynamic data, the highest

fidelity source data comes from wind tunnel testing and free-flight testing of an aircraft.

This assumes that the wind tunnel and free-flight testing are are properly collected

and the resulting data is of high quality. Free-flight testing of small unmanned aircraft

systems requires a flight management unit capable of controlling and navigating the

aircraft in all aerodynamic flight regimes.

4.6 Operation of Sensorcraft

An aircraft is operational once the geometry of a sensorcraft is established, the aircraft is

fabricated and the critical flight systems are installed. These systems include actuators,

battery stores and computer controllers to manage the aircraft. The flight management

unit (FMU) of an autonomous sUAS is responsible for controlling and navigating the

aircraft. Microelectromechanical systems (MEMS) technologies have enabled the minia-

turisation of flight management units for sUAS. Microelectromechanical systems sensors

were first explored for missile guidance systems [Ruffin, 1999] before being applied to

small unmanned aircraft flight management units [Jang and Liccardo, 2007]. The num-

ber of MEMS-based autopilots increased quickly [Chao et al., 2010]. A complete flight

control system with MEMS sensors, GPS and telemetry downlinks is now commonly

available for approximately £2502.

A low-cost flight management unit comprises the following: a processor, inertial sensors

for attitude determination, a global positioning receiver, communication links and power

management circuitry. The role of the processor is to manage these systems, interpret

23D Robotics.store.3drobotics.com. Accessed 3/2/2014.
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Figure 4.10: A modern MEMS flight control system. Photo courtesy of
www.pixhawk.org

position and attitude sensor information, make path planning decisions and manage

communications with operators on the ground.

The autopilot used in the experiments described in Chapters 6 and 7 represents the

state-of-the-art for low-cost flight management units. The autopilot was selected be-

cause of the small size, ease of programming and a strong open support community for

support. Initial flight testing was conducted using the Pixhawk flight control system.

This flight management unit is based on an ARM Cortex-M4 processor running at 168

MHz, executing 252 million instructions per second. The specific sensor payload is sum-

marised in Table 4.2. This table contains a listing of sensors, the ranges of each sensor

and the resolution at which the sensors are digitised. Additionally, the flight manage-

ment unit has significant data storage capabilities. Up to 128 gigabytes of data can be

stored on the aircraft in removable flash memory.

The Pixhawk was later replaced with a Navio+ flight management unit. The Navio+

features similar sensors to the Pixhawk, but is designed to interface with a Raspberry Pi

single board computer. This allows the autopilot to utilise the more powerful processor

on the Raspberry Pi, and provides a number of other useful features, which will be

expanded upon in Chapter 6.
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4.7 System Identification of Small Unmanned Aerial

Vehicles

Aircraft system identification is the determination of a mathematical model describing

a system based on the experimental observation of inputs and outputs of the system.

This is a complicated task, as the mathematical model has many degrees of freedom. In

addition to completing the difficult task of fitting a mathematical model to physical data,

systematic errors and noise must be identified and handled appropriately. A number of

approaches have been developed for system identification of aircraft, both manned and

unmanned. A number of these approaches, specific to sUAS flight, will be discussed in

the section.

4.7.1 Six-Degrees-of-Freedom Model

An aircraft can be described as a rigid body that has translational and rotational motion.

The sum of all forces acting on the aircraft is given by F = [X,Y, Z]T and the moments

about the center of gravity are M = [L,M,N ]T . F can be decomposed into three

components: aerodynamic forces, thrust forces and gravity forces. The total sum of

forces is F = F + T + W, where T is the thrust force vector and W is a vector

describing the gravitational force.

The values of F and M can be related to the translational and rotational velocities of

the system. F = m[u̇, v̇, ẇ]T , where v = [u, v, w]T are translational velocities.

The rotational velocities of the system are ω = [p, q, r]T . Coriolis accelerations need to

be considered, as the system is undergoing translational and rotational motions. The

corresponding force is given by Fc = m(ω×v). Combining these equations produces the

following force equations:

u̇ = (rv − qw) + (Xaero + Tx)/m− g sin θ, (4.3)

v̇ = (pw − ru) + (Yaero + Ty)/m+ g cos θ sinφ, (4.4)
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ẇ = (qu− pv) + (Zaero + Tz)/m+ g cos θ cosφ. (4.5)

The rotational equations of motion are given by

ṗ− (Ixz/IX) ṙ = −qr(Iz − Iy)/IX + qpIxz/Ix + L/Ix, (4.6)

q̇ = −pr(Ix − Iz)/Iy − (p2 − r2)Ixz/Iy +M/Iy, (4.7)

ṙ − (Ixz/Iz)ṗ = −pq(Iy − Ix)/Iz − qrIxz/Iz +N/Iz. (4.8)

The angular rate of change is given by

φ̇ = p+ tan θ(q sinφ+ r cosφ), (4.9)

θ̇ = q cosφ− r sinφ, (4.10)

ψ̇ = sec θ(q sinφ+ r cosφ). (4.11)

These equations describe a force and angular momentum balance, but provide no insight

into how the aircraft geometry relates to these quantities. An understanding of this

can be achieved by generating an aerodynamic model that describes how the aircraft

geometry contributes to the forces and moments of the six-degree-of-freedom model.

4.7.2 Aircraft System Identification

Previously, the behaviour of an aircraft based on forces, moments, velocities and posi-

tions was described. This chapter will cover the creation of a mathematical model that

relates the geometry of the aircraft to the aerodynamic forces observed. The generic

form this takes is a function that relates an input vector u and a system state x to an

observed outcome y:

y = F (x,u). (4.12)
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The system state vector contains the inputs to the six-degree-of-freedom model (u, v, w,

p, q, r,ψ, θ, φ) and a position offset (xE , yE and h). The vector u contains input variables

such as the throttle setting and control surface positions. The output variables contain

the observed outcome of the function F as measured by the flight management unit.

The accelerometers return ax, ay and az. The gyroscopes measure the angular velocities

of the system, p, q and r, and the angular accelerations, ṗ, l̇ and ṙ. The airspeed Vair of

the aircraft is measured using the differential pressure sensor attached to a Pitot static

system. The flight management unit also generates Euler angles, ψ, θ and φ, based

on the data fusion of the onboard sensors, magnetometers and GPS. The continuous,

time-invariant state-space models are commonly used for aircraft system identification

[Klein and Morelli, 2006, Tischler and Remple, 2012], including small unmanned aerial

vehicles [Hoffer et al., 2014]. The formulation of this model follows:

ẋ = f [x(t),u(t), θ], x(0) = x0, (4.13)

y(t) = h[x(t),u(t), θ], (4.14)

z(i) = y(i) + ν(i), i = 0, ..., N. (4.15)

Equations 4.13 and 4.14 are commonly written as

ẋ = Ax + Bu(t− τ), (4.16)

y(t) = Cx + Dy(t− τ). (4.17)

A, B, C and D are matrices containing control and stability derivatives. τ is a vector

that represents system latency between control input and system output. For a conven-

tional aircraft, a full six-degree-of-freedom model will contain 64 aircraft parameters,

including 36 stability derivatives, 24 control derivatives and four latency constants (τ).
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Depending on the configuration of the aircraft, the composition of these variables will

change. For the aircraft flown in Chapter 7, each aircraft uses only two control sur-

faces in an elevon configuration, reducing the number of control derivatives. Further

information on the derivation and development of the state-space model can be found

in Tischler and Remple [2012], Klein and Morelli [2006], and Beard and McLain [2012].

4.7.3 System Identification of Small Unmanned Aerial Vehicles

System identification for small unmanned aircraft is challenging. The flight character-

istics of the aircraft are likely to be influenced by low Reynolds number effects and

environmental conditions. The input and output data from the system is noisy and

prone to sensor drift. System identification is often the only method to extract the typ-

ical free-flight performance parameters of an aircraft. The data collected during system

identification and the model constructed from this data set or a subset are used to deter-

mine aerodynamic performance, evaluate stability and control, design control systems

and identify system faults.

System identification procedures can be segmented to improve accuracy and simplify

testing procedures. An example of this is to treat the longitudinal and lateral models

of the aircraft as uncoupled. Additionally, further simplifications of the aircraft can be

made for basic lift and drag calculations by neglecting the inputs of the control surfaces.

Müller et al. [2012] demonstrated a method of using low-fidelity computational simula-

tions, DATCOM+3 and the Athena Vortex Lattice (AVL)4 as a method of estimating

a dynamics model without flight testing. The model produced is not assumed to be

accurate; however, it can be used for initial autopilot testing and as a starting point for

higher fidelity forms of system identification.

Flight testing an aircraft in a controlled, indoor environment improves the accuracy of

system identification by minimising external influences on the aircraft. Cory and Tedrake

[2008], Hoburg and Tedrake [2009], and Uhlig and Selig [2011] have demonstrated the

3DATCOM+ is a tool for aircraft design and stability calculations based on empirical and analytical
methods. It is based on the USAF Stability and Control Data Compendium for high Reynolds number
flight.

4AVL is a widely available inviscid Vortex Lattice code that covers a wide range of Reynolds numbers.
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use of motion capture camera systems to generate high fidelity state estimation data for

aircraft. Motion capture systems provide position data from an Earth-oriented reference

frame, removing any error or drift that may be present in data recorded by a flight

management unit.

Evans et al. [1997] proposed recording high spacial fidelity Carrier-Phase Differential

GPS data to conduct system identification on free-flying small unmanned aircraft. Us-

ing a state-space model, a system identification was conducted using three data fit-

ting approaches. Seanor [2002] constructed a well-instrumented unmanned aircraft and

demonstrated accurate offline system identification and online system frequency identifi-

cation. Campbell and Kresge [2003] also explored offline system identification on a large

unmanned aircraft. Both of these aircraft were well instrumented and were equipped

with air probes to measure the angle of attack and side slip angle. The payload of one

aircraft was 5-10 kg with a power consumption of almost 25 Watts. Hemakumara and

Sukkarieh [2011] explored the application of Gaussian processes to unmanned aircraft.

This work is of interest as this method is used to predict the aerodynamic forces on the

aircraft. Li et al. [2012] explored system identification of a 6.8 kg aircraft, using only

a MEMS-based inertial measurement unit, GPS and airspeed sensors. Dorobantu et al.

[2013] also demonstrated a similar system identification on a 2 kg aircraft. The work of

Li et al. [2012] and Dorobantu et al. [2013] is most relevant to the aircraft considered in

this thesis, as the autopilot instrumentation and aircraft scales are comparable.

Online system identification, or model parameter estimation during flight, is used for

adaptive control system design and system fault detection. Atkins et al. [1998] developed

a Mu-Markov parametrisation that used a least squares criterion to fit model data during

flights. Puttige and Anavatti [2006, 2007] evaluated the effectiveness of neural networks

for online system identification. They demonstrated an online neural network for a

three-degree-of-freedom aircraft model. They later extended this work to a six-degree-

of-freedom model and found that the neural network was unable to provide accurate

results.

System identification has also been conducted on non-rigid aircraft. Albertani et al.

[2007] placed a flexible wing micro air vehicle into a wind tunnel and used a vision



Chapter 4 Sensorcraft 91

system and strain gauge to measure the bending movements of a wing and the impact

on the aerodynamic properties of the aircraft.

4.8 Summary of Sensorcraft

This chapter contained a brief look at several topics necessary for understanding a sen-

sorcraft system. The sensorcraft has an outer mould line geometry that is often described

by a well defined parametric. This geometry dictates how the aircraft interacts with the

environment, which is a process that may be determined with numerical simulation or

through observation. Should these aerodynamic measurements be made experimentally,

a sensorcraft requires a flight management unit that can record data, and a system-

identification technique to understand these data. In the next three chapters, the role

of each of these topics in the thesis will become clear. This starts with the introduction

to a proposed design methodology for sensorcraft.





Chapter 5

A Proposed Design Methodology

for Sensorcraft

This chapter proposes a design loop for predicting optimal airframe geometry for a small

sensorcraft with a unique payload. This approach is an inversion of prevailing design

methodology today, in which the preferred approach is to integrate the payload into

the most suitable existing airframe. The approach outlined in this chapter is enabled

by the flexibility of geometry construction using additive manufacturing and surrogate

modelling techniques for purposes of efficient optimisation of a bespoke sensorcraft.

The design loop, shown in Figure 5.1, is based on a co-Kriging surrogate model trained

with numerically simulated data and data captured during free-flight testing of airframes

manufactured using additive manufacturing. These two sources of data are fundamen-

tally complementary. Steady state numerical simulations are conducted in highly con-

strained and controlled environments. This method of testing allows for the identification

of subtle differences in aerodynamic properties for a given set of geometries. Free-flight

testing data, which is considerably less deterministic than steady-state numerical simu-

lations, provides physically accurate performance data for an aircraft geometry. Because

flight testing provides the most realistic information about aircraft performance, here it

will be considered the highest fidelity data available. Hence, numerically simulated data

is viewed as low fidelity data for the purposes of co-Kriging surrogate model building.

93
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Geometry
Generation

Numerical
Simulation

(CFD)
Surrogate
Modeling

Optimisation

Flight 
Testing

Aircraft
Fabrication

Figure 5.1: The complete design loop. The outer loop resembles a typical surro-
gate model driven optimisation process. The addition of the inner loop corrects the

numerically simulated data to be physically accurate.

Co-Kriging excels at producing predictive models with limited data, making it a use-

ful technology for problems where data evaluation is costly1. Additionally, co-Kriging

models consolidate multi-fidelity data efficiently; the model’s accuracy significantly im-

proves with the addition of limited high-fidelity data. The resulting model can provide

a physically accurate prediction at any point in the domain. Querying this model takes

milliseconds on a standard desktop computer, enabling efficient global design optimisa-

tion using stochastic optimisers.

This proposed design loop is built upon existing co-Kriging optimisation examples.

Keane [2003] demonstrated the optimisation of a wing using an empirical drag pre-

diction model as a low fidelity data and CFD as a high fidelity data source. Kriging

was used to model the differences between these two sources. Forrester [2010] and Kuya

et al. [2011a] demonstrated co-Kriging optimisation based on low-fidelity computational

1At the time of writing, a CFD simulation of the type described here requires approximately 300
CPU hours per evaluation, while it takes between 24-48 hours to fabricate an aircraft with additive
manufacturing.
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models and high-fidelity wind tunnel testing data. The design loop presented here ex-

tends this previous work by introducing methods of using flight testing data as a source

of high fidelity data and tightly integrating a geometry model into the design loop for

both outer mould line surfaces and additively manufactured solid geometries.

In the remainder of this chapter, the methods used to implement this design loop will

be discussed. This includes a discussion of geometry generation (digital and physical),

numerical simulation of these aircraft, surrogate model construction and optimisation.

A discussion of flight testing methodologies is presented in Chapter 6, and the proposed

design loop is reduced to practice in Chapter 7 using an example application.

5.1 Selection of Design Variables

This proposed design loop provides considerable flexibility for solving a variety of aircraft

design problems. Because it may be used in many situations, the process of selecting

design variables is left to the engineer who uses this method. There are general guidelines

that may help when selecting which variables to model.

Each variable selected should produce an observable impact on the flight performance

of the aircraft. For example, changing the wing area and aspect ratio of the main wing

should yield changes in the parasitic and induced drag of a wing. These changes should

be evident in the flight performance of the aircraft. Alternatively, selecting the colour

of the wing is unlikely to have a significant impact on flight performance and is perhaps

not well suited as a design variable.

The number of design variables should also be carefully chosen since the Kriging models

on which this design loop is based perform best when the number of variables is limited.

Every dimension added to a design optimisation problem adds two additional degrees

of freedom to the Kriging model (which correspond to the addition of two new θ and p

hyperparameters in the model). Each additional dimension also raises the sampling rate

necessary to generate an accurate model, increasing the required computational budget

to evaluate each additional point. This means that the design loop is not well suited to

problems like the 237 design variable optimisation of a blended wing body conducted
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by Lyu and Martins [2014] but will be applicable in situations where ten or fewer design

variables are identified.

The design variables selected will likely be parameters that define the shape of a complex

aircraft geometry. The ability to use continuous design variables to modify the shape of

an aircraft is not a trivial task. The next section addresses how design variables and a

robust geometric model of the aircraft are used to create meaningful and consequential

changes in the aircraft shape.

5.2 Digital Geometry Generation

The proposed design loop employs AirCONICS [Sóbester, 2014, Sobester and Forrester,

2014], previously introduced in Chapter 4, as the geometry engine for digitally gener-

ating aerodynamic outer mould line representations. This work extends AirCONICS to

construct parametric solid skins and parametric internal structural shapes (such as ribs

and spars). This section introduces geometry parametrisation used in the design loop

for sensorcraft, including the process of creating the digital outer mould line geometries

and an introduction to the methods used for the construction of solid geometries suitable

for additive manufacturing.

Outer Mould Line Surface

The outer mould line surface is important: it is the reference surface around which an

aircraft is constructed and the surface that is in contact with the external environment.

The curvilinear equations mathematically define the outer mould line surface using a

number of wing defining parameters at every ε ∈ [0, 1] (refer to Equation (4.1) for this

parametrisation), allowing these equations to be converted into CAD surfaces. The con-

version of parametric equations into CAD-modelled data is an indirect process. That

is to say, the shape defining equations are not used to generate CAD surfaces directly,

but rather used to create many CAD curve primitives (airfoil cross-section curves) that

can be used to calculate a lofted non-uniform rational basis spline (NURBS) surface.
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As previously mentioned, this work uses the Rhinoceros CAD environment. The ter-

minology used here is specific to this CAD program but also applies to many other

applications. Several airfoil cross sections are created along ε to form the foundation of

the surface. For the aircraft demonstrated in Chapter 7, the Eppler 387 cross-section

was selected. This airfoil cross section was selected because of the ample data about low

Reynolds Number performance, as previously introduced in Chapter 4. The position of

the leading edge of the airfoil is coincident (and the plane of the airfoil orthogonal) to

the leading edge curve as defined by the wing topology parametrisation. A surface is

lofted through these airfoil curves, producing the outer mould line lifting surface of the

wing. This process is shown in Figure 5.2.

The placement of the airfoil cross sections along ε is essential for achieving a high quality

NURBS surface. Should regions of high curvature exist, it is beneficial to refine the

surface these regions by including a higher density of airfoil cross sections. Likewise,

using large numbers of airfoil cross sections in areas of low curvature unnecessary increase

the time required to construct the outer mould line geometry.

Figure 5.3 shows the computed curvature of the leading edge of a joined wing. The

length of the blue lines indicates the magnitude of the curvature2. This curvature is

computed along the length of ε, allowing for mapping of curvature to the parametric

AirCONICS representation of the wing. This allows for the calculation of leading edge

points along ε that best describe the wing shape. It should be noted here that a wing

may have no curvature (a rectangular box wing for example). In this case, airfoil cross

sections should be evenly distributed along ε. Additionally, points must be added at

ε = 0 and ε = 1.

Once the curvature-adapted airfoil cross section locations have been calculated, the final

airfoil cross sections can be placed. The airfoils returned from this function must be

uniformly scaled such that the airfoil has a range of [0, 1] in the X direction. These cross

sections are then scaled and rotated using the chord scale function (fchord) and twist

functions (ftwist) respectively. A lofted surface is calculated using these cross sections.

This surface forms the outer mould line of the aircraft.

2The calculation of curvature is made using the Rhinoceros CurvatureGraph command.
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(a) Wing cross sections (leading edge shown for reference.)

(b) A surface lofted through the cross sections.

Figure 5.2: A visual reference to the construction of a surface based on airfoil cross
sections.

Solid Geometry Generation

Once the outer mould line surface is established, we turn our attention to the design

of the structure hidden beneath the outer layers. In keeping with AirCONICS surface

parametrisation scheme, the solid geometries generated for the internal structures will

be constructed from carefully crafted surfaces.

A solid is a specific collection of surfaces that form a water-tight structure with no

non-manifold edges. A non-manifold edge is any edge that does not connect exactly
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Figure 5.3: A visual reference to the construction of a surface based on airfoil cross
sections.

two surfaces. A naked edge is a special type of non-manifold edge, where the edge is

only connected to one surface. A solid should comprise only external surfaces; surfaces

that are internal to the geometry could potentially create an invalid solid. Because

AirCONICS and the underlying Rhinoceros CAD program are largely surface modelling

tools, care must be taken to generate only valid solids.

Additionally, care must be taken to ensure that no intersecting surfaces exist in the final

solid geometry. Intersecting geometries occur when a surface is self-intersecting or when

two solids overlap. The later case can commonly occur at the trailing edge of an airfoil

when fitting a spline curve to points defining the airfoil. Self-intersecting surfaces can

be difficult to spot and detect. If the self-intersection falls below the CAD software’s

tolerance, it may be undetectable. When the geometry is converted to a file format

suitable for additive manufacturing, the model may be resampled at a smaller tolerance.

This leads to the emergence of problematic geometries, even though the CAD geometry

is still valid. Choosing the model tolerance is therefore critical in this type of design

work. The CAD tolerance should be at least an order of magnitude smaller than the

minimum edge length used to tessellate the sold for additive manufacturing3.

One final note is that the AirCONICS wing must be scaled to the desired dimensions

before proceeding with solid structure generation. Solid structures require operations on

3At the time of writing, the STL file format is the most prevalent file format for transmitting CAD
data to additive manufacturing equipment.
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Figure 5.4: An example of an airfoil and an internally offset airfoil.

dimensionally accurate scaling factors, since many operations involve offsets or absolute

distances.

Skin Generation

The first structural layer generated is the wing skin, which forms a thin layer of non-air

permeable material beneath the outer mould line surface. This skin transmits aerody-

namic loads on the surface of the wing to the internal structure of the wing. The surface

must be robust and must not considerably deform under load.

The two principal elements of the wing skin are the outer and inner surfaces. The outer

surface, the outer mould line surface of the wing, has already been introduced. The

inner surface of the solid is derived directly from the airfoil cross sections that define

the outer mould line surface. For each airfoil cross section used to define the surface of

the outer mould line, a fixed-distance inside-offset curve is calculated from the airfoil.

Figure 5.4 shows an example offset of an E387 airfoil.

The skin thickness of the wing is specified in a functional way, much like the equations

that define the shape of the wing, described in 4.1. This function specifies the skin

thickness as a function of ε, or fthickness(ε). When designing this thickness function,

the limitations of the additive manufacturing technology must be considered. Typi-

cally, depending on which additive manufacturing technology is used for fabrication,

this function should have a minimum value of between 0.7mm and 1mm in thickness.

Because the offset curves are derived from the original outer mould line surface, they

inherit the attributes of the original outer mould line parametrisation (twist, dihedral,

etc.). A second surface can be lofted through this collection of offset curves using the

same techniques described previously.
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With these two surfaces, the wing skin solid can be generated. Several techniques could

be used to construct this solid. The approach taken here is to form two solids by creating

planar caps for each surface and, using Boolean operations, to calculate the difference

between the solid formed using the outer mould line surface and the offset inner surface.

This technique is an approach that can be applied to many types of aircraft topologies,

from a rectangular-wing to a box-wing aircraft.

The Rhinoceros PlanarSrf command is used to form the planar caps for the airfoil cross

sections at ε = 0 and ε = 1 for the outer mould line surface and the offset surface. Solids

are formed using the Rhinoceros join command. A Boolean difference operation can

then be computed, leaving material in the region between the outer mould line surface

and the offset surface.

Internal Support Generation

The next layer of structure in a wing is the material responsible for transmitting the

aerodynamic loads from the skin to a central spar. Traditionally, this structural layer

would comprise a series of ribs and stringers. In the case of additive manufacturing, this

structure can take many different forms.

Because the aircraft being considered here are additively manufactured, and may be

fabricated as a single monolithic component, the distinction between skin, ribs and spars

may be difficult to discern. In fact, automated methods of designing internal support

structures, like the method proposed by Kelly [2015], do not differentiate any of these

components.

The internal structure is initially constructed as a thick wing skin, which is around an

order of magnitude thicker than then the actual wing skin. This forms a solid object

from which material will be selectively removed to form a structure. The role of this

structure is to support and stiffen the skin. The support structure will also assist in

the transfer of the aerodynamic loads on the aircraft to the spars. Because additive

manufacturing can fabricate complex shapes, there are limitless ways to generate this
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support structure. In this work, a simple grid x-y pattern is used. This was chosen for

simplicity and ease of programming.

The cross-sectional curves used to form the base solid are slightly different than those

used to generate the wing skin. This change is due to the constraints of Boolean op-

erations (when we eventually Boolean union the wing skin and the internal support

structure). Boolean operations work best when the surfaces being combined are not

coincident. To bypass any geometric conditions, the virtual outer mould line surface

is constructed. This surface is formed from curves that are internally slightly offset

from the outer mould line cross section curves, for example by 0.05mm. This ensures

that overlap can occur between the support structure and the skin without encountering

problems with coincident surfaces.

The resulting solid can be selectively patterned to form the support structure. Patterning

is constructed by computing the Boolean intersection between the support solid and a

solid grid structure. Figure 5.5 shows the steps of this processes visually. The grey

grid is the grid solid that fills the bounding box of the aircraft. The blue surface is the

support solid from which material is to be removed. Finally, the red highlighted grid

section represents the Boolean intersection of the grid and the lifting surface derived

solid. When the intersection between the support solid and solid grid is computed, a

complex structure is generated, as shown in Figure 5.6.

Wing Segmentation

In the event that a lifting surface cannot be manufactured in a monolithic component,

which is common for wings with a long span, it must be segmented into multiple com-

ponents for fabrication. Continuing the theme of highly parametrised geometries, a

parametrised joint is created at the point of segmentation. The parametrisation of this

joint, shown in Figure 5.7, allows the construction to be tuned to a specific additive

manufacturing process. The join may also be used in a structural capacity, by intro-

ducing a rib-like structure in the geometry. A number of mechanisms may be used in

joining two separate components. In this work, it is assumed that an epoxy adhesive

will be used to combine segments. However, this joint could further be parametrised to
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Figure 5.5: An illustration of the process of generating internal supports for an addi-
tively manufactured wing.

Figure 5.6: Detailed view of the internal parametric support structure.
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Figure 5.7: Drawing of the printed joint between two wing segments. Note the slight
vertical clearance gap between the two surfaces.

allow for non-permanent connections using a bolt connection, a pin connection or even

a snap-fit or twist-fit connection.

The approach to generating this type of joint geometry is nearly identical to generating

the wing skin, except four surfaces are used instead of two. Two surfaces, the outer mould

line surface and the internal airframe skin surface, are created as described above. Two

additional surfaces are generated to form the internal support surface. A small air gap

should be left between the two components for a fit tolerance and epoxy. This gap should

be incorporated to the offset of the third and fourth surfaces created. The thickness of

the internal support thickness is fixed as the skin thickness, so only the dimensions of

the air gap are required to construct the additional surfaces. This tolerance distance is

often dictated by the type of additive manufacturing used. Nylon selective laser sintering

should include a 0.1mm air gap, while an FDM printer should leave between 0.15mm

and 0.2mm.

Three cutting surfaces are used to split the wing to form a joint in the wing. The

first surface is created at the point at which the exterior joint is formed. Two other

surfaces are generated on either side of the initial cutting surface. These two surfaces

are equidistant from the first cutting surface, with a spacing determined by the length

of the internal support, the length corresponding to ED in 5.7.

Once the surfaces have been split, they can be assembled into a solid. Planar lofts are

used for FE and DC, as was done with the wing skin. A non-planar loft is used to

construct the AB surface. When these surfaces are joined, they create a closed solid.

The internal support structure also needs to be split using the initial splitting plane. A

Boolean union operation is again used to combine the segmented wing skin and internal

support segments.
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Finishing CAD Geometry Tasks

The CAD operations up to this point have been automated using the AirCONICS plat-

form. However, some geometry modifications may be performed manually. In this design

loop, the generation of the wing was not fully parametric. Instead, the servo bays, con-

trol surfaces, payload mount points in the fuselage, wing-fuselage interface and cowling

were manually drawn. These tasks are relatively simple to complete, so the power of

a programmatic CAD model was not necessary. There are no limitations preventing

these tasks from being automated, but this was not done here as a matter of personal

preference. Once these tasks are complete, the geometry is ready for fabrication.

The process of constructing an aircraft geometry in the manner described here is com-

plex, but it requires very little time. The fully parametric geometry generation, in-

cluding the outer mould line generation, skin generation and internal support structure

generation occurs in less than two minutes. The finishing CAD work and final design

review takes a skilled CAD operator less than thirty minutes to complete. A final CAD

geometry can be seen in Figure 5.8.

5.3 Numerical Simulation

Once the digital geometry has been generated, the aerodynamic merit of the design

must be established. OpenFOAM4 was selected as the Reynolds-averaged Navier-Stokes

(RANS) solver for generating numerically simulated data. SimpleFOAM, one solver

within OpenFOAM, was used for steady-state incompressible turbulent flow simulations

using an SST k − ω turbulence model. Meshes were constructed using the OpenFOAM

SnappyHexMesh mesh generation software. SnappyHexMesh allows for control of cur-

vature refinement and boundary layer additions, both of which were employed in these

simulations. While the final mesh cell count depends on the underlying aircraft geome-

try, the typical mesh consists of between five and seven million cells.

4http://www.openfoam.org/

http://www.openfoam.org/
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Figure 5.8: A complete solid geometry lifting surface generated by the techniques
discussed in this section. This example represents an early prototype with the control

surfaces located on the forward wing of a box-wing geometry.

Because this design loop requires the numerical simulation of a large number of geome-

tries, we needed to automate the simulation process. A software package, droneCFD5,

was written to automate the tasks of pre-processing, meshing, simulating and post-

processing data. droneCFD automatically configures the simulation, pre-processes the

model, generates and meshes the simulation domain and runs the simulation. Command

line arguments allow the user to specify many attributes of the simulation, including the

angles of attack. A steady-state solver is used in droneCFD such that each simulation

converges on a numerical estimate for the lift and the drag for an aircraft geometry.

For this design loop, each aircraft geometry is tested at five angles of attack. The sUAS

considered in this paper typically operate at Reynolds numbers of around 70,000 to

150,000. The Reynolds number of each of the simulations described here is fixed at a

root chord Reynolds number of 120,000.

5Available as a free download from http://www.droneCFD.com

http://www.droneCFD.com
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A simple aerodynamics model of the aircraft is created using the computational fluid

dynamics results thus obtained. The model consists of one equation that describes the

lift coefficient Equation (5.1) and another to model the drag coefficient Equation (5.2)

of each design as a function of the angle of attack:

Lf (α, v) = qS(mα+ Cl0), (5.1)

Df (α, v) = qS(m1α
2 +m2α+ Cd0), (5.2)

where q, or the dynamic pressure, is calculated as q = ρv2/2.

This model depends on five variables, m,Cl0 ,m1,m2 and Cd0 , which are unique to each

aircraft geometry. These parameters can be extracted easily from the numerically simu-

lated data, and, as we shall see shortly, also from free-flight testing, making them ideal

for demonstrating this design loop.

Once these model values have been identified, the steady and level cruise performance

and optimal flight condition of the aircraft can be determined. For an aircraft to be

at cruise, the lift force, L0, generated by the wing must be equal and opposite to the

gravitational force acting on the aircraft. This constraint limits the number of flight

conditions this aircraft can operate in, since it is primarily driven by the angle of attack

and the cruise airspeed. The optimal flight condition for this aircraft is assumed to be

the point at which the drag is at a minimum.

Given that both Df (α, v) and Lf (α, v) have smooth and continuous first partial deriva-

tives, a constraint condition can be added to the lift function. Equation (5.1) is converted

into an equality constraint, adding a term for the desired lift force, or L0, and setting

the function equal to zero:

Lfc(α, v) = q(mα+ Cl0)− L0 = 0 (5.3)

This function depends only on α and v. Solving Equation (5.3) for α produces
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Figure 5.9: Contour plots of Equations (5.1) and (5.2) used for the determination of
optimal aircraft performance.

α = −
(
ACl0 ρ v

2 + 2 L0

)
Amρv2

. (5.4)

This can now be substituted into Equation (5.2):

Df (v) =
A ρ v2

2

(
Cd0 −

m2

(
ACl0 ρ v

2 + 2 L0

)
A m ρ v2

+
m1

(
A cl0 ρ v

2 + 2 L0

)2
A2 m2 ρ2 v4

)
. (5.5)

Differentiating the right-hand side of Equation (5.5) and setting it to zero locates the

critical points of the function, allowing the minimum drag condition to be identified.

The angle of attack can be found by evaluating Equation (5.4) at the velocity obtained

for the minimum drag force.

These analytical solutions can be visualised by plotting Equations (5.1) and (5.2). Figure

5.9 shows two contour plots, one indicating the lift force and one showing the drag force.

The lift force has a single black contour line, indicating a range of values that produce

the correct lift for the aircraft (which is 12.25N, as shown in Figure 5.9). The lift contour

line is projected onto the drag plot as a dotted line. The solid white contour line shows

a drag contour that is tangent to the lift contour, indicating a minimum value. The +

indicates the analytical solution obtained from the equations above.
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This completes the process of numerically simulating an aircraft. The next step is to

collect these numerically simulated data into a single model that provides an under-

standing of the entire design region. The task of converting discrete simulations into a

predictive model is left to a Kriging surrogate model – this is the aspect of the design

loop we turn our attention to next.

5.4 Surrogate Modelling

This section is dedicated to a discussion of the creation, training and refinement of

surrogate models, previously introduced in Chapter 3.2.3. The creation of a surrogate

model begins with the design of a sampling plan. Each point in this sampling plan

describes a vector that comprises the design variables of the aircraft geometry. The

ideal sampling plan is one that contains the number of sampling points that match the

available computational budget, and that fills the design space uniformly. In this work,

Morris-Mitchell optimised Latin hypercubes are used [Morris and Mitchell, 1995]. In

our proposed design loop each point in the sampling plan is evaluated using numerical

simulation, and some subset of the initial population is selected for fabrication and

flight testing. The resulting data are used to train a co-Kriging surrogate model. For

details on the mathematical formulation and process of creating a co-Kriging model, we

recommended Jones [2001] and Forrester et al. [2008].

For the case study presented in detail in Chapter 7, an initial sampling plan with 150

points was created. The box wing aircraft is parametrised by three design variables:

aspect ratio, planform area, and wing sweep. The digital geometry for each point is

created in AirCONICS and evaluated using droneCFD. The polynomial aerodynamics

model introduced in the last section requires five unique parameters. This variable

count means that five individual surrogate models are produced in this design loop,

one for each aerodynamic coefficient. Once trained, these five models will predict the

Cl(α) and Cd(α) curves for any point in the design domain. Three additional surrogate

models were trained using data related to geometric characteristics of the aircraft for use

in the optimisation process. These three models allow for the approximation of span,
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mean aerodynamic chord and airframe mass (calculated using the volume of the additive

manufacturing ready AirCONICS model and the density of the fabrication material)

based on only the design vector of a parametrised aircraft without the instantiation of

a new AirCONICS geometry model. This becomes useful in stochastic optimisation as

it reduces the approximation of these properties from a few seconds of wall time per

evaluation (using an AirCONICS model) to tens of milliseconds per evaluation (using a

surrogate models).

A Genetic Algorithm, specifically the NSGA-II [Deb et al., 2002], is used to conduct

a search for the optimal hyper-parameters for each of the eight models. These hyper-

parameters provide insight into the response of the model for each design variable. The

initial fit provides valuable information about where a model lacks sufficient information

to generate accurate predictions. The task of identifying and adding data to a surrogate

model is often referred to as ’generating infill points’.

When the initial sampling plan is generated, the only objective is to create a space-filling

set of points. This is because no information about the response of the model is known

at this stage. Once the training of the initial surrogate model is complete, additional

information is available for adding points that can beneficially affect the usefulness of the

model. The method used to improve the model largely depends on the desired outcome.

The surrogate models discussed in this work are used to provide predictions at sites left

unsampled by the costly CFD analysis. Therefore, they require a consistent accuracy

across the domain.

An accurate model is one that exhibits a low mean squared prediction error estimate

over the entire design domain. For the general improvement of a model, a search can be

performed that identifies regions of significant error, which is driven by the Euclidean

distance between points and the hyper-parameters of the model. When such an area is

found, a sample point can be added, and the model retrained. This process is repeated

for several iterations until the computational budget is exhausted, or the model reaches

the desired accuracy. If points are to be added in parallel, imputation may be used in

the selection of points to choose.
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Imputation is the process of temporarily allowing a predicted value at a point in the

model domain to be considered as a valid observation. This method is used in situations

where multiple infill values are added to a model in parallel. Adding the predicted

value to the model modifies the mean squared error distribution of the model without

requiring retraining of the hyper-parameters. This allows for the selection of the next

most significant error source in the model. Each temporary value is replaced with the

observed value after the evaluation is complete, and the model is retrained to reflect the

addition of new information in the model.

Imputation assumes additional significance when several surrogates are being trained

simultaneously. The selection of a point in one model impacts the choice of infill location

in the other models being evaluated (four in our case). In this work, the mean error of

each model is established and is used as a ranking to guide the infill process. A 500-

point random Latin hypercube is created to determine the average mean squared error

of each model. The mean squared errors are computed at each point for the five models,

m,Cl0 ,m1,m2 and Cd0 , and the values are averaged. The model with the highest overall

error is selected to choose the first infill point while the most accurate model is the last

to pick an infill point.

In addition to monitoring the mean squared error at each point in the 500-point random

Latin hypercube, the convergence of the modelled surface is monitored. This monitoring

is done by recording the predicted value at each point when the model is retrained

after imputation. The correlation of the surfaces is evaluated using r2 between an infill

iteration n and the previous infill iteration n−1. Should the surface change dramatically,

the correlation between the two iterations should be low. Should no change occur, a high

correlation, or r2 = 1 is expected. For continuous, well-behaved models, convergence

can provide insights about the value each additional data point adds the model. If little

is changing with the addition of an infill point, this may be an indication that the model

is sufficiently accurate.

Once the low-fidelity model has reached an acceptable convergence level, the co-Kriging

model is constructed using flight test data. The role of the high-fidelity data is to build

a predictive map between the observed values from physical testing and numerically
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Surrogate
Model

Geometry
Data

Numerically Simulated
Aerodynamics

Flight Test
Data

span X
mean chord X
mairframe X
CL0 X X
m X X
CD0 X X
m1 X X
m2 X X

Table 5.1: This table details the data source composition of each surrogate model.
Rows with more than one source of data are constructed using co-Kriging models.

simulated values, as discussed in Chapter 3. This method attempts to correct any bias

or inaccuracy in the numerically simulated data.

Selecting locations to provide high-fidelity data should be carefully considered. As the

paper helicopter experiment in Chapter 1 demonstrates, not every physical testing ex-

periment is feasible. High-fidelity data points should be selected such that they are

space filling, but also should be designs that have the ability to succeed in physical test-

ing. This evaluation depends on the specific application of the design loop. Chapter 7

contains a discussion on choosing points in the example application of this design loop.

This discussion should provide a starting point for making this selection.

Once the high-fidelity data points are selected and the geometries for each point are

fabricated, the aircraft can be flight tested. The details of free flight testing have been

purposefully omitted here, as it is a subject deserving of a full chapter of its own. The

details of the flight testing process can be found in Chapter 6. Table 5.1 contains an

overview of the sources of data used in training the surrogate models in this design loop.

While eight models are ultimately created, only the five aerodynamic models become

co-Kriging models.

5.5 Optimisation

Once the high-fidelity surrogate models are trained, the design loop is ready for use

in optimisation problems. As indicated at the start of the chapter, this design loop
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Figure 5.10: A graphical flow chart of the design loop optimisation process. This
figure follows the guidance as outlined by Lambe and Martins [2012].

can be used to address a multitude of aircraft design problems; the formulation of an

optimisation problem and the optimiser selected can be tailored to the needs of the

engineer using it. The data flow of many of these optimisation problems will be similar.

Figure 5.10 shows a generic optimisation data flow.

An example configuration of an optimisation problem can be found in Chapter 7. The

optimisation problem will be summarised here simply to aid the discussion of the various

elements of the optimisation problem and how the necessary data can be obtained from

the design loop surrogate models. The formulation of the optimisation problem is shown

in Equation (5.6).
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minimize
x

Fdrag(x) , α(x) and vcruise(x)

such that Flift(x)− Fg(x) = 0,

and bmax − b(x) > 0,

and Re(x)−Remin > 0,

and αmax − α(x) > 0,

subject to xi ∈ [xLi , x
U
i ] i = 1, 2, ..., n.

(5.6)

In this optimisation problem, three objectives are selected for minimisation: the drag

force of the aircraft at cruise, minimising the angle of attack of the aircraft at cruise and

minimising the airspeed of the aircraft. This indicates a multi-objective optimisation

problem, making it a good candidate for an optimiser such as the NSGA-II.

In addition to the objectives, this problem places a number of constraints on the opti-

misation. The first constraint specifies the operating condition of this aircraft, which

in this example is an aircraft that is in steady level flight. The sum of the lift forces

is equal and opposite to the force of gravity acting on the system. This constraint

condition is calculated by the aerodynamic analysis presented earlier (which depends

on the co-Kriging aerodynamics models). Two additional aerodynamic constraints are

placed on the system as well. A limit is placed on the maximum angle of attack for

aircraft cruise. This is to prevent the selection of an aircraft design where the cruise

condition is on the brink of a stall. The second aerodynamic condition attached to this

optimisation is constraint on the operating Reynolds number. As discussed in Chapter

4, Reynolds number has a significant impact on aerodynamic performance for these sen-

sorcraft. This constraint ensures that the aircraft is designed to operate in a Reynolds

number regime where flow separation from the airfoil is unlikely. One final constraint is

placed on the maximum span of the aircraft. This may be important in manufacturing

and transportation logistics of the aircraft.

The optimiser will return the best design identified given the objectives and constraints.

Once an optimal design has been generated, it can be flight tested and reincorporated

into the model. This feedback will continue to improve the predictive capabilities of the
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model. This approach is unique in that it functions as a library of data. Should a new

sensorcraft design problem arise in the future, a new engineer could easily access these

data and generate a new design with no prior knowledge of the previous experiments.





Chapter 6

Aerodynamic Performance

Evaluation Method During Flight

Testing

Chapter 5 outlined a design loop that merges numerically simulated data with data

collected from flight testing. One subject was omitted from the introduction to the

design loop – the collection of aerodynamics data from the flight testing of an aircraft.

This chapter will focus on the methods used to collect, measure and analyse these

aerodynamics data.

Flight testing for the purpose of determining aerodynamic performance is an endeavour

that is perhaps as old as flight itself. What is proposed in this chapter is surprisingly

similar to the work of Warner and Norton [1920] : ‘In a series of tests which have been

made by the advisory committee’s staff at Langley Field during the summer of 1919

with the objects of determining the characteristics of airplanes in flight and the extent

to which the actual characteristics differ from those predicted from tests on models in the

wind tunnel, and of studying the balance of the machines and the forces which must be

applied to the controls in order to maintain longitudinal equilibrium; two airplanes have

been employed.’ This report goes into further detail about extracting lift coefficient

117
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curves with respect to the angle of attack and the instrumentation that was used to

generate these data.

The differences between flight testing conducted in 1919 and the method proposed here

lie primarily in the instrumentation and control systems used. The computational power

that a sensorcraft can carry aloft today was unimaginable in the 1920s. Sensorcraft are

robust automatic systems capable of stabilised flight. They also have some autonomous

capabilities, meaning that these aircraft have the ability to make decisions about how the

aircraft should be flown which do not require human feedback. This significant change

leads to new opportunities in flight testing. Also, the autopilot is able to fly the test

protocol in a high repeatable fashion, which is generally infeasible when using human

pilots.

6.1 Methods

Flight testing, like most physical experimentation, is likely to be a non-deterministic

process. The sensorcraft discussed here operate in an inherently noisy environment. A

gusting breeze, or the localised turbulence generated by a tree or other obstruction,

can have a significant impact on aircraft performance. The sensors used to establish

the attitude of the aircraft are likewise prone to noise and drift. The method used to

measure the aerodynamic performance must, therefore, be capable of extracting useful

data from a noisy world. These observations may not inspire confidence that flight

testing can yield useful data.

Fortunately, sensorcraft are capable autonomous systems. This attribute is critical in

addressing the non-deterministic nature of these aerodynamic measurements. Like any

autonomous system, these sensorcraft are capable of repetitive tasks with programmatic

control of most aspects of the system. Automation allows for several controlled exper-

iments to be performed during a single flight test, providing a way to begin extracting

useful data from flight tests.

In designing a flight testing experiment, it is important to minimise the number of po-

tential sources of error. Some methods of minimising sources of error are straightforward
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and obvious. For example, the environment in which flight testing occurs should be as

calm as possible. Flight tests conducted in hurricane force winds may yield little or no

useful data in the context of collecting aerodynamic performance data for the aircraft .

Other methods of minimising sources of error in these aerodynamic measurements are

less obvious. The way in which aerodynamic performance is measured is one such

example of minimising error. The identification of lift and drag forces requires a complete

understanding of the force balance on the aircraft (assuming that the aircraft is viewed

as a rigid body). In powered flight, this requires an understanding of the thrust force

being generated by the propulsion system. This is not a trivial task. Sensorcraft employ

compact electric direct-drive propeller systems. The simplest – and most available –

method of monitoring these systems is to monitor the power consumption of the unit

(which can be observed by measuring voltage and current). However, the mapping

between power consumption and generated thrust is non-trivial. At a minimum, the

airspeed of the aircraft is also required to calculate dynamic thrust. These data must

then be converted into a model that relates the observed voltage, current and airspeed to

thrust force. Generating this function experimentally would require wind tunnel testing

and specialised test equipment.

To bypass the difficulties of generating a dynamic thrust model of the aircraft, the

propulsion system could simply be disabled. The aircraft would enter an unpowered

glide test, enabling the extraction of the aerodynamics data needed for the design loop.

An unpowered aircraft can only stay airborne for a certain period of time before the

store potential energy of the sensorcraft has been exhausted. To conduct multiple tests,

he aircraft must be dropped several times from a considerable altitude or the motor

may be selectively used to reposition the aircraft. However, the sensorcraft must be

operated responsibly. This requires that all regulatory maximum altitude limitations be

observed.As the second option requires significantly less work, and produces a behaviour

that is well suited to an autonomous system, it is the option pursued here. Because these

aerodynamic tests need to be repeated several times under varying test conditions, a loop

pattern of waypoints is necessary. This set of waypoints ensures that the aircraft begins

each test in the same physical position, minimising the impact of localised environmental
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A B

CDEF

Wind Direction

Figure 6.1: The idealised flight path used for aerodynamic data extraction.

variables that can disrupt the results (e.g., the proximity to a row trees generating

turbulence).

Figure 6.1 shows the idealised waypoint pattern used for the proposed test methodology.

Each waypoint has a target altitude of 55 metres above ground level1.

The aircraft autonomously flies the waypoint pattern ABCDEF. On reaching waypoint

F, the aircraft navigates to waypoint A, where the pattern is repeated. The glide mea-

surement is conducted during the leg DE. Ideally, the gliding leg of this flight is oriented

such that the aircraft is flying into the wind. This orientation allows for longer glide

times and additional data collection.

When the aircraft reaches waypoint C, the aircraft is issued a target airspeed. The

demanded airspeed must be a velocity within the capabilities of the sensorcraft. While

the aircraft continues to waypoint D, the aircraft recovers from the turn made during

the flight segment BC and adjusts the airspeed of the aircraft to the desired level. At

waypoint D, the power to the aircraft’s throttle is disabled. At this point, the aircraft is

instructed to maintain airspeed. Additionally, the aircraft is instructed to disregard any

altitude error that might develop during the glide. The reason for this will be clarified

later in this sections. The aircraft reaches a steady-state glide during the segment DE.

Upon reaching E, the aircraft is reset to allow powered flight. The throttle is re-enabled,

allowing the aircraft to climb out of the glide and continues around the waypoint loop.

1This is approximately half of the small unmanned aircraft altitude operating limit of 400 feet above
ground level. This altitude also keeps the aircraft easily visible to the sensorcraft operator on the ground.
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Additionally, the airspeed is reset to the original baseline velocity. This process is

repeated several times, but a different target airspeed is set for each iteration of the

loop.

Two validation methods were used to verify the accuracy of this measurement procedure:

software-in-the-loop testing and flight testing. Both testing methods use the open source

ArduPlane software [ard, 2014]. This software, first released in 2007, has acquired a wide

user base and is under active development. While this software was originally designed

to run on 8-bit microcontrollers, significant development work has been completed to

make the software portable across many platforms, including the ARM processors used

in the Raspberry Pi 2. The ability to use high-performance processors has led to the

development of sophisticated sensor fusion and control algorithms. ArduPlane currently

employs an advanced Extended Kalman filter for sensor fusion and state estimation.

Additionally, the current generation of flight management unit software allows for real-

time access to flight data and the parameters that determine how the flight management

unit controls the aircraft.

The ArduPlane software allows one set of code to be used for both software-in-the-loop

testing and flight testing. The only difference between the two methods is that in one,

ArduPlane controls a virtual aircraft in a six-degree-of-freedom model, while in the other,

the software controls a physical aircraft. This is a significant benefit as software can be

thoroughly tested before being deployed in flight testing. Additionally, no changes need

to be made to the software when switching between testing methods.

The software structure for this method is shown in Figure 6.2. Three software compo-

nents are provided as part of the ArduPlane suite of software: the ArduPlane autopilot

software, MAVProxy and the ground station software. An automation layer was built on

top of these existing software components. The automation layer has two key functions:

monitoring the aircraft for safe operation and allowing the aircraft to conduct aerody-

namics testing. The automation controller uses the standardised ArduPlane MAVLink

protocol for communication with the aeroplane (which is also a standard communication

protocol on several other flight cost flight management units).
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Figure 6.2: Overview of the autonomous software setup for the aerodynamic perfor-
mance measurements.

Programmatic access using MAVLink allows access to the set of parameters that con-

trol the flight management unit, as well as the current attitude data for the aircraft.

MAVLink is accessible through a Python interface, allowing for high-level scripting of

the flight tests. This includes modifications to the waypoints, the velocity and altitude

targets of the aircraft and the parameters of the control loops responsible for controlling

the aircraft. Additionally, periodic telemetry messages about the state of the aircraft

are transmitted from the aircraft to the operator.

The flight management unit configuration requires programmatic alterations to conduct

these glide tests. Arduplane’s Total Energy Control System (TECS) is an internal energy
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management scheme. As the name implies, TECS manages the total kinetic, chemical

(battery) and potential energy of the aircraft. In typical autonomous operation, TECS

manages the altitude of the aircraft, airspeed and throttle.

The objective function of TECS seeks to minimise and balance the energy of the aircraft.

It does this by setting two goals: demanded altitude and demanded airspeed. These

objectives are established by the mission plan. Two control loops work together to

minimise an error metric for altitude and an error metric for airspeed. As altitude and

airspeed may be competing objectives, the flight management unit attempts to balance

altitude errors and airspeed errors.

Disabling the throttle disrupts TECS from functioning properly. If left in the typical

mode of operation, the aircraft would attempt to minimise both airspeed and altitude

errors. This competition leads to oscillations in altitude and airspeed as the relative

importance of these objectives changes. To avoid these oscillations, TECS can be in-

structed to ignore any accumulated altitude error. As the throttle is unavailable to

TECS, airspeed is controlled using only the pitch angle of the aircraft. By changing the

airspeed of the aircraft during each test, the aircraft will assume different pitch attitudes.

With this background on how the ArduPlane system works, a more detailed description

of the flight plan from Figure 6.1 can be presented. When the aircraft arrives at waypoint

C, the auto-identification controller updates the demanded airspeed of the aircraft. The

TECS system reconfigures the attitude of the aircraft to achieve the new airspeed.

When the aircraft arrives at waypoint D, TECS is instructed to control the aircraft based

only on airspeed. Additionally, the maximum allowable throttle of the aircraft is set to

zero, effectively disabling it. The aircraft, still actively stabilised and holding the target

airspeed, descends in a controlled glide until waypoint E, where the system is reset to

the default operating condition. When the throttle is set to 100%, the TECS controller

is told to consider altitude errors and the demanded airspeed is set to the typical cruise

velocity of the aircraft. The aircraft climbs and navigates to waypoint A, where the

process is repeated. Great care must be taken when TECS is allowed to modify the

attitude of the aircraft based on both an altitude error metric and an airspeed error

metric. Given that the aircraft descended a significant distance during the gliding stage
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of the flight, it is likely that a significant altitude error has accumulated. This altitude

error greatly dominates the airspeed error, and the aircraft takes immediate action to

solve the problem. This could cause the aircraft to pitch up quickly and enter a stall.

Sufficient safeguards must be in place to prevent this. Typically, these safeguards include

setting limits on the minimum allowable airspeed, the maximum allowable airspeed, the

maximum pitch angle and the maximum rate of climb. When these parameters are set to

conservative values, the aircraft should safely climb to the desired altitude after a glide

test. These parameters are also conveniently easy to set in the Arduplane software.

Safety is the primary concern when using a programmatic interface with the flight man-

agement unit. While the aircraft is flying, a safety monitoring program is run that can

automatically abort the flight testing should any anomalies be detected. This system

monitors the vital statistics of the aircraft, looking for any parameter that falls below an

acceptable threshold. While the ArduPlane software has many built-in safety features,

additional monitoring was required when using the approaches developed for this testing

procedure.

The altitude of the aircraft is strictly monitored. Should the aircraft descend below 20m

above ground level, or exceed 65m, flight testing is terminated. If the aircraft’s pitch

angle exceeds 12◦, the test is terminated. Should the radio telemetry strength (RSSI)

fall below an acceptable value, the test is terminated.

The practical implementation of this safety system, and the autonomous testing system,

are fairly basic. The automation controller is a script written in the Python programming

language. This script configures two threads running on the flight management unit

corresponding to the safety system and the automated testing system. Each thread is

run independently, except for a shared Event communication structure2. Each thread

establishes a UDP socket connection with MAVProxy to have access to the data and

control the parameters of the flight management unit.

2The Event object is included in the standard Python threading library, and is inherited by the mul-
tiprocessing class. Details on the Event object can be found at https://docs.python.org/2/library/

threading.html#event-objects.

https://docs.python.org/2/library/threading.html#event-objects
https://docs.python.org/2/library/threading.html#event-objects
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An event is a relatively simple share memory object3. It comprises an object that holds

a single Boolean true or false value. If the event flag is set (meaning the Boolean value

of the event is set to true), then an event has been flagged. If a thread changes the

state of the event (either setting or unsetting a flag), all other subscribing threads have

access to that data. In the autonomous systems controller, the safety controller is the

only element of the system capable of setting a flag. The autonomous testing controller

verifies that this flag is unset before each change to the autopilot. If the autonomous

testing controller encounters a set flag, the testing activity is immediately suspended

and the thread is suspended. Meanwhile, the safety controller will have written the

default autopilot parameters back to the autopilot. Because the aircraft has suspended

testing activities, the aircraft returns to a fixed altitude and loiters above the takeoff

location. The pilot can then land the aircraft manually. If the safety controller does not

terminate flight testing activities and the automated flight test controller has finished

all necessary tests, the aircraft is also instructed to return to a fixed altitude and loiter

over the takeoff location.

The automated testing controller records all necessary data to a hard disk. These data

comprise a subset of the full data stream generated by the flight management unit.

These data include information on the kinematics of the aircraft (position, orientation,

acceleration, rotation rates, airspeed, and wind prediction). These data are produced

by the Extended Kalman Filter running in the Arduplane software. Once these data

are recorded and the flight testing has concluded, these parameters can be evaluated to

extract performance data.

Post-processing data

Once the data has been extracted from the aircraft, post-processing of the data can be

completed. The evaluation of lift and drag coefficients of the gliding aircraft begins with

a kinematics model of the aircraft:

u̇− rv + qw = ax, (6.1)

3A shared memory object is one that can be accessed from two or more independent threads.
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v̇ − pw + ru = ay, (6.2)

ẇ − qu+ pv = az. (6.3)

Here, (u, v, w) represent the body coordinate frame velocities, (p, q, r) are the angular

rates of the system and (ax, ay, az) are the observed accelerations in the aircraft body

frame. These equations simply state that the observed acceleration measured in the

reference frame of the aircraft is a combination of the linear acceleration of the system

and the apparent acceleration due to the rotation. The rotational contributions originate

from the cross product of Ω×V, where Ω = [p, q, r]T and V = [u, v, w]T .

Two more reference frames will become important in extracting aerodynamics data

from the aircraft. The first is the Earth-fixed reference frame. Coordinates in this

reference frame are specified in the North East Down (NED) direction. This reference

frame is noted with the subscript E. The origin of the Earth-fixed reference frame

is set the location where the aircraft is initialised. All distances and directions are

measured from this point. The angular mapping between the aircraft frame and the

Earth reference frame depends on the angles (θ, φ, ψ), which correspond to pitch, roll

and yaw respectively.

The second significant reference frame is the wind reference frame. This reference frame,

denoted with the subscript w, is centred at the origin of the aircraft. The mapping

between the aircraft and the wind frame depends on α and β, where α is the angle of

attack and β is the sideslip angle.

The sum of the external forces acting on the aircraft are described by

Fx = max, (6.4)

Fy = may, (6.5)

Fz = maz. (6.6)
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The objective of post-processing is to extract the CL(α) and CD(α) coefficient curves

from the recorded flight test data. To find these coefficients, the Earth frame lift force

L and drag force D must be found. The relationship between the Earth reference frame

and the aircraft reference frame is given by

L = −Fz cosα+ Fx sinα (6.7)

and

D = −Fz sinα cosβ + Fx cosα− Fy sinβ. (6.8)

The coefficients of lift and drag are given by

CL =
2L

ρv2
aS

(6.9)

and

CD =
2D

ρv2
aS
. (6.10)

The next step is to identify how the data recorded by the flight management unit can be

exploited to produce CL and CD. The first step in this process is understanding how the

Arduplane software generates the required data. The Arduplane software groups data

into a series of topics. These topics contain data about a specific aspect of the aircraft,

such as values associated with an airspeed or barometric pressure measurement, or the

output of the on-board extended Kalman filter. Each topic is updated periodically

and transmitted using the MAVLink protocol to the consumer of these data (which is

the automated flight test controller in this case). The rate at which these data are

transmitted is based on the significance of the data and the rate of data generation on

the device. GPS may be sampled at a rate of 1−5Hz, while the IMU may be sampled at

200Hz. The Arduplane software will likely emit IMU data at a rate that is significantly

higher than the GPS data. Additionally, the ArudPilot software is single threaded.

This means that data in various topics is recorded and written to disk at different times
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during the flight. Each data packet is written to disk with a globally accurate timestamp

in microseconds so that a complete flight record can be recovered after the flight.

Once the data is recovered from the aircraft after the flight, every topic is sorted and

converted to a time-series dataset. For lift and drag determination, these time-series

data are resampled to a fixed number of points. As the IMU data is the most frequent

and useful data in this loop, all the flight data are resampled using linear interpolation.

This allows for the generation of a single, high-resolution dataset to process for the

aerodynamics coefficients.

The body-frame accelerations are measured by the IMU. The extended Kalman filter

generates a state estimate for the aircraft, including yaw, pitch and roll angles. The

extended Kalman filter also produces velocity information about the aircraft and an

estimate of the wind vector magnitude.

Estimates for α and β are generated in accordance to the small unmanned aircraft

specific guidance from Perry et al. [2008], Long and Song [2009], and Uhlig and Selig

[2011]. These two values can be approximated using the body-frame velocities of the

aircraft ((u, v, w) and the measured airspeed (Va)

α = arctan
(w
v

)
(6.11)

and

β = arcsin

(
v

Va

)
. (6.12)

Once these values are calculated for each interpolated point in the sample, the CL and

CD values can be directly evaluated at each time step. The result is a set of points that

relate CL with α and CD with α. With these data, a polynomial regression can identify

the best fit for CL(α) and CD(α).
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6.2 System Testing

Two types of testing were conducted to validate the autonomous testing protocol im-

plemented here. The first task was to develop and validate the autonomous software

written for flight testing. This was carried out in a purely virtual environment, where

iteration can happen quickly. The second method of validation is free flight testing

an aircraft that has a known wind tunnel dataset. This allows for the for the direct

comparison of the method presented here and wind tunnel data.

6.2.1 System-in-the-Loop Validation

Before allowing any software to take control of a physical sensorcraft, the methods and

software generated were vetted in a software-in-the-loop environment. This allowed for

extensive reliability and validation testing.

The open source ArduPlane software [ard, 2014] is used for both SITL testing and

flight testing. The SITL capability is built on the JSBSim [JSB, 2014] six-degrees-of-

freedom flight dynamics model. The properties of an aircraft, including mass, geometry

and aerodynamic properties, are defined in an XML document. These properties are

loaded into the model and used to determine the physics of the aircraft in the simulated

environment.

The virtual aircraft is controlled by a software implementation of the flight management

unit. The Arduplane flight management software is written in C and is normally com-

piled to run an ARM processor. Additionally, the code can be compiled and executed

on a standard X86-64 computer ( or a modern Desktop PC architecture). Instead of

reading sensor data from hardware sensors, sensor values are read directly from the

simulated aircraft. A connection is made to ground station software, allowing for mon-

itoring and modification of virtual flights. Figure 6.3 contains a system diagram of the

software-in-the-loop environment.

The software-in-the-loop environment has benefits and limitations. The most obvious

benefit is the ability to ’reset’ the flight instantly. This allows for the rapid development
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Figure 6.3: Communication diagram for software-in-the-loop environment.

of software and diagnosis of bugs. Additionally, an aircraft in a virtual environment

can run indefinitely. This allows for long-term debugging and failure mode observation.

Non-obvious failure modes could arise from disk I/O issues, RAM problems and slow

memory leaks. By monitoring flights for hours (flights of up to 168 hours were tested in

the development of this software) these issues can be identified and remedied.

One downside of the software-in-the-loop approach is that the aircraft is modelled in a

simplistic way. This removes the variability of real-world testing from the results. It

also makes it difficult to test limits on parameters such as low battery voltages and poor

telemetry signal strengths. This leaves a small degree of uncertainty when testing the
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(a) Wind tunnel testing the reference aircraft. (b) Flight Testing the reference aircraft.

Figure 6.4: Collecting data from the reference aircraft to validate the IMU data
extraction.

software in physical testing.

Once the autonomous flight controller has passed system-in-the-loop reliability testing,

the code is transferred to the flight management unit in the test aircraft. The code is

directly transferable to the system, with no modifications required.

6.2.2 Flight Testing Validation

While the additive manufacturing process for fabricating the aircraft discussed in Chap-

ter 7 was being developed, initial flight testing was conducted using a modified off-the-

shelf sUAS, previously introduced in Chapter 4 as the instrumentation aircraft). This

sensorcraft, which was both flight tested and wind tunnel tested, allowed for the veri-

fication of the data extraction methods outlined above. This aircraft, shown in Figure

6.4(b), provided a stable platform for the development of the on-board software and

quick testing of data collection. This aircraft performed the glide test manoeuvres de-

scribed above and used the same flight management unit and sensors as the parametric

aircraft that forms the object of the case study in Section 7, demonstrating the design

loop proposed here.

The automation flight controller is enabled from the flight management unit and is

powered on. However, the automation controller does not attempt to control the system

until several conditions are met. The first condition is that the aircraft must be active.

This term simply means that the flight management unit has enabled power to the

electric propulsion system. The next requirement before enabling the autonomous flight
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controller is that the aircraft has been placed in automatic mode. In ArduPlane, this

would normally prompt the plane to fly to a series of waypoints. In the case of the

autonomous flight controller, the race track pattern of waypoints introduced earlier in

this chapter are used. The waypoints are adjusted just before the flight to ensure that

the test pattern can be safely tested at the flying field. It is good practice to pre-simulate

these waypoints as well. A well-tuned system-in-the-loop model can indicate issues with

waypoints before the flight takes place.

The final condition to enable the automated flight testing routine is that the aircraft

must have a reported airspeed of over 8m/s. In ArduPlane, placing the aircraft into

manual mode on the ground causes the aircraft to execute an automatic takeoff when a

sufficient aircraft acceleration is detected (such as when the aircraft is hand launched).

Even if the flight controller is operating at this phase of the flight, it should not begin

modifying the parameters of the flight management unit until it is approaching the third

waypoint (see Figure 6.1 for the flight path design).

Once the aircraft has completed the flight testing procedures, it returns to loiter over the

home position and the pilot manually lands the plane. The results of flight testing and

a comparison to wind tunnel data, are shown in Figure 6.5. The dotted lines indicate a

polynomial fit of two wind tunnel tests. The solid lines indicate the fit to the flight test

observed data, shown by the + symbols. The fitting process of the flight test data starts

with generating an initial guess for the curve fit. For this test, these values were taken

from the wind tunnel data curve fit. The results show good correlation to wind tunnel

data, although the noise in the Cl measurement is significant. Future work will explore

additional ways of taking this measurement and methods to reduce the significance of

the noise.

6.3 Future Improvements

The noise present in these aerodynamics measurements is not ideal. Future work on

this topic will explore ways to minimise this noise and improve the signal-to-noise ratio

of the measurement. The first step is to understand the predominant sources of noise.
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Figure 6.5: A comparison of flight testing results to wind tunnel tests. The dashed
lines represent wind tunnel testing, the solid lines represent a polynomial fit of the
flight data and the + symbols represent IMU observations. As the IMU generates a
significant number of observations, only one in twenty data points are shown here for

plot clarity. These points were selected using a pseudorandom number generator.

This is a challenging task. The noise could be environmental, so flying the aircraft in

different conditions should change the response of the system. However, it is difficult

to understand the exact conditions around the aircraft at all times. The conditions on

the ground may vary substantially as a result of the atmospheric conditions at flight

altitudes. Additionally, it may prove difficult to isolate environmental noise from noise

generated by the aeroelastic response of the aircraft.

Another approach is to filter the flight testing data further. In this work, linear interpo-

lation was used to resample time domain data. More sophisticated approaches may be

employed to improve this interpolation, or even reject data with significant noise. This

could lead to an interesting machine learning classification problem. Sadly, it was not

possible to explore this during the time frame of this thesis.

Finally, new technologies may help to advance the collection of aircraft state data.

Advances in intelligent aircraft structures, such as distributed sensor networks [Salowitz

et al., 2014, Kopsaftopoulos et al., 2015], should dramatically improve the potential to

perform this type of a flight testing activity. Kopsaftopoulos et al. [Kopsaftopoulos

et al., 2016] demonstrated angle of attack determination using wing-embedded pressure
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and strain sensors in a composite wing. Distributed sensors may soon be fabricated

directly into the aircraft using additive manufacturing [Lopes et al., 2012, Farahani

et al., 2012, MacDonald et al., 2014, Lopes et al., 2014, Espalin et al., 2014]. These

and other similar technologies under development will further advance the potential to

determine the aerodynamic performance of an aircraft in flight.

In the next chapter, this method of extracting the aerodynamic performance of an

autonomous aircraft will be demonstrated on three additively manufactured aircraft

constructed to demonstrate the proposed design loop presented in Chapter 5.



Chapter 7

Application of the Design Loop

In this chapter, the techniques introduced in the previous two chapters are applied to

a test case. This case study is intended to illustrate the proposed design loop can be

applied to the design of a small unmanned aircraft.

7.1 Case Study Example Application

One benefit of the design loop proposed in Chapter 5 is that it offers the flexibility

to design an aircraft that is fully customised to a specific application. In this case

study, the application originates from the Atmospheric Science Through Robotic Air-

craft (ASTRA) program and the Massive Atmospheric Volume Instrumentation System

(MAVIS) project. Both of these efforts are seeking ways to instrument blocks of the

atmosphere using autonomous aircraft. This section provides an overview of both the

ASTRA project and the MAVIS program to set the stage for the aircraft designed as

part of this case study.

The University of Southampton ASTRA program seeks to investigate new technologies

for enabling low-cost observations of atmospheric phenomena. These observations are

collected using a variety of measurement platforms, from radiosondes to robotic aircraft,

operating up to 100,000 ft. The ASTRA program aims to deliver scientific payloads to

135
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a broad range of altitudes at very low cost. The potential applications for this tech-

nology include measuring atmospheric pollutants, mapping particulate concentrations

and exploring extreme weather phenomena. To enable low-cost missions, ASTRA uses

consumer-grade electronics, rapid prototyping and rapid prototyped electronics.

The MAVIS project comprises a collection of closely coupled ASTRA technologies that

are packaged into a platform for atmospheric scientists. The project considers the design

and construction, deployment and multi-agent path planning algorithms for sensorcraft.

When combined, the MAVIS platform provides a complete path from idea conception

to design and fabrication to mission execution.

MAVIS utilises two types of aircraft: ultra-low cost aircraft for volumetric cover and

sensorcraft for functions such as communications relay and positioning information. The

ultra-low cost aircraft are effectively paper aircraft or paper helicopters, as introduced

in Chapter 1. These aircraft are, however, unique in that they have electronic circuits

printed in a colloidal silver nanoparticle ink and populated with standard, commercial

off-the-shelf passive and active electrical components. These aircraft are powered by

small coin cell batteries, making power consumption the paramount consideration.

Sensorcraft have the ability to fly with considerably larger payloads than these ultra-low-

cost aircraft. These aircraft carry positioning equipment and several RF radios. They

function by flying over the ultra-low-cost aircraft, relaying information to the ground.

They may be required to maintain altitude and hold a specific position independent of

wind. These requirements imply that the aircraft carry small propulsion systems on-

board for powered flight and enough battery capacity to power the necessary systems.

Also, a variety of radios and small on-board computers are required to fulfil the mission

needs. The overall payload is listed in Table 7.1, with each aircraft having a total mass

of 450 grams.
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Payload Item Mass (grams) Purpose

Raspberry Pi 45 Processor of the flight management unit
Navio + 24 Provides GPS, inertial and RC input data

Lidar-Lite Altimeter 16 High-speed laser altimeter
GPS Antenna 18 Antenna for the Navio+ board
Electric Motor 60 Provides propulsion for the aircraft

Speed Controller 15 Manages the power to the motor
Power Supply 11 Power supply for the flight management unit

Telemetry Radio 16 Primary telemetry link
Zigbee 14 Backup radio link

RC Reciver 9 Transmits data from the aircraft to the ground
Mass Transfer Mechanism 70 Mechanism for inflight CoG adjustment.

Lithium-Ion Battery 150 Three cell Lithium-ion battery pack

Table 7.1: The payload of the aircraft considered in this design case study.

7.2 Geometry Generation

7.2.1 Wing Geometry

A demonstration of this design loop was undertaken on a jointed-wing parametric air-

craft, an additively manufactured instance of which is shown in Figure 7.4. The func-

tional shape of the wing is described in Equation 7.1. This joined wing is formed by

‘folding’ a rectangular swept wing into the fuselage at εmidpoint = 0.5 (or the leading

edge distance). This folding action can not introduce a discontinuity at εmidpoint = 0.5,

so the folding must start at some distance δ away from the midpoint of the curvilinear

reference frame and it is made symmetric in this example. This leads to a transition

starting and ending point given by εstart = εmidpoint − δ and εend = εmidpoint + δ respec-

tively. The parameter δ defines what percentage of the leading edge is dedicated to the

curve, a percentage given my 2δ/ε (in this case study, δ was fixed at 0.07 resulting in 14%

of the leading edge being dedicated to the wing fold). The sweep, chord length and twist

parameters are not effected by this folding, as these parameters define chordwise shape

of the wing. However, folding the wing requires special functions for dihedral and cross-

section. Because this folding operation inverts the airfoil, the camber line of the airfoil

cross sections must be inverted (or, the airfoil should be inverted). Additionally, the

dihedral of the wing must be modified to create a geometry that is not self-intersecting.

The formula that defines this aircraft is listed in Equation 7.1, additionally, the functions
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Figure 7.1: The parameterised camber function for the joint-wing geometry. At εmid,
the airfoil is a symmetric airfoil, as there is no camber.

for the camber line multiplier and the dihedral function are shown in Figures 7.1 and

7.2 respectively.

fsweep(ε) = Λ, (7.1a)

fdihedral(ε) =


ε ≤ εmid − δ : 0◦,

εmid − δ < ε < εmid + δ : (90ε
δ (1− δ))◦,

ε ≥ εmid + δ : 180◦,

(7.1b)

fchord(ε) = constant, (7.1c)

ftwist = 0, (7.1d)

fcamber(ε) =


ε ≤ εmid − δ : 1,

εmid − δ < ε < εmid + δ : −εδ (1− δ) + 1

ε ≥ εmid + δ : −1,

(7.1e)

. (7.1f)

7.2.2 Design Variable Selection

The selection of design variables is performed once the geometry parametrisation is

established for the design loop. For this example, three design variables were selected.
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Figure 7.2: The parameterised dihedral function for the joint-wing geometry.

Variable Symbol Units Upper Limit Lower Limit

Aspect Ratio AR 6 2.5
Planform Area S m2 .6 .15

Sweep Λle
◦ 40 20

Table 7.2: Box wing design parameters with upper and lower limits use in the demon-
stration of the design loop.

Two variables, the aspect ratio1 and planform area, were selected to control the scaling

of the wing. An additional wing parameter, the sweep angle of the wing, was selected

as a design variable. The box wing aircraft explored here was intended to be an aircraft

without a traditional empennage. This requires that the wing sweeps back to form the

tail. An aircraft with small sweep angles, Λ→ 0, would require a tail for pitch authority.

An aircraft with a high sweep angle, Λ→ 90, would be incapable of flight. This variable

was therefore considered as part of the optimisation to identify the optimal sweep angle

for this type of sensorcraft. Table 7.2 summarises the ranges for each of these variables

used for simulation. The values listed in Table 7.2 were selected based on engineering

judgment. The instrumentation aircraft provide a lower bound for wing area. The upper

bound on both aspect ratio and planform area were selected to create geometries that

do not significantly exceed the constraint on span used during optimisation.

1The aspect ratios listed in the Table 7.2 are calculated using the traditional AR = b2

S
. Without

this folding step, this wing would have twice the span and an aspect ratio that was four times larger. A
factor of four should, therefore, be applied when comparing the aspect ratios in the paper to a non-joint
wing design.
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Figure 7.3: The parametric fuselage used in this design loop.

7.2.3 Fuselage

In addition to specifying the geometry of the wing, the fuselage geometry needs to be

defined. The fuselage geometry was created using open curves and a circle. The two

open curves start at the CAD model origin, or (0, 0, 0) and extend towards the tail of

the aircraft, where they intersects the circle. The curve that defines the upper surface of

the fuselage is then copied and rotated by 90 degrees around the x-axis to form the two

guide curves. Figure 7.3 shows the surface finished parametric fuselage when finished2.

The outer mould line construction of the surface is simply a union of the parametrised

wing and the fuselage. Two other construction features need to be added to the model

to create a physically accurate representation of the final aircraft. The first element is a

carbon fibre rod. This extends from the end of the fuselage, with a radius equal to the

circle used in the definition of the fuselage geometry, to the extent of the wing in the

x-axis.

The tail section of the aircraft is also constructed. This comprises a lifting surface that

extends from the carbon support rod up to the lifting surface. A NACA0012 profile was

used to form this surface. The chord of the straight extrude was limited to 50% of the

2The Rhinoceros networksrf command was used for surface construction from curves.
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Figure 7.4: Four key components that comprise the outer mould line surface of the
parametrised geometry of the aircraft.

lifting surface chord, or a thickness of 80% of the diameter of the carbon tube connecting

the tail and the fuselage.

The four elements described above — the primary lifting surface, the fuselage, the

carbon support tube and the empennage — are combined into a single solid object

with a Boolean union. The resulting shape becomes the outer mould line surface of the

aircraft. Figure 7.4 shows the composition of the outer mould line surface with each of

the four elements represented in a different colour.

7.3 Numerical Simulation

droneCFD, developed as part of this work, and described in detail in Chapter 5, is the

primary tool used to evaluate the aerodynamic performance of the aircraft. This section

focuses on processing the data from droneCFD for use in the application of the design

loop. Each aircraft considered in the design loop is evaluated at five fixed angles of

attack −5◦,−3◦, 0◦, 3◦ and 5◦. droneCFD evaluates the simulation in each configuration

to monitor for convergence. When the convergence criteria are reached, the simulation

is run for an additional 100 iterations. At each iteration in the simulation, the resulting

forces are calculated on the aircraft. The force data generated during the last 100

iterations of each simulation is averaged to form the predicted estimate of the forces for

that geometry and attitude.

Once all five angle of attack evaluations are completed, the simple aerodynamics model

described is regressed to the data. Occasionally, not all droneCFD simulations are
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Figure 7.5: An example CFD pressure distribution for the VERA-1 aircraft at an aoa
of −3◦.

completed successfully. Potential failures could arise due to a variety of sources, ranging

from exhausting the wall clock time requested on computing resources to issues with

mesh generation. Any design with less than four successful angle of attack simulations

was repeated (beginning with the geometry generation step). Designs with four and

five successful simulations were designated as valid simulation results that could be used

in model construction. The curve fit parameters obtained from fitting simulation data

from each unique geometry are used to formulate the low-fidelity surrogate model as

outlined in Chapter 4.

No validation work on CFD was done for this specific aircraft geometry. Because this

geometry shares a scale and operating Reynolds number similar to that of the GDP air-

craft, it was assumed that the validation results of that aircraft would provide acceptable

results. Additionally, the results from these CFD will be subject to the correction of

flight testing data, which reduces the importance of precise validation of data (though

validation improves results). The correction of CFD data with flight testing data is a

key strength of this proposed design loop.
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7.4 Low-fidelity Surrogate Model Training

Training the low-fidelity model is the first task in the formulation of the co-Kriging model

that forms the foundation of the proposed design loop. An initial sampling plan of 150

points was used to initially train the eight aerodynamic and geometry related surrogate

models required for the design loop. A Morris-Mitchell optimal Latin hypercube was

generated to best distribute these points across the design domain3. The geometry

for each unique design vector in the sampling plan is generated with AirCONICS and

evaluated with droneCFD. After numerical simulation, droneCFD provides a summary

of the results and the coefficients.

An additional 120 infill points were added to the model. A parallel infill process was

used to expedite this process. Three sets of 40 points were selected for evaluation. The

model was retrained after each infill step. The same data quality constraints were placed

on the infilled data points, mainly because regression of the aerodynamic model required

a minimum of four data points from CFD.

The convergence of the surface was monitored during the infill process. A random Latin

hypercube was generated for the model domain. These points were used to track the

r2 value over time. Because the infill populations are large in comparison to the base

dataset, each infill iteration was segmented into smaller infill populations for convergence

monitoring. As discussed in Chapter 5, the points for infill are sequentially chosen in

groups of five data points (corresponding to the number of aerodynamic models in the

design loop). The r2 convergence of these models was therefore calculated by retrain-

ing the model after just five consecutive infill points. The results of this convergence

procedure are shown in Figure 7.6.

The models based on numerically simulated data are shown in Figures 7.7, 7.8, and

7.9. The plots show fixed-value iso-contours of the surrogate models. These plots

demonstrate the complex interactions between the design variables for each modelled

parameter. Each plot is captioned by the aerodynamic coefficient the plot represents.

Additionally, Figure 7.10 shows four 2D contour plots of Cd0 . These plots show the same

3This sampling plan is publicly available as a default sampling plan in the pyKriging package.
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Figure 7.6: r2 convergence while training the model.

data as Figure 7.7, but sliced at four fixed sweep angle. The formulation of the aerody-

namic model has been repeated here in Equations (7.2) and (7.3) for quick reference:

Lf (α, v) = qS(mα+ Cl0), (7.2)

Df (α, v) = qS(m1α
2 +m2α+ Cd0), (7.3)

where q, or the dynamic pressure, is calculated as q = ρv2/2.

Once the surrogate models are constructed, a multi-objective optimiser is used to identify

designs optimally suited for the payload listed in Table 7.1. The chosen design will be the

first aircraft manufactured for flight testing. Equation (7.4) summarises the optimisation

formulation used in this design loop.

minimize
x

Fdrag(x) , α(x) and vcruise(x)

such that Flift(x)− Fg(x) = 0,

and bmax − b(x) > 0,

and Re(x)−Remin > 0,

and αmax − α(x) > 0,

subject to xi ∈ [xLi , x
U
i ] i = 1, 2, ..., n.

(7.4)

Three objectives are explored: minimising the drag force of the aircraft at cruise, min-

imising the angle of attack of the aircraft at cruise and minimising the airspeed of the
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(a) Cd0 coefficients

(b) m1 coefficients

(c) m2 coefficients

Figure 7.7: Drag coefficient surrogate models trained with data from CFD results
only.
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(a) Cl0 coefficients

(b) m coefficients

Figure 7.8: Lift coefficient surrogate models trained with data from CFD results only.

aircraft. These three objectives were selected specifically for this design loop in an at-

tempt to ensure a successful completion. Minimising the drag force on the aircraft is

a common objective in optimising the outer mould line geometry of an aircraft (when

used in conjunction with a lift constraint, which will discussed shortly). Minimising the

angle of attack of the aircraft at cruise is a less common optimisation objective. In this

case study, numerically obtained results are compared to physically observed results. In

order to be successful in physical flight testing, care is taken to ensure that the aircraft

operates in a stable operating envelope. Should an aircraft be designed to operate at a

high angle of attack, the physical aircraft may be more prone to stalling, and possibly

damage to the airframe. The final objective, minimising the airspeed of the aircraft.
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(a) Root Chord Prediction

(b) Mass Prediction

(c) Span Prediction

Figure 7.9: Geometry property surrogate models trained with CAD-generated data.
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Figure 7.10: These sliced 2D plots show data from the Cd0 Kriging model at fixed
sweep angles of 25◦, 31◦, 39◦ and 45◦.

This objective is in place to allow for testing in constrained flying fields. In balloon

launched operations, this objective may be less relevant. Typically, a higher flight ve-

locity may be preferable for wind penetration. It should be noted that higher velocities

may be preferred in balloon launched operations for wind penetration. One simple way

to increase the operating airspeed of a balloon launched glider is to simply increase the

wing loading of an aircraft. This can be accomplished by adding additional payload, by

adding material to the aircraft in fabrication to make it more robust or through both of

these methods. In addition to these objectives, a number of constraints are placed on

the system.

An equality constraint on the lift force of the aircraft is used to ensure the aircraft is

operating in steady level flight. Three inequality constraints are placed on this optimi-

sation: the span must be no greater than two meters(a restriction imposed for logistical

reasons, primarily aircraft transportation), the chord Reynolds number at cruise must

be higher than 100,0004 and the angle of attack, α, must be small such that the opti-

miser does not design an aircraft that operates near the stall point of the wing. As the

aircraft is operating in low Reynolds number conditions, the maximum allowed angle

4A constraint based on empirical observations of a critical Reynolds number for airfoils by Carmichael
[Carmichael, 1981].
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of attack (AoA) is αmax ≈ 8◦. While it is unusual to use angle of attack as both an

objective and a constraint, it is done here to ensure that physical testing of the geometry

is successful. Flight testing a sensorcraft near the stall point can lead to catastrophic,

energetic disintegration of sensorcraft. For this reason, a conservative angle of attack

constraint is necessary to prevent designs .

This optimisation is conducted with the NSGA-II multi-objective optimiser. On a stan-

dard desktop computer5, the optimisation process requires less than five minutes. The

only input variable to the process is the payload mass, in this case 450 grams. For each

design considered, the optimiser begins by building a mass estimate for the airframe.

This mass comes from the solid geometry files created during the evaluation of outer

mould line geometries for numerical simulation. The sum of the airframe mass and the

payload mass is the required lift force of the aircraft. This required lift force is used

to formulate the lift constraint function, Equation 5.3. Each of the five aerodynamic

coefficient surrogate models is queried to supply the necessary information to identify

the optimal cruise condition. Once the drag force, the optimal angle of attack and the

cruise velocity are determined, the constraint conditions of the optimiser are evaluated.

These objective and constraint data are returned to the optimiser.

The optimiser is run with a population size of 150 for 100 generations. The NSGA-II

used a tournament selection for crossover, and random Gaussian mutations are set to

occur at a rate of 5%. Figure 7.11 shows the Pareto-optimal results from the optimisa-

tion. The design selected for fabrication from these results was the one with the lowest

Euclidean distance to the minimum observed values of the set. Each design variable

is first normalised, such that the magnitude of the of the objective does not bias the

selection of the optimal design.

Three aircraft were selected from the Pareto front shown in Figure 7.11. VERA-1

was selected by identifying the utopia point in the model. Two additional aircraft

were selected by modifying the weighting factors of the importance of two variables:

cruise velocity and drag force. These two variables were selected as factors likely to

impact the scale and shape of the aircraft. Ultimately, the desired outcome of this

5This optimisation was run on a 2.2 GHz Intel i7-4770HQ CPU with 16 GB of DDR3 RAM.
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Figure 7.11: The Pareto front resulting from a multi-objective optimisation. The
square markers indicate the best designs for each design variable, and the star indicates

the aircraft design nearest the utopia point.

Aircraft Name Aspect Ratio Planform Area (m2) Sweep(◦)
VERA-1 5.14 0.35 25.01
VERA-2 4.11 0.28 28.91
VERA-3 3.16 0.26 29.03

Table 7.3: A summary of aircraft selected for flight testing.

weighting scheme is to select two aircraft with performances similar to VERA-1, but

with different geometry properties. These aircraft are called VERA-2 and VERA-3

respectively. The VERA-2 design vector was selected by prioritising the minimisation

of cruise velocity over the minimisation of drag and angle of attack. The VERA-3

corresponds to prioritising the minimisation of drag force over the other objectives. The

weighting factor selected was 1.2, while the weighting for the other two objectives was

left at 1. This value was selected based on engineering judgement after evaluating the

results of several different weighting factors. This weight value produced a diverse set

of geometries, while predicting similar operating conditions for each. Less aggressive

weightings produced design vectors that did not very significantly from the unweighted

utopia point, while more aggressive weightings increasingly modified the size differences

and operating conditions for each aircraft. The corresponding design vectors can be

found in Table 7.3. A visual comparison of the aircraft can be found in Figure 7.15.
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Figure 7.12: Surrogate model prediction compared with the simulated results for
VERA-1.
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Figure 7.13: Surrogate model prediction compared with the simulated results for
VERA-2.
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Figure 7.14: Surrogate model prediction compared with the simulated results for
VERA-3.

Once the three aircraft were selected for flight testing, new OML geometries were gen-

erated and numerically simulated to validate the prediction of the model. The results

of the simulations are shown in Figures 7.12, 7.13 and 7.14. In these three figures, the

results from the OpenFOAM k − ω RANS solver are plotted against the Kriging model

predictions. These curves show good agreement, and this provides confidence in the

predictive capabilities of Kriging models and the optimisation results.
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Figure 7.15: CAD renderings of the aircraft selected for flight testing. VERA-1 is on
the left, VERA-2 in the middle and VERA-3 is on the right.

7.5 Aircraft Fabrication

The three selected aircraft were constructed using a number of additive manufacturing

technologies. The wings were fabricated primarily using fused deposition modelling

(FDM). The fuselage was fabricated using ink-jet-deposited UV-curable materials, and

parts of the empennage were fabricated using a stereo lithography apparatus (SLA).

The fabrication files for these aircraft were generated using a modified version of the

AirCONICS platform that allows for the generation of three-dimensional solids.

Additive manufacturing simplifies the fabrication of these aircraft but introduces unique

material considerations. The primary concern in fabricating an aircraft is the strength

and mass of the airframe. The polymers used in the construction of these aircraft have

a density of approximately 1 g/cm3.

Commercially available selective laser sintering (SLS) services often require wall thick-

nesses of 0.8 mm for components made of sintered nylon. VERA-1 was first fabricated

using this technology with a skin thickness of 1 mm. The resulting aircraft was robust

but had a higher than desired mass. The SLS version of VERA-1 is pictured in Figure

7.17. The next iteration of VERA-1, as well as VERA-2 (Figure 7.18) and VERA-3

(Figure 7.19), were fabricated using FDM. In the FDM process, the skin thickness is

controlled by the diameter of the extrusion nozzle. For the three aircraft flown here, a

wall thickness of 0.3 mm was achieved, resulting in lightweight structures. Additional

internal supports were necessary to improve the robustness of the wing segments. Ad-

ditionally, two carbon fibre spars were included in the wing sections. Two hollow 4 mm

carbon fibre rods are placed at 10% mean aerodynamic chord (MAC) and 60% MAC.
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Component Vera-1 Vera-2 Vera-3 Fabrication Method

Fuselage 4.92 4.92 4.92 SLS
Tail Assembly 2.95 2.83 2.18 SLA

Wings 9.80 7.84 6.89 FDM
Wing Tips 8.95 6.13 4.67 FDM

Total 26.62 21.72 18.66

Table 7.4: Aircraft fabrication time breakdown.

These tubes extend from the fuselage to the curved joined wing of the aircraft, and again

from the tail of the aircraft to the curved joint of the wing. The carbon fibre tubes used

in this construction of these aircraft have a mass of 10 g/m. The control surfaces of these

aircraft were fabricated from commercially available balsa wood trailing edge. The hinge

of the aircraft was constructed using fibre reinforced tape. The total time required to

make and assemble each aircraft was around 30-40 hours wall time, of which 20-30 hours

was the time needed for additive manufacturing. A summary of fabrications times for

the various fabrication runs required to fabricate these aircraft can be found in Table

7.4. These figures indicate wall time to fabricate and build several aircraft for this ap-

plication of the design loop. These wall time figures could be improved significantly.

Assembly times can easily be reduced with additional design development component

interconnects. The fabrication time of the aircraft could also be reduced. The specific

mechanism for reducing the wall time depends on the method of additive manufacturing

used. For FDM, additional equipment allows for the production of parts in parallel, re-

ducing wall time. In SLS, several aircraft could be fabricated in the same run, reducing

the wall time per aircraft.

7.6 Multi-Fidelity Modelling

After fabrication, these three aircraft were flight tested. Each aircraft flew at least

three times. The first flight allowed for trimming of the aircraft and flight management

system tuning. The flight envelope of the aircraft was also tested during the first flight.

Airspeeds were of specific interest here, as the flight envelope of the aircraft needed to be

established. The second flight of each aircraft was a largely autonomous flight in which

the flight management unit was allowed to conduct the glide testing routine described
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Figure 7.16: An example build configuration of a wing tips as prepared for an FDM
printer.

Figure 7.17: The SLS version of the VERA-1 aircraft.
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Figure 7.18: The FDM version of the VERA-2 aircraft.

Figure 7.19: The the VERA-3 aircraft on the workbench with additive manufacturing
equipment in the background.

in Chapter 6. The third flight was used for validation of the second flight, and to correct

any issues that occurred during the first and second flights.

The manufacturing of the blended wing shape using additive manufacturing modified

the way in which mass is distributed in the aircraft. The curved portion of the wing

tips had a mass of approximately 25% of the mass of the wings. This is higher than

the expected 14% mass6 simply because the wing tip must be segmented into several

6The parameterised shape dedicates 14% of the leading edge distance to the curved wing tip, so it
would be expected that, for a wing with a uniform chord, 14% of the wing mass would be accounted for
by the wingtip.
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parts for fabrication. This introduces additional surfaces in the wing tips, adding mass.

In a conventional planar wing, this is mass that would not be present (unless wing

tip fuel tanks are used). In the box-wing structure, the increased mass at the wing

tips may modify the roll moment of the aircraft. An increase of roll moment requires

careful control of the aircraft in flight. As a precaution, the sensorcraft tested here were

constrained to bank angles of no more than 20◦. Additionally, the maximum roll rate

of the aircraft was set to 40◦s−1 to prevent sudden rolls during navigational turns. The

waypoints for the test flight were assigned such that no turn greater than this roll angle

would be required. Additionally, great care was taken to fly these aircraft on days with

calm conditions to reduce the impact of weather on the dispersion of the data.

All nine test flights were flown from the same field on six separate days. This field was

located near Palo Alto, California. While Palo Alto is near geographically located near

the Pacific Ocean, a costal mountain range shields the area from harsh weather. Flights

were conducted in the mornings to take advantage of calm conditions. The typical wind

for the region is a westerly light breeze of less than five knots. Temperatures range from

20◦C to 25◦C. The launch site was a small hill covered in tall grass. This provided a

buffer for the aircraft should something go wrong during launch.

The waypoints were kept constant for each aircraft and each aircraft was kept aloft

for approximately ten minutes. The trajectory for the second VERA-1 test flight is

shown in Figure 7.20. All three aircraft successfully flew three missions each. VERA-2

experienced a hard landing after the third flight. VERA-3 had a high landing speed, and

required minor repairs after each landing. On the final landing, VERA-3 experienced a

RUD (Rapid Unscheduled Disassembly) after encountering a rocky surface.

The results of the flight testing are shown in Figure 7.21 and summarised in Table 7.5.

In Figure 7.21, the dotted line represents the prediction, the data points represent data

collected during the flights, and the solid lines indicate the regression fit of these flight

test data. One in every 20 data points is plotted here for clarity. In general, the flight

tests agree well with the predicted results. The numerical simulation model shows an

underestimate of drag and an overestimate of lift in every model. This is partly due to

sources of parasitic drag present on the real aircraft but not modelled by the simulation:
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Figure 7.20: The NED trajectory plot of the second VERA-1 test flight.

Parameter VERA-1 VERA-2 VERA-3
Predicted Observed Predicted Observed Predicted Observed

cl0 0.182 0.198 0.167 0.168 0.145 0.152
m 0.071 0.063 0.065 0.056 0.059 0.050
cd0 0.028 0.0332 0.029 0.035 0.030 0.038
m1 0.0032 0.0028 0.0031 0.0026 0.0030 0.0021
m2 0.00057 0.00073 0.00053 0.00065 0.00049 0.00058

Table 7.5: Summary of predicted and observed results.

servo arms, control linkages and antennae. Additionally, because these aircraft were not

monolithically fabricated, joints and other assembly artefacts add to the total drag of

the aircraft.

The results from flight testing allow for the construction of a co-Kriging surrogate model.

The goal of co-Kriging is to build a model that is globally more accurate in the predicted

outcome than a model trained solely with low-fidelity data. To achieve this desired

correction, a second model is constructed that contains information about the difference

between the observed low-fidelity data point and a high-fidelity observation made at

the same point in the model. This second model describes the offset at any location in

the model between the low-fidelity data and what the expected high-fidelity observation

would be. Every prediction from the co-Kriging model is, in effect, a prediction of
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(a) Summary of VERA-1 flight test data.

(b) Summary of VERA-2 flight test data.

(c) Summary of VERA-3 flight test data.

Figure 7.21: Flight test data for the three selected instances of our parametric model.

the low-fidelity model combined with a predicted offset. A comparison of the Kriging

and co-Kriging models is shown in Figures 7.22, 7.23, 7.24, 7.25, and 7.26. In each

of the aforementioned figures, the plot shown in (a) is the result of Kriging models

trained using only numerically simulated data obtained from post-processing CFD data.

The plot shown in (b) shows co-Kriging models that are trained with both numerically

simulated data and flight test data.

The iso-contour plot was selected to show how the Kriging model varies with the addition

of high-fidelity data. The differences in the shapes of these iso-contours, which are
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(a) (b)

Figure 7.22: Co-Kriging results for Cd0 coefficient, a model trained using only nu-
merically simulated data is shown in (a), and a co-Kriging model is shown in (b).

(a) (b)

Figure 7.23: Co-Kriging results for m1 coefficient, a model trained using only numer-
ically simulated data is shown in (a), and a co-Kriging model is shown in (b).

(a) (b)

Figure 7.24: Co-Kriging results for m2 coefficient, a model trained using only numer-
ically simulated data is shown in (a), and a co-Kriging model is shown in (b).
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(a) (b)

Figure 7.25: Co-Kriging results for Cl0 coefficient, a model trained using only nu-
merically simulated data is shown in (a), and a co-Kriging model is shown in (b).

(a) (b)

Figure 7.26: Co-Kriging results for m coefficient, a model trained using only numer-
ically simulated data is shown in (a), and a co-Kriging model is shown in (b).

evident in certain models and less obvious in others, are due to the addition to high-

fidelity data. These changes represent the correction of numerically simulated data with

flight test data. As with almost all predictive models, the ability to make accurate

predictions depends on the amount of information contained in the model. Additional

test flights of new aircraft would continue to improve the results presented here.

This case study of the proposed design loop demonstrates how to build a predictive

model that allows reasonable predictions of physically accurate results in milliseconds.

This rapid prediction capability enables fast and efficient optimisation of new sUAS

that can be additively manufactured. While the data collected here was specific to

one payload configuration, this model is constructed in such a way that many other
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payloads can be considered. Additionally, with these data, several types of optimisation

are possible. Aircraft may be optimised for endurance, range or other metrics suitable

for a particular mission profile.

This design loop was envisioned as a way to reduce the time required to construct new

aircraft. Optimisation using the design loop occurs in minutes (wall time) and the

fabrication time necessary for a flight-ready aircraft is around 30 to 40 hours. Each new

design draws information from a library of previous numerical simulations and flight

tests, reducing the need to recreate these data. Because the aircraft topology may

not be obvious for a particular mission, multiple parametrised aircraft models may be

considered in the optimisation process (though the ideal solution may be to parametrise

the topology too). This approach represents a significant decrease in design time and

allows engineering teams to explore wider design spaces and a broader range of aircraft

topologies for sUAS. Because the time between initial design conception and flight testing

is short, airframes can be iterated quickly. The result is an efficient design process that

produces an aircraft that satisfies the expectations of the design team.





Chapter 8

Conclusion

The impact of Moore’s Law has revolutionised the world; ever-evolving computational

capabilities are enabling technological advances in large-scale numerical simulations, ad-

ditive manufacturing and autonomous operations onboard small unmanned aircraft. In

this thesis, several topics that have benefited from the effects of Moore’s Law are unified

into a design loop to explore changes to the established design process for sensorcraft: 1)

Additive manufacturing allows for the creation of bespoke sensorcraft – no two aircraft

need to be identical, 2) numerical simulation and computation allow for the rapid de-

sign of aircraft geometries suitable for additive manufacturing and onboard computation

and 3) onboard computation allows each bespoke sensorcraft to measure aerodynamic

performance characteristics of the aircraft.

In Chapter 5, we introduced a novel design loop that integrates numerically simulated

data and free-flight data into a single model for optimisation. This design loop demon-

strates the benefits of closely coupling high-performance computing and additive man-

ufacturing in the development and optimisation process of a sensorcraft. Chapter 6

introduces a method to allow each sensorcraft to measure aerodynamic performance in

an automated way, which includes allowing the aircraft to terminate flight due to unsafe

operating conditions with no human input. In Chapter 7, a case study of the applica-

tion of the design loop demonstrates that an aircraft designed for a bespoke payload

can be optimised in under ten minutes, once the initial low-fidelity surrogate model is
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constructed using numerically simulated data. The design identified through this pro-

cess can be fabricated with additive manufacturing and flight tested, a process that can

be completed in approximately one to two days. The data observed from flight testing

indicate that aircraft can be used to generate co-Kriging models, improving the overall

accuracy of existing Kriging models. These data can then be used to develop and test

new bespoke airframes for a range of payloads and mission applications. These aircraft

can likewise be designed and fabricated in one to two days, thus enabling rapid design

iterations. The work presented here outlines the foundation of this design loop and

demonstrates one instance of the design loop being used in the design of a joined-wing

aircraft.

The main accomplishments of this thesis are:

• proposed a new design loop that allows for the rapid instantiation of new sensor-

craft,

• created an automated method of extracting aerodynamics data from free-flight

testing of sensorcraft,

• generated a method in which a parametric outer mould line aircraft model is

converted into a geometry file suitable for additive manufacturing,

• demonstrated effectiveness of the proposed design loop on a realistic design prob-

lem illustrating the previously mentioned accomplishments.

8.1 Future Work

The design loop presented and demonstrated here illustrates the potential of coupling

computational results with physical testing. The potential of this design loop can fur-

ther be developed through additional work. The improvements to this design loop can

be classified into three categories: improving autonomous system feedback, further ex-

ploring and expanding upon the parametric geometry tools and improving the additive

manufacturing of bespoke sensorcraft.
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8.1.1 Autonomous Systems Feedback

Autonomous systems have significant potential to impact the design and optimisation

process. These systems comprise significant sensing and processing capabilities that di-

rectly measure the performance of the system. Creating methods of processing these

data in such a way that they can be easily integrated into to the design process is an

interesting area for future work. This work may include expanding the sensor package of

small unmanned aircraft to measure inputs that impact aerodynamic performance. For

example, adding a five-point probe to allow for the measurements of α and β, removing

the need to estimate these values from other observed data. Developing new data pro-

cessing tools, potentially that run in real-time on the aircraft, could further improve the

physical testing of these aircraft. With these tools, an autonomous aircraft could decide

how best to use flight time to maximise usable data collection. These techniques could

also be employed to generate comprehensive control models of an aircraft and enable on-

line control system tuning. Creating systems that can understand the local environment

and determine performance in that environment is particularly interesting in the case

of sensorcraft. These small unmanned aircraft are likely to operate in a wide variety of

environments and conditions. The ability to capture and understand performance data

across a wide range of operating conditions would advance the field of small unmanned

systems significantly and improve the design of such systems.

8.1.2 Parametric Geometry Generation

The process of incorporating feedback from autonomous systems into a design process

will require advances in geometry generation capabilities. Geometry generation tools

should encourage designers to explore new topologies quickly. One method of encour-

aging the exploration of an expanded design space is to simplify the process of creating

complex geometries. The topology of an aircraft can be described as a hierarchical de-

scription of CAD primitives, ranging from a fuselage to a wing to an actuator or sensor.

A radically new aircraft can be constructed by modifying the hierarchy or by replacing

a parameterised component in the hierarchy. An opportunity exists for new low-level
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CAD tools that manage the functional merging of a CAD primitives. Each CAD primi-

tive may consist of a solid geometry, with intricate internal features. Merging geometry

primitives thus requires a tool that can automatically manage the complexity of this

process and check that the result is a valid aircraft geometry. Additionally, this tool

could assist with the generation of light-weight internal structures, automatic sizing and

placement of control surfaces and the integration of electronics and actuators directly

into the structure.

8.1.3 Functional Additive Manufacturing

The final area of future work is around structronics, or the integration of electronics (i.e.,

active components, sensors, passive components and interconnects) into structural com-

ponents. Research currently being conducted on structronics was introduced in Chapter

2 and Chapter 6. These examples show that it may be possible in the near future to

add complete electronics systems–from processors to interconnects to batteries–into the

bulk structural material of a component. Two areas are required to enable functional

additive manufacturing: software tools and materials libraries. The software require-

ments for functional additive manufacturing are not vastly different from the parametric

geometries discussed previously. These tools need to resemble CAD and VLSI (Very-

Large Scale Integration1). This software design tool may be simplified if a materials

library could be identified for functional additive manufacturing. This materials library

will comprise materials needed to deliver functionality in a component, such as rigid

structural materials, flexible materials, support materials, highly conductive materials,

p-type semiconductors, n-type semiconductors, and so on. By identifying this library of

materials, specific manufacturing and design technologies could be developed around it.

1This type of software is typically used to design integrated circuits.



Appendix A

Paper Helicopter Experimental

Method

A.1 Purpose

A significant goal of the ASTRA project, introduced in Chapter 5, is the development of

ultra-low cost, targeted measurement aircraft for atmospheric research. These aircraft,

known as papersondes, are made by fabricating circuits onto a paper substrate and form-

ing the paper into functional shapes. Circuits are fabricated using silver nanoparticle

ink that is jetted out of a consumer-grade inkjet printer. The printed circuit is popu-

lated with conventional electronic components, such as integrated circuits and passives.

These components are attached using conductive epoxy, so no soldering is necessary.

This manufacturing process requires no expensive equipment and allows for circuits to

be rapidly designed, iterated and modified to meet any atmospheric sampling mission

need [King et al., 2015].

The current generation of papersonde comprises a small microprocessor, a long-range

radio transceiver and some sensors. The aircraft is powered with a small coin cell battery,

which has sufficient energy to survive a single mission. The aircraft is designed to be
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disposable, so recovery is not required. All data collected in flight are transmitted to

the ground in real time, along with position data for the aircraft.

These aircraft can carry a range of payloads, from simple pressure and temperature

sensors to gas concentration sensors. Plans include adding trajectory manipulation

and mesh networked capabilities to these devices. This features would allow for highly

collaborative navigation of the sampling volume.

The paper helicopter is one type of aircraft topology that has been considered in the

design of papersondes. This experiment was conducted to evaluate the performance of

the helicopter at payload similar to the sensor and battery payload masses expected

for a typical papersonde experiment. The goal of this experiment is to understand the

parameters that influence the decent rate of these aircraft and also map the robustness

of the aircraft in the given design space.

A.2 Aircraft Parametrisation

As discussed in this thesis, a robust geometry parametrisation should be used for any

design and optimisation process. The parametrisation used in this work is a modification

of the Box [1992] helicopter. However, unlike the Box helicopter, the electronics printing

requires a specific space at the base of the helicopter. For this reason, this width of the

body and the width of the wings were parametrised separately. The geometry and

relevant dimensions of this aircraft are shown in Figure A.1.

The base of the helicopter is formed by folding the two outer tabs over the centre tab;

the wings are separated with a single cut. Optional winglets can be added at the wing

tips; however, these were not used for the experiment described here.

Because this aircraft is used for statistical teaching, a significant amount of work has been

done to understand how these parameters impact the descent rate of the helicopters. Box

[1992] observed that wing length, body length and paper type had the most significant

impact on performance, based on a 16-run fractional factorial experiment. Johnson et al.

[2006, 2007] conducted ANOVA testing and identified wing length, wing width and body
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Figure A.1: The parameterisation of the Box paper helicopter used in this experiment.

length as the most significant parameters impacting the performance of these aircraft.

In both cases, performance was established by timing a helicopter dropped from a fixed

height.

Based on these findings, two parameters were varied for this test. These variables were

the aspect ratio of the wing and the area of the wing. The combination of the aspect

ratio and a wing area provides an analytical solution for length and width. The length

and width of the body, along with the thickness of the wing support, are fixed in this

experiment. The dimensions of the body of the helicopter are set to the typical circuit

size for a papersonde. The only additional constraint on the system from from the

substrate size. The upper limit on size was set to be no larger than a sheet of A4 paper.

A twenty-point Morris-Mitchell optimal Latin hypercube [Morris and Mitchell, 1995] was

used for this two dimensional sampling plan. Each dimension of the sampling plan was

scaled to match the design ranges establish for this experiment. The considered aspect
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ratios were in the range of 1.0 to 4.0. Wing areas were explored between 7000mm2 and

13000mm2.

A.3 Aircraft Fabrication

Each point in the sampling and the constrained dimensions fully define the helicopter

geometry. A Python script is used to convert the parametrisation into a DXF file for

manufacturing. This CAD file is imported into software that operates a computer-

controlled paper cutter. In this case the Cameo cutter manufactured by Silhouette

was used. The cutter is capable of cutting and perforating paper with great accuracy.

A specialised 280 g/m2 photo paper was used for these experiments, as this paper is

known to work well with the inkjet printing of conductive silver nanoparticle colloidal

inks. Once the cutting was completed, each aircraft was manually folded and three 3.33

gram paper clips were uniformly added to simulate a payload mass. This concludes the

manufacturing process of these aircraft.

A.4 Test and Measurement Methodology

The test methodology is simple – the aircraft are dropped from a significant height.

These data were collected in an office building atrium. To ensure that air currents had

a minimal effect on helicopter performance, testing was conducted with the buildings

heating and cooling systems turned off.

A machine vision camera was used to measure the velocity of the falling helicopters.

For the purposes of an atmospheric science papersonde, the steady state velocity is of

the greatest importance. After release, the paper helicopter takes some time to reach a

steady state descent. This portion of the flight is of little relevance to the optimisation

of a device that will travel for many thousands of meters.

A Point Grey Firefly MV camera was used to record the flight at 90 frames per second.

The data were manually post processed to extract the location of the helicopter from

each frame. The location of the helicopter was measured at the bottom edge of the
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(a) (b) (c)

Figure A.2: Three frames screenshots from the machine vision footage of the flight.
The time between these frames was approximately 0.276 seconds.

paper helicopter. Before any experiments were conducted, the machine vision camera

was calibrated to a known distance. Using this distance-to-pixel calibration and the time

stamp from the video footage, the sink rate of the helicopter could be directly measured.

A linear regression of the distance travelled with respect to time was calculated. The

slope of the linear fit represents the velocity of the aircraft. The r2 metric was used

to ensure the fit was accurate. Figure A.2 shows images from the image capture, with

example post-processed results shown in Figure A.3.

A.5 Results, Observations and Discussion

The data for this experiment were collected in two groups. The first group of aircraft

comprised aircraft specified by the initial design of experiments. The second group of

aircraft tested served as infill to the surrogate model generated using the initial sampling

plan.
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Figure A.3: A typical result. These data were extracted from the video footage of
aircraft design 0. The linear regression returned a slope, equivalent the the aircraft’s

velocity, of 2.353 m/s2 with r2 = 0.9997.

As mentioned in the introduction of this thesis, a large number of the initial sampling

plans failed during flight testing. Additionally, the most successful design failed in two

out of three flights. These results show that while the rate of descent is an important

variable in optimising the paper helicopter, for the papersonde, robustness in flight is

also important. This led to a second variable in the experiment – the probability of

success. Probability of success is the ratio of successful flights to the total number of

flights. A ratio of 1 means every flight was successful, while a value of zero means the

helicopter failed during every flight. Failure was judged based on a qualitative judgement

of the flight, based on replaying the 90-frame-per-second video footage of the descent.

Failure was not a subtle phenomenon, typical failures included wing deployment failure

and unstable rotational dynamics. These are easy to spot during testing.

Failure in paper helicopters experiments has been previously documented. Viana et al.

[2011] reported a 32.5% failure rate in an experiment similar to this. Viana et al. [2011]

deals with failure by building a Support Vector Machine to build a classifier to predict

failure. In this work, we used a Kriging model to predict the success rate. This approach
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Figure A.4: Data of the initial velocity model of the paper helicopters. The upper
left plot shows the prediction model as a 2D contour. The large plot at the bottom
shows the prediction model in 3D. The upper right plot shows the normalised predicted

mean squared error for the initial model fit.

allows for a prediction of success, which can be utilised in determining values to infill

and for optimisation.

As this measurement is based on physical observations, some noise is inherent in the

results. For this reason, regression Kriging models are used for all data shown in the

following results. The initial set of test aircraft produced two Kriging models. The first

predicting descent velocity is shown in Figure A.4, while the model of the probability of

success is shown in Figure A.5.

The goal of the model infill was to improve the descent rate prediction model, while

simultaneously improving the resolution of the boundaries present in the probability of

improvement model. Had no aircraft failed during the test flights, expected improvement

could be used to search the model for the most optimal point. However, since the model

shows that the best designs are likely on the boundary of the infeasible region, it was

important to also improve the accuracy of the probability of success model.

Infill was selected using a mean squared error search of the velocity model, while con-

strained to fixed levels of the probability model. This resulted is a set of points that
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Figure A.5: Data of the initial probability of success model of the paper helicopters.
The upper left plot shows the prediction model as a 2D contour. The large plot at the
bottom shows the prediction model in 3D. The upper right plot shows the normalised

predicted mean squared error for the initial model fit.
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Figure A.6: The result of the constrained infill search. The red crosses indicate designs
in the initial population that failed, while green crosses indicate successful flights. The
blue dots are the 20 proposed infill designs. These dots are focused on the boundary of

the infeasible region due to the constrained search.

refines the estimates of the prediction model while providing infill to the velocity where

needed. 20 infills points were generated at four constrained probability levels : 0.2, 0.4,

0.6 and 0.8.

The final results of the infilled model are shown in A.8. These two models have a number

of interesting features. The first is that the minimum descent velocity is not located at

the extremes of the design space. The second interesting observation is the shapes and
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locations of the infeasible region. Designs with low aspect ratios appear to have a high

rate of failure. Additionally, designs with large wing areas and large aspect ratios also

fail.

The velocity model shows that the most optimal region for descent velocity is in close

proximity to the boundary of one infeasible regions. When designing a robust and high

performance aircraft, special care should be made to select a design with high feasibility.

This could be accomplished in one of two ways: using a multi-objective optimisation

or using a constrained optimisation. Multi-objective optimisation queries both models

and attempts to find designs that explore the trade-offs between descent velocity and

the probability of failure. This produces a Pareto front of possible designs. The second

approach would be to perform a single objective optimisation but add an inequality

constraint that forces all designs to have a high probability of success. This optimisation

would identify the best candidate.

Both types of optimisation were conducted on these data. The multi-objective optimi-

sation was conducted using the NSGA-II algorithm(refer to Chapter 3 for more details).

The resulting Pareto front is shown in Figure A.7. It clearly shows trade-offs in the de-

signs. For this experiment, but most optimal design was selected as the design that best

balances the two design objectives. This point was selected by calculating the Euclidean

distance between the each point and the Utopian point of the Kriging model.

The single objective optimisation was constrained using an inequality constraint requir-

ing any design to have a probability of success greater than 0.95. The optimisation was

conducted using a Genetic Algorithm, to keep the optimisation methods used compara-

ble.

The results of these optimisations are shown in Figure A.8. The optimal design based

on the multi-objective optimization is heliocpter with a wing area of 12, 428 mm2 and an

aspect ratio of 2.91. The predicted velocity of the aircraft is 1.15 m/s and the probability

of success is predicted to be 102%. The single objective result predicted an aircraft of

12, 609.5 mm2 and an aspect ratio of 3.06. The descent velocity is slightly improved at

1.1 m/s, while the probability of success is 95%.
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Figure A.7: The Pareto front resulting from the multi-objective NSGA-II optimisation
of the paper helicopter results. The optimal design point is indicated with a red circle.
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(a) Velocity Prediction Model (descent velocity in m/s)
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Figure A.8: The final predictive models for the paper helicopter experiment showing
the location of both the constrained (square) and multi-objective (diamond) optimisa-

tion results.
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C Paulson, A Sóbester, and J Scanlan. Rapid Development of Bespoke Sensorcraft:

A Proposed Design Loop. In 56th AIAA/ASCE/AHS/ASC Structures, Structural

Dynamics, and Materials Conference, Kissimmee , Florida, January 2015. American

Institute of Aeronautics and Astronautics. ISBN 978-1-62410-342-1. doi: 10.2514/6.

2015-0135. URL http://arc.aiaa.org/doi/10.2514/6.2015-0135.

A Pelletier and T J Mueller. Low Reynolds Number Aerodynamics of Low-Aspect-Ratio,

Thin/Flat/Cambered-Plate Wings. Journal of Aircraft, 37(5):825–832, September

2000.

J Perry, A Mohamed, B Johnson, and R Lind. Estimating angle of attack and

sideslip under high dynamics on small UAVs. In ION GNSS Conference, September

2008. URL http://www.researchgate.net/profile/Rick_Lind/publication/

228741033_Estimating_Angle_of_Attack_and_Sideslip_Under_High_Dynamics_

on_Small_UAVs/links/00b4951e9ee86c75aa000000.pdf.
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