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Sea Surface Temperature (SST) represents the marine component of surface global

temperature, the indicator underpinning the Paris Agreement. This thesis presents

major advances in the understanding of the systematic biases and their uncertainty

associated with changes in the observing protocol in the ship-only SST record

since about 1850. First, by developing a method that probabilistically groups the

observations in plausible ship tracks (and therefore potentially associates observations

made with the same measurement method), the length of the tracks and the percentage

of reports associated with individual platforms increased substantially. Following this

analysis, the consistency of the SST was also found to have improved. Secondly, by

comparing the SST diurnal variations observed by individual ships with a reference

derived from drifting buoys, the SST measurement method was verified or estimated.

Following this new classification of the changing ratio of bucket to engine-room inlet

(ERI) observations, the difference between bucket and ERI SST anomalies in the period

1955 - 70 increased more rapidly when compared to existing estimates. Better and

well validated physical models of SST biases in observations made with buckets were

developed by comparing measurements made in the laboratory to predictions of models

used in common gridded analyses to bias adjust SST observations made with buckets.

Uncertainties due to the effects of turbulence and the assumption of well-mixed water

samples were identified as a substantial limiting factor for the direct application of these

models to the historical record. Building on the improved platform and observational

metadata, SST observations from ships in the period 1992 - 2007 were bias adjusted

by modelling their differences from climate-quality satellite data within a Bayesian

hierarchical spatial model and as a function of the leading drivers characteristic to

the observational biases for each measurement type. A comparison with existing bias

adjustments, showed that current SST estimates for the past two decades might be

characterized by undetected biases, especially in the ERI record, that could affect the

estimates of global and regional surface temperature trends.
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Chapter 1

Introduction

The Earth is warming due to anthropogenic greenhouse gas emissions. Global mean

temperature is predicted to increase (IPCC , 2013) and the ability of society to adapt

to climate change depends on climate models predictions. Global Surface Temperature

(GST) is an iconic expression of climate change: time series of global-mean surface

temperatures reflect the influence of both man-induced and internally driven climate

variability and disentangling the two components is essential to provide confidence in

those predictions (IPCC , 2013).

Datasets of GST comprise measurements from the land, ice and the ocean and have

been made for a different variety of purposes for more than 200 years, although the

record is sparse before about 1850 (Jones and Wigley , 2010; Jones, 2016).

Data for the land and ice component are derived from a relatively fixed network

of meteorological observatories and weather stations, measuring Land Surface Air

Temperature (LST) using thermometers positioned between 1.2 and 2 m above the

ground (Parker , 1993). Individual temperature records from land sites may be affected

by several inhomogeneities (Trewin, 2010): instrument and site homogeneity issues

(changes in the observation time, switch from mercury to electronic thermometers,

miscalibration of the instrument, instrumental drift away from calibration, precision

and accuracy of daily reading, etc.) can introduce large biases at the site level but will

tend to cancel out when averaged over larger areas, due to their random nature. On

the other hand, errors affecting multiple records and sites can potentially significantly

1



Chapter 1. Introduction 2

bias large-scale temporal trends (IPCC , 2013), which is the key problem from a climate

change standpoint. For land data, biases belonging to this second category relate

mainly to the period before 1880: the problem of thermometer exposure to direct

sunlight before the introduction of white-louvred screens during the mid-to-late 19th

century had been recognized to introduce a warm bias during the summer half of the

year. Gradual urbanization had also been suggested to potentially introduce a warming

bias, significant to large global-scale changes: a large percentage of weather stations

are located in or near urban areas which tend to be warmer than neighbouring rural

areas (Arnfield , 2003). However, assessments with rural-only sites and comparison with

the marine trends suggests that in the standard (homogenized) temperature datasets

urbanization effects are probably very small (Jones and Wigley , 2010; Jones, 2016).

Although the use of Marine Air Temperature (MAT) would be a more obvious choice

to ensure consistency with the approach taken over land and ice, marine surface

observations are usually based on Sea Surface Temperature (SST) (Morice et al., 2012;

Karl et al., 2015). One of the reasons for the preference of SST is due to the much

lower thermal inertia of the air compared to that of the ocean surface layers: MAT is

characterized by a much higher temporal variability than SST so that, from a sampling

perspective, for the same number of observations, SST averages are more reliable.

Moreover, observations of MAT from ships are affected by daytime biases caused by

the heating of the ship and sensor environment (Berry et al., 2004) and in gridded

analyses only night-time reports - Night-time Marine Air Temperature (NMAT) - are

used (Rayner et al., 2003; Kent et al., 2013). Also, recently, while the coverage of ships

taking meteorological observations, the main source of NMAT reports, has dropped

(Berry and Kent, 2017), the number of SST in situ observations has greatly increased

due to Argo (Argo, 2000) and drifting buoys (Freeman et al., 2017).

Most historical SST measurements were not taken by dedicated scientific platforms

but by World Meteorological Organization’s Voluntary Observing Ships (VOS) or their

predecessors: originally, because of the relationship between SST and ocean currents,

SST observations were made to improve navigational charts and to contribute to

safety at sea; only later on, in the 20th century, SST was also measured by the VOS

fleet for weather needs and to produce marine climate summaries. As for the land

component, SST data also require individual adjustments: indeed, time-varying biases
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due to changes in instrumentation and evolving measurement practices are the main

deficiency of the historical SST record (Kent et al., 2017a). SST observational biases

affect the assessment of GST long-term trends and variability, reducing the global SST

trend by several tenths °C per century . While the unadjusted temperature series for

the land areas of the Earth are not easily distinguishable at the hemispheric and global

mean level from the bias adjusted time series (Jones and Wigley , 2010; Jones, 2016),

the unadjusted marine data are clearly offset from their bias adjusted products, falling

outside the 95% confidence interval for the uncertainty estimated in the bias adjusted

data (Figure 1.1).
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Figure 1.1: Global averages based on land (left) and marine (right) surface temperauture

data, for the datasets discussed in Jones (2016). Land surface temperature data:

CRUTEM4 (Jones et al., 2012); NCEI/NOAA (Karl et al., 2015); GISS (Hansen et al.,

2010); and Berkeley Earth (http://berkeleyearth.lbl.gov/regions/global-land).

The unadjusted data are from NCEI (Karl et al., 2015). Marine surface temperature

data: HadCRUT4 (Morice et al., 2012); NCEI/NOAA (Karl et al., 2015); GISS (Hansen

et al., 2010); and Berkeley Earth (http://berkeleyearth.lbl.gov/auto/Global/

LandandOceansummary.txt). The unadjusted data are from NCEI (Karl et al., 2015). All

data are expressed as anomalies from the 1961 - 90 average. Figure adapted from Jones

(2016).

Current SST bias adjustments represent large-scale effects only and are based either on

physical models of the observational practice or on the assumption of an invariant

relationship between SST and a reference such as NMAT. On the largest space

and time-scales, current bias models produce comparable estimates of SST biases

but regional differences can exceed the estimated uncertainty (Kent et al., 2017a).

It is known that changes in observational practice can be fast and undocumented

(Thompson et al., 2008), and such changes cannot be easily captured by spatial and

temporal large-scale bias adjustment approaches. Almost 70% of the planet’s surface

is ocean: improving the estimates of biases in the historical SST record will have a

major effect on estimates of global surface temperature changes and their uncertainty.

http://berkeleyearth.lbl.gov/regions/global-land
http://berkeleyearth.lbl.gov/auto/Global/Land and Ocean summary.txt
http://berkeleyearth.lbl.gov/auto/Global/Land and Ocean summary.txt
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A better understanding of SST biases is vital for correctly identifying past large-scale

changes in temperature at the Earth’s surface: historical SST observations are used for

climate change detection and attribution (Stott et al., 2010), as well as for validation

of climate models on historical time scales (Sutton et al., 2007; Boer , 2011) and to

provide boundary conditions for atmospheric models (Compo et al., 2011; Stickler et al.,

2014).

This thesis will investigate possible improvements to the understanding and

quantification of historical SST observational biases. The following sections of this

chapter provide a context and motivation for the thesis. Firstly, I will describe what

is meant by SST (section 1.1) and the availability of SST observations (section 1.2).

I will then explain how is SST measured (section 1.3) and what are the main sources

of biases in SST in situ historical observations (section 1.3). I will then introduce the

current methods used to estimate and adjust for biases in gridded analyses of SST and

I will justify the necessity of improvements to those estimates (section 1.4). Finally, I

will describe the aim of the thesis and its structure (section 1.5).

1.1 What is SST

The SST is not a well defined quantity. Traditionally in situ ‘bulk’ SST measurements

have been considered representative of the first 10 m or so of the ocean. This

definition implicitly assumes that the upper few meters of the ocean are well mixed

and consequently at the same temperature, although the temperature of the water

near the surface varies on all space and time scales. For low wind and high insolation,

a stratified warm surface layer (‘diurnal warming layer’) develops (Kawai and Wada,

2007; Kennedy , 2014): under extreme conditions the amplitude of the diurnal cycle

can exceed 5 K and the diurnal layer can penetrate (although attenuated) to depths of

several meters (Prytherch et al., 2013). During night-time, the daytime diurnal layers

are destroyed by vertical mixing: as the surface cools, the surface water become denser

than the underlying layers and sink due to convection. This near-surface layer structure

can lead to large differences between in situ measurements made at the same time of

day and location but at different depths, or taken at the same depth and location but

at different times of the day.
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On the other hand, satellite sensors measure SST in a very thin surface layer.

Both microwave measurements and infrared measurements (sensitive to temperature

variations in the upper millimetres and micrometers of the ocean respectively) are

affected by a cool skin that develops at the sea surface, caused by exchange of heat

and moisture to the atmosphere along with the emission of infrared radiation.

In order to reconcile measurements made at different depths and times of day, Donlon

et al. (2007) proposed the notion of a Sea Surface Foundation Temperature (SSTf),

defined as “the temperature free of diurnal variability, i.e. [...] as the temperature at

the first time of the day when the heat gain from the solar radiation absorption exceeds

the heat loss at the sea surface” (https://www.ghrsst.org/ghrsst-science/

sst-definitions/). To understand differences between measurements of SST at

different depths, both physical (Kantha and Clayson, 2004; Janssen et al., 2012),

semi-physical and empirical (Gentemann et al., 2003, 2009; Takaya et al., 2010; Filipiak

et al., 2012), and statistical (Kennedy et al., 2007; Morak-Bozzo et al., 2016) models

have been developed. Modelling of near-surface diurnal stratification and of the ocean

surface skin effect has proven to be useful (Embury et al., 2012) in adjusting satellite

SST measurements to the nominal drifting buoy depth and to a reference local time

of day (for example to correct for drifts in satellite orbits). However, these models are

not readily applicable to historical in situ SST measurements. For the majority of ship

observations the measurement depth is unknown and is likely to change depending on

the ship loading: from known metadata there is evidence that ships measure water

temperature through a wide range of depths from the near surface down to 25 m

(Kent et al., 2007). Another problem is changing of observation time that can interact

with the diurnal variations in SST: while most ships might take measurements regularly

every 4 or 6 h, during earlier periods there were systematic changes in the time of

observation (Kent et al., 2010) that can affect the average SST. Nonetheless, the effect

of changing measurement depth in in situ SST observations was found by Kennedy

(2014) to be modest (less than 0.1 K at the global level at all times and from 1945 less

than 0.05 K), especially when compared to systematic biases introduced by changes of

instrumentation (Kent et al., 2017a).

https://www.ghrsst.org/ghrsst-science/sst-definitions/
https://www.ghrsst.org/ghrsst-science/sst-definitions/
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1.2 Availability of SST in situ data

The International Comprehensive Ocean-Atmosphere Data Set (ICOADS) provides an

archive of in situ surface marine observations presently starting in 1662, but sparse

before about 1850 (Woodruff et al., 2011; Freeman et al., 2017). These observations

come from a variety of sources, including ships, buoys and coastal data, and are used

to construct gridded analyses that document changes in surface marine conditions.

Examples include gridded analyses for SST (Smith and Reynolds, 2004; Kennedy et al.,

2011b; Hirahara et al., 2014; Huang et al., 2015), air temperature (Kent et al., 2013),

wind (Kalnay et al., 1996), pressure (Allan and Ansell , 2006), humidity (Willett et al.,

2008) and air-sea fluxes (Berry and Kent, 2009, 2011). ICOADS is now the preferred

source database for the construction of historical SST analyses, providing traceability

of the data, simpler comparison among derived data products and access to newly

digitized data (Allan et al., 2011) and to observational metadata (Kent et al., 2007).

SST observations were first made available in the 19th century as navigational charts

(Maury , 1858; Rennell , 1832) and more recently were used to create gridded analyses

for scientific applications (Bunker , 1976; Bottomley et al., 1990). The Comprehensive

Ocean-Atmosphere Data Set (COADS) Release 1 (Woodruff et al., 1987) was based

on data collections in the form of punched card decks (hereafter decks) that had been

obtained by the US from major maritime nations from the 1940s onwards. Reports were

available in a variety of different formats, and not all contained metadata identifying the

observing platform or methods. Ship logbooks often contained much of this information

but what remains in ICOADS can be just a small fraction of the original information due

to deficiencies in early digitization methods and data management. COADS combined

archives of marine data from several countries, and it was known that there was

substantial duplication of observations between some of the sources. A complicated

process of identification, exclusion and compositing of duplicate reports (known as

duplicate elimination: dupelim) was developed to address this problem (Slutz et al.,

1985). Dupelim was later extended as the number of ICOADS data sources expanded. A

substantial proportion of observations in ICOADS are from these historical archives: ship

identifiers and observational metadata are often missing, some reports have degraded

locations and some contain only few of the originally recorded environmental variables.
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On the other hand, recent data digitisation activities have been careful to retain ship

and observational metadata and the full range of observed variables (Garćıa-Herrera

et al., 2005; Allan et al., 2011; Wilkinson et al., 2011).

Until the 1970s almost all marine observations were made by ships; only later, have

temperatures also been measured using drifting and moored buoys, and using satellites

(section 1.3). Changes in technology and observational practice, as well as in the major

shipping routes, can be rapid and undocumented and are expected to affect the quality,

quantity and location of SST observations over time.

9981–08819781–0681

9391–02919191–0091

9791–06919591–0491

%
1 10 20 30 40 50 60 70 80 90 99

Figure 1.2: Spatial distribution of SST observations for 20-year periods between the 1860s

and the 1970s. Figure from Deser et al. (2010). Colour shading indicates the percentage of

months with at least one measurement in a 2° latitude by 2° longitude grid box.

Figure 1.2 shows the distribution of SST reports for the 20-year period between the
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1860s and the 1970s (Deser et al., 2010): the distribution of commercial shipping lanes

is uneven over time and data coverage is poor in certain regions and periods. The

highest density of observations are found in the North Atlantic, western South Atlantic,

and northern Indian oceans, with reasonable coverage back to approximately 1870. In

contrast, the North Pacific is poorly sampled before the end of World War II (WWII)

and, in the tropics, before about 1960; data coverage in the Southern Ocean is limited

throughout the record (Woodruff et al., 2011; Freeman et al., 2017).

The study in this thesis utilizes data from ICOADS Release 2.5 (R2.5) (Woodruff et al.,

2011), although ICOADS Release 3.0 (R3.0) (Freeman et al., 2017) has now been made

available. Compared to the previous release, in R3.0 there are some gains in coverage

during the period 1853 - 68, World War I (WWI) and in the modern period from 2000.

As Figure 1.3 shows, the increase in sampling in the new Release does not change

dramatically the availability of marine data and is not expected to radically affect the

results of this study. However, all the analyses developed in this thesis will be repeated

for R3.0 as part of HOSTACE (http://projects.noc.ac.uk/HOSTACE/).

1.3 In situ measurements of SST and their sources

of bias

The earliest observations were made collecting seawater in a bucket. To make the

measurement, the bucket is thrown into the water over the side of the ship and a

sample of water is hauled onto the deck.

The sampling depth is unknown but typically is estimated to be within 1 m from the

surface, although would probably be shallower for light buckets and for fast moving

ships. The temperature of the water sample is then measured, typically with a

mercury-in-glass thermometer. Different designs of SST buckets were adopted over

the years (Figure 1.4). Generally it is assumed (Folland and Parker , 1995; Kennedy

et al., 2011b) that almost all SST observations until 1940s were derived from bucket

samples, with wooden buckets Figure 1.4a gradually replaced by uninsulated canvas

buckets Figure 1.4b, although how quickly this switch-over happened is unclear (Folland

and Parker , 1995; Kennedy et al., 2011b; Hirahara et al., 2014; Kent et al., 2017a).

http://projects.noc.ac.uk/HOSTACE/
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Figure 1.3: Major historical digitized and external archive data sources added to ICOADS

Release 3.0, for 1800 - 2014. Figure from Freeman et al. (2017). Horizontal black lines

illustrate the time range of the original data sources. The annual numbers of reports are

plotted as curves (logarithmic scale used on the vertical axis), blue for the previous R2.5, and

red for R3.0. Data coverage prior to 1800 is sparse, and that following 2007 continues to

grow annually.

To improve insulation in canvas buckets, mixed canvas-copper buckets (Figure 1.4c)

with a double-walled copper vessel inside were introduced (Ashford , 1948), even so the

evidence for the use of these buckets is sparse. Dating the transition from canvas

to rubber buckets is also problematic (Kennedy et al., 2011b). According to the

Marine Observers Handbook (HMSO, 1963), the UK Meteorological Office issued

canvas buckets until 1957, progressively replaced over time by rubber double-walled

buckets Figure 1.4d; WMO (1954) reports that on Dutch ships post-WWII ordinary

canvas buckets were used, although more recently the preferred buckets currently in

use (Kent and Taylor , 2006) are constructed from hard rubber Figure 1.4e; metal and

leather/rubber buckets with an integral thermometer Figure 1.4f were in use before

1960 on German ships (Ashford , 1948; Roll , 1951; Kent and Taylor , 2006), although

there is no clear evidence that this type of bucket has been used by Germans throughout

the record. Other pictures of modern buckets are shown in Kent and Taylor (1991).
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(a) (b) (c)

(d) (e) (f)

Figure 1.4: SST buckets used and currently in use by the VOS. (a): wooden

bucket, courtesy of Scottish Maritime Museum and David Parker (Met Office); (b): UK

Meteorological Office MKII canvas bucket; (c): UK Meteorological Office canvas-copper

mixed bucket (Folland and Parker , 1995); (d): UK Meteorological Office REF 1800 insulated

bucket, various designs; (e): Dutch hard rubber bucket; (f): German metal and rubber bucket

with an integral thermometer.

There are several problems with the measurement of SST with buckets. First of all,

during collection and hauling the water sample is likely to lose heat by evaporation from

the top and the walls and can be cooled or, less commonly, warmed (the sea surface is

typically warmer than the air above) by exchange of sensible heat with the surrounding

air. These effects are larger for uninsulated buckets and for buckets with a smaller

volume, and will increase with the wind speed around the bucket. The temperature of

the water sample can be heated by solar radiation, especially if the bucket is not left in

the shade after collection; whether the bucket is taken out of the wind can as well affect

the measurement and the time the bucket is left in the sea to equilibrate can be also

important, mainly if the bucket is at a very different temperature from the seawater or

contains previous samples. Other problems can arise if the water sample is not properly

mixed and stratification occurs or for too long exposure times (i.e. the time elapsed

between when the bucket leaves the sea and the measurement is taken). Clearly, even

with the best conditions, accurate measurements require care from the observer; that
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is the second problem. All these factors (summarized in Figure 1.5) may affect bucket

measurements of SST and lead to systematic biases in these observations.
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Figure 1.5: Illustration of factors affecting bucket measurements of SST. Figure from Kent

et al. (2017a).

Evidence that buckets are usually characterized by a cold bias has been provided over

the years by many sources (Brooks, 1926; Roll , 1951; Kirk and Gordon, 1952; Walden,

1966; Tauber , 1969). Presently, several estimates of SST biases in bucket observations

exist, which typically increase from about -0.1 °C in 1850 to -0.4 °C in 1940 (Kent

et al., 2017a), accounting for the switch-over from insulated wooden to uninsulated

canvas buckets, and decreases again to about -0.1 °C , with the transition to rubber

buckets (Kent and Kaplan, 2006; Kennedy et al., 2011b).

Figure 1.6: Illustration of factors affecting engine-room inlet (ERI) measurements of SST.

Figure from Kent et al. (2017a).

After the advent of steam ships in the late 19th century, it became common practice

to measure the temperature of the seawater pumped in the steam condenser inlet
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and, later on, in the engine-room inlet (ERI). ERI measurements of SST became the

preferred method during the latter half of the 20th century: sampling is usually deeper

than for buckets but the effective sampling depth is ambiguous - between 1 and 4 m for

small ships and between 5 and 15 m for larger vessels (Kent and Kaplan, 2006)) - and

might depend on the loading of the ship or whether the ship mixes the water or draws

down water from the surface. Generally the details of the individual setup on each

ship (Figure 1.6) are unknown. Both the type of thermometer (mercury thermometers

protected by a metal sleeve inserted into a well in the engine-intake pipe (Saur , 1963),

dial thermometers with coarse gradation, electrical thermometers) and its position (near

the hull, for remote reading automatic sensors, or, for manual reading, further away

from the engine-room) can give rise to errors in ERI measurements. Heat conduction

along the metal support to the thermometer bulb, incrustation and bio-fouling, poor

exposure of the thermometer to the flow in the pipe, errors caused by parallax or delay

and communication errors between the engine-room and the bridge are all potential

factors affecting ERI observations of SST (Figure 1.6). The seawater sampled from

the engine room is expected to be colder than that sampled using buckets, because,

whatever the ship loading, it would be sampled at a greater depth (Kirk and Gordon,

1952; Walden, 1966; Kent and Taylor , 1991). However, there is some evidence showing

that generally ERI measurements are biased warm, due to the heating of the water

sample by the warm engines and the ship environment (Brooks, 1926, 1928; Lumby ,

1927; Wahl , 1948; Roll , 1951; Amot, 1954; Saur , 1963; Walden, 1966; Tauber , 1969;

James and Fox , 1972; Collins et al., 1975; Tabata, 1978a,b; Kent et al., 1993; Kent

and Kaplan, 2006). Most estimates fall between +0.1 °C and +0.3 °C (as summarized

by Kennedy et al. (2011b)), although this estimate may vary with the size of the ship

and the distance inboard (James and Fox , 1972; Kent and Taylor , 2006).

The third means by which SST is measured by ships is through the Hull or typically

through a hole in the ship’s side. Hull sensors are dedicated sensors which were

not commonly in use until recently and are still relatively infrequent because of their

installation cost. Hull measurements of SST are expected to be taken at a greater

depth than bucket observations but at a comparable or shallower depth than ERI

measurements (Kent and Taylor , 1991). SST observations measured using Hull sensors

are assumed to be typically more reliable (smaller bias and noise) than ERI observations
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(Kent et al., 1993), although in practice there are very few studies examining their

accuracy.

Since the 1970s, an increasing number of SST observations have been made by drifting

and moored buoys. Surface drifting buoys provide measurements of SST that are

near-globally distributed and measure at a shallower depth than buckets, approximately

20 cm. Moored buoys are located at fixed positions typically in costal or tropical

regions and produce continuous observations at a depth of about 1 m or at different

predetermined depths (Kennedy , 2014). Although individual buoys might exhibit errors

due to error in sensor calibration, temperature calibration ‘drift’ while deployed, or

bio-fouling on the sensor, buoy measurements of SST have a better accuracy than

those from ships and are expected to give a generally unbiased estimate of SST.

1.3.1 The definition of bias in SST observations

In the previous section I described the sources of bias in SST in situ observations.

Following Kent et al. (2017a), for a given measurement method, the term bias was

adopted to describe measurement errors that, unlike random errors, have a non-zero

expectation value. The difference between the observed temperature and the bias

(tobs − bias) represents an unbiased estimate of the true temperature t, namely

tobs = t + bias + ε with
〈
ε
〉

= 0 (1.1)

with ε representing random noise. In this context it is reasonable to distinguish between

a cold bias in bucket measurements and a warm bias in ERI observations, as described

in the previous section. Here, the bias is not necessarily a constant value but could also

depend on the external environmental conditions, which may affect the measurement

process. For example, for bucket observations it is expected (section 1.4) that the bias

would change under different conditions of air-sea temperature difference, humidity,

wind and solar radiation. The definition of SST biases given by Equation 1.1, will

be adopted throughout this thesis. This definition differs from that used historically

to define SST biases: before it was recognised that observations of SST from ships

post-WWII were also characterized by non-negligible biases and required adjustments,

biases in SST observations (Bottomley et al., 1990; Smith and Reynolds, 2002; Rayner
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et al., 2003; Ishii et al., 2005; Rayner et al., 2006; Kennedy et al., 2011b; Huang et al.,

2015) were defined relative to the average of all observations made in a climatological

period (either 1951 - 80 or 1968 - 97), which, by definition, had zero mean bias. This

approach was preferred because, typically, the variable of interest in climate studies

is the SST anomaly (the difference of the SST from the climatological average). As

noted by Kent et al. (2017a), this approach has the effect of generating uncertainties

that are the smallest in the climatological period and increase before and after, which,

especially in the most recent period when the measurements are most accurate and

sampling is most complete, is undesirable. A better definition was adopted in Hirahara

et al. (2014), where the bias in ship observations is defined relative to the SST measured

by drifting and moored buoys, which are generally considered (on average) an unbiased

estimate of the true SST.

1.4 Current approaches to the estimation of biases

in SST observations from ships

The aim of this section is to give a review of the main models used and currently in

use to bias adjust SST observations from ships (1.4.1 and 1.4.2), to compare their

estimates of SST biases and to explain the need for new approaches (1.4.3).

1.4.1 Application of physics-based bias models

Physics-based models for bias adjusting SST historical measurements are implemented

in commonly-used long-term gridded SST analyses: HadISST (Rayner et al., 2003),

HadSST3 (Kennedy et al., 2011a,b) and COBE-SST2 (Hirahara et al., 2014).

There are two main barriers to the application of physics-based bias models to

bias adjust SST observations from ships. Firstly, many ICOADS reports cannot be

confidently assigned to a specific measurement method, which is usually unknown or

uncertain (for example, it may be known that a bucket was used, but not the type of

bucket). Existing estimates of the changing mixture of SST measurement methods,

are based on evidence from ICOADS, external sources of measurement metadata, e.g.

World Meteorological Organization (WMO) ‘Publication No. 47’ - hereafter Pub. 47

(Kent et al., 2007), and other evidence in the literature (e.g. as reviewed in HadSST3).
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Alternatively, they are derived from measures of internal consistency, requiring that

global SST averages of SST observations with unknown measurement method agree

with global averages of bias adjusted observations with known method, as for example

implemented in COBE-SST2. These approaches rely heavily on metadata or on the

observations for which the metadata are available and lead to broad agreement in the

inferred measurement methods over time, although there are significant differences,

particularly in the transition from uninsulated canvas to insulated rubber buckets (Kent

et al., 2017a).

Secondly, there is usually not enough information about the environmental and the

observational conditions related to individual measurements. The bias adjustment

method adopted in HadISST, HadSST3 and COBE-SST2 for bucket observations is

based on the work of Folland and Parker (1995) (hereafter FP95), who developed a

class of models to estimate the rate of change of heat loss/gain from seawater samples

collected using wooden and canvas buckets. The bucket is regarded as an upright

circular cylinder (thermally uninsulated for canvas buckets, partly insulated for wooden

buckets). The temperature change in the seawater sample over time is modelled as

a function of sensible and latent heat loss or gain, gain of heat from solar radiation,

and gain or loss from longwave radiation exchange with the environment. The wooden

bucket model also includes equations for heat conduction through the wooden sides

and base of the bucket. Because the individual circumstances of each observation are

unknown, the models are driven with 5° climatological monthly fields of the air-sea

temperature difference, humidity, wind speed and solar radiation derived from data in

the period 1951 - 80. The exposure time for uninsulated canvas buckets was estimated

such that the internal consistency of the observations is improved: FP95 showed that

observations made prior to 1941 had an excess annual-cycle variance compared to more

recent measurements that could be attributed to seasonally-varying biases in bucket

measurements. The exposure time was therefore chosen by minimizing for different

latitude bands and choices of the other model parameters, a function of the annual

cycle variance of the series prior to 1941, with results ranging from 2.3 to 5 minutes.

This approach could not be applied to wooden buckets, for which the exposure time was

instead fixed to 4 minutes, as recommended by Maury (1858). The models also require

knowledge of several parameters describing the structural characteristics of the bucket
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(water level, bucket diameter, thermal capacity of the bucket material), and include

assumptions about the degree of shading of the bucket from the sun and sheltering

from the (relative) wind around the bucket, derived combining the climatological wind

and the ship speed. To account for the uncertainty in these assumptions, a class of

models for each bucket type was developed, representing bucket of different dimensions

and different conditions of shading from the relative wind and the sunlight. The fields

derived from all the different model assumptions were then combined in a composite

field for each bucket type and two classes of ship speed, with the typical speed of

‘slow’ and ‘fast’ ships estimated from the literature (‘slow’: 4 m s−1; ‘fast’: 7 m s−1).

FP95 bias adjustments are derived combining these four basic fields according to the

changing ship speed, which was assumed to increase linearly from 4 to 7 m s−1 between

1870 and 1940, with constant values of 4 m s−1 before 1870 and a value of 7 m s−1

in 1941, and the changing ratio of canvas to wooden buckets, chosen to get the best

agreement between SST and NMAT anomalies in the tropics. FP95 bias adjustments

are limited to the period up to 1941. After 1941, both HadSST3 and COBE-SST2 bias

adjustments for canvas buckets are estimated as FP95 bias adjustments for 1941. In

contrast, the approach taken to bias adjust bucket observations made with insulated

rubber buckets varies. In HadSST3 biases in observations made with rubber buckets

are estimated from FP95 bias field for wooden buckets for 1941. On the other hand, in

COBE-SST2 analysis biases in modern rubber buckets are computed adding the global

mean difference between ERI and drifting buoy SSTs to the global mean estimate of

bucket-ERI differences in the period 1986 - 2005, when the majority of buckets are

expected to be insulated and the metadata are most reliable.

Physical models for biases in ERI and Hull measurements have not been developed

because the information of the individual installations would be required (Matthews

and Matthews, 2013), and is almost always missing. Biases in SST observations made

with ERI and Hull sensors are typically assumed to be fixed (COBE-SST2) or vary

within an estimated range (HadSST3). In contrast, in HadISST no bias adjustment is

applied to the SST data after 1941.

Both HadSST3 and COBE-SST2 analyses include estimates of the uncertainty in the

bias adjustments. HadSST3 bias adjustments is presented as an ensemble of realizations

generated by randomly selecting credible values for some of the parameters specified in
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the bias adjustment method: changing speeds of ships, choice of the NMAT dataset,

mixture of observation types (wooden and canvas buckets, rubber buckets, and ERIs),

and constant ERI biases. In the COBE-SST2 analysis the uncertainty in the bias

adjustment is derived from the uncertainty in the parameters identifying the changing

mixture of measurement methods.
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Figure 1.7: (a): FP95 annual average bias adjustment fields for wooden buckets and ‘slow’

ships. (b): as (a) but for ‘fast’ ships. (c): as (a) but for canvas buckets. (d): as (b) but for

canvas buckets. These fields have been generated from the version presented in Kent et al.

(2017b, in prep.) of the original models.

1.4.2 Large-scale statistical bias adjustments using air

temperature

The application of large-scale statistical bias adjustments is implemented in the ERSST

SST analysis, currently at version 4 (Huang et al., 2015; Liu et al., 2015; Huang et al.,

2016). To test the robustness of FP95 bias adjustments, Smith and Reynolds (2002)

(hereafter SR02) proposed a model to independently develop bias adjustments based

only on relationships between bias adjusted NMAT and all hours SST (Slutz et al.,

1985). Climatological smoothed fields of the SST-NMAT differences are computed over

a period where sampling was most complete (1968 - 97) and are used to fit monthly

SST-NMAT differences from earlier in the record to derive an annual scaling coefficient

between the observations and the climatological estimates. Bias adjustment fields for
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each month up to 1941 are then obtained multiplying the monthly climatological fields

for the difference between the average over the climatological period of the scaling

coefficient and its annual value. Although this method does not rely on the detailed

information required by FP95 method, some approximations are still needed. Climatic

variations are ignored and patterns in the SST-NMAT differences are attributed to

measurement or instrument changes only. These changes are also attributed to SST

data only, neglecting residual biases in the bias adjusted NMAT record (Rayner et al.,

2003; Kent et al., 2013). Moreover, it is assumed that SST biases and SST-NMAT

differences are characterized by the same geographical patterns and that these patterns

are invariant over time.

In the most recent version of ERSST (ERSSTv4), Smith and Reynolds (2002) method

was extended through present. ERSSTv4 analysis is also presented as an ensemble,

generated varying, amongst others, some of the details of the bias adjustment method:

the acceptable range for SST-NMAT differences, the choice of the region used to

construct the climatological SST-NMAT fields (global as in SR02, three latitude bands,

three ocean basins, 45° x 25° longitude-latitude running regions) and the version of the

NMAT dataset used (Parker et al., 1995; Kent et al., 2013).

1.4.3 Comparison of existing bias estimates

A review of the comparison of current bias estimates was recently presented in Kent

et al. (2017a). Here the authors concluded that “we don’t yet fully understand the

biases and their uncertainties at all times throughout the record”. Excluding the early

part of the record (before 1880), when the coverage for both SST and NMAT data is

scarce, and the period around the 1980s, when the proportion of ERI data is increasing,

the global differences between HadSST3 and ERSSTv4 bias adjustments fall within the

range of their combined uncertainty estimates. However, the agreement at the global

and hemispheric level masks regional differences, which are compensated with latitude in

the global and hemispheric mean Kent et al. (2017a). Figure 1.8 is adapted from Kent

et al. (2017a) and shows that regional differences between HadSST3 and ERSSTv4

bias adjustments exceed, even in a period with the most complete coverage, the range

of the ensemble differences over extended areas. HadSST3 bias adjustment fields are

mainly driven by air-sea temperature differences, evaporation and solar radiation, and
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are only weakly dependent on the airflow around the bucket (Kent et al., 2017b, in

prep.) because the bias adjustments are forced by climatological wind fields and in the

calculation of the relative wind speed a uniform distribution of the angles between the

ship’s bearing and the ambient wind vector is assumed. On the other hand, ERSSTv4

bias adjustments only depend on SST-NMAT differences, which leads to large regional

differences, as shown in Figure 1.8. The agreement at the global and hemispheric level

between HadSST3 and ERSSTv4 bias adjustments might be instead expected because

the two methods are not fully independent, with FP95 bias adjustments tuned to to

give optimal agreement between SST and bias adjusted NMAT in the tropics. This

interdependence between the two principal bias adjustment models currently in use, and

the large regional differences in the estimates, represent a significant limiting factor in

our understanding of observational biases in the historical SST record (Kent et al.,

2017a) and limit our confidence in the existing estimates.

(a) HadSST3 - ERSSTv4 
Bias Adjustment Difference, 1890 - 1919 [˚C]

(c) HadSST3 - ERSSTv4 Bias Adjustment Difference, global mean [˚C]

(b) HadSST3 - ERSSTv4 
Bias Adjustment Difference, 1995 - 2004 [˚C]

Figure 1.8: Comparison of the SST bias adjustments used in HadSST3 and ERSSTv4.

Figure adapted from Kent et al. (2017a). (a): maps of the difference between HadSST3

and ERSSTv4 bias adjustments, 1890 - 1919. Hatching marks 5° areas where the difference

exceeds half the sum of the full range of the ensemble differences. (b): as (a) but for 1995 -

2004. (c): global mean difference between HadSST3 and ERSSTv4 bias adjustments (black

line) and full range of the ensemble differences (grey line). The biases were set to average

zero over the period 1961 - 90.
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1.5 Research objectives

The discussion presented in the previous sections, exposed the high degree of present

uncertainty in the SST historical record and, in particular, in the observational biases

which characterize SST observations from ships throughout the instrumental period.

The overall aim of this thesis is to investigate and characterized on a finer scale,

possibly on a ship-by-ship basis, the structure of the observational biases in the SST

record. Specific aims are:

1. To identify and group the observations from individual ships (‘ship tracking’,

chapter 2)

2. To assign a measurement method to individual observations (chapter 3)

3. To design and implement laboratory measurements of temperature change in

historical SST buckets in order to extend validation of the FP95 models and to

better characterize the factors affecting bucket measurements of SST (chapter

4)

4. To identify for each measurement method the leading patterns of functional

dependence in SST observational biases (chapter 5)

5. To develop a method to quantify biases in SST observations as a function of

these patterns (chapter 5)

Chapter 2 will derive a method for the probabilistic reconstruction of ship voyages

in ICOADS (aim 1). The method uses the spatio-temporal distribution of the SST

reports to group the observations in plausible ship tracks. This classification will be

adopted throughout this thesis to examine the SST record by observing platform.

Chapter 3 will address the second aim: the measurement method will be estimated

from the characteristic differences of the observed diurnal variability in bucket and

ERI reports, with the uncertainty in the attribution represented probabilistically. To

extend validation of the FP95 models (aim 3) and to characterize the factors affecting

bucket measurements of SST (aim 4), in chapter 4 I will present the results of the

comparison of laboratory measurements of the change in temperature of water samples
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in wooden and canvas buckets with the predictions of FP95 models. The functional

dependencies of SST biases in bucket and ERI observations will be further examined

in chapter 5. Here, taking advantage of a new climate-quality satellite product

(Merchant et al., 2012, 2014), largely independent from the in situ record, I will

compare the SST reports from ships to co-located satellite averages. By analysing

the differences between SST observations made by ships and the satellite-reference

and, for biases in bucket observations, informed by the results of chapter 4, I will derive

characteristic bias models for each measurement type (aim 4). I will then estimate for

ship observations in the satellite era (from about 1992 to 2010) classified according to

the most plausible measurement type as identified in chapter 3, their expected bias by

analysing, within a Bayesian estimation paradigm and accounting for local dependence,

the ship-satellite SST differences with respect to the functional dependencies identified

for each measurement method (aim 5). Building on this diagnostic, I will also apply the

method to the differences between the SST ship data and a statistical reconstruction

of the SST field (HadISST), with the aim of exploring the uncertainty in the choice

of the reference and eventually extending the method to the pre-satellite era. Chapter

6 has the conclusions of the project and a broader view will be taken to use the

results of this thesis to explore new approaches to the problem of bias adjusting the

SST record throughout the instrumental period and to highlight the need for a more

realistic estimate of the uncertainty in SST bias adjustments.





Chapter 2

A probabilistic approach to ship

voyage reconstruction in ICOADS

This chapter describes the method used to reconstruct ship voyages in ICOADS using

the spatio-temporal distribution of the SST reports to group the observations in

plausible ship tracks. The results of this study enable the analysis of the SST record

by observing platform, therefore allowing to make inferences about the measurement

method adopted by each ship (chapter 3) and the associated bias (chapter 5). This

chapter is based on Carella et al. (2017), published in the International Journal of

Climatology, which explains the method and shows the results for the period 1855 -

1969. G. Carella led the science and wrote the manuscript. E. C. Kent 1, D. I. Berry 1,

and C. J. Merchant 2, 3 provided feedback on the method and the results. In addition to

the published material, in this chapter I extended the analysis up to 2007 and expanded

the method to take into account land masses.

2.1 Introduction

Missing or incorrect platform identifiers are recurrent, particularly for ship observations,

throughout ICOADS (Figure 2.1) and represent a primary barrier to finer-scale

ship-by-ship SST bias adjustments. Firstly, the measurement practice is almost never

1 National Oceanography Centre, Southampton (UK)
2 Department of Meteorology, University of Reading, Reading (UK)
3 National Centre for Earth Observation, University of Reading, Reading (UK)
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known in detail (Folland and Parker , 1995), and therefore integral to the SST bias

adjustment is the assignment of measurement methods, ideally to individual ships or

reports. Secondly, SST biases are expected to vary from ship-to-ship according to the

adopted measurement method and the observing practice followed by the observers

(Kent et al., 2017a).

Decks 732-874Tracked decks Complete decks
known IDs

NAs

Number of observations - ALL DECKS

Percentage of observations per ID category - TRACKED DECKS

known IDs NAs QC IDs

(a)

(b)

0.00

0.25
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1.00

Buoys decks

102

103

104
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106

1855 1865 1875 1885 1895 1905 1915 1925 1935 1945 1955 1965 1975 1985 1995 2005
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Figure 2.1: (a): For all decks in ICOADS, number of observations with PT field values of 0

- 5 (ship data) or missing (logarithmic scale used on the vertical axis). The observations have

been grouped according to three different deck categories (tracked decks, complete decks,

deck 732 and 874, buoy-only decks) and to two different ship ID categories, Known-ID and

NAs. Note that in the complete decks category, the figure shows the number of Known-IDs

only (no NAs are present) while for deck 732 it shows the number of NAs only (no Known-IDs

are present). (b): For tracked decks only, percentage of observations in each of the three

different ship ID categories used to group the data, Known-ID, NAs and QC-IDs. Both plots

show monthly data filtered with a 12-month running mean.

Ship tracking will also enable improved uncertainty estimation, quality control and data

assimilation. Recent studies (Kent and Berry , 2008; Kennedy et al., 2011a; Kent et al.,

2013) have partitioned measurement uncertainties into random and correlated parts,

where the latter represents mean biases for individual platforms (typically a ship or
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buoy). It is therefore important to know which platforms took measurements in each

grid box and how many observations each platform made. However, the present lack of

comprehensive Ship identifier (ID) information hampers the application of such an error

model (Kennedy , 2014). Linking observations from the same vessel together, through

ship tracking, will aid in applying such an error model and lead to improved estimates

of the uncertainty in gridded analyses through better treatment of the uncertainty

arising from correlated errors. There are two main aspects of quality assurance that

will benefit from ship tracking. The first is identifying mispositioned and misassigned

data. It is well known that ICOADS contains mispositioned data, particularly in deck

732 (Minobe and Maeda, 2005; Kennedy et al., 2011b). Mispositioned data have also

been identified post-1970 for ships with valid ID information, often as a duplicate,

or partial duplicate, of a report in the correct location (Kent and Taylor , 2006).

Some data are mispositioned in time, possibly as a result of report corruption or by

conversion from local time to GMT with incorrect longitude. For reports with valid ID

information, tracking can identify mispositioned reports and perhaps relocate them in

position or time. For reports with no valid ID information, any reports that could not

be associated with other reports in the tracking process might be down-weighted or

excluded from analyses. The second benefit of grouping reports by observing platform

is the identification of platforms that consistently report biased observations as a result

of, for example, poor observation practice, miscalibrated instruments or persistent

miscoding. This permits the exclusion, or in some cases correction, of observations on

a vessel-by-vessel basis. Finally, ship tracking constitutes an important step also in the

data assimilation process of atmospheric reanalyses. For example, the European Centre

for Medium-Range Weather Forecasts (ECMWF) pilot reanalysis of the 20th-century

(ERA-20C) uses a platform level adaptive bias correction systems that updates the

bias parameters during the assimilation simultaneously with the meteorological variables

(Poli et al., 2013). To address the problem of missing platform IDs in ICOADS, a simple

tracking algorithm was implemented that split ICOADS observations into plausible

subsets based on ship speed constraints combined with any available ID information

(Hersbach et al., 2015). Improvements to platform identification, combined with the

quality assurance improvements described above, will have clear benefits for atmospheric

reanalysis activities.
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This chapter addresses the problem of reconstructing ship voyages in the ICOADS

archive by associating groups of reports to an individual vessel (hereafter ‘ship

tracking’). Section 2.2 describes the data association technique developed to group

observations to give plausible tracks; section 2.3 shows the results and section 2.4

discusses the conclusions and describes the potential for future improvements.

2.2 Method

2.2.1 Data selection, pre-processing and quality assurance

applied to ICOADS

I have used observations from ICOADS R2.5, using only those reports with ICOADS

platform type (PT) field values of 0-5 (various types of ship data) or missing (unknown

PT, which inspection suggests are mostly reports from ships). Data excluded from this

analysis are reported in Table 2.1 and can be grouped into three main categories. Data

known to originate in decks containing only observations from buoys, fixed platforms or

coastal stations (1: buoy-only decks) with missing PT have been excluded. Based on

preliminary tracking results, decks that contained complete and reliable ID information

with no overlap with observations from other decks were not tracked (2: complete

decks). These decks are typically from modern digitisation efforts or are collections

of data from research cruises. However, while the majority of these decks were not

tracked because of their good data quality, some have inconsistent positions due to

dead reckoning. The final exclusions were reports from deck 732 and deck 874 (3)

known to have suffered problems with format conversion. Observations from deck 732

between 1958 and 1974 were identified as being incorrectly located and 17 areas of 5°

or blocks of 5° areas were found artificially warm or cold relative to neighbouring areas

and relative to other observations within the area (Kennedy et al., 2011b). Reports

from deck 874 [US e-logbook software package, Shipboard Environmental Acquisition

System (SEAS)] were excluded from the last ICOADS Release as they were found to be

unreliable (Freeman et al., 2017). Also excluded were observations without day or hour

information from any deck. Prior to 1855, there are a substantial number of reports

with missing time information, while after 1855, over 90% of reports, and by 1858 over

99% of reports, have full time information. Finally, the analysis developed here stops in
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December 2007, because of the complete masking in R2.5, for commercial and security

reasons, of all ship IDs after this date. In ICOADS R3.0, the ship identifier information

was recovered for about 70% of all ship observations (Freeman et al., 2017), which will

allow to extend this analysis up to the present time.

Deck Description Category 

143 Pacific Marine Environmental Laboratory (PMEL) Buoys 1 
144 TAO/TRITON and PIRATA Buoys (from PMEL and JAMSTEC) 1 

145 PMEL Equatorial Moorings and Island Stations 1 

239 British Navy (HM) Ships 2 
245 Royal Navy Ships Logs (keyed by 2007) 2 
246 Antarctic Expeditions: Printed/Published (Met. Office) 2 
247 Atmospheric Circ. Reconstructions over the Earth (ACRE) Data 2 
701 US Maury Collection 2 
702 Norwegian Logbook Collection 2 
707 US Merchant Marine Collection (1912 - 46), 700 series-    2 
714 Canadian Integrated Science Data Mgmt. (ISDM) Buoys 1 
730 Climatological Database for the World's Oceans (CLIWOC) 2 

731 Russian S.O. Marakov Collection 2 

732 Russian Marine Met. Data Set (MARMET) 3 

734 Arctic Drift Stations 2 

736  Byrd Antarctic Expedition (keyed by Hollings Scholars) 2 

740 Research Vessel (R/V) Data Quality Evaluated by FSU/COAPS 2 
761 Japanese Whaling Ship Data (CDMP/MIT digitization) 2 
762 Japanese Kobe Collection Data (keyed after decks 118 - 119)  2 
780 NODC/OCL World Ocean Database (WOD) 2 

 793 - 795 NCEP BUFR GTS 1 
874 Shipboard Environmental (Data) Acquisition System (SEAS) 3 
883 US National Data Buoy Center (NDBC) 1 
900 Australian 2 

Table 2.1: List of ICOADS decks, containing data with PT = 0-5 or missing, that were

excluded from the tracking analysis. 1: buoy-only decks; 2: complete decks; 3: deck 732

and deck 874.

Decks that were thought to be unique but with incomplete ID information were tracked

within the deck only, while decks that were thought to have common data were tracked

together. Table 2.2 lists the constraints adopted on tracking jointly reports from

different decks in the tracked decks category. Data from decks that were thought to

be unique but did not have complete ID information (as opposed to the complete decks
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in Table 2.1, unique and with complete ID information) were only tracked within the

deck. On the other hand, decks that were though to have common data were tracked

jointly and data coming from these decks were allowed to be assigned, clustered and

joined together.

The observations selected have been divided into two categories based on the availability

of ID information, those with an empty ID field (hereafter NAs) and those with extant

ID information (hereafter Known-IDs). The Known-IDs are grouped together and

each unique ID assumed to represent a single ship, whilst the NAs remain unassigned.

Additionally, a number of the Known-IDs are not assigned to a group, either due to a

corrupted ID or the use of a generic callsign (e.g. SHIP, PLAT, etc.), and therefore

are set to NA. Figure 2.1 illustrates the data, separated into the two categories (NAs

and Known-IDs), for both the decks requiring tracking and those excluded. The two

groups of observations, those with Known-IDs and NAs, have been treated differently

in the tracking analysis (see section 2.2.2).

Deck types  Decks Action 

Decks with substantial ID information (few missing or 
invalid), that could be unique   

117, 118, 119, 187, 188, 195, 
229, 667, 704, 705, 706 Tracked within deck 

Deck containing data from single ship with missing ID 897 Tracked within deck
Decks with missing or partial ID information, that
could be unique  666, 899 Tracked within deck 

Decks that may have common data  

110,116, 128, 150, 151, 152, 
155,156, 184, 185, 189, 192, 
193,194, 196, 197, 201, 202, 
203, 204, 205, 206, 207, 209, 
210, 211, 213, 214, 215, 216, 
218, 221, 223, 224, 226, 227, 
230, 233, 234, 254, 255, 281, 
555, 700, 720, 735, 749, 792, 
849, 850, 888, 889, 892, 896, 
898, 901, 902, 926, 927, 928, 999 

Tracked together 

Ice stations with some common data  186, 733 Tracked together 

Table 2.2: Constraints on tracking jointly reports from different decks in the tracked decks

category.

Prior to tracking it has been necessary to pre-process the data. Firstly, the ICOADS IDs

have been quality controlled (QC-IDs) following information provided by Dr. Elizabeth

Kent and based on preliminary results of the tracking. Within a deck, the IDs conform

to a limited number of patterns in terms of combinations of digits and/or characters.

Table 2.3 shows the possible ID types for each deck. Those reports where the ID

does not confirm to an expected pattern for the deck were reallocated to the NAs.

This helps to prevent the use of invalid ID information in the initial construction of



Chapter 2. A probabilistic approach to ship voyage reconstruction in ICOADS 29

the tracks. For example, without this step, reports with truncated ID information

from several different ships would be erroneously assigned to a single ship. The extant

ID information was however used in the similarity testing of ID information used to

choose amongst competing reports or tracks. For example, a truncated version of an

ID would be matched in preference to an ID of different format. In some cases, ID

information from different decks contained common sequences of characters or digits

and had clearly been derived from the same original information (e.g. logbook number),

but one of the decks had appended additional characters or digits to the start or end

of the common sequence. Where the link was clear, the common sequence only was

retained using rules for particular decks. Further, ID modification reduced sequences of

numeric IDs each representing a single report to their common root. Moreover, based

on preliminary results from the tracking analysis, the IDs from some decks were altered

to match formats in other decks that were seen to have common data. In particular,

the first digit in six digit IDs from deck 194 was removed, while for deck 701 additional

information from ICOADS supplementary material was appended to make unique IDs

from the same ship name. Any IDs modified in these ways will be referred to as QC-IDs.

Figure 2.1b shows that the ID modification was particularly important for reports from

the 1880s. Moreover, for IDs associated with less than four observations per month

(QC-IDs if appropriate), the report was tracked in the NA category.

Secondly, in addition to quality control of the IDs, a duplicate elimination process

has been applied. For all pairs of reports at a given time and with similar locations,

the available parameters were checked for matching data. Those found to contain

matching data, excluding missing elements and location information, were flagged as

potential duplicates. The duplicate containing the most complete report or from the

deck expected to be of highest quality (http://icoads.noaa.gov/dupelim.html)

was then selected. This expands the dupelim comparisons applied by ICOADS, which

considers only potential duplicates within the same 1° grid box. The largest monthly

proportion of reports removed was 3%, but substantially less than 1% was much more

typical. Although percentages of identified duplicates were small, the process was

judged to be worthwhile as ship tracking inevitably works best when there are fewer

choices of nearby reports to consider.

Further pre-processing criteria were adopted to correct mispositioned data, which

http://icoads.noaa.gov/dupelim.html
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represent a significant obstacle to ship tracking. Generally, mispositioned data are

characterized by a wrongly reported position or time. For some reports, I identified

and corrected potential errors in the reported time variable: sequential IDs in deck 720

before 1891, originally assigned to only one report, were clustered together; reports

from deck 201 before 1899 taken at the GMT midnight were moved one day before

the reported date. These adjustments have been decided on a qualitative basis only;

a full identification of time-shifted reports should use the archive prior to dupelim

processing and be performed both within decks and between decks. Similarly, spatially

mispositioned data were processed only partially. Speed checks were used to spot

isolated mispositioned reports as well as to split Known-ID tracks resulting from the

aggregation of different ships using the same identifier. To avoid splitting long tracks

containing a few mispositioned reports, tracks were only split where more than 10% of

reports were inconsistent.

2.2.2 Model formulation

The tracking model consists of three steps. Firstly, each NA report is tested to see

whether it is associated with a gap in a track with Known-ID and can therefore be

associated with that ID. The second step is the clustering of the residual NAs to give

new tracks and the final step is the joining of original and new tracks.

Assignment of reports to existing tracks

x

y

i

f

Figure 2.2: Example of different possible trajectories between (time) consecutive observed

positions (i and f ) in a Known-ID ship track.
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Known-ID tracks may be subset into smaller fragments, each defined by the two points

closest in time (i and f ) and the probability of assigning a NA observation to each

of these fragments may be modelled as a function of the distance from both i and

f . The variance of the expected probability density function (pdf ) must increase with

the distance from the extremes of each fragment, being maximum in the middle and

minimum at i and f . In fact, as shown in Figure 2.2, from i to f , the ship can move

along any of the infinite number of trajectories between the two points, and it is possible

to reconstruct its trajectory only within a margin of uncertainty which increases with

the distance from the observed positions. The problem then reduces to determining

how the pdf variance changes between the two extremes of each track fragment.

ID type Decks 

Ship name 704, 897 

Callsign 926, 927 

N 188 

NN 128 

NNN 116, 128, 196, 197, 926, 927 

NNNN 116, 117, 128, 186, 187, 197, 667, 735, 926, 927 

NNNNN 
116, 189, 194, 195, 201, 202, 203, 206, 207, 209, 210, 
211, 213 - 215, 215, 218, 221, 224 - 227, 229, 230,   
233, 234, 254, 255, 735, 926, 927 

NNNNNN 118, 119, 189, 194, 197, 216, 254, 926, 928 

NNNNNNN 197, 928 

NNNNNNNN 192, 215, 720, 902 

-NNN 128, 927 

-NNNN 116, 195 

ANN 128, 197, 849 

ANNN 128, 197, 889 

ANNNNN 197 

197 

NNNNA 762 

NNNSNNNN & ANNSNNNN, ANNSNNNN &
NNSNNNN & NNSSNNNN & NNNSSNNN &
ANNSSNNN

 
 

 
184 

NNNNANNN 192 

NSNNNN 194 

US Journals ID (AANNNNN & AANNNNNN &
AAANNNNN & AANNNNNA) 705 

OWS ID (NNNNA, starting C7 or 4Y) 896 

ANNNNNN

Table 2.3: The expected ID types are listed for each deck in the tracked decks category

only (see Table 2.1). Key: N = [09]; A = [AZ, az]; S = space; note ‘-’, ‘C7’ and ‘4Y’

represent their specific characters.
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A simple model for the evolution of the ship trajectory assumes that the ship moves

with a constant speed (the whole trajectory can be always divided in short time intervals

to make this a reasonable assumption) and is subject to white noise variations. These

variations represent many different processes that might include the effects of the wind,

currents and random movements of the ship and will also include a contribution from

any inaccuracies in the reported positions perpendicular to the overall direction of

travel. For each coordinate, the combined effect of these processes may be modelled as

a one-dimensional random walk process. Let x and y be the ship longitude and latitude,

respectively, and let the spatial reference system be the one where the ship velocity is

parallel to the y-axis. Noise variations in the direction of travel were neglected and

was considered only the component of noise perpendicular to the direction of the ship

velocity (y). Hence, if v is the mean speed of the Known-ID ship along the i -f segment,

the probability for a ship with initial position (xi , yi ) to be at position (xk , yk), after

time δt ≡ |yk − yi |/v , is a Gaussian

P (xk , yk |xi , yi ) =
1

4πDδt
e
−

(xk − xi )
2

4Dδt (2.1)

where D can be considered to be a diffusion coefficient, linked to the average ship

perpendicular displacement from the line connecting i and f (Ibe, 2013). Equation 2.1

represents the probability of the ship being at position (xk , yk) given its (Known-ID)

track and can therefore also be used to calculate the probability of an NA report, in

this location, being associated with that Known-ID track (I call this the assignment

pdf ). The diffusion coefficient D can then be calculated for every Known-ID ship as

the variance of the assignment pdf written as a function of the new variable zk =

(xk − xi )/
√

2δt

D ≡ σ2 =
1

m − 1

m∑
k=1

z2
k (2.2)

where the sum is over all the observations in the track m. D is in fact a measure of

how well the ship trajectory, for small intervals of time, can be approximated by uniform

motion: ships with lower D will tend to move in a straighter line than ships with larger

D. Knowing D, the assignment pdf can be written for an NA report at position k ≡
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(xk , yk) as

Pk =


1√

4πD |yk − yi |/v
e
−

 (xk − xi )
2

4D |yk − yi |/v


, if yk < ym

1√
4πD |yf − yk |/v

e
−

 (xk − xf )2

4D |yf − yk |/v


, if yk > ym

(2.3)

the equation being symmetric around the intermediate point of the i -f segment ym (see

Figure 2.3).

(a) (b)

Figure 2.3: (a): The assignment pdf is shown as a function of the distance from the

extreme points (i and f ) of the fragment of a Known-ID track, defined by two of the points

in the track which are closest in time. (b): The clustering pdf is shown as a function of the

distance from the starting NA observation (i). Note that in both plots the chosen spatial

reference system is the one where the ship velocity is parallel to the y-axis.

Equation 2.3 is used to select the best NA candidate (i.e. the one with highest

probability) in the assignment process. For cases of reports with some ID information

but that were classified as NAs (as described in section 2.2.1), the similarity of the

available ID information was taken into account (see section 2.2.2). To eventually

accept or reject an NA assignment, some additional basic temporal and spatial

constraints are also applied: no ship can record twice at the same time and, for a

given Known-ID, δt must be no smaller than the observed minimum time gap between

two subsequent observations. Moreover, at any time, the ship speed cannot exceed a

maximum threshold: this is typically set at 160 km h−1. A large threshold for the ship

speed is required as many ICOADS positions have 1° resolution and often tracks are
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characterized by several reports at the same position followed by one degree ‘jumps’.

Clustering of reports not already assigned to a track

NA reports not assigned to any track are then clustered together. Starting from an

NA report, representing the initial point of a track, the clustering pdf is modelled

similarly to that of the assignment model, the only difference being that, as the final

point of each track is unknown, the pdf variance will increase as the distance from the

initial NA point increases (see Figure 2.3b). Moreover, when successively clustering

observations together, the ship course and speed at the starting point of each track are

typically unknown, while in the assignment of NA reports to Known-ID tracks the ship

velocity was derived for each i -f segment. A few ICOADS reports contain information

on the ship course and speed, but more usually this information is missing. As a first

approximation, a typical ship speed can be computed from the Known-ID tracks for

each different month. The best guess for the ship course must be instead determined

for each individual case. The adopted method is illustrated in Figure 2.4: the clustering

technique relies on the idea that the best guess for the ship course is the direction of the

track formed by the combination of n observations, in an appropriate neighbourhood

of the starting NA report, which forms the straightest line out of all possible n-point

tracks. For a given period of time, the neighbourhood radius is calculated as the mean

ship speed derived from all the ships with Known-IDs times the length of the chosen

period. In particular, recalling that the chosen minimum number of observations per

track is four, the clustering procedure is implemented firstly over 4 days and then

repeated over 6 days in order not to exclude ships reporting daily and with incomplete

reporting sequences.

From the ICOADS speed-course information, when available, or from their computed

values, the clustering pdf is calculated for every competing (i.e. taken at the same

time) NA observation in the neighbourhood. Keeping track of the assignments, this

process is then repeated for each NA observation. As before, the acceptance of a track

is then subject to additional constraints: observations belonging to each track must

be temporally ordered, the direction of the track must be unambiguously defined (no

tracks with reversals, i.e. changes of direction in both coordinates, are accepted) and

the previously defined maximum threshold for the ship speed is adopted.
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R1

R2i

 selected neighbourhood    

x

y

Figure 2.4: Selection method for the computation of the ship course in the clustering step.

Among all the possible competitive tracks starting from an initial NA observation (i), the

one selected (R1) is the one characterized by the straightest line out of all possible n-point

tracks.

Joining of new and existing tracks

The last step of the model consists of joining tracks. In fact, for tracks obtained via

clustering, so far, only observations within a fixed interval of time have been grouped

and the maximum temporal coverage for these tracks is either 4 or 6 days. However,

the joining step must be also applied to Known-ID tracks: in fact, often two tracks

with different IDs belong to the same ship and need to be joined. An example is

where the ID is derived from a logbook page number and sequential pages need to be

joined. The approach to joining tracks is similar to that taken to assign and cluster the

observations. There are two cases, the first where there is a long gap in the track of

a Known-ID ship, and the second where tracks constructed from NA reports or from

ships with different IDs are joined. The first case uses the assignment pdf with speed

and direction determined from the pair of observations spanning the gap. In the second

case, I refer to the first (in time) track as the target track and all subsequent tracks as

candidates for joining. The clustering pdf is calculated from the speed and direction

determined from the target track from the last day of reports or, for ships observing

daily, from the last four days. The assignment or clustering pdf is then derived for

each point of all the tracks that are potential candidates for joining to the target track.

To join whole tracks together, it is necessary to calculate a joint probability for all

the points in a candidate track. In order to discriminate between competitive tracks, I

introduced the variable
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L⊥ =

∑
k Pk ·Lk⊥∑

k Pk
(2.4)

where Lk⊥ is the perpendicular distance of the k-th observation of a candidate track

from the direction line of the target ship. The best guess is then the candidate

track that minimizes the distance from the target ship direction line averaged over

the single point probabilities: observations with lower Pk are down-weighted, giving

more weight to those reports closer in time to the end of the target track. For the case

of Known-ID candidate tracks, this approach has also the advantage of down-weighting

any observation at a large distance away from the main line of the (candidate) track

which may be mispositioned.

Some of the additional temporal and spatial constraints used before also apply to this

step. No tracks with reversals are accepted and the ship speed cannot exceed 160

km h−1 (for reports with coarse resolution positions) or a calculated maximum speed

based on the mean and standard deviation of the reports (for reports with higher

precision positions). Moreover, the joining operation must be transitive, i.e. if ship A

= ship B and ship B = ship C then ship C = ship A: this problem is solved using the

union-find algorithm (Cormen et al., 2001). Additional checks on the similarity of the

recorded variable types are also implemented. Specifically, the joining is accepted only

for tracks reporting at least three of the same variable types between selected ICOADS

variables (country code, sea surface temperature, sea level pressure, air temperature,

total cloud cover, wind speed, wind speed indicator, wave direction, visibility, present

weather, past weather). As a further constraint, for each potential candidate, the

differences between the ID strings were computed (Damerau, 1964; Levenshtein, 1966)

and, where competitive candidates were found, the one with more similar ID was chosen.

Finally, because the presence of land can influence the tracking result in some cases,

in all the previous steps the line connecting two potential successive observations in

a track, when the distance was more than 250 km, was checked to determine that it

would not cross any polygon for all land masses with area ≥ 10000 km2.



Chapter 2. A probabilistic approach to ship voyage reconstruction in ICOADS 37

Estimating the quality of the derived ship tracks

One of the best methods to check the results of the tracking analysis is visual

inspection. However, the amount of data precludes this except for a few examples.

The quantification of the track uncertainty may be used for model validation purposes.

To estimate the uncertainty associated with each track, I adopted an ensemble

approach. Each possible ‘candidate’ in the assignment, clustering and joining step can

be considered as one of the possible N outcomes of a probabilistic process: the track

uncertainty must then be an increasing function of the number of possible outcomes

(i.e. of possible competitive observations in the assignment, clustering and joining

processes).

It is well known that entropy and information can be considered as measures of

uncertainty. In conventional information theory (Shannon, 1948), entropy measures

the amount of uncertainty of a random variable with a certain number of outcomes,

each with probabilities Pi , as

ui = −
∑

i

Pi log (Pi ) . (2.5)

The logarithmic base remains arbitrary, but it is natural to choose base 2 and to

measure the amount of uncertainty in bits (Robinson, 2008). The ensemble maximum

uncertainty is obtained assuming that all the outcomes are equally probable, Pi = 1/N :

for a track of m points, the total uncertainty can then be estimated as

u track =
m∑
i

ui assignment + ui clustering + ui joining . (2.6)

While the first two terms in the sum are determined separately for each observation,

the last one is calculated from the number of competitive tracks in the joining step and

the resulting value applied to all the observations in the track. u track , hereafter Track

Quality Indicator (TQI), is zero when the track is unambiguous and increases with the

number of choices made during the track construction. The TQI is particularly useful

when comparing tracks, and a smaller value (especially zero) means that the track is

likely to be more reliable. However, a track with a large TQI may indeed be correct, if
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the correct decision is made at every step, and equally a track with TQI of 1 may be

wrong if the single choice taken during its construction was not made correctly. This is

because the TQI records only the number of choices and does not contain information

about how clear-cut any particular choice might have been.

2.3 Results

The effectiveness of the tracking model presented in this article varies over time, but

overall the method works well both in terms of increasing the proportion of reports

associated with Known-IDs and of increasing the overall length of the tracks.

NOT TRACKED

NOT TRACKED

Long tracks
(more than 50 obs.)

Medium tracks
(between 50 and 10 obs.)

Unusable 
tracks

Short tracks
(between 10 and 4 obs.)

(a)

(b)
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Figure 2.5: (a): Percentage of observations with Known-IDs before the tracking analysis.

The sum of the grey shaded areas identifies all the reports with a valid Known-ID. Also shown

is the percentage of reports in long tracks (more than 50 observations per month) represented

by the dark grey shaded area, the fraction of medium tracks (between 50 and 10 observations

per month), specified by the medium grey shaded area and the percentage of short tracks

(between 10 and 4 observations per month) and unusable tracks, identified respectively by

the light grey shaded area and the area between the solid grey and the dashed red lines. (b):

as (a) but after the tracking analysis. Note that only decks from the tracked and complete

decks categories have been included. Both plots show monthly data filtered with a 12-month

running mean.
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Generally, the impact of single NA assignments is small: the largest monthly proportion

of reports assigned was 2%, but substantially less than 1% was much more typical.

Although these percentages were small, this step is important as the remaining NAs

are subsequently assumed to form independent tracks and not missing observations from

Known-ID tracks. In particular, the percentage of assignments increases significantly

after the 1950s, when the number of NA reports increases significantly (Figure 2.1a).

On the other hand, as shown in Figure 2.5, the total fraction of observations with

Known-IDs is greatly increased after tracking (Figure 2.5b), compared to the ICOADS

original record (Figure 2.5a). In particular, the impact of the tracking is particularly clear

during the 1860s, when the percentage of observations in ICOADS with Known-ID is less

than 10%, rising to more than 75% after tracking. Note that in Figure 2.5, I included

both the observations from the tracked decks and the complete decks categories, in

order to show all the final ‘usable’ tracks. Figure 2.5 also shows the breakdown of the

fraction of observations according to the length of the track (i.e. the number of points

per track). Overall, not only observations are assigned or clustered together, increasing

the percentage of tracked observations up to almost 90% for most of the record, but

also there is an increase in the number of reports associated with long (more than 50

observations per month) and medium (between 50 and 10 observations per month)

tracks. Moreover, observations with unusable ID information, i.e. tracks with invalid or

generic IDs, are processed and the final identified IDs are all unique and characterized

by a minimum of four reports per track per month.

Generally, visual inspection of multiple cases proved to be very useful to test the model

results as well as to improve the method and to refine its details. Figure 2.6 shows

some selected examples illustrating the results of the various model steps on the data.

Figure 2.6a and Figure 2.6b illustrate examples of the adopted pre-processing criteria.

In particular, Figure 2.6a shows the case of a Known-ID track (104906), which, during

pre-processing, was merged with another Known-ID (04906) from a different deck.

Figure 2.6b shows an example of tracks originally formed of individual reports with

sequences of unique numeric IDs, identified and clustered prior to tracking. The

remaining panels of Figure 2.6 show examples of the typical results of applying the

assignment, clustering and joining steps. Specifically, Figure 2.6c shows the case of

NA observations assigned to a Known-ID track (13560) which is then joined to another
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Known-ID track (31313560) containing a common sequence not identified during the

pre-processing. Figure 2.6d illustrates the case of NA observations clustered together

to create a new track. Finally, Figure 2.6e and 2.6f shows examples of tracks formed

by joining different IDs: the match may arise not only between tracks with formerly

Known-IDs, as in Figure 2.6f, but also between new and Known-ID tracks (Figure 2.6e).

(a) - 1880

04906 104906

(c) - 1960

(e) - 1910

13560 NA 31313560

NA 01178845 01178846

15710001 15710264

(b) - 1890

(d) - 1890

(f ) - 1938

NA

392981 392982 393400392983

Figure 2.6: (a): ID 104906 was converted to 04906, dropping the first digit to make the ID

consistent with those in a different deck (QC-ID). (b): Sequentially ordered IDs (represented

by dots of sequentially ordered colours), originally assigned to only one report, clustered

together. (c): NA observations assigned to a Known-ID track (13560), and then joined to

another Known-ID track (31313560). (d): NA observations clustered together to create a

new track. (e)-(f): Examples of tracks formed by joining different IDs.

Overall, from the analysis of individual cases much can be learned about ICOADS

reports and their sources. For instance, tracks belonging to different decks and originally

classified by different IDs may be joined together: the tracks in Figure 2.6a belong,
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respectively, to deck 201 and 194, while in Figure 2.6e the track made by formerly NA

reports belonging to deck 155 is joined to Known-ID tracks originating from deck 720.

Figure 2.6e also provides an example of a case where observations from decks with

different rounding of position information are clustered in the same track: in deck 155

latitude and longitude are approximated to 0.5° whilst the position reports in deck 720

are rounded to whole degrees.

(a) 1870
ICOADS Tracked

(c) Apr 1965

(b) Apr - Jun 1905

Figure 2.7: Comparison between the original ICOADS record and the record after the

tracking analysis (observations in the tracked decks category only). Known-IDs (blue lines

and points) and NA observations (red points) are shown for the original ICOADS record

(left) and the record after the tracking analysis (right) for three different periods.

In addition to specific cases, the comparison between the original ICOADS record

and that resulting from the tracking analysis also demonstrates the effectiveness of

the method. Figure 2.7 shows the Known-ID tracks and the NA reports before and

after applying the tracking method for three different periods: not only do new tracks

appear but also IDs characterized by ‘odd’ patterns are rearranged to form new, more
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consistent, tracks. For example, in Figure 2.7a and Figure 2.7b, the east Pacific is

characterized in the original ICOADS record by several ‘zig-zag’ tracks which correspond

to truncated IDs (e.g. a four digit ID when the expected format was eight digits)

representing a mixture of different ships. Figure 2.7a also exhibits some examples of

mispositioned data remaining in the final record: in fact, as mentioned before, in order

not to fragment long tracks with few mispositioned reports, mispositioned data were

not always removed, as appears in some tracks in the west Pacific characterized by

sudden jumps.
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Figure 2.8: Percentage of SST variance explained (observations in the tracked decks

category only). Shown is the percentage of SST variance that can be explained by partitioning

the observations using the Known-IDs in the original ICOADS record (dotted black line), the

tracked IDs (solid green line) and using random clustered observations (dashed red line). The

plot shows monthly percentages filtered with a 12-month running mean.

In order to test the assignment of IDs through tracking, an analysis of variance of

the SST within 20° monthly grid boxes was developed, calculating the percentage of

variance explained by partitioning the observations between IDs. The location of each

observation within the 20° box is the factor that explains the most variance of the

SST observations. Using the ID as an additional factor is equivalent to assuming each

ship has a constant SST bias, and that accounting for these biases would improve

the consistency of the data. Figure 2.8 shows the percentage of variance that can be

explained using different assignments of ID. When the pre-tracking Known-IDs are used

to group the observations typically 10-40% of the variance can be explained, varying

with the proportion of observations assigned to a Known-ID compared to the number

of NAs (see Figure 2.1b). In contrast, when the tracked IDs are used the variance

explained is larger, and more consistent over time, typically between 20 and 40% over
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the period. For periods where the majority of observations have a Known-ID, such as the

late 1880s, the variance explained by the tracked IDs and Known-IDs is similar. When

a random clustering of observations with a number of groups similar to the tracked

IDs is used, the variance explained is typically between 5 and 10%. The increase in

the variance explained by the tracked IDs, compared to Known-IDs, gives confidence

that the tracking process is working, with observations with similar properties clustered

together. The much smaller percentage of variance explained for the randomly clustered

data gives confidence that the improvement is not due to changes in the number of

degrees of freedom.

Percentage of observations per TQI [bits] range

%
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Figure 2.9: Percentage of observations for different TQI [bits] ranges (observations in

the tracked decks category only). Shown is the percentage of observations for five different

ranges of the track quality indicator, with the quality of the track decreasing from the bottom

(u track < 0.5) to the top (u track ≥ 2). Note that tracks not modified by the tracking analysis

have u track = 0. The plot shows monthly percentages filtered with a 12-month running mean.

Figure 2.9 shows the percentage of observations for different ranges of the TQI,

computed as in Equation 2.6. The quality indicator varies over time, but tracks before

and during WWII are particularly low quality (high TQI), as NA reports are concentrated

together giving a larger number of choices for any assignment, clustering or joining.

Different ranges can be computed (tracks not modified by the tracking analysis must

have u track = 0) and can be explored separately. Figure 2.10 shows an example for 1870

of the tracks with a TQI of zero and those with larger values (u track ≥ 2) separately.

Tracks with a zero TQI are those that are unchanged by the processing, or where

reports were assigned, clustered or track segments joined with no competing reports.

Comparing Figures 2.10a and 2.7a shows that some of the tracks with a TQI of zero are

new tracks. The tracks which may be of lower quality (Figure 2.10b) are concentrated
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in the major shipping lanes for that period, which is also the region where NA reports

are concentrated (compare with Figure 2.10a).

(a) utrack = 0 [bits] (b) utrack ≥ 2 [bits] 

TQI - 1870

Figure 2.10: Example of tracks with a TQI [bits] of zero and tracks with larger

values (observations in the tracked decks category only). Shown for 1870 are the tracked

observations with a track quality indicator of zero (a) and those with larger values of u track

(b).

In order to explore the record after the tracking analysis, I created different indicators

describing the track characteristics, as the track speed, its temporal coverage and a

measure of the difference between the strings of any combined ID. These flags may

be used to understand the quality of the derived record but can also help to describe

the evolution of the marine observing system and its changes. Figure 2.11 shows the

12-month running mean ship speed overlaid on a density plot of the speed distribution.

In the early record, before 1900, many ships have distributions containing either zero or

large speed (off the scale of the plot) due to the rounding of locations to 1° resolution

in some decks.
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Figure 2.11: Ship speed [km h−1] (observations in the tracked decks category only). The

mean ship speed (solid black line) is presented overlaid on a density plot of the speed

distribution. The plot shows monthly data filtered with a 12-month running mean.

Changes to shipping during WWII are also evident, with a clear decrease in the ship
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speed. During the war, the percentage of ships characterized by a low speed (less

than 5 km h−1) or almost stationary in their position exceeds 40%. However the drop

in the mean ship speed is not so dramatic due to the presence of some high speeds

of 40 km h−1 or more (off the scale of the plot). The overall reduction in speed is

expected from the convoy system adopted to protect merchant ships as the convoy had

to assemble and then move at the speed of the slowest ship (Burn, 1998).
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Windhover (1880 -1889)

Sardomene (1880 -1889)

Sailing ship

Steam auxiliary ship at low wind speed

Steam ship

Figure 2.12: Boxplot of ship speed [m s−1] analysed as a function of wind speed (Beaufort

force). The wind speed upper limits in each Beaufort category are indicated by the horizontal

coloured lines. The fit to the best model is also shown (mean: solid red line; uncertainty at

1 standard deviation: dashed red lines). The widths of the bars indicate the relative size of

the number of observations in each bin.
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FP95 method assumes a linear increase in the ship speed from 4 to 7 m s−1

(approximately 14-25 km h−1) over the period 1850 - 1940. Ship speeds derived from

this analysis show an increase of similar magnitude, but the change is not linear.
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Figure 2.13: Percentage of observations per ship type (observations in the tracked decks

category only). The plot shows annual percentages filtered with a 3-year running mean. Only

observations with non-missing observed wind speed are included.

Ship tracking permits a better estimation of ship speed which, when analysed as a

function of wind speed, can give insights on the ship type (Figure 2.12): ship speeds

are positively correlated with wind speeds for sailing vessels, but poorly correlated for

steamships. In order to attribute a ship type to each ID, the ship speed computed from

the ship track was fitted as a function of the reported Beaufort force (http://www.

metoffice.gov.uk/guide/weather/marine/beaufort-scale) using a Gaussian

model (representing sailing ships, with ship speed increasing with wind speed) or a

linear model with zero or negative slope (representing steam ships, with ship speed not

positively correlated with wind speed). The best-fitting model is chosen as that with

the lowest Bayesian Information Criterion (Schwarz , 1978), and represents the model

either with fewer explanatory variables, better fit, or both. A small fraction of sailing

vessels characterized by an unusually high ship speed at zero wind speed were classified

as auxiliary steam ships. As expected (Figure 2.13), sailing and steam ships coexist in

the early part of the record, with the number of sailing ships becoming negligible in

the 20th century. Untracked observations, short tracks (less than 10 observations per

http://www.metoffice.gov.uk/guide/weather/marine/beaufort-scale
http://www.metoffice.gov.uk/guide/weather/marine/beaufort-scale


Chapter 2. A probabilistic approach to ship voyage reconstruction in ICOADS 47

month) or tracks sampling less than five Beaufort categories were not assigned to a

ship type.

2.4 Conculsions and potential for future

improvements

ICOADS ship ID information is often missing or unusable, preventing the linking of

reports to an individual ship. In this study, I used a probabilistic approach to reconstruct

ship voyages that groups observations together to give plausible ship tracks. The

increased proportion of reports associated with known-IDs and the increased overall

length of the tracks illustrates the efficacy of the method. Validation was initially by

visual inspection of the tracks and statistics indicating track quality were calculated.

Issues in the data (such as duplicates, mispositioned reports and rounding of position

information) were found to be one of the main challenges in implementing the

tracking algorithm. There is much to be gained from the identification of duplicates

and relocation of mispositioned data, as ship tracking inevitably works best when

observations are correctly located and unique. Particularly, in the early record before

1900, many tracks are characterized by truncated positions (longitude and/or latitude

rounded to the closest degree) or by ‘dead reckoning’, where a known position is

advanced by means of recorded heading, speed and time. Therefore, even in the absence

of corrupted position information, some IDs may show ‘jumps’ in their tracks. Many of

the reports with rounded position information are contained in legacy (historical) decks

(Freeman et al., 2017) with no ID information, which may then be fragmented by the

ICOADS dupelim processing.

Mispositioned data were not fully handled by the tracking algorithm. For Known-ID

tracks, mispositioned data were identified but not relocated. Interpolation techniques

could be used to correct, as a first approximation, the errors in the positions of some

reports. Mispositioned reports with no ID information cannot be easily relocated.

Positional inaccuracy, including some gross mispositioning of reports, affects the quality

of the record and may impact the quality of any derived climate analysis.

Even though results are encouraging and show that the implemented data association
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method works well, future effort is needed to elucidate the reasons of some of the

data issues present in ICOADS and to eventually correct them. ICOADS has long

been the focus of the main improvements in the understanding of marine climatology

(Kennedy , 2014). Alongside ongoing efforts to identify and digitize new data, a critical

reprocessing of ICOADS legacy data is needed to provide a more reliable baseline for

the understanding of the future global climate.



Chapter 3

Estimating SST measurement

methods using characteristic

differences in the diurnal cycle

This chapter describes a method to verify or estimate the SST measurement practice.

The method, taking advantage of the information derived in chapter 2, identifies the

measurement practice by comparing the observed SST diurnal cycle from individual

ships with a climatological average derived from drifting buoys. This chapter presents

a new assessment of SST measurement methods from 1855 to 2010 and is based on

Carella et al. (2017a), in revision for Geophysical Research Letters. G. Carella led the

science and wrote the manuscript. J. J. Kennedy 1 and S. Hirahara 2 provided some of

the data. E. C. Kent 3, D. I. Berry 3, J. J. Kennedy, S. Hirahara, C. J. Merchant 4, 5,

S. Morak-Bozzo 4 provided feedback on the method and the results and reviewed the

manuscript.
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2 Japan Meteorological Agency, Tokyo (Japan)
3 National Oceanography Centre, Southampton (UK)
4 Department of Meteorology, University of Reading, Reading (UK)
5 National Centre for Earth Observation, University of Reading, Reading (UK)
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3.1 Introduction

Lack of reliable observational metadata represents a key barrier to understanding SST

biases and their uncertainties (Kennedy , 2014; Kent et al., 2017a). For example,

Thompson et al. (2008) reported a sudden drop in the residual global-average SST in

late 1945 after known climate signals were removed, which coincided with a change

in data source. The drop was hypothesized to arise from a rapid change from ERI

measurements to uninsulated bucket measurements at the end of WWII. The details

of this transition are uncertain, as metadata in this period are sparse.
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Figure 3.1: Comparison of measurement method metadata in ICOADS R2.5. (a):

percentage of observations with SI = SIM = bucket (dark grey), with SI = bucket or SIM =

bucket and only one of SI or SIM present (mid-grey), and with SI and SIM both present but

only one indicating a bucket (light grey). (b) and (c): as in (a) but for ERIs and Hull-sensor.

(d): as in (a) but for all observations including those with SI and SIM both missing (white).

A report is identified as bucket if SI = 0 (SIM = ‘BU’), as ERI if SI = 1 (SIM = ‘C’),

as Hull-sensor if SI = 3 - 4 (SIM = ‘HC’, ‘HT’), while reports with unknown method are

characterized by SI = missing, 7 - 10 (SIM = missing, ‘OT’).
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Figure 3.2: (a): Number of SST observations (1855 - 2010) from ships classified according

to the measurement method from SI(M). Buckets (light grey); ERIs (dark grey), Hull-sensors

(dark blue); unknown (white). (b): same as (a) but classified according to the results of

this analysis. The shaded areas represent the mean over the ensemble derived from different

starting years; also plotted is the range of the ensemblefor buckets (dashed black line); ERIs

(dotted blue line).

Two flags indicating SST measurement method are available in ICOADS (Woodruff

et al., 2011; Freeman et al., 2017). The first, the ICOADS SST method indicator (SI),

contains information recorded in the ships’ logbooks or reported in the weather reports

containing the SST measurement. The second, the Pub. 47 SST method indicator

(SIM), contains the SST measurement method reported in Pub. 47, e.g. Kent et al.

(2007). The SIM flag only contains information from ∼ 1960 onwards where it has

been possible to associate an observation with a ship listed in Pub. 47 based on the ship
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callsign. Some ships may change methods of measurement, for example changing from

bucket to ERI in rough weather or at high ship speeds (Sheppard , 1957). Differences

between methods of measurement in ICOADS and Pub. 47 (Figure 3.1) are likely to

be ascribed to problems with SIM (Kent and Taylor , 2006) and typically ICOADS SI

flag is given higher priority (Kent and Taylor , 2006; Kennedy et al., 2011b). Therefore,

in the following analysis SIM was used, if available, only for observations where SI

was missing or ambiguous, with this indicator combination hereafter designated SI(M).

Figure 3.2a shows the number of SST observations per measurement method, inferred

using either SI or SIM. Also shown is the number of unclassified or unknown method

SST reports. Following Kennedy et al. (2011b), observations from deck 732 between

1958 and 1974 were excluded for regions and periods where they are known to be

mis-positioned. Presence of metadata does not guarantee that the ascribed method

indicator is correct; both ICOADS (Kennedy et al., 2011b) and Pub. 47 metadata

(Kent and Taylor , 2006) are likely to lead to misidentified reports, although the extent

of this remains unclear. Both HadSST3 and COBE-SST2 bias adjustments require

an estimate of the fraction of observations associated with each measurement method

based on SI(M). In HadSST3 (Kennedy et al., 2011b), additional information was

derived from the literature and from the typical method adopted by the country that

recruited the ship. By contrast, in COBE-SST2 (Hirahara et al., 2014), the available

metadata are combined with time-varying ratios of buckets to ERI observations with

the applied method-dependent bias adjustment computed such that the global mean

of the SST anomalies of the unknown types is equivalent to that of the known types

(buckets or ERIs).

In this chapter, I present a new assessment of SST measurement methods from 1855

to 2010. The method (section 3.2) relies on characteristic differences in the observed

SST diurnal cycle between measurement methods. Results are presented in section 3.3

and conclusions and recommendations for future studies are discussed in section 3.4.

3.2 Method

Diurnal variability is one of the dominant variations in SST (Stuart-Menteth et al.,

2003; Clayson and Weitlich, 2005; Kennedy et al., 2007). Variations in solar heating

and wind mixing lead to large differences in the magnitude of the SST diurnal cycle
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(Morak-Bozzo et al., 2016). The size of the diurnal cycle decreases with depth

(Kawai and Wada, 2007). Buckets, which sample at shallow depths, are therefore

expected to show stronger diurnal variability than ERIs, also because of typically smaller

measurement errors (Kent and Kaplan, 2006). Bucket observations may also show a

diurnal signal from direct solar heating of the water sample in the bucket, in addition

to the real variations in SST. I therefore diagnosed the measurement method based

on the characteristics of the diurnal cycle shown by subsets of observations. The

approach requires the estimation of the expected size of the diurnal cycle. Following

Morak-Bozzo et al. (2016) - hereafter MB16 - the expected diurnal SST anomaly was

estimated based on that measured by drifting buoys using the time of day, 10-degree

latitude band, season, wind speed and cloud cover associated with each ship SST report.

The diurnal variability of bucket, ERI and Hull-sensor observations were calculated

using sub-daily SST anomalies for each measurement type from SI(M). Local time SST

anomalies relative to the local time daily mean SST were calculated for each individual

ship ID, derived following the tracking approach presented in chapter 2. To compute

the daily mean, only IDs with at least one observation within each quarter of the day

(local time 00 to 06 h, 06 to 12 h, etc.) were retained. For each ship observation, a

‘residual’ diurnal variation was then computed subtracting the sub-daily SST anomaly

from that calculated following MB16. Finally, 60-degree latitude-band averages of

the diurnal anomalies obtained from ship observations, MB16 and the residuals were

determined by computing in each three hourly bin the median over all IDs, which was

then parametrized as a polynomial function of local time of day

SST anomaly (t) = α0 + α1 sin (ω t) + α2 cos (ω t) (3.1)

In Equation 3.1 α0 ...α2 are the fitting coefficients, t is the local time in hours and

ω = 2π/24 h−1. Figure 3.3 shows the 1990 - 2006 average diurnal cycle in the tropics

(30°S - 30°N) calculated for bucket, ERI and Hull-sensor ship SST observations and

co-located anomaly estimates from MB16. Also shown is the fit to the median of

the residual anomalies in each three hourly bin. The fit is computed by ordinary least

squares minimization, weighted by the number of observations in each three-hourly

bin. As expected, ERI measurements (Figure 3.3a) and Hull-sensors (Figure 3.3b)
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are characterized by residual anomalies that are ‘reversed’ or near zero. Bucket

observations of SST (Figure 3.3c) show an enhanced diurnal cycle, approximately twice

the magnitude of the diurnal range estimated from MB16 and also reported by previous

authors. For example, Clayson and Weitlich (2007) report a median diurnal range of

∼ 0.3 °C in the tropics. Moreover, the maximum excursion occurs closer to local

noon, suggesting that this excess diurnal cycle seen in bucket observations might be

attributed to extra solar heating experienced by the water sample in a bucket during

collection, hauling to the deck, and measurement. Another cause might be a residual

signal from the bucket’s on-deck temperature due to inadequate time spent in the water.

Typically, in the tropics, where the heating of the water sample from the sun would

be the highest, the range of the residual diurnal anomalies is between +0.2 °C and

+0.3 °C , remaining fairly constant over time, although from about 1997 (after which

the proportion of bucket measurements falls to <15% of the total number of reports)

increases to about +0.5 °C . This indicates that, unlike other factors affecting the

measurements of bucket-derived SSTs (e.g. direct and evaporative heat exchange), this

effect does not strongly depend on the bucket material or type, which changed over time

(Kennedy et al., 2011b). The same result is obtained adopting the SI(M) classification,

when available. The reason for the increase in the residual diurnal anomalies after

around 1997 is unclear but it must be noted that at this time bucket observations

become too sparse to calculate large-scale averages.

The measurement method for well-sampled subsets of observations (defined as more

than 104 observations and more than 103 observations in each quarter of the day)

was derived from the characteristic shape of the residual diurnal variability fitted using

Equation 3.1. When the fit was significant at the 5% level (p-value < 0.05) and

characterized by a local maximum (first derivative is zero and second derivative is

positive) and no local minima during the local hours of daylight (9 - 18 h) the subset

was classified as buckets, otherwise (no local maxima but with a local minimum, or

neither a local maxima nor local minima) as ERI. When the fit for a subset was not

significant at the 5% level, the subset was counted as ERI only when the range of the

residual diurnal anomalies was close to zero (< 0.05 °C ), otherwise the measurement

method associated to that group was recorded as unknown. This last criterion was

applied to account for ERI/Hull-sensor observations showing diurnal anomalies very

similar to MB16, that otherwise would remain unassigned (the fit of an intercept-only
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model and the model in Equation 3.1 are equal if the residual diurnal anomalies are

zero throughout the day).
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Figure 3.3: Tropical (30°S - 30°N) diurnal anomalies by measurement method, 1990 -

2006. (a): diurnal cycle anomalies for ERI observations classified from SI(M) with SI = SIM,

non-missing (blue triangles) with fit overlaid (dashed blue line). Co-located MB16 diurnal

anomalies (red diamonds) with fit overlaid (dotted red line). Residual fitted diurnal anomalies

(solid grey line) and interquartile range (grey bars). (b) and (c): as in (a) but for Hull-sensor

and bucket observations. The widths of the grey bars indicate the relative size of the number

of observations in each bin.
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Measurements from research vessels (see Table 3.1) and Hull-sensors report a diurnal

cycle similar to MB16 regardless of their SI(M) flag so I retained their original

classification. The method adopted here cannot distinguish between ERI and

Hull-sensor observations and the ERI classification will contain a mix of both methods.

I have used this fitting method to assign a measurement method to SST observations

from ICOADS Release R2.5 (Woodruff et al., 2011). The approach taken was to analyse

subsets of data expected to use the same measurement method, as described in section

3.2.1. Section 3.2.2 and section 3.2.3 illustrate the requirements to identify individual

ships and for the precision of observations.

Country ICOADS deck

Denmark 197**
Germany 151*, 850

Japan 118, 119, 187, 761, 762, 898
Netherlands 150*, 189**, 197**

Norway 188, 702, 225
South Africa 899
Soviet Union 185, 186, 731, 733 

United Kingdom 152*, 204, 205,  211, 216, 229, 239, 245 
United States 110, 116, 117, 195, 281, 666** , 667*, 701, 704 ‒ 707, 889, 927 

Excluded from analysis 874
Research vessels 735, 740, or "KOV" flag = 21

Table 3.1: List of ICOADS decks associated with the same recruiting country. Decks for

which the association has medium or low confidence are indicated respectively by ∗ and ∗∗.
A mixture of US and foreign-keyed data exists in deck 927 prior to 1980; starting about 1980

deck 927 is believed to contain only US recruited ships. Deck 874 was excluded from the

latest ICOADS Release (Freeman et al., 2017), because it was found unreliable.

3.2.1 Selection of subsets for analysis

The approach taken was to analyse subsets of data expected to use the same

measurement method. ICOADS flags used to generate these subsets were: SI and

SIM - providing information on the measurement method; ICOADS indicator for

the country that recruited a ship (C1) and Pub. 47 indicator for the country that

recruited a ship (C1M) - providing information on the country that recruited the ship

to its observing program, based on information in ICOADS and from the Pub. 47

respectively; and ICOADS deck indicator (DCK) - providing information on the origin

of the observations contained within ICOADS, known as decks. Different recruiting
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countries have preferences for different observing methods (Kennedy et al. (2011b),

Pub. 47), and each deck may cluster together observations from particular countries.
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Figure 3.4: Flow chart illustrating the steps taken in this study to derive the classification

of SST measurement methods. B: bucket; E: ERI; U: unknown.

A list of the ICOADS decks that were associated with the same recruiting country is

given in Table 3.1. Three method categories were used, bucket, ERI (also including

Hull-sensor measurements) and unknown; hereafter B, E, U. Figure 3.4 illustrates a flow

chart of the different steps taken in this study to obtain the classification described in
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the results section (3.3). The first step is to check whether the SI (SIM) flag identifies

data that shows the characteristic diurnal variations expected for that method. SIM

is used, if available, for observations where SI was missing or ambiguous - hereafter

SI(M). SST observations are split by 10-year period, 60-degree latitude band, by country

- C1M is used, if available, for observations where C1 was missing, hereafter C1(M) -

and by SI(M). A new flag (Flag1) is set to either B, E, or U for each subset according

to the diurnal classification. Country is expected to be more consistently associated

with method, but is not available for every observation, so a second stage performs

the same analysis but splitting the subsets by 10-year period, 60-degree latitude band,

group of decks associated with the same country, if available, or individual decks and

Flag1, where either B or E are identified, or else SI(M). The results of this analysis

are assigned as Flag2. The final assignment of method uses Flag1 where either B or

E are identified, or else Flag2. Those observations for which the measurement method

remains unknown were classified using the information from SI(M), if extant, or, for

those with unknown SI(M), from the characteristic diurnal variations of all the reports

in the 10-year period and 60-degree latitude band for which the classification remains

unknown (Flag3). This last step is needed to classify observations that come from

countries or decks where there are few observations and the analysis cannot be run. To

account for variations over time and regionally, the analysis was performed for 10-year

intervals and by 60° latitude band. Five different realizations were performed changing

the start date by two years (1850, 1852, 1854, 1856, 1858).

3.2.2 Requirement to identify individual ships

An additional source of uncertainty in ICOADS metadata hampering the attribution

of each SST report to a measurement method is represented by the lack of valid

ship identifiers (IDs) throughout the record, as described in chapter 2 and in Carella

et al. (2017). This is especially problematic not only when many reports cannot be

associated with a particular vessel, and hence with the same measurement practice, but

also when reports from different vessels are erroneously attributed to the same ID, for

example because of the use of generic identifiers (Kennedy et al., 2011b; Carella et al.,

2017). Removing the daily mean per-ID, the approach taken by MB16, isolates the

diurnal changes from other factors including both larger-scale variability and any SST
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bias particular to an individual ship. Therefore, it is necessary to explore whether the

accurate association of observations to particular ships is required for the method, or

if it is merely desirable to reduce the noise in the analysis. It might be expected that

additional noise in the analysis would lead to observations erroneously being ascribed to

ERI as the diurnal cycle would be poorly defined. ICOADS deck 732 has a large amount

of missing ID information and was excluded from ‘ship tracking’ because of incorrectly

located observations (Kennedy et al., 2011b). For this deck, the SST daily mean was

computed grouping all the observations over a 5° latitude by 5° longitude grid and the

analysis performed on these anomalies. Figure 3.5 shows the residual diurnal anomalies

in the tropics computed following this approach for all the observations in deck 732 in

the period 1960 - 75, where the majority of the data from this deck are found.
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Figure 3.5: (a): Tropical (30°S - 30°N) diurnal cycle anomalies for bucket observations

classified from SI(M) with SI = SIM, non-missing (blue triangles) with fit overlaid (dashed

blue line), 1960 - 75. Co-located MB16 diurnal anomalies (red diamonds) with fit overlaid

(dotted red line). Residual fitted diurnal anomalies (solid grey line) and interquartile range

(grey bars). (b): as in (a) but for observations in deck 732. The widths of the grey bars

indicate the relative size of the number of observations in each bin.

Also shown are the residual anomalies computed in the same way for all bucket

observations in the same period. In both cases, the diurnal anomalies are noisier than

those obtained when the daily mean is computed per ID (compare Figure 3.3). The

degraded method identifies the observations believed to be buckets correctly and those

for deck 732 to be ERIs. Additionally, this result implies that the method described here

does not preferentially identify ERIs when the residual anomalies are noisy, for example

because of observations wrongly attributed to the same ID through ‘ship tracking’.
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3.2.3 Requirement for the precision of observations

Each SST report was converted to the original units using the T1 indicator in

ICOADS, which gives the degree of precision to which the measurement was taken

(http://icoads.noaa.gov/e-doc/other/conv_lmr5). Because high percentages

of observations reported in whole degrees might imply a poor observation of the diurnal

cycle, in the analysis of the residual diurnal anomalies all the observations reported in

whole degrees Celsius and in whole or half degrees Fahrenheit were excluded. There is

some evidence in the literature of the reported difficulty of reading the temperature from

the thermometer/dial and also poor precision, which, especially for early ERI reports,

could be of several degrees, making the observation of the diurnal cycle very difficult.

Kent and Taylor (2006) found that over half of ERI observations were made in whole

degrees, while for bucket observations this percentage typically dropped to less than

40% of the reports.
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Figure 3.6: Percentage (ensemble mean) of SST observations classified from Flag1 only

(solid black line), from Flag2 (dashed black line), from SI(M) for remaining observations with

unknown method (dotted black line) and ultimately from Flag3 (solid grey line).

3.3 Results and Discussion

Figure 3.2b shows the number of observations per measurement method identified as

described in the previous section, and averaged over ensembles derived from different

starting years. Typically, for more than 75% of the observations, a measurement method

was diagnosed from the diurnal anomalies without relying on SI(M), although higher

percentages of unclassified observations are present at the very beginning of the record

and during WWII. These periods are characterized by poor sampling of the groups used

to partition the data and/or by observations that are too noisy to derive a clean signal

(fit not significant).

http://icoads.noaa.gov/e-doc/other/conv_lmr5
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SI(M) confirmed  

Buckets

ERI

45 %

100 %

1940s 1950s

87 %

100 %

90 %

100 %

1960s

90 %

100 %

1970s

95 %

100 % 

1980s

99 %

99 %

1990s 2000s

99 %

99 %

Table 3.2: Percentage by decade of bucket and ERI observations with SI(M) confirmed by

the classification derived in this study.

Figure 3.6 gives details on the percentage of observations identified by this method

per classification step. Clearly, the percentage of classified observations is lower when

the classification is only derived from Flag1 and increases progressively with Flag2,

with the information from SI(M) for remaining observations with unknown method

and ultimately with Flag3. A lower percentage of observations classified from Flag1 are

observed at the very end of the record, because of the masking after 2007 of all the ships

IDs in ICOADS Release R2.5 (Woodruff et al., 2011). In the 1880s, the high percentage

of unclassified observations relates to data from the US Marine Meteorological Journals

Collection (deck 704). The majority of the observations from this deck do not show any

diurnal variability, but are also characterized by high percentages of repeated values,

which would ‘flatten’ diurnal variations. Moreover, it is very unlikely that ships in this

period were using ERI to measure SST. I have therefore set the measurement method

for this deck in this period to unknown. Inspection of sample logbooks showed in fact

unchanging SST over one or more days, suggesting poor reporting practice. Before

1941, observations that were not positively identified as buckets are likely to be made

with buckets, although no direct evidence can be obtained from the analysis presented

here.

The method is robust to the choice of 10-year time windows, with the results obtained

for different starting years consistent for most of the record. The ensemble range

for both the reports identified as being made with ERIs and with buckets (Figure

3.2b) before and after WWII is at typically between 5% and 20% of the number

of observations. However, during WWII differences among ensemble members are

larger, more than 50% of the number of reports, suggesting that in this period rapid

changes in the observation practice are occurring. Moreover, apart from few cases,

which are discussed in the following paragraphs, the method typically identifies the

same measurement method as that reported by SI(M), giving us confidence that the

classification derived in this analysis is correct. Table 3.2 gives the percentage by decade



Chapter 3. SST methods estimated from the observed diurnal cycle 62

of bucket and ERI observations with SI(M) confirmed by the classification derived in

this study. More than 99% of the observations for which SI(M) indicates a ERI report

are confirmed in each decade throughout the period 1940 - 2010, although it must be

noted that ERI measurements are less likely to be identified by the SI(M) flag than

buckets. Observations for which SI(M) indicates a bucket measurement are less likely

to be confirmed, particularly in the 1940s. The percentage confirmed rises from 87%

in the 1950s to 95% in the 1990s, and by the 1990s, 99% of flagged methods are

confirmed for buckets, as for ERIs.
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Figure 3.7: Percentage (ensemble mean) of observations identified as buckets in this study

(shaded area); in Kennedy et al. (2011b) (solid line) and in Hirahara et al. (2014) (dashed

line). The white area above each line represents ERIs only. The hatched area represents data

in deck 732 identified as ERI.

Figure 3.7 compares the percentage of reports identified as buckets in this analysis and

that derived in Kennedy et al. (2011b) and Hirahara et al. (2014). Recall that, for each

country or group of decks, Kennedy et al. (2011b) assumed that the mean proportion

(bucket:ERI) of observations with unknown measurement method was the same as

that for observations with known method from SI(M) (section 3.1); the uncertainty in

the remaining unknowns is explored within an ensemble, with the remaining unknowns

randomly reallocated in each realization. A low percentage (typically less than 10%) of

observations classified as buckets by Kennedy et al. (2011b) are positively identified as

ERI in this study. This percentage is largest (with peaks around 40%) during and just

after WWII and during the 1960s - 70s. UK observations during and immediately after

WWII classified by SI(M) as buckets were identified in this study as ERI measurements,

which is compatible with the idea of a switch-over from buckets to ERI during this

period.
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Figure 3.8: Regional distribution of SST measurement methods from SI(M) by decade.

Monthly number of observations per 5° area averaged over the periods 1970 - 79 (a-c), 1980

- 89 (d-f), and 1990 - 97 (g-i) for reports identified through SI(M) as being made with ERI

(a, d and g), buckets (b, e and h), and those for which SI(M) flag is unknown (c, f and i).

Kennedy et al. (2011b) assumed these observations were from buckets giving a rapid

increase in the bucket proportion immediately post-WWII. During WWII, I identified

a larger percentage of buckets than both Kennedy et al. (2011b) and Hirahara et al.

(2014), although, in this period more than half the observations remain unclassified (see



Chapter 3. SST methods estimated from the observed diurnal cycle 64

Figure 3.6). During the 1960s and 1970s, I found that the majority of US observations

- including those classified as buckets by SI(M) - were classified as ERI. In contrast, the

results of this analyis confirmed the presence of a small percentage (less than 4%) of

US bucket observations in the 1980s - 90s, as reported by ICOADS (Pub. 47). Kennedy

et al. (2011b) assumed that all US observations post-WWII were made with ERI. In the

period 1960 - 75 observations from Dutch and Russian ships have very sparse method

information, which indicates bucket observations. However, I identified the much larger

proportion of unknown method from these countries as ERI, explaining much of the

reduction in bucket measurements in this period. Data from Russian deck 732 were

analysed separately (see section 3.2.2) and these were also classified as ERI (hatched

area in Figure 3.7). In Hirahara et al. (2014) the fraction of reports for observations with

unknown measurement method is derived requiring the bias adjusted global mean of

SST anomalies to be equivalent to that for the known types. However, because different

recruiting countries prefer different measurement types and because of the difference

in national shipping routes, there are regional variations in the number of observations

identified as being made with buckets (preferred by e.g. Germany and typically United

Kingdom) and with ERIs (preferred by the e.g. United States and Japan). This is

shown in Figure 3.8 and 3.9, which highlight respectively the regional distribution of

SST measurement methods from the SI(M) classification and that derived in this study.

This inhomogeneous distribution of SST measurement methods is likely to affect both

global and hemispheric means and represents a significant limitation to the method of

Hirahara et al. (2014), and indeed any method, which is based on the consistency of

the global means only.

Figure 3.10a shows for the period 1955 - 95 the global mean difference between bucket

and ERI SST monthly anomalies, which are computed relative to a climatology derived

from satellite-based SSTs (Merchant et al., 2014). The anomalies were computed

according to the classification of the observations derived both from the results of this

analysis and from SI(M). The results obtained agree well, both in changes over time

and in seasonal variability, despite the much increased number of observations included

by adopting the classification derived in this study (Figure 3.2). The difference between

bucket and ERI SST anomalies shows variability on seasonal, interannual, and longer

time scales. The most obvious signal in the difference time series is the reduction in
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magnitude of the difference over the period 1955 - 65 from about -0.5 °C to close to

zero.
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Figure 3.9: Regional distribution of ERI measurements, 1970 - 79. (a): percentage of ERI

observations from SI(M). (b) and (c): minimum and maximum percentage of ERI observations

identified in this analysis.

Because of the heat loss in water samples collected in buckets under typical conditions

(Folland and Parker , 1995; Carella et al., 2017b) a mean negative bias is expected

for bucket measurements; on the other hand, ERI observations are more likely to be

characterized by a mean warm bias (Kennedy et al., 2011b; Kent et al., 2017a). The

reduction in difference between the methods could plausibly therefore be attributed to

a decrease in magnitude either in the warm bias typically seen in ERI measurements,

or in the cold bias typically seen in bucket measurements. Seasonal differences (Figure

3.10b) indicate, as expected, that bucket measurements are relatively colder in winter
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than in summer, because of a larger heat loss.
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Figure 3.10: (a): Northern Hemisphere mean difference between bucket and ERI SST

anomalies [°C ] computed from the classification derived in this study (solid grey line,

representing the mean of the ensemble), from SI(M) (solid red line) and from Kennedy et al.

(2011b) (solid green line). (b): Northern Hemisphere mean annual cycle of the difference

between bucket and ERI SST anomalies [°C ] computed from the classification derived in this

study. Dotted black line: 1955 - 60; dashed-dotted black line: 1955 - 65; dashed black line:

1965 - 75; solid grey line: 1975 - 85; solid black line: 1985 - 95. Also shown for comparison

is the mean annual cycle in the period 1975 - 85 identified from SI(M) (solid red line). The

anomalies were computed on a 5° longitude by 5° latitude grid using values only for grid

cells and months where there were at least 10 observations from each method and using a

monthly climatology derived from the gap-filled, daily blend ESA Climate Change Initiative

SST analysis (Merchant et al., 2014) (ESA CCI), available for the period 1991 - 2010 on a

0.05° longitude by 0.05° latitude grid. In Kennedy et al. (2011b) the anomalies were averaged

on a 5° longitude by 5° latitude grid with any number of observation in a grid box and relative

to the HadSST2 climatology for 1961 to 1990 (Rayner et al., 2006).

Before 1960, the size of the seasonal cycle of the differences is increased which might

suggest the use of uninsulated canvas buckets. However, the time series of ERI

anomalies (not shown), indicates that in this period ERI anomalies are both noisier and

warmer than in later periods. For the period 1955 - 60, some of the excess seasonal

cycle in the difference (Figure 3.10b) may be due to a poorly defined seasonal cycle

in the ERI measurements. These results suggest that ERI observations were of poorer

quality before 1960 and that the typically warm biases characterizing ERI observations

may have been reduced later on (Kent and Kaplan, 2006). After the mid-1960s, the

size of the annual cycle in the bucket-ERI differences does not become larger over time,

suggesting that, although of different designs (Kent et al., 2017a), the buckets adopted
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in this period were mostly insulated, with uninsulated canvas buckets largely out of use

by the 1970s, consistent with James and Fox (1972). This result is consistent with

the findings in Hirahara et al. (2014), where the phasing out of uninsulated canvas

buckets is estimated to be nearly complete around 1962. In Kennedy et al. (2011b)

the latest switch-over dates to insulated (rubber) buckets allowed in the generation of

the HadSST3 ensemble is around 1980 and the phasing out of canvas bucket happens

more slowly (Kennedy et al., 2011b; Kent et al., 2017a). After the mid-1960s, the

mean difference in bucket and ERI SST anomalies becomes gradually more negative

then returns to close to zero by around 1980. A more sudden drop of about the same

magnitude occurs between 1980 and 1983 then the difference reduces fairly linearly to

around zero, or slightly positive by 1995, the end of the period where comparisons are

possible.
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Figure 3.11: Difference between bucket and ERI SST anomalies [°C ] computed from the

classification derived in this study, binned by year and month and on a 5° latitude grid, and

smoothed with a 3 x 3 moving window. The anomalies were computed relative to ESA CCI

SSTs, as described for Figure 3.10.

These decadal variations can be observed at all latitudes, as Figure 3.11 shows, and

could be linked to changes in the ships’ measurement systems. In this period, it is

likely that all the buckets are insulated so the most likely cause of changes is in the

ERI measurements (e.g. caused by changes in the mixture of individual vessels and

fleets). However, in addition to any changing biases due to changing measurement

systems, these differences will show some variability due to either large-scale changes in

atmospheric conditions affecting the heat exchange experienced by the bucket samples,

or any real changes between temperatures at the typical depths sampled by the different

methods.
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For comparison, Figure 3.10a also shows the difference between (unadjusted) bucket

and ERI anomalies computed in Kennedy et al. (2011b). Interannual and long-term

differences are largest in 1960s and 1970s, when the difference in the number of

observations identified as buckets by the two methods is the largest. From about

1960, in Kennedy et al. (2011b) the difference in bucket and ERI SST anomalies

increases steadily up to 1970, while the results of this analysis show that this increase

happens more rapidly, being complete by 1965 and followed by a drop before 1970, as

discussed above. Although a different approach is used to compute the difference

in the two studies, the choice of the averaging method does not affect the large

differences observed in the 1960s and 1970s (see Figure 3.12), which should be instead

attributed to a different mix of bucket and ERI observations. These findings have

important implications for the estimation of biases in the SST record and reconciliation

of the differences between the measurements will improve estimates of SST trends and

variability.

In order to further explore the impact of the ship identifier information on the results of

this study, I computed the percentage of observations attributed to IDs associated to

multiple measurement methods. This was defined as the percentage of IDs for which the

number of bucket reports over the number of bucket and ERI reports is between 30%

and 70%. Because the method adopted in this study is applied to groups of observations

(e.g. identified by the same latitude band and country or deck), the measurement

method identified within a ship ID can vary from observation to observation if it contains

reports from different decks (chapter 2). In the period between 1970 and 2000, the

percentage of IDs identified with the method of Carella et al. (2017) described in chapter

2 and associated to multiple measurement methods is typically lower than 5%, both

when the measurement method is derived from SI(M) and using the results from this

analysis. On the other hand, when the original IDs as reported in ICOADS are adopted

for the computation of the daily mean, before the 1980s this percentage is much less

consistent over time and increases up to 10% in the period 1975 - 80, suggesting that

in this period the ship identifier information present in ICOADS may be less reliable

than that derived in chapter 2.
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Figure 3.12: (a): as Figure 3.10a. (b): as (a) but averaging the anomalies computed

from the classification derived in this study and from SI(M) on a 5° longitude by 5° latitude

grid with any number of observation in a grid box. (c): difference between the anomalies

computed with the averaging method as in (a) from the classification derived in this study

and the anomalies from Kennedy et al. (2011b). (d): as (c) but for the averaging method as

in (b).

3.4 Conclusions and recommendations

Changing observational practice and measurement methods are responsible for pervasive

systematic biases in the SST historical record of the same magnitude as the climatic

signal (Jones, 2016; Kent et al., 2017a). Empirically-based bias adjustment models

require knowledge of the proportion of reports made with buckets (both uninsulated and

insulated) and with ERIs. However, this information is often missing and sometimes

unreliable (Kent et al., 2010; Kennedy , 2014). Current estimation methods of the

number of bucket and ERI reports (Kennedy et al., 2011b; Hirahara et al., 2014) rely

heavily on known metadata and on the characteristics of reports for which the metadata

are available. In this chapter, I developed a method to diagnose the measurement
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practice to check stated and identify unknown methods, comparing the observed SST

diurnal anomalies from ships with a climatological average derived from drifting buoys

(Morak-Bozzo et al., 2016). Bucket measurements are characterized by a larger

diurnal cycle compared to buoys and the maximum excursion between the observed

and estimated diurnal cycle occurs close to local noon (see Figure 3.3c). Buckets

sample near the sea surface so would be expected to show similar diurnal variations as

the climatological average in Morak-Bozzo et al. (2016), which is derived from drifting

buoy measurements. The increased diurnal variability is therefore likely to result from

systematic measurement errors. Possible causes of such errors would be solar heating

of the water sample in the bucket during the measurement process or residual warmth

from a bucket kept in the sun on deck and only immersed in the water for a short time.

If true, this would be the first direct estimate of the effect of the influence of solar

radiation on bucket measurements. Further work is needed to confirm and characterize

the effect. In contrast, the diurnal cycle observed with ERIs is reduced compared to

the drifting buoys reference (Morak-Bozzo et al., 2016) because typically ERI sample

seawater at a greater depth than buckets and are affected by larger measurement

errors (Kent and Kaplan, 2006). Compared to existing estimates, the method suggests

a larger proportion of bucket reports during WWII (although fewer observations are

identified in this period) and a larger number of ERI reports post-WWII and in the

period 1960 - 75. The comparison of the mean field differences between bucket and

ERI SST anomalies suggests that changes in biases in ERI measurements occurred in

the period 1955 - 95 due to changes in the mixture of individual vessels and fleets,

each characterized by different observational biases. Moreover, it is likely that canvas

uninsulated buckets were still in use as late as 1960, with the switch-over to rubber or

other better-insulating buckets completed shortly thereafter. The difference between

bucket and ERI SST anomalies in the period 1955 - 70 increased more rapidly when

compared to existing estimates (Kennedy et al., 2011b). Building on the metadata

information that I presented in this chapter, together with a bias model derived and

tested in the laboratory in chapter 4 for SST observations made with buckets, in chapter

5 I will analyse separately bucket and ERI reports in order to develop a model to detect

and estimate biases in SST observations for each measurement method.



Chapter 4

Measurements and models of the

temperature change of water

samples in SST buckets

This chapter describes the results of the comparison of laboratory measurements of

the change in temperature of water samples in wooden and canvas buckets with the

predictions of FP95 models. The aim of this chapter is to address the present lack of full

validation of these models and of empirical studies describing the factors affecting SST

measurements made with buckets. This chapter has been published in the Quarterly

Journal of the Royal Meteorological Society (Carella et al., 2017b). G. Carella led the

science and wrote the manuscript. A. K. R. Morris 1 and R. Pascal 1 helped with the

experimental setup. E. C. Kent 1 contributed to the interpretation of the results of the

comparison with historical measurements in wind tunnels, presented in section 4.3.2. E.

C. Kent, D. I. Berry 1, M. J. Yelland 1, C. J. Merchant 2, 3, S. Morak-Bozzo 2 provided

feedback on the results and reviewed the manuscript.

1 National Oceanography Centre, Southampton (UK)
2 Department of Meteorology, University of Reading, Reading (UK)
3 National Centre for Earth Observation, University of Reading, Reading (UK)
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4.1 Introduction

The factors affecting measurements of SST with buckets are reasonably well-known

(Kent et al., 2017a) and have been estimated using physical models developed by

FP95. FP95 models, used in HadISST, HadSST3 and in COBE-SST2 simulate the

evaporative, direct, and radiative heat exchanges experienced by samples of water in

buckets as a function of the bucket’s structural and thermal characteristics (dimensions

and material) as well as the airflow around the bucket. The contribution of each term in

the model is expected to vary for different bucket types, and FP95 presents two different

formulations designed to estimate heat exchange from wooden and canvas buckets. The

FP95 models were coded in BASIC and have been converted to FORTRAN by Kent

et al. (2017b, in prep.).

Figure 4.1: (a): wooden bucket; (b): canvas bucket; (c): German scoop (modern version).

The canvas bucket was manufactured from the original Met Office engineering drawings by

W. G. Lucas & Son Ltd.

There were few measurements available to FP95 to provide supporting validation for

their models. Ashford (1948) compared temperature changes of water samples in 7

different types of bucket measured in a wind tunnel at a single wind speed. One of

these buckets (the Met. Office Mark II) was a canvas bucket of the same type as

that represented in FP95, the others were better-insulated buckets of various designs.

FP95 concluded that their model could reproduce the temperature change of the Met

Office Mark II canvas bucket with reasonable accuracy. However, in order to predict

the measured temperature change, FP95 adjusted their canvas model, assuming free

evaporation from the base and sides only. Moreover, Ashford (1948) only reported

the rate of change of water temperature in the first minute, while it may have taken

historical thermometers several minutes to equilibrate (FP95). Ashford (1948) did not
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make measurements with a wooden bucket. Roll (1951) made measurements in a wind

tunnel of the characteristics of a single bucket type, the German scoop thermometer,

at a wide range of wind speeds. FP95 did not develop versions of their model based on

this type of bucket. FP95 also described a comparison of their model output with the

results of measurements made at sea of the temperature change of water samples in

canvas buckets, and again concluded that their model showed reasonable agreement.

The amount of data available to test the canvas FP95 bucket model was limited,

and there were no measurements for temperature change for wooden buckets. In

this chapter measurements made in the laboratory of heat exchange from replicas of

historical wooden and canvas buckets are compared with the output of the FP95 model.

The experimental setup and the implementation of the FP95 model are described in

section 4.2. The measurements are compared to the model predictions in section 4.3.1

and, with insight from these comparisons, the wind tunnel results presented by Ashford

(1948) and Roll (1951) are reviewed. Section 4.3.2 discusses the results and draws

conclusions about the wider applicability of these measurements and the FP95 model.

4.2 Materials and methods

4.2.1 Description of the experimental setup

The buckets used in this study (4.1) are replicas of the Mk II Met Office canvas bucket

and a 19th century wooden bucket similar to that modelled by FP95. Their structural

characteristics are listed in Table 4.1. The two buckets are of similar size (wood: 21.8

cm average inner diameter by 17.6 cm deep, up to a set water level, wider at top than

at the bottom and a volumetric capacity ∼ 6.6 l ; canvas: 17.8 cm inner diameter by

19.4 cm deep, up to a set water level, and volumetric capacity ∼ 4.8 l). The wooden

bucket is made of oak 16 mm thick reinforced around the outside by two stainless steel

bands. Only the sides of the canvas bucket are canvas: the base is wooden with a metal

weight inside; the top is wooden with a metal spring-closing lid; the canvas is stitched

and the top and base held in place with leather bands and metal pins. The masses of

the wooden and canvas buckets when wet are ∼ 3.3 kg and ∼ 2.9 kg respectively.

Figure 4.2 illustrates the experimental setup. The experiments were performed in the



Chapter 4. Temperature change of water samples in SST buckets 74

National Oceanography Centre (Southampton, UK) Calibration Laboratory. This is

kept at a roughly constant temperature of +20 °C , but the humidity is not controlled.

A precision F250 thermometer was used to measure the water temperature (t) and a

Vaisala probe was used to monitor the ambient air temperature (ta) and the relative

humidity (R). Data from the probes were logged every 2 - 3 s (alternate readings).

20.01 ˚C 30.8 V

Log in

9.87 kg

(a) 

(b) 

(d) 

(e) 

(h) 

(f) (g) 

(c) 

Figure 4.2: Illustration of the experimental setup: (a): precision thermometer (F250); (b):

air temperature and relative humidity probe (Vaisala); (c): PC used for logging; (d): plastic

bin (containing clean, freshwater) used to soak the buckets; (e): fan; (f): automatic stirrer;

(g): power generator for the automatic stirrer; (h): hanging scale.

The water temperature probe when not in use was left in a plastic container filled with

water approximately in equilibrium with the ambient air temperature. A plastic bin was

used to soak the buckets (the soaking time was about 4 min), which were then hung

in front of a fan with three different speed settings (Table 4.2). The centre of the fan

was positioned about 0.5 m from the bucket. The largest uncertainty in the ambient

conditions comes from the airflow around the bucket. Because the bucket was fairly

close to the fan relative to the bucket dimensions, the speed was not uniform around
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the bucket. The airflow was measured using a WindMaster ultrasonic anemometer (Gill

Instruments Ltd.) for 30 s at each of six different positions: five positions in the vertical

plane where the bucket would hang (centre of the bucket position and 0.5 m above,

below, left and right) and at 0.35 m upwind from the centre of the bucket location.

The airflow used in the implementation of the FP95 model was that measured where

the centre of the bucket would be, with uncertainty derived from the standard deviation

of measurements made in these surrounding locations.

Because the FP95 models assume the water sample is stirred, the water was mixed at all

times using an automatic stirrer, connected to a power generator. The wooden bucket

is open at the top (Figure 4.1). The top of the canvas bucket is a thick wooden disc

with a hole for a metal lid. This lid was pushed inside the bucket by the plastic support

of the stirrer during the measurements. The edge of the lid was in the water, but this

is not expected to substantially affect the heat exchange as the metal lid was attached

to the wooden top, limiting heat exchange by conduction. A ‘weak stirring’ regime,

characterized by a mild but noticeable stirring, was created adopting an L-shaped metal

piece as the stirrer; a ‘strong stirring’ regime was also implemented, where some tape

was added to produce a sail-shaped stirrer. A hanging scale with precision of 0.01 kg

was used to measure the mass of the filled bucket; the water level was also set and

marked for each bucket and the bucket filled up to the level indicator. Finally, (clean)

fresh water was used instead of salty water. The effect of salinity on latent heat of

evaporation is well-known, and the vapour pressure over saline seawater is typically

reduced by 2% compared to freshwater (Zeng et al., 1998).

time = 0 min time = 5 min time = 10 min time = 15 min 

Canvas bucket

16.0

30.0
[˚C]

(a) (b) (c) (d)

Figure 4.3: (a) - (d): Thermal pictures taken at 5-minute intervals of the Met Office Mk

II canvas bucket (Figure 4.1) filled with warm water hung in front of a fan positioned to the

right in these images. The bucket is not stirred and the lid is shut.

Figure 4.3 shows thermal pictures of a replica Mk II Met Office canvas bucket (the
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type used by the UK Meteorological Office in the 1930s and 1940s (Ashford , 1948)),

filled with water warmer than the ambient air temperature. The bucket is unstirred and

the lid is shut. It is clear that the water in the bucket is cooling over time, with the

cooling proceeding faster in the area facing the fan (located to the right of the bucket in

these pictures). Initially the whole of the bucket is much warmer than the environment

having been soaked in the warm water before exposure to the air. The structure of the

bucket (rope handle, leather bands at top and bottom, stitched seam) can just be seen

as cooler than the canvas body of the bucket containing the water. After 5 minutes the

body of water can clearly be seen at higher temperature than the rest of the bucket,

which is now colder than ambient temperature having cooled by evaporation. These

images suggest that the non-canvas parts of the bucket are insulating and probably do

not contribute strongly to the heat exchange which occurs almost exclusively through

the canvas walls of the bucket.

4.2.2 Description of the model experimental comparison

procedure

In order to test FP95 heat exchange models both the time and airflow dependence of

the temperature of water in the buckets were measured and the results compared with

the model predictions. The FP95 model used is the laboratory version described by

Kent et al. (2017b, in prep.). This laboratory version is similar to the full version used

by FP95, but does not differentiate between the different ambient conditions expected

during hauling and on-deck phases of measurement (for more information see Kent

et al. (2017b, in prep.)). Moreover, it sets the solar term to zero, as the measurements

were taken indoors and away from windows. The salinity effect was also excluded on the

estimate of saturation vapour pressure, as fresh water was used. The bucket is modelled

by FP95 as a cylinder in an incident airflow that is assumed to be non-turbulent. It is

further assumed that the water in the bucket is well mixed (at temperature t [°C ]) and

the bucket has been immersed in the sea for long enough to reach equilibrium. Inputs

to the models are the airflow around the bucket for each fan speed, the ambient air

temperature and humidity as measured, and the initial air-water temperature difference.

For the canvas bucket, the rate of change of temperature as modelled by FP95 can be

represented as
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dt

dτ
=

A

cµ
{fr hr (ta − t) + ft ht (ta − t) + fe he (ea − e)} (4.1)

where the ambient air temperature is ta [°C], the ambient vapour pressure is ea and e

is the saturation vapour pressure at t [both in hPa]. The transfer coefficients are hr

for longwave radiation, ht for direct heat transfer and he for evaporative heat transfer

[all in W m−2 K−1]. he is 1.7ht . A [m2] represents the total surface area of the bucket.

The fraction of the surface area affected by longwave heat exchange, fr , represents the

sides and base. For the direct (ft) and evaporative (fe) heat exchange, the fraction is

the same for both components, but is allowed to vary: the sides always contribute (up

to the fill level) but the contribution of the top and base may be excluded, or included

as required. Each of the transfer coefficients ht and he depend on wind speed and the

bucket geometry: slightly different values are used for the base and sides. FP95 explore

different choices of ft and fe : heat exchange from the base, the top and the sides; heat

exchange from the sides only; and heat exchange from the sides and the base (or the

top), which is the final choice for FP95 as it gave the best agreement with Ashford

(1948) results. c is the specific heat capacity [J kg−1 K−1] and µ is the effective mass

[kg ] of the bucket. In FP95 µ is the combined mass of the bucket material and the

water sample. The wooden bucket model is similar to that for the canvas bucket, but

the thermal forcing experienced by the outside of the bucket walls acts to conduct heat

through the wooden sides and base. The open top evaporates freely, but is assumed

to experience a lower airflow as the water level is below the top of the bucket. More

details can be found in FP95 and Kent et al. (2017b, in prep.).

Bucket
type

Bucket 
material

Water
level [m]

Diameter
(inner) [m]

Thickness
[mm]

Bucket
volume [l]

Bucket mass
(wet & empty) [kg]

Wooden 

Mk II canvas 

German scoop

Oak

Mixed

Mixed

0.176

0.194

0.116

0.218

0.178

0.097

16

-

13

6.6

4.8

0.9

3.30

2.91

3.35

Table 4.1: Structural characteristics of the buckets used in this study.

Although FP95 have assumed little heat exchange from the top of the canvas bucket

because of the lid, the adopted experimental setup shows that for the water sample to

be properly mixed, and for the measurement to be made, it requires the lid open (pushed

down), permitting heat exchange from the upper water surface. On the other hand,
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the thermal images shown in Figure 4.3 suggest that most of the contribution to the

overall heat loss is from the sides of the canvas bucket. The thick wooden base is not

expected to make much contribution to the heat loss. However, if the top was open (it

is not in these images) then exchange of heat from the open top is expected, although

the airflow within the bucket would be rather small, limiting this effect. Therefore,

when implementing the FP95 canvas bucket model in this study the model was run

assuming heat exchange from either the top and sides or from the sides only, with each

included in the ensemble from which the model uncertainty range is calculated. In this

implementation of FP95 no contribution from the bucket material to the effective mass

and heat capacity of the canvas bucket was assumed. This seems justified by Figure 4.3,

as the images show that the temperature change largely affects only the water sample:

the non-canvas parts of the bucket quickly reach ambient temperature, suggesting that

the temperature change for the wooden and leather parts is superficial. The choice of

the effective mass, which sets the heat capacity, will scale the temperature change but

will not affect its functional dependence.

The models were initialized with measured ambient conditions (summarised in Table

A1 in Appendix A1) and the appropriate bucket dimensions (Table 4.1, other bucket

properties are set by the choice of the wooden or canvas model). The probe used to

measure the water temperature has a finite response time and typically took between

30 seconds and 1 minute to reach equilibrium, less when the air and water temperatures

were similar. Each experiment was considered to start when the recorded water

temperature reached a local maximum or minimum (depending on whether the water

was warmer or colder than the air). Uncertainty in the equilibration temperature was

estimated to be around 0.01 °C (much smaller than, for example, the variation in the

air temperature over each experiment) so the estimated uncertainty is not sensitive

to the value chosen. For each experiment, the uncertainties in the model outcomes

were expressed as an ensemble of 100 realisations. Each realisation was obtained by

forcing the model with samples of the measured ambient air temperature, relative

humidity, wind speed (each randomly generated from a normal distribution with mean

and standard deviation as measured), of the water temperature at time = 0 min

(randomly generated from a normal distribution with mean as measured, standard

deviation of 0.01 °C ) and of the bucket geometry. For the canvas bucket model, the
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randomly generated samples of the bucket diameter and water level were drawn from

a normal distribution with mean as measured and standard deviation of 0.5 cm; the

uncertainty in the bucket geometry is included to account for the small variations in

the initial mass of the water sample (for both bucket types the standard deviation

over all the measurements was about 0.05 kg). For the wooden bucket model, the

uncertainty in the geometry of the bucket mainly arises because of the uncertainty

in the contribution of the bucket mass to the heat exchange of the water sample;

the randomly generated samples of the bucket diameter and water level were therefore

drawn from a normal distribution with mean as measured at the mid-point of the bucket

walls and standard deviation equal to the thickness of the bucket walls. For the wooden

bucket, the uncertainty in the factor that accounts for the sheltering of water by the

sides of the bucket from the effects of the airflow was also considered. The bucket was

fairly full, with the water level about 2 cm below the top, so only a modest sheltering of

the airflow would be expected. FP95 also assumed sheltering was modest and used two

sheltering factors, 1.00 and 0.75 (1 represents no sheltering). A range similar to that

assumed by FP95 was used: the randomly generated samples were drawn from a normal

distribution with mean of 0.875 and a standard deviation of 0.125 (with upper limit of

1). Additionally, in the overall uncertainty for the wooden bucket model, I accounted

for the uncertain thermal conductivity of wet oak (with samples randomly generated

from a normal distribution with mean of 0.3 W m−1 C−1 as assumed in FP95, standard

deviation of 0.2 W m−1 C−1 and with upper and lower limit defined by the thermal

conductivity of dry oak (0.17 W m−1 C−1) and water (0.6 W m−1 C−1) respectively).

Finally, for the canvas bucket, in order to account for the uncertain contribution of

evaporation from the bucket top, I generated model outputs with heat exchange from

the sides only and also model outputs with heat exchange from the sides and the top.

Leakage, determined by the change in mass, was largest for the canvas bucket, and

decreased over time (0 - 3 minutes: ∼ 0.05 kg min−1, 4 - 20 minutes: ∼ 0.04 kg min−1

and 20 minutes onwards ∼ 0.03 kg min−1). No significant leakage was measured for

the wooden bucket. The changing mass of water in the canvas bucket model was

included, but, as noted by Kent et al. (2017b, in prep.), the leakage makes very little

difference as decreases in the surface area subject to heat exchange affect a decreasing

volume of water, with little overall effect as long as the bucket remains fairly full.
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Firstly, the evolution of the bucket temperature over time was measured for a set of

experiments varying the temperature of the water in the plastic bin used for soaking the

bucket and from which the water sample is taken. The experiments were performed

using the two different stirring regimes (‘strong’ and ‘weak’) to test how different

mixing conditions may affect the heat exchange from the water sample (dt1 to dt3

in Table 4.2). For each bucket, the water temperature was measured for 15 min for

three air-water temperature regimes and each of these measurements was repeated

three times. In the first set of experiments (dt1) the initial water temperature (t0) was

warmer than the air temperature (ta): t0 − ta ∼ +5 °C . The second set (dt2) has t0

slightly colder than ta: t0− ta ∼ ∼ -1 °C . In the third set (dt3) the water temperature

was colder again: t0− ta ∼ -5 °C . The fan was at its fastest setting, about 3.5 m s−1,

7 knots (u3 see Table 4.2), for all six experiments (three temperatures and two stirring

regimes). Secondly, the water temperature was measured for 15 min for each of the

four available different airflows (u0 through to u4 in Table 4.2) for an initial warm-water

bucket temperature difference of t0− ta ∼ +5 °C and under the strong stirring regime.

Again, each set of measurements was repeated three times.

dt1

dt2

dt3

u0

u1

u2

u3

Wooden & Canvas

Wooden & Canvas

Wooden & Canvas

Wooden & Canvas

Wooden & Canvas

Wooden & Canvas

Wooden & Canvas

Strong &Weak

Strong & Weak

Strong & Weak

Strong

Strong

Strong

Strong

~ 5 

~ -1

~ -5

~ 5

~ 5

~ 5

~ 5

3.53 ± 0.49

3.53 ± 0.49

3.53 ± 0.49

0.05 ± 0.02

2.17 ± 0.37

2.88 ± 0.44

3.53 ± 0.49

t0 - ta [˚C]Bucket
type

Experiment 
type

Stirring
type Fan speed [m s-1]

Table 4.2: Summary of each experiment. The table reports the bucket type, the stirring

type, the approximate water temperature at time = 0 min minus the ambient air temperature

(t0 − ta) [°C ] and the fan speed [m s−1] for each experiment. The uncertainty in the fan

speed is reported at one standard deviation. For model simulations when the fan was turned

off (u0) a small airflow speed (0.05 m s−1) was assumed to be consistent with the measured

fluctuations (standard deviation 0.02 m s−1). For an extended summary see Table A1 in

Appendix A1.

4.3 Results and discussion

This section describes the results of the comparison of temperature change measured in

the laboratory and predicted by the models for different degrees of mixing of the water
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sample and for different airflows (4.3.1). The results of the comparison with historical

measurements in wind tunnels (4.3.2) made by Ashford (1948) and by Roll (1951) are

also presented here.

4.3.1 Comparison of temperature change measured in the

laboratory and predicted by the models
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Figure 4.4: Measured (black lines) and modelled (pink shading) evolution of the water

temperature over time. Shaded regions represent model uncertainty at 95% confidence level.

Also shown is the wind speed only contribution to the model uncertainty at time = 15 min (red

bars). Each panel shows three sets of measurements with different initial water temperatures.

dt1 : water ∼ 5 °C warmer than ambient air temperature; dt2 : water ∼ 1 °C colder than

ambient air temperature; dt3 : water ∼ 5 °C colder than ambient air temperature. (a): time

evolution of water temperature - initial water temperature for wooden bucket, strong stirring.

Inset shows expansion of first 3 minutes; (b): as (a) but for canvas bucket, strong stirring;

(c): as (a) but for weak stirring; (d): as (b) but for weak stirring. Fan speed of ∼ 3.5 m s−1

throughout. The 95% confidence level was computed from the sample quantiles of the model

ensemble (Hyndman and Fan, 1996).
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Evolution of water temperature under strong stirring

Figure 4.4 shows the measured and modelled water temperature as a function of time

for both the wooden and canvas buckets, for the range of three different initial water

temperatures and also for the strong and weak stirring regimes. When the initial water

temperature is warmer than ambient air temperature (set of experiments dt1) the

water is cooled both directly and by evaporation. When the initial water temperature is

slightly colder than the air temperature (set of experiments dt2) the water is warmed

directly and cooled by evaporation. For these conditions the evaporation dominates and

the water sample cools. When the water is significantly colder than ambient air (set of

experiments dt3), the water is again being warmed directly and cooled by evaporation,

this time with a net warming overall. As expected, the canvas bucket cools much more

rapidly than the wooden bucket, despite their similar volumes.

This feature is well reproduced in the model simulations. For both buckets the

contribution of the uncertainty in the airflow (fan) speed explains a large portion of the

overall model uncertainty: this is shown for each air temperature regime by the error

bars on the right of the plot, which represent the 95% confidence level uncertainty at

time = 15 min computed from the sample quantiles (Hyndman and Fan, 1996) of the

model ensemble generated accounting for the wind uncertainty only. For the canvas

bucket, the remaining uncertainty is mostly due to the variations in the ambient relative

humidity and air temperature; on the other hand, for the wooden bucket the biggest

contribution to the remaining model uncertainty is represented by the uncertainty in

the thermal conductivity of the bucket walls. The model estimates for the wooden

bucket underestimate the observed temperature change for the strong stirring regime

(Figure 4.4a), although the experimental results are close to the limits of the estimated

model uncertainty (the measured water temperature exceeds the model 95% confidence

interval by no more than 0.1 °C ). However, the rate of temperature change increases

over the first few minutes of the 15-minute sampling period in both the measurements

and the model (shown for the model in the inset in Figure 4.4a). A simple picture of

temperature change would show a decreasing rate of temperature change over time as

the water sample approaches equilibrium with its surroundings (as seen for the canvas

bucket in Figure 4.4b). The model reproduces the measured behaviour well, and shows

that the initial slow rate of temperature change is caused by the timescale for the
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conduction of heat through the walls of the wooden bucket. The water inside the

bucket does not respond to the thermal forcing on the outside of the bucket until the

temperature gradient within the bucket walls is established: once this occurs the rate

of temperature change of the water increases. In the 15-minute sampling period this

effect dominates over the reduction in thermal forcing over time as the bucket sample

reaches its equilibrium temperature. In contrast the canvas bucket with strong stirring

(Figure 4.4b) shows the expected decrease in the rate of temperature change over time,

as already noted, and again the measurements and the model show the same general

behaviour, with the modelled and measured temperature change agreeing at the 95%

confidence level, although close to the limit of the estimated uncertainty in the adopted

experimental setup. As noted by FP95 and Farmer et al. (1989) the temperature in the

canvas bucket will eventually asymptotically reach an ‘effective wet-bulb temperature’

when the evaporative cooling is balanced by the warming from the atmosphere (Folland ,

1991).

Evolution of water temperature under weak stirring

The effects of weaker stirring are explored in Figures 4.4c and 4.4d. If the water is

not well-mixed the largest temperature changes will be expected near the water surface

and the bucket walls. The temperature is measured in the centre of the bucket where

a smaller temperature change would be expected, and this is what is observed. The

observed temperature change under weak stirring is lower than under strong stirring

and the measured temperature change for the wooden bucket remains in agreement

with the model predictions under both low (set of experiments dt2 and dt3) and high

thermal forcing (set of experiments dt1 : warm initial water temperature), although the

model assumes well-mixed conditions. The time evolution of the temperature change

is unsteady compared with the better-mixed case (compare Figure 4.4a and 4.4c). For

the canvas bucket, the difference due to reduced stirring is particularly noticeable for

the high forcing case (dt1): here, an initial lower rate of temperature change is very

obvious, similar to that observed for the wooden bucket and predicted by the wooden

bucket model. This can again be explained by an initial setting up of temperature

gradients in the water, in a similar way to the gradients established in the wooden

bucket walls. As for the wooden bucket measurements, the weak stirring temperature

change is unsteady.
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Effect of airflow

The model heat exchange coefficients ht and he depend approximately on the square

root of the airflow, since the incident flow is assumed to be non-turbulent.

Figure 4.5 shows the observed bucket temperature at time = 5 min for the various air

(fan) speeds and the values predicted by the model for the wooden (Figure 4.5a) and

the canvas (4.5b) bucket for water ∼ 5 °C warmer than air temperature. When the

fan was turned on (u1 - u3), for each bucket, the observed dependence on airflow is

similar to that assumed in the model, although for the wooden bucket the observed

temperature change is either close to or, for some experiments, lies outside the limits of

the estimated uncertainty range, as in Figure 4.4a for dt1. On the other hand, when the

fan was turned off (u0), for both buckets the modelled and the observed temperature

change do not agree within the range of the estimated uncertainty (Figure 4.5). FP95

models assume a Reynolds number always larger than one: this means that the situation

when there is no airflow around the bucket is very uncertain but the temperature change

will be small in these conditions. Finally, the adopted experimental setup means that

the speed of the airflow around the bucket cannot be increased beyond ∼ 3.5 m s−1,

and the uncertainty in the speed is large.
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Figure 4.5: Measured (dots) and modelled (dotted line and red shading) water temperature

at time = 5 min as a function of the air (fan) speed for t0 − ta ∼ +5 °C . Lines represent

the median of the model output; shaded regions represent uncertainty at 95% confidence

level in the model output. (a): wooden bucket, strong stirring; (b): canvas bucket, strong

stirring. Note change to y-axis scales. The 95% confidence level was computed from the

sample quantiles of the model ensemble (Hyndman and Fan, 1996).
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4.3.2 Comparison with historical measurements in wind

tunnels ∗

Ashford (1948)

Measurements in a stronger airflow regime, about 9 m s−1, were made by Ashford

(1948, hereafter Ashford) for 7 different buckets. The results were presented as the

rate of change of water temperature in the first minute plotted as a function of the

water temperature minus wet-bulb temperature (∆twb).
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Figure 4.6: Measured (dots) and modelled (dotted line and red shading) rate of change of

water temperature at time = 1 min as a function of the water temperature minus wet-bulb

temperature. Also shown is the measured (stars) and modelled (solid line and blue shading)

rate of change for the Ashford (1948) results with the Mk II Met Office bucket. Lines represent

the median of the model output; shaded regions represent uncertainty at 95% confidence level

in the model output. (a): wooden bucket, strong stirring; (b): canvas bucket, strong stirring.

Fan speed of ∼ 3.5 m s−1 throughout, except for the experiments in Ashford (1948) for

which the speed was ∼ 9 m s−1. Note change to y-axis scales. The 95% confidence level

was computed from the sample quantiles of the model ensemble (Hyndman and Fan, 1996).

Plotted in this way buckets that evaporate strongly will show a curved relationship of

temperature change with ∆twb due to the Clausius-Claperyon relationship. When the

water temperature is varied at the same ambient air temperature, as is the case for all

the measurements considered here, the wet-bulb temperature will be constant and ea

and ta (Equation 4.1) are also constant. ∆twb therefore varies linearly with variations

in t, as does the direct heat exchange. However variations in e are non-linear and

∗E.C. Kent (National Oceanography Centre, Southampton UK) contributed to the interpretation
of the results presented in this section.
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the relationship between temperature change and ∆twb will be non-linear if the effects

of evaporation are important. In contrast, buckets where the direct heat exchange

dominates over evaporation, or under conditions where the air is close to saturation,

will show a close to linear relationship when plotted in this way.

Figure 4.6 shows measured values (from runs dt1 to dt3 in Table 4.2) obtained with

strong stirring as a function of ∆twb, with wet-bulb temperature computed following

the approach of Stull (2011). The change of water temperature over the first minute

exhibits different characteristic relationships with the ∆twb according to the bucket

thermal capacity. Both the wooden bucket (Figure 4.6a) and the uninsulated canvas

bucket (Figure 4.6b) are characterized by a non-linear relationship in the model, because

of evaporation (through the top for the wooden bucket and through the sides for the

canvas bucket). In the first minute the measurements are nosier than the estimated

uncertainty, especially for the wooden bucket (Figure 4.6a). The measurements

are fairly consistent with the model results for each bucket type but the non-linear

relationship cannot be confirmed because of the noise. Also plotted in Figure 4.6b are

the results from measurements by Ashford with the same type of bucket.
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Figure 4.7: Modelled (solid line and blue shading) rate of change for the Ashford (1948)

results with the Mk II Met Office bucket. Lines represent the median of the model output;

shaded regions represent uncertainty at 95% confidence level in the model output. (a):

canvas bucket, bucket mass set to zero; (b): canvas bucket, bucket mass set as in FP95

(Kent et al., 2017b, in prep.). Fan speed of ∼ 9 m s−1 throughout. The 95% confidence

level was computed from the sample quantiles of the model ensemble (Hyndman and Fan,

1996).

The increased temperature change in the Ashford results is modest, despite the much
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greater airflow (∼ 9 m s−1 cf. ∼ 3.5 m s−1), and the measurements agree well with the

model. These results extend the range of airflows over which the canvas bucket model

has been tested, and suggest that the wind speed dependence in these experiments is

reasonably predicted by the model. The Ashford measurements for the canvas bucket

were used by FP95 as validation, but here a smaller heat capacity for the bucket was

assumed (by excluding the contribution of the bucket itself, based on Figure 4.3 as

discussed in section 4.2.1). However, the modelled rate of temperature change at one

minute as a function of ∆twb for each of these different choices of the effective mass

remains consistent with the Ashford measurements under either assumption, as Figure

4.7 shows. The results presented by Ashford allow a comparison of the characteristics

of a range of different bucket types and Figure 4.8 shows a selection of measurements

reproduced from his Figure 4.2.
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Figure 4.8: Reproduction of the results in Ashford (1948), values have been read from

Figure 2 in Ashford (1948). The plot shows the rate of change of water temperature at the

first minute [°C min−1] as a function of the initial water temperature minus the wet-bulb

temperature [°C ] for the German scoop (red squares), the Mk II Met Office canvas bucket

(blue stars), the new canvas bucket (pink diamonds) and the new canvas bucket without

the lid (dark blue triangles). Here the lines represent polynomial fit to the data, while in the

original figure the lines were hand drawn.

Two types of bucket showed much greater temperature changes than the others: the

canvas bucket as tested in the present study (Met Office Mk II) and the German

scoop thermometer. A modern version of the German scoop is shown in Figure 4.1.
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The version tested by Roll (1951), and Ashford, is likely to be similar to this modern

bucket. The capacity of the scoop is small (Table 4.1) and it is mostly made of metal.

A rubber buffer with an air cushion covers the sides. Older versions had a leather cover

with felt filling, but which type was used by either Ashford or Roll (1951) is unknown.

The base is double-walled with cork insulation between. An integral thermometer,

mechanically isolated to avoid breakage during use, means that the reading can be made

immediately after hauling. Also plotted in Figure 4.8 are results from the new bucket

design in versions with, and without, a lid. These new buckets were designed to minimise

temperature change and show much lower rates of temperature change for a given water

- wet-bulb temperature difference. Ashford describes the new bucket as canvas, but

it has a copper vessel inside, which makes it partially insulated. The curvature of the

lines becomes much less apparent for these buckets that show progressively smaller

temperature change. This would be expected if the new designs were particularly

effective at reducing heat loss by evaporation. Ashford reports that the temperature

change was little affected if the outside of the bucket was wet or dry (note the Mk II

canvas bucket cannot be kept dry). However, it may be that the curvature is simply not

visible over the noise in the measurements for buckets with small rates of temperature

change.

Roll (1951)

The German scoop thermometer was also studied in a wind tunnel at a range of wind

speeds by Roll (1951, hereafter Roll). The measurements of temperature change after

1 minute (∆t|1min) are presented in terms of a wind speed-dependent coefficient (β)

and an equivalent air (θa) and water temperature (θb):

∆t|1min = β (θa − θb) (4.2)

θ is defined following Rössler (1948):

θ = t + α
e

p
(4.3)

to give:
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∆t|1min = β

[
(ta − t) +

α

p
(ea − e)

]
(4.4)

where p is the atmospheric pressure [hPa] and α = 1560 [K ]. Equation 4.4 is of

similar form to Equation 4.1, if the small term for longwave radiation is neglected in

the latter. The term β can be then interpreted as a heat transfer coefficient. Figure

4.9a (measurements read from hand drawn Figure 2 in Roll) shows the wind speed

dependence of β for the scoop, from 2 m s−1 to 19 m s−1. Roll’s results show a much

stronger airflow dependence of β, (a power greater than 1), than that shown by the

FP95 model (an approximate square-root dependence) which is tentatively confirmed

for the canvas bucket by the results obtained in this study and those of Ashford (Figure

4.6b). Either an FP95-type model is not appropriate for the interpretation of Roll’s

measurements, or these measurements taken at higher wind speeds are indicating a

stronger airflow dependence than the model, and also the canvas bucket measurements

(both those of Ashford and the laboratory measurements in this study). The time

evolution of the water temperature measured by Roll over the first 10 minutes is shown

in Figure 4.9b for each of eight different wind speeds and an air-water temperature

difference of -10 °C . The values plotted were read from Figure 1 in Roll: the

original graph consists of hand drawn lines. Unfortunately Roll does not provide much

information about the conditions under which the measurements were made. A small

increase in the rate of temperature change over time is apparent at lower airflow speeds

(2 - 8 m s−1), as was seen with the wooden bucket, which might indicate that the

behaviour of the scoop is comparable to the wooden bucket. There also seems to be

some separation between the measurements taken at lower airflow speeds and those at

higher speeds (10 - 19 m s−1), which might indicate that conditions had changed over

the course of the experiment.

One explanation for the stronger wind speed dependence might have been due to

β having been estimated from measurements taken after one minute. At the start of

exposure to the atmosphere, partly-insulated buckets take time to establish temperature

gradients within the bucket walls (see Figure 4.4a) and if the timescale for this process

depends on the airflow, which seems reasonable, then aliasing of this signal might

cause an apparent increase in β with airflow. This was investigated (noting that the
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ambient environmental conditions are uncertain) but β as estimated from Figure 4.9b

shows strong wind speed dependence throughout the first 10 minutes. Despite the

uncertainties around the Roll measurements it seems clear that the airflow dependence

of temperature change measured in the wind tunnel is greater than that predicted by

the FP95 model, which predicts an approximate square-root dependence (Kent et al.,

2017b, in prep.).
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Figure 4.9: Reproduction of the results in Roll (1951), values have been read from Figure 1

and 2 in Roll (1951). (a): β (Equation 4.3) as a function of airflow speed. (b): temperature

change over 10 minutes at 8 different airflow speeds (as annotated for each line, m s−1).

Values were read from the original figures every minute.

Whilst the dimensions, design and thermal properties of the scoop are rather different

than those of the wooden bucket, all of these differences could be accounted for, and

the wind speed functional dependence would remain similar. FP95 assume that the

incident flow is laminar. They note that turbulence in the incident flow would increase

the heat transfer coefficient, and further note that turbulent incident flow was likely for

measurements made on a ship. It is also likely for the measurements derived here in the

lab, and for the two sets of wind tunnel results, but the intensity of turbulence for each

of these sets of measurements is unknown. At the higher wind speeds measured by Roll

the incident flow would certainly have been turbulent and his stronger speed dependence

could potentially be explained by an increasing intensity of turbulence with wind speed

giving an increased heat transfer coefficient (Lowery and Vachon, 1975). This means
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that comparing measurements made in different wind tunnels, and even at different

flow speeds within the same wind tunnel is difficult, and will reduce the confidence with

which any derived heat exchange characteristics can be applied to measurements at

sea for which the intensity of the turbulence is always unknown. These considerations

suggest that the uncertainty in the relationship between the relative wind speed and the

heat transfer coefficient is larger than has been so far assumed, e.g. by Kennedy et al.

(2011b). This uncertainty arises from at least two components: from the unknown

reduction of the ambient relative wind speed by sheltering; and from the unknown

intensity of turbulence. Further work is needed to clarify the impact of this additional

uncertainty on estimates of global multi-decadal temperature changes.

4.4 Summary and Conclusions

Tests in the laboratory show that the FP95-type models used to estimate the biases

in bucket-derived SST measurements work well, when conditions are similar to those

assumed in the models. At the range of airflows tested (a maximum of ∼ 3.5 m s−1),

the model for the canvas bucket predicted a temperature change within the estimated

experimental uncertainty for a range of air-water temperature differences (Figure 4.4)

and airflow speeds (Figure 4.5). For the wooden bucket, although close to the limit of

the estimated uncertainty, the model slightly underestimates the observed temperature

change. As a conclusion, the models are able to reasonably reproduce the temperature

change measured for the two buckets. The model simulations helped understand an

observed initial period of reduced temperature change for the wooden bucket (Figure

4.4a). This was caused by the time taken for heat to be conducted through the bucket

walls, an effect included in the wooden bucket model. However, the assumptions made

in the model derivation may in practice be rather limiting. The measurements obtained

in this study showed that if the sample is not vigorously stirred, then the temperature

change will be much lower than when the water is well-mixed, particularly when the

rate of temperature change is large. This was particularly obvious for the canvas

bucket filled with water substantially warmer than the ambient air temperature (Figure

4.4d). The results of some previous measurements of temperature change for a range of

different bucket types taken in wind tunnels (Ashford , 1948; Roll , 1951) were reviewed.

Ashford made measurements using the same canvas bucket used in this study, but at
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a substantially higher airflow speed (∼ 9 m s−1). The temperature change for a given

thermal forcing (defined as the water temperature minus wet-bulb temperature, ∆twb)

was only slightly larger than that measured in the lab at ∼ 3.5 m s−1 (Figure 4.5b),

suggesting that the approximate square-root dependence of the heat transfer on airflow

speed used by FP95 was reasonable. This modest airflow dependence was however not

supported by the results of Roll, who made measurements for a single bucket type (the

German scoop, Figure 4.1) at a wide range of wind speeds. Roll’s results showed a

much larger increase in heat transfer with airflow, a dependence stronger than linear.

A possible reason for such inconsistency in the airflow dependence of heat exchange

was suggested by FP95: they note that any turbulence in the incident flow will act to

increase their heat exchange coefficient. The strong increase in temperature change

observed by Roll with increasing airflow could reasonably be explained by an increase in

the turbulent intensity of the incident flow with airflow. This explanation however leads

to the problematic conclusion that any estimates of heat transfer coefficients will be

affected by the particular circumstances of the experimental, or shipboard, conditions.

Ashford took measurements of temperature change in a range of different bucket types.

His results clearly showed a wide range of different heat exchange characteristics (Figure

4.8), as did the measurements obtained in this study for wooden and canvas buckets

(Figure 4.6). The heat exchange characteristics are broadly predictable for each bucket

type and depend on the geometry, size and degree of insulation. The FP95 formulation

is fairly straightforward to adapt for different bucket types. The cylindrical bucket

geometry can be specified, as can the degree of insulation of the bucket walls. Modern

buckets for which the outer surface would not remain wet could be modelled by setting

fe < ft in Equation 4.1. The heat transfer coefficients he and ht are formulated

based on a Nusselt number. There are empirical formulations for the Nusselt number

that are likely to be applicable in a wider range of conditions, e.g. see Churchill

and Bernstein (1977). However the problem of unknown intensity of turbulence in

the incident flow, and how that turbulence might depend on local obstacles for any

particular measurement, remains. Despite this, the models might be expected to be

effective at estimating the relative rates of temperature change for different types of

buckets.

It is necessary to consider the impact of the conclusions derived here on the
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FP95-derived bias adjustments used in HadISST, HadSST3 and COBE-SST2. FP95

were well aware of the difficulties associated with quantifying biases in historical SSTs

and attempted to design their bias adjustment methodology to be robust to the

uncertainties they identified. FP95 conclude that their bias adjustment fields are “fairly

insensitive to uncertainties such as the size of the bucket or the details of its exposure

on deck”. This is because the parameters assumed to be characterized by the largest

uncertainty in the model (i.e. the mix of bucket types and the assumed exposure time

for uninsulated canvas buckets) are estimated such that the internal consistency of the

observations is improved. The mix of bucket types (wooden or canvas) is calculated to

improve the agreement between the adjusted SST and NMAT anomalies in the tropics

(FP95) and the exposure time for canvas buckets is adjusted to give more similar

seasonal cycles before and after WWII. The resulting adjustment fields are only weakly

dependent on the highly uncertain airflow around the bucket, and show a much stronger

dependence on the water temperature minus wet-bulb temperature (Farmer et al.,

1989; Kent et al., 2017b, in prep.). Constraining the uncertain parameters in FP95

models to improve the internal consistency of the data leads to reasonable large-scale

estimates of the biases in historical SST bucket observations (Kent et al., 2017a). New

measurements of temperature change of water samples in buckets made onboard ships

at sea would be more valuable than additional measurements made, for example, in wind

tunnels. However, it would be challenging to make enough measurements with different

types of buckets, in different environmental conditions, and in differently-exposed

locations on different types of ships to fully explore the dependencies. None of the

measurements discussed in this chapter consider the effects of solar radiation, but it

must be noted that the effect of solar radiation on bucket measurements made at sea

is detectable and can be used to distinguish between observations made using buckets

and those from other methods such as ERI (chapter 3). In view of these considerations,

in the following chapter I will develop a new approach to detect and estimate biases

in bucket measurements from the observations themselves, guided by the dependencies

shown by the physically-based models described in this chapter.





Chapter 5

Bayesian spatial modelling of SST

observational biases in the satellite

era

This chapter describes the results of the analysis of the differences between SST

reports from ships and co-located satellite averages. The aim of this chapter is

to take advantage of the comparison with new SST satellite products optimized for

climate applications to identify, for each measurement method, the leading patterns of

functional dependence in SST observational biases and to develop a method to quantify

biases in SST observations as a function of these patterns.

5.1 Introduction

A key difficulty with estimating SST biases is that the adjustments need to be computed

relative to a reference field. Ideally, the reference field would be independent from the

ship record and would closely approximate the true or expected SST. By comparing

in situ SST reports with the outputs of the Met Office Numerical Weather Prediction

system, Kent and Berry (2008) attempted to quantify a constant bias for a given

platform representing the ‘inter-platform error’. However, the method adopted in that

study could not separate cleanly the model errors from observational biases. Brasnett

(2008) compared the ship-only record to a first-guess field computed from the analysis

95
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from the previous day of both in situ and satellite data, and determined a constant

offset term for each ship. One difficulty with this approach is that by comparing the

SST to an average of all other observations including the observations to be corrected,

biases in both in situ and satellite data are only computed relative to other potentially

biased observations. Because of the difficulty of isolating the bias dependencies for

each measurement method and potential geographical correlations between errors from

different ships, this method might not be particularly well suited for detecting and

isolating the patterns of functional dependence in SST observational biases in the ship

record.

In recent years new satellite resources have become available, providing an almost

globally-complete and climate-quality record of SST from about 1991 (Merchant et al.,

2012, 2014). The literature provides examples where satellite-derived SSTs were used

to assess the quality of in situ SSTs. For example, in Kennedy et al. (2012), Advanced

Along-Track Scanning Radiometer (AATSR) SSTs were used to estimate the mean

random error in observations from ships and buoys. However, a comparison between

ship and satellite SSTs has never been attempted with the aim of understanding the

structural dependences of the observational biases in SST observations made by ships.

Even in the more recent period, SST measurements made by ships are expected to be

affected by significant pervasive biases (Kennedy et al., 2011b; Huang et al., 2015), yet

the variables driving these biases (hereafter termed as forcings) are poorly known. As

discussed in chapter 4 and in Farmer et al. (1989), biases in bucket observations are

expected to be strongly dependent on the difference between SST and the wet-bulb

temperature (∆twb). This relationship will be scaled depending on the bucket type and

will vary with measurement protocols (relating to the way the measurement was made -

including how quickly - and whether the bucket was sheltered from the sun or the wind

and whether the sample was well-mixed). On a secondary level, the temperature change

in seawater samples collected in buckets will also depend on ambient conditions not

related to ∆twb (including airflow speed, the intensity of turbulence in the incident flow,

and solar radiation). Ideally, the form of the method-dependent bias model for bucket

observations would include all these terms. In practice, a framework to characterize

directly from the data even the relationship between the ∆twb forcing and ship-observed

SSTs has never been developed. Similarly, for ERI observations, such approaches have
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not been explored in the past, although in this case the forcings are even more poorly

known than for bucket reports, and are expected to be platform-dependent and to vary,

amongst others, with the depth of the water inlet, the size of the ship, and the distance

between the inlet and thermometer (Kent et al., 2017a).

The aim of this chapter is to derive characteristic bias models for each measurement

type, guided by the physically- and platform-based dependencies identified from the

comparison with high quality satellite data, which are available from about 1991. The

method is described in section 5.2: the SST satellite-derived reference field used in

this study is described in section 5.2.1; sections 5.2.2 and 5.2.3 describe the bias

models derived for bucket and ERI reports and sections 5.2.4 and 5.2.5 illustrate the

error model. Estimates of observational biases in SST observations made by ships are

presented in section 5.3 and conclusions are drawn in section 5.4.

5.2 Approach and methodology

5.2.1 Defining a reference or expected SST in the satellite era

The satellite product adopted in this study is the ESA CCI SST Analysis Long Term

Product (Merchant et al., 2014). This analysis provides daily, spatially complete fields of

SST on a 0.05° longitude-latitude grid. The analysis is obtained combining observations

from Advanced Very High Resolution Radiometer (AVHRR) and the series of three

Along-Track Scanning Radiometer (ATSR) - ATSR1, ATSR2 and AATSR - satellites

for the period September 1991 - December 2010.

ATSRs are multi-spectrum infrared sensors. At infrared wavelength the ocean surface

emits radiation almost as a blackbody. However, the presence of an absorbing and

emitting atmosphere requires corrections to account for the infrared radiance attenuated

by the atmosphere. These adjustments are typically computed from differences of

observed radiances from several infrared channels, which are differently sensitive to the

major atmospheric components (McMillin and Crosby , 1984). ATSR sensors measure

reflected and emitted radiation taken at multiple thermal infrared wavelengths and

additional channels in the visible and near-infrared spectrum, which are used for cloud
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clearing and to measure the scattered solar radiation from the Earth’s surface and

atmosphere. A conical scan provides a dual-view of the Earth’s surface (both a nadir

view and a forward view at a satellite-zenith angle of around 55°) and, especially in

difficult atmospheric conditions (e.g. when stratospheric volcanic aerosol is present),

enables a better estimate of the signal degradation caused by atmospheric absorption

and scattering. AVHRRs are single-view infrared sensors with spectral channels in the

infrared wavelength regions and additional channels in the visible and near-infrared

regions, with wider coverage than ATSRs (∼ 2500 km wide strips instead of ∼ 500

km) but less accurate.

Both AVHRRs and ATSRs provide measurements of the top-of-atmosphere brightness

temperature, which is then used to estimate or retrieve the SST. In the ESA CCI

analysis the same retrieval scheme is applied to both AVHRR and ATSR data. The

scheme is based on the reduced-state-vector optimal estimation algorithm developed

in Merchant et al. (2008), which is applied to compare simulated and observed

radiances. Radiative transfer simulations of top-of-atmosphere brightness temperatures

are generated for a representative set of SSTs and atmospheric fields, spectroscopic data

for the relevant atmospheric species and the sensor characteristic spectral response

function. Because this algorithm uses top-of-atmosphere brightness temperatures

simulated using radiative transfer modelling, it is largely independent from the in situ

record.

The primary estimates of infrared radiometers are of SST skin temperature, which is

representative of the radiation emitted by the upper 10 - 20 µm of the sea surface

and is generally ca. 0.2 K colder than ‘bulk’ SST as measured by buoys (Merchant

et al., 2014) because of the evaporative cooling of the skin layer and, during the day,

because of the thermal stratification of the upper ocean due to solar heating. In order

to produce a comparable analysis to in situ products, ESA CCI SSTs are adjusted via

physical models for the skin cooling (Fairall et al., 1996) to 20 cm depth, which is

comparable to drifting buoy measurements, and corrected for diurnal warming (Kantha

and Clayson, 1994). In the final step, using the same thermal stratification model, in

order to homogenize the data from the different sensors, which are characterized by

different Local Equatorial Crossing Time, the data are adjusted to a standardized local

time close to the local daily mean (10:30 and 22:30 h). Finally, because the retrieval



Chapter 5. Modelling of SST observational biases in the satellite era 99

in the infrared spectrum is valid only for clear-sky conditions, a probabilistic Bayesian

cloud screening algorithm (Merchant et al., 2005; Mackie et al., 2010) is used to detect

clouds.
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Figure 5.1: (a): Difference between ATSR Reprocessing for Climate (ARC) and ESA CCI

SSTs binned by longitude-latitude on a 1° longitude by 1° latitude grid and smoothed with

a 5 x 5 moving window, 1997 - 2010 (top); binned by year and month and on a 1° latitude

grid, and smoothed with a 5 x 5 moving window (right); latitude-weighted monthly global

averages (front). (b): as (a) but for the difference between ARC and HadISST.

ESA CCI analysis aims to provide largely independently derived, stable, low-bias SSTs

to a quality suitable for climate research. Figure 5.1a compares the ESA CCI SSTs to a

more accurate and stable satellite SST product, ARC, which is available for the period
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1997 - 2011 and is based only on observations of the series of ATSR. For this comparison

ARC version v1.1 was used (MacCallum et al., 2014), which provides monthly averages

on a 1° longitude by 1° latitude grid. In the tropics, ARC SST averages have been

shown to be regionally accurate to 0.1 K and stable since 1993 to within ±0.05 K per

decade. Similarly to ESA CCI, this analysis is also nearly independent from the in situ

record, but a different retrieval algorithm is used (Embury et al., 2012). ESA CCI SSTs

are on average colder than ARC SSTs by about 0.03 °C (Figure 5.1a). Although further

verification is required, this minor difference might be caused by the gap-filling method

used in the daily ESA CCI long-term analysis adopted here, as a comparison between a

non-interpolated monthly version of the ESA CCI analysis and the ARC product showed

no overall offset (Hausfather et al., 2017). These differences also show seasonal and

regional variability, especially in the Northern Hemisphere. Regionally, the highest

differences can be seen in regions of high variability (e.g. in North West Atlantic and

in North West Pacific) and in the areas close to the western coast of Saharan Africa

and in the Arabian Sea, which are both regions characterized by intermittent biases

related to desert dust (Merchant et al., 2014). Despite the differences between the two

satellite analyses, which are based on different datasets of brightness temperature and

use different SST retrieval algorithms, overall potential biases in the ESA CCI analysis

are expected to be much smaller than biases in ship observations (Kent et al., 2017a).

This justifies the use of the ESA CCI product as a close-enough approximation to the

true SST for detecting and modelling ship observational biases in the 20-years period

1991 - 2010.

The aim of this chapter is to derive from the comparison with a reference SST the

structure of SST biases for bucket and ERI reports. In order to test the robustness

of the results derived using the ESA CCI analysis as reference, I will also compare the

ship reports to HadISST (Rayner et al., 2003), a statistical reconstruction of the SST

field available from 1870. HadISST is a monthly globally-complete SST analysis on 1°

longitude-latitude grid constructed using observations from ships, moored and drifting

buoys and, from 1982 onwards, night-time AVHRR data. HadISST temperatures are

reconstructed using a two stage reduced-space optimal interpolation method (Kaplan

et al., 1997) and are then blended with quality-improved gridded observations to restore

local variance. The SST satellite data are tuned by fitting the observed brightness
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temperatures onto a set of drifting buoy data and are bias adjusted for the presence of

clouds or aerosols and satellite calibration errors. Observations from ships are not bias

adjusted after 1941 (Rayner et al., 2003). Differences between ARC and HadISST are

shown in Figure 5.1b: compared to Figure 5.1a regional and seasonal differences are

larger, and the global mean differences varies over time. The origin of these differences

might be related to biases in the in situ data from buoys and ships, residual biases

in the AVHRR data or biases caused by the pattern-filling method used to construct

the globally-complete fields. Differences between ARC and HadISST are largest in the

Southern Ocean and in the Arctic, areas characterized by a poor coverage of in situ

data and large biases due to pervasive undetected cloud cover in the satellite record

(Embury et al., 2012). Another region of concern is represented by the Gulf Stream,

where ARC SSTs are on average warmer by almost 0.5 °C than HadISST. Although

bias signals for individual observing ships or group of ships are expected to be larger

than potential biases in HadISST (at least in the period 1991 - 2010), when adopting

HadISST as reference it will be necessary to account for these unknown spatially and

temporally varying patterns, which might not be related to ship-by-ship observational

biases (see section 5.2.4).
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Figure 5.2: (a): December 1999 - November 2001 HadISST monthly mean SSTs [°C ] (red

stars) for the 1° latitude by 1° longitude grid cell centred in -17.5°W, 52.5°N. In HadISST the

monthly mean is given at the mid-point of each month. Also shown is the daily interpolated

values (grey dots) computed adding the smoothing correction factors to the monthly linear

interpolation (solid red line). (b): smoothing correction factors [°C ] computed for the same

grid cell as in (a).
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Because HadISST is only available at a monthly resolution, the monthly mean SSTs

were interpolated to create daily gridded fields. The temporal downscaling of HadISST

was derived for each grid box by linearly interpolating the monthly mid-point mean

SSTs, which were then smoothed by adding a daily correction factor computed from

daily ARC data (available from http://browse.ceda.ac.uk/browse/neodc/arc)

provided by David I. Berry (National Oceanography Centre, Southampton UK). The

ARC data used for the computation of the smoothing correction factor to the

linear approximation have a daily temporal resolution and are available on a 0.1°

longitude-latitude grid for the period Aug. 1991 - 2009. Compared to the monthly 1°

average, this dataset is characterized by larger areas with missing observations caused

by satellite swath limitations and exclusion of cloudy areas. The daily ARC SSTs were

parametrized with a polynomial function of the day of the year

SST =α0 + α1 t + α2 t2 + α3 t3

+ α4 cos (ω t) + α5 cos (2ω t) + α6 cos (3ω t)

+ α7 sin (ω t) + α8 sin (2ω t) + α9 sin (3ω t)

(5.1)

where α0 ...α9 are the fitting coefficients, t is the day of the year and ω =

2π/365.25 h−1. For each grid box and day, the smoothing correction was computed as

the difference between the daily SST and the linearly interpolated monthly mid-point

SST estimated from the annual component of Equation 5.1 (i.e. without the terms

capturing the trend component, α1 ...α3). Figure 5.2a shows an example of the

daily linearly interpolated HadISST and the results obtained adding the smoothing

correction factors: as expected, for the chosen grid box, which is located in the Northern

Hemisphere, these are the largest in late summer, when the SST annual cycle peaks.

In order to restore diurnal variations for the ESA CCI and the daily-downscaled

HadISST analyses, the expected diurnal SST anomaly estimated from drifting buoys in

Morak-Bozzo et al. (2016) was added to the daily fields. ESA CCI (HadISST) gridded

daily estimates were co-located to observations from ships and the hourly anomalies

estimated as the fit to the diurnal anomalies of the climatological average derived

from drifting buoys in Morak-Bozzo et al. (2016) corresponding to the time of day,

10-degree latitude band, season, wind speed and cloud cover associated with each ship

http://browse.ceda.ac.uk/browse/neodc/arc
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observation as reported in ICOADS. Figure 5.3 shows the differences between SST

observations made with buckets (ERIs) and co-located ESA CCI SSTs. Bucket (ERI)

observations were identified from the classification presented in chapter 3, selecting

only ship-IDs for which all the observations were characterized by a unique flag (bucket

or ERI) for each member of the ensemble derived from different starting years.
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Figure 5.3: Night-time bucket SST differences from co-located ESA CCI SSTs [°C ], Sep.

1991 - 2010] (a): binned by longitude-latitude on a 1° longitude by 1° latitude grid and

smoothed with a 5 x 5 moving window. (b): as (a) but for ERI SSTs. Bucket and ERI

observations were identified from the classification presented in chapter 3, selecting only

ship-IDs for which all the observations were characterized by a unique flag (bucket or ERI)

over the ensemble derived from different starting years.

Moreover, in order to avoid potential biases in bucket observations due to solar warming,

only night-time observations (i.e. taken between an hour after local time of sunset and

an hour before local time of sunrise) were used. As expected, SST observations made

with buckets are on average colder than co-located ESA CCI SSTs. Seasonal differences

(Figure 5.4a) indicate, as expected (c.f. chapter 3), that bucket measurements are

relatively colder in winter than in summer, because of a larger heat loss. On the other

hand, although larger negative biases are expected over the tropics, SST measurements
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made with buckets are not expected to be characterized by warm biases, as instead is

observed at high latitudes: for typical environmental conditions over the ocean, water

samples collected in buckets will lose heat, especially at night time when the heating

of the solar radiation does not affect the measurement (Folland and Parker , 1995).

As reported in Merchant et al. (2014), a comparison of the ESA CCI analysis and

matched drifting buoy observations, shows that ESA CCI SSTs are generally colder

than drifting buoys SSTs at high latitudes and warmer at low latitudes, which suggests

that these latitude-dependent biases in the ESA CCI analysis might be the reason for

the unexpected positive differences observed at high latitudes in Figure 5.3a. This

conclusion is also supported by the evidence that for bucket-HadISST differences other

regions are characterized by positive values (not shown): bucket-HadISST differences

are typically about zero at high latitudes in the North Pacific and in the Southern

Hemisphere, while take positive values in the Western North Atlantic and over the Gulf

Stream region, both areas where the bucket-ESA CCI differences are about zero or

negative.
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Figure 5.4: (a): Night-time SST annual cycle differences from co-located ESA CCI SSTs for

bucket observations, Northern Hemisphere Sep. 1991 - 2010. (b): as (a) but for observations

made with ERIs. Bucket and ERI observations were identified from the classification presented

in chapter 3, selecting only ship-IDs for which all the observations were characterized by a

unique flag (bucket or ERI) over the ensemble derived from different starting years.

As expected, SST observations made with ERIs are typically warmer than the ESA

CCI analysis. However, there are significant variations in the latitudinal structure of

ERI-ESA CCI differences (as well as of ERI-HadISST differences, not shown), with

ERI SSTs being typically warmer at high latitudes. These variations, which cannot be

explained by fixed platform-dependent biases, were found to be, for particular ships,
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much larger than any known bias in the ESA CCI product, as I will discuss in more in

detail in section 5.2.3. Moreover, these latitude-dependent patterns are only observed

in a subset of ships, vary from ship to ship, and do not depend on the ship route or the

time of the year, suggesting that these variations might be related to biases depending

on the specific setup on individual ships. Similarly, the annual cycle of ERI-ESA CCI

SST differences is not a constant offset, which would be expected for fixed ERI biases,

but varies, peaking in late winter (Figure 5.4b).

5.2.2 Modelling observational biases in SST observations made

with buckets

In chapter 4 and following Folland and Parker (1995), the difference between the SST

itself and the wet-bulb temperature (∆twb) was identified as a good predictor for biases

in bucket observations, with the heat loss (gain) in seawater samples collected with

buckets being anti-correlated with ∆twb. At night-time, ∆twb will vary mainly with the

external wind forcing (speed and direction). Ideally, ∆twb would be computed from the

true SST and wet-bulb temperature associated with each observation.

Wind speed 
(Beaufort force)Categories

1

2

3

4

1
2
3
4
5
6
7
8

Wind direction
(degrees)

0 -1

1 - 3 

4 - 5

> 5

N  (< 22.5  or  > 337.5)
NE  (22.5  -  67.5)
E  (67.5  -  112.5)

SE  (112.5  -  57.5)
S  (157.5  -  202.5)

SW  (202.5  -  247.5)
W  (247.5  -  292.5)

NW  (292.5   -  337.5)

Categories

(a) (b)

Table 5.1: (a): wind speed categories. (b): wind direction categories. The wind direction

is indicated as the direction the wind is blowing from.

In practice, the true values are unknown and both the SST and the wet-bulb temperature

need to be estimated from a reference field, which introduces correlation between

the errors in the predictor (∆twb) and the predictand (the differences between the

observed SSTs and the reference or expected SST field): this correlation is inherent

because the (observed) values of both the independent and the dependent variable

contain the reference SST and its associated error. In order to simplify the estimation
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problem and to avoid modelling explicitly this correlation, a climatological average

of the difference between the SST and the wet-bulb temperature derived from

30-years (1985 - 2015) of European Centre for Medium-Range Weather Forecasts

(ECMWF) Re-Analysis Interim (ERA-Interim) instantaneous analysis data (Dee et al.,

2011) was used instead. ERA-Interim is a global atmospheric reanalysis available

from 1979 on a 0.75° longitude by 0.75° latitude grid and as four values per

day (at 00:00, 06:00, 12:00 and 18:00, http://apps.ecmwf.int/datasets/data/

interim-full-daily/levtype=sfc/).

Figure 5.5: (a): ∆twb ‘raw’ January data binned by longitude-latitude for calm or light

wind conditions (Beaufort force = 0 - 1) and wind blowing from the South. Grey areas

represent missing values. (b): as (a) but with gaps replaced with space-time averages of

the neighbouring grid cells. The spatial average is obtained computing the median of the

neighbouring 3 x 3 grid cells around the missing grid cell in the longitudinal direction and

then, if the gap was still not filled, as the median of the neighbouring 3 x 3 grid cells around

the missing grid cell in the latitudinal direction. If, after the spatial averaging, the value of

a grid cell was still missing, the mean over the previous and following months of that grid

cell was used to fill the gap. (c): as (b) but smoothed with a longitudinal-latitudinal 3 x 3

median filter followed by a 3-month median filter.

Different SST gridded products, derived from both satellite and in situ observations are

used for different time periods to prescribe the boundary conditions for the atmospheric

forecast model (Dee et al., 2011). Following the approach of Stull (2011), the wet-bulb

temperature is computed from the instantaneous air temperature and relative humidity

(derived following Lawrence (2005) from the air temperature and the dew-point

http://apps.ecmwf.int/datasets/data/interim-full-daily/levtype=sfc/
http://apps.ecmwf.int/datasets/data/interim-full-daily/levtype=sfc/
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temperature).

Figure 5.6: Climatological smoothed and gap-filled ∆twb conditional on wind direction in

January for moderate wind forcing (Beaufort force = 4 - 5). The direction of the wedges

above each panel indicates the direction the wind is blowing from. Grey areas represent

missing values.
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In order to capture the variability of the predictor ∆twb associated with the wind forcing,

a climatology constrained on the wind speed and direction was created. The resulting

wind vector was derived from the ERA-Interim instantaneous 10-meter component of

the horizontal wind towards east and towards north and was classified according to four

wind speed categories and eight wind directions (see Table 5.1). The climatological

field derived for each combined wind speed-direction category was then gap-filled and

smoothed (Figure 5.5). For example, Figure 5.6 shows the climatological SST minus

wet-bulb temperature conditional on wind direction in January for moderate wind

forcing (Beaufort force = 4 - 5). As expected (Folland and Parker , 1995), ∆twb is

typically positive and is larger in the tropics, because of evaporation, and in the Northern

Hemisphere, because of winter large heat fluxes, especially in regions with the largest

air-sea temperature differences (e.g. Gulf Stream and Kuroshio). However, depending

on the wind direction, different patterns characterize the resulting climatological ∆twb

field, especially in the Northern Hemisphere. When the wind is blowing from the

North, in the Northern Hemisphere cold and dry air masses are moved southwards and

∆twb becomes more positive; in the Southern Hemisphere on the other hand, warm

air masses from the tropics are moved southwards and ∆twb decreases. The opposite

situation occurs when the wind is blowing from the South. Similarly, in the Northern

Hemisphere, where winter-time air temperatures over water tend to be warmer than

over land, ∆twb increases when the wind is blowing from the land (e.g. compare the

North Atlantic with west and east winds). These climatological wind-conditional ∆twb

fields were paired to each bucket observation by space (on a 0.75° longitude by 0.75°

latitude grid), time (month) and wind categories (speed and direction). On a secondary

level, as discussed extensively in chapter 4, biases in bucket reports will also increase

with the intensity of the airflow around the bucket (Roll , 1951; Farmer et al., 1989;

Folland and Parker , 1995). However including this dependence in the regression model

is not straightforward for several reasons. First of all, because the total airflow around

the bucket is a function not only of the wind speed but also of the ship speed, which

can only be estimated approximately from ‘ship tracking’ (see chapter 2). Secondly,

the functional dependence characterizing the variation of the bias with the airflow is

also uncertain and might depend on the intensity of the turbulence in the incident

flow (chapter 4). Finally, the degree of sheltering of the bucket during measurement is

always unknown.
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The difference between the observed SSTs in bucket observations for individual ships (or

group of ships) and the reference field will therefore be modelled as a function of ∆twb

only. Additionally, a ‘fixed effect’ common to all the ships sampling a limited region and

period of time (see section 5.2.5) will be also considered. The addition of a fixed effect

to the regression model should account for any offset between the observed bucket

SSTs and the reference field (e.g. the ESA CCI analysis gives estimate of the SST at

20 cm depth, i.e. likely shallower than the typical depth for bucket measurements),

along with summing up the dependence on other measurement conditions (both known,

such as wind or the details of the measuring practice, and unknown factors) affecting,

although on a secondary level, the observation of the SST with buckets.

5.2.3 Modelling observational biases in SST observations made

with ERIs

As discussed in the introduction of this thesis (chapter 1), physical models for biases

in ERI have not been developed because they would require the information of the

individual installations (Matthews and Matthews, 2013), which is rarely available. The

current estimates of biases in ERI measurements are derived assuming that the observed

SSTs are biased by a constant offset compared to the true SST. In COBE-SST2 the

mean bias in ERI observations is computed comparing co-located ERI and drifting

buoys observations and is estimated to be +0.13 °C . Based instead on evidence found

in the literature, HadSST3 estimates for ERI biases vary within a range derived from

multiple realizations of an AR(1) time series with lag correlation of 0.99, mean of

+0.2 °C and range chosen from a uniform distribution in the range 0.0 - 0.2 °C . This

approach was used to generate ERI estimates in all periods and grid boxes except in

the North Atlantic between 1970 and 1994, where the estimates of Kent and Kaplan

(2006) were used instead. However, as noted in Hirahara et al. (2014), biases in

ERI appear to vary regionally and seasonally but, apart from few notable exceptions

(James and Fox , 1972), these variations have not been consistently associated with

physically-based mechanisms that could affect the measurement of the SST in ships

taking ERI observations. A preliminary analysis by individual platforms, showed that,

for some ships, the difference between the observed and the reference SST (both for

the ESA CCI analysis and HadISST) varied with latitude. Examining more closely these
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latitude-dependent biases observed for some ships, revealed a strong correlation with

the SST itself, explaining the variations seen with latitude.
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Figure 5.7: Difference between the observed SSTs and the ESA CCI analysis as a function

the climatological SST for a selection of ship IDs identified as taking ERI measurements. The

co-located monthly SST climatology was derived from the ESA CCI analysis. The shaded

areas in the left plots represent for each year the fit within 1 standard deviation, computed

following the method presented in section 5.2.5.
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This effect could be related to the specific setup of some platforms: when the SST

is colder, the water sample as it passes through pipes and reaches the engine room

would be warmed up more by the heating of the engines or the ship environment

than when the SST is (relatively) warmer. However, not all the ships exhibit this

temperature dependent bias and this effect can be observed independently from the

route and the year, as Figure 5.7 shows. Moreover, for all the examples presented in

Figure 5.7, the observations are fairly equally spread throughout the months, ruling out

also the possibility of a seasonal bias in the reference field. On the other hand, a mean

structure that is well approximated by a constant bias, might sum up different effects,

which separately might work in opposite directions (e.g. a cold bias due to the greater

depth from which the water sample is drawn and a warm bias due to the heating of the

engines). In contrast, no significant correlation was observed with ship speed, although

ERI biases might depend on the ship speed due to the engines getting warmer as the

ship accelerates.

For the above reasons, in the following, ERI biases for individual ships will be modelled

either as a constant term or as a constant term plus a term depending on a monthly

climatological SST derived from the ESA CCI analysis. The use of a climatology in the

SST-dependent predictor, implies, similarly to the case made for bucket measurements,

that, to a great extent, the correlation between the errors in the independent and the

dependent variable can be ignored.

5.2.4 Modelling spatial dependence

In the following sections, I will describe the error model used in this study to analyse the

differences between the observed SSTs for bucket and ERI reports and the reference or

expected SST field as a function of the characteristic forcings driving the observational

biases for each measurement method, as described in sections 5.2.2 and 5.2.3.

Both SST observations from ships and the background SST reference contain

information about the SST itself as well as its spatial location (s). Conveniently, the

vector of the differences (y) can be regarded as being a noisy realization of a spatial

stochastic process (Cressie, 2015)
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y(si ) ∼ N
(
µ(si ), τ 2 + w(si )

)
(5.2)

where the mean (µ) represents a set of covariates for the bias term associated with each

location si . τ 2 (called the nugget) represents the variance of the uncorrelated error,

which might occur as a result of random measurement errors or microscale variability

associated with stochastic processes characterized by a spatial correlation smaller than

the smallest inter-location distance in the data. On the other hand, w(s) captures

the residual spatial association, i.e. the residual variability that is not explained by the

mean structure, and can be modelled as a zero mean stationary Gaussian process

w |κ2,φ ∼ N
(

0,κ2 H (φ)
)

. (5.3)

H (φ) represents the covariance matrix - e.g. H (φ)ij = exp−‖si−sj‖2/φ2 for a Gaussian

covariance matrix where the spatial correlations are assumed to be isotropic (i.e only a

function of the distance between the two locations si and sj ). κ2 (called the partial-sill)

and φ (called the correlation range) specify the scale and the range of the spatial

dependence respectively. Modelling spatial dependence is advantageous not only when

the data and the model predictors are spatially correlated, but also when we need

to adjust for an unknown spatially varying mean structure. For example, accounting

for missing spatially covariate information, acts as a form of protection if the reference

field is characterized by unrealistic patterns of (spatial) variability. Figure 5.8 shows the

example of a ship track identified as taking ERI observations characterized, compared

to other regions, by larger differences between the observed SSTs and the ESA CCI

analysis in the area close to the south west coast of Saharan Africa and in the Gulf of

Guinea. Warmer SSTs in this region cannot be explained by the mean effect described

in section 5.2.3; on the other hand, this is a region where potential biases in the ESA

CCI product may exist (see Figure 5.1a). Accounting for biases in the reference is

crucial because they might affect the bias estimate of multiple individual ships and

might be especially large when comparing the observed SSTs to HadISST or any other

statistical reconstruction of the SST field: for example, as observed in Figure 5.1b,

HadISST is characterized by a warm bias along the Gulf Stream, which is persistent

over the years and should be filtered out in the bias estimate of individual ships.



Chapter 5. Modelling of SST observational biases in the satellite era 113

DJF SON

−5.0−2.50.02.55.0
[˚C]

ID
 F

ZO
P 

(1
99

9 
- 2

00
0)

Figure 5.8: Example of a ship track identified as taking ERI observations characterized by

larger observed-ESA CCI SST differences, compared to other regions, in the area close to the

south west coast of Saharan Africa and in the Gulf of Guinea, a region where biases in the

ESA CCI analysis are expected, as shown in Figure 5.1a.

5.2.5 Bayesian inference framework

Within a Bayesian framework both the observed data and any unknowns are modelled

as random variables, allowing for realistic parameter uncertainty in the estimation, as

for example detailed in Banerjee et al. (2015). In addition to specifying the likelihood

model for the data (y), the model parameters (θ) are also viewed as random quantities

sampled from the a priori distribution π(θ|λ), where λ is a vector of hyperparameters.

These models, because of their multi-level structure, are called hierarchical models.

The posterior distribution of the (unknown) parameters given the data is derived by

Bayes’ Theorem combining prior and likelihood information

p(θ|y) ∝ L (θ|y) · π(θ|λ) . (5.4)

L (θ|y) ≡ p(y|θ) is called the likelihood function and for the model in Equation 5.2 is

given by

L (θ|y) ∝
exp

{
− 1

2

(
y − µ(β)

)T (
τ 21+ κ2 H (φ)

)−1 (
y − µ(β)

)}
∣∣∣τ 21+ κ2 H (φ)

∣∣∣ (5.5)
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where θ ≡ {β, τ 2,κ2,φ}, with β representing the model parameters defining the mean

structure µ, and 1 is the identity matrix. Similarly to the approach taken in chapter

3, the data for each measurement category were partitioned into subsets expected to

be characterized by the same bias characteristics (i.e., by the same β). On the other

hand, the spatial parameters are shared between all subsets because, as discussed in

section 5.2.4, the spatial component in the residuals must primarily account for missing

spatially covariate information resulting from unrealistic patterns of (spatial) variability

in the reference field. In this way, the information about the spatial correlation in the

residuals is ‘shared’ between the different subsets. Because different regions in the

ocean are expected to be characterized by different errors in the reference SST field, in

the following, the spatial parameters will be estimated separately for each ocean basin

in each Hemisphere (Figure 5.9). Other choices of regional categories are also possible

and could be investigated in future work.
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Figure 5.9: Partition of the global ocean by ocean basin and Hemisphere.

For bucket observations, the data in each ocean basin were partitioned into subsets

binned by year and recruiting country or deck source (C1M was used when C1 was

not available; when C1M was not available, the recruiting country associated to group

of decks, as described in Table 3.1, or individual decks were used), or by year only.

The classification by year accounts for biases changing in time. The recruiting country

(deck source) was preferred to the ship ID because in the period when the ESA CCI

analysis is available the number of bucket observations is limited (from about 1997 the

proportion of bucket measurements falls to less than 15% of the total number of reports,

see chapter 3). Moreover, although individual ships taking SST observations with the

same bucket type might be characterized by different bias structures (i.e. by biases
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that are more or less ∆twb-dependent), the largest differences are expected between

groups of observations taken with buckets of different designs (see chapter 4) and ships

recruited by different countries are typically instructed to use different bucket types (see

Figure 1.4). Because of the differences in the national shipping routes, similarities in

the bias characteristics in SST reports from the same recruiting country might also be

expected, and, although to a lesser extent, in observations belonging to the same deck

source and in the same ocean basin. For ERI observations instead, the subsets were

obtained binning the data in each ocean basin by year and ship ID (c.f. chapter 2).

The mean bias structure for bucket SST observations, grouped by recruiting country or

deck source (model: m B|Country) or by ocean basin (model: m B|Basin) and modelled as a

function of the climatological wind-conditional ∆twb, and for ERI reports, grouped by

ship ID and modelled either as a constant offset only (model: m E |Off) or as a constant

offset and a function of the climatological SST (model: m E |Clim), can therefore be

represented by

µ(β) =



β1(b, y , j) ∆twb + β0(b, y) or m B|Country

β1(b, y) ∆twb + β0(b, y) or m B|Basin

β0(b, y , j) or m E |Off

β1(b, y , j) tclim + β0(b, y , j) or m E |Clim

(5.6)

where the indexes b, y and j stand respectively for the ocean basin, the year and either

the recruiting country (deck source) in m B|Country or the ship ID in m E |Clim and m E |Off.

The fixed effect in the regression model for bucket observations accounts for any offset

between the observed SSTs and the reference field (see section 5.2.2) and, although

it can vary regionally (with b) and in time (from year to year), does not depend on

the recruiting country (deck source). In practice, the differences between the observed

SSTs and the reference field for model m B|Country will be first bias adjusted for the bias

component dependent on the ∆twb forcing, which is allowed to vary with the recruiting

country (deck source), and only after, the fixed effect by ocean basin and year given

by β0(b, y) will be estimated. For all regression models, while the offset β0 can either

be positive or negative, only non-positive values for β1 are realistic: as discussed in

section 5.2.3, biases in bucket observations increase (in magnitude) with decreasing
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∆twb; similarly, if a correlation exists, ERI reports and tclim are anti-correlated (section

5.2.4).

From a Bayesian perspective, all the model parameters, including those defining the

spatial component in the residuals, are considered unknown and are treated as random

variables. However, in the general situation where both the mean and the random and

spatial terms in the residuals are unknown, the posterior for the correlation parameter,

independently from the prior chosen, does not define a standard probability distribution

(Tanner , 1996) and must be inferred by simulation, for example using Markov Chain

Monte Carlo (MCMC) methods (Banerjee et al., 2015). Monte Carlo techniques work

by evaluating the expectation value of a random variable extracting from its probability

distribution random and independent samples. In practice this is almost never possible

but the Central Limit Theorem guarantees that this approximation works also for a

succession of samples characterized by correlations rapidly going to zero along the

sequence. This condition is satisfied by stochastic processes with the property that any

subsequent state depends only on the state preceding it (called Markov Chains). MCMC

methods therefore produce ‘slightly’ correlated samples of the posterior distribution

as iterative draws from a Markov Chain with the same stationary distribution of the

posterior. Although the convergence of the Markov chain can be guaranteed for a

broad class of posteriors, it can be slow and can produce poor estimates (Banerjee

et al., 2015). Because the data in each ocean basin are assumed to share the same

spatial structure in the residuals, for a total of J subsets used to partition the ship

record, Equation 5.4 would be characterized by 2J + 3 unknown parameters for models

m B|Country and m E |Clim, and by J +3 unknown parameters for model m E |Off, which would

increase significantly the computation time. For this reason, in the following, I will adopt

a ‘mixed’ approach: while the model parameters describing the bias mean structure are

treated as random variables, the range and the nugget to partial-sill ratio are fixed and

are computed from empirical variogram outputs. Within this framework, for appropriate

choices of prior distributions, direct sampling from the posterior is possible (Banerjee

et al., 2015), reducing the computational burden and avoiding the need of MCMC

simulations.

A variogram analysis works by fitting to a theoretical variogram model the squared

differences between pairs of data as a function of binned intervals of the separation



Chapter 5. Modelling of SST observational biases in the satellite era 117

distance. The differences due to spatial variability will increase with separation (giving

information on the correlation range and the partial-sill, and at zero separation, of the

nugget). An estimate of the correlation range and of the partial-sill to nugget ratio was

therefore obtained by fitting a Gaussian variogram model to the residuals in Equation

5.2 for the different mean structures specified in Equation 5.6. A variogram Gaussian

model was chosen because typically was found to best approximate the variance as a

function of the separation distance. Figure 5.10 shows the results of the variogram

fitting in the North Atlantic in the period Sep. 1991 - 2010 for the residuals of the

regression of the differences between the ship-observed SSTs and the ESA CCI analysis.

Measurement errors, computed as the square-root of the nugget values, are typically

larger for ERI observations than for bucket reports, as shown in Table 5.2.
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Figure 5.10: (a): Empirical variogram for the residuals of the regression of the differences

between ship-observed SSTs and the ESA CCI analysis onto the mean structure given by

models mB|Country (solid red line and points) and mB|Basin (solid purple line and circles) for

biases in bucket observations in the North Atlantic in the period Sep. 1991 - 2010. Also

shown are the estimates for the nugget, partial-sill and correlation range (dashed coloured

lines). (b): as (a) but for ERI observations and for models mE |Off (solid blue line and points)

and mE |Clim (solid cyan line and circles). Note change to y-axis scales.

This result supports the findings in Kent and Challenor (2006) where, by analysing

the differences between individual space-time co-located reports from different ships

using the same measurement method, SST data taken with ERIs were found to have

larger random errors than observations made with buckets, with similar results as

those derived in this study (Table 5.2). These results are also comparable with the
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estimates in Kennedy et al. (2012), where the authors, by analysing the variance of

ship-AATSR observation pairs as a function of separation, found that ship observations

from 2002 to 2007 exhibit random errors of about 1.04 °C . The (small) discrepancies

between the results in the different studies might depend on differences in the method

and the quality control applied. For the results in this study the data were not

quality-controlled; moreover, the error estimates will also include the measurement

error component in the reference field, which from the analysis error provided for the

gap-filled ESA CCI long-term product used here was estimated to be of the order of 0.3

- 0.4 °C . On the other hand, both the correlation scale (κ2) and the range (φ) are not

statistically different (at the 5% level) for bucket and ERI observations, although, for

each measurement method, some differences can be observed between different ocean

basins: this result gives confidence that the method correctly identifies spatially varying

covariate information associated with spurious patterns in the reference field and not

dependent on the observational biases specific to observations made with buckets and

ERI.

τ
 Kent and Challenor (2006) [˚C]

1.1 ± 0.3

1.3 ± 0.4

Buckets

ERI

Measurement 
type

τ
 ESACCI [˚C]

1.1 ± 0.1

1.6 ± 0.4

τ
 HadISST [˚C]

1.8 ± 0.5

2.5 ± 0.6

Table 5.2: The Table reports the measurement errors τ [°C ] computed from the variogram

analysis for bucket and ERI observations in the period Sep. 1991 - 2010, and for both reference

fields (ESA CCI or HadISST). The values represent the global mean of the results for each

basin, weighted by the number of observations per basin, and averaged over the results for

models mB|Country and mB|Basin for bucket reports and models mE |Clim and mE |Off for ERIs.

Uncertainty in the global mean values is given at 1 standard deviation and is estimated from

the results of the variogram analysis for each ocean basin and model. Also shown are the

global mean estimates averaged over the period 1970 - 97 computed in Kent and Challenor

(2006), given at 1 standard deviation.

As expected, estimates of the measurement errors for both bucket and ERI reports

derived from the variogram analysis of the differences from HadISST, which combines

observations from ships, buoys and AVHRR satellite data, are typically larger than

for the results derived with the ESA CCI satellite-only SSTs as reference (Table 5.2).

On average, larger values are also found for the correlation length and the partial-sill

(e.g. in the North Atlantic: φ ∼ 130 km and κ2 ∼ 1 °C for both bucket and ERI

reports, c.f. Figure 5.10 with ESA CCI SSTs as reference). With the estimates for the
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correlation range and the partial-sill to nugget ratio derived in the period Sep. 1991 -

2010 from the empirical variograms for each measurement type, ocean basin, regression

model and reference field (ESA CCI or HadISST), the posterior distribution for the bias

parameters was inferred assuming a zero mean, non-informative (i. e. with infinite

variance) normal prior on the regression coefficients (β) and an inverse gamma prior on

κ2. With this choice of priors the posterior distribution for the βs is also normal and their

mean and variance can be estimated by direct sampling. The inference was performed

with the bayesGeostatExact function in the R (R Development Core Team, 2016)

package spBayes (Finley et al., 2015). For each ocean basin and year, this analysis

was run only for ship IDs characterized by a prevailing measurement method (i.e. IDs

with more than 70% of the observations belonging to one of the two measurement

categories for each member of the ensemble derived from different starting years, see

section 3 in chapter 3.3). For biases in individual ships taking ERI data, because the

regression models m E |Clim and m E |Off are exclusive (either a ship is characterized by a

constant bias or not), the best predictor was chosen by fitting the differences between

the observed SSTs and the reference for both models and then selecting the model with

the smallest value of the Deviance Information Criterion (Spiegelhalter et al., 2002), a

generalization for hierarchical models of the Bayesian Information Criterion (Schwarz ,

1978). An estimate of the SST bias and its associated uncertainty was then derived

for each regression model and choice of subsets, combining the mean and the variance

of the posterior distribution for each parameter with the characteristic bias-forcing for

each measurement type (i.e. ∆twb for bucket observations and tclim for ERIs).

5.3 Results

Panel (a) in Figure 5.11 shows for night-time only SST observations made with buckets,

the average bias estimated in the period 1992 - 2007 with model m B|Country and with

the ESA CCI analysis as reference. In order to reduce the noise in the estimate,

only subsets characterized by a minimum of 80 night-time observations per ocean

basin and year were analysed. As expected, SST observations made with buckets are

on average characterized by a cold bias, with an uncertainty in the estimate that is

typically lower than 0.05 °C (Figure 5.11c). However, as panel (e) in Figure 5.11

shows, regional and seasonal variations are present, with the estimated bias being
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typically larger (i.e. colder) at low latitudes and in the Northern (Southern) Hemisphere

winter (summer). On average, biases in SST observations made with buckets are

becoming larger over time, and this is reflected at all latitudes; however, the number

of ship IDs taking SST measurements with buckets is also progressively decreasing

(see chapter 3), and the increase in magnitude in the mean bias might be linked to

the change in the mix of bucket types in use. Amongst the analysed subsets (which

represent ∼ 80% of all night-time observations made by platforms identified as using

‘predominantly’ buckets), the differences between the observed SSTs and the ESA CCI

analysis were found to be anti-correlated with the wind-conditional ∆twb climatology for

more than 90% of the subsets, with a global mean estimate for β1 of -0.106, although

the estimates for different subsets vary over a wide range (with a 95% confidence

interval of -0.174 to -0.015). On the other hand, if model m B|Country is applied on ERI

data over all ship IDs with the same requirement of minimum number of observations

per subset, the global mean estimate for β1 is about zero with a much larger spread

(with a 95% confidence interval of -0.40 to 0.39). This result not only supports the

conclusions drawn in chapter 4, where biases in bucket observations were found to be

strongly dependent on the difference between the SST and the wet-bulb temperature,

but also demonstrates that this relationship is uniquely valid only for biases in bucket

observations and does not apply to ERI measurements, which on average do not respond

to this forcing. Amongst the largest subsets, the smallest (in magnitude) values for

β1 were found for German observations (β1 = −0.067 ± 0.002 compared to β1 =

−0.136 ± 0.003 for Dutch ships and β1 = −0.080 ± 0.001 for UK ships), although

some differences occur over the years and for different ocean basins. These findings

support the idea that, thanks to the integral thermometer (see Figure 1.4), which allows

a prompt reading of the measurement, SST observations made with German buckets

might have a better accuracy, despite the larger heat exchange that would be expected

because of the smaller amount of seawater collected (Ashford , 1948). The global mean

estimate for both β1 and the fixed effect β0 is shown in Figure 5.12b. Estimates for

β1, which scales the ∆twb forcing, are consistent within, or close to, the range of

the combined uncertainty for both choices of models - m B|Country or m B|Basin - and

of reference fields - ESA CCI analysis or HadISST. The global mean estimate for the

offset is found to depend on the choice of the reference (Figure 5.12b). On average, the

offset from HadISST is closer to zero, most likely because HadISST also incorporates
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bucket observations. In contrast, a warmer offset characterizes the results derived from

the ESA CCI analysis as reference. A better agreement (Figure 5.12a) is observed

after about 1999, when the global mean estimates for biases in SST observations made

with buckets derived from the two references lie within or close to the range of their

combined uncertainty. These results represent an important step forward towards a

better understanding of SST biases and their uncertainty in historical SST observations

made with buckets.
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Figure 5.11: (a): Estimated mean bias for SST observations (night-time only) made with

buckets [°C ], in the period 1992 - 2007 binned on a 1° longitude by 1° latitude grid and

smoothed with a 5 x 5 moving window. (b): as (a) but for the uncertainty at 1 standard

deviation in the estimated bias [°C ]. (c) and (d): as (a) and (b) but for ERI observations in

the period 1992 - 2007. (e) and (f): as (a) and (b) but binned by year, month and on a 1°
latitude grid, and smoothed with a 5 x 5 moving window , in the period 1992 - 2007. The

panel on the right shows the zonal mean.

First of all, the approach followed here was proven to be skilful in describing

how systematic errors in bucket measurements depend on evaporative and

direct heat-exchange, summarized as wind-conditional ∆twb climatological averages.
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Secondly, groups of ships belonging to the same recruiting country, which might

be expected to be characterized by similar errors in the measurements, could be

clearly associated to distinct bias structures: this result highlights the importance of

characterizing SST observational biases not only at a global mean level but also at

regional scales where, besides the inherent regional structure given by the dependence

on ∆twb, differences in the national shipping routes can also play a role.

Similarly to biases in bucket observations, ERI biases were analysed only for subsets

(IDs) associated with more than 80 night-time SST observations per ocean basin

and year, which gives about half of the night-time observations made by platforms

identified as using ‘predominantly’ ERIs. Although there is no specific reason for

assuming that biases characterizing SST measurements associated with shorter ship

tracks would be different on average from those for the measurements included in the

analysis, estimating the mean bias only over a subset of the data might be problematic,

especially if the excluded observations have different bias characteristics. However,

as Figure 5.12c shows, global mean differences between the observed SSTs for all

night-time observations made by platforms identified as using ‘predominantly’ ERIs and

the reference (both for the ESA CCI analysis and HadISST) fall within the range of the

uncertainty and close to the global mean bias estimated from models m E |Clim or m E |Off

for the selected platforms only. Future work will be necessary to further investigate

this aspect, for example varying the minimum required number of observations per

analysed ship ID. Observations made with ERIs are typically biased warm (Figure 5.11b),

although large differences were found amongst the estimates for different platforms (e.g.

compare the examples presented in Figure 5.7 as well as the ship-track like patterns

visible in the 1992 - 2007 average in Figure 5.11b). Uncertainties in bias estimates for

ERI data are typically larger than those for biases in observations made with buckets

(Figure 5.11d), which might be related to a larger noise to signal ratio due to typically

larger measurement errors (see section 5.2.3) and, on average, smaller subsets (IDs

vs. country of recruitment or deck source). Nearly 45% of the analysed observations

belong to subsets for which the bias model with the climatological SST included as a

predictor (m E |Clim) was preferred to a simpler offset model (m E |Off). This percentage is

significant over all ocean basins (varying in the range 35 - 50%) and, especially for well

sampled regions, like the North Atlantic and the North Pacific, is of similar magnitude
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for the results derived with HadISST as reference.
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Figure 5.12: (a): Global mean bias [°C ] for SST (night-time only) observations made

with buckets in the period 1992 - 2009. The bias was estimated with models mB|Country and

mB|Basin, and with the ESA CCI analysis (solid cyan and solid blue lines) and HadISST (solid

red and solid magenta lines) as reference. The global mean time series was filtered with a

12-month running mean. Also shown is the uncertainty at 1 standard deviation in the monthly

estimates (shaded areas). (b): as (a) but for the bias parameters β1 (solid coloured lines)

and β0 [°C ] (dashed coloured lines). Also shown is the uncertainty at 1 standard deviation

(shaded areas). The solid grey line represents the global mean climatological wind-conditional

∆twb at the observation locations. (c): as (a) but for the estimated bias in ERI observations

with models mE |Clim or mE |Off, depending on the ship ID, and with the ESA CCI analysis

(solid blue line) and HadISST (solid red lines) as reference. Also shown are the global mean

differences from each reference (dashed blue and red lines). (d): as (c) but for the bias

parameter β1 estimated from ESA CCI and HadISST as reference (solid blue and red lines).

The solid grey line represents the global mean climatological SST at the observation locations

(tclim). Note change to y-axis scales.
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Figure 5.13: (a): Global mean bias [°C ] for SST (night-time only) observations made with

buckets in the period 1992 - 2009. The bias was estimated with model mB|Country, and with

the ESA CCI analysis (solid cyan line) and the buoy-derived gridded SST field (solid brown

line) as reference. The global mean time series was filtered with a 12-month running mean.

Also shown is the uncertainty at 1 standard deviation in the monthly estimates (shaded areas).

(b): as (a) but for the bias parameters β1 (solid coloured lines) and β0 [°C ] (dashed coloured

lines). Also shown is the uncertainty at 1 standard deviation (shaded areas). The solid grey

line represents the global mean climatological wind-conditional ∆twb at the observations

location. (c): as (a) but for the estimated bias in ERI observations with models mE |Clim or

mE |Off, depending on the ship ID, and with the ESA CCI analysis (solid blue line) and the

buoy-derived gridded SST field (solid brown lines) as reference. (d): as (c) but for the bias

parameter β1 (solid blue and brown lines). The solid grey line represents the global mean

climatological SST at the observations location (tclim). Note change to y-axis scales.

The global mean estimate for β1 in model m E |Clim is also consistent between both

references (see Figure 5.12d), giving confidence that the anti-correlation with the
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SST found for the errors exhibited by a fraction of ERI ships, and suggested as the

reason for larger (warmer) biases at high latitudes, does not depend on errors in the

reference and is associated instead with platform-based mechanisms characterizing some

individual setups. Figure 5.12d also shows the global monthly mean estimate of the

climatological SST forcing, which largely represents the SST annual variations in the

Northern Hemisphere, where the majority of the observations are found. As Figure 5.11f

also shows, biases in ERI data vary seasonally. By comparing the order of magnitude of

the global mean estimate for β1 and the range in the annual cycle of the forcing (tclim),

these seasonal variations were found to be of about the same size as the differences in

the annual cycle of ERI SST observations from co-located ESA CCI SSTs, as shown

in Figure 5.4. This result implies that the same mechanism causing warmer biases at

high latitudes, because of a colder SST, is also responsible for a spurious annual cycle

in ERI data, which, in the Northern Hemisphere, would in fact peak in late winter,

when the SST is colder. To the best of my knowledge, this mechanism, which leads

to large systematic errors in some ERI ships, has never been detected before, with

the only estimates of ERI biases found in the literature derived from a constant offset

model (Kennedy et al., 2011b). Similarly to biases in bucket observations, inter-annual

variations in ERI biases can also be observed both at the global mean level and for

latitude-binned averages, with ERI measurements getting warmer compared to both

ESA CCI and HadISST SSTs in the period 1992 - 2007, where the analysis has been

stopped because of the masking of all ship identifiers information in ICOADS R2.5 (c.

f. chapter 2).

Because HadISST also includes satellite-derived SSTs, in Figure 5.13 a different

approach was taken by comparing SST data from ships to a gridded analysis from

drifting buoys only. Drifter observations were obtained from ICOADS R2.5 and a

monthly 5° by 5° gridded temperature field was constructed as in Hausfather et al.

(2017), staring in January 1997 when drifting buoys achieve sufficient coverage. Buoys

data were also quality controlled following Hausfather et al. (2017). A similar approach

(largely independent from satellite data) could not be implemented using Argo floats,

because sufficient coverage for any global-scale analysis is only achieved in 2005

(Hausfather et al., 2017). Following the same analysis scheme adopted to derive the bias

estimates from ESA CCI and HadISST, Figure 5.13 shows that, even adopting a much
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courser (spatially and temporally) resolved reference, results of the same magnitude

are obtained for both bucket and ERI biases. This result gives confidence that the

patterns identified through the comparison with ESA CCI and HadISST as reference,

could effectively be explained by biases in the ship data, which overall have very different

characteristics for the two main types, bucket and ERI observations.
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Figure 5.14: (a): Scatter plot of the bias estimated with model mB|Country for night-time

SST observations made with buckets from HadISST SSTs vs. from ESA CCI SSTs, 1992 -

2007. (b): as (a) but for ERIs with models mE |Clim or mE |Off, 1992 - 2007.

In order to further explore the impact on the results of the choice of the reference,

I compared, observation by observation, and for each measurement method, the bias

estimates derived from ESA CCI and HadISST. Figure 5.14 shows the scatter plot

of the bias estimated for night-time SST measurements made with buckets and ERIs

from HadISST SSTs vs. from ESA CCI SSTs. Despite the differences between the two

reference products (Figure 5.1), for both observations made with buckets and ERIs, the

majority of the data lies on the (0,1) line. This result suggests that the approach taken

in this study, where the bias functional structure for each measurement method was

modelled explicitly together with a model for the spatial association in the residuals,

proved overall to be skilful in separating the systematic errors in ship observations

from (potential) errors in the reference. However, some differences are still present.

This is especially evident for ERI biases, which were found to be typically warmer when

modelled as differences from HadISST than from the ESA CCI product (in Figure 5.14b

more points fall above the (0,1) line than below), although differences in the global

mean do not exceed the range of their combined uncertainty (Figure 5.14c).
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Figure 5.15: (a): Global mean bias estimates (top), and binned by year, month and on

a 1° latitude grid and smoothed with a 5 x 5 moving window (bottom) for night-time only

SST observations from ships in the period 1992 - 2007 [°C ]. The estimates were derived with

model mB|Country for observations made with buckets and with models mE |Clim or mE |Off,

depending on the ship ID, and with the ESA CCI analysis as reference. Also shown are the

global mean monthly and 12-month filtered time series (grey solid lines). Also shown is the

uncertainty at 1 standard deviation in the monthly estimates (shaded areas). (b): as (a) but

with HadISST as reference. For each month, the bias estimates were masked for common

spatial coverage over a 1° longitude by 1° latitude grid between the results derived from ESA

CCI SSTs and HadISST as reference.

The overall bias in ship observations was computed combining the estimates derived

separately for bucket and ERI reports. Because the percentage of analysed data varies

for buckets and ERIs due to different choices of subsets, the mean bias per 1° by 1°

longitude-latitude grid cell was computed weighting, for each grid box, the mean bias

estimated for each measurement method by the number of observations associated with

IDs ‘predominantly’ using each method. As shown in Figure 5.15, the global mean bias

estimated for both references agree well within the estimated range of uncertainty. The

latitude-binned estimates also show similar patterns, with zonal and seasonal variations

dominated by biases in ERI observations (c.f. Figure 5.11f). However, especially

before 1999, SST biases computed with respect to HadISST are on average colder,

although warmer values are observed at high latitudes in the North Hemisphere. For

both references, the trend in the time series of the global mean SST biases from ship

observations is significant (at the 5% level). Trends were estimated with ordinary least

squares, and the significance in the trend and confidence level computed accounting
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for the serial autocorrelation in the residuals (Santer et al., 2000) and corrected for

the underestimate of the autocorrelation in short series (Dag and Paulsen, 1983; Lee

and Lund , 2004), as further detailed in Hausfather et al. (2017). The 1992 - 2007

trend estimate for the global mean SST bias in ship observations is larger for biases

estimated with HadISST as reference, at +0.22 °C per decade (with a 95% confidence

interval of 0.21 to 0.23), than with ESA CCI SSTs, at +0.12 °C per decade (with

a 95% confidence interval of 0.11 to 0.14), although both estimates are close to the

limits of their combined uncertainty. This larger bias signal detected for the differences

from HadISST might not be expected because the same signal should be present in the

reference, which includes also ship data, even though in this period the ratio of ship to

satellite and buoys data is very small (see Figure 2.1 in chapter 2).

5.3.1 Comparison with existing bias estimates

In order to estimate the impacts of the conclusions of the previous section, the bias

estimates derived here for SST observations made by ships were compared to recent

estimates in the available SST products, namely HadSST3, COBE-SST2 and ERSSTv4.

HadSST3 bias adjustments are available as an ensemble, covering a range of 100

combinations for the parameter settings (Kennedy et al., 2011b). All ensemble members

are assumed to be equally likely and here the ensemble median was used for the

comparison. COBE-SST2 and ERSSTv4 bias adjustments were provided respectively by

Shoji Hirahara (Japan Meteorological Agency, Tokyo Japan) and Boyin Huang (NOAA,

Asheville, NC), who also made available the bias estimates for the latest version of

ERSST (v5), published after this work was completed. As for HadSST3, also ERSSTv4

and ERSSTv5 bias adjustments are available as an ensemble of realizations (Liu et al.,

2015; Huang et al., 2016) but the operational ‘best’ estimate is represented by the most

empirically justified parametric configuration (Liu et al., 2015). Compared to older

versions - e.g. Smith et al. (2008) - that did not include any bias adjustments for ship

SST measurements after 1941, ERSSTv4 and ERSSTv5 implement the bias adjustment

method developed originally by Smith and Reynolds (2002) up to the present day, as

described in the introduction of this thesis. For each month, each bias adjustment field

is restricted to the common 1° longitude by 1° latitude grid cells where the results derived

in this study were available (Figure 5.15). Moreover, because the bias adjustments in
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ERSSTv4 and in HadSST3 are set to average zero over the climatological period (1971

- 2000 and 1961 - 90 respectively), in both cases the bias relative to the true SST was

derived by adding the mean value over the climatological period. In contrast, ERSSTv5

and COBE-SST2 bias adjustments are computed relative to the buoy record, which, as

the reference SST field used in this study, is viewed as an unbiased estimate of the true

SST (for more details see section 1.3.1 in the introduction of this thesis). A comparison

between the global mean bias estimates in SST observations made by ships derived in

this study and the other available estimates is shown in Figure 5.16 for the period 1992 -

2007. Compared to both HadSST3 and COBE-SST2, ERSSTv4 and ERSSTv5 indicate

an increasing warm bias in ship SSTs (Huang et al., 2015; Kent et al., 2017a) with a

significant trend (p-value < 0.05), at +0.06 and +0.05 °C per decade respectively.

The largest differences compared with the results derived in this chapter are found before

about 2000. While ERSSTv4 (ERSSTv5) estimates show a warm bias throughout, the

global mean bias estimated by modelling the differences between ship measurements

and co-located ESA CCI (HadISST) SST observations is at the end of the 20th century

on average negative, resulting in a 1992 - 2007 trend about two times larger than that

computed from ERSSTv4 bias estimates. The source of this cold bias, which is found

mainly at low latitudes where it is about -0.1 °C , is likely due to a combination of

biases in bucket measurements (Figure 5.11e) and biases in ERI measurements (Figure

5.11f), which in this period show on average negative values in the tropics but later on

could vary with changing composition of shipping fleets.

These differences raise the question of which of these bias estimates is the most accurate

and how the ship-only and the composite ship-buoy-satellite SST record would vary with

different choices of bias adjustments. Karl et al. (2015) found that, amongst all the

changes implemented in ERSSTv4 compared to previous versions, the continuation

after 1941 of the bias adjustment to ship observations had the largest impact on SST

trends for the period between 2000 and 2014, although the largest changes to the SST

record occurred during WWII (Huang et al., 2015).
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Figure 5.16: (a): Global mean bias estimates in the period 1992 - 2007 from the bias

adjustments in COBE-SST2 (solid orange lines), HadSST3 (solid green lines), ERSSTv4

(solid purple lines) and ERSSTv5 (solid magenta lines), and in this analysis with ESA CCI

(solid cyan lines) as reference. The solid thick lines represent the 12-month running mean of

the global mean monthly time series (solid narrow lines). (b): Trends and 95% confidence

intervals [°C per decade] in global mean bias estimates as in (a). Non-significant trends

are identified by the shaded areas. Results for ERSSTv5 bias estimates, which were derived

following the same method used for ERSSTv4 (Huang et al., 2015), have been omitted. (c):

Trends and 95% confidence intervals [°C per decade] in the difference from ESA CCI SSTs

as in (a). For each month, the bias estimates and the differences from ESA CCI SSTs for

all the composite series (COBE-SST2, HadSST3, ERSSTv4 and ERSSTv4) were limited to

the common 1° longitude by 1° latitude grid cells where the results derived in this study were

available. Confidence intervals and trend significance were computed following Hausfather

et al. (2017).

Compared to previous versions, ERSSTv4 reconstruction indicates an increased rate
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of warming after 2003 and a rate of global mean temperature change during the

1998 - 2012 period comparable to that during the 1951 - 2012 period. This result

had important implications for the notion of a global warming ‘slowdown’ or ‘hiatus’

presented in the most recent IPCC (2013) report, suggesting that the apparent lower

increasing linear trend over the past fifteen years compared to the trend estimate in

the second half of the 20th Century was no longer valid. By comparing different SST

composite reconstructions with instrumentally homogeneous SST data from drifting

buoys, Argo floats (Argo, 2000) and ESA CCI and ARC satellite-based measurements,

Hausfather et al. (2017) concluded that the trend in the ERSSTv4 analysis in the

period 1997 - 2015 was not statistically different from the trend computed from

any of the instrumentally homogeneous SST data, in contrast to the other existing

composite reconstructions. In this study, the authors analysed four different composite

SST analyses, namely HadSST3, COBE-SST2, ERSSTv4 and its previous version

ERSSTv3b. The comparison with instrumentally homogeneous SST data is complicated

by the different characteristics of each composite SST analysis. Firstly, ERSSTv3b,

ERSSTv4, and COBE-SST2 provide spatially complete fields, constructed by fitting

of empirical orthogonal teleconnections to the observations, and then inferring local

temperatures from distant observations (up to a specified distance) through these

teleconnections. On the other hand, in the HadSST3 record, only the observations

in a given cell and month contribute to the analysis, leading to some areas for

which no SST estimate is available. Secondly, while ERSSTv3b, ERSSTv4 and

HadSST3 are based on in situ measurements of SST only (from ships and buoys),

COBE-SST2 also incorporates satellite-based SST data, although these are only used for

constructing the empirical orthogonal teleconnections. Moreover, ERSSTv4, HadSST3

and COBE-SST2 continue ship SST bias adjustments through the present and explicitly

include buoy-ship offset adjustments of comparable magnitudes (Huang et al., 2015),

but only in ERSSTv4 reconstruction an increased weight is given to buoy observations

because of their lower estimated uncertainty. Despite these differences, Hausfather et al.

(2017) found that in ERSSTv4 only, the warm bias with respect to the instrumentally

homogeneous (non-ship) data at the start of the 21st century and the significant cold

bias over the later period (particularly since 2010) were effectively corrected.
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Figure 5.17: (a): Same as in Figure 5.15a. Bias estimates [°C ] for the results in this study

for SST observations from ships in the period 1992 - 2007. The bias estimates were binned by

year, month and on a 1° latitude grid, and smoothed with a 5 x 5 moving window. (b): as (a)

but for ERSSTv4 bias adjustments. ERSSTv4 bias adjustments were provided by Boyin Huang

(NOAA, Asheville, NC); the operational ‘best’ estimate described in (Liu et al., 2015) was

used. (c): as (a) but for the differences between bias adjusted SST observations from ships as

derived in this study and co-located ESA CCI SSTs. (d): as (c) but for the difference between

ERSSTv4 and co-located ESA CCI SSTs. For each month, the ERSSTv4 bias estimates and

differences from ESA CCI SSTs were limited to the common 1° longitude-latitude grid cells

where the results derived in this study were available.

The findings of this chapter also support the conclusion of a warm global mean bias of

about the same size (∼ +0.1 °C ) in the ship-only record after about 2000. Moreover,

as Figure 5.17 shows, the monthly latitude-binned bias estimates in ERSSTv4 show

similar (although smoother and typically smaller in magnitude) zonal and seasonal

patterns as the results of this study. As discussed in the previous section, these patterns

of variability reflect mainly characteristic variations in ERI biases, with warmer biases

associated with colder SSTs. These similarities between ERSSTv4 estimates and those

derived here, represent therefore a strong validation of the bias model assumed in

this study for ERI biases, which generalizes the typical constant offset model used in

other analyses and provides an explanation for the zonal and seasonal variations that

characterize ERSSTv4 bias fields. In contrast, neither COBE-SST2 and HadSST3 bias
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estimates, which assume a fixed warm bias for ERI measurements (with a global mean

value of +0.13 °C and of +0.2 °C with a likely range of ± 0.1 °C respectively), are

characterized by comparable spatial and temporal variations. The cold bias in ship

SSTs detected in the ERSSTv4 analysis since 2010 could not be confirmed because the

period analysed here extend only to the end of 2007, due to the complete masking of

all ship IDs in ICOADS R2.5 after this date. In order to contribute to the discussion on

the hypothesis of an apparent ‘slowdown’ in the rate of surface temperature warming

in recent years, future work must therefore take advantage of the newly recovered

metadata information in ICOADS Release R3.0 and extend the analysis presented here

through present, particularly focusing on changes in ERI biases, which were found to

be dominant in the later period, with a strong zonal and seasonal variability. Extending

the analysis to a longer period would also help to quantify the impact on the surface

temperature trends of the overall cold bias detected in this study, but not in the other

existing bias analyses, in the ship-only SST record at the end of the 20th century.

While the underestimate of the rate of warming in the ship record after about 2010 in

HadSST3, COBE-SST2 and previous versions of the ERSST analysis, leads to the most

significant differences between all the composite SST records analysed in Hausfather

et al. (2017), these are less affected by the differences in the estimate of the warm bias in

the ship-only record at the beginning of the 21st century. Similarly, in the period 1992

- 2007, a non-significant trend was found in the temperature difference series from

co-located ESA CCI SSTs of bias adjusted SST observations for both the ship-only

record analysed here and the composite data in ERSSTv4 and COBE-SST2 (see Figure

5.16c). A small but significant trend was found for the temperature difference for

HadSST3, which is also characterized by the smallest bias estimates in this period,

as Figure 5.16a illustrates. On the other hand, both zonal and seasonal differences

between the ship-only SST record bias adjusted according to the results of this chapter

and co-located ESA CCI data (Figure 5.17c) are much smaller in magnitude than for

the composite ERSSTv4 reconstruction (Figure 5.17d), despite ERSSTv4 including the

most accurate record from buoys. Moreover, the residual patterns visible in Figure

5.17c are comparable to the expected biases in the ESA CCI product, as assessed by

Merchant et al. (2014) by comparing the satellite-based record with co-located buoy

measurements - c. f. Figure 6 in Merchant et al. (2014).
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5.3.2 Comparison with buoy-only SSTs
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Figure 5.18: Global mean SST difference from buoy-only data for four different SST

analysis, 1997 - 2007: ERSSTv4 (solid purple line), HadSST3 (solid green line), ESA CCI

(solid grey line), ship-only data bias adjusted in this analysis with ESA CCI as reference

(solid cyan line), and combined with buoy data assigning an increased weight to buoys as in

ERSSTv4 (dashed cyan line). All series were filtered with a 12-month running mean.

In order to test the accuracy of the bias adjustments derived in this chapter for SST

observations made by ships, the bias adjusted analysis is also compared with the

buoy-only temperature field, derived as described in section 5.3.1. In the period 1997 -

2007, when data coverage permits comparison, the global mean temperature differences

from buoy SSTs derived for the bias adjusted ship data in this analysis are less than

0.05 °C and agree well with the ESA CCI - buoy difference temperature series (Figure

5.18). A similar result is found for the difference series for ERSSTv4 and HadSST3,

although smaller differences might have been expected as, unlike the analysis presented

here, they include buoy data. Buoy data form the majority of in situ observations in

this period and are also assigned an increased weight when merged with ship data in

the ERSSTv4 analysis (observations from buoys are weighted almost seven times larger

than ship data). As expected, when merging the bias adjusted ship data in this analysis

with the buoy temperature field and adopting the same weight for buoy data as in

ERSSTv4 (Huang et al., 2015), the differences from the buoy field are reduced. The

difference series for COBE-SST2 were not analysed, because this analysis also includes

satellite-derived SST data which make the comparison more difficult. At the global

mean level and for the short period considered, the bias adjusted ship observations

derived in this study do not perform significantly better when compared to the more

reliable SST record from buoys than HadSST3 and ERSSTv4. However, considering
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the results presented in section 5.3.1, where spurious zonal and seasonal variations were

identified in recent SST analyses, the findings presented in this chapter are nevertheless

important for correctly estimating global and regional surface temperature longer-term

trends. Moreover, compared to older analyses (HadSST3 and ERSSTv4), where the

reference data source for estimating biases and computing anomalies is derived from

ship SST data (Kent et al., 2017a), the most recent gridded SST analyses (COBE-SST2

and ERSSTv5) use the more accurate buoy-derived record as a reference. Even more

so, correctly identifying biases in ship observations, and their dependencies on platform

and environmental conditions, in the period of transition to a buoy-dominated observing

system is therefore crucial to better understand longer-term trends (Kent et al., 2017a).

5.4 Conclusions

Bias adjustments to correct for inhomogeneities in the SST record, particularly from

ships, have a large impact on decadal temperature trends (Karl et al., 2015; Jones, 2016;

Hausfather et al., 2017). Understanding and assessing the impact and the effectiveness

of these adjustments is vital to quantify recent and past changes in climate since about

1850, when the ship record starts. Nonetheless, there are differences in the existing

bias adjustment fields that are poorly understood and, even in recent years, for large

areas exceed the range of the total combined uncertainty (Kent et al., 2017a).

The driving forcings (both environmental and platform-dependent), which are expected

to differ for bucket and ERI measurements (Kent et al., 2017a), are also uncertain and

the expected structure of the method-dependent bias model has never been inferred

and tested directly from the data. In this chapter I presented a new method to identify,

for each measurement method, the leading patterns of functional dependence in SST

observational biases taking advantage of climate-quality satellite-based SSTs from the

ESA CCI long-term analysis (Merchant et al., 2012, 2014). The method is also used

to quantify the observational biases and the associated uncertainties in bucket and ERI

reports in the period 1992 - 2007 and the results are compared to existing bias analyses.

By modelling the differences between the observed SSTs in the ship-only record and

co-located ESA CCI SST data, I demonstrated that the assumption that biases in SST

observations made with buckets scale with the difference between the SST and the
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wet-bulb temperature (∆twb) is reasonable, as also suggested by the results in chapter

4, with colder biases associated with warmer ∆twbs. This result does not depend

strongly on the choice of the reference, and therefore on its potential biases, as the

results derived by applying the same method to ship-HadISST SST differences show

(Figure 5.12). Differences in the scaling factor were observed for different recruiting

countries, as might be expected due to the use of different types of buckets that,

because of their different structural characteristics, would respond differently to the

environmental conditions set by ∆twb.

ERI biases were modelled for each platform either as constant offset from the reference

satellite-based SST data, as suggested by other studies in the literature (Kennedy

et al., 2011b), or were assumed to scale with the SST itself, with a scaling factor of

about -0.05, an effect that was attributed to the specific setup of some platforms with

seawater heated up (relatively) more by the warm engines or the ship environment when

the SST is colder (Figure 5.7). These SST-dependent biases in observations made

with ERI have never been detected before, and also explain the seasonal differences

observed between ERI and ESA CCI SSTs (Figure 5.4): in the Northern Hemisphere,

the annual cycle of the difference peaks in late winter, when the SST is the coldest,

with ERI observations about 0.1 °C warmer than the satellite reference. Similar results

are derived from ship-HadISST SST differences (Figure 5.12), giving confidence that

these results are largely independent from the choice of the reference. However, future

work will be necessary to test the robustness of the method and of the results, for

example by running the analysis also with other choices of reference field, e. g. highly

resolved gridded products constructed from buoys only data or from different statistical

reconstructions like ERSSTv4, which incorporates in situ data only.

In order to further evaluate the robustness of the method and to explore the

uncertainties for the results derived for both bucket and ERI measurements, future work

will also have to test other choices of the grid used to compute the spatial structure

of the regression residuals, as well as different choices of subsets (ID, country of

recruitment, deck source, etc.). This test will be especially relevant for the ‘short’ tracks

in the ERI record which were not analysed and represent half of the available night-time

observations. Although in the analysed period only a smaller percentage of observations

belong to IDs that were not ‘predominantly’ associated to a unique measurement type
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(chapter 3), the method could also be extended to these measurements by including

this extra uncertainty in the prior distributions for the model parameters in a regression

model that combined bucket and ERI predictors (Equation 5.6). Building on the

estimates for β derived for night-time only bucket measurements, a similar framework

to that presented in the previous sections could be also used to estimate the warming

bias associated to the incoming solar radiation, assuming, for example, as a predictor a

climatological wind-conditional field for cloud cover derived, similarly to that for ∆twb,

from reanalysis data.

The combined bias estimates for bucket and ERI observations in the period 1992 - 2007

were found in the later part of the record (after about 2000) of the same magnitude

as the bias estimated in ship measurements in ERSSTv4 and ERSSTv5, with a global

mean bias of the order of +0.1 °C (see Figure 5.16a). However, while ERSSTv4 and

ERSSTv5 show a warm bias throughout, the global mean bias estimated in this study

at the end of the 20th century is on average negative, resulting in a 1992 - 2007 bias

trend almost two times larger. No significant trend was observed in the global mean

ship bias estimated in HadSST3 and COBE-SST2. The significant underestimate of

the rate of warming in the ship-only record after about 2010 in HadSST3, COBE-SST2

and previous versions of the ERSST analysis identified in Hausfather et al. (2017) and

supporting the findings in Karl et al. (2015), could not be verified because the period

analysed here extend only to the end of 2007, due to the complete masking of all ship

IDs in ICOADS R2.5 after this date. Extending the analysis through present, taking

advantage of the newly recovered ID metadata in ICOADS Release R3.0, is therefore

crucial to be able to fully compare the results of this study with previous analyses,

which have important implications for the notion of of a slowing down in the rise of

global temperatures at the beginning of the 21st century. This apparent ‘slowdown’,

which occurred during a period of greatly increasing anthropogenic radiative forcing

of the climate system (Fyfe et al., 2016), is at the centre of an intense scientific and

political debate. In contrast to Karl et al. (2015) and Hausfather et al. (2017), Fyfe

et al. (2016), accounting for the sensitivity of the trend estimates to choice of start and

end dates, found that surface temperature warming in the period 2001 to 2014 was

significantly smaller than the 1970 - 90s warming rate, with this reduction attributed

to combined effects of internal decadal variability, changes in anthropogenic aerosol
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forcing, and volcanic and solar activity. On the other hand, a recent study (Rahmstorf

et al., 2017) claimed that the ‘slowdown’ period was fully statistically consistent with a

steady increase in global surface temperature since the 1970s. Despite these different

results, the approach taken in this chapter, and partly in Hausfather et al. (2017),

where only differences in the trend between different SST data, rather than trend in

the SST record itself, were computed, is of high scientific value and was proven in be

effective understanding biases and inhomogeneities in the SST record.

Extending the analysis to a longer period would also help to quantify the impact on

the surface temperature trends of the overall cold bias detected in this study, but not

in the other existing bias analyses, in ship-based SSTs at the end of the 20th century.

Although the temperature difference series from co-located ESA CCI SSTs for both the

bias adjusted ship-only record derived in this analysis and the (bias adjusted) composite

data in ERSSTv4 does not show a significant trend over 1992 - 2007 (see Figure 5.16c),

zonal differences for the ship-based SST record bias adjusted according to the results

of this chapter are much smaller in magnitude than for the composite (bias-adjusted)

ERSSTv4 reconstruction (Figure 5.17), despite ERSSTv4 including the most accurate

record from buoys. Moreover, the residual patterns seen in the (bias adjusted) ship-ESA

CCI temperature differences derived in this study are similar to the expected biases in

the ESA CCI product (Merchant et al., 2014). Overall, the results presented in this

chapter suggest that the bias adjustments developed here by modelling explicitly the

functional dependences for SST biases in bucket and ERI observations, and therefore

successfully detecting their driving forcings, represent the most accurate estimate of

SST biases in the ship record in the period 1992 - 2007. If extended through present

this analysis will improve our understanding of the structure of recent climate changes.



Chapter 6

Discussion and conclusions

6.1 Summary of key results

• By developing a method for the reconstruction of ship voyages in ICOADS,

both the percentage of reports associated with tracks and the length of those

tracks increased substantially, leading the way to finer-scale ship-by-ship bias

adjustments of the SST record. Other potential benefits include improved

uncertainty estimation, quality control and data assimilation.

• SST measurement practice was identified from the characteristics of the observed

diurnal cycle: compared to drifting buoys, the average diurnal cycle for bucket

SSTs is enhanced and peaks closer to local noon and is reduced for engine

room-inlets. Compared to existing estimates, a larger number of ERI reports

was found post-WWII and in the period 1960 - 80. Mean SST differences

between bucket and ERI anomalies vary on scales from global to regional and

seasonal to decadal, and, before 1970, show a more rapid increase than in previous

studies. After about 1960, SST observations made with buckets appear to be

fairly consistent in the large-scale average, while changes in mean biases in ERI

measurements over the period 1955 - 95 could be as large as 0.5 °C .

• Physical models of buckets used to estimate bias adjustments applied in gridded

analyses of SST were found to be able to broadly predict the dependence of the

139
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temperature change of the water over time on the thermal forcing and the bucket

characteristics observed in measurements made in the laboratory with buckets

similar to those used historically. Both the models and the observations indicate

that the most important environmental parameter driving temperature biases in

historical bucket measurements is the difference between the water and wet-bulb

temperatures. However, uncertainties due to the effects of turbulence and the

assumption of well-mixed water samples are expected to be substantial and may

represent the limiting factor for the direct application of these models to adjust

historical SST observations.

• In the period 1992 - 2007, biases in measurements made with buckets at night

were found to scale with the difference between the SST and the wet-bulb

temperature. SST measurements made with ERI platforms were either found to be

offset compared the satellite-derived record, as suggested by other studies in the

literature, or were found to scale with the SST itself, an effect that was attributed

to the specific setup of some platforms with seawater heated up inside the ship

(relatively) more when the SST is colder. This effect was found to dominate zonal

and seasonal variations for bucket-derived and ERI combined biases.

• A comparison with existing estimates of biases in the ship-only record, showed,

after about 2000, the best agreement with the bias estimates in the ERSSTv4

analysis that in recent studies were found to effectively identify a cold bias in

ship data after about 2010, supporting the conclusion that previously reported

surface temperature warming rates in the 21st century have been underestimated.

However, a significant cold bias was detected in ship-based SSTs at the end of

the 20th century, that was not identified in ERSSTv4 estimates. Additionally,

zonal and seasonal differences from climate-quality satellite data for the ship-only

SST record bias adjusted with the method developed in this thesis were

found to be much smaller in magnitude than for the composite (bias-adjusted)

ERSSTv4 reconstruction. These findings suggest that ERSSTv4 estimates, so far

representing the most accurate composite estimate of global SST for the past two

decades, might be characterized by undetected biases in the ship record, that could

affect estimates of global and regional surface temperature trends.
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6.2 Discussion of aims and results

Surface temperature is the main measure of recent climate change and SST is its

ocean component. SST observations from ships form our longest instrumental record of

surface marine temperature change, with measurements stretching back over 200 years.

SST data are used to monitor the state of the Earth’s climate and predict its future

course, as well as boundary conditions for atmospheric reanalyses and atmosphere-only

general circulation models. It is well accepted that SST observations made by ships

need to be adjusted for pervasive biases associated with different measurement practices

(Jones, 2016; Kent et al., 2017a). Adjusting for biases in the historical SST ship record

is vital for understanding and quantifying secular and decadal surface temperature

changes (Karl et al., 2015; Jones, 2016; Hausfather et al., 2017). Although the existing

bias adjustments agree for the majority of the instrumental record at the largest spatial

and temporal scales, regional differences can exceed, even in the most recent two

decades, the estimated uncertainty. In this thesis, by analysing the ship-only SST

record for individual platforms (or group of platforms), I investigated some of the major

challenges remaining to improve our understanding of SST observational biases, listed

in the thesis aims (reiterated below).

1. To identify and group the observations from individual ships (‘ship tracking’)

2. To assign a measurement method to individual observations

3. To design and implement laboratory measurements of temperature change in

historical SST buckets in order to extend validation of the FP95 models and to

characterize the factors affecting bucket measurements of SST

4. To identify for each measurement method the leading patterns of functional

dependence in SST observational biases

5. To develop a method to quantify biases in SST observations as a function of

these patterns

To accomplish the thesis aims, I first developed in chapter 2 a method to associate

or group SST observations in ICOADS, often characterized by missing or unusable
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ship identifier (ID) information, in plausible ship tracks (aim 1), linking individual

reports to individual ships. The method defines a function representing the probability

density function (pdf ) of any particular report being associated with a group of reports.

The parameters of the pdf are calculated from the ship data themselves, giving the

likely variation of a ship report perpendicular to its overall direction of travel. For

groups of reports with ID information, the pdf is used to associate reports without

ID information with the known-ID track. Reports without ID information are then

clustered together to form the most probable track. Both the percentage of reports

associated with tracks and the length of those tracks increase substantially following

tracking. Initial validation of the results was performed by visual inspection: the model

implementation was then refined to improve the results. Confidence in the tracking is

increased by a demonstration that the method clusters together reports with similar

SST characteristics. Issues in the data were found to be one of the main challenges

in implementing the tracking technique. Particular problems encountered included the

coarse resolution of some position information; reports that were mispositioned in either

space or time; unidentified duplicate reports; and the fragmentation of voyages between

different ICOADS acquisition sources. Some of these effects could be ameliorated by

pre-processing of ICOADS reports, however a full reprocessing of the historical input

sources to ICOADS would be required to make further improvements.

Building on the metadata information derived from ship tracking, to improve the

information on observational methods, in chapter 3 I developed a method to verify

or estimate SST measurement practice by comparing the observed SST diurnal cycle

from individual ships with a climatological average derived from drifting buoys. This

information is critical especially for empirically-based bias adjustment models, which

require knowledge of the fraction of bucket-derived SST reports and those made with

ERIs. Bucket measurements were found to be characterized by larger diurnal variations

with maximum excursion occurring closer to local noon compared to estimates from a

parametrization derived from drifting buoys used to set the expected size of the diurnal

cycle as a function of wind stress and incoming solar radiation. The increased diurnal

variability is likely to result from systematic errors in SST observations made with

buckets. Possible causes of such biases would be solar heating of the water sample in

the bucket during the measurement process or residual warmth from a bucket kept in the
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sun on deck and only immersed in the water for a short time, although further efforts are

needed to fully demonstrate the link between the observed increased diurnal variability

and these potential biases affecting observations made with buckets at daytime. On the

other hand, the diurnal cycle observed by ERIs is reduced compared to drifting buoys

averages because typically ERI sample seawater at a greater depth and on average are

characterized by larger measurement errors.

Compared to existing estimates, which rely heavily on known metadata and on the

characteristics of reports for which the metadata are available, the results derived with

the method presented in this thesis, suggest a larger number of ERI reports post-WWII

and in the period 1960 - 80. This different mixture of observation types results in a more

rapid increase in the difference between bucket-derived and ERI SST anomalies around

mid-1960s, followed by a drop before 1970, in contrast with the steadier increase seen in

previous studies. Work in progress for Carella et al. (2017a, in revision) will include an

estimate of the differences in the trend and in the spatial and seasonal variability in the

ship SST record bias adjusted with the existing method developed in COBE-SST2 bias

adjustments implemented with the different mixture of bucket and ERI observations

predicted with the method present in this thesis and in the other available studies. This

analysis will represent a substantial progress in our understanding of the sensitivity of

the SST record on changes of the observational method (bucket or ERI). More effort is

however required to recover and reprocess ICOADS and WMO Publication No. 47, the

International List of Selected, Supplementary and Auxiliary ships (Pub. 47) metadata

to better constrain and even validate the results obtained in different analyses.

The uncertain changing mixture of observation practices is only one of the two main

barriers to a better understanding of biases in the SST record, which also requires

simplified physically- and/or platform-based bias models. Ideally these models would

be characterized by different parameters for different subsets sharing the same bias

characteristics (e.g. bucket design, recruiting country or ship ID). A comparison of the

mean field differences between bucket and ERI SST anomalies suggests that changes

in biases in ERI measurements occurred in the period 1955 - 95. These changes are

possibly due to changes in the mixture of individual vessels and fleets, each characterized

by different observational biases and therefore not well represented by a fixed offset

over the whole period, as now implemented in existing bias adjustment products. Even
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more problematic is the transition from canvas uninsulated buckets to rubber or other

better-insulating buckets, which, under similar environmental forcings, will typically

lose less heat: according to the results in this thesis, it is likely that canvas uninsulated

buckets were still in use as late as 1960, but their phase-out was probably completed

shortly after. There is no common agreement in the literature on the details of this

transition, with the latest switch-over dates to insulated rubber buckets set around 1980.

A wider range of approaches taken to infer the information on the type of bucket in use

by different platforms or group of platforms over the second part of the 20th century

will enable improved estimates of the uncertainty in the SST record and will enhance

our confidence in the attribution to observational biases of anomalous discontinuities

in the record.

Adding to improved platform and observational metadata, better and validated physical

models of SST biases are needed. In chapter 4 I addressed the lack of full validation

of models that have been used to estimate bias adjustments for bucket observations

applied in widely-used gridded analyses of SST (aim 3). The model predictions were

compared to laboratory measurements of the change in temperature of water samples

in wooden and canvas buckets. The results show that the models are broadly able to

predict the dependence of the temperature change of the water over time on the thermal

forcing and the bucket characteristics: volume and geometry; structure and material.

Moreover, both the models and the observations indicate that the most important

environmental parameter driving temperature biases in historical bucket measurements

is the difference between the water and wet-bulb temperatures. This result leads to a

simplified and validated structure of the expected biases in SST observations made with

buckets (aim 4) that can be used to inform and constrain new approaches to derive

spatially-complete and unbiased SST fields from biased and sparse bucket observations.

On the other hand, assumptions inherent in the derivation of these models are likely to

affect their applicability. It was observed that the water sample needed to be vigorously

stirred to agree with results from the model, which assumes well-mixed conditions,

and there were inconsistencies between the model results and previous measurements

made in a wind tunnel in 1951. The model assumes non-turbulent incident flow and

consequently predicts an approximately square-root dependence on airflow speed. In

contrast, the wind tunnel measurements, taken over a wide range of airflow speeds,
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showed a much stronger dependence. This was explained because in the presence of

turbulent airflow, the heat loss in the water sample will increase with the intensity in the

turbulence. For historical measurements made on ships the incident airflow is likely to

be turbulent but, in any case, the intensity of the turbulence would be always unknown.

Overall, uncertainties due to the effects of turbulence, sheltering from the wind and

the incoming solar radiation, exposure time of the bucket before the measurement is

taken and the assumption of well-mixed water samples, hamper a direct application

of these models to the historical SST record. Further advances could be made in the

understanding of these uncertainties by new measurements of temperature change of

water samples in buckets made onboard ships, provided that enough measurements

are taken with different types of buckets, in different environmental and sheltering

conditions and on different types of ships.

A good approach to estimating bias adjustments for historical bucket measurements

would be to directly estimate the adjustments from the observations themselves, guided

by the dependencies shown by the relevant physically-based models (aims 4 and 5). In

chapter 5, taking advantage of climate-quality SST data from satellites provided by the

long-term ESA CCI analysis, the ship-satellite differences at night-time in the period

1992 - 2007 were analysed within a Bayesian spatial hierarchical model as a function of

the leading patterns of functional dependence in the observational biases characteristic

to each measurement method. As expected, biases in SST observations made with

buckets scale with the difference between the SST and the wet-bulb temperature

(∆twb), as also suggested by the results in chapter 4, with colder biases associated to

warmer ∆twbs. Differences in the scaling factor were observed for different recruiting

countries, as they are expected to use buckets with different structural characteristics

and therefore with different responses to the same environmental conditions. On the

other hand, biases in ERI data were either modelled as a fixed offset from the satellite

reference, as typically suggested in the literature, or were assumed to scale with the

SST itself, an effect that was attributed to the specific setup of some platforms with

seawater heated up (relatively) more by the warm engines when the SST is colder. This

mechanism that has never been identified before, was also associated to (relatively)

warmer biases in the Northern Hemisphere winter, when the SST is colder, than in

summer. These findings were found to be robust to the choice of the reference.
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A better characterization of biases in ERI SST data is crucial for an improved

understanding of zonal and global changes in the surface temperature record in the

second part of the 20th century and in the most recent two decades, especially in the

context of the discussion of an apparent slowing in the rise of global temperatures

at the beginning of 21st century. A large body of scientific evidence is dedicated to

identifying the causes of this apparent ‘slowdown’ (e.g. internal decadal variability and

natural forcing) but only recently some attention was also given to possible impacts

of observational biases and inhomogeneities in the SST record to 21st century global

surface temperature trends. A comparison between the combined bucket-ERI bias

estimates derived in chapter 5 and other available estimates was developed in order

to put into wider context the results derived in this thesis. After about 2000, the

best agreement was found with ERSSTv4 analysis, that in recent studies was found to

effectively identify a cold bias in ship data after about 2010, supporting the conclusion

that previously reported surface temperature warming rates in the 21st century have

been underestimated. However, a significant cold bias was detected in ship-based

SSTs at the end of the 20th century, not identified in ERSSTv4 bias estimates. The

goal of this comparison is also to assess if the improved understanding of biases

in the ship-record in the recent years gained by explicit modelling of the leading

drivers characteristic to each measurement method would help explaining not only

global mean but also regional and seasonal differences from the more accurate satellite

data. Although similar patterns can be observed, with warmer biases in winter at high

latitudes, zonal and seasonal differences between the buoy-ship composite ERSSTv4

analysis and the satellite-derived record indicate the presence of undetected biases,

most likely related to ERI measurements. In contrast, these biases appear to have been

effectively corrected in the results derived in this thesis, which therefore represent the

most accurate estimate of SST biases in the ship record in the period 1992 - 2007.

Additionally, as the most recent gridded SST analyses (COBE-SST2 and ERSSTv5) use

the more accurate buoy-derived record as a reference, correctly identifying biases in ship

observations in the period analysed in chapter 5, which is the period of transition to a

buoy-dominated observing system, might be therefore also crucial to better understand

global surface temperature longer-term trends (Kent et al., 2017a). Work in progress

includes extending this analysis through present, exploiting the newly recovered ID

metadata in ICOADS R3.0, in order to be able to fully compare the results with previous
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analyses. The addition of the most recent years of data would also help to quantify

with the method presented in this thesis the large cold bias identified by recent studies

in the ship record since about 2010 and suggesting that the reported rates of SST

warming in the last two decades have been underestimated. Future work, detailed in

the next section, will focus on extending the method presented in this thesis to detect

and quantify observational biases in ship-based SSTs through the start of the record in

1850, when high quality satellite data are not available.

6.3 Future work

In this thesis I presented improved platform and observational metadata, along with

better and well-validated physical and statistical modelling of biases and uncertainties

associated with each observing method. This work leads the way to improved

understanding of historical SST changes throughout the instrumental record. The main

difficulty in extending through the start of the instrumental period in 1850 the method

presented in this thesis as it has been applied to ship observations in the satellite era,

is related with the definition of the SST field used as reference. According to the

approach taken in this thesis, the bias associated to the i -th observation can be defined

as: bias(i) = tobs(i)− ttrue(i). Because the true SST is always unknown, this definition

could be rewritten approximating the punctual (in time and space) true value of the

SST associated with a particular observation with the average over a given region

and time period (s, m) of a reference SST, 〈tref 〉s,m. However, if the observations

used to derive the reference are ‘on average’ biased, i.e. if the biases of individual

observations do not cancel out, 〈tref 〉s,m will be a biased estimator of the true SST:

bias(i)− 〈bias〉s,m = tobs(i)− 〈tref 〉s,m.

The assumption made in this thesis and inherent in the derivation of results presented

for the most recent period is that typically 〈bias〉s,m would be negligible compared to

biases in individual observations. The validity of this approach was demonstrated by

comparable bias estimates derived from different and largely independent references

(a satellite-only SST analysis and a composite statistically reconstructed SST field).

Although this assumption might hold for the last two decades, in the early part of

the instrumental record, especially in 19th century and in the first part of the 20th

century when the majority of SST reports were taken with buckets, biases affecting
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multiple sites or records will be characterized by a similar structure and will tend to

become more and more important the larger the area considered. Excluding the last

two decades, when SST measurements from buoys and satellites are available, for most

of the record the reference SST can only be derived combining typically biased SST

observations from ships. For such references, not only 〈bias〉s,m will not be zero but,

depending on the prevailing mixture of measurement types (buckets or ERI), it could

be also correlated with biases in individual measurements. For example, assuming that

all night-time observations in a given region and time period (s, m) are made with

buckets on average characterized by the same scaling factor, the mean bias structure

would be given by

β
(

∆twb(i)− 〈∆twb〉s∗,m∗

)
= tobs(i)− 〈tref 〉s,m (6.1)

where ∆twb is computed from the wind conditional climatological fields derived in this

thesis from reanalysis data. By solving for β, this approach, which relies on normalizing

the forcing for each individual observation by the average computed for all the data

in a given region and time period (s∗, m∗), could in principle be used to compute a

bias associated to each individual report. Preliminary tests using this approach were

performed in the North Atlantic, where most of the observations are found, in the

period 1880 - 1930 for night-time only reports and assuming as reference the statistical

reconstruction given by the downscaled daily HadISST analysis subtracted for Folland

and Parker (1995) (FP95) bias adjustments. Figure 6.1 shows the results derived

assuming the same spatial structure (i.e. the same correlation range φ and partial-sill

to nugget ratio κ2/τ 2) as that computed for the same reference in the satellite era,

and for the mean structure given by Equation 6.1 with the mean forcing averaged by

month and on a 10° longitude by 10° latitude grid. Also shown are the results for

HadSST3 bias estimates reduced to common coverage with the results presented here.

Although on average the seasonal dependence is well represented, with colder biases

in winter than in summer and with an annual range comparable for the two estimates,

the results derived solving Equation 6.1 show typically smaller (in magnitude) biases

than HadSST3 estimates. This discrepancy with existing estimates is mostly evident

before 1900 and after about 1925. In the early part of the record a large noise to
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signal ratio is expected to hamper the implementation of this approach, as a poorly

defined annual cycle in the bias estimates suggests. On the other hand, the reason for

the the much smaller (in magnitude) mean bias and annual cycle observed after 1925

is not evident, although possible explanations are a poor variance in the differences

between the individual SST observations and the reference or the exclusion of other

drivers rather than the differences between the SST and the wet-bulb temperatures.
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Figure 6.1: (a): North Atlantic mean bias for night-time SST observations made with

buckets in the period 1880 - 1930, derived solving Equation 6.1 (mean and uncertainty at

1 standard deviation, solid blue line and shaded area) and as given in HadSST3 (ensemble

median, red solid line), reduced to common coverage. Also shown is the mean for the ∆twb

forcing (solid grey line). Periods without enough data for an estimate to be derived (see

chapter 5) are represented by grey shaded areas. (b): as (a) but for the mean annual cycle.

A better approach, which would not require the definition of a reference field, would

be to model directly the joint distribution of the SST along with the underlying bias
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patterns. For a given time period and grid box, the vector of observations y(t) from

ships, buoys and satellites can be treated as generated from a vector of latent variables,

expressed as the product of the leading eigenvectors of the covariance matrix W and

a vector x(t) of time weights, and a vector µ bias(t) specifying, for ship measurements

only, the mean structure for bucket and ERI biases as identified in this thesis

y(t) =


H ship

t

H buoy
t

H sat
t


(

W x(t) + µSST (t)1
)

+


H ship

t

0

0

µ bias(t) +


n ship

t

n buoy
t

n sat
t

 (6.2)

where µSST (t) represents the reconstructed SST, H are selection matrices picking

out the elements corresponding to locations for which there are observations, 1 is the

identity matrix and n t are Gaussian noise terms. Although the solution to this Equation

could be computationally challenging even at coarse resolution, approximations are

possible, as for example detailed in (Ilin and Kaplan, 2009).

Improved estimates of SST changes and variability through a better characterization of

SST observational biases, would be beneficial not only for investigating how long-

and short-term effects might impact decadal trends, but also for improving our

understanding of the climate system before the instrumental period and the onset

of the industrial-era warming. The calibration of marine paleoclimate proxies used to

reconstruct surface temperature before about 1850 relies in fact on the comparison with

the instrumental record and therefore might also be affected by the pervasive biases in

the ship-record. The approach suggested for the instrumental data (Equation 6.2) could

be extended to assimilate also highly and moderately resolved marine proxies (PAGES

2k Consortium, 2013; Abram et al., 2016), with a specific model for each proxy type,

depending on characteristic physical relationships or individually assessed and published

temperature-growth relationships. Such analysis would be of highly scientific value and

will advance our understanding of the evolution of surface temperatures, leading to

increased confidence in predictions of future change.
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6.4 Concluding remarks

Climate change is among the biggest threats facing humanity. The ability of society

to adapt depends on climate model predictions and accurate knowledge of the Earth’s

surface temperature is needed to provide confidence in those predictions. In this thesis

I presented major advances to our understanding of SST observational biases, which

represent the largest contribution to uncertainty in global surface temperature.

The results presented in this thesis represent a useful tool for the climate science

community in that they provide improved platform and observational marine metadata,

simplified and well-validate models for biases in SST measurements made with buckets,

improved understanding of the leading drivers of the observational biases characteristic

to each measurement method, and improved estimates of these biases in the last two

decades. The framework developed here as potential to lead to improved estimates of

SST changes and variability through 1850 that will be beneficial to the field of decadal

predictability, for calibration and verification of palaeo-temperature proxies, and for

detection and attribution of climate change.
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Appendix A1

Bucket
type

Experiment 
type

Stirring
type R [%] ta [˚C] t0 [˚C] t0 - ta [˚C]

dt1

dt2

dt3

dt1

dt2

dt3

u0

u1 

u2

u3

dt1

dt2

dt3

dt1

dt2

dt3

u0

u1

u2

Wooden

Wooden

Wooden

Wooden

Wooden

Wooden

Wooden

Wooden

Wooden

Wooden

Canvas

Canvas

Canvas

Canvas

Canvas

Canvas

Canvas

Canvas

Canvas

Strong

Strong

Strong

Weak

Weak

Weak

Strong

Strong

Strong

Strong

Strong

Strong

Strong

Weak

Weak

Weak

Strong

Strong

Strong

60.1 ± 0.1

71.9 ± 0.2

71.1 ± 2.1

59.0 ± 0.9

72.0 ± 0.9

72.7 ± 0.3

56.9 ± 0.4

61.7 ± 0.9

70.9 ± 0.3

60.1 ± 0.1

69.5 ± 0.9

64.3 ± 0.6

63.5 ± 0.6

60.2 ± 0.0

64.9 ± 0.4

64.2 ± 0.6

68.0 ± 1.3

70.6 ± 0.6

71.1 ± 0.3

20.77 ± 0.07

20.95 ± 0.07

21.01 ± 0.15

20.85 ± 0.13

21.14 ± 0.25

21.04 ± 0.07

22.15 ± 0.15

21.07 ± 0.18

20.65 ± 0.12

20.77 ± 0.07

20.96 ± 0.17

20.70 ± 0.08

20.93 ± 0.21

20.75 ± 0.07

20.77 ± 0.22

20.84 ± 0.05

22.10 ± 0.12

21.31 ± 0.21

20.93 ± 0.08

25.09 ± 0.20

19.38 ± 0.04

15.63 ± 0.13

25.27 ± 0.14

19.39 ± 0.00

15.69 ± 0.15

25.04 ± 0.09

25.04 ± 0.05

25.05 ± 0.07

25.09 ± 0.20

25.00 ± 0.13

19.27 ± 0.10

15.67 ± 0.07

25.01 ± 0.05

19.34 ± 0.07

15.56 ± 0.14

25.08 ± 0.11

24.83 ± 0.11

24.95 ± 0.09

4.32 ± 0.21

-1.57± 0.08

-5.38 ± 0.20

4.42 ± 0.20

-1.75 ± 0.25

-5.35 ± 0.17

2.89 ± 0.18

3.97 ± 0.19

4.40 ± 0.14

4.32 ± 0.21

4.04 ± 0.22

-1.43 ± 0.13

-5.26 ± 0.22

4.26 ± 0.09

-1.43 ± 0.23

-5.28 ± 0.15

2.98 ± 0.17

3.52 ± 0.24

4.02 ± 0.12

Table A1: Extended summary of each FP95 validation experiment (chapter 4). R: relative

humidity [%], ta : ambient air temperature, t0 : water temperature at time = 0 min [°C ].

The experiment corresponding to each row in the table was repeated three times and was run

for 15 min: the relative humidity and the ambient air temperature represents the mean over

15 min and all the repetitions; the water temperature at time = 0 represents the mean over

all the repetitions. The uncertainty in each variable is reported at one standard deviation.



Glossary

AATSR Advanced Along-Track Scanning Radiometer.

ARC ATSR Reprocessing for Climate.

ATSR Along-Track Scanning Radiometer.

AVHRR Advanced Very High Resolution Radiometer.

C1 ICOADS indicator for the country that recruited a ship.

C1(M) combined recruiting country indicator: C1M was used, if available, for

observations where C1 was missing or ambiguous.

C1M Pub. 47 indicator for the country that recruited a ship.

COADS Comprehensive Ocean-Atmosphere Data Set.

COBE-SST2 Centennial in situ Observation-Based Estimates version 2 (Hirahara

et al., 2014).

DCK ICOADS deck indicator.

ERA-Interim European Centre for Medium-Range Weather Forecasts (ECMWF)

Re-Analysis Interim.

ERI engine-room inlet.

ERSSTv3b Extended Reconstructed Sea Surface Temperature Version 3b (https:

//www1.ncdc.noaa.gov/pub/data/cmb/ersst/v3b/netcdf/).

ERSSTv4 Extended Reconstructed Sea Surface Temperature Version 4 (Huang et al.,

2015, 2016).
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ERSSTv5 Extended Reconstructed Sea Surface Temperature Version 5 (Huang et al.,

2017).

ESA European Space Agency.

ESA CCI ESA Climate Change Initiative SST analysis (Merchant et al., 2014).

FP95 Folland and Parker (1995).

GST Global Surface Temperature.

HadISST The Met Office Hadley Centre Sea Ice and Sea Surface Temperature data

set version 1 (Rayner et al., 2003).

HadSST2 The Met Office Hadley Centre’s sea surface temperature data set version

2 (Rayner et al., 2006).

HadSST3 The Met Office Hadley Centre’s sea surface temperature data set version

3 (Kennedy et al., 2011a,b).

ICOADS The International Comprehensive Ocean-Atmosphere Data Set.

ID Ship identifier.

Known-ID Observations with non-missing and non-generic ID in ICOADS.

LST Land Surface Air Temperature.

MAT Marine Air Temperature.

MB16 Morak-Bozzo et al. (2016).

MCMC Markov Chain Monte Carlo.

NA Observations with missing or generic ID in ICOADS.

NMAT Night-time Marine Air Temperature.

PT ICOADS platform type.

Pub. 47 WMO Publication No. 47, the International List of Selected, Supplementary

and Auxiliary ships.

QC-ID Quality controlled Known-IDs.
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R2.5 ICOADS Release 2.5.

R3.0 ICOADS Release 3.0.

SI ICOADS SST method indicator.

SI(M) SST combined method indicator: SIM was used, if available, for observations

where SI was missing or ambiguous.

SIM Pub. 47 SST method indicator.

SR02 Smith and Reynolds (2002).

SST Sea Surface Temperature.

SSTf Sea Surface Foundation Temperature.

TQI Track Quality Indicator.

VOS World Meteorological Organization’s Voluntary Observing Ships.

WMO World Meteorological Organization.

WWI World War I.

WWII World War II.
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