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by Robert De Caux

The recent banking crisis has led to a spate of literature investigating the concept of
systemic risk, aiming to understand the stability of specific financial systems and how
contagion can spread through them following stress events. However, the primary focus
of this literature has been on static networks, rather than dynamic systems that evolve
over time and are shaped by participant interactions. Such a long-term focus is necessary
to fully understand how systems will react to policy changes.
This thesis analyses two banking systems that are subject to systemic risk, but also
feature both micro-level contagion dynamics and strategic interactions between participants. The first is the large value payment system CHAPS, in which participating banks
face a strategic decision for how to make their payments in an optimal manner. The second is the relationship between the resolution of insolvent banks and system efficiency,
including whether the moral hazard effect created by bank bailouts causes the system to
evolve suboptimally. Both systems are analysed using agent-based models with respect
to a long term “social welfare” measure that balances bank profitability with the costs
caused by contagion.
The models generate results that would not be possible through a static analysis of the
systems without adaptive banks. The payment system is shown to operate below its
social optimum, as banks do not endogenise the systemic risk externalities caused by
strategies that appear optimal at an individual level. This leads to insufficient liquidity
in the system and the queuing of non-priority payments in an inefficient manner.
In the insolvency model, a policy of regulatory intervention shapes bank risk-taking over
the long term, with the short term gains of a bailout leading over time to excessive bank
leverage, a higher number of insolvencies and reduced social welfare. A targeted strategy
of only bailing out specific institutions that are Too-Big-To-Fail also reduces long term
system efficiency.
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Chapter 1

Introduction
1.1

Background

2008 saw the worst crisis to hit the global economy since the Great Depression of the
1930s. During the preceding years, a period of excessive mortgage lending in the United
States fuelled a housing bubble and provided the opportunity for banks to issue a vast
range of innovative, and often complex, financial instruments, repackaging these risky
mortgages into safe-looking products. At the same time, a period of low interest rates
worldwide (Brunnermeier, 2009) encouraged investors to hunt for higher returns, and
these new “mortgage-backed securities” appeared to offer attractive yields for relatively
low risk. The low interest rates also meant that banks and investors could borrow
cheaply and greatly increase the size of their positions, hoping that their profits would
continue to outweigh their funding costs. However, these instruments were not as safe
as they first appeared to both investors and the credit agencies. When the housing
bubble burst and the price of real estate plummeted, the complex web of credit and
mortgage-backed securities that had built up started to unravel.
Banks were forced to readjust the value of the stricken assets on their balance sheets in an
accounting technique known as “mark-to-market”. This led to many suffering substantial
losses and a reduction in investor confidence, leaving first Bear Sterns and then most
dramatically Lehman Brothers in a position of insolvency. While the former was bailed
out by the United States government and eventually sold to J.P.Morgan, after intense
negotiations, Lehman Brothers was left to file for bankruptcy. However, it became clear
that neither the short-term nor the long-term consequences of such a momentous decision
were well understood. Following widespread panic with lending markets drying up amid
an environment of fear and uncertainty, the United States government was forced to offer
a significant amount of further financial assistance, notably when the insurance company
AIG found itself in a solvency crisis. Similarly in the United Kingdom, the decision was
made to recapitalise several major banks, including Royal Bank of Scotland and Lloyds
1
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TSB/HBOS, with further examples in the Netherlands, Belgium and Germany among
others.
The financial system survived, but it was a watershed moment for our new globalised,
massively interconnected economy as it highlighted the serious limitations of traditional
economic models, which failed to capture the speed and extent of the crisis. As former
European Central Bank governor Jean-Claude Trichet (2010) said:
As a policy-maker during the crisis, I found the available models of limited
help. In fact, I would go further: in the face of the crisis, we felt abandoned
by conventional tools.
At the core of traditional economic modelling are Dynamic Stochastic General Equilibrium (“DSGE”) models. These are based on micro-level foundations, where individual
actors, such as households or firms, make decisions to maximise their own utility based
on their expectations regarding macroeconomic outcomes. Due to the equilibrium nature of these models, there is an interaction between changes in policy and changes in
the behaviour of actors, as they adjust their future expectations and the system settles
into a new position (Sbordone et al., 2010). These models are attractive as they combine a banking sector with the wider macroeconomy and have had success at traditional
monetary policy analysis during normal times (Borio, 2014). However, they struggled
to explain the crisis due to the breakdown of two key assumptions (Farmer et al., 2012).
Firstly, DSGE models assume that agents operate autonomously and are only influenced
in their behaviour by other agents through market prices. This leads to a dramatically
simplified banking sector, where interactions between banks are ignored and the system is
aggregated to a single “representative” bank that interacts with the other sectors. From
a policy perspective, this placed the emphasis on micro-prudential regulation such as
Basel II (2005), with the idea that keeping an individual bank solvent through adequate
capital requirements would ensure the stability of the financial system as a whole.
Unfortunately this notion was shown by the financial crisis to be a fallacy of composition
(Brunnermeier et al., 2009), with the expected aggregate risk across individual banks
dramatically underestimating the total systemic risk. In fact, the banking sector was
behaving more like a complex, adaptive system (Haldane, 2009), with interactions and
co-ordination problems between the participating agents leading to unexpected emergent
behaviour (Zigrand, 2014). The DSGE models were unable to cope with the non-linear
effects that even small changes to parameters were engendering in the real world system
(Gai, 2013).
The banking system had actually been acting as a complex, adaptive system for some
time, with financial innovation and a period of prolonged stability creating a highly
interconnected network of banks that was not well understood by established models or
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regulators (Gai, 2013). Bank leverage ratios had increased considerably and maturity
mismatches in liquidity were commonplace, with many institutions heavily dependent
on short-term funding. The situation was well summarised by Vilfredo Pareto as long
ago as 1909 (Zigrand, 2014):
During an upswing everyone is content and no-one talks about a crisis. That
period, however, is surely preparing the way for the downswing, which distresses everyone and which alone is given the name crisis.
The second assumption of DSGE models to breakdown was that of rational expectations, whereby all agents in the model are presumed to act perfectly to maximise their
own utility by solving extremely complicated optimisation problems, often with highly
unrealistic behavioural assumptions (Caballero, 2010). However, recent events have
shown that banks do not always act rationally, demonstrating herding behaviour towards investments in the years preceding the crisis and liquidity hoarding behaviour
in the aftermath, when they were frightened to lend money due to a perceived lack of
information and fear in the market.
Despite these problems with the core research, there was a considerable amount of
work that helped to explain behaviour during the crisis occurring on the periphery of
economics (Caballero, 2010). Utilising techniques from physics, ecology and biology
amongst others, micro-founded models were built that described bubbles, cascades, fire
sales and other crisis characteristics. As opposed to DSGE models, the focus was often on
one particular system, but crucially these models captured not just the agents involved,
but also the mechanisms linking them together and the resulting complexity (Zigrand,
2014).

1.2

Systemic risk

The majority of the new work mentioned above focusses on the concept of systemic risk,
both in terms of understanding how it was embedded within the current financial system
and how it could be minimised. At this stage then, it is worth taking a step back to
consider what an economic system is.
Zigrand (2014) addresses the topic in detail and views economic systems as “working
mechanisms”, composed of individual elements that interact with each other under a set
of norms or behaviours but also maintain a consistent identity as the system evolves.
This view allows the notion that the mechanism can break down and cause systemic
events. A complex system is one that shows emergent properties through the individual
interactions, or is more than the sum of its parts (Simon, 1997). Rather than being
in equilibrium, the complex systems view of economics is that the interactions of the
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individual elements have over time “self-organised” the system into a critical state (Bak,
1996), where minor events will usually have little impact but can potentially cause a
chain reaction that affects all elements within the system. These “knife-edge dynamics”
help explain how the system can maintain stability for long periods, but be prone to
the devastating contagion seen during the crisis (Haldane, 2009). In order to measure
the effectiveness of such a system, a performance measure is required that captures how
well it is operating over a long period, encompassing both stability and major systemic
events. In the case of a banking system, that measure can be the social welfare impact
on the wider economic environment or “real economy”.
Therefore, systemic risk can be thought of in this context as endogenous, emergent
risks due to interactions in the banking system that have an impact in terms of social
welfare (Zigrand, 2014). However, one should be careful that any metric does not only
incorporate the negative social welfare from systemic risk, but also the positive social
welfare that the system may create. It is not possible to eliminate systemic risk entirely,
but even if it were, it would likely have a detrimental effect on other key performance
metrics such as growth and profitability. Indeed, as shown by Leitner (2005), an optimal
network of financial agents is a trade-off between risk sharing and system-wide collapse.
Therefore, any measure of the system should take the form of a long-term cost-benefit
analysis, weighing up systemic risk against other factors.

1.3

Current approaches

The primary focus of the systemic risk literature has been on understanding and measuring systemic risk within financial systems, specifically interconnected bank balance
sheets, using techniques from complex network theory to understand how contagion
can spread through a financial system and which network topologies are most effective
(Glasserman and Young, 2015). However, this approach does not view the system in
question as dynamic and adaptive, with analysis only performed on static networks.
Consequently, the results are geared towards the contagion events themselves, rather
than an ex-ante understanding of how that contagion arises and how it can be mitigated
in advance. In addition, naive simulations that overlay new regulatory policy onto existing empirical data and apply these contagion ideas violate the Lucas critique (1976), in
that the situation being studied would not arise were the rules of the game to be changed.
Recent literature on dynamic network formation (Bluhm et al., 2013; Acemoglu et al.,
2014) avoids this problem, but still suffers from using fixed bank behaviours, failing to
capture how bank strategies evolve over time.
Aside from the work on contagion above, a separate strand of literature studies how
systemic risk can be caused by externalities stemming from seemingly rational behaviour
by the banks, who fail to endogenise the effect of their individually-optimal behaviour on
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the system as a whole. These works approach the system in a game-theoretic manner,
attempting to understand the banks’ strategic incentives and finding Nash equilibrium
behaviours for the system. However, while these models capture the adaptive nature
of banking interactions, this methodology can only assess very abstracted scenarios and
must make a number of simplifying assumptions to fully describe the payoffs for each
behavioural option open to the bank. These methods have so far not addressed the
topology of the banking network and more importantly cannot capture the paths that
these systems would take to reach the Nash equilibrium state. In fact, for complex games
involving non-linearly interacting variables there may be a huge number of possible
equilibria for behaviours to settle into, and in some cases behaviours may fail to converge
to equilibrium at all (Galla and Farmer, 2013). Therefore, a purely game-theoretic
approach can struggle in the dynamic unpredictability of a crisis and fail to accurately
capture the costs associated with contagion.
An effective way to address these issues is by creating Agent Based Models (“ABMs”)
of financial systems, where agents are bestowed with a certain state and behavioural
rules, and interact over a long time frame. This technique is well suited to a cost-benefit
analysis, being micro-founded and capable of simulating realistic interactions between
thousands of heterogeneous banks and other key agents. However, many existing ABMs
for banking systems tend to suffer from similar problems to DSGE models, with myopic agents preforming incredibly complex optimisations without adapting to what other
agents in the simulation are doing. This again leads to potentially unrealistic equilibria being formed, which is a problem in perpetually dynamic systems where in reality
such equilibria may not exist. This problem can be addressed by taking an evolutionary
perspective to simulation, where the focus shifts from agents being myopic optimisers to
social learners, adapting their behaviours and strategies according to what others are doing (Kirman, 2006). Such social learning can cause systems to settle into an equilibrium
or remain in disequilibrium, where a long term “steady state” can be analysed (Kirman,
2006). Social learning is a particularly good paradigm to use, as it can capture both the
herding and hoarding behaviour that was indicative of the crisis (Brenner, 2006).

1.4

Research Aims

The aim of this thesis is to perform a long term cost-benefit analysis on two banking
systems that were either directly or indirectly affected by the 2008 crisis, and analyse
how to maximise appropriate social welfare measures for both. In order to achieve this,
agent-based models will be used to capture strategic interactions and social learning
between the agents, as well as micro-founded contagion dynamics based on the most
recent approaches in the literature.
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The first area of investigation is large-value payment systems, which are the mechanisms
that allow banks to satisfy payments to each other on an intraday basis, while the second
is the high-level relationship between bank insolvency, bank strategy, balance sheet
contagion and the regulator. Both systems are characterised by rules that encourage
excessive risk-taking by participants, with potential free-riding on the willingness of
others to provide stability (Danı́elsson and Zigrand, 2008) that can lead to socially sub
optimal results. In addition, both are in the public eye1 and have previously been studied
using a mix of micro-founded network contagion and game theory, but only minimally
using agent-based models.
The complexity of payment systems stems from the large payment volumes passing
through them each day. Banks attempt to manage their payment streams to minimise liquidity and delay costs, leading to complicated dynamics of queues and payment
cascades at a micro-level, interesting strategic behaviour and free-riding incentives. Although the complex system dynamics preclude an analytic formulation of the payoff
matrix for each bank (Beyeler et al., 2007), there are clearly separable timescales between the payment dynamics and the banks’ decision making. Therefore, an agent-based
model based on Soramäki and Galbiati (2011) will be used, where the payment flows
are simulated “intraday” based on the strategic decisions that banks make “interday”
(Galbiati and Soramäki, 2011). Repeated intraday simulations approximate a Monte
Carlo method for determining payoff matrices, which are used for banks’ decision making. Learning in this model is implemented in a straightforward manner. Banks are
assumed to have perfect information regarding each payoff matrix and so update their
strategies based on historical analysis of other banks’ behaviour. These dynamics of
fictitious play (Brown, 1951) are found to drive the system to a Nash equilibrium. A
cost-benefit analysis reflects the fact that participants in the main UK payment system,
which was in a comfortable equilibrium prior to 2008, have had their incentives changed
by new liquidity regulations in the light of the crisis. Therefore, any potential new equilibria need to be evaluated as to their effectiveness in terms of minimising overall costs
for the banks. The work extends the Sorämaki and Galbiati model to include payment
prioritisation, an important consideration for participants (Becher et al., 2008).
The investigation into bank insolvency and contagion analyses the long-term effectiveness of different government bail-out mechanisms for increasing system stability and
reducing the possibility of a systemic failure, whilst also maintaining social utility for
the wider macroeconomy. The process of bank insolvency can lead to cascades of losses
through the interrelated balance sheets of the banking network, via defaults on interbank loans but also via the depression of asset prices market-wide through fire sales, as
was seen with mortgage-backed securities during the crisis. However, previous work has
failed to describe the state of the system and possible contagion that exists in advance
1

The then vice-chair of the Federal Reserve, Janet Yellen, discussed both in a speech of 2013 (Yellen,
2013).
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of a bankruptcy, as banks make strategic decisions regarding both their level of risktaking and their dealings with distressed institutions (Freixas and Dewatripont, 2012).
This strategising affects both the topology and the stability of the banking network. In
addition, banks may incorporate information regarding the regulator’s resolution policy into their decision making process over the long term, potentially creating moral
hazard. Unlike the payment system model, the aim is not to establish an equilibrium,
but rather to investigate contagion behaviour, stability and system performance. The
overarching aim, however, is to understand how an insolvency resolution policy should
be implemented in order to maximise long term social welfare.
The two banking systems represent abstractions of the financial system as a whole,
allowing specific questions to be answered regarding their operation without having
to capture potentially unnecessary extraneous factors. This is straightforward for the
first system which has a clear decomposition of its own, but is harder for the second
system which is heavily dependent on many factors. Choosing an appropriate level
of abstraction for the study depends on the detail assigned to simulating the various
subsystems (Simon, 1997), such as the stock market, interbank market and coupling
with the macroeconomy. Therefore, the analysis begins with as parsimonious a model
as possible, focussing only on the key elements of bank riskiness, network contagion and
bailout. From there, explicit modelling of both the asset and liability side of the balance
sheet, credit spreads for lending, a central bank and more detailed liquidation mechanics
are introduced. This allows social welfare to be assessed within a more economicallyrealistic framework, but also allows a more detailed analysis of the channels of contagion
that lead to systemic risk and how they interact with each other.
These models successfully capture the high level relationship between systemic risk and
social welfare, but still require assumptions regarding the coupling between the simulated financial system and the exogenous macroeconomy. Therefore, extensions to the
modelling approach are discussed in the context of a full agent-based macroeconomic
simulation of the UK economy known as CRISIS, which couples detailed micro-level
simulation of the banking sector with firms, households and a government agent in the
wider macroeconomy. The extended model would allow social welfare to be assessed
in a more comprehensive manner, and provide a robust policy tool for analysing the
effectiveness of different intervention policies for insolvent banks.

1.5

Structure

The analysis begins with large value payment systems. Chapter 2 provides an overview
of their mechanisms and current regulations, as well as a literature review of historical and current models. Chapter 3 provides an in-depth report of the simulation for
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a collateralised interbank payment system, including the novel incorporation of payment prioritisation into an agent-based model. This includes a summary of results and
conclusions with regards to policy implementation.
The analysis then moves on to the second system, incorporating the relationship between bank insolvency, bank strategy, balance sheet contagion and regulatory intervention. Chapter 4 provides a detailed background on insolvency resolution, as well as a
literature review covering a number of key topics that will form part of the models.
They are network contagion, moral hazard and bailout, dynamic banking models, social
learning and agent-based financial models. Chapter 5 presents the parsimonious model,
the results of long term simulations and their impact on policy. Chapter 6 extends the
stylised model to incorporate more realistic bank balance sheet dynamics. This includes
a detailed model specification and results investigating contagion, systemic risk and optimal insolvency resolution. Chapter 7 introduces the CRISIS macroeconomic simulator
and discusses how it can be extended to allow a long-term analysis of insolvency resolution policies. Finally, Chapter 8 summarises the thesis findings and investigates future
directions for the work.
The work on payment systems in Chapters 2 and 3 has been presented at the following:
• Conference on the Impact of the Global Financial Crisis on Banks, Financial Markets and Institutions in Europe. University of Southampton, UK, April 2013
• INET@Oxford seminar (as invited speaker). University of Oxford, UK, June 2013.
• International Finance and Banking Society Conference. University of Nottingham,
UK, June 2013.
• Workshop on Economic Science with Heterogeneous Interacting Agents. University
of Tianjin, China, June 2014.
A paper based on the payment system work was published in the Journal of International
Financial Markets, Institutions and Money (De Caux et al., 2016).
The work on insolvency and risk taking in Chapters 4, 5 and 6 has been presented at
the following:
• Workshop on Economic Science with Heterogeneous Interacting Agents. University
of Tianjin, China, June 2014.
• Industrial Advisory Board presentation. University of Southampton, UK, January
2015.
• Student Conference on Complex Systems. Granada, Spain, September 2015.
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• Conference on Complex Systems (CCS). Arizona State University, USA, September 2015.
• Seminar for Financial Computing and Analytics group (invited speaker). University College London, UK, December 2015.
A paper based on the work in Chapter 5 was published in Physica A (De Caux et al.,
2017). A paper describing the model setup in Chapter 6 was submitted to the International Journal of Computational Economics and Econometrics in November 2016. The
work in Chapter 7 was included in CRISIS - An Economics Simulation Platform and
the CRISIS Standard Model (Phillips et al., 2015).

Chapter 2

Large Value Payment Systems
This chapter presents an overview of large value payment systems. Section 2.1 gives a
background on how they operate and introduces important considerations for their design and regulation. Section 2.2 is a literature review of existing approaches to modelling
payment systems, together with a discussion on their limitations. Finally, section ??
summarises how the model in chapter 3 can address these difficulties.

2.1

Payment System Operation and Design

This section begins with an overview explaining the mechanisms that allow large value
payment systems to operate. It then explores how such systems are currently regulated,
before focussing on the operation of CHAPS1 , the main UK payment system, as a specific
example. The section concludes by discussing why payment prioritisation is important
in a bank’s payment stream management.

2.1.1

Mechanism

Providing payment services to allow banking institutions to settle their obligations is
one of the key functions of the financial system. Hence, it is vitally important that
interbank payment systems are well designed and regulated. The importance of this
point becomes even more apparent when considering the exceptionally large payment
volumes that have to be processed on a daily basis. The US Fedwire system settles
around $2.4 trillion of transactions every day (Federal Reserve Board, 2014), while the
UK interbank systems, CHAPS and CREST2 , settle around £575 billion in the same
period, which is roughly equivalent to UK annual GDP every three days (Dent and
Dison, 2012).
1
2

Clearing House Automated Payment System.
CREST is a securities settlement system.
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One of the reasons for these incredibly high volumes has been the move to gross settlement. Historically, most payment systems operated on a net settlement basis, but this
led to banks running tremendous counterparty exposures throughout the day. Furthermore, the potential cost of late settlement failure was shown by many studies to lead
to heavy systemic risks (Humphrey, 1986; Angelini et al., 1996; Chakravorti, 2000). In
order to alleviate this problem, many systems now operate a mechanism of Real Time
Gross Settlement (“RTGS”), ensuring that all obligations are settled with finality, in
real-time, via a transfer of funds from the account of the creditor to the account of the
debtor at the central bank.

2.1.2

Regulation

The increased liquidity demand posed by gross settlement means that intraday liquidity
is the lifeblood of these RTGS systems. Ideally this liquidity would be provided free
of charge on an intraday basis by the central bank operating as settlement agent for
the system, but this would require them to take on an unacceptable level of credit risk.
Therefore the central bank must implement a pricing policy that both mitigates this
risk but also allow the smooth functioning of the system (Furfine and Stehm, 1998;
Freixas et al., 2000). The first policy option is to charge an overdraft fee for any period
of negative balance on a participant bank account, as used in the US Fedwire system
(Coleman, 2002). The second approach is to demand high-quality collateral, such as UK
gilts or sovereign bonds, on an intraday basis up to the value of liquidity required by
the participant. Both CHAPS and the European TARGET23 system utilise the latter
approach.
In a collateral-based system, the central bank typically provides intraday liquidity to
the participant banks at the start of the day. Banks will source liquidity dependent on
their projected payment flows, with each balancing a trade-off between the opportunity
cost of using that collateral elsewhere and the costs that it will incur due to payment
delays throughout the day. In a low opportunity cost environment, these systems operate
efficiently due to a high volume of liquidity being present, but there is a systemic risk
if the environment were to change. The system incentivises member banks to minimise
their own total costs so that individually optimal strategies, such as free-riding on the
liquidity provision of others, may be at odds with the most beneficial behaviour for
overall system performance (Afonso and Shin, 2011). Notably, insufficient liquidity
sourcing or poor recycling of liquidity within the system can cause cascades of payment
failures, leading to delays and system-wide inefficiencies (Angelini, 1998).
For these reasons, intraday liquidity risk is currently receiving a high level of scrutiny.
The recent Basel Committee on Banking Supervision (2012) paper details a number of
measures that banks must now report, assessing their intraday liquidity requirements
3
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under various stress scenarios. While this helps to reduce opacity, the measures focus on
the individual banks themselves and do not fully capture the system-wide effects that
a stress situation would cause. The Bank of England have a number of tools at their
disposal to increase liquidity in the system, such as centralised settlement optimisation
and throughput requirements, whereby some payments must be made by a certain time
in the day (Martin and McAndrews, 2008b). However, there is a danger that introducing new legislation will change the incentives of the participants and destabilise the
system. An analysis of the equilibrium behaviour of the payment system under differing
conditions is a first step towards understanding these risks

2.1.3

CHAPS

The UK payments system CHAPS currently has twenty four direct members, who each
have an account with the central bank and form a complete payment network with each
other. The system therefore demonstrates a high level of tiering, with many institutions
choosing not to face the central bank directly but instead to utilise one of the existing
members for their settlement requirements (Jackson and Manning, 2007). This effectively reduces CHAPS to being a small club and aids stability as all the participants are
very visible to each other. Regular payment delays or free-loading are met with retaliation and bilateral credit limits are also used as an indicator of other banks’ behaviour
(Becher et al., 2008).
The CHAPS system was until recently very effective in terms of liquidity provision; it
had settled into a comfortable equilibrium where banks posted more collateral than they
needed to at the start of the day and all payments were made smoothly with minimal
delays. It was also simple for banks to make their decisions on a day-to-day basis as
their collateral postings tended not to change, meaning participants were fully informed
as to how others would act.
However, these low liquidity sourcing costs were due to the practice of double duty,
whereby collateral that banks were forced to hold as part of their prudential asset buffer
could still be used on an intraday basis for posting in a collateral-based RTGS system
(Ball et al., 2011). This effectively meant that many banks incurred costs significantly
lower than the true opportunity cost of the collateral4 (James and Willison, 2004).
Under the new regulations, banks are forced to hold an additional intraday liquidity
buffer (Ball et al., 2011). This implies a significantly larger opportunity cost to banks
and hence the incentives for actors in the CHAPS “liquidity game” have changed. The
Bank of England is therefore understandably keen to gain insights into how equilibrium
behaviours have been altered and how they are affecting the efficiency of the system.
4

The difference between the unsecured interbank rate and the secured-lending repo rate.
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2.1.4

Payment prioritisation

The ability of banks to prioritise certain payments above others is an important part
of their payment strategy. Indeed, one of the bank reporting measures specified in the
Basel Committee paper (2012) is ”the volume and value of time-specific and other critical
obligations”, so that the prevalence of such priority payments can be assessed across the
system as a whole.
Angelini (1998) shows that banks have an incentive to delay payments for as long as
possible if liquidity is too expensive in a fee-based payment system such as Fedwire,
leading to a peak in activity towards the end of the day that heightens operational risk
(McAndrews and Rajan, 2000). The analogous result for a collateral-based payment
system suggests that payments should be made instantaneously if possible, as collateral
is a sunk cost incurred at the start of the day. However Becher (2008) demonstrates
that there are other drivers encouraging banks to prioritise some payments over others.
These are both internal factors, such as bilateral net credit limits5 or counterparty
importance, and external factors, such as market timings and throughput restrictions,
whereby banks may have to make a certain percentage of payments by a specified time
to avoid a fine. Approximately 5% by volume of all payments are time-critical and
CHAPS implements throughput requirements at 10am and 12pm for specific payments
such as CLS pay-ins6 , central counterparty (“CCP”) margin payments and retail system
clearings (Becher et al., 2008).
Based on the above, payment prioritisation by banks and its effect on efficiency are
important considerations for any accurate payment system model.

2.2

Existing models of payment systems

In this section, we provide a review of existing payment system models. We begin with
the liquidity constraint approach, which laid the foundations for quantitative analysis of
payment system dynamics. We then discuss the two separate strands of literature that
evolved out of this initial analysis – simulation modelling and game theoretic modelling
– before discussing a cutting-edge approach that combines the two. Finally, we explore
models that include payment prioritisation.
Early work on interbank payment systems, both empirical and theoretical, tended to
focus on the qualitative impact of policy, but the 1990s saw a shift to quantitative
analysis, especially with the work of Kahn and Roberds (1998). However, Angelini
(1998) was the first to study RTGS systems analytically with respect to the choices
5

A bilateral credit limit ensures that one counterparty in a bilateral relationship cannot become
more indebted to the other than the size of the threshold.
6
CLS is a limited purpose bank specifically for settling foreign exchange transactions.
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available for banks to minimise their costs. He uses a simplified model of an RTGS
system to formulate the set of liquidity constraints that a bank faces in its intraday
liquidity decisions. The model demonstrates that in a fee-based system, as long as delay
costs are not too onerous, banks are incentivised to delay payments longer than they
should under system-wide optimum behaviour, thus creating a deadweight loss. Angelini
suggests that this would lead to the formation of an intraday borrowing market amongst
banks and advocates the idea of throughput requirements to prevent substantial delays.
Following the Angelini paper, two strands of research emerged. The first strand focusses
on the strategic co-ordination game that banks play with each other to minimise the cost
of satisfying their own payment streams. In contrast, the second strand uses simulation
to capture the non-linear interactions between payments, queues and settlements that
accurately reflect system dynamics. We shall now analyse each strand in turn, starting
with the latter.

2.2.1

Simulation models

Since the public release of the Payment and Settlement Simulators BoF-PSS1 and BoFPSS2 by the Bank of Finland, there has been a large body of work simulating interbank
settlement systems under different scenarios. Leinonen (2005) provides a comprehensive
overview of such papers, studying liquidity requirements, liquidity shocks and various
liquidity saving mechanisms. Several other interesting topics have been explored using
simulation models, such as retaliation to unsettled payments (Ledrut et al., 2007) and
liquidity sink formation in CHAPS (Bedford et al., 2004).
Beyeler et al. (2007) take a different approach by extending the idea of liquidity constraints to develop a network-based RTGS model. A set of heterogeneous banks receive
a stream of incoming payments based on their size and process them according to their
liquidity reserve, which is reflexively determined. The system is controlled by two parameters – global liquidity and transaction costs. The paper demonstrates that when
global liquidity is low and banks are forced to queue payments, payment instructions and
payment settlements lose correlation. This leads to the emergence of payment cascades
with a characteristic length scale. The distribution of these cascades cannot be accurately captured using a mean-field approximation, highlighting the need for a simulation
approach.
However, a major shortcoming of these studies is that bank behaviour is parameterised
using rules based on historical data. Such an approach makes it difficult to capture
changes in strategic behaviour in the face of unprecedented scenarios. A change in
the behaviour of actors is one major source of systemic risk that needs to be investigated when considering new regulation. This is particularly true of the recent paper
by McLafferty and Denbee (2013), which simulates the effect of introducing a liquidity
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saving mechanism (“LSM”) to CHAPS7 . They predict that up to 30% less liquidity
will be required by the system post-introduction, but this is purely based on historical
data and does not incorporate any consideration of the change in the behaviour of the
participants, which the authors themselves acknowledge will have a big impact.

2.2.2

Game theoretic models

An alternative approach to simulation is to treat the interbank payment system as
a multi-player game and to use techniques from game theory to study the strategic
behaviour of the participant banks (Bech and Garratt, 2003; Willison, 2004; Martin
and McAndrews, 2008a). A game theoretic approach has the advantage of being able
to model bank behaviour in the face of changes to the incentive structure. Notably,
behaviour that optimises costs for an individual bank can be counter-productive at the
systemic level. Bech and Garratt (2003) demonstrate that if liquidity is sufficiently
expensive, banks will choose to free ride on the liquidity of others in order to make their
payments, thus resulting in a tragedy of the commons scenario (Hardin, 1968) in which
there is insufficient liquidity in the system and all participants incur large delay costs.
However, this approach can only achieve analytical tractability by simplifying the system
dramatically, usually by reducing the number of payment periods and banks to two. In
reality, liquidity is recycled many times throughout the course of the day, forming the
complex dynamic of queues and cascades analysed by Beyeler (2007).

2.2.3

A combined approach

In order to combine the positive aspects of both the simulation and game theoretic
streams, Galbiati and Soramäki (2011) utilise an agent-based approach. Their model
features detailed stochastic simulation based on the liquidity constraints of Angelini
(1998) with game-theoretic analysis of bank payment strategies. In order to simulate
the settlement process, a Poisson-distributed stream of incoming payments is handled
by each bank according to its liquidity, creating a series of payments and queues. Payoff
matrices giving the cost for each bank can be estimated from Monte Carlo simulations
of the queuing dynamics under a range of cost parameters. Nash equilibrium strategies
and the socially optimal behaviour for the system can then be compared analytically on
this basis. However, one important element that is missing from this work is the idea of
payment prioritisation by banks.
7

An LSM works by employing a central scheduler that is able, for any two banks, to perform bilateral
matching of offsetting payments that have been submitted to it without the need for gross settlement.
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Incorporating payment prioritisation

Payment prioritisation was introduced into the two-period game-theoretic literature by
Merrouche and Schanz (2010), whose payments are treated in a binary manner as either
priority or non-priority. This partition allows the implementation of a Balance-Reactive
Gross Settlement strategy (Martin and McAndrews, 2010), which is commonly employed
by European banks and is implemented as follows. Each bank chooses a buffer size on
a daily basis. All priority payments are submitted immediately to the RTGS system as
there is no advantage to not making these payments immediately. However, if at any
point the bank receives a non-priority payment and the balance of its liquidity is equal
to or less than its buffer size, the bank will hold the non-priority payment in an internal
queue. Once the liquidity balance rises back above the buffering threshold and there are
no payments queued centrally within the RTGS, the bank will release as many payments
as it can from its internal queue. This strategy can be implemented on a decentralised
basis by individual banks or through an RTGS system with centralised queuing and
liquidity reservation functionality, such as TARGET2.
Galbiati and Soramäki (2010) do investigate the addition of priority payments as part
of their separate study on liquidity saving mechanisms. However, their model uses an
unrealistic queuing system whereby once a non-priority payment is queued internally,
it remains unsettled until the end of the day, regardless of the liquidity balance of the
bank. Under these rather extreme conditions, the socially optimal strategy is to delay
either all or none of the non-priority payments, depending on liquidity cost.

2.3

Summary

In this chapter, we have looked at how large value payment systems operate and how
they are represented in existing models. We have seen that a recent modelling approach
(Galbiati and Soramäki, 2011) combines game theoretic analysis with agent-based simulation to investigate the equilibrium behaviour of a payment system under a variety of
conditions. However, this approach does not include the ability for banks to prioritise
their critical payments, which is an important consideration in their payment strategy.
Our model will allow banks to implement a realistic Balance-Reactive Gross Settlement
strategy in a multi-period setting and will incorporate the level of liquidity buffer chosen
by a bank into its strategic decision-making. This allows us to assess a range of buffering
strategies under different parameter conditions, with our results in the next chapter
indicating that the socially optimal strategy can vary from the dichotomous regime
posited by Galbiati and Soramäki (2010).

Chapter 3

Simulating a collateralised
payment system
Having covered the background and existing literature, this chapter specifies a model for
simulating a collateralised payment system, similar to CHAPS in the UK. Section 3.1 introduces the modelling methodology and explains the treatment of processes at different
time-scales within the setup. Section 3.2 analyses the results of the system across the
defined parameter space and assesses the price of anarchy (Koutsoupias and Papadimitriou, 1999), or the loss of system efficiency caused by selfish behaviour in relation to
the social optimum. Finally, section 3.3 summarises the results and links them to policy
recommendations.

3.1

Methodology

This section introduces the payment system model. Every day, banks receive a stream of
payment orders of differing priority, which they wish to process as efficiently as possible.
This may require delaying certain payments based on the liquidity available to them
at any point in time. That liquidity will vary throughout the day depending on the
behaviour of other banks in the system who are making payments to them, but each
bank can control how much liquidity they request from the central bank to begin the
day. This initial liquidity comes at a price, so banks are aiming to find a strategy that
minimises total delay and liquidity cost. However, optimal individual strategies may not
allow the system to run in the most efficient manner.
Next, the strategy formulation available to banks on a day-to-day basis is specified.
Liquidity constraints that banks must satisfy when making their payments are defined,
and the formation process for the payoff matrices used by banks in their strategic decision
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making is described. Finally, the analysis demonstrates how the socially optimal and
Nash equilibrium behaviours of the system are found.

3.1.1

Basic setup

A payment system of N banks is simulated over a number of days and assess how bank
behaviour evolves. The behaviour of bank i on any particular day can be formulated
as a tuple {li (0), bi }, where li (0) is the amount of liquidity requested from the central
bank at the start of the day and bi characterises the bank’s buffering strategy. In
practice, applying a buffer means withholding non-priority payments in an internal queue
if the amount of liquidity in the RTGS account is equal to or less than the buffer size.
Limiting the sourcing of liquidity for banks to a single decision at the start of the day
is consistent with behaviour observed within CHAPS. Large banks will be members of
multiple payment systems, meaning that the allocation of collateral must be planned
in advance and little unencumbered collateral will be available throughout the day.
Similarly, maintaining a consistent intraday strategy for internal queueing is necessary
to minimise operational risk unless there is a significant change to the proportion or
relative weight of priority payments.
The analysis distinguishes between processes at two separate timescales. Behaviour
is assessed at an interday level, where banks can alter their liquidity and buffering
strategies in order to minimise their expected cost. This cost is approximated using
simulations of the intraday payment dynamics for all combinations of strategic bank
behaviour, with respect to liquidity l and buffer size b. This modelling approach does
not necessarily assume that banks run such simulations to evaluate their options; an
equally valid interpretation would be that banks use historical data and accumulated
knowledge about best responses to understand the incentive structure of the system (see
discussion of strategy evolution in Section 3.1.3).

3.1.2

Intraday

The day is modelled as a series of T discrete time-steps. The choice of discretisation is
motivated by two main reasons. The first is that in real payment systems, the arrival
of orders is likely to be clumpy due to non-continuous feeds from trading desks and
other institutions. The second and more important reason is that there is no concept
of delay cost beyond a certain degree of granularity. This is demonstrated by the US
Fedwire system, where interest on an overdraft is only calculated on the balance at the
end of each minute and any intra-period volatility is ignored (McAndrews and Rajan,
2000). To model payment dynamics, a series of payment orders is randomly generated
throughout the day for each bank using a Poisson process with λ =

1
N,

where N is

the number of banks. These orders represent trading activity, margin calls or some
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other bank obligation, and can be viewed as emanating from other parts of the bank
or from external clients. The payee is set to be equally likely from the set of all other
banks1 . Consistent with previous work (Galbiati and Soramäki, 2011), T is set to be
3,000, representing time periods of approximately ten minutes. This means that each
institution has 200 payments per day on average.
The simulation is run with fifteen identical banks2 to represent the members of the
CHAPS system who directly face the central bank. The banks are assumed to be linked
by a complete network, so that payments can be between any pair of institutions. Bank
homogeneity is not an entirely accurate representation of CHAPS where the majority of
payments are made by the top four counterparties (Becher et al., 2008), but simplifies the
analysis and is a common assumption in previous models (Galbiati and Soramäki, 2011;
Bech and Garratt, 2003). All payments are of unit size for simplicity, but are partitioned
to be either priority or non-priority. Priority payments carry a higher delay cost than
non-priority payments due to the heightened consequences of not paying them on time,
but are also less frequent. A further parameter, α, is introduced, which determines the
probability of any particular payment being priority. Therefore in any given day, the
expected number of priority payments P and non-priority payments N P for each bank
are as follows:
E(P ) =

αT
,
N

E(N P ) =

(1 − α)T
N

(3.1)

Payment orders are processed by each bank using a mechanistic system of queuing, dependent upon the amount of liquidity available at a given time. There may be occasions
where payments orders will not be executed instantaneously, even when there is sufficient
liquidity to do so, due to the internal buffering.
Using a similar nomenclature to Galbiati and Soramäki (2011), let ziP (t) represent the
number of priority payment orders received by bank i up to time t, and xPi (t) the number
P
of priority payment orders executed by bank i up to time t. ziN P (t) and xN
i (t) have

equivalent definitions for non-priority payments. Therefore at time t, bank i will have
two queues of payments:
qiP (t) = ziP (t) − xPi (t),

P
qiN P (t) = ziN P (t) − xN
i (t)

(3.2)

and a liquidity of:
P
li (t) = li (t − 1) − xPi (t) − xN
i (t) + yi (t)

(3.3)

1
For the purposes of implementation, it is simpler to generate payments from a central server with
λ = 1, and a constraint that banks cannot pay themselves. It is also simpler to generate the payee at
payment time, rather than storing that information for any queued payments. Both of these methods
cause no loss of generality to the results.
2
The actual number of banks directly facing the Bank of England in CHAPS has now increased to
twenty four, but that does not alter the nature of the simulation.
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where yi (t) represents the value of payments received by bank i up to time t. Bank i is
indifferent as to whether it is receiving a priority or a non-priority payment, hence there
is no need to distinguish.
All banks are assumed to adopt the following payment rules for each new time period:
1. if new payment instructions have been received, add them to qiP (t) or qiN P (t) as
appropriate.
2. if li (t) > 0 and qiP (t) > 0, make priority payments on a FIFO basis until either of
these equations is no longer satisfied3 .
3. if li (t) > bi and qiN P (t) > 0, make non-priority payments on a FIFO basis until
either of these equations is no longer satisfied.
As the system is closed and all outgoing payments represent incoming payments to other
banks, these equations fully describe the settlement process. The discretisation of time
means that chains of payments are assumed to occur instantaneously in the same time
period, which is a realistic assumption given a period length of ten minutes and the
time-scale of payment execution being a matter of seconds.
Let ψi (k) be the k th priority payment request and φi (k) the k th non-priority payment
request received by bank i. If tψi (k) and t0 ψi (k) are the order time and payment time
respectively for ψi (k), then the total expected delay suffered by bank i for each payment
type can be expressed using the following equations:
X
DiP = E[ (t0 ψi (k) − tψi (k) )],
k

X
DiN P = E[ (t0 φi (k) − tφi (k) )]

(3.4)

k

Both DiP and DiN P are generated by stochastic processes. Expected delays are a function
of the strategic behaviour of all participant banks, but also depend on the frequency of
priority payments.
DiP = f (l1 (0), l2 (0)...lN (0), b1 , b2 ...bN , α),

DiN P = g(l1 (0), l2 (0)...lN (0), b1 , b2 ...bN , α)
(3.5)

By simulating the intraday process a sufficient number of times, estimates for DiP and
DiN P can be constructed using different parameter combinations. The analysis is simplified by a key result of Galbiati and Soramäki (2011) which proves that the resulting
game is an aggregation game. This implies that the outcome for an individual is reducible to a function of its own actions and the sum of others’ actions. Therefore for
3

In practice, the P queue will be within the RTGS system and the N P queue will be held internally
by the bank. Similarly, all P payments will be released into the RTGS system which will automatically
apply FIFO, and N P payments will only be released into the RTGS system if there is sufficient liquidity
to settle them.

Chapter 3 Simulating a collateralised payment system

23

any bank, the delay process is not dependent on the exact distribution of liquidity and
buffer choices by other participants, but only on the bank’s own choices and the sum of
the other participants’ choices.
DiP = f (li (0), L, bi , B, α),

DiN P = g(li (0), L, bi , B, α)

(3.6)

where
L=

X

lj (0),

B=

j6=i

X

bj

(3.7)

j6=i

The problem has been reduced to each bank playing against the system of other banks
and can now represent expected delays for both priority and non-priority payments using
just five parameters. Extending Property 2 from Galbiati and Soramäki (2011) gives
comfort that DiP and DiN P are both convex with respect to liquidity and buffer choices,
thus ensuring that a unique minimum cost exists4 .

3.1.3

Interday

In the following analysis banks are assumed to be risk neutral. Hence, on an interday
basis, banks will aim to adapt their strategies in order to minimise their expected daily
cost C. For clarity, the notation is changed slightly to drop the time dependence of
liquidity used in intraday analysis5 , so {li , bi } will now represent bank i’s behavioural
choices on a particular day, with L and B as before. C is comprised of a cost for the
liquidity sourced and costs for the delays of both priority and non-priority payments:
C(li , bi , L, B, α) = βli + γDiP (li , bi , L, B, α) + DiN P (li , bi , L, B, α)

(3.8)

Relative to the cost of delaying a non-priority payment for one unit of time, which can
be set to be one without loss of generality, β is the cost per unit of liquidity sourced and
γ is the relative cost of delaying a priority payment for one unit of time. The value of
α is then fixed, with the intraday process simulated under each combination of li , bi , L
and B to obtain estimates for DiP and DiN P . As this process is stochastic in terms of
the incoming payment distribution, Monte Carlo estimates for the averages are used6 .
As a result, two 4-dimensional surfaces for DiP and DiN P are obtained, which can be
amalgamated to form a 4-dimensional surface for C. This surface effectively represents
the payoff matrix for the game, where one bank is playing against the aggregate average
decision of all the others.
C is convex following the convexity of both DiP and DiN P , as demonstrated by the example cost surface in Figure 3.1, which is projected onto a 2-dimensional surface by setting
4
While not proving this via a closed form solution, extensive tests were conducted to show that the
property holds empirically.
5
li (0), representing the liquidity at the start of the day (i.e. at t = 0) now simply becomes li .
6
Empirically, finding the average of ten sets of 10,000 runs for each combination was effective.
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Figure 3.1: An example cost surface C. Generated using α = 0.5, β = 1000,
γ = 20 and a buffer of zero for all banks
the buffer equal to zero for all banks. From the combination of the convexity of C and
the aggregation property, the social optimum is reached when all banks adopt the same
liquidity sourcing and buffering strategies (Galbiati and Soramäki, 2011). Therefore as
L and B represent sums over N −1 banks, the socially optimal strategy for any bank can
be found at the point on the payoff surface that minimises C, which is when li =
and bi =

B
N −1 .

L
N −1

This is computationally easy to find as it is on the surface diagonal.

Adjustment dynamics based on fictitious play (Brown, 1951) are implemented to find
the Nash equilibria. One round of adjustment corresponds to one day in real time and
banks adjust their strategies based on Bayesian learning of their counterparts’ behaviour,
so that after the strategies of each bank have converged to a fixed distribution7 , the
proportion of appearances of any particular strategy in a given time period represents
its weight in the mixed-strategy Nash equilibrium (Fudenberg and Levine, 1998).
In fictitious play, bank i’s beliefs about the aggregate behaviour of others are held by
the matrix



pτ (0, 0)
···
 i .
..

..
.

τ
pi (Lmax , 0) · · ·


pτi (0, Bmax )

..

.

pτi (Lmax , Bmax )

(3.9)

where pτi (j, k) = Pi (L = j and B = k at time τ ). L and B represent the aggregate liquidity and aggregate buffer of all other banks, while Lmax and Bmax are upper bounds
for the liquidity and buffer totals respectively based on empirical observation and computational tractability. Note that τ is measured in terms of number of days, rather than
the intraday time that t represented in section 3.1.2.
7

Although this is not guaranteed to happen under fictitious play, all of the simulations successfully
converged.
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Beliefs are updated according to:
pτi (j, k)

=

(1 +

P

s=1,...,τ −1 Ij,k (s))

τ + Lmax .Bmax

where

(
Ij,k (s) =

= pτi −1 (j, k) +

Ij,k (τ − 1) − pτi −1 (j, k)
τ + Lmax .Bmax

(3.10)

1 if L = j and B = k at time s;
0 otherwise.

so that combinations that have appeared many times previously will start to acquire a
heavier weighting as time increases.
Bank i is now able to make its behavioural choice for liquidity and buffer size at time
τ , {li (τ ), bi (τ )}, in the following manner:
{li (τ ), bi (τ )} = argli ,bi min

LX
max B
max
X
j=0

C(li , bi , j, k)pτi (j, k)

(3.11)

k=0

where C(li , bi , j, k) is the cost incurred by bank i if it follows strategy {li , bi } and the
aggregate strategy for the other banks is {j, k}.
It is instructive to note that C is independent of time as the payoff matrix for each bank
does not change.
The following section investigates how both the socially optimal and Nash equilibrium
strategies change with the key parameters of the system.

3.2

Results

In this section, results from the model of a collateralised payment system are analysed.
Firstly, the model is compared to a baseline case where no payments are internally
queued. Three parameters are then systematically altered – the proportion of priority
payments α, the unit cost of liquidity β and the relative cost of priority payment delays
γ – with the simulation used to compare the liquidity and buffer choices forming both
the socially optimal and Nash equilibrium strategies under each permutation. The cost
associated with each of these strategies is examined. Finally, conclusions are drawn on
what the results mean for system regulation.

3.2.1

The benefit of a buffering strategy on the social optimum

The first scenario is to test whether a non-zero buffering strategy can improve the
social optimum of the system and what impact it will have on liquidity sourcing. Cost
surfaces are created using the parameter sets 0 ≤ β ≤ 3600 and 0 ≤ γ ≤ 25, and set
the proportion of priority payments α to be 0.5. The range for β is inferred from the
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Figure 3.2: Socially optimal strategies both with and without internal
queueing. Panels show the dependence of (A) liquidity, (B) total cost and (C)
buffer size on the parameter γ, the cost of priority payment delays. The black
squares show the optimal liquidity and cost that can achieved if no internal
queuing is allowed, while the white circles display the optimal values that can
be achieved if all banks utilise the best possible buffering strategy for the given
parameter combination. The proportion of priority payments α = 0.5 and the
results are averaged across β.
typical ratio of liquidity to payments in CHAPS (Galbiati and Soramäki, 2011), while
the range for γ is chosen to reflect the diversity in relative importance between priority
and non-priority payments. Using the method described in section 3.1.3, the socially
optimal cost for each surface is found, as well as the liquidity and buffering required at
that point. For clarity in Figure 3.2, the results are averaged across β.
Figure 3.2 demonstrates two important points. The first is that buffering can reduce
the socially optimal cost of the system as a whole, with the magnitude of the saving
increasing with the relative cost of priority payment delays. The second is that adaptive
buffering also reduces the total liquidity demand of the system, with the liquidity saving
also increasing with γ. Therefore internal queuing can actually aid system efficiency and
does not need to be the “second-best” approach implied by previous work (Galbiati and
Soramäki, 2010).
It is also of interest to see how the optimal buffering strategy varies with γ (bottom panel
of Figure 3.2). The adaptive buffer grows discontinuously as the cost of priority payment
delays increases, with the unsteadiness deriving from the fact that the buffer can only
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take a discrete value in this model, precluding a smooth curve. The optimal buffer
size and liquidity provision appear to grow at approximately the same rate, indicating
that the core (i.e. unbuffered) liquidity in the system remains constant, irrespective of
priority payment delay cost.

3.2.2

Nash equilibrium

The second scenario is to evolve the Nash equilibrium strategies based on the parameter
combinations in section 3.2.1 to see how they compare to the social optimum. Before
measuring the strategies, the simulation was run for a sufficient period of time to remove
transient behaviour and allow convergence under fictitious play. Liquidity and buffer
surfaces are displayed to visualise how behaviour changes with both liquidity cost and
relative priority payment delay cost.
Figure 3.3 demonstrates that banks will consistently under -provide liquidity to the system and over -buffer their non-priority payments. Liquidity under-provision has been
demonstrated when there are no priority payments (Galbiati and Soramäki, 2011), but
it is interesting to see that the behaviour is persistent even as γ increases, when one
might expect banks to provide substantially more liquidity in fear of the punitive cost
of priority payment delays. Instead, banks increase their level of buffering to protect
against this risk, but do so too prohibitively, decreasing the core liquidity in the system.
The socially optimal buffer actually decreases slightly as liquidity cost increases due
to buffering representing a greater proportion of liquidity in the system, but the Nash
equilibrium buffer remains relatively unchanged.
As the socially optimal behaviour will minimise a bank’s costs, any variance from it
by the Nash equilibrium represents an inefficiency. This can be investigated further
by understanding dependence on the proportion α of priority payments. In both Figures 3.4 and 3.5, the reference case of all payments being identical (α=0) is compared
to a scenario of infrequent priority payments (α=0.1) and very frequent priority payments (α=0.5). In order to approximate continuous system behaviour, data is fitted to
continuous functional forms8 .
Figure 3.4(B) makes it clear that over-buffering grows with both α and γ. As either
the relative cost or frequency increases, banks have a greater pressure to meet priority
payments without delay and consequently adopt progressively more defensive strategies
of liquidity hoarding. Panel (A) shows that banks do provide more initial liquidity to the
system as α and γ increase, but it is not enough to compensate for the over-buffering
and is still inefficient relative to the social optimum.
8
The discretisation of the liquidity and buffer choices is an artefact of the modelling setup. In reality,
banks are able to choose their strategies from a continuous range. Therefore, least squares regression is
used to remove the discrete element from the results.
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Figure 3.3: Socially optimal vs. Nash equilibrium strategies. The dark
surfaces represent the socially optimal (A) liquidity and (B) buffering, while the
light surfaces represent the liquidity and buffering that are the evolved Nash
equilibria of banks participating repeatedly in fictitious play. The proportion of
priority payments α = 0.5.
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Figure 3.5: Strategy inefficiencies as a function of liquidity cost. As with
Figure 3.4, the y axis represents the difference between the socially optimal
strategy and the Nash equilibrium strategy. Results averaged across relative
priority payment delay cost.
Figure 3.5(B) illustrates a similar dependency to Figure 3.4, with over-buffering increasing with both α and β, but this is no longer due to liquidity hoarding. As the price
of acquiring liquidity increases, holding a buffer becomes relatively more expensive as
it represents a greater proportion of liquidity within the system. Therefore the benefits
of making priority payments in a prompt manner are more than offset by the excess
queues caused by a reduction in core system liquidity and it is more efficient to reduce
buffer size (the cost of liquidity begins to dominate the relative cost of delaying priority
payments as the driver for socially optimal buffering behaviour). However as can be seen
from Figure 3.3, the Nash equilibrium buffering strategies remain relatively unchanged
across all values of β, meaning that banks become increasingly inefficient as the cost of
liquidity increases.
Under-provision of liquidity initially becomes more pronounced as β increases, but starts
to improve once the cost of liquidity becomes very high. This is due to liquidity becoming
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Figure 3.6: Expected extra cost incurred by bank due to strategy inefficiencies. The y axis represents the expected extra cost incurred by a bank
relative to a strategy that is socially optimal for both liquidity and buffering.
Crosses represent Nash equilibrium strategies where buffering is not allowed
at all. Black squares represent equilibrium strategies where the buffer is fixed
at the social optimum and only liquidity strategy is evolved. White circles
represent equilibrium strategies where both buffer and liquidity strategies are
co-evolved. Results are averaged across β.
so expensive that the socially optimal amount for the bank to choose begins to approach
zero, thus reducing the absolute distance to the Nash equilibrium liquidity. Interestingly
the proportion of priority payments has little effect on under-provision, indicating that
liquidity cost is the dominant driver of liquidity strategy.

3.2.3

Breakdown of cost by buffering and liquidity

Finally, the importance of both buffering and over-buffering are assessed in terms of the
bank’s expected cost. The efficiency of various strategies are calculated by comparing
them to a baseline, which is the expected cost that the bank would incur by using the
socially optimal strategy for both liquidity and buffering9 . Although buffering and liquidity choices are not independent, the impact of buffering can be estimated by imposing
the optimal buffering strategy on all the banks and only evolving their liquidity choice.
The expected cost difference in that scenario can then be compared to the expected cost
difference obtained if both liquidity and buffering strategy are co-evolved. A comparison
is also made to a case where liquidity strategy is evolved but the buffer is fixed to zero.
Figure 3.6 clearly demonstrates that allowing banks to evolve an internal buffering strategy (circles) leads to substantial savings over the zero buffer case (crosses), even though
the buffer that they evolve is too large in relation to the social optimum. The overall
9
This optimum requires that all other banks use the same strategy as well, so must be imposed by
some central controller.
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cost incurred by the bank when it evolves a buffer is substantially closer to the social
optimum than the zero buffer case for all values of relative priority payment delay cost.
The main driver of cost inefficiency is under-provision of liquidity, as over-buffering (the
difference between the circles and squares) only represents up to around 10% of the
total excess over the social optimum. However it is clear that over-buffering becomes
proportionally more damaging as the relative cost of priority payment delays increases.
Interestingly, enforcing an optimal buffering strategy (squares) leads to an improvement
in the cost differential with the social optimum as the relative cost of priority payment
delays increases. This is because the bank now has to provide more liquidity rather than
over-buffer as a defence against the severe delay costs, thus bringing its liquidity closer
to the social optimum and reducing its overall expected cost.

3.3

Conclusions

In this chapter a stochastic simulation of queuing and buffering dynamics in a collateralised payment system, combined with game-theoretic analysis, was used to assess
changes in the strategic responses of participant banks to a variety of different scenarios. This section summarises the results, before making some observations regarding
regulatory policy options available to the Bank of England.

3.3.1

Summary of results

The analysis starts by constructing an optimal system in which a benevolent central
planner controls the liquidity and buffering decision of each bank. Considerations of
payment prioritisation change the framework of previous studies (Galbiati and Soramäki,
2011; Bech and Garratt, 2003) in an important regard. Socially optimal states are shown
to exist, in which banks delay a proportion of non-priority payments by internal queuing.
This behaviour becomes more prominent as the proportion or delay cost of priority
payments relative to ordinary payments increases. Hence the model demonstrates that
efficient internal queuing by banks can improve system efficiency while utilising less
liquidity.
Having analysed socially optimal choices, a game-theoretic analysis of strategic behaviour is then conducted. In comparison to the social optimum, the Nash equilibrium
is to under-provide liquidity and over-buffer non-priority payments. The severity of this
hoarding-like effect becomes more pronounced as the proportion or relative delay cost
of priority payments increases. At a systemic level, the result of strategic interactions is
an excess cost, which is analysed with respect to its dependence on various parameters.
However, the model also demonstrates that the equilibrium formed by strategic interactions is far superior from a cost perspective to the equilibrium formed if banks are not
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allowed to buffer at all, hence showing that adaptive buffering by banks can increase system efficiency. Finally, the analysis shows that the relative increase in cost attributable
solely to over-buffering becomes proportionately larger as the cost of priority payment
delays increases.

3.3.2

Implications for regulatory policy

The findings from this chapter allow some general observations regarding the efficacy
of two regulatory options available to the Bank of England. CHAPS has recently introduced a Liquidity Saving Mechanism (“LSM”) (Dent and Dison, 2012), whereby an
algorithm can settle off-setting payments between counterparties that are submitted to
a central LSM queue. The benefit of such an algorithm is that it does not require any
liquidity and does not reintroduce settlement risk, as payments are considered unsettled
within the queue until they are successfully offset. This incentivises banks to submit
payments early to the LSM in order to increase the chance of them being offset, without
having to supply additional liquidity (Willison, 2004; Davey and Gray, 2014). However,
the LSM cannot be used in isolation, as not all payments can be offset in a timely
manner. Therefore it is combined with the RTGS to form a hybrid system.
Previous work (McLafferty and Denbee, 2013; Galbiati and Soramäki, 2010) suggests
that using an LSM can lead to substantial liquidity savings by dividing payments into
two streams, with all priority payments settled through the RTGS and all non-priority
payments settled via the LSM. An empirical study by the Bank of England (Davey and
Gray, 2014) since the introduction of the LSM demonstrates that banks behaving in this
manner has led to liquidity savings, albeit to a lesser extent than anticipated. However,
this behaviour removes any potential benefit from efficient queuing by the banks, which
have been shown to exist (see section 3.2.3). It also causes a negative correlation between
the LSM and the RTGS, as high LSM usage reduces liquidity recycling within the RTGS.
This leads to “bad” equilibrium strategies (Galbiati and Soramäki, 2010) which carry a
higher cost than the base case without an LSM. Indeed, Davey (2014) also shows that the
number of payments queued within the system has increased, and it is unclear how the
empirical results obtained would change if the system were to become stressed, by either
liquidity becoming more expensive or the relative cost of payment delays increasing.
Instead, the following implementation is suggested based on the findings from this chapter, which is logistically possible within the existing LSM. Any non-priority payments
which are internally queued by banks due to their buffering strategy should be placed
initially into the LSM. However, if a bank subsequently has sufficient liquidity to exceed its buffer and the LSM algorithm has not already settled the queued payments,
they should be removed from the LSM and settled instead through the RTGS. This will
lead to an improvement in system efficiency without the danger of unexpectedly poor
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Nash equilibrium strategies, as the positive benefits of internal queuing have not been
compromised.
The second regulatory option available to the Bank of England is the implementation of
throughput rules, which establish the minimum proportion of a bank’s daily settlement
flow that must be settled by a particular time (Ball et al., 2011). The current arrangement within CHAPS is for 50% of daily flow to be settled by noon and 75% of daily flow
to be settled by 2.30pm. However, enforcement of these rules is by peer pressure rather
than financial sanctions.
Previous work on throughput rule design by Buckle (2003) raises the issue of whether
bilateral throughput limits between counterparties would work better than a generic
throughput restriction. However, this would increase the cost discrepancy between priority and non-priority payments (γ), as payments to certain counterparties would become
progressively more important if the bilateral credit position between the two became
substantially one-sided. From the results (see section 3.2.2), a higher relative priority
payment delay cost leads to an increase in over-buffering and a greater system-wide cost.
Similarly, Ball (2011) and Norman (2010) suggest more extensive monitoring of banks’
payment behaviour when calculating throughput, in order to discourage strategic delays.
However, any throughput requirements which focus on the settlement of specific payments effectively ascribes those payments an increased priority, meaning that the overall
proportion of priority payments (α) will increase. This also leads to over-buffering and
additional costs (see section 3.2.2).
Therefore, it appears that a generic throughput requirement to homogenise all payments is a better solution, as it will reduce both the relative cost of priority payments
(γ) and their frequency (α). Clearly this homogenisation can only be achieved if the
incentive to meet the strict throughput requirements is sufficient, as otherwise banks
will naturally start to ascribe some payments priority over others. This suggests that
the flow percentages should be enforced on a daily basis rather than using the current
monthly average, giving banks the opportunity to under-perform with regards to their
obligations for long periods. In addition, a stronger enforcement mechanism than peer
pressure should be implemented, as suggested by Ball (2011). Davey(2014) suggests that
throughput has been improved by the implementation of the LSM, due to banks submitting their payments earlier in order to maximise offsetting possibilities, but it needs
to be assessed whether this does actually lead to increased settlement in all parameter
regimes, or simply an increase in payment queuing.

Chapter 4

Bank risk-taking and insolvency
Having concluded the analysis of payment systems, this chapter begins the investigation
into bank risk-taking and insolvency. Section 4.1 discusses the importance of understanding the implications of insolvency and bankruptcy, and looks at the resolution
mechanisms available to a regulator from both a theoretic and an empirical perspective.
Section 4.2 is a literature review covering a selection of topics relating to insolvency that
will form part of the models in chapters 5 and 6, including network contagion and the
moral hazard implications of bank bailouts. Finally, section 4.3 summarises the limitations of current approaches and explains how existing ideas can be combined into a
more coherent model.

4.1

Insolvency and resolution mechanisms

This section presents an overview of insolvency within the banking sector and resolution
mechanisms open to the government regulator. It begins by highlighting why the choice
of resolution is such an important issue, before analysing the pros and cons of the two
main options – bankruptcy1 and bailout. Historic precedent across previous crises is
then examined, introducing the idea of an institution being Too-Big-To-Fail (“TBTF”).
The section concludes by examining some of the new resolution options that have been
explored in light of the recent financial crisis.

4.1.1

Importance

The issue of insolvency and how to handle distressed banks became an extremely important topic in the wake of the 2008 global financial crisis, not least because of the
enormous figures involved. Bailout costs were around the $1 trillion mark in the United
1

Here bankruptcy means leaving the bank to go bankrupt and performing a liquidation.
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States and around £500 billion in the UK (Grossman and Woll, 2014). The decision to
allow Lehman Brothers to fail, coupled with the swathe of subsequent bank bailouts,
revealed that the systemic effects of different insolvency resolution measures were not
well understood, and there has been a great deal of discussion in the popular press,
banking literature and academic literature as to the relative effectiveness of bailouts,
liquidations and other resolution methods such as bail-ins.
The problem is made more difficult for regulators by the fact that insolvencies are often
caused by systemic banking crises, with multiple defaults, an increase in non-performing
loans and depressed asset prices (Laeven and Valencia, 2013). The 2009 Banking Act in
the UK introduced several main aims for regulators tackling failing banks, with the two
most important being to protect the stability of the banking system and to protect public
funds. However, these two aims are not mutually exclusive, with bailouts for example
offering stability but requiring the use of public money. The question of interest in this
thesis is how these resolution mechanisms should be employed to maximise overall social
welfare in the long term, both in terms of the strategic mix but also the specifics of the
implementations themselves. Any social welfare measure should include not only the
fiscal costs of crises themselves, but also the associated effects on bank profitability and
wider macroeconomic indicators such as GDP.
Tax-payer funded bailouts have come in for harsh criticism in the wake of the crisis, with
claims that leaving the banks to go bankrupt would have been a better option (Miron,
2009) and that such government intervention should never be allowed to happen again
(Birchler, 2014). However, the opposing view is that it is unwise to limit policy in this
manner (Keister, 2010), particularly as it is unrealistic given that certain institutions
may be TBTF (Stern and Feldman, 2004). Supporters of this approach point to the
chaos that afflicted the financial system after the demise of Lehman Brothers.
The notion of bankruptcy versus bailout can be traced back as far as Walter Bagehot,
who in 1873 commented that:
any aid to a present bad bank is the surest mode of preventing the establishment of a good bank.
The idea that a policy of non-intervention is more effective does have empirical support
(as shall be seen in section 4.1.3), but the situation is complicated by several factors.
Firstly, although previous crises can be analysed in terms of the policies that were implemented, counterfactual simulations have not been performed to assess other possibilities.
Secondly, the global financial network has evolved dramatically in recent years, meaning
that the impact of systemic crises across international borders has changed significantly.
Garratt, Mahadeva and Svirydzenka (2011) show that the general network structure
of the financial system has changed from the 1980s when it was focussed around four
main financial hubs, to one in which individual hubs are smaller but there are far more
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cross-border linkages that increase global systemic risk. Minoiu and Reyes (2010) examine cross-border bank lending between 1978 and 2009, and find that the wave of
growth between 2002 and 2008 rapidly increased borrowing in the BRIC countries and
eastern Europe, creating many more opportunities for global contagion. This suggests
that examining the crises of the past may underestimate the impact of bankruptcies
on the modern financial system, and increases the need for quantitative, counterfactual
simulations that incorporate micro-level contagion dynamics on heavily-interconnected
banking networks.

4.1.1.1

Bankruptcy

Firstly, it is instructive to clarify the distinction between insolvency and bankruptcy,
as they are not interchangeable terms. An institution is insolvent if it cannot pay
its obligations when due (cash-flow insolvency) or when its “going concern” value (or
the value of its assets) is less than the value of its liabilities (balance sheet insolvency)
(Brunnermeier et al., 2009). Bankruptcy, on the other hand, is just one possible outcome
for an insolvent bank, specifically one where its assets are liquidated and the bank is
wound up. A bank that has been bailed out by the government may have reached a
state of insolvency, but would not be bankrupt.
When Lehman Brothers became insolvent, the procedure for handling the bankruptcy
of a large financial institution that was not a commercial or savings bank proved to be
hopelessly inadequate (Wall, 2010). The process had to go through bankruptcy courts
designed for non-financial firms, which intend to provide a fair distribution of assets
to a firm’s claimants, but do not account for the systemic difficulties and complexities
that are unique to the failure of a large financial institution. The consequence was a
disorderly bankruptcy2 , which meant that it took a long time for creditors to realise any
value from the estate (Freixas and Dewatripont, 2012).
Bankruptcies have associated costs, meaning the creditors will never get full value from
the insolvent firm’s assets. Bris (2006) estimates the direct costs of putting a firm
through bankruptcy to be between 2 and 20% of assets. James (1991) discovers an
average direct cost of 10% of assets on a sample of three years’ worth of insolvent banks,
rising to 30% through other effects such as banks losing value through having to sell
assets quickly in a fire sale, an idea that has received much coverage in the literature
(see section 4.2.1.3).
The timing of an insolvency can also affect these costs. Bennett and Unal (2014) examine 1,213 insolvent banks between 1876 and 2007, and show banks that go through
bankruptcy during times of stress lose over 3% more of their asset value than if they had
2
Lehman was put through Chapter 11 (restructuring of the company) to enable it to wind down its
trading activity, rather than Chapter 7 (immediate liquidation), which would not have been possible for
a bank of that complexity.
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gone bankrupt during normal times. Anari, Kolari and Mason (2013) study bankruptcies
during the Great Depression in the United States and show that during crises, they take
longer (an average of around four years) and lead to worse payouts (creditors received
around 66% of their funds, with only 20% of that in the first year and a further 40% in
the second). In addition, financial institutions possess information capital that can lose
its value in a long-winded and disorderly resolution (Senbet and Wang, 2010).
In light of these problems, the idea of “living wills” for banks has been developed,
which aims to both maximise creditor value and minimise the time necessary to resolve
a bank through liquidation. While such wills provide a clean, quick mechanism for
a liquidation procedure, it is still unclear what systemic problems they would cause
for a TBTF institution and how a fast bankruptcy could be implemented during a
crisis without creating fire sale dynamics. Ultimately, bankruptcy speed is a trade-off
between satisfying creditors and quelling market panic, and creating asset devaluation
with perhaps more dangerous systemic consequences.

4.1.2

Bailout and moral hazard

Rosas (2006) defines a bailout as “government-sponsored delays in the exit of insolvent
banks that are explicitly or implicitly funded by public resources”. Therefore, a bailout
can take many forms, such as the government acting as lender of last resort to a bank
with liquidity difficulties, the government purchasing non-performing assets or regulatory
forbearance. However, probably the most common form of bailout3 and certainly one
which was prevalent in 2008, is a recapitalisation of the afflicted bank using taxpayer
funds.
Again, such a recapitalisation can take a variety of forms. A government can inject
cash into the bank in the form of debt (such as bonds or subdebt), as a convertible
instrument, or as preference or common shares. For share injections, any losses will
be borne by the original equity holders, with their holding being diluted or potentially
eliminated in line with the new capital. If the government injects sufficient capital to
take a controlling interest in the bank, this is commonly known as nationalisation, as
was seen in the UK with Northern Rock in 2007.
There are several questions regarding the mechanics of such a bailout. Should governments have to wait until the bank is nearly insolvent before injecting funds (as was
the case before 2008), or should they be able to intervene as soon as certain ratios are
breached? Both the 2009 Banking Act in the UK and the Dodd-Frank Act in the US
promote the idea of Special Resolution Regimes, which explicitly allow the government
to take control of an institution at an early stage through “official administration”, and
3
Laeven and Valencia (2013) studied 42 systemic crises, and found that 33 of them led to bank
recapitalisations.
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empower the authorities to use a wide range of tools to deal with a failing financial institution without the consent of shareholders or creditors (Cihák and Nier, 2009). However,
both acts fail to clearly answer the question of exactly when such an intervention should
take place, with hard thresholds eliminating possible moral hazard considerations but
soft thresholds allowing for more discretion (Cihák and Nier, 2009).
The size of bailouts is also an area that requires investigation. The primary aim of the
bailout is to restore the bank to a position where it is able to continue its operations,
meaning that it must satisfy any regulatory ratios regarding its capital position. Laeven
and Valencia (2013) show evidence of bailouts being sufficient to raise a bank’s Tier
I capital back up to at least 5% of assets in line with Basel regulations, with another
option being to inject sufficient capital for its Capital Adequacy Ratio to be above a
certain threshold. The effect of bailout size is discussed in Chapter 6.
In addition, it is unclear exactly what a bailout will cost the government in the long
term, especially as an equity investment will allow it to share in any upside the bank
experiences during the period of ownership. There is of course the opportunity cost of
the government not being able to use those funds elsewhere, as well as likely losses on
any non-performing assets within the bank. The next section studies previous bailouts
to assess what the average costs of such an intervention are.
Perhaps the biggest criticism of bank bailouts however is the idea that they encourage
moral hazard. If the regulator commits to a policy of bailout ex-ante, banks may feel that
they are able to take more risk as they are covered by the government backstop if they
run into difficulties. Further to that, the existence of systemically important banks in the
modern economy means that an ex-ante policy of non-intervention is also problematic
and deemed not to be credible by Morrison (2011), as the failure of such banks would
lead to unacceptable costs being imposed on other economic actors within the system.
This creates an ex-ante inventive for banks to make themselves TBTF or possibly TooCentral-To-Fail (Battiston et al., 2012c), although exactly what constitutes such a bank
has not been clearly defined. In addition, governments have the short-term political
benefit of “saving the economy” if they bailout one or several institutions deemed to be
TBTF, which potentially defers the moral hazard effect to future policy-makers (Stern
and Feldman, 2004). Quantifying the trade-off between moral hazard and systemic risk
forms an integral part of any investigation into social welfare, especially as there are
other drivers for banks to increase their risk profile that are not directly related to
intervention policy (see section 4.2.4.3).

4.1.3

Historical precedent for bank resolution

Laeven and Valencia (2013) perform an extensive study of global systemic crises, focussing on 42 such occurrences between 1970 and 2007. 86% of the crises required
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government intervention, with recapitalisations and nationalisations occurring regularly.
The average crisis cost for a particular country was around 13% of GDP (the highest
was 55%), with 18% of fiscal costs being recovered within a reasonable time-frame. The
authors also find that systemic crises are often preceded by an economic boom. Goodhart and Schoenmaker (1995) analyse 104 bank failures, and find that 75% of them led
to a government bailout.
In terms of relative performance, Rosas (2010) provides an interesting case study of the
so-called Tequila Crisis of the 1990s, which affected both Argentina and Mexico. The
latter engaged in wide-scale bank bailouts that resulted in considerable costs (11.17% of
GDP). By comparison, Argentina focussed on lending freely to good banks and closing
the badly performing banks, incurring a relatively small cost of 0.5% of GDP (Honohan
and Klingebiel, 2000). Generally, Honohan and Klingebiel (2000) find in their survey
that a non-intervention strategy performs best in terms of fiscal cost. This view is echoed
by Miron (2009) in relation to the recent crisis. However, it is clear from the examples
given that the systemic effect of a TBTF insolvency is not properly quantified, nor how
the methodology of the bailout can affect long-term performance.
A separate focus of the literature has been on the relationship between government type
and bailout policy. Grossman and Woll (2014) show that the structure of bailouts is
less balanced in countries with a close relationship between bankers and policy makers,
while Rosas (2006) finds that democratic governments are less likely to provide extensive
government aid.
With regards to the moral hazard effect, Dam and Koetter (2012) show evidence of
increased risk-taking in Germany in light of bailout promises. Similarly, Duchin and
Sosyura (2014) analyse the effectiveness of the US Trouble Asset Relief Program (“TARP”)
and find that banks who had been bailed out tend to move their investments into riskier
securities, albeit in the same asset class so that the move is undetected by regulatory
ratios.

4.1.4

Bailout alternatives

The Special Resolution Regimes introduced since the financial crisis have opened up
several other possible strategies for the regulator apart from bailout or bankruptcy. The
time that the bank spends in administration can be used to find a private purchaser
or operate a bridge bank, but the focus here is on two other restructuring options that
could allow the bank to continue its business.
Bail-in is a statutory power to restructure the liabilities of a distressed institution while
allowing it to continue as a going concern. The restructuring takes the form of a conversion of existing unsecured debt to equity, with an aim to restore capital to a level
above the regulatory requirements by absorbing losses through the creditor pool (Zhou
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et al., 2012). The main benefit of a bail-in is to prevent bankruptcy without the need for
governmental funding (Ervin, 2011). The creditor hierarchy is respected, in that equity
holders absorb losses entirely before any debt creditors are converted. However, there
are a couple of major implementation issues to consider. The trigger for a bail-in needs a
combination of quantitative and qualitative assessments, such as a breach of regulatory
ratios and concerns about the distressed institution’s liquidity problems (Zhou et al.,
2012). An automatic trigger could potentially lead to speculative short sales wiping out
shareholders (Freixas and Dewatripont, 2012).
Contingent capital is a restructuring approach first advocated by Flannery (2005). It
takes the form of debt instruments that convert to equity, either automatically based on
an ex-ante regulatory threshold or at the choice of the existing equity holders. There is a
growing literature focussing on the design of these instruments (Pennacchi, 2010; Barucci
and Del Viva, 2013; Albul et al., 2010), particularly contingent convertibles (“CoCos”),
as they offer a potentially attractive method of absorbing losses when the capital of the
issuing bank falls below a certain level. However, they have caused investor panic in
2016 due to their complex rules and concern that they could actually harm a bank’s
financial position rather than strengthen it during a crisis. Deutsche Bank CoCos have
fared particularly badly, with their large losses sparking fears of conversion (Arnold and
Hale, 2016).
Investigating bail-in and contingent capital requires a more complex model than bailout,
as it requires explicit analysis of the equity cross-holdings between banks. The design of
a bail-in mechanism within a wider macroeconomic simulation is addressed in chapter 7.
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4.2

Risk-taking, insolvency and contagion literature

This section provides a literature review of existing models and thinking that are needed
in order to build models of the relationship between increased risk taking, insolvency
resolution and moral hazard for banks. The literature can be broken down into different
strands, with each focussing on a key aspect of the problem:
• Network contagion and systemic risk
• Moral hazard and bailout
• Dynamic banking models
• Social learning in economics
• Agent-based financial models
The network contagion models detail how a system of banks evolves from the occurrence
of an insolvency event through contagion dynamics. The bailout literature is mainly
game theoretic and helps identify the incentives of both the banks and the regulator
in creating a system that balances the risks of moral hazard and contagion. Dynamic
banking models investigate how the financial system evolves over time, including during
the ”normal” ex-ante period before a contagion event. The literature on social learning
focusses on the behavioural aspects that change for banks through the ex-ante and expost phases of a crisis, such as herding. Finally, the ABM literature provides a framework
in which to embed these ideas and conduct a long term cost-benefit analysis.

4.2.1
4.2.1.1

Network contagion and systemic risk
Early models, bank representation and cascade mechanisms

The first paper to examine the micro-foundations of financial contagion and its link to
networks was the seminal work of Allen and Gale (2000), which builds on the bank run
paper of Diamond and Dybvig (1983).
In the Allen and Gale model, four simple banks are subject to liquidity shocks in the form
of depositors requiring a return of their funds. However, the shocks to each bank are
different, meaning that banks with excess liquidity can lend funds to those in difficulty.
The authors found that if the lending network is complete, in the sense that every bank
is able to lend to every other bank, the effect of the shock is dissipated through the
system as each bank takes a small share. However, if the network is incomplete and
banks can only lend in a chain to one other counterparty, the effect of a liquidity shock
can be magnified.
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While the focus of the model was on a simple funding run, it originated the idea that
network topology was a key driver for contagion and systemic risk. In order to expand
this research, there were two main points that needed to be considered – namely, how
banks should be represented and how contagion would flow through such a network.
The standard representation of a bank in the contagion literature is as a stylised balance
sheet, with the version below slightly adapted from Glasserman and Young (2015):

Assets

Liabilities

External assets (ai )
P
Interbank deposits ( j rji )

External deposits (di )
P
Interbank loans ( j pij )

Cash (ci )

Equity (ei )

Bank i holds a selection of risky assets, which are exogenous to the system and are
grouped together into one pool labelled ai , as well as a riskless asset (or cash) labelled
ci . It also holds external deposits di as liabilities, representing the element that was
subject to a shock in the Allen and Gale model. In addition, the bank has a selection of
loan receivables (assets) and loan payables (liabilities) with other banks in the system,
P
P
which are labelled as i rji and i pij respectively with j being summed over all other
banks. Finally, the shareholders’ equity ei , or net worth as it is often labelled, represents
the excess of the assets over the liabilities4 . Conventionally, when the net worth reaches
zero or becomes negative, the bank is insolvent.
If each bank is a node within a graph, then the interbank loans and deposits represent
the links between the nodes. The links are weighted and directed according to the nature
of the loan relationship.
After creating this collection of interconnected banks, it is now possible to investigate
how contagion might occur. The first example of a simple contagion mechanism through
the bank balance sheet was provided by Furfine (2003) and works as follows:

1. Bank i fails.
2. Any bank j with a receivable from the failed bank, rji loses a fixed, exogenously
set proportion θ of that receivable (Upper, 2011).
3. If θrji > ej then bank j also fails.
4. Repeat from step 2 for any bank k with a receivable rkj until there are no further
failures.
4
Note that although the equity is represented as a liability on the stylised balance sheet, from an
accounting perspective it is not treated as such, as it does not represent a payment that must be made
in future. A true balance sheet would show the net assets (asset minus liabilities) balanced against
shareholders’ equity.
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The Furfine model led to a number of papers investigating how such contagion dynamics
would affect real world interbank network. Counterfactual simulations were run using
empirical data for networks in Belgium (Degryse and Nguyen, 2007), Sweden (Frisell
et al., 2007), Germany (Upper and Worms, 2004) and Austria (Elsinger et al., 2006)
among others to assess vulnerability to a contagion event. Upper (2011) provides an
excellent summary of such papers. However, while this mechanism is straightforward and
provides a simple, iterative methodology for creating a sequence of defaults, it cannot
solve the simultaneity problem where a set of banks all have obligations to each other,
and also cannot capture higher round effects whereby banks that failed in a previous
round can be subsequently hit again, reducing their recoverable proportion θ.
A better system for modelling sequential default that solves the issues above is the
algorithm of Eisenberg and Noe (2001) (subsequently labelled “EN”). The authors prove
that for any set of payments between banks, there exists a clearing vector that is able
to settle all such payments to the best ability of all parties involved, whilst accounting
for any banks that cannot pay and therefore default. The algorithm preserves the key
tenets from the bankruptcy literature of limited liability, depositor seniority5 and pari
passu settlement on equivalent claims. The algorithm works as follows (Upper, 2011):

1. Bank i fails and the size of its estate is calculated.
2. Compute the losses to all banks resulting from the failure of bank i, assuming that
all other banks can repay their interbank liabilities. Stop if there are no further
failures.
3. Let J denote the set of banks whose losses exceed their equity. Compute the losses
to all banks resulting from the failure of bank i and the banks in set J.
4. Repeat step 2 until there are no further failures.

The EN model has become the standard methodology in the literature for contagion
simulation through a network of interconnected banks, and has been extended to incorporate bankruptcy costs (Rogers and Veraart, 2012), cross-holdings (Elsinger, 2009;
Gourieroux et al., 2012) and asset fire sales (Halaj and Kok, 2013). Notably however,
the EN mechanism assumes instant settlement of any bankruptcies, with creditors able
to realise their receipts immediately. In reality, banks are likely to remain in administration for an extended period, with creditors being forced to hold any contingent assets
at a reduced value or potentially at zero (Cont et al., 2010).
5

In at least some countries, interbank claims rank junior to claims by non-banks.
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Diversification and network topology

The next wave of papers in the contagion literature began to question the result of Allen
and Gale that a fully connected network was optimal for reducing contagion.
Using the banking system model described in the previous section, Nier et al. (2008)
demonstrate that connectivity in the network has a non-monotonic effect on total defaults. If the level of connectivity in the network is low, an increase in connectivity
increases the chance of defaults as more of the system becomes open to contagion.
However if the level of connectivity is already high, then an increase in connectivity in
conjunction with a high degree of capitalisation (meaning high equity) within the system
acts as a shock absorber, reducing the risk of contagion.
The seminal work of Gai and Kapadia (2010) demonstrates that increased connectivity
and risk sharing between banks helps to lower the probability of default, but amplifies
the spread of contagion in the event such a default does occur. Using complex network
theory on a system of one thousand banks, the Gai-Kapedia model shows contagion
dynamics to be highly non-linear and sensitive to small changes in parameters, with
seemingly indistinguishable shocks at different points of the network leading to dramatically different consequences. The Gai-Kapedia model has been given an analytical
formulation (May and Arinaminpathy, 2010; Hurd, 2015) and extended to a generalised
model for calculating contagion cascades across a wide range of topologies (Gleeson
et al., 2013; Hurd, 2015), but its main legacy has been to develop the literature on the
trade off between risk sharing (“diversification”) and risk spreading (“contagion”), as
well as highlighting that the financial system is in a “robust-yet-fragile” state.
Battiston et al. (2012a) show that individual risk diversification through an interbank
market has an ambiguous effect at the systemic level, with a dependence on network
topology and bank robustness. Roukny et al. (2013) extend that work to study targeted
versus random shocks, and demonstrate that scale free networks in particular can be
both more robust and more fragile than homogeneous networks. Crucially however, they
find that topology alone does not determine stability – a result that will be seen again
in Chapter 5. Acemoglu et al. (2015) take a different approach, holding the topology
of the network constant but changing the size of the initial shock. For small shocks,
their results are broadly in line with Allen and Gale in that complete networks are the
least fragile, but for large shocks, the complete network exhibits a phase transition and
becomes the least stable configuration due to all creditors being directly impacted.
Gaffeo and Molinari (2013) provide the only example of a paper combining network
contagion and an analysis of insolvency resolution. Banks that default within the model
are either liquidated or subject to a simplified bail-in, whereby interbank creditors are
converted into equity holders, guaranteed by the government and not subject to any
complexities such as cross-holding of assets. The authors find that forcing banks to
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hold increased liquidity buffers acts as a Pigouvian tax6 , causing them to internalise the
cost of unforeseen liquidity shocks that would amplify contagion. This is an interesting
result, but the bail-in mechanics appear to be far too simplistic to draw any conclusions
relating to the resolution mechanism.
A key finding comes from Glasserman and Young (2014), who show that losses through
interbank contagion are likely to be small unless magnified by other mechanisms. This
corroborates the counterfactual simulations mentioned in section 4.2.1.1, particularly in
Austria (Elsinger et al., 2006) where 97% of insolvencies were due to problems with bank
fundamentals and only 3% were caused by contagion. Focus therefore turns to how such
magnifications can occur.

4.2.1.3

Asset side contagion and fire sales

Thus far the focus has purely been on contagion through the liability side of the balance
sheet, where interbank creditors suffer losses on their loans. However, another potentially more important means of contagion stems from the mark-to-market accounting
implications of overlapping asset portfolios between banks. If an insolvent bank is forced
to rapidly liquidate its assets in a “fire sale” as part of a bankruptcy procedure, the increased supply flooding the market is likely to drive the price of the asset down, leading
to a mark-to-market loss for any other banks also holding the asset and potential further
ramifications.
Cifuentes, Ferrucci and Shin (2005) were the first to demonstrate how a fire sale can
create a spiral of contagion. In their model for a single asset, banks must satisfy the
criterion that the ratio of their equity to their asset holding7 , which is labelled α, is
above a certain threshold r*. The price of the asset p is driven by the following formula:

p = e−λ
where

P

i si

P

i si

(4.1)

represents the total units of the asset sold by the banks and λ is a positive

value representing market depth, or the ability of the market to absorb new supply.
P
Therefore, before any sales occur, i si = 0 and p = 1.
If α for a particular bank falls below r*, that bank must sell sufficient units of the asset
so that α returns above r*, otherwise it is declared insolvent8 . However, this increases
6

A tax on any market activity that generates negative externalities.
Cifuentes et al. label this as the Capital Adequacy Ratio, but it is not quite the same as the Capital
Adequacy Ratio requires the risk-weighting of assets.
8
This mechanism assumes that the bank is able to sell as much of the asset as required at the current
asset price, meaning that only the numerator of its ratio is changed and equity is unaffected. In reality,
this is unlikely to be possible.
7
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thus reducing the price of the asset and potentially causing other banks to also

have to sell, creating the contagion spiral.
A growing number of papers have been devoted to studying asset contagion. Beale et
al. (2011) show that a tension between risk sharing and risk spreading exists on the
asset side as well as the liability side. If individuals try to diversify their own risk, it
decreases their chance of succumbing to an idiosyncratic shock but can lead to multiple
systemic defaults if everyone diversifies in the same manner. Similarly, Ibragimov, Jaffee
and Walden (2011) study the conditions under which risk-sharing restrictions can create
a socially preferable outcome, while Cabrales, Gottardi and Vega-Redondo (2014) focus
on the relationship between shock distribution and optimal topology.
In a slightly different approach, Caccioli et al. (2014) build on the model of Huang et
al. (2013) by representing the banking sector as a stylised bipartite graph with N banks
and M assets. The authors show how contagion can spread using a branching process,
with links acting as both a source of diversification and propagation. The networks that
form prove again to be “robust-yet-fragile”, with bank leverage playing a crucial role in
systemic instability as well as diversification.
Leverage also features prominently in several other models. Kuzubaş et al. (2014) create
a network of banks with homogeneous size but heterogeneous risk profiles, leading to
different leverage values. Unsurprisingly, banks with higher leverage are more susceptible
to insolvency, but general systemic risk measures and default rates also increase sharply
with overall leverage. Greenwood et al. (2012) develop a two period model, where banks
adjust their asset holdings to meet a target leverage9 . The authors apply the model to
a framework of European banks and establish both the banks’ contribution to systemic
risk and their susceptibility to deleveraging behaviour in a crisis. Chen, Iyengar and
Moallemi (2014) utilise the bipartite network structure of Caccioli et al., but have banks
rebalancing their multi-asset portfolios in response to exogenous shocks, thus creating
endogenous price cascades and contagion. They show that it is optimal for all banks to
be diversified into the same assets in a low leverage environment, but that banks should
invest in their own assets or projects when leverage is high.
Finally, Elliott, Golub and Jackson (2014) focus on asset cross-holdings, where banks
hold investments in each other. They investigate “integration” (the dependence of each
organisation on its counterparties) and “diversification” (the number of counterparties
each organisation interacts with), and show how they both have a non-monotonic effect
on insolvency cascades. Initially, diversification creates cascade possibilities by connecting the network, but at high levels of diversification, counterparties are less integrated
and so unlikely to spread contagion. The paper also illustrates its results on empirical
European debt cross-holdings data.
9

This is a similar idea to Adrian and Shin (2010), which is discussed in Section 4.2.4.3

48
4.2.1.4

Chapter 4 Bank risk-taking and insolvency
Combining contagion channels

So far the focus has been on individual contagion channels, through either the liability
or asset side of the affected bank’s balance sheet. However, there are a number of
models that combine multiple contagion channels acting together. Although not directly
related, an excellent model where two contagion channels are mutually reinforcing is the
relationship between market liquidity and funding liquidity shown by Brunnermeier and
Pedersen (2009), that can lead to dangerous liquidity spirals.
Caccioli et al. (2015) create a network using actual balance sheet data from the Austrian
banking sector. They apply stress tests by shutting down a “seed” bank and seeing
how contagion propagates through both the asset and liability channels. Both channels
combined give a much higher chance of system-wide cascades than the asset channel
alone, due to the interaction between “global” asset contagion (only a single asset is
used, meaning that overlapping portfolios form a complete network) and “local” loan
failure. This will be a feature of the model presented in Chapter 6.
Several recent papers focus on the “multiplex” nature of the financial system, with
multiple individual contagion networks linked together. Poledna et al. (2015) study four
such layers in the Mexican banking system – derivatives, securities, foreign exchange and
deposits and loans – and show that summing the risk of the individual layers dramatically
underestimates risk across the whole system. León et al. (2014) perform a similar
study for the Colombian system and again find evidence for substantial cross-network
risk. Brummitt and Kobayashi (2015) focus on bank capital structure and study the
composition of banks’ debt as a multiplex network of different seniorities. Contagion
analysis on these networks shows that self-interested banks would prefer to issue all debt
with the highest possible level of seniority, but mixing debts of different seniority makes
the system more stable. This work could have particularly important consequences for
an analysis of bail-in effectiveness.
Combining all of the insight discussed so far has allowed several measures of systemic
risk to be developed for real-world banking systems. DebtRank (Battiston et al., 2012b)
measures the systemic importance of particular nodes to a financial network in terms
of their risk of spreading contagion, and raises the prospect of some banks being “TooCentral-To-Fail”. The Risk Assessment Model for Systemic Interactions (“RAMSI”)
framework (Alessandri et al., 2009) focusses on the health of the UK banking system.
It combines macroeconomic and bank balance sheet data with models of loan and asset
contagion to forecast individual and system-wide losses under various forecasts. Bisias
(2012) provides a detailed survey of other systemic risk analytics, including several
related to the contagion methodologies described so far.
However, these measures suffer from the fact that they are essentially based on static
networks, quantifying the systemic risk at a point in time but with no concept of how

Chapter 4 Bank risk-taking and insolvency

49

the system reached that state. In reality, the network position under consideration is
unlikely to be the same as in the period immediately prior to an insolvency, where
fire sales may already have occurred, for example. In addition, the models discussed
so far assume that banks do not change their strategic behaviour in light of systemic
events beginning to unfold, with the exception of some mechanistic changes to meet
certain ratios. A clear analogy can be drawn to the spread of epidemics on dynamic
networks, where research has shown that strategic decision making by individuals at
risk of contamination will greatly affect the topology of the network and the extent of
contagion (Christensen et al., 2010; Kamp, 2010). As the models in this thesis require
the system to be analysed over a long time horizon, existing dynamic models of contagion
are investigated in Section 4.2.3.
For completeness, both Glasserman and Young (2015) and Cabrales, Gale and Gottardi
(2015) provide excellent recent literature reviews of all aspects of contagion models, the
salient points have been covered here. Next, the focus moves to models capturing bank
bailouts and the effects of moral hazard.

4.2.2

Moral hazard and bailouts

Although the issue was thrown into stark relief in the wake of the financial crisis, there
has been a large volume of literature on the interplay between moral hazard and bailout
since the 1990s. The literature tends to take the form of game theoretic models, where
one or several banks aim to maximise some profit function over a short time frame, and
a regulator aims to minimise the systemic cost caused by some “contagion” function.
The regulator decision is often incorporated into the Nash equilibrium strategy for the
bank(s), allowing a moral hazard component to emerge. However, what these models
lack are detailed dynamics for the contagion function (which is usually fixed) and any
idea of how the system reaches the equilibrium specified.

4.2.2.1

Early insolvency models

In a similar manner to Allen and Gale (2000), early papers studying the topic were based
around the provision of liquidity, specifically whether the central bank should act as a
Lender of Last Resort (“LOLR”) to cash-strapped banks. This was at least partially
motivated by the fact that many historical insolvencies were driven by liquidity shortages
due to maturity mismatches, rather than the contagion effects that are seen in today’s
newly interconnected economy (DeYoung et al., 2013). A much-cited example is the
paper by Holmstrom and Tirole (1998), where firms take on investment opportunities
that can be subject to liquidity shocks affecting their operating costs, for which they can
raise funds through private investors. The authors show that when aggregate liquidity
shocks across the entire system are high (meaning that the private sector cannot cover all
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the funding), the government should step in as LOLR. Conversely, when shocks are low,
government policy regarding liquidity provision should tighten. This idea can broadly
be equated to the relaxation of central bank lending policy during the financial crisis.

4.2.2.2

Moral hazard versus contagion

Freixas (1999) was the first to characterise the LOLR decision as a cost-benefit analysis, trading off the negative incentive effects of an intervention and the social cost
externalities of a bank bankruptcy. He states that central banks employ a “constructive
ambiguity” policy and bail out insolvent banks with some fixed probability, although this
policy can change if the bank is too large. In his view, optimal policy should change over
time according to liquidation costs and systemic risk, but neither of these are modelled
quantitatively. Goodhart and Huang (1999) also recognise the social cost/moral hazard
trade off, and advocate a constructive ambiguity policy as the best option. They find
the incentive to act as LOLR is much stronger if the main worry of the central bank is
contagion, rather than moral hazard, as the latter is only a by-product of preventing the
former. Cordella and Yayati (2003) characterise the trade-off as “moral hazard versus
value effect”, and find in their abstracted model that if the regulator commits ex-ante
to only intervening in the event of large macroeconomic shocks, the value effect can be
increased relative to a policy of constructive ambiguity.
Diamond and Rajan (2002) show that poorly targeted interventions by regulators can
worsen systemic risk, leading to an escalating series of bailouts that eventually culminate
in the government running out of money. While the model used is highly abstracted,
it is an extremely interesting concept that will form a key question in the long term
approach employed in chapters 5 and 6 – are all bailouts bad for social welfare, or is it
only poorly implemented bailout strategy that sows the seeds for bigger problems in the
future?

4.2.2.3

Time inconsistency

Stern and Feldman (2004) introduce the “time inconsistency” problem, where policy
makers make an ex-ante commitment to not intervene in the event of insolvency, but
cannot resist breaking that commitment if a particularly systemic or “Too-Big-To-Fail”
bank becomes insolvent. Acharya and Yorulmazer (2007) also cite this issue, finding
that the regulator has little choice but to change policy if too many banks fail at the
same time. Whilst this chapter has highlighted empirical evidence that bailouts can
increase bank risk-taking, it remains unclear whether the signalling effect of an ex-ante
commitment by the regulator actually has any impact in the long term, as banks still
have other incentives to increase their leverage (see Section 4.2.4.3).
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In fact, Dell’Ariccia and Ratnovski (2012) show that a commitment to bailout by the
regulator can actually be beneficial ex-ante. Banks in their model are subject to both idiosyncratic risk on their own projects and a non-diversifiable systemic risk. If the banks
are confident that the systemic risk will not affect them due to the bailout commitment,
they focus more on their idiosyncratic risk and invest more prudently. Diemer (2014)
extends this model to include a bank guarantee and bank levy, and finds that banks’
risk-taking behaviour decreases if the regulators only bail out “systemic” banks. Interestingly, he also finds that a co-ordination of bailouts through an international regulator
can increase welfare if there are potential cross-border spillover effects, which encourages
the inclusion of a large number of banks in any micro-founded model.

4.2.2.4

Bailout mechanism

Two recent papers have addressed questions regarding the mechanism of the bailout.
Gong and Jones (2013) introduce the idea of a three-tiered policy – large banks are always
bailed out, medium banks are subject to constructive ambiguity, and small banks are
never saved. Although this is the equilibrium solution to their game-theoretic model,
they acknowledge that it could create an incentive for medium sized banks to make
themselves TBTF institutions. They also raise the idea that governments should take
a long-term view, and suggest “hard wiring” a regulatory policy regarding bailouts into
law, thus improving credibility and removing any temptation to deviate.
Nosal and Ordoñez (2013) investigate the timeliness of intervention and find a benefit
to regulators delaying their decision until they establish whether a bank failure is “systemic” or not. There are undeniable risks to such an approach, as the regulator may
not be able to stem the flow of contagion if they act too slowly, but the decision of when
to bailout is an important open question.
All of the papers addressed in this section feature one-shot games that do not consider
how incentive structures and corresponding strategy equilibria may change over time.
In Section 4.2.3.4, several papers are assessed that take the state of the players and their
historical performance into account by analysing a repeated game.

4.2.3

Dynamic models

The static nature of the models discussed so far has been highlighted, as well as their
unsuitability for long term analysis. However, there have been a number of papers that
address the dynamic nature of the banking system.
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Dynamic network formation

There have been several recent papers analysing the process of network formation for an
abstracted system of banks. The agents within the models are strategic, forming links
based on profit potential but not always fully appreciating the systemic consequences of
their actions.
Acemoglu, Ozdaglar and Tahbaz-Salehi (2014) provide a framework for the formation
of an interbank network and investigate the interplay between banks’ lending incentives
and the emergence of systemic risk. Banks form bilateral contracts that fully endogenise
direct counterparty risk in the form of variable interest rates, but the use of such contracts means that banks only consider the actions of their immediate creditors and not
those further afield. Therefore in equilibrium, banks overlend or fail to spread their
lending among sufficient borrowers, creating a network externality and lending support
to the idea that stability is a “public good”. This has important considerations for the
formation of any market based on bilateral interactions.
An example of a financial system formed through evolutionary principles is the model
of Lenzu and Tedeschi (2012), where credit relationships in an interbank network form
endogenously based on a fitness measure. This measure is an expected profit based on
banks’ past performance at repaying loans. By altering a “trust” parameter, the authors
find that their mechanism generates different network interbank topologies that affect
the probability of systemic contagion.

4.2.3.2

Dynamic bank risk

As well as network formation, several models also analyse how bank risk evolves, both
before and during contagion events.
Battiston et al. (2012a) provide an interesting, dynamic extension of the diversification
dilemma explored in Section 4.2.1.2. Banks in the system are connected by weighted
links representing risk-sharing of assets, meaning that the degree of any bank k is a
good indicator of its diversification. However, in a slight departure from the traditional
method, banks themselves are represented solely by a robustness score, indicating how
close they are to default. The score for each bank evolves over time according to a
stochastic process that is subject to “financial acceleration”, with robustness rapidly
decreasing as the score gets closer to the insolvency threshold. The idiosyncratic shocks
of the stochastic process percolate through the asset links to neighbouring banks, creating potential cascade dynamics; any bank that drops below its robustness threshold
becomes insolvent. The authors find the relationship between default probability and
connectivity to be U-shaped, with the acceleration effect amplifying contagion when the
network is highly connected, thus outweighing any risk sharing effects. The model is
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particularly interesting as it has two independent stochastic processes – robustness and
contagion – evolving at different time-scales, as well as an elegant bank representation
that encapsulates bank risk in a simple manner. Both of these features will be utilised
in the model of Chapter 5.
Montagna and Kok (2013) create a system of networked banks that dynamically adjust
their capital adequacy ratios and liquidity constraints in the face of an unfolding crisis,
and focus on three interconnected networks – short term loans, long term loans and
shared assets. This is a development away from the idea of banks passively watching a
crisis unfold and creates endogenous price dynamics, but the networks themselves are
already in place at the start of the simulation, meaning adjustments only take place
after an insolvency event has occurred. As with the aforementioned work on multiplex
networks, the authors find that individual networks in isolation underestimate systemic
risk.

4.2.3.3

Dynamic formation and contagion

Bluhm, Faia and Krahnen (2013) introduce a dynamic model of both network formation
and network contagion, based on banks’ optimising behaviour. Bank balance sheets
consist of cash, interbank borrowing and lending, and “non-liquid assets” such as bonds,
with the latter offering heterogeneous returns to each bank10 . Low capital requirements
give the banks with a high asset return an incentive to increase leverage, and they borrow
from those who have low asset returns and therefore prefer lending. Prices on both the
asset and interbank markets converge through a tatônnement process (Mas-Colell, 1983).
The authors find that improving stability through liquidity constraints leads to less nonliquid asset investment, which is their proxy link to the exogenous economy. Therefore,
they speculate that increased stability decreases social welfare, although they do not
derive this quantitatively.
Aldasoro et al. (2015) use the same model dynamics as Bluhm, but incorporate more detailed methodologies for interbank market formation (maximum entropy, closest matching and random matching processes), which lead to the core-periphery structure often
seen in empirical studies (Craig and Von Peter, 2014). They also see a similar reduction
in system “efficiency” when liquidity buffer requirements are implemented for stability.
Keiserman (2014) also uses the Bluhm model, but has each bank maximise their net
worth subject to a leverage constraint and limited liability. Counterintuitively, he shows
that capital requirements that force systemic deleveraging can actually increase levels of
default, as inefficient banks that were previously lending money through the interbank
market now suffer decreased returns and are more likely to default11 .
10

It is unclear why the bonds would not be liquid and also why these bonds should have different
returns depending on who holds them, but the assumption leads to heterogeneous portfolio allocation.
11
However, this is an artefact of model design, due to the banks having heterogeneous returns on the
risky asset.
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However, whilst appearing dynamic, these models are still relatively mechanistic. The
strategies and internal characteristics of banks (such as the return on risky assets) do
not change over time and the models can effectively be broken down into three phases
– portfolio maximisation, network formation and contagion – with no concept of long
term evaluation. In fact, there is copious literature to demonstrate that banks’ leverage
and diversification decisions change over time, which will be explored shortly.

4.2.3.4

Repeated games between the bank and the regulator

As far as can be established from the literature, only two papers assess the long term
dynamics of moral hazard and bailout strategy using a repeated game approach.
DeYoung, Kowalik and Reidhill (2013) model an abstracted game between the “banking
industry” (one representative bank) and the regulator, where the bank can choose to
invest in either a simple or a complex loan portfolio. The regulator has access to a certain
level of “resolution technology”, which allows it to efficiently bailout simple banks but
struggle with complex ones12 . As their game is repeated, it introduces the concept
of “forward-looking” agents, meaning the regulator can impact the future investment
decisions of the bank. Agents weight their future payoffs with a certain discount factor
that determines the long run nature of the system. A discount factor close to zero means
that banks quickly forget the resolution decision and invest in the risky portfolio, where
as a higher discount factor creates effective market discipline and limits bank risk taking.
Birchler (2014) also represents the regulator and bank interaction as a repeated game,
and aims to establish an optimal policy for maximising social welfare in a similar vein
to this thesis. The bank tries to maximise its income and does not internalise the risk of
insolvency, while the state tries to minimise losses but does not consider bank returns.
The author finds that over a sufficiently long time horizon, a lack of bailouts causes a
bank to reduce its risk taking behaviour, possibly below a socially optimal level, in order
to preserve the possibility of a bailout should it run into trouble. Interestingly, Birchler
also finds that an ex-ante state guarantee only modifies rather than creates moral hazard,
and that banks will take a higher risk than the socially optimal amount even without
it. This idea of endogenous increases in risk-taking is addressed in Section 4.2.4.3.

4.2.4

Social learning and examples in economics

There exists a considerable history of modelling agent learning in economic models,
specifically around monetary policy. Indeed, as stated by Ben Bernanke (2007):
12

This idea is well motivated by the complex nature of banks seen during the financial crisis, particularly Lehman Brothers, and the fact that the resolution technology at the time was slow and cumbersome
for an entity of that complexity.
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many of the most interesting issues in contemporary macroeconomic theory
require an analytic framework that involves learning by private agents.
However, learning comes in many forms, and the first issue is to address the type of
learning that agents are undertaking. Brenner (2006) provides a detailed summary of
different learning methodologies for agent-based models in economics, but fundamentally
there is a distinction between two main categories. The first is individual learning, where
agents are myopic and update their own internal strategy based on past performance,
but with no consideration of other agents’ behaviour. The second is social learning,
such as imitation, where agents update their own strategy based on the behaviour of
either other individuals or whole groups. This distinction is vital, as individual or social
learning within models can lead to dramatically different outcomes (Vriend, 2000).

4.2.4.1

Social learning and herding

One of the strongest reasons for incorporating social learning into economic models is
to include the idea of herding. Evidence of herding exists both in markets of individual
traders (Cipriani and Guarino, 2008) and at management level in organisations (Scharfstein and Stein, 1990). Although some behaviours in an individual learning model can
lead to forms of herding – such as through price formation in a trading market – the
social effects are potentially a more important factor (Hirshleifer and Teoh, 2009).
Herding can take a number of different forms, and can sometimes be rational from the
perspective of a particular individual. Such rational herding is well covered in the literature, with Chamley (2004) providing a comprehensive examination of the topic. The
first model to show how rational herding could occur was Banerjee (1992), who demonstrates that depending on the order that individuals take when making a decision, an
“informational cascade” can appear where agents abandon their private beliefs entirely
and just simply follow the public signal.
Bikhchandani, Hirshleifer and Welsh (1992) show that just a small number of agents
acting in the same manner can drive the strategies of the majority, but also that such
“herded” strategies can be very fragile, susceptible to displacement by only slight deviations. This has particular relevance in times of crisis, when banks suffer from a lack
of information and are more likely to be dependent on public signals for strategy, even
if those signalled strategies are only successful due to losing slightly less money than
alternatives.
Other forms of herding can be driven by emotional or reputational factors. One model
with an emotional view of the market is Lux (1995), where investors are more interested
in what others are doing than the fundamentals of the stock price. Agents choose
between being bullish or bearish, driven to follow either crowd by actual returns on the
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stock, with herding behaviour under these rules leading to bubbles and crashes. Shive
(2010) demonstrates social influence on investors empirically, using an epidemiologicalstyle model on Finnish stock trading data to show how non-holders of a stock can become
“infected” by those who do hold it.
Reputational factors for herding can be traced back to Keynes, with his view that
investors are reluctant to act according to their own information or beliefs. Scharfstein
and Stein (1990) show that it can be rational for managers to mimic the investment
decisions of others, as it is better to fail as part of the herd in order to share the blame.
This is especially true when they are measured on relative performance to their peers
rather than absolute performance, a result also found by Zwiebel (1995).
Another view of how investment strategies can update is through memetics, or the spread
of financial ideas through memes. Hirshleifer and Teoh (2009) argue that assemblies of
financial memes, which they call financial ideologies, offer an approach to understanding
the evolution of the financial markets. Robert Shiller has produced a number of papers
in this area and suggests that financial ideologies develop through cumulative evolution
(2000). He posits that changes in popular economic views, such as the focus on the real
rate of interest, can help us to understand why there are periods of asset over-valuation
(2007). Hirshleifer and Teoh (2009) suggest the existence of several dichotomous memes,
namely bullish vs. bearish markets and value vs. growth. The latter meme is supported
by the work of Mullainathan and Shleifer on the advertising industry (2005), who find
that in good times people crave opportunity (growth), but in bad times they crave safety
(value). Several examples of such ideologies could be found in the lead-up to the financial
crisis, such as the over-reliance on mortgage-backed securities.

4.2.4.2

Mechanisms of social learning

Having discussed why social learning is important, the focus now shifts to understanding
how it can be incorporated into economic models.
A common idea is to make the social learning evolutionary in nature. This form of
learning is particularly effective in agent-based modelling, where the learning mechanism can be kept as simple as possible in order to meet certain stylised facts and study
the fundamental relationships between agents (Brenner, 2006). Henrich and Gil-White
(2001) show that agents who are able to evaluate outcomes and copy the most successful strategies from others are favoured by natural selection, which translates to a simple
imitation mechanism based on profitability in the case of banks. An imitation-based
updating process alleviates many of the difficulties inherent in expectations-based models, which can be very computationally expensive and also necessitate simplifications to
price formation and clearing. This idea is reinforced by Kirman (2011), who strongly
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disagrees with the idea that economic agents optimise, partially due to complexity constraints but also because agents usually choose between several simple options that are
already known. He shows that attributing little computational ability or reasoning to
agents can generate features of real markets. This methodology also ties in with the
idea of Lux (1995) that investors are incentivised to follow the crowd based on actual
returns. Although evolutionary learning features heavily in existing agent-based market
models, with a utility or “fitness” function for comparing strategic options (Routledge,
1999; Brock et al., 2005), social learning where agents look at what others are doing is
broadly absent as shall be seen in Section 4.2.5. One exception is the model of Westerhoff
(2009), where a “social copying” mechanism causes agents to switch between fundamentalist and “technical” trading strategies according to their fitness measure. The model
tallies with several stylised market price facts, such as slowly decaying autocorrelations.
Several parameters associated with how the social learning takes place are also important
to the predictive ability of any model. For example, one key parameter is the speed of
adoption of the strategies being copied. It is normally unrealistic for a bank to suddenly
switch to a vastly different strategy than its current position (although this is less true in
crisis situations, where banks may act much more defensively and information cascades
can potentially occur). Instead, it is more likely that strategies are adapted slowly over
time, although the speed of adoption is likely to depend on the degree of dissatisfaction
with the current strategy (Palomino and Vega-Redondo, 1999; Dixon, 2000), or similarly
the absolute difference in “fitness” between the strategies in question (Witt, 1996).
Another important parameter concerns the memory of the agents for analysing their
fitness, and the weighting they apply to past experience. Some authors, such as Young
(1993) allow individuals to only remember the last k events or time-steps when making a
decision, while others, such as Crawford (1995) apply weights to past experiences, with
recent events carrying a higher weighting.
There are also several papers considering how social learning operates on networks, where
agents make a choice each turn, receive a pay-off according to that choice and adapt their
strategy based on the observation of others. Using an abstract model, Bala and Gayal
(1998) show that in a connected society, local learning ensures that all agents achieve
the same utility in the long run. Gale and Kariv (2003) include private information
in the agent choice, but show that diverse private information still tends to uniformity,
with the convergence often being rapid.

4.2.4.3

Social learning and herding in bank strategy

The reason for the extensive analysis of social learning is that it will allow two features
of dynamic bank strategies to be captured that are missing from static models, namely
a steady increase in bank leverage and a homogenisation of asset portfolios. Crucially,
the increase in bank leverage occurs regardless of whether there is a moral hazard effect.
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Adrian and Shin (2010) investigate the idea of dynamic leverage. Banks optimise their
portfolios to target a particular leverage, but that target increases during stable times,
creating more aggressive borrowing and lending and therefore a larger interbank network.
Danielsson and Zigrand (2008) also show that banks are encouraged to load up on risky
assets due to a free riding externality, and that they don’t endogenise the effect of
possible systemic default when they make their risk decisions. Thurner, Farmer and
Geanakoplos (2012) use an agent-based model (discussed further in Section 4.2.5) to
show that banks are under “evolutionary pressure” to increase leverage as they chase
profits for their shareholders, and this evolutionary effect is also supported by Ahnert
and Georg (2012), in whose model banks check the profitability of others to assess their
own performance.
In terms of asset homogenisation, Allen, Babus and Carletti (2012) develop a model
whereby banks are arranged in a complete network and swap assets with each other in
order to diversify their individual risk. Consequently however, clusters of banks end up
with highly correlated portfolios, and the authors find that this can lead to systemic
defaults when combined with short-term refinancing that needs to be rolled over regularly. Haldane and May (2010) discuss how, as banks pursue diversification, both their
portfolios and their risk management become increasingly homogeneous, potentially due
to monitoring what others are doing.
However, although both leverage and asset homogenisation are expected to increase over
time, a moral hazard component related to bailout within the bank decision making
process can exacerbate both. Acharya (2010) models banks that can invest in either
a risky or a safe portfolio and choose their financing mix. The anticipation of a bank
bailout in the event of many banks becoming insolvent simultaneously leads to all banks
using inefficiently high leverage to fund correlated, excessively risky assets. Farhi and
Tirole (2011) demonstrate that there are strategic complementarities between banks’
hoarding and risk taking decisions, as when other banks hold fewer liquid assets, the
expected bail-out size increases, thus incentivising other banks to hold fewer liquid assets
as well. Refusing to adopt a risky balance sheet lowers a bank’s rate of return and “it
is unwise to play safely while everyone else gambles” (Farhi and Tirole, 2011).
Despite these theoretical results, dynamic bank strategies based on social learning have
not formed a part of the financial contagion literature discussed earlier in the chapter.
A recent paper by Aymanns and Georg (2015) addresses the myopia present in current techniques and proposes a model of endogenous network formation, whereby banks
weight their private beliefs with social beliefs in a decision-making process. However,
their model is very abstract and does not allow a detailed contagion analysis. Trevino
(2013) does incorporate both contagion and social learning for bank strategies, but for
cross-border trade networks rather than bank risk-taking. These approaches, that have
started to combine social learning with economic decision making, support the modelling
approach in chapters 5 and 6.
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Agent-based models

Although it has grown considerably over the past few years, the main focus of the
Agent-Based Modelling (“ABM”) literature within economics has not been on overall
banking strategy, but rather on market mechanisms and trading dynamics. The primary
aim has been to reproduce stylised market facts in computational models, such as fat
tails, volatility clustering and slow-decaying autocorrelation, by simulating the low-level
interactions between traders that define the real-world system. However, this stream of
research will be very important for the model in Chapter 6, especially the parts that
focus on price formation, market clearing and settlement.

4.2.5.1

Artificial markets

One of the first trading ABMs was Kim and Markowitz (1989), which attempts to explain
the behaviour of the Black Monday crash of 1987. The authors model one risky and
one risk-free asset, and create a population with two types of agents – rebalancers, who
aim to keep their portfolio evenly divided between the two assets, and portfolio insurers,
who manage their portfolio so that their wealth does not drop below a given level. As
the agents interact, rebalancers help to stabilise the market, but portfolio insurers cause
price instability.
Whilst the Kim and Markowitz model does not exhibit the stylised facts seen in trading
markets, it does provide a theoretical foundation for how micro-level trader behaviour
can lead to a stock market crash. The idea was developed further by the Santa Fe
artificial stock market project (LeBaron, 2005), which attempts to answer a problem
associated with traditional economic models – given that agents are homogeneous and
have the same information, how is there any volume in the stock market, let alone bubbles and crashes? The Santa Fe model creates a population of agents with heterogeneous
beliefs, who try different expectation forecasts and adapt to the best ones using a Genetic
Algorithm. The results show that technical traders (or “chartists”), who follow price
histories and trade accordingly, can compete with the fundamentalist traders who trade
on the share price’s relationship with the underlying company’s fundamentals. This is
at odds with classical theory, which assumes that such traders would be eliminated from
the market. Caldarelli, Marsili and Zhang (1997) also create a prototype stock exchange
and demonstrate that endogenous mechanisms within the market are sufficient for it to
self-organise to stability, without exogenous interference.
Lux and Marchesi (1999) expand on the idea of fundamentalists and chartists by establishing a difference between normal stock price noise (from movements in fundamentals)
and price dynamics produced by the agents themselves. The model also allows fundamentalists and chartists to change category with a certain probability. This creates a
number of interesting features such as herding, price evolution through demand, and
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stabilising and destabilising factors within the market, which will be key ingredients for
the artificial asset market of chapter 6. However, it should be noted that their model is
very complicated, with thirteen separate parameters that are not easily calibrated. Alfi
et al. (2009) use a similar setup to create a “minimal” agent-based model for financial
markets, capturing fundamentalists, chartists, price analysis and herding. The authors
demonstrate that the number of banks in the model is the key to whether the system
self-organises into a critical state.
The models so far have concentrated on just two types of trader. Brock, Hommes
and Wagener (2005) develop a model with many trader types, creating an “ecology
of strategies” aside from simple fundamentalists and chartists. Utilising generalised
reinforcement learning, evolutionary dynamics lead to the survival of the best strategies.
This ideas is extended by Diks et al. (2005) to allow for “continuous strategies” for
traders.

4.2.5.2

Dynamic leverage

Agent-based models have also recently been used to describe leverage dynamics in a
heterogeneous agent stock market. Thurner, Farmer and Geanokoplos (2012) model
two types of market participant – noise traders, who provide mean reverting noise to
the stock price, and funds, who attempt to buy under-priced assets. When a good
opportunity presents itself, funds can obtain credit from investors and increase their
asset holdings to make themselves highly leveraged. The effect of having such leveraged
participants in the market is to create price fluctuations with heavy tails and clustered
volatility; even small random fluctuations caused by the noise traders can have hugely
destabilising effects on highly leveraged funds.
Aymanns and Farmer (2015) use an agent-based model to extend the work on leverage
dynamics to multi-asset portfolios. They study pro-cyclical leverage, an idea raised in
the work of Adrian and Shin (2010) discussed earlier, and demonstrate that gradual
increases in stock prices are followed by large-scale market collapses. These endogenous
leverage cycles will form an important part of the model in chapter 6.

4.2.5.3

Interbank markets

Despite the focus on market activity, there are ABMs that study higher-level bank
activity, most notably interbank markets. Several of the models that were discussed in
earlier sections, such as Chen (2014), could also be classified as ABMs13 , but merited
discussion in a different context. However, a novel characteristic of all the models studied
in this section is that they create their networks endogenously when the model begins.
13

Although, unlike all the models in this section, they do not classify themselves as ABMs.
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Iori et al. (2006) create an ABM of the interbank market, in which banks receive funds
from depositors and channel them into a risk-free investment. The interbank market
forms due to deposit shocks and asset illiquidity (for a fixed period of time), meaning
that the banks have to source funds from other counterparties. At each time-step, the
model features micro-level settlement activity such as interest payments and dividends,
with banks that are unable to meet their payment requirements becoming insolvent.
As no new banks are introduced into the simulation, the authors study under what
depositor shock conditions the market remains stable and under what conditions it
collapses entirely.
Georg (2013) extends the work of Iori to include risky assets in the form of loans to
firms. Banks undergo a three-stage process at each time-step; settling cash flows such as
interest payments from the previous turn, undergoing liquidity shocks, and optimising
their portfolio distribution between risky assets and cash. Banks can become insolvent
by either running out of liquidity due to depositor shocks, or through sufficient losses to
their assets. The author finds that the long-run stability of the system is dependent on
the interbank market topology formed. With the addition of a stock market, the bank
structure and updating process of the Georg model will form the underlying mechanism
of the model in Chapter 6.

4.2.5.4

Coupling the financial system with the wider macroeconomy

As well as studying individual systems, there have been attempts to build ambitious
ABMs that combine a banking sector with the wider macroeconomy of firms and households.
Delli Gatti et al. (2008) create a model of firms and banks interacting through a credit
network, with the structure of the network changing over time as firms choose a “preferred partner” for financing. This preferential attachment arrangement allows them to
reproduce several real-world facts around firm demography, such as the power law distribution of firm size. Firms within the model can become bankrupt, leading to changes
in the credit policy of the banks and a possible further avalanche of bankruptcies. The
model provides an initial “macro-ABM”, but the financial sector is underdeveloped in
terms of the possible bank behaviour.
The EURACE project extends the idea of a macro-ABM and attempts to construct a
model of the European economy featuring heterogeneous banks, firms and households, as
well as basic government and central bank entities. The model contains independentlydeveloped markets for commodities such as consumption goods and labour, as well as
financial asset markets for bonds and stocks. However, despite being used for several
interesting projects such as demonstrating how the link between a simple credit market
and firm demand can lead to endogenous business cycles (Raberto and Teglio, 2012), a
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full integration of the different markets was not achieved. Therefore, it has been unable
to answer potentially interesting policy questions regarding the coupling between the
financial sector and the wider macroeconomy.
The CRISIS project is another macro-ABM that aims to investigate the financial-macro
coupling, using a model featuring banks, firms, households and funds, as well as a central
bank and government that can handle unemployment and operate bank bailouts. The
design of the banking sector and the implementation of bank resolution within the
CRISIS model will be discussed in Chapter 7. However, an early version of CRISIS
was used by Klimek et al. (2015) to study the effect of different insolvency resolution
mechanisms. Their model contains optimising firms, households and banks, with the
latter becoming insolvent if they run into negative equity. On becoming insolvent,
banks are subject to either a bailout, a bail-in or a purchase and assumption, meaning
that their assets are subsumed by the other banks in the market. The authors use
performance metrics of stability and economic output, and assess the effectiveness of the
resolution mechanisms under different macroeconomic conditions. They establish that
purchase and assumption is the most effective when the economy is performing well (low
unemployment and interest rates, high productivity), but bail-in performs best when the
economy is struggling, as losses are confined to a smaller part of the economy. While
these results are intuitive and interesting, the banks within the model lack a number of
elements that are likely to affect the outcome, especially heterogeneous strategies and
the ability to invest in stocks that could cause asset-side contagion. The banks in the
model also do not engage in social learning, meaning that there is no dynamic leverage
and no capturing of the moral hazard effect.
To conclude, there are several papers (Samanidou et al., 2007; Cristelli et al., 2012; Iori
and Porter, 2012; Tesfatsion, 2003) documenting the growth of agent-based computational economics, which provide more detailed coverage on the papers discussed in this
section, as well as a number of others.
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Summary

This chapter has demonstrated the importance of understanding insolvency and bank
resolution, and provided a literature review assessing existing models of bank risk taking,
financial contagion and moral hazard.
While almost all of the aspects necessary to provide a quantitative, long-term assessment
of different bank resolution strategies have been covered in isolation within the literature,
there remains a gap for models that provide a dynamic framework allowing banks to
adapt their strategies through social learning, but also incorporate micro-level dynamics
for the rigorous analysis of contagion effects.
Over the next two chapters, two such models will be introduced. Chapter 5 focusses
on a parsimonious model that abstracts away from the specific financial instruments
and markets defining bank connections to focus purely on the relationship between risk
taking, effective resolution and social welfare over the long term.
In chapter 6, specific financial markets for a single asset and interbank lending are reintroduced, which will allow more realistic bank strategies, as well as potential contagion
through both the asset and liability sides of an afflicted bank’s balance sheet. This
framework will allow the investigation of a range of more detailed questions regarding
intervention strategy, as well as an assessment of the most effective way for maximising
social welfare over the long term.

Chapter 5

A parsimonious model of risk
evolution and bailout strategy
This chapter analyses the long-term costs and benefits of two different classes of bailout
strategy in a stylised model of networked, adaptive banks. Section 5.1 introduces the
modelling methodology, including a simplified bank representation and the key dynamic
processes operating at different time-scales. Section 5.2 analyses the results for the
different bailout strategies. Firstly, the concept of “constructive ambiguity” (Freixas,
1999) is investigated, where the bailout response of the regulator is purely probabilistic. Secondly, preferential or “tiered” bailout strategies (Gong and Jones, 2013) are
investigated, where the intervention is dependent on either the size of the distressed
bank (Rose and Wieladek, 2012) or the risk level of its immediate neighbours. Both
approaches are assessed across different network configurations, using a utility function representing social welfare that incorporates bank dividends, bankruptcy costs and
bailout costs (Beale et al., 2011). Finally, section 5.3 summarises the results and discusses two key conclusions – bailout efficiency can be improved by taking into account
information about the topology of and risk allocation on the banking network, and
finely tuned intervention strategies aimed at bailing out banks in configurations with
some degree of anti-correlated risk have superior performance.

5.1

Methodology

This section introduces a parsimonious model of a banking system. Rather than fully
specifying bank balance sheets, a bank is characterised simply by its level of risk-taking
in a similar manner to Battiston (2012a), with the links between banks representing
high-level business relationships or asset co-investments. The novel aspect of the model
is that banks are adaptive, adjusting their strategies according to the success of their
peers (Bala and Goyal, 1998; Gale and Kariv, 2003; Jiang et al., 2014). As discussed
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in chapter 4, accounting for this adaptability is a crucial aspect that has until recently
been missing from the contagion literature (Upper, 2011; Aymanns and Georg, 2015).
Incorporating adaptive behaviour allows investigation of the endogenous accumulation
of risk (Farhi and Tirole, 2011) when banks increase their leverage (Kuzubas et al.,
2014) and homogenise their asset portfolios (Allen et al., 2012) and risk management
(Haldane, 2009).
The model features two dynamic processes operating at different time-scales, with slow
strategy updating coupled with fast contagion dynamics in a similar manner to Battiston
(2012a). This set-up allows the long term dynamics of the system to be modelled, along
with the feedback between a regulator’s bailout behaviour, systemic risk and economic
performance.

5.1.1

Bank strategy

The model comprises a set of N banks, with each bank i characterised by a strategy
0 ≤ xi ≤ 1 which determines the bank’s intention to take on risk. Bank profit πi depends
on this strategy, i.e. πi = f (xi ). Risk-taking is assumed to generally result in larger
(short term) profits, hence f (·) is a monotonically increasing function of its argument.
For simplicity, f (x) = x. However, risk-taking is also associated with a higher degree
of fragility, and thus a bank’s likelihood of becoming bankrupt or suffering from asset
write-downs is also an increasing function g(xi ) of its risk-taking strategy xi . For the
purposes of this abstract model, g(x) = x.

5.1.2

Bank network

Banks are connected via an undirected network of asset co-investments (or business
relationships). A bank i with ki network neighbours is assumed to have size ki , i.e. the
larger a bank the more asset classes it is invested in. In this sense banks’ asset portfolios
are assumed to be maximally diversified (Battiston et al., 2012a).
Three different types of interdependency networks between banks are constructed as follows. Firstly, a “regionalised” banking system is considered, corresponding to networks
given by 2D spatial lattices with periodic boundary conditions and Moore neighbourhoods (one could interpret these as sets of regional assets, such that banks preferentially
invest into assets in their geographical neighbourhoods). Secondly, in order to consider globalisation, (regular) small-worlds are constructed from these initial networks by
rewiring a fraction ρ of all links. In these two scenarios, a world consisting of equally
sized banks is modelled. Finally, in order to account for heterogeneity in bank sizes
and asset portfolios, networks with power-law degree distributions are considered, built
either according to the preferential attachment model (Albert and Barabási, 2002) or
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using the configuration model to construct general random graphs with a power law degree distribution characterised by exponent ν. In these models connectivity is restricted
to the same number of links as for the lattice and small-world networks, and a minimum
degree of one is enforced to ensure there is always one giant connected component comprising at least 95% of all nodes. In the case of heterogeneous networks, bank sizes are
also assumed to be distributed according to a power law with exponent ν.

5.1.3

Systemic shocks

Two causes for insolvency are considered. Firstly, with a small likelihood p0 , an external
event will occur that puts a bank into distress, with that bank becoming insolvent with
probability xi directly influenced by its risk-taking strategy. An insolvent bank becomes
bankrupt at this point if it is not bailed out and is liquidated. Secondly, once a bank
becomes bankrupt due to an external fluctuation there is a small probability µ = 0.01
that the bankruptcy will cause contagion via the network of linked banks (Furfine, 2003).
If this is the case, banks that are network neighbours of the insolvent bank will suffer
a shock. With probability min(η/ki , 1), this shock will now cause insolvency in bank i
(i.e. assume that larger banks with more diversified asset portfolios are more resilient
to shocks than smaller banks), putting this new bank’s respective network neighbours
in distress and potentially causing a cascade of further insolvencies. After bankruptcy,
a bank reverts to strategy x = 0 and resumes its former place in the banking network.
This is equivalent to a new “safe” bank entering the simulation. In the case of a shock
that does not cause insolvency, which occurs with probability 1 − min(η/ki , 1), the shock
results in an asset write-down and a bank will adjust its risk-taking strategy to adapt to
the loss, i.e. set xi → xi (1 − η/ki ) (again assuming that smaller banks face more drastic
adjustments than larger banks, which are more diversified). The parameter η models
the relative likelihood that shocks will result in asset write-down or insolvency, with
η = maxi ki corresponding to a scenario in which distress always causes insolvency and
η = 0 corresponding to a scenario in which all distress may at most cause asset writedowns (and corresponding strategy adjustments). Assuming hki = 8 for the simulations,
η is set 4, with larger values giving similar results and smaller values not allowing
cascades to percolate.

5.1.4

Bailout

The effects of (government) bailouts are also modelled. Once a bank is distressed, it
will be bailed out with probability q, thus preventing a bankruptcy. The bank resumes
normal trading using its previous risk-taking strategy and distress does not spread to
its business partners. In the UK, the size of the bank relative to the entire banking
system has a strong correlation with the probability of a bailout (Rose and Wieladek,
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2012). As a refinement of the simple mixed strategy bailout described above, two further
bailout strategies are considered – size-based bailout and neighbour-dependent bailout.
In the first case, banks with size (or degree) larger than a threshold k will be bailed out
when distressed, whereas smaller banks will not be. In the case of neighbour-dependent
P
bailout, a bank i will be bailed out with likelihood qi = c0 + c1 ki−θ j aij xj where c0 , c1 ,
and θ are parameters characterising the bailout strategy and aij is the adjacency matrix
of the network. When investigating the neighbour-dependent strategy, the parameter
space spanned by c0 , c1 and θ is searched to find optimal interventions.

5.1.5

Evolution of risk

Banks adapt their risk-taking behaviour using an evolutionary process. At each timestep a randomly chosen bank, say bank i, adapts its risk-taking strategy by comparing
its profits to a randomly selected other bank of similar size1 , bank j (Bala and Goyal,
1998; Gale and Kariv, 2003; Jiang et al., 2014). If j achieved a higher profit, bank
i will adapt to bank j’s strategy xj by adjusting its risk-taking in proportion to the
difference to j, i.e. xi → xi + σ(xj − xi ). To allow for the evolution of novel strategies,
bank i’s strategy will also mutate by a small amount each turn. This is modelled by
adding a small random number drawn from the uniform distribution over [−pmut , pmut ]
(Note that strategies are always restricted to the interval [0, 1]). In the simulations,
pmut = 0.0005 and σ = 0.01. The evolution of strategies occurs at a time-scale much
slower than distress contagion, with bankruptcy resolution assumed to be instantaneous.
The dynamics of the evolution of risk are thus marked by two processes; adaptation of
bank’s strategies towards risk-taking in such a way that riskier strategies are favoured
(and would eventually dominate the population without the second process), and the
occasional occurrence of (initially externally caused) distress that may translate into cascades of bankruptcies or asset write-downs that can potentially spread through the banking system. Lower risk-taking strategies are more likely to escape cascades of bankruptcies (and asset write-downs), hence a balance between low and high risk-taking evolves
in the population.

5.1.6

Measuring social welfare

In each time period, costs and benefits for the social welfare measure are determined as
follows. If bank i goes bankrupt, the cumulative cost of bankruptcy Cb is incremented
by a cost proportional to bank i’s balance sheet, defined as xi ki . The balance sheet is
proportional to both the network degree and risk level of bank i. Similarly, a bailout
will increment the cumulative cost of intervention Cv by a cost in proportion to the
distressed bank’s balance sheet. If bank i suffers an asset write-down through contagion,
1

Similar size allows for a difference of ±30% to the reference bank.
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the cumulative asset write-down Ca is incremented by xi , representing the fact that i
loses 1/ki from its balance sheet value. On the benefits side, higher risk-taking leads
to larger returns for shareholders. Therefore the cumulative benefit B is incremented
P
by i xi ki each time period, where i runs over the set of all banks. Averaging costs
and benefits over simulated time (after a transient has elapsed), a total social welfare
function can be determined via
U (Ψ) = −Cb (Ψ) − Ca (Ψ) − αCv (Ψ) + βB(Ψ),

(5.1)

with parameters α and β determining the relative costs of bankruptcy, bailout and
shareholder dividends from banks. For the purposes of this abstract model, α is set to
10 under the assumption that bailout is far more costly than bankruptcy, due to reasons
such as social stigma and the fact that the government only has a limited pot of available
money that can be used. β = 0.01 assuming a relatively small risk related return per
unit of time for banks. However, the robustness of results to changes in the welfare
function will be discussed. Note that the social welfare also depends on Ψ, which is the
choice of intervention strategy.

5.2

Results

The stylised model used here builds on the idea that financial networks can be likened
to a self-organised critical (SOC) system (Hurd, 2015). In the absence of shocks, banks
adapt their strategies to those of economically more successful competitors, leading to
an accumulation of risk on a slow time-scale and making individual banks vulnerable
to failure. The potential for cascades of bankruptcies reduces the rewards of risky
strategies; hence risk-taking balances out and is marked by cycles of larger and smaller
risk appetite of banks that correspond to fluctuations around some intermediate level of
risk.
Figure 5.1 illustrates these SOC-like dynamics. It shows the existence of periods of
calm, marked by the accumulation of risk, which are interrupted by cascading shocks of
various sizes. Cascades of failures are mostly small and localised to only very few banks,
but can occasionally reach system-wide proportions, as shown in panel (C) of Figure 5.1
which gives the distribution of the sizes of simulated bankruptcy cascades. In a similar
manner to simulations of the long-term dynamics of forest fires, the model exhibits power
law distributed cascades and SOC-like behaviour in the limit of extremely rare external
shocks (Drossel and Schwabl, 1992; Pruessner and Jensen, 2002). In the case of more
frequent shocks the distribution is bimodal, with peaks for very small cascades and rare
very large cascades.
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Figure 5.1: Evolution of risk and bankruptcies. Results shown on (A)
a lattice and (B) a small-world network, with (C) corresponding distributions
of bankruptcy cascades. Systems are of size 1.44 × 106 nodes with an average
degree hki = 8, a probability of exogenous shocks p0 = 10−4 and a rewiring
probability for the small-world network ρ = 0.05.

5.2.1

Utilising constructive ambiguity

More importantly, the model allows the investigation of the system’s long-term response
to interventions by a regulator. Figure 5.2 shows the dependence of average risk-taking
on a regulator’s “constructively ambiguous” bailout strategy, where q represents the
probability of intervention.
In agreement with empirical evidence (Dam and Koetter, 2012), larger probabilities
of bailout will enhance a bank’s average appetite for risk. However, this enhanced
risk-taking potentially makes the system more fragile, which may cause relatively more
failures than in a scenario without regulatory intervention. As a consequence, the longterm repercussions of bailout may actually be detrimental to overall system function.
Figure 5.3 illustrates this behaviour by comparing the average number of banks affected
by cascades (i.e. the number of bankrupt banks nbankrupt and bailed-out banks nbailout )
to the bailout strategy in both the short and long term for prototypical classes of asset
correlation network.
In the short term, before banks have had the chance to adapt their strategies, the
response to bailout is positive; large numbers of bailed-out banks reduce the size of
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Figure 5.2: Bank risk and utility. Average (A) risk and (B) system utility
achieved per turn for 104 banks, coupled by either a lattice, small world or scale
free network with average degree hki = 8. Results have been averaged over at
least 10 network realisations, for each of which the dynamics have been run for
105 sweeps. The arrows indicate the optimal (qopt ) and minimum economically
sensible (qs ) bailout probabilities for a lattice.
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Figure 5.3: Influence of bailout. Comparison in the short (non-adaptive
banks, solid circles) and long term (adaptive banks, open circles) quantified by
plots of the value of assets bailed out and lost in bankruptcies vs. the bailout
probability q. Simulations run for (A) lattices, (B) small-world and (C) scalefree networks.

bankruptcy cascades, resulting in a monotonic decline of nbailout + nbankrupt with the
bailout probability q. At some critical point a percolation threshold qperc is reached,
such that for q > qperc , system-wide cascades can be prevented. This contrasts with the
long-term response to enhancing bailout probability, which is not monotonic. Crucially,
increasing the intervention probability from zero results in a more vulnerable system
prone to typically larger cascades of failures. This trend is only reversed at some point
shortly before the percolation threshold is reached. Similarly to the short-term scenario,
increasing q above qperc suppresses system-wide failure, but enhances risk-taking and
leads to a large number of bailouts that may be socially inefficient. Hence, typically
a bailout probability 0 < q < 1 exists such that the overall additional profit available through increased bank risk is optimally balanced against the cost of failures and
bailouts, thus maximising social welfare or utility.
To address this question of optimal bailout, extremal points of a utility function were
investigated. Bank dividends are offset against bankruptcy and bailout costs, with
dividend size increasing monotonically with bank risk (see section 5.1.6). Typical utility
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functions for various types of asset correlation network are illustrated in Figure 5.2(B).
In agreement with the above argument, these functions are initially declining, reflecting
bank’s enhanced risk-taking in response to sub-critical probabilities of bailout. As the
cascade-limiting effect of more frequent intervention can exceed enhanced long-term risktaking, this trend is reversed at some point, giving a minimum economically sensible
bailout probability qs at which the utility value achieved is the same as that for a system
with no intervention. Increasing the likelihood for bailout further, there exists some
probability qopt > qperc for which utility is optimised, but even though a localised spread
of failures is increasingly suppressed, the costs of bailout typically become excessive
beyond this point and utility begins to decline. For the three prototypical types of asset
correlation networks, qopt = 0.63 ± 0.01, qopt = 0.67 ± 0.01, and qopt = 0.75 ± 0.01 for
lattices, 2-dimensional small-worlds, and scale-free networks of average degree hki = 8
respectively. The exact location of these points depends on the choice of weights in the
social welfare function, but the maxima are typically very flat and results are robust
over a wide range of cost parameters.

5.2.2

Dependence on network structure

The next area of investigation is the dependence of optimal bailout strategy on the
structure of the asset correlation network. In a first experiment, worlds of regionally
localised asset investments are compared to increasingly globalised worlds, with asset
correlation networks built using a variant of Watts and Strogatz’s small-world model
(1998). As expected, the dynamics of insolvency cascades on increasingly globalised
worlds are more difficult to control (see panels of Figure 5.4). With no bailout, average
utility declines with the shortcut density (a proxy measure of globalisation in the smallworld model). In a similar vein, the minimum economically sensible bailout probability
qs and optimal bailout probability qopt both increase, but utilities at the point of optimal
intervention decrease. The bailout probability for which system utility is minimised,
qmin , is also calculated, in order to demonstrate how poorly the system can perform
without carefully controlled intervention.
In a second experiment, asset correlation networks with power-law degree distributions
are constructed, characterised by a tunable exponent ν, in order to investigate the
effects of system heterogeneity. Results are summarised in Figure 5.5, in which the
dependence of utility, the minimum economically sensible bailout probability and the
optimal bailout probability on ν are shown. Utilities, both with and without optimal
intervention, are found to decline as heterogeneity is decreased. Whereas the dependence
of non-intervention utility on system structure is fairly strong, utilities at the maximum
of the social welfare function are broadly independent of ν. As a result, there is a
threshold level of system heterogeneity at which intervention becomes sensible. Within
this stylised framework, a mixed bailout strategy is not economically viable for systems
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more heterogeneous than ν ≈ 1.9. For ν > 1.9, as systems become less heterogeneous,
the bailout probability at the point of optimal intervention increases slightly with ν.

5.2.3

Preferential Intervention

So far, mixed bailout strategies have been considered that do not make use of information regarding the size or position of banks in the network. Next, the focus moves to
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Figure 5.6: Effect of bank connectivity. Dependence of utility on the minimum degree k for defining hub nodes for preferential bailout. Results for scalefree networks with degree exponent ν = 2.5, 2 and 1.6. The horizontal line Uopt
gives the optimal achievable utility for a mixed strategy bailout that does not
use topological information.

preferential intervention strategy for banks that are either too connected or Too-BigTo-Fail (Morrison, 2011; Battiston et al., 2012b). In the present model, both a bank’s
size and connectivity are approximated by a node’s degree; hence bailout strategies are
considered in which nodes of degree greater than a certain threshold k are always bailed
out, while other nodes are allowed to fail. In Figure 5.6, the dependence of utility on k
is given for systems of varying heterogeneity parametrised by the exponent of the degree
distribution ν.
The extremes of very stringent (very large k) or very lenient (very small k) bailout
correspond to the extremes of q = 0 and q = 1 in the mixed strategy bailout scenario,
which are suboptimal unless system heterogeneity exceeds the threshold of ν ≈ 1.9
when no bailout is cost efficient (as in the case of ν = 1.6 displayed in the figure). In
between these extremes, the dependency is generally S-shaped with extremal points at
low degree and high degree, illustrating the potential benefits and (long term) dangers
of preferentially bailing out large banks. The first maximum corresponds to a low
degree threshold, which allows sufficient hub nodes to be bailed out that bankruptcy
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Figure 5.7: Neighbourhood risk. (A) Dependence of maximum achievable
utility on the risk correlation factor c1 , which is found in the class fi = ki−θ
for θ ≈ 1. (B) Dependence of utility on system heterogeneity, parametrised
by ν. Utilities with no intervention (U (0)) and full intervention (U (1)) are
compared, as well as the best mixed strategy (qopt ), degree-based (kopt ) and
neighbour-based (Ubest ) intervention methods.

cascades can effectively be suppressed. Comparison with the mixed strategy bailout
shows that targeted intervention is potentially beneficial, if the bailout threshold is
properly calibrated. In contrast, and similarly to the results observed for mixed strategy
intervention, there exists a threshold region where bailout encourages excessive risktaking without being able to suppress systemic effects, and system utility is negative.
This again highlights the danger that a poorly calibrated intervention strategy can have
on system performance.
As a refinement of degree-based bailout, consider a class of intervention strategies that
select whether to bailout banks dependent on the riskiness of their neighbours and
those neighbours’ consequent susceptibility to being impacted by a bankruptcy cascade.
This can be modelled by determining bailout probabilities as a linear function of total
neighbour risk, where xj represents a bank strategy and aij the adjacency matrix for
the network:
qi = c0 + c1 fi

X

aij xj

(5.2)

j

with coefficients c0 and c1 as parameters and node-dependent coefficients fi = ki−θ
potentially allowing for size-specific factors such that this class of strategies can be seen
as a superset of the size-based interventions presented above (see section 5.1.4). In
a static setting without adaptive risk-taking, one would expect preferential bailout of
positively correlated risk, i.e. positive coefficients c1 , to be the most efficient way of
stopping bankruptcy cascades. The space of bailout strategies parametrised by c0 , c1
and θ was searched in the setting with adaptive risk, with utility maxima generally found
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Figure 5.8: Risk allocation and cascades. Example configurations of risk
allocation (top) and illustration of bailout likelihoods and of example cascades
(bottom) for various bailout strategies. In the top pictures, darker colours
indicate higher risk. In the bottom pictures, darker colours indicate a high
likelihood that a bankruptcy cascade will be stopped at this bank. Example
cascades started at randomly selected locations are also shown here, where red
illustrates bankrupt banks, green bailed-out banks and blue banks who were
affected, but survived. (A) Configuration for the optimal mixed bailout strategy
q = 0.63, (B) configuration for optimal neighbour-dependent strategy and (C)
mixed bailout strategy with the same effective bailout likelihood q = 0.13 as for
the optimal neighbour dependent strategy in (B).

for θ ≈ 1, whose dependence on c1 is shown in Figure 5.7 for the three prototypical asset
correlation network types.
Contrary to intuition for the static case, optimal utilities are found to decrease sharply
for positive c1 and note a marked improvement until saturation for negative c1 . Closer
inspection of the optimal strategies reveals that utility maxima are reached when banks
are only bailed out if at least one or two of their network neighbours take on low risks.
To understand why these strategies are optimal in an adaptive setting, consider bailout
strategies as a selection mechanism that shapes the allocation of risk. If patches of
positively correlated risk are preferentially bailed out, this positively-correlated risk
is selected for and will eventually result in a long-term system configuration with an
agglomeration of such patches requiring a large number of bailouts each turn. Conversely,
negatively correlated bailout might not be beneficial in the short term, but will encourage
slightly negatively correlated risk allocations, which are just enough to stop systemwide cascades with minimal bailout requirement. This can be illustrated well in spatial
networks, cf. Figure 5.8, which give snapshots of example configurations evolved using
various bailout regimes and show the corresponding landscapes of likelihoods to stop
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bailout. It can be seen that in the optimal regime, a relatively large fraction of evenly
distributed low risk-takers is encouraged who effectively restrict potential bankruptcy
cascades to very small sizes.
Figure 5.7 compares the dependence of utility using an optimal neighbour-dependent
bailout strategy on system heterogeneity. Similarly to lattices and small-worlds, utility
is greatest for large ν, but decreases strongly when system heterogeneity is increased.
Figure 5.7 also includes a comparison of all considered methods of bailout strategy for
systems with varying degree of heterogeneity. An (anti-correlated) neighbour-dependent
bailout strategy is always superior to degree-based or mixed strategy intervention policy, but the threshold of system heterogeneity when any form of intervention becomes
efficient is nearly independent of the choice of strategy. Closer analysis gives ν ≈ 1.9
for an optimal mixed strategy bailout, and a slightly lower ν ≈ 1.8 for degree-based and
neighbour-dependent bailout (cf. intersection of the U (0)-curve with the curves denoting
the various bailout strategies). In addition, a second crossing point at ν ≈ 2.5 is notable
when mixed strategy bailout becomes superior to degree-based bailout. At this point,
degree thresholds have to be set such that almost all nodes are bailed out all the time
and choices of mixed strategy bailout allow for a finer tuning of strategy.

5.3

Conclusions

This chapter introduces a model of adaptive risk based on a stylised banking system, in
which distress and insolvency can propagate via networks of asset co-investment. The
analysis suggests that the bailout strategies of an external regulator can be understood
as a selective force that shapes the allocation of risk in this networked system, and
will thus influence performance measures and system fragility. Analysing adaptive risktaking highlights the potentially problematic effects of bailout over a sustained period
of time. The results provide quantitative evidence that whereas bailout will always
restrain the systemic effects of insolvency in the short term, it can encourage excessive
risk-taking and thus be detrimental to long term system efficiency. A long term costbenefit analysis of bailout allows the determination of optimal intervention probabilities
that maximise social welfare, with these points generally located in a regime above the
percolation threshold of the banking network.
In agreement with intuition, more globalised worlds require more bailout, and are harder
to control than regionalised banking systems without long range connections. Furthermore, depending on the likelihood of distress situations, an optimally tuned intervention
strategy is found to be always efficient in systems with minimal heterogeneity in bank
size, but non-intervention can become a superior strategy if system heterogeneity exceeds
a certain threshold.
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An intervention strategy may be refined to become conditional on a bank’s size or position within the network. Size-based bailouts can become superior to purely probabilistic
bailouts in heterogeneous systems, if intervention thresholds are chosen such that systemic effects are suppressed but unnecessarily frequent bailout is avoided. However,
intervention strategies conditional on the risk-taking of a bank’s neighbours are comfortably superior to probabilistic or size-based bailout. If finely tuned, such a bailout
policy can favourably partition the system into regions of high risk-taking separated by
boundaries of low risk-taking, thus restraining the possible size of bankruptcy cascades.
The long-term optimality of bailing out (slightly) negatively correlated risk-takers may
appear counter-intuitive. However, understanding that bailout can be a selective force
that shapes system structure, it becomes clear that a targeted bailout strategy can
encourage patterns of the same risk-taking it intends to mitigate when preventing cascades. Thus, while it is not the most efficient method of cascade prevention, bailing out
banks with negatively correlated risk-taking can promote an overall system structure
that enhances robustness.
The model analysed here intentionally uses a highly abstracted banking network to
illustrate the differences between various bail-out strategies in the short and long term.
Therefore in the next chapter a more detailed banking model is analysed, which includes
explicit contagion channels and an adaptive network of interconnected bank balance
sheets.

Chapter 6

Bailout strategy in a more
realistic banking model
Having analysed the effectiveness of different bailout strategies in a parsimonious model
of the banking system, this chapter introduces a more detailed model for studying insolvent bank dynamics. Similarly to the model in chapter 5, banks are adaptive and adjust
their strategy according to their success relative to their peers. However, banks now
have granular balance sheets consisting of a variety of financial instruments, allowing
more detailed bank strategies and interactions, as well as different contagion channels.
Introducing more detail to the model allows the system to be analysed without the simplifying assumptions made in chapter 5. Rather than specifying connections in advance,
banks are able to form networks endogenously by borrowing from each other on an interbank market. Shocks to banks are no longer abstract events, but rather changes in
the prices of financial instruments, meaning they can be localised or more wide-ranging.
The fact that banks now have both assets and liabilities means that contagion can spread
realistically through the balance sheets, rather than probabilistically as in chapter 5. It
is now also possible to form an endogenous measure of social welfare, by aggregating
across bank dividends and the balance sheet costs associated with bankruptcies and
bailouts.
Again though, the aim is to evaluate the long-term costs and benefits of different bailout
strategies. Section 6.1 introduces the modelling methodology. This covers the more
detailed representation of banks and the different time-scales used for simulation – deterministic intraday and slowly updating interday. Section 6.2 covers the model results,
looking at the leverage and contagion dynamics of the system, as well as probabilistic
and size-based bailout strategies. Finally, section 6.3 concludes and considers the implications of the model on policy, including the ramifications of bailing out Too-Big-To-Fail
banks.
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6.1

Methodology

The approach used here develops the multi-agent models of Iori (2006) and Georg (2013)
by allowing each of a set of N banks to split their portfolio between three different
markets in order to maximise a profit function. The three investment options are cash, a
risky asset that is traded on a stock market and an interbank market for loans, allowing
banks to take leverage to increase their profitability. Unlike previous models, banks
adapt their investment strategies in an evolutionary manner to maximise their profitbased “fitness”, rather than through internal optimisation.
Again, processes are distinguished at two separate timescales. Behaviour is assessed
at an interday level, where banks change their strategies depending on their own profitability compared to other banks in the system. Profitability is calculated by simulating
market dynamics at the intraday level, where banks attempt to proactively optimise their
portfolio to meet their strategic requirements.
The aim of the analysis is to understand the intraday stochasticity and cascades of bank
failure that arise, as well as the overall social welfare, across a range of parameters.
In order to aid the control of contagion and stability, insolvent banks can be either
liquidated or bailed out, with each method of intervention assessed for how it affects the
system.

6.1.1

Bank setup and strategy

Each bank is characterised by its balance sheet and investment strategy, and bounded
in its behaviour by several regulatory restrictions.

6.1.1.1

Balance sheets

A bank balance sheet consists of the elements described by Glasserman (2015) in section 4.2.1.3 and is shown in Table 6.1.
Assets

Liabilities

External assets (a)
P
Interbank deposits ( k rk )
Cash (c)

External deposits (d)
P
Interbank loans ( k pk )
Equity (e)

Table 6.1: Bank balance sheet. Breakdown of bank assets and liabilities,
with equity treated as a liability for presentational purposes, rk representing an
interbank deposit made with bank k and pk similarly representing a loan from
bank k.
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Both cash (c) and external deposits (d) receive the risk-free interest rate, which is set
to zero for the purposes of this analysis. The external asset (a), which represents a
composite market of bonds and stocks, pays out a regular distribution (represented here
as a dividend) that is on average greater than the interest rate receivable on interbank
P
deposits, but is susceptible to stochasticity. Interbank deposits ( N
k=1 pk ) and loans
PN
( k=1 rk ) are not defined ex-ante, but evolve in line with the banks’ need for cash to
implement their respective investment strategies. Therefore a network is formed, with
the banks as nodes and interbank relationships as the weighted, directed links between
them. The interbank market represents a conflation of all short-term funding markets,
meaning that banks use it to not only manage liquidity fluctuations, but also as a
structural source of funds for leveraging and potentially as an investment opportunity
depending on returns. All interbank loans and deposits mature after a single day.
The balance sheet can be represented by the following equation:
a+c+

X

rk − d −

k

6.1.1.2

X

pk = e

(6.1)

k

Strategy and fitness function

Banks in the model are motivated by profit in line with the literature, but instead
of having to solve a complex internal optimisation (Bluhm et al., 2013; Georg, 2013;
Aymanns and Farmer, 2015), they evolve their investment strategy over time based on
a profit-motivated fitness function.
The strategy of a bank is defined by the tuple {A, C}. A represents the multiple of its
equity that is to be invested in the external asset, so effectively represents leverage1 . C
represents the multiple of e to be held as cash, so effectively represents a liquidity buffer.
A bank’s strategy also completely determines its funding requirements. Defining D to
be de , then:
(A + C − 1 − D)e = L

(6.2)

where L is the net borrowing or lending requirement for the bank to implement strategy
{A, C}. A positive value for L means that it needs to borrow on the interbank market,
while a negative value means that it can be a lender.
The fitness of a bank at time t is determined by its return on equity over a defined
time horizon [t − τ, t]. The profit P for any time-step comprises two distinct elements.
Firstly, capital gains or losses from the external asset and interbank loan write-downs
(Pcap ). Secondly, dividends and interest receivable or payable from the external asset
and interbank loans (Pint ). A convex function, parameterised by η, controls whether
banks focus on a regular income stream or volatile returns from changes in the asset
1

Banks do not borrow funds to lend on the interbank market in this model.
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price, giving a fitness function for bank i at time t of:
t
P

fi,t =

6.1.1.3

j=t−τ

int
(1 − η)Pcap
i,j + ηPi,j

ei,t−τ

(6.3)

Regulatory restrictions

There are several regulatory criteria that must be satisfied by banks, with these taking
priority over their strategic considerations.
A measure of the health of a bank at any point in time is its Capital Adequacy Ratio
C , which is defined using the formula:
C =

e
wT A

(6.4)

where w is a set of Basel III defined risk weights for each asset class and AT =
P
( k pk , a, c) is a vector giving the amount of each asset class held by the bank. The
risk weight for each asset class is calibrated to reflect the riskiness of that class (Basel
Committee on Banking Supervision, 2015). Within the model, interbank deposits carry
a risk weight of 20%, cash carries a risk weight of 0% and the external asset (treated here
as a debt instrument) carries a risk weight of 100%, giving wT = (0.2, 1, 0). Therefore:
C =

0.2

e
k pk + a

P

(6.5)

Following Basel rules, banks must maintain a Capital Adequacy Ratio above 8% (Basel
Committee on Banking Supervision, 2015), which provides a natural leverage cap at A =
12.5. Unlike other models (Montagna and Kok, 2013), breaching the Basel requirement
will not instantly cause a bank to fail, but it will attempt to bring itself back into line
with regulation as soon as possible. A no shorting restriction is also enforced on the
external asset, as well as the stipulation that a loan to any one counterparty must be
for less than 25% of the lender’s equity, in line with the Basel framework. There is no
explicit liquidity constraint as it can evolve through bank strategy.

6.1.2

Intraday

During the course of each day, banks follow the stages set out in Figure 6.1. All activities
generate a series of debits and credits on the account of each bank rather than immediate
cash settlement, as this makes it more straightforward to resolve creditor payments if a
bank defaults.
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Figure 6.1: The intraday process. Flow diagram showing the steps that each
bank goes through during the course of a single time-step.

6.1.2.1

Dividends and interest

All loans mature at the start of the day creating payables and receivables, while banks
receive a daily dividend from the external asset. The dividend rate, with expected value
ξ and variance ω, is on average greater than the return available on overnight loans.
The rate is applied to the asset units held by a bank, meaning that asset return is
independent of asset price.
Banks also pay out a dividend equal to any profit that they make above a multiple µ of
their own equity, which can be calibrated to provide a specific capital buffer.

6.1.2.2

Depositor shocks

As with other models in the literature (Georg, 2013; Iori et al., 2006), each bank is
susceptible to depositor shocks, which affect its liquidity in the short term and potentially
cause more significant structural changes to its funding mix in the long term.
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However, rather than having depositors following a stochastic process, the model sees
deposits move broadly in line with bank equity through the following equation:
dt = dt−1 − ζ[d0

et
− dt−1 ] + κdt−1 
e0

(6.6)

Noise is provided by  ∼ U(−0.5, 0.5). ζ acts as an inertia term for the lag between
deposits and equity. The reason for this approach is that in this model, equity is a key
measure of a bank’s health, so it is reasonable to assume that safer banks will attract a
larger number of depositors, while distressed banks will lose depositors. Equation (6.6)
will also cause a “mini bank run” if a bank suffers a dramatic loss of equity. From a
practical point of view, it means that distressed banks with low equity are not able to
rely on their relatively high depositor base to continue running a high leverage strategy,
but will instead need to keep the same mix of depositor and interbank funding that they
relied on at higher equity levels.

6.1.2.3

Portfolio rebalancing

Banks periodically adjust their portfolio allocation to meet their target strategy for the
external asset A. As is conventional in the literature (Hommes and Wagener, 2008),
banks are assumed to fix any asset purchases or sales in advance of the market clearing.
In order to reflect the fact that banks would not want (or may not be able during times of
stress) to adjust their investments on a daily basis, the probability of portfolio updating
for any given day is controlled by the parameter χ.
In order to adjust their portfolio, each bank places an order of u asset units into the
stock market, with a positive u indicating an asset purchase and vice versa. Assuming
that the most recent asset price from time t − 1 is pt−1 , then their order will be:
ut =

Aet − at
pt−1

(6.7)

Unlike models where the number of participants is closed (Hommes and Wagener, 2008;
LeBaron, 2012), banks here are treated as part of a wider market for the asset. A
noise trader is therefore introduced to provide a level of stochasticity in market making
and to control the price power of the banks. As with other similar models (Aymanns
and Farmer, 2015), the noise trader represents the population of other market participants, such as hedge funds, whose behaviour is not explicitly modelled. In aggregate,
they behave as a weak trend follower, with additional daily volatility provided by less
sophisticated investors.
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The noise trader places an order into the market concurrently with the banks, with the
size of the order at time t determined by the following formula:
unoise
=
t

-1 h
pt−1 i
ρ ln(
) +
λ
p̄

(6.8)

The first term in the equation represents the aggregation of hedge funds or other market
players acting as weak trend followers. p̄ is a moving price average for the asset over
a defined lookback period T , while λ is the market depth and ρ < 1 determines how
quickly the asset price will revert to the moving average (Aymanns and Farmer, 2015).
The second term,  ∼ N (0, σ), represents daily volatility to the asset price caused by
less sophisticated investors and is a key driver of long term bank strategy.

6.1.2.4

Market clearing

In order to clear the market, a procedure similar to that of LeBaron (2012) and Hommes
and Wagener (2008) is used. At time t, the net demand for the asset Ut is found by
summing across the orders for all N banks and the noise trader:
Ut =

N
X

ui,t + unoise
t

(6.9)

i

The price of the asset is determined by nt demand and moves according to the following
process:
pt = pt−1 eλUt

(6.10)

All asset transactions settle at time t and at price pt . The asset ledger for each bank is
updated instantaneously, while debits and credits are created for later cash settlement.

6.1.2.5

Insolvency and contagion

The insolvency stage of the intraday process occurs before the interbank market and
payment settlement, as neither of the latter cause bank equity to change.
The model follows the idea of Elliott (2014) that a bank becomes insolvent if its equity
breaches a failure threshold θ > 0. This is intended to reflect the fact that the point at
which a bank can no longer continue operating is driven by a lack of liquidity caused
by failing market confidence and increased margin calls. As was the case with Lehman
Brothers, this point usually occurs before a bank actually goes into negative equity.
Once a bank is declared insolvent it enters administration. From here it may be resolved
in two distinct ways – bailout or liquidation. For simplicity, both of these resolution
processes are assumed to occur in the same time period as the initial insolvency.
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A bank bailout is a relatively straightforward process:
• A bail-out amount is calculated that will take the bank equity back above a proportion Φ of its initial equity.
• The insolvent bank receives a cash injection equal to the bail-out amount from
an exogenous government entity. This is effectively the “social cost” of saving the
bank.
• The bank is no longer insolvent and continues with its operations. Bank strategy
is left unaltered by the administrator.
• A severe penalty term is subtracted from the bank fitness, preventing other banks
from copying their strategy during the lookback period.
Bailouts are implemented in isolation and therefore minimise contagion, whereas as
liquidations have a wider effect on other banks. A liquidation follows this process:
• All unpaid dividends declared by the bank are cancelled.
• All collateralised loans default, with the central bank taking possession of the
external asset used as collateral (see Section 6.1.2.6).
• Orders are placed to sell external assets immediately.
• A 10% administration costs is levied on the insolvent bank’s estate2 .
• The bank estate makes payments according to the creditor hierarchy of depositors,
interbank creditors and equity holders in that order.
• Creditor banks adjust their expected receivables using a variant of the Eisenberg
and Noe algorithm (2001), which works to correctly settle a chain of insolvencies,
including potential circular relationships between banks.
• The insolvent bank is removed from the simulation.
Once each insolvent bank has been through this process, asset orders are settled using the
market clearing process of section 6.1.2.4. Other banks in the simulation have potentially
been subject to two forms of contagion – a devaluation of their asset portfolio and a
devaluation of their loan receivables – and so all banks are reassessed to see if their
equity has breached the failure threshold. Further rounds of resolution continue until
no new banks become insolvent.
2

James (1991) puts direct administration costs around 10%.
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Interbank loan market

After all insolvencies have been resolved, loan orders are placed in the interbank market.
The order L that a bank places in the lending market is determined by adjusting Equation (6.2) for the fact that by this stage of the day, a bank will not be able to alter its
investment in the external asset. Therefore:
L = a + (C − 1 − D)e

(6.11)

If L > 0, the bank is long cash relative to its required position and is offering the
excess as a loan. If L < 0, the bank requires a loan to make up that shortfall. As
with market clearing for the external asset, summing across all N banks establishes the
balance between supply and demand in the market:
L=

N
X

Li

(6.12)

i=1

Borrowers and lenders are selected randomly to fill each loan, subject to the Basel regulation (2015) that borrowers cannot lend more than 25% of their equity to a single
counterparty. The rate on the loan charged by the lender comprises the following components:
• A base rate of the form Be−ΥL , restricted to the range [0, Z].
• A credit spread γ based on the the riskiness of the borrower.
• A profit margin of ι.

B, Υ, Z and ι are all external parameters. In order to calculate γ, the Capital Adequacy
Ratio C is used as the main determining factor. In reality there are a number of factors
that are used to derive the credit spread (Ötker-Robe and Podpiera, 2012), but C is a
useful proxy as it includes both the riskiness of a bank’s investments and the amount of
equity that it has as a loss buffer. γ is broadly analogous to the Credit Default Swap
(“CDS”) rate for the bank, which is the cost in the market of insurance against the
bank defaulting. Based on data linking C and CDS rates for large banks (Meteor Asset
Management, 2016), the following mapping is used:
γ=

1
(120C )2

(6.13)

The value of γ for each bank is assumed to be known to everyone in the market, allowing
them to correctly price a loan according to the perceived risk. It is also assumed that
lenders will not provide funds to counterparties who are above a certain risk threshold,

88

Chapter 6 Bailout strategy in a more realistic banking model

requiring banks to have C ≥ 2.5% in order to raise liquidity through the interbank
market.
To ensure that banks cannot become cash-flow insolvent, a central bank is introduced as
lender of last resort. The central bank has an infinite liquidity supply and no borrower
CAR requirement, but requires loans to be 100% collateralised. This means that a
bank must place units of the external asset up to the value of the loan against their
borrowing3 , with these units passing to the central bank in the event of borrower default.
The “secured” rate charged on these loans is the base rate plus the profit margin ι, with
no credit spread. Banks will always attempt to borrow in the unsecured market before
sourcing a secured loan.
Creating conditions for the interbank market to form endogenously is not straightforward. If all banks are highly leveraged they will have a net borrowing demand, meaning
there is a corresponding shortage of supply. Previous papers that incorporate an interbank market highlight deposit fluctuations as the main driver for its formation(Allen
and Gale, 2000; Georg, 2013), but this only applies if banks with excess liquidity cannot
immediately invest it into a valuable “project” or asset, which is not the case for the
model developed here. In order to form enough supply, a proportion Nc of “core” banks
are created with extra deposits, making them structurally long liquidity . As these banks
do not have any additional equity, they will always have a large supply of funds that
they cannot invest in assets without breaching their CAR requirement. The remaining
banks in the simulation form the “periphery”, replicating observed interbank market
topologies (Craig and Von Peter, 2014).
In order to be a true core-periphery model (Craig and Von Peter, 2014), core banks must
also lend to each other. Under normal circumstances in the model it is not possible for
banks to be both borrowers and lenders simultaneously, so a regular, random directed
network is generated between the core banks to represent their lending, characterised
by parameters specifying the out-degree of each core bank (Ψ) and the weight of each
core-core link with respect to bank equity (Θ); rather than general lending activity that
changes with business cycles (Adrian and Shin, 2010), this can be thought of as long-term
structural lending. All liquidity flows from this core lending net to zero amongst the
participating banks, unless one of them becomes insolvent; in that case, the Eisenberg
and Noe (2001) algorithm is used to account for any cyclical dependencies and find an
appropriate settlement vector.

6.1.2.7

Payment settlement

The final stage of the intraday process is for banks to cash settle their debits and
credits that have accumulated throughout the day. A payment vector determined by
3

For simplicity, the central bank does not take a haircut against the collateral.
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the Eisenberg and Noe algorithm (2001) settles the accounts of all banks remaining in
the simulation. Such a payment vector will always exist, as there cannot be any newly
insolvent banks at this stage of the day.

6.1.3
6.1.3.1

Interday
Strategy adaptation

Between each day, banks are given the opportunity to adjust their strategy {A, C}
according to an evolutionary learning rule, which is dependent not only on their fitness f ,
but also the fitness of the other banks in the system. This is based on the methodologies
of Kirman (1991) and Westerhoff (2009), where banks have a certain probability of
switching to whichever strategy has been the more successful over a certain period of
time.
Each bank b1 has a chance to update its strategy through the following process:
• With a certain probability α, bank b1 with strategy {A1 , C1 } will compare its
fitness f1 to a randomly chosen bank b2 with strategy {A2 , C2 } and fitness f2 .
• If f2 > f1 , b1 adjusts its strategy to {A1 + ψ(A2 − A1 ), C1 + ψ(C2 − C1 )}, where
ψ is an inertia factor to prevent large strategy jumps.
The strategy of bank b1 can also be subject to mutation:
• With a certain probability β, the strategy of bank b1 is mutated to either {A1 +
, C1 } or {A1 , C1 + }, where  ∼ U (−φ, φ).
• Any mutations are adjusted to account for A1 = 0 and C1 = 0 being reflecting
barriers.
All of α, β, φ, ψ are exogenous parameters to the model.

6.1.3.2

Introduction of new banks

In order for the system to run for a indeterminate period of time, a new bank is introduced interday for every bank that is liquidated. Each new bank has the same starting
equity as the initial banks, with the depositor value determined by whether it is replacing a core or periphery bank (so that the ratio of the two is maintained). New banks
enter with a “safe” leverage (A ≤ 2) and must purchase any external assets required for
them to fulfil their strategy4 .
4
Because A is low, even multiple new banks buying assets will not significantly move the market
price.
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6.1.3.3

Social welfare

The metric for assessing the model over time is the social welfare, which at its simplest
level can be characterised as the flows in and out of the simulated banking system. This
is defined as the total dividends being paid out by banks (to exogenous shareholders),
less the costs associated with resolving bank administrations. In respect of liquidations,
this is the cost borne by exogenous participants, i.e. the depositors and equity holders
who do not get fully compensated. In respect of bailouts, this is the liquidity injected
by the exogenous government entity to ensure the insolvent bank is able to continue its
business.
A more complex social welfare measure would have to account for the potentially nonlinear effects of multiple simultaneous liquidations or bailouts, caused by the creation
of panic and uncertainty in the market, and the fact that the government may only
have a limited “pot” available for intervention. The effects of a non-linear social welfare
function are discussed in the results section.

6.2
6.2.1

Results
Simulation setup

The number of banks in the simulation is set to 500 in order to create a diverse pool of
heterogeneous strategies and to allow for the possibility of significant insolvency cascades.
Initially, all banks begin with the same amount of equity, but differ in their deposits
according to whether they are core or periphery. Banks are, however, heterogeneous
in terms of their strategies, with these being assigned randomly at the start of the
simulation (0 ≤A≤ 12.5, 0 ≤L≤ 2).
An initial set of parameters for the simulation is chosen as per Table 6.2.
In terms of parameter calibration, the deposits for periphery banks are slightly more
than three times equity, in line with the literature (Bluhm et al., 2013; Keiserman,
2014). For core banks, deposits are twenty five times equity to provide ample liquidity
to the interbank market. This is considerably higher than the deposit to equity ratio
of real-world banks who have to make themselves secure against depositor runs, but
it is not a problem for the core banks in this simulation who will always be able to
access short-term liquidity and can quickly adjust their portfolio to reflect a change in
depositor dynamics. The dividend multiple µ is set to 2, allowing banks to build a
significant capital buffer before distributing profits as dividends.
The expected dividend return and volatility on the external asset are initially set slightly
lower than in other papers (Keiserman, 2014; Aldasoro et al., 2015) as consistent returns
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Category

Notation

Description

Value

Bank

dp
dc
e
µ
ζ
κ
χ
η
θ
Φ

Depositors (periphery)
Depositors (core)
Equity
Dividend Multiple
Depositor inertia
Depositor shock noise
Portfolio update frequency
Dividend:Capital gain ratio
Insolvency threshold
Bailout level (multiple of start equity)

100
800
30
2
0.1
0.1
0.1
0.7
10
1

Simulation

N
Nc
σ
ρ
Ψ
Θ

Number of banks
Proportion of core banks
Noise trader volatility
Noise trader reversion
Proportion of core banks in core bank network
Weight of links in core bank network

500
0.1
3,000
0.01
0
0

Asset and loan returns

ξ
ω
B
Υ
Z
ι
λ

Expected dividend return on external asset
Dividend volatility on external asset
Interbank base rate parameter 1
Interbank base rate parameter 2
Interbank base rate cap
Interbank loan spread
Market depth

0.04
0.005
0.01
10−4
0.1
0.01
10−6

Strategy evolution

τ
α
β
φ
ψ

Lookback
Fitness comparison
Mutation probability
Mutation size
Inertia

100
0.01
0.01
0.5
0.1

Table 6.2: Parameters for simulation. Default parameters for the simulation, empirically calibrated to generate stable long-term results
are required that do not always beat a bank’s cost of funding, either when the bank has
a high credit spread or when there is substantial demand in the loan market. Setting
η = 0.7, banks will prioritise a steady income from dividends over asset speculation.
The interbank base rate and loan spread parameters are calibrated based on empirical
testing, in order for bank funding costs to become unsustainably high with extreme
leverage. Market depth is also calibrated empirically to allow large scale fire sales to
have a significant impact on asset price, but not to the point where all banks will
automatically become insolvent.
The strategy evolution parameters are calibrated to create long periods of steady growth
through risk accumulation, while a look-back period of 100 time-steps allows for the
smoothing of bank returns over periods of volatility.
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Noise trader volatility σ is a key parameter, as it provides an exogenous shock to the
asset price that can drive bank behaviour in terms of portfolio adjustments. A negative
shock will cause equity losses to the banks, which depending on its size can cause rapid
deleveraging and further significant drops in asset price. Initially, σ = 3, 000 – this
creates a medium volatility environment, where changes in the asset price are driven
primarily by noise during periods of calm, with banks becoming dominant during periods
of heavy leveraging or deleveraging. Setting the portfolio update frequency χ = 0.1 helps
to smooth these bank demand-driven price changes and limits large-scale simultaneous
deleveraging during a crisis.
Initially, there is no persistent loan market between the core banks (Ψ and Θ are both
set to zero), but this will be investigated at a later stage.

6.2.2

Risk and asset price evolution

As with the model in chapter 5, running the simulation for a long period (600,000 time
steps) sees cycles of risk accumulation on a slow time-scale through banks adapting
their strategies to those of more successful competitors, followed by fast deleveraging
and insolvency cascades.
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Figure 6.2: Key simulation statistics. Snapshot at t = 400 of a simulation
run using the default parameters. (A) shows the range of bank strategies, while
(B) shows the degree distribution for banks in the interbank market. (C) and
(D) show the evolution of the interbank market and asset price over the 400
time-steps. (C) shows the split between bank-to-bank lending and central bank
borrowing, while (D) shows both the actual asset price and the price as it would
be driven purely by volatility from the noise trader.
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In order to understand how the system is evolving in more detail, a snapshot is taken at
a point in time, which can be seen in Figure 6.2. Banks are employing a range of asset
strategies (A), with a bias towards high risk-taking although there are still a reasonable
number of lower leverage strategies. The topology of the interbank network is coreperiphery (B), with each core bank lending to between 12 and 20% of all banks in the
system. Periphery banks have to borrow from a number of different core banks, both to
satisfy their cash requirements and to prevent lenders from breaching their counterparty
limits.
As expected, there is a symbiotic relationship between asset price and bank leverage.
Banks quickly respond to asset price volatility by adjusting their holdings to match
their target leverage, but slowly also adjust their leverage strategy by copying the most
profitable banks in the system. This in turn drives the asset price through supply and
demand. The effect can be seen in the asset price panel (D), where the overall price
broadly tracks the noise for 250 time-steps, before becoming driven by the increased
demand for assets as banks’ leverage strategies start to rise. The size of the interbank
market (C) is driven by the systemic demand for assets, with central bank borrowing
necessary once the overall loan demand outstrips supply from the core banks.
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Figure 6.3: Evolution of the banking system. The left hand panel shows
the average leverage taken by the banks for a single run using the default parameters, demonstrating a series of leverage cycles with sudden crashes of varying
size. The period between t = 200, 000 and 250, 000, marked with a box in (A),
is magnified in (B).
While the system of banks is too small to fully exhibit the SOC-like dynamics seen
in chapter 5, it does maintain similar characteristics. As can be seen in Figure 6.3,
cascades of insolvency are predominantly small, but can infrequently be system-wide.
The distribution of such cascades will be investigated in the next section. Unlike the
previous model, there is a second form of negative feedback to risk accumulation in
the form of self-regulation, whereby banks who increase their leverage too far become
unprofitable and copy a less risky strategy. Overall however, cycles are again created
that fluctuate around an intermediate level of risk. It should be noted that each cycle
operates over a substantially longer period than in chapter 5 and with much more subtle
variations.
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6.2.3

Insolvencies and contagion

The system is now run across a range of values for the noise trader volatility σ, in
order to investigate insolvencies and contagion in more detail. Each insolvency within
the simulation can either be direct (during the normal course of the intraday process)
or caused by contagion (either through the fire-sale of assets by other insolvent banks
or the non-repayment of interbank loans). Contagion is a difficult concept to define,
as wide-scale sales of the asset during regular portfolio adjustment could be viewed as
“pre insolvency contagion” that may trigger insolvencies in future time-steps. However,
contagion-based insolvencies are defined here to only be those triggered by the actions of
other already insolvent banks, i.e. those that occur after the first round of insolvencies
in a particular time-step. Leverage is simply taken to be the value of A for each bank
averaged across both time and the population.
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Figure 6.4: Bank strategy, insolvencies and social welfare. Graphs show
average (A) social welfare and (B) bank insolvencies per time-step, and average
bank (C) leverage and (D) liquidity buffer. Results for a system of 500 banks
run for a period of 200,000 time-steps with varying noise trader volatility. Each
σ value is averaged over 50 runs, with error bars representing the value range. A
contagion-based insolvency is directly caused by other banks becoming insolvent
during the same time-step.
Figure 6.4(A) shows how social welfare decreases with volatility. This is due to a combination of leverage behaviour and system-wide insolvencies. Bank leverage decreases
in a high volatility environment (C), which is consistent with observed results and the
literature (Aymanns and Farmer, 2015; Adrian and Shin, 2010). The average number of
insolvencies (B) grows until around σ=6,000, before beginning to decline. This suggests
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that banks are adjusting their overall leverage more successfully to reflect the risk of insolvency for high values of σ, due to the pricing signals being stronger for self-regulation.
Interestingly however, the danger of systemic contagion changes as σ increases, accounting for the majority of insolvencies during low volatility but far fewer when volatility is
high and direct shocks to the asset price are more significant. Figure 6.4(D) shows that
for high volatility increases, banks endogenously increase their liquidity buffer without
the need for a formal liquidity constraint. However, when volatility is very low the buffer
disappears almost entirely.
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Figure 6.5: Average cascade size and frequency. (A) For time-steps with
at least one insolvency, (A) shows the proportion of banks that become insolvent
simultaneously and the average size of any cascades caused by contagion (i.e. not
including direct insolvencies) for different values of σ. (B) shows the probability
of a time-step featuring an insolvency cascade, again for varying σ.
Figure 6.5(B) shows that the number of cascades peaks around σ=4,500, while the size
of cascades is largest when volatility is low. This is due to banks accumulating more risk
through higher leverage when σ is small, leaving them more susceptible to contagion in
the rare event of insolvencies.
Figure 6.6 focuses on the distribution of cascade sizes. For three values of σ shown,
cascades occur across all possible length scales. However, although they resemble a power
law, the distributions are bimodal with peaks for very small and very large (system-wide)
cascades.
As well as the volatility parameter σ, the model was also tested for robustness across a
range of other parameters, including the dividend multiple, portfolio update frequency,
insolvency threshold and expected dividend return. The results indicate that the choices
made during the model development process, such as having a positive equity threshold
for insolvency, do not qualitatively affect the overall model performance.

6.2.4

Contagion channels

Figure 6.7(A) shows that the majority of contagion occurs through the asset side of
bank balance sheets by fire sales of the external asset as part of the liquidation process.
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Figure 6.6: Cascade size distribution. Log-Log plot shows the frequency
distribution of cascade size for simulations run with σ = 1, 000, 3, 000 and
7, 000.
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Figure 6.7: Drivers of contagion and effect of interbank market. Panel
(A) shows the number of contagion-based insolvencies that are attributable to
asset side contagion (through liquidation fire sales) and liability side contagion
(through non-repayment of interbank loans) for a simulation using the standard
parameters. Panel (B) shows contagion-based insolvencies per time-step for
simulations both including an interbank market and with only central bank
borrowing.
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This is intuitive, as the implicit “asset network” is fully connected, whereas the interbank
network is relatively sparse between the core and periphery banks. The results are in line
with previous papers that show little contagion occurs through the interbank network
alone (Glasserman and Young, 2014; Elsinger et al., 2006). However as can be seen in
panel (B), removing the interbank market completely and only relying on central bank
borrowing reduces the total number of contagion-based insolvencies by more than just
the original liability-side insolvencies alone5 . Therefore, it is clear that interdependency
between the contagion channels is a major contributor to system-wide cascades, as found
by Caccioli (2015).
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Figure 6.8: Relationship between asset-side and liability-side contagion. Asset and liability side contagion for time-steps with at least one insolvency plotted for two runs; one under standard parameters with no core-core
network (Θ=0) and one with substantial core-core links (Θ=2).
The relationship between asset and liability-side contagion can be altered by introducing
a core-core network, thus creating a true core-periphery network for interbank lending.
The loan outflow for each core bank is set to be twice its starting equity (Θ = 2) in
total, spread between 10 other core banks (Ψ = 0.2). Figure 6.8 shows that with the
core-core network in place, it is now possible for a small number of asset-side insolvencies
to trigger a large cascade of liability-side insolvencies, with the core banks propagating
failure through their network. However, because Θ is set to be high, almost all the core
banks fail whenever this occurs. Reducing Θ controls the susceptibility of core banks
5
The base rate for loans is adjusted in the central bank borrowing case to account for the loan supply
in the system dropping dramatically with no corresponding decrease in demand.
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to failure. This analysis indicates that liability-side contagion could become an increasingly important factor as the interbank market becomes denser, although interestingly
changing Θ does not significantly impact the social welfare of the system.

6.2.5

Utilising constructive ambiguity

Next, the long run response of the system to a ”constructively ambiguous” bailout policy
can be investigated, where insolvent banks are bailed out with a fixed probability q.
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Figure 6.9: Constructive ambiguity. Average (A) social welfare and (B)
total and contagion-based insolvencies per time-step, and (C) average leverage
(right) are shown for a system of 500 banks run for a period of 200,000 timesteps with varying bailout probability q. Runs use standard parameters except
for a core-core network with Θ = 0.2. Results for each q averaged over 50 runs.
As was seen in the parsimonious model and in agreement with empirical evidence (Dam
and Koetter, 2012), Figure 6.9 shows an increase in long-term systemic leverage as q
increases (C), indicating a moral hazard effect. This makes the system more fragile, with
increasing regulatory intervention suppressing insolvency cascades but leading to greater
levels of bank failure overall (B). As q increases from zero, the social welfare for the system declines dramatically. However, unlike chapter 5, there is no minimum economically
sensible bailout probability qs as non-intervention is the best overall strategy in terms of
social welfare (A). This is because the global nature of asset fire sale shocks means that
the critical probability above which system-wide cascades can be prevented qperc ≈ 1.
Hence there is no optimal point greater than q = 0 that successfully balances profit and
failure cost. By making the asset network sparser (potentially with the introduction of
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further asset classes so that banks can diversify their portfolio between them), it may
be possible to find a value qopt > 0.
If the social welfare function is changed to include non-linear costs for multiple simultaneous liquidations or multiple simultaneous bailouts, the relative contribution of each
will determine whether non intervention or full intervention is the optimal solution, with
intermediate values of q always being suboptimal. This highlights the benefit of a more
complete social welfare function, which will be discussed in chapter 7.
However, Figure 6.10 demonstrates the key result that the long-term effect of bailout
differs from the immediate short-term effect.
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Figure 6.10: Influence of bailout in short and long term. The average (A)
social welfare and (B) insolvencies per time-step in both the short (t = 10, 000)
and long (t = 200, 000) term.
When the system is analysed in the short term, the number of insolvencies per time-step
is suppressed for large values of q, leading to a higher social cost and full intervention
seeming to be the optimal strategy. However, the number of insolvencies increases relative to its short term frequency when q is large, as the moral hazard effect is introduced
and banks increase their leverage beyond safe levels. This leads to a reduction in social
welfare. Conversely, the social welfare for non-intervention is understated in the short
term when the system is particularly vulnerable to cascades, but such a policy shapes
average leverage over the long term to be at a more efficient level.
Examining the distribution of bank leverage strategies for the cases of no intervention
(q = 0) and full intervention (q = 1), Figure 6.11 shows that not only do banks in the
bailout scenario take more risk on average, they also have a much narrower leverage
strategy range. From an evolutionary perspective, this gives them less ability to selfregulate once a negative price shock hits the system, where as in the liquidation scenario
banks have a much wider range of leverage strategies to copy from, including safe ones
that will become relatively more profitable during times of instability.
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Figure 6.11: Bank leverage for non-intervention vs. intervention. Distribution of bank leverage averaged over 200,000 time steps for the resolution
strategies (A) always liquidate and (B) always bailout.

6.2.6

Dependence on heterogeneity

The results in this chapter so far have been for banks that are heterogeneous in strategy
but homogeneous in equity. Banks with differing equities are now introduced, with
the relative sizes controlled using a tunable exponent ν as in chapter 5. The final
distributions of equity broadly follow a power law, but are capped to ensure that the
total equity within the system remains unchanged. This means that for low values of
the tuning parameter (ν = 1.1), heterogeneity is maximised but with a relatively large
number of high equity banks, while for ν = 2, equity is less heterogeneous but there are
several outlying banks of extremely large size. When ν = 5, the majority of banks have
an equity close to 30, which is the homogeneous scenario.
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Figure 6.12: Effect of heterogeneity. The average (A) social welfare and
(B) insolvencies per time-step for differing levels of bank heterogeneity when a
probabilistic intervention strategy is utilised.
Figure 6.12 shows that increased bank heterogeneity causes a slight increase in overall
social welfare and reduction in the overall number of insolvencies for equivalent probabilistic resolution strategies. However, there is no level of heterogeneity at which any
probabilistic intervention becomes the best solution using the standard social welfare
measure.
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Therefore, the analysis concludes by investigating whether a size-based intervention
policy would be more effective. As system heterogeneity increases, movements in the
asset price become increasingly driven by the demands of the larger banks; thus bailing
out these banks when they become insolvent would appear to be an effective way of
preventing widespread insolvency cascades. This is the Too-Big-To-Fail intervention
strategy.

6.2.7

Preferental intervention
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Figure 6.13: Preferential intervention based on equity size. The (A)
average social welfare per time-step and (B) average bank starting share capital
are shown for differing levels of bank heterogeneity, utilising a strategy of only
bailing out banks with starting equity larger than k.
Figure 6.13 shows the results of implementing a bailout strategy according to bank size;
when a bank becomes insolvent, it is only bailed out if its initial equity was greater than
a threshold k. For the case of homogeneous bank equity, this would simply lead to a
strategy of bailing out all banks if k ≤ 30 and no banks if k > 30. However, the results
are much more interesting in the case of heterogeneous equity. Although total equity
is preserved in the system at the start of the simulation, the equity of any new bank
that joins is drawn from the size distribution parameterised by ν. By only bailing out
large banks (say with an equity above 50), the resolution strategy leads to more large
banks persistently being in the system, as smaller banks are liquidated and removed.
This preponderance of large banks causes a increase in the system’s overall starting
equity, raising interbank loan demand and borrowing rates; the net result is a dramatic
reduction in social welfare, which cannot be reversed as large banks do not leave the
system. Note that this selective effect stops when the equity threshold becomes too
high, in which case no banks at all are bailed out and systemic equity remains relatively
constant.
Therefore a strategy that bails out only large banks is hugely suboptimal, acting as a
selective force for Too-Big-To-Fail organisations that cannot be left to go insolvent due
to the systemic contagion that would be caused, but which reduce system efficiency and
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cause an overall reduction in social welfare. This is a similar result to that of Gong and
Jones (2013), where banks are incentivised to become TBTF.

6.3

Conclusions

This chapter analyses a balance-sheet driven agent-based model of the banking system,
allowing a long term analysis of systemic risk, resolution strategy and social welfare.
Channels for contagion are created endogenously by the micro-simulation of two key
markets – a traded asset and interbank lending.
The model is able to generate pro-cyclical leverage cycles through the evolutionary
learning of asset and liquidity strategies by banks, without the need for formal VaR
constraints. These cycles lead to insolvency cascades of all length scales across a range
of different parameters, including asset price volatility. Overall social welfare increases
in low volatility environments, although insolvency cascades are larger on average when
they do occur. The primary driver for contagion in the model is through fire sales of
the asset by insolvent banks, although the effect is amplified by the interbank market,
especially if there is a strong network between “core” lenders.
As with the more parsimonious model in the previous chapter, the bailout strategy of the
regulator acts as a selective force for systemic leverage. While bailout increases social
welfare in the short term through a reduction in contagion, it encourages an excessive
longer-term increase in leverage through a moral hazard effect, reducing overall social
welfare relative to a strategy of non-intervention. However unlike the parsimonious
model, in the case of a constructively ambiguous bailout strategy there does not exist an
optimal probability of intervention that outperforms leaving all banks to be liquidated.
This is because the risk of total systemic contagion can only be suppressed by bailing
out all banks, due to the fact that the asset network is complete.
Increasing the heterogeneity of bank equity leads to a slight increase in social welfare
for equivalent probabilistic intervention strategies, despite demand-based shocks to the
asset price being controlled by a relatively small number of big banks. However, an
attempt to prevent such large banks from insolvency, via a Too-Big-To-Fail intervention
policy, causes a dramatic decrease in social welfare. This is due to the policy selecting
only for large banks, which reduces system efficiency by overcrowding the asset and loan
markets.
From a policy perspective, the first main conclusion is that anticipating only the short
term effects of an bailout-led resolution strategy will overestimate social welfare, with
any probabilistic intervention performing worse than non-intervention in the long run,
so long as the “exogenous” cost associated with multiple simultaneous liquidations is
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not dramatically larger than the cost associated with multiple simultaneous insolvencies. However, an accurate appraisal of these non-linear costs requires a more complete
social welfare measure that incorporates the wider macroeconomy. Such an approach is
discussed in the next chapter.
The second main conclusion is that while a size-based intervention policy for bailout can
prevent contagion in the short term, it will shape the distribution of bank sizes within
the system over the long-term, creating a large number of Too-Big-To-Fail organisations
that cause a reduction in system efficiency and overall social welfare. Once such a
policy has been implemented however, it is very difficult to reverse due to the systemic
contagion that would result from many simultaneous large bank insolvencies.

Chapter 7

CRISIS
The models discussed in chapters 5 and 6 have demonstrated how financial system stability and productivity can be measured in terms of a social welfare function, but the exact
formation of the welfare function relies on assumptions regarding the coupling between
the financial sector and the wider macroeconomy. In order to make a completely accurate assessment of the social welfare, both the financial sector and the macro-economy
need to be simulated.
Therefore, this chapter introduces the CRISIS macroeconomic agent-based simulator and
explains how an insolvency resolution framework was implemented within it. Section 7.1
gives an overview of the CRISIS project and its aims, section 7.2 introduces the various
agents available within the simulator and section 7.3 describes the algorithms that were
implemented CRISIS as part of this thesis to handle a variety of different resolution
mechanisms. Finally, section 7.4 provides an overview of the additional work that is
required for the CRISIS framework to be able to answer policy questions on social
welfare, particularly regarding adaptive agent behaviour.

7.1

Introduction

The Complexity Research Initiative for Systemic InstabilitieS (“CRISIS”) project (Phillips
et al., 2015) was a joint-venture between a number of European universities co-ordinated
by J. Doyne Farmer at the INET@Oxford research institute. The aim of the project
was to develop a bottom-up, agent-based simulation of the UK financial sector, capturing interactions between households, firms, government actors and the banking sector.
In order to tackle the common critique that agent-based financial models lack microfoundations for agent behaviour (Iori and Porter, 2012), CRISIS has detailed rules for
each agent type regarding production, consumption and investment allocation (see section 7.2). In addition, the CRISIS framework is stock-flow consistent, meaning that any
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transaction can be accounted for on the balance sheets of agents within the simulation
using double entry, and no flows are exogenous to the model.
The CRISIS software, incorporating the insolvency resolution framework, has now been
released as open source code (see Phillips et al. (2015)), with parameters for the agents
calibrated to observed UK statistics, such as GDP, bank leverage, stock market capital
and the size of the housing and labour markets. The software is designed to be a tool
that could be used by policy makers such as the Bank of England for scenario analysis
and understanding financial crises.

7.2

Agents within CRISIS

Figure 7.1: Structure of agent interactions within the CRISIS framework (Phillips et al., 2015).
Figure 7.1 shows the various interactions between agents within the CRISIS model. The
high-level roles of the agents are as follows:
Firms produce goods which are consumed by Households, and also employ Households
and pay them wages. Firms use a Cobb-Douglas (1928) production function to
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transform capital into output, and are linked to each other by an input-output
network, representing the sale of goods between industry sectors (Blöchl et al.,
2011). The firms issue equity, which is owned by Funds and Banks and is traded
on the stock market.
Households earn wages and make consumption decisions based on their income. They
deposit cash with Banks and can invest in Funds. They also participate in a
housing market, taking out mortgages from Banks and choosing whether to rent
or purchase property.
Funds represent collective investments of Household cash, and invest in the stocks of
Firms and Banks, and Government bonds. Funds also issue bonds to Banks and
trade with each other.
Government collects tax from households and issues welfare to the unemployed. It
is able to issue bonds to raise funds, and is able to use its cash pool to bail-out
insolvent Banks if required.
Banks raise funds via deposits, bonds and collateralised repos from the Central Bank,
and provide commercial loans to Firms, as well as investing in the stock market. Banks can also participate in an interbank loan market with each other.
Investment strategies are based on the development of the Santa Fe artificial stock
market (LeBaron, 2005), with banks behaving as either trend followers1 or fundamentalists2 .
Central Bank provides funds to Banks by way of collateralised loans, and can also
control interest rates. The loans must be collateralised with either Government
bonds or Firm stocks.
The simulation of the financial sector broadly follows the intraday schedule of the model
in chapter 6, with banks resolving their overnight cash flows, calculating portfolio adjustments to meet their leverage targets and placing orders in the various stock and loan
markets. However, there is a wider range of markets available, including the ability for
banks to make loans to firms and invest in a range of asset classes. As the model is
stock flow consistent, all shares traded are those of agents within the simulation.
The initial version of CRISIS was able to generate realistic dynamics, such as the procyclical leverage cycles (Aymanns and Farmer, 2015) seen in chapters 5 and 6. However,
insolvent banks were not resolved in a sensible manner, requiring emergency “resuscitation” through an injection of liquidity from an exogenous source. This precluded the
opportunity for investigating systemic risk and contagion within the simulation, both of
1

Trend followers make trading decisions based on patterns in historical data.
Fundamentalists make trading decisions based on the fundamentals of a stock, such as cash flow and
return on assets.
2
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which are major policy topics for the Bank of England. Therefore, a bank insolvency
resolution framework was developed.

7.3

Introducing a framework for bank resolution

The scope of the CRISIS platform allows institutional realism for various bank insolvency
resolution mechanisms, with the exception of a secondary market for the sale of existing
loans during a bank liquidation. All resolution mechanisms are triggered when a bank
within the simulation is unable to satisfy its payment obligations or goes into negative
equity. The following endogenous resolution processes were implemented within the
CRISIS framework in conjunction with J. Kieran Phillips and Milan Lovric (Phillips
et al., 2015) – government bail-out, bail-in and liquidation.

7.3.1

Government bail-out

The bail-out process differs from that of chapter 6, in that while the insolvent bank
still receives a cash injection from the government entity, it is in exchange for shares
in the bank. These shares can then be traded by the government at a future point in
time, meaning that the bailout is not necessarily a sunk cost. The algorithm proceeds
as follows, with flows shown in Figure 7.2:

Figure 7.2: Process for handling a bank bailout within CRISIS (Phillips
et al., 2015).
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• Unwind all secured loans with the central bank, as the insolvent bank is deemed to
have defaulted. Ownership of the asset used to collateralise the loan is transferred
to the central bank.
• Cancel any existing shares issued by the insolvent bank, as new shares will need
to be issued to creditors. Existing shareholders therefore suffer a loss on their
investment.
• Determine the bail-out amount required in order to increase the bank’s CAR to
its 8% minimum requirement under Basel regulations (2005).
• Transfer the bail-out amount from the government entity to the insolvent bank.
These funds are taken from government cash which has been raised through tax
revenue. If the government has insufficient cash to bail-out the bank, then it moves
into liquidation.
• Issue shares with a share price based on the new equity of the previously insolvent
bank.
• Grant these new shares to the government as compensation for the bail-out.
• At some future point in time, the government will sell the bank shares it received
on the stock exchange. This process is dependent on the government achieving a
certain minimum sale price on the shares.

Once the bail-out process has been completed, the previously insolvent bank will be
able to continue its business as before. However, the use of government funds may well
have an effect on the wider macroeconomy, particularly in terms of the ability of the
government to pay welfare to unemployed households.

7.3.2

Bank bail-in

The bail-in process for an insolvent bank follows the ideas discussed in section 4.1 and
affects agents within both the financial system and the macroeconomy. It proceeds via
the following algorithm, with flows as shown in Figure 7.3:

• Unwind all secured loans with the central bank, as with the bail-out.
• Cancel any existing shares issued by the insolvent bank, as new shares will need
to be issued to creditors.
• Determine the bail-in amount required in order to increase the bank’s CAR to its
8% minimum requirement under Basel regulations (2005).
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Figure 7.3: Process for handling a bank bail-in within CRISIS (Phillips
et al., 2015).
• Write down3 liabilities proportionally, maintaining the creditor hierarchy (interbank loans are written down first, followed by firm loans and finally depositors if
required), until the value written off is equal to the bail-in amount.
• Issue new shares with a share price based on the new equity of the previously
insolvent bank
• Apportion shares pro-rata to all creditors who have suffered losses.
• If the affected creditors are not stock holders (i.e. firms and households), the
shares are given to intermediaries to handle on behalf of the creditor.
• At some point in the future, intermediaries will sell shares and distribute the cash
to the relevant creditor.

Once the bail-in process has been completed, the previously insolvent bank will be able
to continue its normal operations, but its ownership profile has now changed. Some or
all of the loan creditors and depositors will now be equity holders, and will depend on
the future profitability of the bank until they choose to sell their shares. The level of
3
If a loan is written down, it means that the lender has to take a loss for that amount on their
accounts.
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complexity created by these equity cross-holdings means that a bail-in is likely to have
major systemic risk implications, but while the issue is discussed by Elliot (2014), it has
not been quantitatively investigated.

7.3.3

Bank liquidation

The liquidation of an insolvent bank differs from that of chapter 6, as it incorporates
the use of a “bridge bank” that is able to buy assets immediately (at face value) from
an insolvent bank and sell them off over time. This potentially eliminates (or reduces)
the fire sale risk that was so dominant in the the chapter 6 model. Liquidation proceeds
via the following algorithm, with flows as shown in Figure 7.4:

Figure 7.4: Process for handling a bank liquidation within CRISIS
using a Bridge Bank (Phillips et al., 2015).

• Set up a bridge bank, funded with equity by the government entity.
• Unwind all secured loans between the insolvent bank and the central bank, as with
the bail-out and bail-in.
• The bridge bank purchases all assets from the insolvent bank at current market
value, including any outstanding loans. Firms or households that borrowed funds
from the insolvent bank will now be indebted to the bridge bank.
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• All cash owned by the insolvent bank is distributed pro-rata to the creditors,
according to the creditor hierarchy.
• The liquidated bank is removed from all markets and drops out of the simulation.
• The bridge bank continues to operate as a normal bank, but with a remit to sell a
fixed proportion of the assets each time-step until a certain threshold is reached,
at which point the remaining assets are sold.
• Once the bridge bank has completely sold off the portfolio, it is itself wound up.

The two main benefits of this procedure versus a standard liquidation are that loan
portfolios can be transferred to the bridge bank and continued with no cost to the
borrower, and there is no need for a fire sale of assets.

7.4

Further extending CRISIS to analyse social welfare

While the current CRISIS release is able to answer certain policy questions, it needs
extending further in order to be able to assess the effectiveness of different bank resolution mechanisms with regards to social welfare and system stability. The biggest current
limitation is that banks within the financial sector are myopic optimisers, as discussed
in section 4.2.5. Therefore, the simulation is not capturing the strategic interactions
between banks that were shown to be so important in chapters 3, 5 and 6.
The easiest way to incorporate a strategic element into the current framework is through
the adaptation of each bank’s leverage target. Banks currently update their leverage in
one of two ways – probabilistically, with a weighting towards those leverage values that
have been profitable for them in the past, or based on a Value-at-Risk measurement.
This updating methodology could be amended to utilise two approaches used in this
thesis. Firstly, the probabilistic decision could be extended to include not only the
bank’s own leverage choices, but also the aggregate leverage choices of the other banks
within the simulation. By building up a profit history for each leverage combination,
banks can update their leverage through fictitious play in the manner used in chapter 3.
Secondly, banks could utilise social learning for strategy updating. However, rather than
disregarding their myopic view entirely, banks could update their leverage based on a
combination of “private” historical profit information and “public” leverage information
from other more successful banks (Aymanns and Georg, 2015).
Once implemented, a more accurate social welfare measure could be assessed for each
resolution mechanism, incorporating key metrics such as firm credit value, firm economic
output, unemployment and GDP (Klimek et al., 2015).
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This extension is a particularly interesting avenue for developing the ideas introduced
in this thesis to fully meet the needs of a policy maker. The ultimate aim would be
to create a model allowing informed decisions to be made regarding the best policy
mechanism for handling insolvent banks under a variety of conditions.

Chapter 8

Conclusions and further work
8.1

Overview

The aim of this thesis was to add to the fast-growing canon of literature studying systemic risk in banking systems; however, rather than focussing on the ex-ante implications
of contagion events to specific static bank networks, the analysis takes a broader view
to understand how such systems evolve, the incentives of individual participants and
they can run into difficulty over a long time horizon. Long term cost-benefit analyses of
banking systems are relatively rare within the literature, as they require the synthesis of
two keys strands of research – the fast, micro-level simulation of balance sheet activity
during system operation, and the slow adaptation of participants to changing incentives
within the system structure. As was highlighted in the literature reviews of chapters 2
and 4, the two strands have developed independently, meaning that most models are
only able to focus on either the dynamics or the incentive structure. This thesis has
attempted to fuse both together using an agent-based approach, with the models in
chapters 3, 5 and 6 bestowing banking agents with relatively simple behavioural rules
that allow the development of complex interactions and emergent phenomena, while also
giving them the ability to adapt their behaviour using an evolutionary algorithm.
The use of a simulation approach such as agent-based modelling can only be justified
when the system to be modelled is too complex to reduce to an analytical formulation,
so this thesis has focussed on two banking systems that generate complex dynamics and
for which a better understanding is pertinent in light of the financial crisis.

8.1.1

Large value payment systems

A large value payment system (“LVPS”) was chosen as the first of the two systems, due
to its relatively straightforward decomposition into a standalone “game” of study, but
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also due to the complex queues and cascades generated from simple strategic payment
behaviours that preclude an analytical formulation (Beyeler et al., 2007).
A comprehensive review of the literature in chapter 2 revealed that the main LVPS in the
UK, CHAPS, had been operating within a “safe” equilibrium for some time. However,
new policies introduced in light of the financial crisis had changed the incentives for
banks within the system, with open questions regarding its ongoing stability making it
an excellent candidate for analysis.
Previous LVPS models had either focussed on simulating payment dynamics under new
conditions but using historic behaviours (with no appreciation of how such behaviours
would change with the parameters of the system), or on the strategic incentives of banks
within the system to minimise their own costs by not providing any liquidity for payments
themselves, but rather “free-riding” on the liquidity of others. The notable exception to
these approaches was the work of Galbiati and Soramäki (2011), who created an agentbased model incorporating both realistic simulation dynamics for the payment system
and strategic considerations for how the participants interact. However, their model did
not incorporate payments of differing priority, a consideration that can have a major
effect on strategy (Becher et al., 2008).
The model of chapter 3 extends the work of Galbiati and Soramäki, but seeks to answer
the question of whether optimal system dynamics change with the introduction of the
voluntary delay or “buffering” of non-priority payments. Each bank within the system
must choose a liquidity and buffering strategy that allows them to handle a stream of
exogenous payments to other banks while minimising their own delay and liquidity costs.
The payment and queuing dynamics are then simulated for a particular day, after which
each bank can adjust its strategy again based on what they expect other participants
to do. This expectation is based on the concept of fictitious play (Brown, 1951).
The model of Galbiati and Soramäki (2011) shows that banks under provision liquidity to
the system with respect to a ”social optimum” that would maximise system performance,
but the addition of payment prioritisation into the model of chapter 3 demonstrates that
banks over-buffer non-priority payments relative to the social optimum as well. Crucially
however, the socially optimal system behaviour does require a proportion of non-priority
payments to be queued, with this proportion increasing as priority payments become
more frequent or expensive. Therefore, the Nash equilibrium buffering strategies of the
banks are comfortably more effective than if they were to not delay any payments at all.
During the completion of this thesis, the Bank of England have introduced a Liquidity
Saving Mechanism (“LSM”) into CHAPS (McLafferty and Denbee, 2013) that changes
the rules of the “game” again, allowing participants to send their priority payments
for real time settlement, while queuing their non-priority payments in the LSM until
they settle. However, the results of the model in chapter 3 remain valid and important,
suggesting a simple implementation that can be applied within the LSM framework to
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help it run more efficiently; if banks have sufficient liquidity to exceed their queuing
buffer, it is optimal for them to remove payments from the LSM and settle them in
real-time. As the number of payments passing thorough the LSM is increasing rapidly
(Davey and Gray, 2014), such a policy would prevent poor equilibria forming where
non-priority payments are queued indefinitely (Galbiati and Soramäki, 2010), reducing
system performance.

8.1.2

Bank insolvency and resolution

The second system studied within this thesis is a more abstract formulation, focussing
on the interrelationship between bank risk taking, bank insolvency resolution and overall
social welfare.
The idea draws heavily on the systemic risk literature for understanding insolvency dynamics, whereby distressed banks can propagate contagion through their balance sheets.
However, the aim is to understand how intervention by a regulator in the form of bank
bailouts can shape systemic risk overt the long term, and specifically to understand what
intervention policy would maximise an appropriate social welfare measure.
A detailed review of the literature in chapter 4 demonstrates that while there are copious
models simulating either insolvency contagion or the strategic moral hazard implications
of bank bailout, there are none that allow a long term quantitative cost-benefit analysis
of insolvency resolution policy by incorporating both micro-level contagion dynamics
and the ability for banks to adapt their strategies based on the performance of others.
Literature on social learning and agent-based models of stock markets was also analysed,
as these topics form key components of the final model in chapter 6.
Due to the complexity of the model required to answer the question of optimal intervention in full, an initial parsimonious model was developed in chapter 5 that incorporates
only the key components necessary to assess social welfare and bailout strategy in an
adaptive banking system. Banks within the model are represented by a single number
indicating their risk-taking strategy and are linked to other banks by means of a network representing asset co-investments. The more risk a bank takes, the more profit it
will make, with agents adapting their strategy in an evolutionary manner by copying
those participants that are more profitable. However, the more risk a bank takes, the
more likely it is to become insolvent due to an exogenous shock. Bank insolvency can
cause (potentially system-wide) contagion through the asset network, unless a regulator
intervenes to bailout the bank and allow it to continue operations. The system is run
over a long time-frame and for multiple asset networks to establish what form of regulator intervention will maximise a social welfare that balances bank profits and resolution
costs.
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Within the context of the stylised set-up, the model is able to successfully answer the
question of how social welfare should be maximised. By employing a “constructively
ambiguous” bailout strategy where banks are bailed out with some fixed likelihood, an
optimal intervention probability exists around 0.7 (depending on the weights in the social
welfare function), where the balance between suppressing system-wide contagion and
delivering bank profits is maximised. This is a considerably more substantive result than
the proposal of a general “constructively ambiguous” strategy, as in Freixas (1999) and
Goodhart and Huang (1999). The model also demonstrates that ‘”globalised” networks
are harder to control than “localised” networks, and that an optimally tuned intervention
policy also exists when bank size is heterogeneous, unless system heterogeneity exceeds
a certain threshold when non-intervention becomes the optimal strategy.
The most effective resolution strategy of all, however, is found to be contingent on the
risk-taking behaviour of neighbours to the bank in the network. Rather than a TooCentral-To-Fail approach (Battiston et al., 2012c) where banks are bailed out if they
have positively correlated risk with their neighbours, the optimal approach is counterintuitively a negatively-correlated bailout strategy, which partitions the system into
regions of high and low risk taking over the long term, thus limiting cascades.
While the parsimonious model allows a deeper understanding to be gained of the dynamics linking resolution policy, insolvency contagion and social welfare, it contains a
number of simplifying assumptions. Most notably, banks do not have balance sheets for
contagion to spread realistically, network relationships do not form endogenously and
bank shocks are exogenous to the model and independently distributed.
The more detailed model in chapter 6 accounts for all these factors. Banks can now
invest in an external asset, whose price fluctuates according to supply and demand,
creating a complete “global” network and endogenous shocks. Banks can also raise
money by borrowing from other banks in the system, creating a further potential channel
of contagion and the ability for banks to increase their leverage. Model complexity comes
from the market dynamics, with banks adjusting their portfolios to account for short
term price fluctuations and long term leverage requirements. In a similar manner to
chapter 5, banks adjust their strategies through an evolutionary process by copying
other agents within the system. In the event of bank insolvency, banks can either be
bailed out by the regulator or put into liquidation, following which contagion can occur
through both the asset and liability side of bank balance sheets.
The model generates realistic pro-cyclical leverage cycles and insolvency cascades, with
contagion primarily occurring through the fire sale of assets, but being amplified by
failed loan repayments. Unlike the model of chapter 5, there does not exist an optimal
intervention probability for a “constructively ambiguous” bailout strategy, with a policy
of non intervention maximising social welfare in the long term. This is due to the asset
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network being fully connected, meaning that system-wide contagion can only be fully
suppressed if all banks are bailed out.
When the model is run with banks of heterogeneous equity, a size-based bailout policy
dramatically reduces social welfare as it becomes a selective mechanism for Too-Big-ToFail organisations that are protected from causing a system-wide contagion event, but
at the cost of reducing system efficiency through the increased equity in the system.
The loss of welfare-maximising intervention strategies in chapter 6, aside from complete
non-intervention, is slightly disappointing but unsurprising given that there is only a
single asset that all banks will invest in. This is, though, an area that can be explored
further by extending the model to incorporate more asset classes, such as through the
CRISIS framework (see section 8.2). The analysis of interacting contagion channels
within a long-term agent-based model is also novel, and corroborates the results obtained
by Caccioli (2015) on a static model of the Austrian banking network.
There are several interesting findings that are consistent across both models. Perhaps
the most significant is that bailout policy acts as a selective force for risk-taking within
the banking system, with the short-term gain of a bailout leading to longer-term inefficiency. This result has been suggested previously as part of the moral hazard literature
(Diamond and Rajan, 2002; Cordella and Yeyati, 2003), but not demonstrated quantitatively using a sufficiently detailed model. From a policy perspective, it highlights the
importance of considering the longer-term implications of a seemingly effective strategy that actually changes the incentives of participants within the system (in this case
through moral hazard).
Both models also demonstrate that a resolution policy targeting specific organisations
that are Too-Big-To-Fail or Too-Central-To-Fail is actually suboptimal for long-term
social welfare, as it selects for banks and bank relationships that together form an
inefficient long-term system. This is a potentially exciting result as the question of how
to handle TBTF banks is still open, but it would need to be corroborated using a model
such as CRISIS that couples the macroeconomy and financial system in order to capture
more accurately the social welfare effects of such a large institution failing.

8.2

Future work

The introduction of the LSM to CHAPS means that there are unlikely to be any major policy revisions regarding payment systems in the near future, but strategies and
heuristics to help the LSM operate more effectively would still be of interest regulators. Therefore, the model of chapter 3 could be formally extended to capture LSM
dynamics, incorporating the “net settlement” matching process in a realistic manner
to complement the existing model of real-time payments. This new model may offer
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more specific strategies for maximising overall systemic efficiency while also satisfying
the banks’ strategising behaviour.
The insolvency resolution systems have a number of clear extensions. One of the key
successes in chapter 6 was the creation of a general banking model that incorporates
a large number of sensibly calibrated parameters1 and realistic micro-level financial
processes (such as a stock market and interbank lending), and is stable for long-term
simulations under a wide parameter regime. The model can therefore be used to ask a
number of more detailed questions regarding bailout operation, such as the effectiveness
of “early” pre-insolvency bailouts and the wisdom of enforced bank strategy management
after a bailout has taken place. One of the most frequent criticisms of agent-based models
is in the validation of the behavioural rules and parameters, so a worthwhile extension
to the work of chapter 6 would be to perform a detailed calibration exercise against bank
data. The Austrian banking network used by Caccioli (2015) features a similar number
of banks, so asset and liability data could be used for benchmarking model evolution.
However, in order to fully address the question of what insolvency resolution strategy
maximises social welfare, it is necessary to incorporate the concept of bank learning into
a full macroeconomic simulator. This resolves the two major limitation of the current
model – a single asset class and an incomplete social welfare function.
Chapter 7 discusses the extensive work that has already been undertaken to create
realistic insolvency resolution dynamics in CRISIS, and initial simulations show that
both bailout and bail-in can have a long-term impact on system stability and social
welfare measures such as unemployment and GDP (Phillips et al., 2015). Therefore,
the key extension to the work in this thesis is the incorporation of evolutionary bank
learning dynamics into the CRISIS framework, that will allow the question of social
welfare maximisation to be addressed at a sufficiently granular level for it to be used to
influence regulator policy.

8.3

Final thoughts

Hopefully the biggest contribution of this thesis will be to the continued mindset shift
away from standard equilibrium models of economics and towards a “complex systems”
approach. In the real-world, decisions are not made myopically by individual actors, and
the findings in this thesis, while limited in scope from a policy perspective, add weight
to the idea that it is the interactions between actors that shape system performance over
the long term, often in a counter-intuitive manner. The Bank of England require new
tools that will allow them to quantitatively assess the implications of policy changes to
dynamic systems (Haldane, 2009) and the work of chapter 6 in conjunction with the
1

With certain exceptions, such as the large deposit holdings of core banks.

Chapter 8 Conclusions and further work

121

CRISIS model described in chapter 7 provides the basis of such a policy tool for fully
understanding the interplay between systemic risk and social welfare over the long term.
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M. Galbiati and K. Soramäki. An agent-based model of payment systems. Journal of
Economic Dynamics and Control, 35(6):859–875, 2011. ISSN 01651889.
D. Gale and S. Kariv. Bayesian learning in social networks. Games and Economic
Behavior, 45(2):329–346, 2003. ISSN 08998256.

REFERENCES

131

T. Galla and J.D. Farmer. Complex dynamics in learning complicated games. Proceedings of the National Academy of Sciences of the United States of America, 110(4):
1232–6, 2013. ISSN 1091-6490.
R. Garratt, L. Mahadeva, and K. Svirydzenka. Mapping systemic risk in the international banking network banking network. Bank of England Working Paper, 413:1–41,
2011.
C-P. Georg. The effect of the interbank network structure on contagion and common
shocks. Journal of Banking and Finance, 37(7):2216–2228, 2013. ISSN 03784266.
P. Glasserman and H.P. Young. How likely is contagion in financial networks? Journal
of Banking and Finance, 50(C):383–399, 2014. ISSN 03784266.
P. Glasserman and H.P. Young. Contagion in Financial Networks. University of Oxford
Department of Economics Discussion Paper, 764:1–76, 2015.
J.P. Gleeson, T.R. Hurd, S. Melnik, and A. Hackett. Systemic Risk in Banking Networks
Without Monte Carlo Simulation. In Evangelos Kranakis, editor, Advances in Network
Analysis and its Applications, volume 18 of Mathematics in Industry. Springer Berlin
Heidelberg, 2013. ISBN 978-3-642-30903-8.
N. Gong and K.D. Jones. Bailouts, monitoring, and penalties: An integrated framework
of government policies to manage the too-big-to-fail problem. International Review of
Finance, 13(3):299–325, 2013. ISSN 1369412X.
C.A.E. Goodhart and H. Huang. A Model of the Lender of Last Resort. IMF Working
Paper, 39:1–33, 1999.
C.A.E. Goodhart and D. Schoenmaker. Should the functions of monetary policy and
banking supervision be separated?

Oxford Economic Papers, 47(4):539–560, 1995.

ISSN 00307653.
C. Gourieroux, J-C. Heam, and A. Monfort. Bilateral exposures and systemic solvency
risk. Canadian Journal of Economics, 45(4):1273–1309, 2012.
R. Greenwood, A. Landier, and D. Thesmar. Vulnerable banks. NBER Working Paper,
18537:1–46, 2012. ISSN 0304405X.
E. Grossman and C. Woll. Saving the Banks: The Political Economy of Bailouts.
Comparative Political Studies, 47(4):574–600, 2014. ISSN 0010-4140.
G. Halaj and C. Kok. Assessing Interbank Contagion Using Simulated Networks. ECB
Working Paper Serices, 1506:1–42, 2013.
A.G. Haldane. Rethinking the financial network. Bank of England speech, delivered at
Financial Student Association, Amsterdam, Netherlands, April:1–41, 2009.

132

REFERENCES

A.G. Haldane. The 100 Billion Dollar Question. Speech to Institute of Regulation and
Risk, Hong Kong, March, 2010.
G. Hardin. The Tragedy of the Commons. Science, 162(3859):1243–1248, 1968.
J. Henrich and F. Gil-White. The evolution of prestige: freely conferred deference as a
mechanism for enhancing the benefits of cultural transmission. Evolution and Human
Behavior, 22(3):165–196, 2001. ISSN 1090-5138.
D. Hirshleifer and S.H. Teoh. Thought and Behavior Contagion in Capital Markets.
North Holland, 2009. ISBN 9780123742582.
B. Holmstrom and J. Tirole. Private and Public Supply of Liquidity. Journal of Political
Economy, 106(1):1–40, 1998. ISSN 00223808.
C.H. Hommes and F. Wagener. Complex Evolutionary Systems in Behavioral Finance.
Tinbergen Institute Discussion Paper, 54(1), 2008.
P. Honohan and D. Klingebiel. Controlling the fiscal costs of banking crises. World
Bank Policy Research Paper, 2441, 2000.
X. Huang, I. Vodenska, Sh. Havlin, and H.E. Stanley. Cascading Failures in Bi-partite
Graphs: Model for Systemic Risk Propagation. Scientific Reports, 3(1219):1–8, 2013.
D.B. Humphrey. Payments Finality and Risk of Settlement Failure. In A. Saunders and
L. White, editors, Technology, and the Regulation of Financial Markets: Securities,
Futures and Banking, pages 97–120. Lexington Books, Lexington, MA, 1986.
T.R. Hurd. Contagion! The Spread of Systemic Risk in Financial Networks. Springer,
2015.
R. Ibragimov, D. Jaffee, and J. Walden. Diversification disasters. Journal of Financial
Economics, 99(2):333–348, 2011. ISSN 0304405X.
G. Iori, S. Jafarey, and F. Padilla. Systemic risk on the interbank market. Journal of
Economic Behavior & Organization, 61(4):525–542, dec 2006. ISSN 01672681.
G. Iori and J. Porter. Agent-based modelling for financial markets. Technical report,
Department of Economics, City University, London, 2012.
J.P. Jackson and M.J. Manning. Central Bank intraday collateral policy and implications
for tiering in RTGS payment systems. DNB Working Paper, 129, 2007.
C. James. The Losses Realized in Bank Failures. Journal of Finance, 46(4):1223–1242,
1991. ISSN 0022-1082.
K. James and M. Willison. Collateral posting decisions in CHAPS Sterling. Bank of
England Financial Stability Review, December:99–104, 2004.

REFERENCES

133

X.F. Jiang, T.T. Chen, and B. Zheng. Structure of local interactions in complex financial
dynamics. Scientific reports, 4:1–9, 2014. ISSN 2045-2322.
C.M. Kahn and W. Roberds. Payment system settlement and bank incentives. Review
of Financial Studies, 11:845–870, 1998. ISSN 0893-9454.
C. Kamp. Untangling the interplay between epidemic spread and transmission network
dynamics. PLoS Computational Biology, 6, 2010. ISSN 1553734X.
B. Keiserman. Contagion and Regulation in Endogenous Bank Networks. PhD thesis,
EESP-FGV, 2014.
T. Keister. Bailouts and Financial Fragility. FRBNY Staff Reports, 473, 2010.
G-R. Kim and H.M. Markowitz. Investment rules, margin, and market volatility. The
Journal of Portfolio Management, 16(1):45–52, 1989. ISSN 0095-4918.
A. Kirman. Epidemics of Opinion and Speculative Bubbles in Financial Markets. In
M Taylor, editor, Money and Financial Markets. Oxford, 1991.
A. Kirman. Heterogeneity in Economics. Journal of Economic Interaction and Coordination, 1(1):89–117, 2006. ISSN 1860-711X.
A. Kirman. Learning in agent based models. Eastern Economic Journal, 37(1):20–27,
2011.
P. Klimek, S. Poledna, J.D. Farmer, and S. Thurner. To bail-out or to bail-in? Answers
from an agent-based model. Journal of Economic Dynamics and Control, 50:144–154,
2015.
E. Koutsoupias and C. Papadimitriou. Worst-case equilibria. Stacs’99 - 16th Annual
Symposium on Theoretical Aspects of Computer Science, 1563:404–413, 1999. ISSN
15740137.
T. Kuzubas, B. Saltoglu, and C. Sever. Systemic Risk and Heterogeneous Leverage in
Banking Network: Implications for Banking Regulation. Bogazici University Department of Economics Working Paper, 1:1–28, 2014.
L. Laeven and F. Valencia. Systemic Banking Crises Database. IMF Economic Review,
61(2):225–270, 2013. ISSN 2041-4161.
B. LeBaron. Building the Santa Fe artificial stock market. In F Luna and A Perrone,
editors, Agent-Based Theory, Languages and Experiments. Routledge, 2005.
B. LeBaron. Heterogeneous gain learning and the dynamics of asset prices. Journal of
Economic Behavior & Organization, 83(3):424–445, 2012. ISSN 01672681.
E. Ledrut, J.P. Jackson, and M.J. Manning. Central Bank intraday collateral policy and
implications for tiering in RTGS payment systems. DNB Working Paper, 129, 2007.

134

REFERENCES

H. Leinonen. Liquidity, risks and speed in payment and settlement systems: A simulation
approach. Bank of Finland Studies, E31:1–354, 2005.
Y. Leitner. Financial networks: Contagion, commitment, and private sector bailouts.
The Journal of Finance, 60:2925–2953, 2005.
S. Lenzu and G. Tedeschi. Systemic risk on different interbank network topologies.
Physica A: Statistical Mechanics and its Applications, 391(18):4331–4341, sep 2012.
ISSN 03784371.
C. León, R. Berndsen, and L. Renneboog. Financial Stability and Interacting Networks
of Financial Institutions and Market Infrastructures. TILEC Discussion Paper, 33,
2014.
R.E. Lucas. Econometric policy evaluation: A critique. Carnegie-Rochester conference
series on public policy, 1:19–46, 1976.
T. Lux. Herd Behaviour, Bubbles and Crashes. The Economic Journal, 105(431):881–
896, 1995. ISSN 00130133.
T. Lux and M. Marchesi. Scaling and criticality in a stochastic multi-agent model of a
financial market. Nature, 397:498–500, 1999. ISSN 00280836.
A. Martin and J. McAndrews. Liquidity-saving mechanisms. Journal of Monetary
Economics, 55(3):554–567, 2008a.
A. Martin and J. McAndrews. Should there be intraday money markets? FRBNY Staff
Reports, 337, 2008b.
A. Martin and J. McAndrews. A study of competing designs for a liquidity-saving
mechanism. Journal of Banking & Finance, 34(336):1818–1826, 2010. ISSN 03784266.
A. Mas-Colell. Notes on price and quantity tâtonnement dynamics. In H. Sonnenschein,
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