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Abstract: Traditional tomography uses circular trajectories and here, filtered backprojection often works well. However, for objects
with large aspect rations, rotational tomography is often not feasible. In these cases, other trajectories can be more appropriate.
For generic trajectories filtered backprojection methods might not work well and full iterative reconstruction can be computationally
demanding. In this paper we thus propose a third paradigm that combines aspects of both of these techniques. We use interpo-
lation and backprojection techniques to generate an initial estimate of an object’s internal structure using projection images taken
at different orientations. Depending on the scanning geometry used to calculate the tomographic projections, this initial estimate
can be understood as a blurred (filtered) approximation of the actual structure. For each scanning geometry, we specify the equiv-
alent blurring operator that would provide the same estimate directly from a representation of the object’s internal structure. We
then use iterative techniques to invert this filtering operation, thus estimating the internal structure from the estimate of its blurred
representation.

1 Introduction

Computed tomography is a powerful technique that allows us to non-
destructively inspect the internal structure of objects. This makes the
technique useful in many areas, from healthcare and nondestructive
testing to a wide range of scientific disciplines. Traditionally, com-
puted tomography uses a circular scan trajectory, where the object
is rotated or where x-ray source and detector are rotated around
the object. This works well for cylindrical objects, though for parts
with large aspect ratios, other scan trajectories, such as those used
in laminographic scanning, might be more appropriate [1–4]. Whilst
for cylindrical trajectories filtered backprojection methods can often
be used for efficient reconstruction, for complex scan geometries,
iterative methods are often required. We are here interested in effi-
cient laminographic reconstruction. To achieve this, we propose a
novel approach that uses a data interpolation step with an initial
backprojection. The interpolation is chosen to produce a backpro-
jection that is a blurred version of the unknown attenuation profile,
where the specific form of the convolution kernel depends on the rays
used in the backprojection. The kernel specifies the forward opera-
tor and reconstruction is possible using direct or iterative inversion
of the convolution. As the kernel in laminography typically leads to
severely ill-posed problems, regularisation has to be used.

Filtered backprojection based algorithms such as the FDK method
[5] are derived from a continuous formulation of the tomographic
imaging setup. They combine two steps, filtering and backprojec-
tion. As the backprojection step is linear, filtering can either be done
before or after backprojection. In the former case, filtering is done
on the projections, whilst in the latter case, the filter operates in the

higher dimensional image space so that the former is generally more
popular as a simpler and faster filtering operation can be used.

Practical Filtered Backprojection algorithms are approximations
to the exact reconstruction formulas that can be developed for differ-
ent rotational geometries. The quality of the approximation depends
on the resolution with which the projection angles and the projection
images are quantised. For cone-beam geometries, practical filtered
backprojection algorithms use additional approximations to speed
up the algorithm [5].

Instead of quantising the exact reconstruction formulation, as
is done in backprojection based methods, iterative reconstruction
methods such as the Algebraic Reconstruction Technique (ART) [6]
and the Simultaneous Iterative Reconstruction Technique (SIRT) [7]
quantise the forward model, that is, the model that describes the mea-
surements at different angles. This discrete formulation leads to a
large linear system of equations, which can be written as y = Az,
where y is a vector with the individual measurements, z is a vector
containing the attenuation coefficients and A is a matrix with entries
ai(p) that encode the path length of an x-ray beam through one of
the voxels in the reconstructed volume. A is an extremely large, but
sparse matrix in general. Efficient algorithms thus need to be used to
estimate z from y. Furthermore, depending on the scanning geom-
etry, A can become underdetermined or extremely ill conditioned.
Whilst inversion of the linear system is possible for many tomo-
graphic imaging geometries, where the object is imaged from angles
that span the half-circle around the object, more general geometries,
such as those where only a limited set of rotation angles is used, lead
to underdetermined systems. In these cases, regularisation has to be
used.
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2 Backprojection inverse filtration

“Backprojection inverse filtration” (BPiF) uses a different approach
to filtered backprojection (or backprojection filtration) algorithms or
standard iterative methods. Our derivation of BPiF is closely related
to the Inverse Filtering method used for tomosynhtesis reconstruc-
tion [8], the matrix inversion method used for the same application
[9, 10] and for local tomography reconstructions [11]. Our approach
differs from these methods in that our algorithm is applicable to arbi-
trary relative motions between sample, source and detector, whilst
the above references require more specific motions. In effect, our
method uses an interpolation step to first simulate a more specific
relative motion pattern. This interpolation then ensures that the back-
projected volumetric reconstruction has a simplified relationship to
the original absorption volume. This relationship can be described by
a filtering operation and this filter can then be inverted either explic-
itly as in Inverse Filtration [8], or, more generally, using an iterative
approach as in Matrix Inversion [9]. The iterative approach has the
advantage that it allows the inclusion of a range of regularisation
techniques that can help in the recovery for scan geometries that do
not provide full tomographic information.

We start with a continuous formulation. Let µ(x) be the unknown
x-ray absorption at point x. Assume that the source and detector
move continuously along two paths s(t) and d(t) where t varies con-
tinuously from 0 to T. Let Pt(r) be the measurement at location r on
the detector whilst the source is at position s(t) and the detector is
at location d(t). Note that for flat panel detectors r can be parame-
terised with two numbers whilst for linear detectors, r is a scalar. Let
θ be a unit norm vector pointing along the ray from the detector at
location r to the source, where the ray goes through the location x in
the object. At each location x we can then form the backprojection.
The geometry is shown in figure 2 a.

2.1 Backprojection kernel

We follow a standard approach similar to [12] and [11]. The
n-dimensional (parallel beam) x-ray transform is

Pµ(θ,x) =

∫∞
−∞

µ(x + tθ) dt, (1)

where x ∈ Rn and θ ∈ Sn−1. The transform describes the integra-
tion of µ along a line through point x. As Pµ(θ,x) is invariant on
x + tθ, we can restrict x. For traditional parallel beam tomography,
this is done by restricting x to θ⊥. For our derivation, we instead
restrict x to n⊥, for some vector n ∈ Sn−1. We can think of this
as a parallel beam tomography where the detector is a hyperplane
perpendicular to n that remains fixed for different beam directions
θ. For n 6= θ, we write this projection as

Lnµ(θ,x) =

∫∞
−∞

µ(x + tθ) dt. (2)

Lnµ(θ,x) will be called the laminography transform.
Let us introduce the following re-parameterisation. For n /∈ θ⊥,

let T(θ,n) be the matrix that maps x ∈ θ⊥ into n⊥, such that
T(θ,n)x = x + tθ for some t. Such a unique linear map is defined
in Appendix I as |T(θ,n)| = 〈θ,n〉. Furthermore, we can see that∫∞

−∞
µ(x + tθ) dt =

∫∞
−∞

µ(T(θ,n)x + tθ) dt (3)

and by definition, that x ∈ θ⊥ implies T(θ,n)x ∈ n⊥.
This transform thus leads to:∫
θ⊥

∫∞
−∞

µ(x + tθ) dt dx =

∫
n⊥

∫∞
−∞

1

〈θ,n〉µ(y + tθ) dt dy,

(4)∫
n⊥

∫∞
−∞

µ(y + tθ) dt dy =

∫
θ⊥

∫∞
−∞
〈θ,n〉µ(x + tθ) dt dx.

(5)

In Appendix II, we show that the adjoint to Lnµ(θ,x) is
the back projection operator L†n,θ(g)(·) = 〈θ,n〉g(T(θ,n)Eθ(·)),
where Eθ(·) is the orthogonal projection of x ∈ Rn onto the sub-
space θ⊥. This defines a backprojection operator for a single projec-
tion angle. For limited angle and laminographic reconstruction, we
will be interested in a back-projection over a range of angles, that is,
in the backprojection operator L†n,Ω(g)(·) defined as the adjoint :∫

Sn−1
⋂

Ω

∫
n⊥
Ln(µ)(θ,y)g(y) dy dθ

=

∫
Rn
L†n,Ω(g)(x)µ(x) dx,

which is defined as (see Appendix II)

L†n,Ω(g)(·) =

∫
Sn−1

⋂
Ω
〈θ,n〉g(TEθ(·)). (6)

Here the integration is over a subset of the sphere Sn−1.
We can now study the effect of this backprojection on lamino-

graphic measurements described by Ln(µ)(θ,y).

L†n,Ω(Ln(µ)(θ,y))

=

∫
Sn−1

⋂
Ω
〈θ,n〉

∫
R1
µ(T(θ,n)Eθ(x) + tθ) dt dθ

=

∫
Sn−1

⋂
Ω
〈θ,n〉

∫
R1
µ(x + tθ) dt dθ

=

∫
Sn−1

⋂
Ω
〈θ,n〉

∫∞
0
µ(x + tθ) dt dθ

+

∫
Sn−1

⋂
Ω
〈θ,n〉

∫∞
0
µ(x− tθ) dt dθ

=

∫
Rn

Ω

〈y,n〉
‖y‖ ‖y‖

1−nµ(x + y) dy

+

∫
Rn

Ω

〈y,n〉
‖y‖ ‖y‖

1−nµ(x− y) dy

=

∫
Rn

Ω

〈y,n〉
‖y‖n µ(x + y) dy

+

∫
Rn

Ω

〈y,n〉
‖y‖n µ(x− y) dy (7)

where we have used the substitution y = tθ and used the change
of variable formula to go from polar to cartesian co-ordinates. We
here use RnΩ = {y : y = tθ, θ ∈ Sn−1⋂Ω}. If RnΩ is such that
x ∈ RnΩ implies that −x /∈ RnΩ (which is the case we are interested
in here) then we can write the above as

L†n,Ω(Ln(µ)(θ,y))

=

∫
Rn

Ω+

〈y,n〉
‖y‖n µ(x + y) dy (8)

where RnΩ+ = {x : x ∈ RnΩ or − x ∈ RnΩ}. If instead, RnΩ is such
that x ∈ RnΩ implies that −x ∈ RnΩ, then we have

L†n,Ω(Ln(µ)(θ,y))

= 2

∫
Rn

Ω

〈y,n〉
‖y‖n µ(x + y) dy. (9)

If RnΩ does not satisfy the above conditions, then we can split RnΩ+

up into two subsets, each of which satisfies the conditions. We can
then split the integral above accordingly. ∗

∗We here deal with the singularity using the Cauchy singular value.
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In either case, we see that the backprojection is a filtered version
of the original x-ray attenuation profile. In the first case above, the
filter kernel is

Kn(y) =

{
〈y,n〉
‖y‖n if y ∈ RnΩ+

0 otherwise.
(10)

The important point here is that we have written the backprojec-
tion as a convolution of the unknown density with a convolution
kernel. If we have the same convolution kernel at all points x,
then we can model this convolution using the Fourier convolution
theorem, which allows us to compute this convolution by multiply-
ing the Fourier transform of the kernel with the Fourier transform of
the attenuation profile. In discrete space, this can be done efficiently
using fast Fourier transforms. We thus have a local reconstruction
formula similar to that derived in [11]. Importantly, if we do not want
to apply further regularisation, then filtration can be done by divid-
ing the Fourier transform of the back-projected volumetric image by
the Fourier transform of the appropriate kernel. If, on the other hand,
we would like to impose further regularisation, say using Total Vari-
ation constraints, then this can be done using iterative algorithms,
where the forward model can again be implemented efficiently in
the Fourier transform.

2.2 Discretisation

There are several possible approaches to the discretisation of the
kernel derived above. We here compute the theoretical value of the
effect of forward and back-projection along a finite set of rays. For N
rays going through a point x, we compute the kernel voxel by voxel
by summing the length of the intersection of the different rays and
that voxel. A 2D example kernel is shown in figure 1 together with
its Fourier transform.

Kernel (log scale)

Fourier representation

of kernel (log scale)

Fig. 1: A 2D Kernel for a ±20◦ scan (left) with the magnitude of
its Fourier representation (right). For visualisation, grey scale uses a
log scale.

Note that we here show the kernel on a log scale for visualisa-
tion. Note also that filtering with this kernel will set some of the
frequency components to zero. This is expected in limited angle
tomography. Obviously, these components cannot be recovered with
any inverse filtration method, though some regularisation approaches
can provide some recovery.

When using the above kernel for Fourier based inverse filtering,
we need to calculate the back-projected value for a volume that is

larger than the expected component. This is due to the backprojec-
tion kernel decay. In effect, the back-projected reconstruction has
to decay sufficiently far to avoid edge effects in the circular de-
convolution. This can mean that direct 3D Fourier based inverse
filtering might require significant more computation and storage. An
alternative to this is to implement only the forward operator which
can also be accelerated with fast Fourier convolution. However, this
is done in 2D slices orthogonal to the central ray. By working slice
by slice we can ensure that we only take account of the slices that are
actually back-projected. Whilst this does not allow us to implement
a direct inversion, we can still use iterative inversion. As we have
limited data and thus naturally want to use regularisation, iterative
reconstruction based on fast fft slice based convolution is used here.

2.3 Backprojection onto a grid

For a generic trajectory, we will have measurements taken over a set
of different x-ray paths. Assume we want to reconstruct the volu-
metric attenuation profile on a grid of points x (the voxels). To use
the backprojection formula derived above at each point x, we would
need, for each x a set of laminographic measurements along several
direction θ, but each time, keeping n fixed. This can be achieved for
example with a cone beam x-ray scanner by moving x-ray source
and detector along two parallel planes.

This backprojection is shown in figure 2(b), where at each grid
point, back-projections are averaged over several x-ray paths that
are parallel to the paths used at other grid points. We here show three
x-ray paths per point.

Our approach, called backprojection inverse Filtration (BPiF)
tries to invert equation (8) using an iterative method. This allows us
to impose additional regularisation constraints making the method
suitable for generic tomographic reconstruction problems.

2.4 Interpolation

We assumed above that we have the same density of x-ray paths at
each point on our grid. For generic trajectories, this is not generally
achieved directly. We thus use interpolation at each reconstruction
grid point to estimate data for x-ray paths that have the desired
angular distribution.

Different approaches to interpolation are feasible. Each x-ray path
in 2D can be characterised by a distance from a point x (where the
distance is measured along a line that goes through x) and one angle,
whilst in 3D, we have two distances and two angles. Assume we
want to calculate the backprojection in a plane (or within a line in a
two dimensional setting). We have measured a finite number of pro-
jections, which are characterised by the location at which they cross
this plane and by the angles with which they intersect the plane. For
one point in the plane, we can now interpolate projections from rays
that go through nearby points at similar angles. This is shown in
figure 3(a). The simplest approach would treat the angle-distance
space as a two or four dimensional space. This is similar to the tradi-
tional way in which fan beam projections are often interpolated into
parallel beam geometries and different interpolation methods can be
used [13]. When interpolating, account has to be taken to properly
compare differences in angle to differences in distance. This could,
for example, be done by a conversion of the angle to a distance
measure, using, for example, a trigonometric function.

A more involved, but more accurate approach could be based
on an interpolation that uses a more appropriate distance measure
between rays. Imagine two rays in 2D that intersect a line at differ-
ent locations. If both rays are parallel, the average distance between
the rays might be larger than the average distance if there is actually
a difference between the ray angles. See for example figure 2(c). It
might thus be more appropriate to interpolate between rays based
on the average distance between them. One can, for example, cal-
culate distances between a desired ray path and a given ray path as
the area between the two rays (see figure 3(b). A linear interpola-
tion could then be calculated by finding the two closest rays to a
desired ray such that most of the area in one ray lies to one side
of the desired ray and most of the area in the other ray lies to the

IET Research Journals, pp. 1–9
c© The Institution of Engineering and Technology 2015 3



(a) Sketch of the geometry of the

backprojection operator in a fan-

beam scanning geometry.

(b) BPiF backprojection onto grid

using parallel x-ray paths.

(c) The projection through a point

in the reconstruction plane with

a specific angle can be calculated

by interpolating projections through

nearby points with similar angles.

(d) A larger difference in angle can

actually decrease the average dis-

tance between the two rays.

Fig. 2: Ray Geometry and Interpolation

other side of the desired ray. However, whilst it is possible to find
simple expressions to calculate the area between two rays in two
dimensions, for rays in three dimensions, the calculation of the area
between them requires the solution to the minimum surface problem,
which is computationally demanding.

2.5 Region of Interest imaging and x-ray illumination

For general source and detector paths, the amount of illumination
will likely differ at different locations within the imaged object,
that is, one point in an object might contribute to several projec-
tions whilst other parts might contribute to fewer, or even non of
the projections. If parts of an object are not illuminated, then these
should be excluded from the reconstruction. This can easily be done
by computing an illumination mask from the source/detector path
geometry and to restrict reconstruction in the iterative algorithm to
those regions within the illuminated area. Note that, in the inter-
polation step, if we extrapolate to x-ray paths that lie outside the
illuminated region, then these values need to be set to zero and the
illumination mask scaled appropriately.

3 Application to laminography

3.1 Toy model

To allow efficient simulations, we here restrict the evaluation to a
two dimensional problem. We use the analytical phantom shown in
figure 3(b) in a monochromatic laminographic tomography setting
where source and detector move along parallel lines as indicated
by the arrows in figure ??(b). The illuminated part of the scanned
region is indicated by the yellow shaded region. Note that the draw-
ing here is not to scale and that the horizontal axis is stretched. This

(a) The projection through a point in the reconstruction plane with a spe-

cific angle can be calculated by interpolating projections through nearby

points with similar angles. Here the projection along the black arrow is

calculated as an interpolation of the projections along the red arrows.

(b) Analytical phantom of a thin rectangular object with rectangular hole

(not to scale). Also shown are the first and last x-ray source (circle) and

detector (rectangle) positions. The shaded region indicates the area that

is illuminated by x-rays.

Fig. 3: Ray Geometry and Interpolation

has been done to better display the air pocket in the sample. How-
ever, as most of our simulations are monochromatic, a stretch in the
horizontal direction is equivalent to a reduction in fan-beam angle.
Let us express the dimensions in terms of source to detector dis-
tance (d), which remains fixed here. The object is then of dimension
0.5d× 36.023d. The distance between the source and the object is
0.225d. Unless stated otherwise, the upper edge of the rectangu-
lar air-pocket is located at a depth of 0.2d and the depth of the air
pocket is 0.05d. The air pocket has a width of 4d and its left edge
is located 7.011d from the left edge of the object. The detector is
parallel to the long axis of the object with its centre directly under-
neath the source. Unless stated otherwise, the detector has a width
of 12d split equally into 512 pixels. Projections are taken at 100
equally spaced locations starting (unless stated otherwise) 5.989d
to the left of the left object edge and ending 18.011d to the right
of the left object edge. In all experiments, as shown in figure 3(b),
the left starting point has a projection that is entirely outside the
object whilst the rightmost projection goes through the object with-
out illuminating the right object edge. This allows us to evaluate the
artefacts due to parts of the object being outside the illumination pat-
tern. Projections are computed using analytic estimates of the x-ray
path length from the detector to the centre of each detector pixel.
Unless stated otherwise, we here use a conjugate gradient algorithm
without regularisation to perform the inverse filtration. We here us
iterative reconstruction as 1) this allows us to compare the results to
traditional iterative methods and 2) this allows us to impose addi-
tional regularisation. Directly computed results for un-regularised
BPiF are similar to those achieved here after several 50 iterations.

3.2 Comparison between interpolation methods and
filtering operator

We discussed two different interpolation methods to calculate the
initial backprojection in the BPiF algorithm. We start by comparing
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these, which is done in figure 4(a), which shows the original phan-
tom (top) followed by the two backprojected images (second line for
simple interpolation and third line for line-space interpolation). The
difference between the two backprojections is shown in the lowest
panel, where the grayscale axis is scaled to the maximal error, which
here was ± 1% of the maximal image intensity. The largest error
happens at the object boundary. As the simple interpolation is sig-
nificantly faster, the ± 1% error does not seem to warrant the use of
the slower interpolation method.

The BPiF algorithm models the projection and backprojection
operator using a convolution operator. We next assess how well this
convolution operator approximates the combined forward- and back-
projection operator. Figure 4(b) shows the backprojection calculated
when applying the convolutive operator to the original discretised
phantom (first row), the backprojection calculated from the projec-
tion data with the simple interpolation method (second row) and
the difference between the two (third row). The fourth row shows
the backprojection calculated from the projection data with the line-
space interpolation method and the fifth row shows the difference
to the data calculated with the convolutive operator. In both cases,
the difference between the two operators is of the order of 8%, indi-
cating that the convolution operator is a fair approximation to the
measurement and backprojection steps. This difference is larger than
the difference between the two back-projection operators calculated
using the different interpolation methods. This suggests that errors
in the reconstruction are thus more likely to arise from the error in
the forward operator model than from the choice of interpolation in
the backprojection step.

3.3 Simple interpolated back-projection and un-regularised
CGLS reconstruction

We next compare the reconstruction performance of BPiF, where we
use a conjugate gradient algorithm to minimise the least square error∑
x̂,ŷ,ẑ

(
BP (x̂, ŷ, ẑ)−

∑
z wẑ(z) ∗ µ̂(x, y, z)

)2, whereBP (x̂, ŷ, ẑ)
is the backprojection calculated with the simple interpolation oper-
ator, where wẑ(z) is the convolution operator that models the
projection and backprojection and where µ̂(x, y, z) is the estimate
of the object’s attenuation we are looking for. The results are shown
in figure 5(a), where we show the reconstruction after 10, 20, 30, 40
and 50 iterations. Here, as elsewhere, the SNR is calculated as

SNR = 10 log10

∑
x̂,ŷ,ẑ (µ(x̂, ŷ, ẑ))2∑

x̂,ŷ,ẑ

(
µ(x̂, ŷ, ẑ)−

∑
z wẑ(z) ∗ µ̂(x, y, z)

)2 ,
(11)

where µ(x̂, ŷ, ẑ) is the discretised version of the original phantom’s
attenuation coefficients and where the summations are restricted to
the region that is illuminated by the x-rays.

We also used a simple gradient descend optimisation for the same
problem. the results are shown in figure 5(b), again after 10, 20,
30, 40 and 50 iterations. Unsurprisingly, the Conjugate Gradient
Least Squares (CGLS) method reaches higher SNR values for the
same number of iterations compared to the Gradient Descend (GD)
method.

3.4 Comparison to iterative reconstruction with discretised
projection operator using CGLS

In contrast to BPiF, traditional iterative reconstruction operates not
from the backprojected data, but from the projections Pt(r(x)). To
contrast BPiF to traditional iterative reconstruction, we implemented
an efficient linear forward operator that maps the attenuation coef-
ficients µ(x, y, z) to the projections at time t Pt(r(x)). Using this
operator, we again implemented a Conjugate Gradient Least Squares
algorithm (Traditional CGLS) and studied the performance after 10,
20, 30, 40 and 50 iterations. The results are shown in figure 6. After
similar iteration counts, the SNR values are larger for the traditional
iterative approach. The better performance is due to the use of inter-
polation in BPiF. This loss in performance is balanced agains the
improvement in computation time achievable with our slice wise

Phantom

0

0.5

1

Backprojection with simple interpolation

0

5

10

Backprojection with line-space interpolation

0

5

10

Difference between backprojections

-0.1

0

0.1

(a) Original phantom (top) with two different back-projections, one

using simple interpolation (row three) and one using line-space inter-

polation (row three). The difference between the interpolation methods

is shown in the bottom plot. The error is about ±1%.

Forward operator applied to phantom

0

5

10

Backprojection with simple interpolation

0

5

10

Difference

0

0.5

Backprojection with line-space interpolation

0

5

10

Difference

0

0.5

(b) Comparison of the back-projection operators applied to the simulated

projections to the direct application of the forward operator in (10) to the

phantom. The maximal absolute difference is of the order of 8%.

Fig. 4: Forward and backwards projection with different interpola-
tors

Fourier based reconstruction. Whilst traditional reconstruction is sig-
nificantly slower compared to BPiF when the traditional method
uses our optimised CPU based matlab implementation whenever we
re-compute the forward projection operator in each iteration. The
CGLS algorithm requires the application of two projection opera-
tions and two back-projection operations, each of which takes about
1.5 seconds for our implementation. The Traditional iterative recon-
struction method thus required 6.3 seconds per iteration compared
to only 0.38 seconds per iterations for our BPiF algorithm where we
can implement the convolution operation required for the forward
operator (and its transpose) using slice wise fast Fourier transform
based methods. For BPiF, there is however also the cost of one
backprojection operation, which we here implement with our sim-
ple interpolation method which here took just under 14 second to
run (Our interpolation in the line space took 1541 seconds). How-
ever, if we can pre-compute the projection operator and store it in
RAM in matrix form, then the computational advantage disappears
and the iterative method is faster (not counting the time required to
compute the projection matrix).

3.5 Comparison across projection angles, detector
resolutions and defect depths

We next analysed several system and sample parameters. For the
laminographic problem, the main parameter affecting reconstruction
performance is the maximal and minimal angle x-ray paths make
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BPiF CGLS - SNR = 4.4082; Iter = 10

BPiF CGLS - SNR = 4.6041; Iter = 30

BPiF CGLS - SNR = 4.7348; Iter = 50

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

BPiF CGLS - SNR = 4.5213; Iter = 20

BPiF CGLS - SNR = 4.6733; Iter = 40

(a) Results with the conjugate gradient least squares method with no

regularisation.

BPiF GD - SNR = 4.3669; Iter = 10

BPiF GD - SNR = 4.4666; Iter = 20

BPiF GD - SNR = 4.5046; Iter = 30

BPiF GD - SNR = 4.5294; Iter = 40

BPiF GD - SNR = 4.5583; Iter = 50

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

(b) Results with the gradient descend algorithm with no regularisation

(left) and difference between reconstruction and original phantom (right).

The initial faster convergence in early iterates is lost in later iterates

where the method converges slower compared with the CGLS method.

Fig. 5: BPiF reconstruction results after 10, 20, 30, 40 and 50
iterations.

with the long object axis. Reconstruction results after 50 iterations of
CGLS for different fan-beam angles are shown In figure 7(a), where
we used angles of±80 degrees,±60 degrees,±40 degrees and±20
degrees. As is to be expected, larger angles provide better results,
though the defect is still visible with±40 fan-beam angle. However,
reconstruction with ±20 was no longer possible.

We next varied the resolution of the detector and simulated detec-
tors with 64, 256 and 1024 pixels. The results after 50 iterations
of CGLS are shown in figure 7(b), where the resolution of the
reconstruction was kept fixed for each reconstruction.

We next vary two physical properties of the sample, the location
of the air pocket (from 0.25d to 0.475d) and the thickness of the air
pocket (from 0.1d to 0.0125d). The results are shown in figures 8(a)

Traditional CGLS- SNR = 5.017; Iter = 10

Traditional CGLS- SNR = 5.3526; Iter = 20

Traditional CGLS- SNR = 5.6688; Iter = 30

Traditional CGLS- SNR = 5.8449; Iter = 40

Traditional CGLS- SNR = 5.9933; Iter = 50

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Fig. 6: Traditional iterative reconstruction results after 10, 20, 30,
40 and 50 iterations with the conjugate gradient least squares method
with no regularisation. The performance is better than with BPiF, as
we do not use interpolation.

BPiF CGLS - SNR = 4.4636; Cone Angle  = ±80

BPiF CGLS - SNR = 4.1093; Cone Angle  = ±60

BPiF CGLS - SNR = -1.3746; Cone Angle  = ±40

BPiF CGLS - SNR = -8.5068; Cone Angle  = ±20
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(a) Reconstruction with cone angles of ± 20, 40, 60 and 80 degrees.

BPiF CGLS - SNR = 5.3689; Detector Size  = 64

BPiF CGLS - SNR = 5.3054; Detector Size  = 256

BPiF CGLS - SNR = 5.2524; Detector Size  = 1024
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(b) Reconstruction with detectors with 64, 256 and 1024 pixels.

Fig. 7: BPiF CGLS reconstruction after 50 iterations.

and 8(b). Changes in the location do not have significant impacts on
the results and the defects remain visible for all thicknesses studied.
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BPiF CGLS - SNR = 4.563; defect depth  = 0.025

BPiF CGLS - SNR = 4.4398; defect depth  = 0.175

BPiF CGLS - SNR = 4.6559; defect depth  = 0.325

BPiF CGLS - SNR = 4.7225; defect depth  = 0.475
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(a) Reconstruction with defects of depth 0.05 at different depths, from

0.25 to 0.475 (normalised distance relative to source to detector dis-

tance).

BPiF CGLS - SNR = 4.8154; defect width  = 0.025

BPiF CGLS - SNR = 4.4381; defect width  = 0.1

BPiF CGLS - SNR = 4.6058; defect width  = 0.05

BPiF CGLS - SNR = 4.8343; defect width  = 0.0125
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(b) Reconstruction with defects of different widths, from 0.1 to 0.0125

(normalised distance relative to source to detector distance).

Fig. 8: BPiF CGLS reconstruction after 50 iterations.

3.6 Comparison to line-space interpolated back-projection
with un-regularised CGLS reconstruction

Having previously compared both interpolation methods, we now
also look at the BPiF reconstructions that can be computed with
the two different methods. The results after 50 iterations with the
CGLS algorithms are shown in figure 9. There is nearly no difference
in terms of the estimation of the attenuation coefficients, lending
further support for the use of the fast interpolation.

3.7 Comparison to simple interpolated back-projection with
TV-regularised reconstruction

In the next experiment we compared standard BPiF CGLS with BPiF
using additional regularisation. We here used a TV penalty. We used
the optimisation method available at http://www.caam.rice.edu/ opti-
mization/L1/TVAL3/ where we choose the solver that optimises a

BPiF CGLS - SNR = 4.6058; Fast Interpolation

BPiF CGLS - SNR = 4.6027; Line-space Interpolation
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1

Fig. 9: BPiF CGLS reconstruction after 50 iterations with initial
interpolation in location-angle space (top) and in line space (bottom).

TV regularised least square penalty. Results are shown in figure
10(a) for different choices of the regularisation parameter.

These results should again be contrasted to the results achiev-
able with a traditional iterative reconstruction approach. Figure 10(b)
shows the results achievable by reconstructing directly from the
projections. We again used the same optimisation method with dif-
ferent regularisation parameters. Note that the reconstructions are
not directly comparable for the same regularisation parameter as
BPiF uses the backprojected data whilst the traditional iterative
method uses the projections directly, which have different dimen-
sions and scaling. Nevertheless, in both cases, the best SNR values
are achieved with high regularisation parameters. Note that in the
used algorithm the regularisation parameter multiplies the leasts
squares cost function and so high regularisation means the problem
we solve is very similar to simple least squares. In our example, reg-
ularisation with the total variation penalty thus did not provide any
benefits.

3.8 Comparison to polychromatic projections and realistic
x-ray statistics

We next adapted the simulation of the x-ray projections to also
account for typical polychromatic x-ray sources. We simulated a
60keV x-ray source spectrum whilst the object’s attenuation coef-
ficients were assumed to be those of an aluminium workpiece.
Reconstruction was again by the BPiF algorithm using GCLS. The
results after 50 iterations are shown in figure 11(a), where we also
show the reconstruction from monochromatic projections. SNR val-
ues are slightly lower for polychromatic data, but the differences are
small.

In addition to the polychromatic model tested above, we further
implemented a statistical simulation model. The x-ray source was
assumed to generate a random number of x-ray photons with energy
level E for each detector pixel. The average number of photons
generated for each energy level was a multiple of the x-ray source
intensity used above in the polychromatic model. This intensity was
scaled so that the average number of photons, when summed over all
energy levels, was a fixed value between 60 and 600,000. The actual
number for each detector pixel and energy level was drawn from a
poisson distribution with appropriate mean. The probability that an
x-ray passes through the object was then set to

p = e−µ(E)l, (12)

where µ(E) is the x-ray absorption coefficient of the object’s mate-
rial (here we used aluminium) at energy level E and where l is the
length of the intersection of the x-ray path with the object. Thus, if
I0(E) is the number of x-rays with energy E emitted by the source
in the direction of a pixel, then the number of x-rays of that energy
that leave the object into the direction of the pixel Iout(E) has a
binomial distribution with probability

Iout(E) ∼ B(I0(E), e−µ(E)l). (13)
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Finally, we model the x-ray detector assuming that the scintillation
generates 65 light photons per keV of incident energy. We further-
more assume that the efficiency of the scintillator and CCD camera is
0.12, so that the amount of light photons detected for x-ray photons
at energy E is binomially distributed

I(E) ∼ B(Iout(E) ∗ 65 ∗ E, 0.12). (14)

The detector output is then

I =
∑
E

I(E). (15)

We also estimate an average Ĩ0 of I0 by simulating a scan with no
object following the same procedure. The input data to our algorithm
is then the standard

y = − log
I

Ĩ0
(16)

Results are shown in figure 11(b).

4 Conclusions

In conclusion, due to the fact that the BPiF algorithm can be imple-
mented using full or slice based fast Fourier transform convolution
operations, it can be implemented more efficiently than traditional

BPiF - TV optimisation - SNR = 3.7975; mu = 16

BPiF - TV optimisation - SNR = 3.9204; mu = 64

BPiF - TV optimisation - SNR = 4.0955; mu = 256

BPiF - TV optimisation - SNR = 4.2429; mu = 1024

BPiF - TV optimisation - SNR = 4.7302; mu = 4096

BPiF - TV optimisation - SNR = 5.0511; mu = 16384

BPiF - TV optimisation - SNR = 5.0688; mu = 65536

(a) BPiF reconstruction after 100 iterations with TV minimisation using

the TVAL3 methods with β = 216.

Traditional - TV optimisation - SNR = 4.0195; mu = 16

Traditional - TV optimisation - SNR = 4.0421; mu = 64

Traditional - TV optimisation - SNR = 4.1527; mu = 256

Traditional - TV optimisation - SNR = 4.9994; mu = 1024

Traditional - TV optimisation - SNR = 5.3565; mu = 4096

Traditional - TV optimisation - SNR = 5.3886; mu = 16384

Traditional - TV optimisation - SNR = 5.5096; mu = 65536

(b) Traditional iterative reconstruction after 100 iterations with TV

minimisation using the TVAL3 methods with β = 216.

Fig. 10: BPiF compared to traditional reconstruction

BPiF CGLS - SNR = 4.4603; polychromatic
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BPiF CGLS - SNR = 4.7668; monochromatic

(a) Reconstruction with poly- and mono-chromatic projections.

BPiF CGLS - SNR = 4.479; polychromatic; Average number of produced photons = 600000
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BPiF CGLS - SNR = 4.474; polychromatic; Average number of produced photons = 60000

BPiF CGLS - SNR = 4.4652; polychromatic; Average number of produced photons = 6000

BPiF CGLS - SNR = 4.4219; polychromatic; Average number of produced photons = 600

BPiF CGLS - SNR = 3.6709; polychromatic; Average number of produced photons = 60

(b) Reconstruction with different exposure times.

Fig. 11: BPiF CGLS reconstruction after 50 iterations.

iterative algorithms. This can lead to significant speed advantages,
but also results in somewhat poorer performance in terms of recon-
struction quality. On the plus side, when using the linear forward
model, similar regularisation approaches can be used to those avail-
able for traditional iterative algorithms. We here demonstrated this
on with a total variation constraint. We could also show that simple
interpolation is effective to implement the back-projection operation.
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Appendix I

Let y = T(θ,n)x, where n⊥ = T(θ,n)θ⊥. We construct the
inverse of T(θ,n) explicitly below. We will show that in R3∫

θ⊥

∫∞
−∞
〈θ,n〉µ(x + tθ) dt dx =

∫
n⊥

∫∞
−∞

µ(y + tθ) dt dy.

(17)
which is equivalent to∫
θ⊥

∫∞
−∞

µ(x + tθ) dt dx =

∫
n⊥

∫∞
−∞

1

〈θ,n〉µ(y + tθ) dt dy.

(18)
For θ = n the above is trivial. We thus assume θ 6= n. We start

by writing the integral on the right hand side of (17) as∫∞
−∞

∫∞
−∞

∫∞
−∞

µ(a1y1 + b1y2 + c1θ) dc1 da1 db1, (19)

where n⊥y1⊥y2⊥n. y1 and y2 are unit norm but otherwise arbi-
trary. For a given θ, let us therefore choose y1 such that y1⊥n and
y1⊥θ.

We can now introduce the change of variables:

a1y1 + b1y2 + c1θ = a2y1 + b2x2 + c2θ, (20)

where x2 is the unique unit norm vector that satisfies 〈x2,y2〉 =
〈θ,n〉 and x1⊥x2⊥θ, that is, both x2 and θ as well as y2 and n are
orthonormal bases for y⊥1 .

Note that θ = αy2 + βn for some α and β, such that α2 + β2 =
1. Given t, y2 and n, we can now choose x2 = βy2 − αn. It is
easy to see that this x2 satisfies ‖x2‖ =

√
α2 + β2 = 1, 〈x2, θ〉 =

〈βy2 − αn, αy2 + βn〉 = αβ − αβ = 0 and
x2 = αy2 + βn, whereα2 + β2 = 1. Hence 〈x2,y2〉 = 〈αy2 +

βn,y2〉 = a. Similarly, 〈x2, θ〉 = 0 implies that θ = −βy2 + αn
or θ = βy2 − αn. If we choose α and β to satisfy the first case, then
〈θ,n〉 = α.

We write the co-ordinate transform as

[
y1 y2 θ

] a1
b1
c1

 =
[
y1 x2 θ

] a2
b2
c2

 (21)

As the columns in [
y1 x2 θ

]
are orthonormal, we havea2

b2
c2

 =
[
y1 x2 θ

]T [
y1 y2 θ

] a1
b1
c1

 (22)

Evaluating the matrix multiplication and taking account of the
properties of the different vectors, we geta2

b2
c2

 =

1 0 0
0 〈x2,y2〉 0
0 〈θ,y2〉 1

a1
b1
c1

 . (23)

The determinant of the Jacobian of this is 〈x2,y2〉 = 〈n, θ〉, which
proves (17).

Similar arguments can be used in Rn by fixing an orthogonal basis
in the intersection of the n− 1 dimensional subspaces n⊥ and θ⊥.
The intersection is an n− 2 dimensional space for n 6= θ. We then
apply the same arguments as above to the orthonormal bases in the
2 dimensional complement of the intersection of these subspaces.

Appendix II

A formal definition of the backprojection operator can be found fol-
lowing a similar approach to that in [12]. We can define the following
adjoint operators:

〈Ln(µ)(θ, ·), g(·)〉 = 〈µ(·),L†n,θ(g)(·)〉

and

〈Ln(µ)(·, ·), g(·)〉Ω = 〈µ(·),L†n,Ω(g)(·)〉.

The first adjoint is defined through∫
n⊥
Ln(µ)(θ,y)g(y) dy

=

∫
n⊥

∫
R1
µ(y + tθ) dt g(y)dy

=

∫
θ⊥
〈θ,n〉

∫
R1
µ(x + tθ)g(Tx) dt dx

=

∫
Rn
µ(x)〈θ,n〉g(TEθ(x)), dx,

so that L†n,θ(g)(·) = 〈θ,n〉g(TEθ(·)), where Eθ(x) is the projec-
tion x− 〈x, θ〉θ. The other adjoint is defined through∫

Sn−1
⋂

Ω

∫
n⊥
Ln(µ)(θ,y)g(y) dy dθ

=

∫
Sn−1

⋂
Ω

∫
n⊥

∫
R1
µ(y + tθ) dt g(y)dy dθ

=

∫
Sn−1

⋂
Ω

∫
θ⊥
〈θ,n〉

∫
R1
µ(x + tθ)g(Tx) dt dx dθ

=

∫
Rn
µ(x)

∫
Sn−1

⋂
Ω
〈θ,n〉g(TEθ(x)) dθ dx,

(24)

so that L†n,Ω(g)(·) =
∫
Sn−1

⋂
Ω〈θ,n〉g(TEθ(·)).

L†n,θ(g)(·) is the backprojection for a single angle θ, whilst

L†n,Ω(g)(·) is the backprojection for a (possibly limited number of )
angles θ ∈ Sn−1⋂Ω.
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