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ABSTRACT

FACULTY OF ENGINEERING AND PHYSICAL SCIENCES

Electronics and Computer Science

Doctor of Philosophy

EFFICIENT STATE RETENTION IN TRANSIENTLY POWERED COMPUTING

SYSTEMS

by Theodoros D. Verykios

Energy harvesting has gained significant traction for powering Internet of Things (IoT)

and autonomous devices in recent years. However, large energy buffers are typically re-

quired to tackle the instability of energy harvesting sources. Consequently, benefits such

as low cost, weight, volume and complexity are counterbalanced. Transiently Powered

Computing Systems typically contain little or no added energy storage and enable com-

putation to be sustained, despite the variability of the harvested energy. They operate

by saving the system state to Non-Volatile Memory before a power failure and restoring

it once the power supply recovers. However, this is an energy consuming process that

needs to be optimised to allow for maximum forward progress. This thesis presents an

overview of transient systems, highlighting the need for efficient state retention.

Novel selective software-based policies for efficiently retaining the system state which

exploit properties of different Non Volatile Memory (NVM) technologies are proposed.

They are based on (a) concatenating multiple images into the available NVM before

erasing, and (b) selecting only the system state that has been updated since last saving.

Results show that these policies can be up to 91% (Flash) and 86% (Ferroelectric RAM

- FRAM) more energy efficient, compared to saving the entire system state.

The full potential for energy efficient state retention cannot be reached, however, unless

the memory usage can be monitored in run-time. A design exploration of potential

approaches to memory tracking is presented, which facilitates the design and implemen-

tation of a hardware solution targeted at maximising the active time and, therefore,

increasing the energy efficiency of transient systems.

A memory tracking module (MeTra) is designed, simulated and synthesised, which mon-

itors memory changes in run-time. Using this module, the system is able to dynamically

adjust its hibernation voltage threshold according to the size and hence the specific en-

ergy needs of each snapshot. As a consequence, the active time is increased by up to 16x

(Flash), while the energy spent for saving the state is decreased by up to 96% (FRAM).
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Chapter 1

Introduction

In recent years, low power computing has become a necessity mainly due to the demand

for mobile devices which would be able to operate from a battery for a satisfactory

period of time before being recharged. To tackle this problem, low power techniques

had to be devised in order to improve the efficiency of these devices by conducting

research in different levels - namely the devices, circuits, architectures and algorithms

[1]. The shrinking in the size of transistors was the primary focus on the device level and

currently, foundries such as Intel [2], TSMC [3] and Samsung [4] are able to fabricate

chips based on the 7nm process node, while expecting the first tape-outs of 5nm process

node based chips in 2019 [5]. Apart from the miniaturisation of the basic building blocks

however, batteries have played a very important role in the vast adoption of mobile

devices [6]. Progress was made on this area and lithium-ion batteries which are typically

used for mobile applications now offer high energy density and relatively low weight

which are the most important criteria for mobile devices [7]. However, comparing the

rapid downscaling of CMOS devices with the increase in the energy density of batteries,

it appears that the battery technology was not able to follow the same pace [6].

Currently, there is a shift towards the use of wearable devices and the Internet of Things

(IoT), which is a networking paradigm that enables a large number of smart objects

to exchange data amongst them through standard short and long-range communica-

tion protocols, providing tailored information and services to end users [9]. There is a

plethora of applications for IoT devices, including their use for environmental, medical,

military, transportation, crisis management, defence and smart spaces [10]. In 2011,

Cisco estimated that by 2020 more than 50 billion devices will be connected to the in-

ternet with the world population being roughly 7.6 billion, which leads to a ratio of 6.58

devices per person as shown in figure 1.1 [8].

In a more recent study, Gartner [11] reported that in 2016 the total number of connected

devices would be approximately 6.4 billion (30% up compared to 2015) while it was

projected to reach 20.8 billion by 2020, excluding smartphones, tablets and computers.
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2 Chapter 1 Introduction

Figure 1.1: Relationship between connected devices and world population.
Reprinted from [8].

Ericsson predicted that around 29 billion connected devices are forecast by 2022, of

which around 18 billion will be related to IoT as shown in Figure 1.2 [12]. Even though

it is hard to predict the exact number of IoT devices in the future, the most conservative

prediction currently expects over 20.8 billion devices by 2020 [11, 13].

Each wearable/IoT device is an autonomous embedded system, typically consisting of:

(a) a sensor to detect changes in physical phenomena such as temperature, light,

vibration, and more,

(b) a processor or Digital Signal Processor (DSP) to process the data collected,

(c) some type of memory to store useful data, and

(d) an RF transceiver in order to be networked with other devices [6].

The term autonomous implies that the system can operate independently, without re-

quiring maintenance or supervision [14, 15].

Batteries have traditionally been used to power this type of embedded electronic devices.

However, requirements such as a long lifetime, low cost and low weight, pose significant

challenges to battery-powered systems. In addition, the nature of some applications

such as implantable bio-sensors [16, 17] and underground Wireless Sensor Networks

(WSNs) [18] implies very limited access and, consequently, maintenance for battery

replacement or recharging becomes a burden. Moreover, the large number of battery-

powered devices induces significant indirect costs such as the personnel associated with

battery replacement which cannot be neglected, given that the number of deployed

devices is in the magnitude of billions. Finally, with the ever increasing quantity of
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Figure 1.2: Forecast of connected devices in billions (2014-2022). Reprinted
from [12].

autonomous and wearable devices, the disposal of batteries poses an environmental

threat due to the toxicity of the chemicals contained in traditional rechargeable nickel-

cadmium (NiCd) batteries [19, 20]. Therefore, the need for systems that would be able

to operate from alternative sources of energy has emerged, in order to eliminate the

disadvantages linked to the use of chemical batteries [6].

Energy harvesting (EH) systems scavenge energy from environmental sources such as

light, vibration, motion or temperature to power themselves, instead of relying on bat-

teries [21]. The block diagram of a typical energy harvesting system is shown in Figure

1.3 [22]. However, factors such as the weather conditions, availability of light, or the

intensity of vibrations can have a significant impact on energy availability. Due to the

unpredictability and instability of these sources, relying solely on them can result in the

system being unable to sustain computation across multiple power cycles.

The traditional solution to tackle this issue is the use of large energy storage (e.g. a

supercapacitor or rechargable battery) to buffer harvested energy so that the long-term

energy consumed equals the harvested energy, leading into an energy neutral approach

[23, 24, 25].

However, the use of a large energy buffer would have the following impact on the system:

1. Increased size, volume and weight,

2. Required maintenance because in case of a battery, its life expectancy is inversely

proportional to the number of times it gets recharged [26] and

3. Increased complexity of the design and significant power conversion losses and

delays [27, 28].
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Figure 1.3: Block diagram of a typical energy harvesting system. Reprinted
from [22].

Consequently, maintenance remains a challenge and the realisation of some systems

whose downsizing is critical, or the nodes of remotely deployed WSNs with very limited

access, becomes infeasible [29, 30].

1.1 Transiently Powered Computing Systems

Transiently Powered Computing Systems (TPCSs - also known as Intermittently Powered

Computing Systems) contain little or no added energy storage, but enable computation

to be sustained despite the variable and unstable energy harvested from the environment

[22]. Maintenance is no longer a requirement for such systems as they can operate

without the need for a battery replacement and, therefore, the size, weight, volume and

cost of the system can be driven down. Achieving maximum forward computational

progress for a given amount of energy is the ultimate goal for a TPCS, in order to get

closer or meet the requirements of the application. To make this feasible, computation

needs to be sustained across multiple power cycles by using a non-volatile element which

holds the important data during a power failure. Examples of implemented applications

of transient systems include a step counter [28] and a wireless bicycle trip counter [31, 32].

Many different software/hardware techniques to enable and optimise transient operation

have been proposed. The majority of these techniques require saving the system state so

that computation can be sustained. They can be categorised into four different groups

in terms of system state retention:
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1. Checkpointing: Creating system state checkpoints in Non-Volatile Memory (NVM),

using static or dynamic trigger points. In this way, the system can roll back to a

previous checkpoint once a power failure occurs [33, 34, 35].

2. (On-demand) Snapshot/Back-up: Saving the system state in NVM only once

after a preset hibernation threshold voltage has been reached (VH), and retrieving

it when the supply recovers, i.e. a restore threshold voltage is exceeded (VR)

[36, 37].

3. Unified Memory: Using a NVM as main memory (in the place of SRAM) offering

in-situ state retention for main memory, while registers typically need to be saved

to NVM [38].

4. Non-Volatile Processor (NVP): Different type of processor based on Non-

Volatile Flip-Flops (NVFFs), meaning that the state of the registers is always

retained without the need for a state retention procedure, while the main memory

can be discrete (same as (2)) or unified (same as (3)) [39, 40].

Saving an on-demand snapshot is the most commonly adopted approach for TPCSs

today in order to achieve maximum forward progress. This implies that the energy

source is monitored and, once VH is reached, the contents of main memory, core registers

and general-purpose registers are saved in NVM. Then, once there is sufficient energy

available (Vcc >VR), the system state is restored in order to continue operation from

the point where it left off. For transient systems, the source is typically assumed to be

rectified and regulated to prevent overvoltages that could damage the system.

Figure 1.4 [41] shows the difference in terms of forward computational progress between

a traditional volatile system without state retention capabilities (green line), an NVP

(red line), a system adopting the on-demand approach (blue line) and a system with

checkpointing (black line), with regard to the input power (high or low). Here, the tradi-

tional volatile system is not able to sustain computation whenever the power availability

is low and as a consequence, the system rolls back to its original state.

On the other hand, the systems featuring an NVP, checkpointing or on-demand snapshot

are able to achieve forward computational progress as they offer state retention mech-

anisms. In this way, rolling back to the original state can be eliminated and therefore,

the energy is spent towards useful computation which can be sustained. It is observed,

however, that the NVP offers a lower rate of forward progress, as, in general, it is more

energy consuming compared to standard systems that employ the on-demand method.

The latter approach yet, needs to spend some time and energy in order to save and

restore the system state which, depending on system parameters such as the type of

NVM (e.g. Flash, FRAM, etc.), can be a very time and energy expensive operation.

However, the use of a NVP or on-demand snapshot enables the monotonic increase of

the forward progress which is the figure of merit in this case. Finally, the system with
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Figure 1.4: Forward progress comparison between a traditional volatile system,
an NVP and an on-demand approach. Adapted from [41].

checkpointing capabilities operates by creating a frequent checkpoint of the state of the

volatile processor. Therefore, some forward progress can be achieved by rolling back to

the previous checkpoint, that is anyway notably lower than the forward progress of a

system which features an NVP or on-demand snapshot.

Figure 1.5 shows the impact of the saving/restoring process on a system with frequent

power intermissions. Here, the ratio of active time against the time required to save/re-

store (
tactive

tsave/restore
) is low while maximising the time spent on useful computation and,

therefore, the forward execution progress, is of vital importance for transiently-powered

embedded systems.

This thesis presents an overview of all different methods to system state retention, with

a clear focus on the on-demand approach which seems to offer the highest potential

in terms of forward progress, according to figure 1.4. The aim is to identify the most

important parameters which affect the efficiency of the saving and restoring process

and devise novel techniques in order to increase the forward computational progress in

TPCSs. It is important to note that throughout this thesis, the communications aspect

is not taken into explicit consideration, as the ultimate goal is to increase the energy

efficiency of these systems and the state retention process is one of the most important

factors increasing the energy consumption.
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Figure 1.5: Typical operation of a transiently-powered system.

1.2 Research Justification

Even though various software and hardware/software transient approaches have been

proposed to date using NVM to store the state of the processor [33, 34, 35, 36, 37, 38,

42, 43, 44, 45], it seems that several obstacles exist that need to be overcome. One of

the most important limitations of such systems is that they require a long period of

time to save the system state due to its serial nature and as a consequence, the amount

of energy required for the state retention procedure is very significant. None of the

proposed approaches incorporates an energy-efficient solution for saving the

system state as they typically save the entire state, without considering the

usefulness of data. This leads into a sub-optimal state retention process or

inefficient use of NVM [46, 47]. Alternative state retention techniques have been

proposed for different applications, but benefits for transiently-powered systems are yet

to be seen [48, 49, 50].

Various selective software-based state retention policies were recently proposed in an at-

tempt to increase the energy spent on useful computation [46, 51]. These policies were

mainly focused on Flash memory and were not validated using different NVM technolo-

gies. Moreover, specific characteristics of this type of memory such as the overhead due

to the erasing process (typical for Flash memory) needed before saving the system state

were not taken into account [52]. However, it was observed that modern TPCSs feature

different NVM technologies such as Flash, FRAM and more [53, 54, 55]. Each memory

type has different properties and consequently, the state retention operation strongly

depends on the parameters of each technology. As an example, some NVM technologies

are symmetric (same read and write times) while others are asymmetric (writing is more

expensive than reading), whereas Flash requires erasing before writing [56]. Current

research has not considered the fundamental properties of different NVM

technologies, limiting the potential of energy savings that can be achieved

by using a software-based policy for saving the system state.
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Moreover, state-of-the-art TPCSs approaches normally operate by saving the system

state once a preset threshold voltage for saving a snapshot has been reached [36, 37]. This

threshold is fixed at a voltage VH which depends on the energy required for saving the

entire the main memory, without being able to distinguish between useful and redundant

data. Depending on how much memory has changed since the last time a snapshot was

saved, a lot of energy is potentially being wasted on every snapshot, especially in the

case of frequent power interruptions. As a consequence, the energy efficiency of

transient systems is affected, damaging their ability to achieve significant

forward execution progress for a certain amount of input energy.

1.3 Research Aims

The aims of the research presented in this thesis can be summarised as follows:

A1. Research and evaluate software-based policies which improve the energy efficiency

of state retention approaches in TPCSs, considering and exploiting the fundamen-

tal characteristics of different NVM technologies;

A2. Explore hardware-based approaches which tackle the limitations of software-based

state retention techniques and enable the increase of active time and energy effi-

ciency of a TPCS;

A3. Implement and evaluate a memory tracking solution in hardware level, using both

modelling and experimental validation, to quantify the benefits in terms of energy

efficiency in TPCSs.

1.4 Contributions

The novel contributions made through this research and presented in this thesis are:

C1. Novel software-based policies for efficiently saving state in NVM. The

proposed policies operate by selecting only the memory blocks that have been up-

dated since the last saving operation, and reduce the erasing cost by concatenat-

ing multiple images in NVM. Up to 91% energy saving is enabled for Flash-based

systems, while an energy reduction of up to 86% is shown for systems featuring

FRAM.

This contribution is described in Chapter 3 and delivers on aim [A1]. It has

partially led to an article published in the Elsevier Sustainable Computing journal

[52].
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C2. Thorough design exploration of hardware-based memory tracking, tar-

geted at identifying and avoiding redundant NVM writes when saving

the system state. As software-based policies are coupled with certain disadvan-

tages which limit energy-efficient memory tracking, an exploration of lightweight

hardware-based memory tracking in run-time is performed, by modelling the ex-

pected behaviour of a system with memory tracking capabilities.

This contribution is presented in Chapter 4 and addresses aim [A2]. It has partially

led to the preparation of paper titled “MeTra: Energy Efficient State Retention

for Transiently Powered Computing Systems through Memory Tracking” (to be

submitted).

C3. Implementation, analysis and evaluation of a low power memory track-

ing module, integrated on a transient system. A memory tracking module

which monitors the changes in main memory between power failures and enables

the dynamic adjustment of hibernation threshold voltage (VH) is designed, sim-

ulated and synthesised. The benefits of this solution are evaluated, showing an

increase of up to 16x in active time for Flash-based systems and a decrease of up

to 96% in the energy required for saving the system state for systems with FRAM.

This contribution is presented in Chapter 5 and addresses aim [A3]. Finally, it has

partially led to the preparation of the article mentioned in [C2].

The contributions listed above have enabled transient systems to become significantly

more energy efficient, by using less energy for the state retention process. Consequently,

a greater proportion of harvested energy is spent towards useful computation and for-

ward execution progress is increased. Finally, both the software and hardware-based

approaches do not require user intervention and therefore, enable fast and easy deploy-

ment of transient systems.

1.5 Publications

The following manuscripts were published as a direct result of the work presented in this

thesis:

� T. D. Verykios, D. Balsamo and G. V. Merrett, “Exploring energy efficient state re-

tention in transiently-powered computing systems”, in Proceedings of IDEA League

Doctoral School on Transiently Powered Computing, Delft, Netherlands, November

2017 [57]

� T. D. Verykios, D. Balsamo and G. V. Merrett, “Selective policies for efficient

state retention in transiently-powered embedded systems: Exploiting properties of
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NVM technologies”, Sustainable Computing: Informatics and Systems, July 2018,

DOI: 10.1016/j.suscom.2018.07.003 [52]

In addition, the following paper is currently awaiting submission:

� T. D. Verykios, D. Balsamo and G. V. Merrett, “MeTra: Energy Efficient State

Retention for Transiently Powered Computing Systems through Memory Tracking,

IEEE Transactions on Computer Aided Design (awaiting submission).

Finally, I contributed towards the following publications which present an application

of transient computing, by performing the experimental validation and write-up of the

papers.

� U. Senkans, D. Balsamo, T. D. Verykios and G. V. Merrett, “Applications of

Energy-Driven and Transient Computing: A Wireless Bicycle Trip Counter”, in

Proceedings of the Fifth ACM International Workshop on Energy Harvesting and

Energy-Neutral Sensing Systems, Delft, Netherlands, November 2017 [31]

� U. Senkans, D. Balsamo, T. D. Verykios and G. V. Merrett, “Applications of

Energy-Driven Computing: A Transiently-Powered Wireless Cycle Computer”, in

Proceedings of the 15th ACM Conference on Embedded Network Sensor Systems,

Delft, Netherlands, November 2017 [32]

1.6 Thesis Structure

Chapter 2 briefly discusses the most common EH sources, followed by a review on differ-

ent NVM technologies/NVM architectures used for TPCSs, and finally, state-of-the-art

approaches on TPCSs both in software and hardware level. Subsequently, selective state

retention policies exploiting the characteristics of each NVM technology, along with their

experimental validation, are presented in Chapter 3. A design exploration on memory

tracking to facilitate the design of a hardware-based solution for efficient state retention

in transient systems is described in Chapter 4. Subsequently, Chapter 5 presents the

design, implementation and evaluation of a memory tracking module, aimed to increase

the energy efficiency of TPCS. The thesis is concluded in Chapter 6 which includes the

conclusions which can be drawn from this thesis, as well as future work on the field of

transient computing.



Chapter 2

Review of Transiently Powered

Computing Systems

The IoT concept implies the pervasive presence of a great variety of interconnected things

which are cooperating in order to achieve common targets [58, 59]. The requirements for

these devices such as being small and low-cost, and having a long lifetime without the

need for maintenance are explained in Chapter 1. These requirements led to a new class

of battery-less systems named Transiently Powered Computing Systems. This Chapter

presents a detailed survey on modern approaches and solutions to Transient Computing

(TC), highlighting the existing challenges in the field.

Traditional battery technologies are discussed first in Section 2.1, followed by energy

harvesting sources which typically power TPCSs in Section 2.2. The different mem-

ory architectures which support state retention and, therefore, enable the existence of

transient systems are presented in Section 2.3. Then, the properties of the most com-

mon NVM technologies which can be found in these systems are presented in Section

2.4. Subsequently, state-of-the-art approaches to Transient Computing are discussed

in Sections 2.5 (Software) and 2.6 (Architectural). These Sections describe approaches

based on both the software and hardware layer, including software tools that facilitate

the design of such systems. Finally, the Chapter is concluded in Section 2.7, which

summarises the work that has been done in the field of TPCSs and shows the room for

further exploration in certain areas.

2.1 Battery Technologies

The increase in performance on the most important components of a mobile device

between 1990 and 2003, which was the period that mobile devices such as laptops and

mobile phones started becoming a trend in consumer electronics, is shown in Figure

11
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Figure 2.1: Improvement multiple of basic electronic components from 1990-
2003. The wireless-connectivity curve considers only cellular standards in the
US, excluding emerging, short-range hot spots. Reprinted from [60].

2.1. It is observed that even though all components faced an exponential increase in

terms of speed or capacity, the energy density of the batteries seems to have increased

at a slower pace [60]. To be specific, CMOS downsizing enabled the miniaturisation of

mobile devices and essentially gave birth to the fabrication of tiny autonomous/wearable

devices, but batteries have not been able to shrink accordingly in size. As an example,

Figure 2.2 shows a modern sensing platform and it is observed that the battery is the

largest component of the system. In addition, except for the size and volume it adds

to the design, the power source is usually the most expensive component of this type of

systems [6].

New materials have been considered in order to contribute towards the evolution of

batteries, some of which are presented in Table 2.1. Here, the most important parameters

affecting the performance of the systems of interest (including the energy density, specific

energy and toxicity) are summarised. However, it seems that the energy density of

Figure 2.2: Example of comparison between circuit and battery size on a modern
sensing system. Reprinted from [61].
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batteries has not reached the levels required to power modern devices with size/volume

constraints without introducing a significant size and weight overhead.

Property/Tech. Lead-Acid[62] NiCd[19] NiMH[63] Co[64] Mn[65] LFP[66]

Category - - - Li-ion Li-ion Li-ion
Specific Energy1 30-50 45-80 60-120 150-190 100-135 90-120
Energy Density2 60-110 50-150 140-300 250-320 210-280 190-260
Safety Required None Fuses Protection Circuit

Ipeak
3 5C 20C 5C <3C <30C <30C

Toxicity High High Low Low Low Low
Introduced 1881 1950 1990 1991 1996 1999

Table 2.1: Comparison of the properties of different battery technologies.

2.2 Energy Harvesting

For the reasons mentioned in Section 2.1, alternative sources of energy had to be consid-

ered. Energy harvesting seems to be a promising solution to power electronic systems,

without the need for batteries. In this case, electrical energy is scavenged from the envi-

ronment surrounding the device; usually in the form of light [67, 68], vibration [69, 70],

motion [71, 72], or radio-frequency (RF) [73, 74]. Each source, however, has completely

different output power capabilities which can range from 0.1µW/cm2 for an RF harvester

(GSM), to 10mW/cm2 for a solar cell placed outdoors [75].

Energy harvesting appears to be a very attractive solution, and in fact, it has been a

very popular paradigm over the past decade; however there are certain challenges that

need to be addressed effectively so that these systems can become efficient. One of the

most crucial challenges is the difference in dynamics of the power supply between a

battery-powered system and an energy-harvesting system. Batteries are able to provide

virtually unlimited power for a specific amount of time before becoming drained and

needing recharging (or replacement). In contrast, energy harvesters are an unpredictable

source of power which can fluctuate significantly both spatially and temporally [76].

Figure 2.3 shows the temporal characteristics of a micro wind-turbine (a) and an in-

door photovoltaic (PV) cell (b). In this case, the power profile of the two sources is

significantly different both in terms of magnitude and fluctuation of the signal. It is

observed that the micro wind-turbine outputs an AC voltage with a relatively high fre-

quency, whereas the PV cell offers a more stable output power that changes depending

on the time of the day. This fact complicates the design of energy harvesting embedded

1in Wh/kg
2in Wh/L
3“C” refers to battery capacity, and this unit is used for charge/discharge rates
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Figure 2.3: Example outputs from real energy harvesters: voltage of a wind
harvester during a single ’gust’, and current from an indoor photovoltaic module
over a day. Reprinted from [37].

systems as, except for the application’s requirements, the characteristics of the power

source need to be taken into equal consideration.

2.2.1 Energy Harvesting Sources

The main sources of energy being harvested for energy harvesting embedded systems

are radio frequency, piezoelectric, thermal and solar [41]. Figure 2.4 shows power traces

for these energy harvesting sources. To be specific, Figure 2.4(a) presents the RF energy

harvester from a TV station, while the piezoelectric energy (Figure 2.4(b)) is harvested

from a device fixed on a bicycle. The thermoelectric generator shown in Figure 2.4(c)

is attached to a manufacturing production line and, finally, the output power trace of

the solar panel (Figure 2.4(d)) is obtained from the Measurement and Instrumentation

Data Center (MIDC) [77]. These figures are only used as examples and a difference

in the pattern/magnitude is expected depending on the specific circumstances of each

harvester, e.g. its size, placement and variation of physical phenomena.

Each EH source shows different behaviour and, therefore, different approaches can be

applied to increase forward execution progress. The magnitude, the rate of signal in-

terruptions, and the fluctuation of the strength of the signal are the most important

metrics used to compare and contrast the various sources, assuming a constant load.

Ma et al. [22] compared the different energy harvesting sources in order to match them

with different back-up methods and system architectures:
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Figure 2.4: Power traces of (a) TV RF signal, (b) Piezo, (c) Thermal and (d)
Solar power. Reprinted from [22].

(a) the RF signal notably fluctuates (even over a few milliseconds) and the strength

of the signal can vary significantly within a short time period, i.e. the ratio be-

tween minimum and maximum power is approximately 250x [78]. This makes its

usage difficult in a system which uses a power prediction scheme. Consequently,

a frequent back-up method (checkpointing) would be a better candidate for this

type of input source as the system state would have to be stored very often.

(b) Piezo seems to be steadier with only a few power intermissions, and its average

output power is much higher compared to the RF (≈ 10x) [79]. Hence, more

power-hungry techniques can be employed and on demand back-up could offer

significant savings.

(c) Thermal power is typically offering a periodic and easily predictable signal which

makes it easier to be used with fixed periodic back-up technique instead of relying

on input energy monitoring, according to Figure 2.4c [80]. However, its magnitude

is approximately an order lower than piezo which makes it difficult to operate an

embedded system on harvested thermal power unless a capacitor is charged for a

long period of time.

(d) Solar power is a relatively stable source with much larger magnitude compared to

its rivals and, for this reason, it is currently the most widely used EH source. How-

ever, it strongly depends on the weather circumstances and whether sun tracking

techniques are utilised. Solar power could possibly cope with power demanding

architectures (such as Out-of-Order (OoO)) and back-up techniques, while fixed
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frequent back-ups are not an ideal match for this type of input source due to its

relatively high stability.

The majority of modern EH systems are powered using a single energy source and the

design trade-offs for these systems have been extensively studied [81, 82]. However,

multi-source energy harvesting systems have been proposed to increase the amount of

scavenged energy and tackle the issues of existing single-harvester systems [83]. This kind

of systems enable the composition of multiple energy harvesting sources by combining

the most commonly used energy sources mentioned in this Section [84, 85, 86].

Figure 2.5: Various architectural designs for NV systems. Reprinted from [87].

2.3 Memory Architectures Supporting State Retention

As mentioned in Section 1.1, most transient systems operate by saving the system state

in NVM before a power failure, and restoring it once the power supply recovers so

that the execution of the application can resume from where it left off. The system

state includes the main memory (RAM), core registers and general-purpose registers

and these data need to be saved to NVM.

Currently, there are three different memory architectures which support saving the sys-

tem state before a power intermission, as shown in figure 2.5:

(a) two-macro (discrete): There are two blocks of memory - a centralised volatile

(usually SRAM) and a non-volatile (such as Flash or FRAM) as shown in Figure
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2.6(a). An additional control mechanism is required which detects the power failure

and creates a signal so that the data stored in the SRAM is transferred word-by-

word to the non-volatile block. This means that in normal mode of operation only

the SRAM is used and when there is need for a snapshot, the data is moved to the

NVM. However, as this process is of serial nature, the “save” and “restore” times

are highly affected and also, due to the time required for this process to complete,

it is not ideally suited for transient systems with frequent power intermissions.

This is the least intrusive and most typical approach to Transient Computing.

Mementos [33] and Hibernus [36] are examples of systems that use a two-macro

approach.

(b) unified memory (full NV): The volatile memory is completely replaced by

non-volatile memory. In this case, the data is always preserved in case of a sudden

power loss without the need of control or monitoring circuitry. However, typical

volatile memory (SRAM) consumes approximately 1mW and its access time is as

low as 10ns (as shown in Figure 2.7), but NVMs are slower and more power hungry

(eg 7mW and 10µs for Flash). Therefore, the incurred overheads can become very

substantial as the NVM is used for every memory-related operation. Such type of

memory architecture is used in QuickRecall [88].

(c) hybrid: In this case, the volatile and non-volatile counterparts are integrated into

a single cell named nvSRAM. A traditional 6T SRAM cell is used in conjunction

with NV devices, usually a memristor (RRAM) [90]. This device is vertically

stacked on top of the SRAM cell which leads to a bit-to-bit connection between the

two elements, as shown in Figure 2.6(b). As a result, the time required for saving

Figure 2.6: Comparison between Two-macro and nvSRAM design. Reprinted
from [89].



18 Chapter 2 Review of Transiently Powered Computing Systems

Figure 2.7: Comparison of various memory technologies in terms of access time
and VDDmin. Reprinted from [94].

a snapshot is dramatically reduced compared to the two-macro approach as the

data transfer happens internally within each cell [89]. This method is referred to as

“all-in-parallel”. However, unless selectivity is added to the integrated cell so that

unnecessary writes to the NVM are abolished, the peak power at the time of all-in-

parallel back-up is extremely high and this can cause instability to the system due

to the significant inrush current [91]. A hardware approach using this technique

is shown in [92], where a comparator is used. However, this leads to an area

overhead of at least 4 transistors per cell which is not negligible and a significant

energy overhead is introduced due to the comparison process. The hybrid nvSRAM

memory seems to be a promising solution for the future of transiently systems but

its high inrush current and peak power consumption are very limiting factors which

need to be addressed first [41]. In addition, nvSRAM technology [89, 90] without

external battery support is not commercially available yet and as a consequence, a

considerable amount of time is required for further research until this technology

can become stable and widely adopted in microcontroller units (MCUs) [93]. Once

these challenges are effectively addressed, nSRAM technology can become a strong

competitor for use in future transient systems.

As shown in figure 2.7, the traditional 6T SRAM cell, which is the base of both the two-

macro and hybrid approach, offers the shorter read and write times while its operating

voltage is significantly lower compared to other types of memories such as DRAM [94].

Lower minimum operating voltage of a memory technology enables the system to apply

more aggressive voltage scaling without losing the memory contents, while the energy

consumption can be decreased for multi-VDD designs.
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Figure 2.8: Comparison of power consumption between DVS, two-macro and
nvSRAM [94].

The fact that SRAM offers a very low minimum supply voltage (VDDmin) of approxi-

mately 0.5V makes this type of memory a very suitable candidate for high performance

and low power on-chip memory. However, the data saved in SRAM is lost when the

power is discontinued which is the reason why modern microcontrollers also have an

on-board NVM such as Flash in order to save necessary data which is required for the

start-up of the system.

Figure 2.8 shows the power consumption of (a) an SRAM cell which uses Dynamic

Voltage Scaling (DVS), (b) a system which uses the two-macro approach (SRAM along

with a discrete NVM block) and (c) an example of a hybrid (nvSRAM) approach [94].

The DVS SRAM presented in this case cannot be used in a transient system as it

would not be available to cope with a power failure. It is observed that this method

does not offer complete switch off leading to non-negligible power consumption when

the system is in standby mode. When it comes to the two-macro solution, it is shown

that the system can switch off completely, but it comes at the cost of high energy

consumption required to save and restore the system state in NVM before and after

a power intermission respectively. Using emerging NVM technologies and introducing

smart policies to reduce the amount of data needed to saved for each snapshot can turn

the two-macro solution into a very efficient approach. The nvSRAM technology seems

to offer lower VDDmin while reducing the energy required for the data to be copied from

the SRAM to the integrated non-volatile devices significantly. However, the fact that

the back-up operation is faster compared to the two-macro design comes at the expense
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of higher peak power which is a problem that still needs to be addressed efficiently [94].

Also, the complexity of the design and implementation of this kind of memory, poses

significant problems for its integration into modern systems.

Table 2.2 presents a brief comparison between the three different architectural ap-

proaches presented in this Section (two-macro, unified and hybrid). The impact of each

approach in terms of energy, time and area is summarised, along with the commercial

availability of each solution.

To summarise, even though the two-macro approach has some drawbacks compared

to the other solutions such as the long time and energy overhead for saving/restoring

the system state, it is currently the most widely adopted method due to the following

reasons:

� Speed and energy performance of SRAM which is typically used as the backbone

of a two-macro approach

� Simplicity of implementing a TPCS with off-the-shelf components and ordinary

microcontrollers

� Maturity and (un)availability of certain technologies such as nvSRAM

The following section presents the most common NVM technologies which are currently

being used in TPCSs or have the potential for being adopted in transient systems in the

future.

Two-macro Unified Hybrid

Energy

Normal mode N/A High Low
Save/Restore High N/A Low

Time

Normal mode N/A Medium Low
Save/Restore Serial - High N/A Parallel - Low

Area Normal Compact Compact (3D)

Available Yes Yes No

Table 2.2: Comparison of different NV approaches

2.4 Non-Volatile Memory (NVM) Technologies

As described in Section 2.3, adding non-volatility to a system requires the use of some

kind of non-volatile memory (NVM). Flash is the oldest NVM technology but research

has been conducted on emerging memory technologies such as Ferroelectric RAM (FRAM)

[95], Magnetoresistive RAM (MRAM) [96] and Phase-Change Memory (PCM) [97].
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Some of the most important parameters of NVM technologies are their access times

for read and write operations which define whether a memory is symmetric (equal read

and write times) or asymmetric (writing requires more time than reading). In addi-

tion, the term erasing refers to ensuring that the previously written values of a memory

block are erased (typically setting all bits to logic 1) before proceeding to a new write

operation.

The most widely used NVM technology is Flash which operates by erasing a block of

memory cells (page) before writing. The size of this page can range between several

bytes to a few kilobytes. A given number of pages form a sector, which is a larger block

of memory, and can be erased at the same cost of erasing a single page. Erasing is a

highly energy consuming process because it involves generating a voltage pulse using

a charge pump and this limits its endurance to approximately 105 cycles. Moreover,

Flash memory is asymmetrical, meaning that reading is faster and more power efficient

compared to writing data [98].

FRAM is a newer memory technology which can be found in modern microcontrollers

such as the MSP430FR series [55]. It uses a ferroelectric thin film which is polarised

by an electric field, offering the benefit of higher power efficiency when compared to

Flash memory. However, this technology has a limited lifetime (approximately 1012

R/W cycles), as the ferroelectric material wears out with the number of polarisations

it endures. The read operation with FRAM is destructive because it requires switching

the polarisation state to sense the current state. Due to this, the read and write cycles

require the same amount of time and energy, thus making FRAM a symmetric memory

[95].

A different symmetric NVM technology is Magnetoresistive RAM (MRAM) that uses

a magnetic tunnel junction as storage device, enabling unlimited number of read/write

cycles. In contrast to FRAM, the read operation is non-destructive, allowing shorter

read cycles and improved power efficiency [99].

Finally, Phase Change Memory (PCM) is an emerging NVM technology which is asym-

metric but does not require erasing, offering notably shorter read/write times and sig-

nificantly higher power efficiency compared to Flash. In addition, erasing each cell is

not a prerequisite before writing data which makes PCM an attractive alternative to

Flash [100].

The most relevant parameters of typical and emerging NVM technologies are summarised

in Table 2.3.
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Property/Type Flash[101] FRAM[101] MRAM[102] PCM[103]

Read time 70ns 50ns 3-20ns 48ns
Write time 10µs 50ns 3-20ns 150ns
Symmetric No Yes Yes No
Erase needed Yes No No No
Endurance (writes) 105 1012 >1015 1012

Maturity Established Production Production Testing

Table 2.3: Comparison of the properties of different NVM technologies

2.5 Software Approaches to Transient Computing

A new class of battery-less embedded systems is discussed in Section 1.1 called Tran-

siently Powered Computing Systems (or “transient systems”). In literature, these sys-

tems are also referred to as Intermittently Powered [104] or Normally-off [105, 106]

systems and their main aim is to enable forward execution progress despite the inter-

mittent and unpredictable nature of an EH source. To comply with the requirements of

modern wearable, implantable and IoT autonomous systems, however, their complexity,

volume, size and cost need to be kept at a minimum. As a consequence, employing large

energy buffers to tackle the dynamics of the input source, is not a viable option. Tra-

ditional computing approaches would not be able to achieve forward execution progress

as the computation would have to be restarted upon a power failure.

Various Transient Computing (TC) schemes have been proposed which attempt to en-

sure that the power failures do not disrupt the execution of the application. Some of

these schemes were implemented purely in the software layer, without introducing any

modifications in hardware, while others used a software/hardware combination in an

effort to increase the forward execution progress. This section presents the state-of-

the-art approaches to TC which fall under two categories; (a) task-based and (b) state

retention-based which are described below.

2.5.1 Task-based Approaches

Task-based approaches operate by dividing the application into atomically executable

tasks that can be completed using the energy stored in small capacitor(s). Therefore,

the total size of the capacitance of the system depends on the requirements of the longest

task. Energy is accumulated until the completion of the task can be guaranteed, followed

by the execution of the task and saving important data in NVM if needed. This Section

presents an overview of state-of-the-art task-based approaches.

A wireless identification and sensing platform, known as WISP, was proposed by Alan-

son P. Sample et al. [107] which is a sensing and computational platform, powered
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entirely by harvested RF energy. In this case, a 10µF capacitor is used so that the sys-

tem can sense, process and transmit data wirelessly. The energy availability is checked

before proceeding to packet generation which consists of sensing (ADC sampling) and

processing (Cyclic Redundancy Checking). Then, the system enters in low-power mode

(LPM) and waits for an RFID query to be received. Once this event occurs, the system

is ready to transmit the generated packet if there is sufficient energy. However, the

transmission is not guaranteed and the system might have to start with a new packet

generation once energy is available again. In addition, another drawback of this ap-

proach is the lack of adaptability as the energy required for the task is hard-coded and

only a single task can be performed. Therefore, the system would have to be redesigned

for minor changes in the task.

WISPcam is an example of a system based on the WISP platform [108]. A wireless

camera was implemented which is capable of capturing an image when there is sufficient

energy stored in a 6mF capacitor. An off-the-shelf boost charger and buck converter for

EH-powered applications is used in order to expedite the charging phase of the capacitor.

This system is built on a microcontroller which offers a fast data-transfer NVM (FRAM)

to allow storing the image before transmitting it wirelessly if there is adequate energy

in the capacitor. Figure 2.9 shows the power consumption of WISPcam for capturing,

storing and transmitting the image. A spike of >80mW is observed for 115ms while the

image is being captured and stored in NVM, consuming approximately 8.5mJ of energy.

Once this is complete, the camera is switched off and the system consumes <10mW for

transmitting the image over a time of approximately 3 seconds. Approximately 20mJ

are required for the entire process which lasts roughly 3.2 seconds.

As an example application, WISPcam was used to monitor analog pressure gauges,

placed at a hard-to-reach places in plant. However, as the sensor does not coincide with

the harvester, there is no guarantee that the event of interest (e.g. a sudden change in

Figure 2.9: Power consumption for capturing, storing and transmitting an image
using WISPcam. Reprinted from [108].
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the pressure) will be captured. In addition, as the system harvests RF energy but uses

a camera sensor to capture the image, there is some energy from the sensor could be

potentially used. Finally, it is observed that the size of the capacitor is relatively large

and the system relies heavily on the energy buffer to operate seamlessly.

Monjolo is an energy-harvesting energy meter proposed by Samuel DeBruin et al.

[109]. In this case, a current transformer is used both as the sensor and harvester of the

system, eliminating the need for an AC-DC converter. Once the voltage of a capacitor

exceeds a preset threshold value, the microcontroller unit and the transceiver of the

system are enabled. Subsequently, a counter value stored in NVM is incremented and

its value is transmitted wirelessly. As a consequence, the capacitor is discharged and the

process repeats from the beginning at the next power cycle. The receiver is then able to

estimate the load power using the activation frequency of the node, assuming that the

energy consumption for the activation of the node is constant.

A similar application to Monjolo named DoubleDip was proposed by Paul Martin et

al. [110]. DoubleDip is a water flow monitoring system which uses an EH thermoelectric

generator (TEG) for sensing changes in water flow as well as powering the system. This

design, however, features a rechargeable battery to enable operation when harvesting

energy from temperature differences is infeasible (e.g. the temperature of the flowing

water is not adequate). The same concept is adopted in Trinity, which is a heating,

ventilation and air conditioning (HVAC) monitoring system [111]. A piezoelectric energy

harvester is used to power the system and measure the air flow of the HVAC system.

However, even though the sensor coincides with the harvester, a rechargeable battery is

present to enable the system to cope with periods of inadequate harvested energy.

A wearable temperature sensor operating from harvested 2.45GHz Wi-Fi RF energy

was proposed in [112]. The device is able to sense temperature and transmit data back

to an access point. To make this feasible, two antennas are required; one for harvesting

and another one for transmitting, as shown in Figure 2.10.

Figure 2.10: Block diagram of wearable temperature sensor, powered by Wi-Fi
RF energy. Reprinted from [112].

eM-map is another task-based approach proposed by H. Jayakumar [113]. The ap-

plication is divided into different self-contained functions (i.e. tasks) and each one is

mapped to a different part of the memory (either VM, NVM or a combination) using

a “one-time characterisation” method. As a consequence, each function has its own
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memory segments (text, data and stack). A table holds information regarding the most

energy efficient memory mapping for each function. However, functions would still re-

quire initial characterisation which is a highly complex process and in some cases, the

most energy efficient solution requires migrating a function from NVM to VM which

adds a significant overhead.

A technique called Dynamic Energy Burst Scaling, known as DEBS, is proposed in

[114, 115], which is able to decouple the source and load power points. The energy re-

quirements for each task are pre-characterised and once adequate energy is accumulated

at the capacitor, the associated task is executed. In this way, very low energy buffering

is required, in line with the needs of each specific task so that the capacitor does not

hold excessive energy. An Energy Management Unit (EMU) is used to supply short

high-power energy bursts to the load, according to the needs of each component, even

in cases when the incoming harvested energy is not adequate for powering the system.

The benefits of this method include the ability of the system to operate even when the

input power is very low due to the absence of direct coupling between the source and the

load, enabling both the source and the load to operate at their maximum power point.

Also, as the energy storage element is smaller compared to similar approaches which

require larger energy buffers, the start-up time is reduced. In addition, as the EMU

offers a feedback loop, the optimal power point of the load is constantly being tracked

and the energy consumption is tailored to its specific needs. A case study built on DEBS

was presented, using a camera application similar to WISPcam. It was shown that the

imaging sensor is enabled when the voltage of the capacitor reaches 3V, while the mi-

crocontroller unit starts operating at 2V. To ensure reliable operation of the system, a

large capacitor (compared to other similar approaches) of 80µF was employed.

Another application of DEBS was proposed in [116] which presented a wearable, battery-

less vision sensor targeted at estimating walking speed. A solar cell is powering the

system and its operation relies on a 150µF capacitor. The vision sensor is mounted at the

glasses of the user and at least two consecutive images are taken in order to determine

the walking speed. Depending on the energy availability, the system is able to adapt

the sampling frequency to improve accuracy. However, the ability of this application to

estimate the walking speed reliably assumes little or no head movement while walking

which is very impractical in real life. In addition, the start-up time is greatly affected

by the size of the capacitor - an effect known as “cold start”.

It is shown that the value of the capacitance depends on the largest task for systems

based on DEBS. In [116] for example, 150µF of capacitance is required to ensure that

the system is able to acquire two consecutive images so that a speed estimation can

be made. In some other cases, the largest task might be able to be efficiently divided

into smaller sub-tasks, but the design would become more complicated as the worst case

energy consumption for each sub-task would have to be pre-characterised and taken into

consideration.
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In an attempt to address the cold start effect introduced by large energy buffers, a

federated approach to energy storage was proposed [117, 118]. The first one involves the

use of a separate capacitor for the core processing unit, and another for each peripheral

of the system. The charging of each capacitor is prioritised according to the importance

of the element associated with it. The second example ([118]) switches between two

capacitors of different size - a smaller one which is used for system start-up and the

execution of small tasks (e.g. sensing) and a larger one which is used for energy-hungry

tasks such as communicating with a base station. However, the area and complexity of

these systems is greatly increased as additional external circuitry is required for voltage

conversion and/or Maximum Power Point Tracking (MPPT). In addition, the size of

these capacitors depends on the energy requirements for each task and as a consequence,

scaling down might not always be possible if large tasks need to be executed. Finally,

the concept of Transient Computing aims to reduce the disadvantages and complexities

associated with including multiple or large energy buffers and these approaches do not

seem to be in line with this goal.

2.5.2 Approaches based on State Retention

Dividing the application in several tasks which can be completed in a single power cycle

is not a trivial process, especially for more complex applications. Moreover, as the size

of the capacitor depends on the longest task, adding a large capacitor cannot be avoided

in some cases. For this reason, several other approaches have been proposed based on

state retention. They operate by saving the system state in NVM (either statically,

using input from the programmer or reactively), in order to restore it once the power

supply recovers and continue from where the system left off.

2.5.2.1 Static Checkpoints

Mementos is a software approach designed for RFID applications which initially mod-

ifies the program at compile time by placing trigger points at specific points in the

program [33]. These trigger points then call some custom Mementos functions which

are able to estimate the available energy of the system at that specific point in time and

decide on whether a checkpoint will be created. Except from the trigger points however,

the main function of the program is wrapped within some code that enables the system

to restore its execution from the latest checkpoint created in the NVM (Flash memory)

when a power failure is detected. Depending on the nature of the program, these trig-

ger points can be placed either (a) within the loops of the code so that a trigger point

is created on each iteration of the loop as shown in figure 2.11, or (b) after each call

instruction which leads in an energy test each time a function is concluded. In addition,

there a timer-aided mode which involves the use of a timer which is used in conjunction

with the previous methods in order to ensure that the energy is measured at regular
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Figure 2.11: Mementos loop methodology. Reprinted from [33].

time intervals and also, the user can manually insert trigger points at any part of the

code. At run-time, Mementos utilises pre-existing analog-to-digital converters (ADCs)

which are normally used to detect changes in the environment such as the temperature,

in order to sample the voltage and compare it with a pre-defined checkpoint threshold

voltage. Unless the measured value is higher than the threshold, there is a need for a

checkpoint and the system backs up only the regions of the memory that are being used

when the trigger point is fired. These include the stack, the global variables and the

register file (stack pointer, program counter (PC), status register).

The drawbacks of this approach include:

� the frequency of trigger points, which in case of loop latch insertion in programs

with a large number of loop iterations, seems to be relatively high, meaning that

the power checks are performed very frequently leading to a significant time and

energy overhead,

� the size of checkpoints as it notably affects the time and energy required for a

checkpoint to be saved and restored,

� potential memory inconsistencies between VM and NVM, as shown in Figure 2.12,

which can have a dramatic impact on accuracy-dependent applications.

Figure 2.12 presents an arbitrary example of memory inconsistency due to the roll-back

occured after the power failure. In this case, buf and len are two variables stored in

Figure 2.12: Memory inconsistency due to checkpointing. Reprinted from [119].
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NVM and if a power failure happens before they are both executed, len gets updated

twice, leading into an incorrect result.

2.5.2.2 Programming Support

To tackle the issue of memory inconsistency presented in Figure 2.12, B. Lucia et al. pro-

posed a programming and execution model named “Death Is Not an Option” (DINO)

[119]. Nevertheless, this work requires the user to split the application into independent

tasks which can be linked to each other using checkpoints. Therefore, the user is re-

sponsible for ensuring that the boundaries of each task are properly defined. Depending

on the division of tasks, the user has to trade-off between the number of checkpoints

and the probability of a task not being completed due to energy starvation. Finally,

DINO introduces up to 2.7x run-time overhead which has a non-negligible impact on

performance.

With the same goal in mind, A. Colin et al. proposed a C language extension named

Chain [43]. This work requires the user to define the tasks (similarly to DINO) but the

sequence of execution must be specified as well, in a concept referred to as control-flow. In

addition, the NVM is divided into different channels and each task dictates which other

tasks can have access to the same region, offering static multi-versioning. In this way, the

execution flow of the application is restricted and data can be transferred consistently

among tasks, using the user-defined channels. However, this language dramatically

increases the complexity and time required for developing a transient application.

Recently, some of the authors of Chain, proposed Alpaca which is another extension to C

language [42]. Alpaca is following the steps of Chain, using tasks as the building blocks

of this programming model. Tasks are sequentially executed in a user-defined order,

while shared data is privatised by creating local copies from specific regions in NVM to

VM. The VM is used only as a buffer and the updated values are then committed to

NVM once the task is complete, discarding the “privatised” space in VM. The need for

static-multi versioning is no longer required and the memory is used in a more efficient

way.

Software-based approaches which depend on the insertion of trigger points (such as

Mementos) require the use of specialised compilers based on the Low-Level Virtual

Machine (LLVM) framework [120, 121]. These compilers are capable of scrutinising and

optimising the program code at all phases of a software lifetime (static, on-line and

idle-time) in a transparent manner for the user.

Ratchet is a compiler proposed by J. Van Der Woude et al. [35], based on the LLVM

infrastructure. It operates by automatically adding lightweight checkpoints in strategic

parts of the code, to avoid memory inconsistency due to roll-backs occurred after a

power failure. In this case, the program is split into idempotent sections (not affecting
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the memory contents of each other) which are connected with checkpoints, ensuring

correct operation across multiple power cycles. The boundaries of each idempotent

section are found by identifying Write-After-Read (WAR) instruction sequences to the

same memory location [122]. However, the overhead of this approach is greatly increased

in case of infrequent power failures, as the proper execution of the application depends

on the existence of checkpoints which are unnecessary in this case.

An extension to this work is named Chinchilla [123]. The same process is followed to

insert checkpoints automatically into the source code, but a run-time system is used to

detect the necessity of each checkpoint. A timer which defines when a checkpoint should

be saved is employed. All checkpoints that fall within the time period that the timer

is running are avoided. The system tries to maximise the timer value to avoid saving

redundant checkpoints using learning process that involves “trial-and-error”. Therefore,

there is practically no guarantee that the system state will always be saved before a power

failure as the characteristics of the EH source are unpredictable.

2.5.2.3 Reactive

QuickRecall [88] is a hardware/software approach which was the first implementation of

a transiently powered system which replaced Flash memory with unified Ferroelectric

RAM as shown in figure 2.13. An external comparator is used to monitor the input

voltage and when it falls below a preset threshold voltage, a signal is sent to the MCU

to trigger the state retention process. In this case, the program state (i.e. all variables,

heap and stack) is stored in FRAM instead of the traditional way of storing only the

text segment on the NVM and all other segments in a volatile memory such as SRAM.

This means that when power is lost, all the important data is saved in-situ at the NVM

which behaves both as RAM and ROM in this case. Consequently, data can be read

Figure 2.13: Conventional vs QuickRecall mapping. Reprinted from [88].
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from the exact same addresses upon wake-up which results in no energy overheads for

saving/restoring the main memory as there is no serial transfer of data between the

volatile and the non-volatile counterparts of the system.

When it comes to the processor state, QuickRecall moves the data of the register file

(program counter (PC), stack pointer (SP), status register (SR) and the general purpose

registers (GPRs)) to the NVM without taking into account which GPRs were in use at

the point of time when the power failure occurred so that the process remains lightweight.

Finally, the settings of the microcontroller and its peripherals, including the directions

and functions of the general purpose input/output and the characteristics of the clock

need to be stored in the NVM so that the last known state can be loaded instantly

when the system is powered up. In order to enable the system to perform all of the

processes mentioned above, the programmer needs to use some custom QuickRecall

global variables in order to store the state when needed and make sure that the memory

is partitioned in the same way each time the system is rebooted.

The drawbacks of using this approach include the fact that the read and write times of the

Ferroelectric RAM are longer compared to SRAM as mentioned in Section 2.4, and also,

the energy used per read/write operation in “normal” mode is higher than traditional

SRAM. Finally, the fact that the data of all GPRs is transferred to NVM regardless of

whether they contain important information for the execution of the program comes at

the expense of time and energy.

A different approach was proposed by Balsamo et al., named Hibernus [36]. In this

case, the on-chip comparator is used to monitor the input voltage of the system. As

this is a two-macro approach, the system state (main memory and registers) needs to

be saved in NVM (FRAM, similar to QuickRecall). Therefore, once the supply voltage

falls under a certain threshold level (VH) as shown in figure 2.14, a hardware interrupt

is created in order to save a snapshot and then enter hibernation mode. The inverse

method is used in order to restore the state of the system once the supply voltage rises

above a specific restore threshold level (VR). The data is then copied from the NVM

Figure 2.14: Operation of Hibernus. Reprinted from [36].
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back to the main memory and registers so that the processor can continue from where

it left off before the power interruption. Due to the fact that FRAM is faster and more

energy efficient compared to Flash, it was shown that the decoupling capacitance of the

circuit (20µF) was adequate to save the data from all the registers and volatile memory

to FRAM. In addition, it was proven that the time overhead was at least 76% shorter

and the energy overhead at least 49% lower compared to Mementos.

However, the entire main memory as well as all registers of the system (general-purpose

and core) are saved in FRAM leading into a significant overhead as the data is transferred

serially between the volatile and the non-volatile component of the system. In addition,

the absence of selectivity when it comes to the data being captured in each snapshot

means that redundant and unnecessary data are saved in NVM which has an impact

on the energy and time required for the whole process to be executed. Moreover, this

system lacks the ability to adapt the threshold voltages used to create the interrupt

in order to save its state according to the energy required for each specific snapshot.

Finally, the state of the peripherals external to the processing element is not saved in

NVM and as a consequence, the correct operation of the system cannot be guaranteed.

Figure 2.15 shows an example of a potential failure which happens when attempting to

sample a sensor which has not been configured after a power outage has occurred.

Figure 2.15: Failure of typical transient systems dealing with external periph-
erals after a power outage. Reprinted from [27].

To address this challenge, A. Rodriguez et al. proposed RESTOP [27] which is a mid-

dleware between the main application and external peripherals. RESTOP is capable of

retaining the state of multiple external peripherals with digital interface such as SPI and

I2C in a lightweight manner. This is achieved by monitoring the peripheral instructions

and keeping a history table which enables the reconfiguration of the peripheral after a

power failure.

ECON is a hardware/software-based approach proposed by B. Cassens and operates in

a similar way to Hibernus and takes into consideration external peripherals too [124]. A

custom Power Control Unit (PCU) is used to detect imminent power failures and control

the power supply of the elements of the system. An interrupt is generated to notify the
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processor of a forthcoming power outage and the state of the processor and peripherals

is saved in FRAM memory. A larger capacitance compared to Hibernus is required due

to its ability to deal with the external peripherals effectively.

Hibernus++ [37], which is an updated version of Hibernus, managed to tackle many

of the obstacles pointed out earlier. First and foremost, the threshold voltage at which

the back-up operation is initialised can be dynamically adjusted during run-time by ob-

serving the decoupling capacitance of the system to ensure that even if an unpredictable

power outage occurs, there will be sufficient energy to create the snapshot. In order

to make this feasible, a calibration routine was proposed which takes into account the

worst case scenario of every peripheral being activated at the same time.

Furthermore, a similar strategy was followed for the wake-up operation where the input

source is classified as either high-power or low-power depending on its ability to deliver

energy directly to the load i.e. run the microcontroller. The restore threshold voltage is

adjusted according to the classification of the source so that the system does not go back

to sleep mode upon wake-up in case of a low power input as an example. Also, there is a

check for stable voltage detection which is able to detect when the internal capacitance

is fully charged so that the system can wake up even when the source is classified as low-

power. It was shown that the energy and time overheads of Hibernus++ compared to

the approaches mentioned earlier (Mementos and QuickRecall) were significantly lower.

Finally, the system was validated using real energy harvesters such as a micro-wind

turbine and a micro-PV cell as its input sources. The flowchart of this system is presented

in figure 2.16.

Figure 2.16: Flowchart of Hibernus++ operation. Reprinted from [37].
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Hypnos [125] proposed an ultra-low power sleep mode for microcontrollers with SRAM

memory, without saving the system state in NVM. This approach is based on the fact

that the on-chip SRAM memory cells can retain their data at a much lower supply

voltage which can be up to 10x lower compared to the typical operating voltage of the

platform. This is achieved by applying extreme voltage scaling to the system, when the

microcontroller enters sleep mode. However, in case the input power is unavailable for

a significant amount of time, the system is unable to retain the data and the forward

progress is lost.

2.5.2.4 Selective State Retention

Most software-based approaches mentioned in this section save the entire volatile state

without considering what is actually required, leading into a sub-optimal state retention

process (Hibernus/Hibernus++ and Mementos) or inefficient use of NVM (QuickRecall).

Figure 2.17(a) shows how a typical TPCS (such as Hibernus/Hibernus++) saves and

restores the entire RAM memory, including the heap segment and unallocated space.

However, they do not consider any smart policies to identify the unallocated space,

introducing a significant amount of time and energy spent on retaining unnecessary

information. Furthermore, they consider the NVM to be somewhat ideal, whereas in

practice the characteristics of different NVM technologies can have a significant impact

(a) Complete State [36, 37] (b) Allocated State [46]

Figure 2.17: Existing state retention approaches illustrating a) Complete State
and b) Allocated State.
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on efficiency. Using a universal state retention policy, without regard for the NVM tech-

nology, results in spending a considerable amount of time and energy for the retention

process.

Recently, Bhatti et al. [46] proposed a selective policy for efficient state retention which

dynamically identifies the unallocated space and only saves to Flash memory the parts

of the main memory being used by the main application. For the rest of this thesis, this

policy will be referred to as Allocated State (see Figure 2.17(b)), while the system state

being saved in NVM will be referred to as an image.

Even if the Allocated State is saved in NVM however, reducing the amount of data being

saved in NVM, it does not offer significant benefits for complex applications that require

a considerable amount of allocated memory. More importantly, some data will remain

unchanged between two power cycles which means that energy will be spent for saving

them, even though they already exist in the NVM from a previous checkpoint/snapshot.

An early attempt to address this challenge was proposed by F. Aoudia [51]. A technique

named incremental checkpointing is used, focussing on Mementos. Two arrays of point-

ers (saved in NVM) which contain information regarding the latest and the previous

version of the system state are required. These arrays are compared after the system

state has been restored to find out which parts of the memory have changed and need

to be kept. A “garbage collector” is a bitmap keeping track of the free parts in memory

that can be used for subsequent checkpoints. However, even though the authors refer

to a system using Flash memory, they do not specify the method for erasing these cells

before they can be reused. The overhead for this operation for non-consecutive blocks

of memory would be prohibitive for the use of incremental checkpointing. Finally, in the

experimental evaluation of this technique, it is assumed that only 20-25% of the main

memory is changing which does not always reflect real-life conditions.

2.5.3 Save/Restore Voltage Thresholds

Currently, there are two different methods for measuring the input voltage: (a) using

a comparator circuit (internal or external) as shown in Hibernus/Hibernus++ [37] and

QuickRecall [38] and (b) using a pre-existing ADC to poll the input voltage when a

trigger point is reached, as shown in Mementos [33]. Using the on-board ADC is more

energy consuming compared to the external comparator circuit which uses approximately

1µA at 2V. However, the external comparator circuit comes at the cost of an additional

area overhead as it consists of a comparator, two analog switches, and a bank of resistors

which is used to adjust the reference voltage.

One of the most important parameters of TPCSs is the threshold voltages at which the

system starts its state retention process or restores the system state in order to continue

its operation - referred to as hibernation threshold voltage (VH) and restore threshold
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voltage (VR) in [36]. As an example, if the hibernation threshold voltage was set at

a higher level than required, the system would have an excess time and energy after

saving the system state. This time and energy would be wasted as the system would

have completed the state retention process and it would not proceed with the execution

of any additional instructions. The figure of merit for transient systems is the forward

execution progress for a given amount of input energy. To maximise the energy spent

on useful computation, the system needs to ensure that the least amount of energy is

spent on saving/restoring the system state.

To make this feasible, the following conditions need to be met:

� The system should be able to identify the parts of memory that need to be saved,

to avoid redundant NVM writes and

� The hibernation threshold voltage needs to be adjusted in run-time, to match the

specific needs of each individual snapshot.

2.5.4 Software Tools Facilitating TPCSs

As the behaviour of transient systems is different compared to traditional battery-

powered systems, their study can become very complicated or inaccurate unless the

special “transient” effects of the EH source are taken into consideration. For this rea-

son, many software tools such as compilers, debuggers, simulators and programming

languages have been developed to facilitate the design and implementation of transient

systems.

2.5.4.1 Emulators

Ekho is a general-purpose EH emulator capable of recording the IV curves of real-life

energy harvesters (such as solar, RF and kinetic) and recreating these conditions in a

controlled environment [126]. This enables the system designers to test their products in

pragmatic scenarios, giving them the ability to repeat experiments for an infinite number

of times. Figure 2.18 shows the three different implementations of the Ekho emulator.

The left image (a) presents the desktop version (Analog Front-end) which can be used

both for recording and emulating the captured traces. Micro Ekho (b) shows the mobile

version of the recording module which is 9x smaller compared to the Analog Front-end.

It comes as an autonomous battery-powered device which can be used outdoors without

the need for a PC connection. Finally, the right image shows an all-in-one device which

offers both recording and emulating and can be used as a Teensy ARM daughter board.
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Figure 2.18: Different implementations of the Ekho emulator. Reprinted from
[126].

2.5.4.2 Simulators

Simulating the behaviour of transient systems using existing simulators is a challenge.

For this reason, several attempts have been made to enable accurate analysis of the

performance of systems powered by transient EH sources. As an example, SIREN

[127] is an instruction-level simulator targeted at the MSP430 family of products, based

on MSPsim [128]. As it was developed by some of the authors of [126], SIREN is

using models of the MSP430 and common hardware peripherals such as accelerometers

and transceivers, in conjunction with the traces recorded by Ekho to offer an accurate

simulation of a TPCS.

Another tool based on TOSSIM [129], which is a simulator for entire TinyOS applica-

tions, was proposed by M. Alizai et al. [130]. This work presents a framework which

enables accurate modelling of EH sources and energy transfer, aiming to accelerate the

design of relevant applications, protocols and software. Finally, architectural approaches

to Transient Computing such as Non-Volatile Processors require modified simulators in

order to accurately evaluate their performance and energy efficiency. NVPsim [131]

is a NVP simulator based on the infrastructure of gem5 [132]. This tool gives the de-

signer the ability to change the NVM technology and size of on-chip memory, while

experimenting with various state retention techniques and energy storage sizes.

2.5.4.3 Debuggers

Debugging a transient system poses significant challenges to designers as traditional

debuggers would have to be restarted upon a power failure. Energy-interference-free

Debugger (EDB) is a hardware and software platform which enables monitoring and

debugging a TPCS, without influencing its energy state [133]. EDB operates by decou-

pling the debugger and the device under test (DUT) so that there is no energy exchange

between the two. In this way, the DUT can be exposed to power outages without af-

fecting the debugger. In addition, software libraries assist the designer in effectively

investigating bugs caused by the transient nature of the input source.
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2.6 Architectural Approaches for Transient Computing

Except from software approaches however, research has been conducted on the impact of

different architecture designs in transiently-powered computing systems. Ma et al. [41]

showed that a different design must be followed depending on the type of the input source

(RF, piezo, thermal and solar) in order to compare various input source/architecture

combinations so that maximum forward progress can be achieved. In this paper, it

is shown that when using a non-pipelined processor, the on-demand selective back-up

method seems to be the most energy efficient solution when dealing with a relatively

stable input. Also, forward progress is the figure of merit for TPCSs which implies

that the maximum available energy must be consumed in computation. Consequently,

applying the most low-power techniques at all times, without being able to adjust the

processing power when the available energy is high, does not always lead to maximum

forward progress. For this reason, even though out-of-order processors are usually not

preferred for energy harvesting applications due to their high energy consumption, in

some cases they can be beneficial due to their greediness.

Ma et al. proposed a smart matching architecture system which is able to dynamically

select among 3 distinct cores with different architectures (no pipeline, n-stage pipeline,

out-of-order) according to the input power profile using the data they acquired from their

architecture exploration [50]. A power prediction scheme is used which can forecast the

incoming power once every 200ms and then the systems adapts to the prediction to

ensure that forward progress can be maximised by utilising as much energy as possible.

However, only one microarchitecture can be used at a time (i.e. one core is active) which

means that the area overhead is very significant. Also, it was shown that even though

the transition from the NP/NSP architectures to OoO is smooth due to the fact that

it occurs when there is excess power and the source is relatively steady, switching from

OoO to NP/NSP is a complex procedure as the order of the unexecuted instructions

would have to be reverted back to its original state. Consequently, the minimum amount

of energy that is demanded in order for this process to be initialised is relatively high

and the time needed for the transition cannot be considered as negligible.

Also, the need for a prediction mechanism along with the cost of switching to another

microarchitecture every 200ms in case the input source is unpredictable, would lead to a

considerable energy and time overhead that would counterbalance the gains of adapting

to the source. In contrast, in case the harvested energy has a relatively predictable

profile, switching between microarchitectures would not be beneficial as a specific core

would be used for the vast majority of times.

Other works focused on addressing the drawbacks of frequent checkpointing or saving the

system state in a serial way before a power failure. As a result, Non-Volatile Processors

(NVPs) targeted at EH-powered systems have been proposed [135]. NVPs typically
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incorporate non-volatile elements in registers so that the state of the processor can be

sustained without the need for time consuming and complex techniques.

Y. Wang et al. presented the first fabricated NVP in 2012. All core registers and

the register file (128 bytes) were substituted by non-volatile ferroelectric flip-flops. A

flip-flop controller (FFC) is designed which is responsible for passing a sleep/wake-up

signal to the flip-flops. The system is able to perform a sleep routine in 7µs, while

restoring the state requires only 3µs. Figure 2.19 shows the overall architecture of the

proposed NVP. It is observed that most parts of the design are non-volatile but the

main memory is still susceptible to power failures. In addition, all registers need to be

accessed simultaneously to achieve these results and as a consequence, the instantaneous

peak power during saving/restoring the state can cause instability to the system.

Another NVP design is presented in [136]. This design is built around an ARM Cortex-

M0 core and uses a very similar approach to [134]. A total of 2537 flip-flops contain

non-volatile logic and the authors report an energy consumption of 4.72nJ in 320ns for

saving the state and 1.34nJ in 384ns for its restore. Other similar designs are proposed

in [137, 138] which incorporate a different type of NVM (Magnetoresistive RAM) and

[139, 140] which are using Resistive RAM (RRAM).

All approaches discussed in this section depend on the use of non-volatile elements

incorporated into traditional flip-flops, giving birth to a new category of devices called

Non-Volatile Flip-Flops (NVFFs). NVFFs are fabricated using ferroelectric logic in order

Figure 2.19: Overall architecture of NVP based on ferroelectric flip-flops.
Reprinted from [134].
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Figure 2.20: NVFF with state comparing module design. Reprinted from [142].

to store the data of the flip-flop when power is lost. However, ferroelectric materials

have a limited lifetime as each read/write access degrades the material. For this reason,

attempts have been made in order to address this challenge, resulting into achieving

unlimited read cycles [141]. Nonetheless, the relatively small number of write cycles

that the device can withstand still remains an obstacle that needs to be overcome so

that the NVFFs can become a viable solution.

Wang et al. suggested the use of a compare-and-write ferroelectric NVFF which uses a

state comparison module that compares the value already stored in the non-volatile part

of the cell with the next value to be written [142]. Unless these values are different, the

write operation is aborted and it was shown that this method can save energy by reducing

the unnecessary write operations by 40-80%. Moreover, it can extend the lifetime of the

device significantly, which was a major concern. The design of a NVFF (named Improved

Ferroelectric Capacitor Flip-Flop - IFC-FF) with the integrated comparing module is

presented in Figure 2.20, which shows that there is a significant area overhead when

these flip-flops are widely used.

To be specific, it was found that replacing all the flip-flops in a design with NVFFs adds

a significant overhead in terms of area that can reach 90% for a 8051 microprocessor

[48]. Consequently, a more sophisticated solution would have to be considered in order

to tackle this issue as except for the area, there is a significant additional manufacturing

cost.

An alternative method to save the system state when a power failure is detected is to

compress the data of the registers before moving it to the NVM block. In this case,

the number of non-volatile registers used is reduced to ensure that the area and energy

overheads are limited. The use of central compression module was introduced by Wang
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Y. et al. in 2012 which successfully reduced the number of NVFFs by 4 times and the

area of the whole design by 43% [48]. A parallel run-length codec was designed (PRLC)

in order to reduce the time required for the compression and it resulted in 5x faster

compression compared to a traditional run-length codec.

However, the fact that the PRLC compresses the data serially results in relatively long

compression and back-up time and for this reason, an alternative approach named

segment-based parallel compression (SPaC) was proposed later by Sheng et al. [49].

Instead of fully replacing all the registers of the processor or using a centralised com-

pressor, this method proposes dividing the data that needs to be compressed into partial

compressors. As a result, the time required for the compression and back-up can be re-

duced by parallelising the operation. In this way, a trade-off between speed and area can

be made depending on the number of compression modules that will be employed and

consequently, the amount of flip-flops that will be compressed and backed up in parallel.

An offline algorithm is used initially in order to group together the registers that will use

the same compression module (CM). During run-time, there is an online load balanc-

ing algorithm which ensures that the load is distributed evenly among the CMs, taking

into account the dynamic variations so that the compression time is reduced as much

Figure 2.21: Comparison between (a) full replacement, (b) PRLC and (c) SPaC.
Reprinted from [49].
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as possible. It was shown that the back-up process was accelerated by 83% compared

to its predecessor (PRLC) and the area overhead was decreased by 16% with respect

to the replacement of all flip-flops. Nevertheless, it should be noted that the energy

consumption was not the primary point of focus for the compression approaches, as the

results mainly focused on decreasing the area overhead.

The different architectures discussed above can be summarised in figure 2.21.

2.7 Summary and Discussion

A summary of the most common state-of-the-art transient approaches which include

Mementos [33], QuickRecall [38], Hibernus [36] and a NVP [40] is presented in Table

2.4. The most important parameters which affect the system state retention technique

employed by each of these approaches are presented in this table. Each approach has its

advantages and disadvantages; for example Hibernus is the only approach which does

not use an additional energy buffer but blindly saves the entire system state in NVM,

while the custom NVP design offers all-in-parallel back-up - potentially - with selectivity

but reliability remains a challenge.

Property / Approach Mementos QuickRecall Hibernus NVP

NVM Flash FRAM FRAM RRAM
Technique Checkpointing In-situ Snapshot In-situ

Input Monitoring ADC
External

Comparator
Internal

Comparator
Internal

Comparator
Selectivity No No No Yes

Data Saved
Global variables

Stack
Register file

Register file
Entire RAM
Register file

N/A

Serial/Parallel Serial N/A Serial Parallel
Extra energy buffer Yes Yes No Yes

Table 2.4: Summary of most common TPCSs approaches, highlighting the most
relevant parameters regarding their system state retention techniques.

Some applications of modern autonomous embedded systems require that these systems

are low-cost and small, and have a long lifetime without the need for maintenance

[16, 17, 18]. A new class of battery-less systems named Transiently Powered Computing

Systems seems to be a suitable candidate for addressing these challenges due to their

ability to sustain computation despite the variable and unpredictable EH source [76].

This Chapter has presented a wide range of approaches to Transient Computing, de-

scribing state-of-the-art implementations of such systems. It was shown that there are

several memory architectures (i.e. two-macro, unified or hybrid) and NVM technolo-

gies (e.g. Flash and FRAM) commercially available which support state retention in

transient systems [56, 143, 144]. Depending on the selected memory architecture and/or
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NVM technology however, different parameters need to be taken into consideration when

designing such a system. In addition, a range of opportunities for efficient state retention

are created due to the intrinsic properties of each architecture/technology combination.

If a hybrid architecture is selected, state retention can be performed in an “all-in-parallel”

way and the cost for saving the system state would be minimised [39]. However, with the

instability which can be caused by this architecture and its commercial unavailability,

it becomes an unfavoured solution [91]. A unified solution reduces the complexity of

saving the state as there is no need for a state retention process for the main memory

[88]. However, it was shown that using a NVM technology (such as FRAM) as main

memory, introduces a significant energy and time overhead [145].

For these reasons, most modern TPCSs feature a two-macro approach, using different

NVM technologies such as Flash and FRAM [33, 36, 37]. However, these approaches

typically save the entire system state, without regard for the segments of memory being

used by the application. To address this challenge, selective software-based policies were

introduced in an attempt to make the state retention more energy efficient [46, 51, 146].

However, they consider the NVM to be ideal and do not take into account the funda-

mental characteristics of each technology such as the cost of erasing a Flash memory

before writing. Moreover, the parts of memory that need to be saved are typically only

identified after the hibernation threshold voltage has been reached. That means that

even if less energy is spent for saving the system state, the excess energy cannot be used

towards useful computation. Even in cases when the hibernation threshold voltage is

adjusted in run-time, however, the processor is occupied in order to keep track of the

memory changes [146].

Based on the analysis made in this Chapter, it is shown that modern transient systems

do not offer energy and time efficient state retention methods, limiting the potential

benefits of transient systems. By optimising this process, TPCSs can spend a greater

amount of energy towards useful computation and maximise their ability to achieve

forward execution progress. The following Chapters present research carried out in

order to address this challenge both in the software and hardware layer.



Chapter 3

Software Policies for Energy

Efficient System State Retention

The time and energy that transient systems require in order to save the system state

when a power failure is imminent, so that it can be restored when there is power avail-

ability, is a matter of utmost importance for TPCSs. The energy efficiency of these

systems strongly depends on the amount of energy they spend during the saving/restor-

ing process.

Traditional TPCSs have a universal state retention policy regardless of the properties

of the NVM technology and consider the NVM to be ideal. In reality, intrinsic charac-

teristics of various NVM technologies such as symmetricity and need to erase play an

important role in the energy requirements for saving a checkpoint/snapshot.

Existing policies such as Allocated State are analysed in Section 3.1, to highlight their

inefficiency when implemented on specific types of NVM. Subsequently, it is shown that

depending on the NVM technology used in such a system, a different state retention

policy needs to be employed. Novel selective state retention policies are introduced

in Section 3.2 which are designed by exploiting the characteristics of different NVM

technologies (discussed in Section 2.4). The experimental evaluation of existing and

novel policies on two different platforms is presented in Section 3.3.

3.1 Existing State Retention Policies

This section presents the state retention policies typically used in modern TPCS. Their

behaviour when applied to different systems is analysed by mathematical models which

identify their inefficiency.

43
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3.1.1 Complete State Policy

To understand the energy requirements for saving the system state, it is useful to break

down the total energy required into smaller components, depending on the state retention

policy that the system offers. When the entire system state which includes the whole

RAM memory (referred to as the Complete State policy in this thesis) is saved to a

NVM without erase cost, the energy requirement is described by the following equation:

ESave CS = M · (PRVM
· tRVM

+ PWNVM
· tWNVM

) (3.1)

where ESave CS is the total energy required for saving the system state, parameter M

represents the size of main (volatile) memory in bytes, while PRVM
and tRVM

refer to

the power and time required to read a byte from the VM. Finally, PWNVM
and tWNVM

describe the power and time required to save a single byte to NVM (NVM technology

dependent).

The equation that describes the energy required to restore the system state when the

power is available again is given by:

ERest CS = M · (PRNVM
· tRNVM

+ PWVM
· tWVM

) (3.2)

In this case, the process is inverted; data is read from the NVM and written to the VM,

hence parameters PRNVM
, tRNVM

refer to the power and time required to read a byte

from the NVM, while PWVM
and tWVM

describe the power and time needed to write a

byte to the VM of the system.

However, when the traditional Complete State policy is applied to a system which fea-

tures a NVM technology with erase cost, equation 3.1 becomes:

ESave CS = P erase · terase +M · (PRVM
· tRVM

+ PWNVM
· tWNVM

) (3.3)

where Perase and terase represent the power and time required for the erasing process of

the NVM.

Even though the typical values for the parameters used in the previous equations can

vary significantly depending on the NVM technology and platform, table 3.1 contains

information that can be used to model the energy consumption of a TPCS for the

state retention process. Three different NVMs are considered; Flash, FRAM and PCM.

They are good examples of NVM technologies which exhibit different properties such as

symmetricity and need to erase before writing.
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Property FRAM[147] Flash[101] PCM[103] SRAM[148]

Perase 8mW
terase 100ms

PRNVM
2.5mW 6mW 2.5mW

TRNVM
120ns 70ns 48ns

PWNVM
2.5mW 7mW 3mW

tWNVM
120ns 10µs 150ns

PRVM
1mW

tRVM
10ns

PWVM
1mW

tWVM
10ns

Table 3.1: Typical values for reading/writing data from/to different NVM tech-
nologies.

An estimation of the energy requirements for saving the system state can be made using

the typical parameters presented in table 3.1, depending on the state retention policy

used. Assuming a platform with main memory size of 4kB (parameter M ) which is

a typical value for a modern low-power microcontroller, the energy consumption for a

complete system state retention can be estimated for different NVM technologies. As

an example, for a system featuring FRAM memory, the energy consumption is expected

to be 1.3µJ, while a system with Flash memory would consume approximately 1.1mJ to

perform the same process. It is important to note that in the case of the system with

the Flash memory, the cost for erasing (0.8mJ) is expected to account for approximately

73% of the total overhead.

As a consequence, in order to reduce the total amount of energy spent for saving or

restoring the system state, the state retention policy needs to focus on:

(a) reducing the amount of data being saved and restored to/from the NVM and hence

reduce the effective M and

(b) reducing the cost for erasing before writing, in case of a NVM technology with erase

cost. This cost is not a function of M and therefore, to minimise the overhead

that the erasing process is contributing, the number of times the memory is being

erased needs to be decreased.

3.1.2 Allocated State Policy

The Allocated State policy was the first attempt to introduce selectivity in saving the

system state of transient systems [46]. As explained in Section 2.5.2.4, the Allocated

State policy works by distinguishing the memory segments that the main application

is using, in order to reduce the amount of data being saved and restored to/from the
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NVM on every power failure. This policy, however, was only validated using a platform

featuring Flash memory, while the erase cost of this NVM technology was not taken into

account so that its effect would be more evident. Nevertheless,

The amount of allocated memory is defined as:

m = α ·M

where α is the proportion of the total size of the main memory (parameter M ). For

a system with a NVM technology without an erase cost, the Allocated State policy is

described by the following equation:

ESave AS = P track · ttrack +m · (PRVM
· tRVM

+ PWNVM
· tWNVM

) (3.4)

where Ptrack and ttrack refer to the power and time required for tracking the end of the

heap segment (using a malloc and free combination) and the top of the stack.

In contrast, when a NVM technology with erase cost such as Flash is used, equation 3.4

becomes:

ESave AS = P erase · terase + P track · ttrack +m · (PRVM
· tRVM

+ PWNVM
· tWNVM

) (3.5)

The energy required to restore the system state when using the Allocated State pol-

icy depends solely on the size of allocated memory space. Consequently, similarly to

equation 3.2, the energy requirement is given by the following equation:

Figure 3.1: Modelled energy requirement for saving/restoring the system state
using the Allocated State policy, applied to a system featuring NVM without
erase cost (equation 3.4), using typical parameters of FRAM.



Chapter 3 Software Policies for Energy Efficient System State Retention 47

ERest AS = m · (PRNVM
· tRNVM

+ PWVM
· tWVM

) (3.6)

Equations 3.4-3.6 are used with the typical parameters presented in table 3.1 to model

the energy cost for saving the system state using the Allocated State policy. In this case,

the cost for tracking the end of the heap segment and the top of the stack (Ptrack · ttrack)
can be neglected as it is expected to account only for a small proportion of the total

energy cost. The value of parameter m is being swept, to model different percentages

of memory usage by the main application.

Figures 3.1 and 3.2 show the relationship between the energy required to save and restore

the system state and the percentage of allocated memory when the Allocated State policy

is applied. The first figure shows the expected effect of this policy both in terms of saving

and restoring the system state on a TPCS with a NVM technology without erase cost,

using typical parameters of FRAM from table 3.1. In this case, it is expected that the

overhead for saving or restoring the system state can be reduced by up to 9x, when only

a small portion of the main memory is used (e.g. 10%).

Figure 3.2 shows the expected energy requirements for saving and restoring the system

state when the same policy is applied to a TPCS featuring a NVM with erase cost such

as Flash, using the typical parameters of Flash from table 3.1. To be specific, Figure

3.2(a) highlights the expected cost of erasing when a NVM technology with erase cost is

used. It is shown that energy savings of up to 24% can be achieved compared to saving

the entire system state (with 10% allocated memory), but the erasing process always

accounts for over 73% of the total cost for saving the system state (Figure 3.2(a)).

(a) Saving system state (equation 3.5) (b) Restoring system state (equation 3.6)

Figure 3.2: Modelled energy requirement for saving and restoring the system
state using the Allocated State policy, applied to a system featuring NVM with
erase cost, using typical parameters of Flash.



48 Chapter 3 Software Policies for Energy Efficient System State Retention

To highlight the need for new software-based state retention policies, the (existing)

Allocated State policy was implemented on two different platforms from different manu-

facturers; the NXP LPC812 (Flash) and the TI MSP430FR (FRAM). The NVM tech-

nologies featured on these microcontrollers are good examples of technologies used in

modern embedded systems. Flash is a well-established asymmetric memory with erase

cost, while FRAM is a popular symmetric technology without an erase cost, as explained

in Section 2.4.

Figure 3.3 shows the Allocated State policy applied to different software applications,

where the time and energy required to save the system state are experimentally mea-

sured. It is shown that Allocated State policy allows for substantial energy time and

energy savings when used with NVM technologies that do not require erasing (such as

FRAM). Figures 3.3(a) and 3.3(b) demonstrate that the cost for saving is proportionally

reduced with the size of allocated memory, when compared to saving the entire memory.

However, when this policy is implemented using Flash memory (as in [46]), it is far

less effective. In this case, the overhead due to the erasing process which is typical for

Flash memory remains constant regardless of the circumstances but it is not taken into

account in this paper [46].

(a) Saving time (FRAM) (b) Saving energy (FRAM)

(c) Saving time (Flash) (d) Saving energy (Flash)

Figure 3.3: Time and energy overhead of Allocated State on FRAM/Flash-based
systems.
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The issue related to the erasing cost with Flash memory is highlighted in Figures 3.3(c)

and 3.3(d). Here, the saving process is strongly affected by the erasing process which

counts for up to 94% of the total cost for saving. The dark blue parts of this chart

represent the cost for the erasing process which is approximately 675µJ and 100ms.

Even in the extreme case of saving the entire system state (as shown in Complete State),

the time and energy cost for erasing the memory exceeds the cost of the actual saving

process.

Therefore, it is concluded that more sophisticated system state retention policies need

to be applied to transient systems, depending on the fundamental characteristics of their

NVM technology, to increase the energy efficiency such systems.

3.2 Novel State Retention Policies

In this section, a range of policies are proposed which are based on two principles: (a) for

NVM technologies with erase cost, the available NVM is filled with concatenated images

until it is full and (b) for asymmetric read/write memory technologies, only data that

has changed since the last restore is saved to the NVM. The presented policies consider

the fundamental properties of different NVM technologies (as discussed in Section 2.4)

and the usage of NVM by the main application (percentage of memory allocated and

amount of randomly changed cells).

3.2.1 Multiple Allocated State Images (MASI)

As explained in Section 3.1, the Allocated State policy works efficiently with NVM tech-

nologies that do not need erasing (e.g. FRAM, MRAM). However, this policy does

not offer significant benefits when applied to Flash memory that requires erasing before

writing. To address the issue of the high erase cost, Multiple Allocated State Images

(MASI) is proposed, as shown in Figure 3.4. This policy is based on distinguishing

the important data segments, concatenating a new image after the previous one, and

only erasing when all NVM is filled, as the cost of erasing is constant, regardless of

the amount of memory being erased. In this way, the maximum available space is used

before a mass-erase is performed which means that the cost of erasing can be spread

into multiple state retention operations.

Each image consists of the .data, .bss and heap segments, as well as the stack and

a dedicated section, containing pointers and flags required for the restore. To identify

these segments, the saving process needs to track the end of the heap segment and the

top of the stack, as the starting and the ending point of the main memory are static. This

is done by using a combination of malloc() and free() functions once the hibernation

procedure has started to locate the end of the heap segment and the stack pointer (SP)
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Figure 3.4: State retention policy of Multiple Allocated State Images: to reduce
unnecessary erase operations, multiple allocated images are concatenated into
NVM until it is full.

for the top of the stack. The size of .data and .bss segments are preceded by the heap

and remain constant as long as a single main application is run. Consequently, with the

malloc() and free() combination, the identification of the end of the heap is possible.

The Stack Pointer (SP) register always stores the starting address of the stack segment

while its last address is static. This means that by reading the SP register and locating

the end of the heap, we are able to identify the unallocated space, as shown in Figures

2.17 and 3.4.

To identify the location of the latest image that needs to be restored after a power

outage, two variables need to be recorded on every image: (a) the size of the image and

(b) a flag indicating whether this image has been previously restored. These variables

are saved at the beginning and the end of the image respectively, as shown in Figure

3.4. Consequently, during the restore phase, the system first reads the size of the first

image and then checks whether it has already been restored, using the flag. If the flag

bit is high, it means that another image has been stored below and the same procedure

will be followed until a cleared flag is detected.

The proposed policy relies on the assumption that the NVM is normally multiple times

larger in size compared to the main memory. For example, some microcontrollers such as

the Texas Instruments MSP430F157 offer up to 32 times more space in their non-volatile

counterpart compared to their main memory [147].

Nevertheless, not all Flash memories operate in the exact same way and identifying

the latest image can be a challenge. The proposed methodology only works for Flash

memories that allow writing of a single byte such as the NXP Kinetis KL0x-48 [149].

However, normally the minimum writeable size is equal to the page size, as shown in
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NXP’s LPC812 [54]. Consequently, a different method needs to be devised as it would

not be feasible to update the value of the flag once the image has been restored.

In this case, the memory is swept through until the first empty page is found, which

denotes the address at which latest image ends and then the restore is executed. This

method, however, introduces a small overhead that gradually increases, depending on

the total size of the previous images.

The equation that describes the average energy cost for saving the system state when

the presented policy is applied to a system with a NVM technology with erase cost can

be found below:

ESave MASI =
P erase · terase

i
+P track · ttrack +m · (PRVM

· tRVM
+PWNVM

· tWNVM
) (3.7)

where parameter i represents the number of saving iterations the system can perform

before erasing the NVM (ie number of snapshots saved before an erase is required) and

the term P erase·terase
i refers to the average energy required for erasing the NVM, over a

number of power cycles.

The energy savings that this policy offers are more evident as the number of images that

can be saved in NVM before erasing increases. A smaller amount of allocated memory

(m) would result in more images being stored in NVM (i) and as a consequence, the

average energy overhead for saving the system state can be effectively reduced.

When it comes to restoring the system state, the energy requirements are described with

the following equation:

ERestore MASI = P image · timage +m · (PRNVM
· tRNVM

+ PWVM
· tWNVM

) (3.8)

where Pimage and timage refer to the power and time required to locate the latest image

that needs to be restored, using one of the methods described earlier.

Figure 3.5 is plotted using equation 3.7 and the parameters of table 3.1. For the sake

of this example, a system with 4kB of main memory and 12kB of available NVM for

updates is considered, which is typical for modern microcontrollers. This figure is based

on the assumption that the cost for tracking the end of the heap segment and the top of

the stack is significantly lower compared to the other components of equation 3.7 and it

can be neglected. Compared to saving the entire system state, energy savings between

64% and 95% are expected when the entire main memory is used (i.e. m = M) and

when only 10% of the main memory is allocated (i.e. m = M
10 ), respectively.

A graph showing the energy requirements for restoring the system state can be plotted

using equation 3.8. However, parameters Pimage and timage cannot be estimated accu-

rately as they strongly depend on the selected method for locating the latest image to
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Figure 3.5: Modelled energy requirement for saving the system state using the
Multiple Allocated State Images policy, applied to a system featuring NVM with
erase cost (equation 3.7), using typical parameters of Flash.

be restored. In addition, they are expected to account only for a small portion of the

total restore energy. If these parameters are omitted from equation 3.8, this expression

becomes identical to equation 3.6. For this reason, Figure 3.2 can be used as an estimate

for the restore process when using this policy.

This section has shown that the energy required for saving the system state can be

effectively reduced when applying the Multiple Allocated State Images policy to a system

featuring a NVM with high erase cost. The benefits depend on the size of allocated

memory which dictates the number of saving iterations that can be performed without

erasing (parameter i), tackling the high energy cost of erasing the NVM.

3.2.2 Block-based Policies

The previous policy works very efficiently with Flash memory when the main application

is not using a big part of the main memory. For applications that have a more complex

nature and consequently need more RAM space, a different policy has to be devised. This

is due to the size of allocated memory (parameter m) which is large and consequently,

the number of images that can be saved in the NVM (parameter i) is reduced, hence

increasing the frequency that Flash memory needs to be erased. Therefore, under these

conditions, the benefits of the Multiple Allocated State policy are weakened.

More importantly, the main memory might contain data that has not been updated since

the last restore. In this respect, data already stored in the NVM (from the previous

time that the system saved its state before a power intermission) is overwritten with its

pre-existing content, resulting in unnecessary write operations. Depending on the NVM

technology, these operations can be highly time and energy consuming. To address
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this challenge, two different selective policies are proposed named Updated Blocks and

Multiple Updated Blocks. These policies are targeted at asymmetric memory technologies

such as Flash and PCM, which aim to reduce the amount of redundant writes notably,

saving both energy and time.

Figure 3.6: State retention policy of Updated Blocks: current state compared
with previously saved image, and only blocks that have changed are updated
(equation 3.9)

3.2.2.1 Updated Blocks (UB)

The Updated Blocks (UB) policy is proposed for systems featuring NVM technologies

that do not require erasing. As shown in Figure 3.6, this selective policy is based on

dividing the main memory into n+1 number of bn blocks (b0-bn). The size of each block

(s) can be adjusted by the programmer but the minimum writeable size of the memory

dictates its minimum value.

In this case, during the saving process, every block of the main memory is compared

with the corresponding block previously saved in NVM. If a memory cell has changed

since the last restore operation, the whole block needs to be updated in the NVM which

means that latest version of the block is then saved in NVM.

For example, in Figure 3.6, only blocks b0, b4, bn-1 and bn changed since the last restore

and, therefore, are the only blocks that are updated in NVM during the saving process.

Unless the values of the memory cells of the two linked blocks in VM and NVM are

different, the system proceeds with the comparison of the following memory element.

The effect of this method is more significant when the majority of cells have remained

unchanged as a greater amount of redundant write operations are avoided. As a conse-

quence, the total number of write operations (which are expensive both in terms of time

and energy) is reduced and therefore, the total overhead for saving the system state is
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decreased. However, this policy does not affect the restore process as regardless of the

number of blocks that have been updated in the NVM during the saving process, the

entire state needs to be restored to the main memory when the power is available again.

To get a better insight on the operation of the Updated Blocks policy, equation 3.9 below

describes the energy required to save the system state when this policy is applied to a

system with a NVM without erase cost:

ESave UBmax = M · P comp · tcomp +B · s · PWNVM
· tWNVM

(3.9)

where parameter B represents the number of blocks that need to be updated in NVM

and parameter s represents the size of each block in bytes. In this case, the comparison

between the correspondent blocks in VM and NVM includes a memory access for both

memories, so that their values can be obtained. Consequently, parameter Pcomp is ap-

proximately equal to the sum of PRVM
and PRNVM

, while tcomp is approximately equal

to the sum of tRVM
and tRVM

. It is important to notice that equation 3.9 describes the

maximum energy required to save the system state as it is considered that all memory

cells in VM are compared with their corresponding cells in NVM. In practice, only a

fraction of cells will be compared unless there are no memory changes between two con-

secutive power failures. This happens because once a cell in VM has been updated, the

entire block is saved in NVM without comparing the following cells of the block.

As mentioned earlier, when power is available again, the entire system state needs to be

restored which means that equation 3.2 holds for this policy.

Figure 3.7: Modelled energy requirement for saving the system state using the
Updated Blocks policy, applied to a system featuring an asymmetric NVM with-
out erase cost (equation 3.9), using typical parameters of PCM.
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Figure 3.7 shows the expected energy required to save the system state for a TPCS with

an asymmetric NVM without erase cost such as PCM, as a function of the number of

blocks that need to be updated (parameter B). In this case, the energy overhead for

saving the system state can be reduced up to 89%, when the number of cells that have

changed their values account for 10% of the total size of the main memory.

For the sake of this estimation, the block size (s) was selected to be 64 bytes with a

main memory size of 4kB (M ) which leads to a total of 64 blocks. Here, it is shown

that the relationship between the required energy and the number of blocks that need

to be updated is of linear nature. Also, the cost of comparing the VM blocks with their

corresponding ones in NVM is constant as the entire memory needs to be checked before

saving the system state. It is important to note that in this experiment, it is considered

that the memory is changing in a contiguous way - i.e. similarly to having a main

application which processes data in arrays and only specific parts of the main memory

are accessed within a given time period. In addition, it should be highlighted that the

power and time cost for a comparison between the VM and the NVM is considered to be

equal to the cost for reading from the memories, excluding the overhead of the processor

for performing the comparison.

This selective policy is expected to work efficiently with NVM technologies that are

asymmetric and do not require erasing, such as PCM. However, it would not have a

significant impact with NVM technologies that need erasing such as Flash, due to the

high cost of the erasing process. The following section describes a more sophisticated

policy based on Updated Blocks but targeted at asymmetric memories with erasing cost.

3.2.2.2 Multiple Updated Blocks (MUB)

The Multiple Updated Blocks (MUB) policy is proposed, exploiting the fact that the

NVM counterpart of modern microcontrollers is normally multiple times larger in size

compared to the main memory, as mentioned earlier. This policy is based on using the

available free space in the NVM memory to only save the blocks of main memory that

have changed, using contiguous free space. In this way, it is guaranteed that the free

space left at the NVM before mass-erasing the memory is minimised.

Similarly to the Updated Blocks policy, the main memory is divided into n number of bn

blocks (b0-bn) of size s. As shown in Figure 3.8(a), the first time a power failure occurs,

the available NVM memory is erased and a system state is saved. This image of the

system state will be referred to as the First Image. Upon subsequent power outages,

each block of the main memory is compared with the corresponding block of the NVM.

If a memory cell has changed since the last restore, its updated version is saved in the

available space, right after the last written block, without replacing the previous version

of the same block in NVM.
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(a) Update table after first power outage

(b) Update table after second power outage

(c) Update table after third power outage

Figure 3.8: State retention policy of Multiple Updated Blocks

To give an example of the saving procedure of a system featuring the Multiple Updated

blocks, Figure 3.8 was created. Figure 3.8(a) shows that the full system state (all blocks)

is saved to NVM which will be used as the reference state in subsequent power failures.

In Figure 3.8(b), only blocks b0, b1 and b3 changed since the first power outage, while

in Figure 3.8(c), blocks b0, b2 and b6 have changed since the second power outage. If a
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previously saved block changes again (e.g. b0 in this case), it has to be saved in the first

available space, without overwriting the previous version of the block.

A table is created to keep track of the location in NVM of the latest version of each block

(an,m, where n is the block number and m is the version). The content of this table is

used during the restore process to locate the most recent version of each block to be

restored to main memory. This table has a fixed number of rows, equal to the number of

blocks, n. To avoid erasing the table during every state saving, multiple versions of the

table are saved contiguously. To locate the latest table, the memory is swept through,

in a similar manner to the method described in Section 3.2.1. This method will not

introduce a significant overhead as the total space for tables is predefined and is several

times smaller than the space reserved for updates. Once the available space for updates

or tables has been filled, the entire NVM is erased and the same process is restarted by

saving a reference state.

The following equation describes the energy requirements of this policy when applied to

a system with NVM with erase cost:

ESave MUBmax =
P erase · terase

i
+M · P comp · tcomp +B · s · PWNVM

· tWNVM

+ P table · ttable (3.10)

where Ptable and ttable describe the power and time required to create the latest version

of the table.

Figure 3.9: Modelled energy requirement for saving the system state using the
Multiple Updated Blocks policy, applied to a system featuring an asymmetric
NVM with erase cost (equation 3.11), using typical parameters of Flash.
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Equation 3.10 can be useful for plotting a figure to show the relationship between the

energy required for saving the system state and the fraction of memory that has changed

since the last restore. However, estimating the overhead for creating the table is difficult

while it is expected to introduce only a small overhead compared to the other components

of equation 3.10. For this reason, equation 3.11 is a simplified version of this equation

which will be used for modelling purposes:

ESave MUBsimp ≈
P erase · terase

i
+M · P comp · tcomp +B · s · PWNVM

· tWNVM
(3.11)

Figure 3.9 shows the relationship between the expected energy required for saving the

system state and the percentage of changed memory, when the Multiple Updated Blocks

policy is applied to a system featuring an asymmetric NVM with erase cost such as

Flash. To plot this graph, a main memory size of 4kB and 11kB of available NVM for

updates are considered. The other setup parameters for the modelling of the Multiple

Updated Blocks policy are summarised in Table 3.2. In addition, it is assumed that

memory is changing in a contiguous way for simplicity reasons. It is shown that the

erasing cost can be significantly reduced compared to erasing on every iteration (Figure

3.2) and energy savings of up to 94% can be achieved, when only 10% of the memory

has changed. Finally, the instantaneous “steps” observed at the average erase energy are

related to the decrease in the maximum number of iterations before erasing the NVM.

Parameter Value

RAM Size 4kB
NVM Size 16kB
Block Size 64B

Number of RAM blocks 64
Number of NVM blocks 256
.text segment size 2kB
Memory for tables 1kB

First image 4kB
Memory for rest of updates 9kB

Table 3.2: Theoretical setup for estimating the energy requirements of the Mul-
tiple Updated Blocks policy, when applied to a TPCS featuring a NVM with
erase cost.

When the system state needs to be restored, the latest table needs to be identified so

that the most recent version of each block can be located. The following equation can

be used to calculate the expected energy requirements for the restore process:

ERest MUB = P locate · tlocate +M · PRNVM
· tRNVM

+M · PWVM
· tWVM

(3.12)
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where the product of P locate and tlocate describe the energy required to locate the latest

table upon restore.

The Allocated State policy performs well when applied on a system with a symmetric

memory without erase cost such as FRAM, as explained in Section 3.1.2. Multiple

Allocated State Images and Multiple Updated Blocks are proposed, which are designed to

reduce the cost of erasing. The former can be applied both on symmetric and asymmetric

memories with erase cost, while the latter is focused on asymmetric memories, which

suffer from high erase cost. Finally, the Updated Blocks policy is designed to reduce

redundant write operations, offering great potential for systems featuring an asymmetric

memory without erase cost.

3.2.3 Discussion

Novel selective system state retention policies were proposed in this Chapter, according

to the needs of modern TPCSs, as described in Chapter 2. An analysis of the proposed

approaches suggest that the energy cost of saving state in a system featuring a NVM

with erase cost can be decreased by up to 95%, while energy savings of up to 89% are

expected from systems featuring a NVM without erase cost. The following Section (3.3)

presents the implementation of the proposed policies on real hardware platforms, to

validate the modelled results presented in this Chapter.

3.3 Experimental Validation

To evaluate the policies presented in Chapter 3, two different platforms were selected,

representing the two corners (in terms of characteristics) of memory technologies: (a)

an asymmetric memory technology with erase cost (Flash memory) and (b) a symmetric

memory without an erase cost (FRAM).

3.3.1 Experimental Method

The experimental validation of the proposed policies was made using a Texas Instru-

ments MSP430FR with FRAM memory [55] and an NXP LPCXpresso 812 board [54]

with Flash memory. Both microcontrollers are considered low-power options as they

feature the most low power cores of their manufacturers - the MSP430 and the ARM

Cortex M0+. The MSP430FR is a 16-bit microcontroller with FRAM memory which

allows read/write operations at byte level. In contrast, the LPC812 is a 32-bit microcon-

troller with Flash memory which only allows read/write operations at page level which

is equal to 64 bytes. Figures 3.10(a) and 3.10(b) show the two platforms used for the

experimental validation of the proposed policies.
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(a) Texas Instruments MSP430FR5739 board

(b) NXP LPCXpresso 812 board

Figure 3.10: Hardware used for the experimental validation of the proposed
policies.

The time and energy required to save and restore the system state were measured using

an Agilent Technologies N6705 DC Power Analyser [150] under various conditions. To

obtain valuable and accurate results, the memory usage had to be altered in two different

aspects:

� In terms of the percentage of main memory that the main application is using or,

in other words, the amount of main memory that remains unallocated;

� In terms of the amount of data that remains unchanged between two consecutive

power failures.

To make this feasible, the following mixture of real-life and benchmark applications were

used to validate the presented selective system state retention policies:

1. Binary Counter - A simple application that uses a tiny portion of memory and

represents elementary applications;

2. Fast Fourier Transform (FFT) - A common long-running task for energy har-

vesting systems, that converts a signal obtained from a sensor to its representation

in the frequency domain. It analyses three arrays, each holding a number of 8-bit

samples of accelerometer data. The number of samples (i.e. 32, 64, 128) can be

tuned in order to adjust the memory usage;

3. µBenchmark - A custom benchmark which allows us to define the percentage of

allocated memory at compile time. Moreover, it enables to define a portion of the

allocated memory where the data is randomly changed.
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Figure 3.11 shows the operating principle of µBenchmark. Here, three parameters are

used to define this allocated space (γ) as well as the boundaries of the randomly changed

section (α and β). Parameter γ is adjusted to tweak the percentage of allocated memory

for the experiments targeted to show the benefits of the Allocated State and the Multiple

Allocated State Images policies. Parameters α and β are used to modify the percentage

of changed memory, used to validate the Updated Blocks and Multiple Updated Blocks

policies.

Figure 3.11: Operation principle of uBenchmark.

For the results presented in this section, two different cases were considered. First, to

allow plotting of the ”Memory Used” (plotted on the x-axis for the graphs that show

the performance of Allocated State and Multiple Allocated State Images policies), γ is

varied in order to change the portion of the allocated memory, while the values of α and

β remain constant. In this way, the unallocated portion of memory can be adjusted,

whereas parameter α is the start of the main memory and β does not have any effect on

the evaluation of the targeted policies.

When the ”Memory Changed” needs to be plotted (x-axis for the graphs that show the

performance of Updated Blocks and Multiple Updated Blocks policies), α is fixed to 0

(start of the main memory), γ is equal to the size of the main memory (so that a 100%

memory usage is achieved) and β is varied to adjust the percentage of the memory being

changed between two consecutive power failures.

The presented policies need to be applied to a state-of-the-art TPCS to highlight their

benefits compared to the traditional Complete State policy. Consequently, the proposed

selective policies were validated by using Hibernus [36] which normally saves the entire

system state upon a power failure. This transient approach was selected because it is

more energy efficient compared to its rivals, and application and platform agnostic [145].
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3.3.2 Results

In the following subsections, the proposed policies are evaluated considering symmetric-

ity and the need to erase as the main properties of NVM technologies. Subsection 3.3.2.1

presents the results in terms of time and energy overhead of transient systems which fea-

ture symmetric NVM technologies without an erase cost such as FRAM. Subsequently,

Subsection 3.3.2.2 shows the benefits of using the proposed policies on systems with

asymmetric NVM technologies with erase cost such as Flash memory. Finally, results

are extracted for asymmetric NVM technologies without an erase cost such as PCM in

Subsection 3.3.2.3.

3.3.2.1 Symmetric NVM Technologies without Erase Cost

For TPCSs featuring symmetric memory technologies without an erase cost such as

FRAM memory, comparing the already saved with the current system state would only

have a negative impact on the efficiency of the saving process since the cost of reading

from the NVM is equal to writing. Therefore, the Updated Blocks approach is unsuitable

for use with this NVM technology as it would only introduce an unnecessary overhead

to the save and restore operation of the system. In addition, the Multiple Allocated State

Images and Multiple Updated Blocks policies would not offer any benefits as this type of

NVM technology does not require erasing before writing and as explained in Chapter 3,

these policies are only targeted at NVM technologies with this characteristic. For this

reason, only the Allocated State policy is experimentally validated with the MSP430

platform which features FRAM memory, according to Table 3.3.

Figure 3.12: Experimental results showing the energy required to save the sys-
tem state, when using the Allocated State policy on FRAM.
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Figure 3.12 shows the amount of energy required for saving the system state while

changing the fraction of allocated memory, when the Allocated State policy is applied

on Hibernus which is implemented on the MSP430 platform. Here, it is shown that

depending on the fraction of memory used by the main application, energy savings of up

to 86.2% can be achieved. As an example, when the application uses a small portion

of the main memory such as 10%, the saving/restoring process requires 142nJ of energy

to be completed. This is due to the overhead incurred by the tracking of the end of

the heap segment and the top of the stack, as described in Section 3.1.2. This policy is

more energy efficient compared to the Complete State policy as long as <88.4% of the

memory is being used.

It is important to compare the experimental results of this policy with its modelled

version, presented in Figure 3.12 with a star symbol and a dotted line. In this case, it

can be observed that the modelled version has an error of less than 5% which can be

justified due to the fact that the typical values used to model this policy are not the

actual values for this specific platform. Also, the model does not take into account the

cost for tracking the end of the heap segment and the top of the stack, as well as the

cost for saving the core and general purpose registers of the system.

3.3.2.2 Asymmetric NVM Technologies with Erase Cost

This subsection presents the results of TPCSs featuring asymmetric NVM technologies

with erase cost such as Flash.

Allocated State

As shown in Figure 3.13, when the Allocated State policy is applied to the LPC812

which features Flash memory, the energy overhead due to erasing is dominant (771µJ)

which accounts for at least 55% of the total overhead, when the entire main memory is

allocated.

However, this policy is still working efficiently compared to saving the entire state (shown

by the dashed line) in Figure 3.13, when the allocated memory is less than 81.3%. This

is due to the overhead of tracking the end of the heap segment and the top of the stack

so that only the allocated space is saved in NVM which counteracts with the benefits of

this policy. Consequently, this policy can be applied to such a platform in order to save

energy, as long as the main application is not using the entire main memory. Specifically,

when the memory usage is as low as 10%, the energy spent for the saving process alone

(i.e. ignoring the erase overhead) is reduced by up to 84%. Hence, this policy can be far

more effective with systems which feature NVM technologies that do not require erasing

such as PCM.
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Figure 3.13: Experimental results showing the energy required to save the sys-
tem state, when using the Allocated State policy on Flash memory.

The star symbols with the dotted line in Figure 3.13 can be used to confirm the accuracy

of modelling done in Section 3.1.2. In this case, the model for the Allocated State policy

is validated as the experimental results show almost identical behaviour to the modelled

values, with a maximum error of less than 16%. Consequently, it can be concluded

that the model was acceptable, considering that typical values are used to estimate the

energy consumption and the tracking cost (P track · ttrack) is not taken into account for

the model.

MASI

To improve the efficiency of TPCSs that feature asymmetric NVM technologies with

erase cost, the Multiple Allocated State Images policy is applied. Figure 3.14(a) shows

the energy required to save the system state when this policy is applied to the LPC812

platform. This policy offers significantly higher time and energy efficiency as the number

of saved images without erasing increases, depending on the percentage of allocated

memory. This is due to the substantial energy reduction for erasing, considering that

the cost of erasing is spread across the number of saving iterations that can be performed

with a single erase. Figure 3.14(b) shows the maximum number of images that can be

saved in NVM before erasing, depending on memory usage. For this platform, the size of

main memory is 4kB, while the available Flash memory is 12kB, as the .text segment

has a static size of 4 kB. As an example, for allocated memory size equal to 10% of the

total space (i.e. 409 bytes), 27 images can be saved before erasing, leading to an average

erasing energy overhead of 28.5 J.

For ease of comparison, the “X” points show the energy requirements of the Allocated

State policy while the dashed line shows the default Complete State policy. When using

Multiple Allocated State Images, the overhead is reduced by 32.3-87.3% depending on
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(a) Energy requirement for saving the system state

(b) Number of saved images before erasing against percentage of used memory

Figure 3.14: Energy requirement for saving the system state using the Multiple
Allocated State Images policy, on a system with Flash memory.

memory usage. It is important to note that even though the Allocated State policy

introduces an overhead when the percentage of allocated memory is greater than 81.3%,

the Multiple Allocated State Images policy is at least 39% more energy efficient at all

times compared to saving the entire system state.

To validate the modelled version of this policy, a comparison between the bars and the

star symbols (with dotted line) needs to be made. In this case, it is shown that the

average cost for erasing the memory has been modelled precisely, while the maximum

error is 34% which is mainly due to the actual cost associated with writing data to Flash

which differs between the LPC812 platform and the typical values presented in Table

3.1.
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The restore process is not affected when the Updated Blocks policy is used as the system

restores the entire system state once power is available again. However, this is not the

case when a policy which identifies the allocated space is applied. With the Allocated

State policy, the restore energy increases linearly with the size of allocated memory.

However, with the Multiple Allocated State Images policy, the energy requirement for

restoring the state depends on the total size of the previously saved images.

To be specific, Figure 3.15 shows the energy needed to restore the image as a function of

the number of images saved in the NVM, for the Multiple Allocated State Images policy.

Here, a small time overhead can be seen that gradually increases with the total size

of the memory occupied by the previously saved images. This is due to the process of

locating the latest image to be restored, as described in Section 3.2.1.

Figure 3.15: Experimental results showing the restore energy against the num-
ber of stored images in NVM, when using the Multiple Allocated State Images
policy on Flash memory.

MUB

Figure 3.16(a) shows the energy overhead when Multiple Updated Blocks is applied to

the LPC812 platform. In this case, the block size (bn) is equal to the page size (64

Bytes), which results in the main memory being divided into 64 blocks.

This policy offers significantly higher energy savings between 20.1% and 90.6% de-

pending on the amount of data that has changed, compared to saving the entire system

state. This result confirms that Multiple Updated Blocks is an energy efficient policy for

an asymmetric NVM technology with erase cost.

Figure 3.16(b) shows the number of state retention iterations that can be performed

before erasing depending on the percentage of contiguously changed memory. Similarly
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(a) Energy requirement for saving the system state.

(b) Number of state retention iterations before erasing.

Figure 3.16: Experimental results showing (a) the energy required to save the
system state and (b) the number of iterations, when using the Multiple Updated
Blocks policy on Flash memory.

to Section 3.3.2.2, assuming a static .text segment size of 2kB, the available space for

updates and tables is 12kB. In this case, 11kB are used for saving the system updates

while 1kB is left for the tables which contain valuable information about the restore

process, as explained in Section 3.2.2. Consequently, the system is able to save the

necessary data up to 20 times before erasing when only 10% of the main memory has

changed.

Comparing the model (star symbols with dotted line) with the experimental results, it

is shown that the maximum error between the model and the implementation of the

policy is 32%. In this case, a difference of this level between the two is expected, due to
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the assumptions made for plotting the model, leading into the simplification of equation

3.10.

3.3.2.3 Asymmetric NVM Technologies without Erase Cost

This section presents the experimental results of various policies when applied to systems

featuring asymmetric NVM Technologies without erase cost and results in a discussion

which compares the performance of the applied policies.

Updated Blocks

As mentioned earlier, the Updated Blocks policy is not appropriate for asymmetric NVM

technologies which require erasing, as the cost for erasing is prohibitive. However, for

asymmetric memories without an erasing cost such as PCM, it can be advantageous.

Nevertheless, currently there are no microcontrollers commercially available featuring a

PCM memory to allow experimental evaluation of this policy. To illustrate this using

the available hardware, we use Flash but negate the cost of erasing so that the benefits

of this policy can be extracted. Figure 3.17 shows the energy required to perform a

complete system state retention using the Updated Blocks policy. This policy is more

efficient when compared to saving the entire system state, if <80.7% of the main memory

has changed since the last restore, as shown by the dashed line.

As these results have been obtained using a Flash-based system by negating the erase

cost, they cannot be considered conclusive for PCM but can be used for indicative

Figure 3.17: Experimental results showing the energy required to save the sys-
tem state, when using the Updated Blocks policy on asymmetric NVM without
erase cost. Policy validated using the available hardware as a proof of concept
(Flash, negating erase cost).
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Figure 3.18: Experimental results showing the average energy required to save
each block against percentage of memory contiguously changed. Policy validated
using the available hardware as a proof of concept (Flash, negating erase cost).

reasons. By comparing the properties in Table 3.1, we observe that the saving energy

(y-axis) would scale by approximately two orders of magnitude, as PCM is more energy

efficient compared to Flash. Also, the maximum energy savings would be lower, as PCM

is a less asymmetric technology (the relative difference between read and write energy

is lower), and therefore the effect of the policy is less evident. The overall behaviour,

however, would still be observed and these results can be used as a proof of concept,

rather than a quantitative result regarding the actual energy savings that this policy

could offer to a system featuring a PCM memory.

Figure 3.18 shows the average energy required to save a block as a function of the

number of updated blocks. As the amount of energy needed to write a block is constant,

the extra cost comes from the control mechanism needed for reading, comparing and

updating each block, as described in Section 3.2.2. Here, for a smaller number of updated

blocks, the effect of the control mechanism is more evident whereas it decreases when

all blocks of the main memory have been updated and saved in NVM. The more blocks

that need to be updated, the fewer comparisons need to be made between the current

and the previously saved system state.

Allocated State

As mentioned earlier, the Allocated State policy does not offer significant benefits when

used with Flash. However, it can be a beneficial policy for asymmetric memories that do

not require erasing. To demonstrate the effect of this policy on this type of NVM using

the available platform (LPC812), the energy cost for erasing is disregarded, focusing on

the overhead for writing to the NVM. Figure 3.19 shows the energy required to perform

a system state retention using the Allocated State policy. It is shown that when less than
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82.9% of the main memory is used by the main application, this policy is more efficient

compared to saving the entire system state (shown by the dashed line).

Figure 3.19: Experimental results showing the energy required to save the sys-
tem state using the Allocated State policy on asymmetric NVM without erase
cost. Policy validated using the available hardware as a proof of concept (Flash,
negating erase cost).

3.4 Summary and Discussion

Table 3.3 summarises the different selective policies and their applicability to different

NVM technologies. The cells highlighted in green colour indicate a good match between

the proposed policies and the characteristics of the NVM technology of the system. The

orange coloured cells suggest that the proposed policy is likely to offer little or no benefit

to the system, while the red colour indicates that the policy is not beneficial for use with

the corresponding memory technology as it introduces an energy and time overhead.

The outcomes summarised in this table have been extracted from experimental results,

considering the properties of the NVM (symmetricity, erasing). For symmetric NVM

technologies, only the Allocated State (for memories without erase cost) and Multiple

Property / Policy Alloc. State MASI Upd. Blocks MUB

Symmetric
No erase cost X ? X X

Erase cost ? X X X

Asymmetric
No erase cost X X X X

Erase cost ? X X X

Table 3.3: Comparison of proposed policies with regard to NVM properties
(symmetricity, erase cost).
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Allocated State Images (for memories with erase cost) policies should be considered, as

the overhead for comparing the VM with the NVM incurred by the other policies is

prohibitive. For systems featuring an asymmetric NVM, the way the main memory is

used by the application significantly affects the performance of each policy.

Table 3.4 summarises the most suitable policies depending on the memory usage. When

the entire allocated memory is updated, the Allocated State (asymmetric NVM with-

out erase cost) and Multiple Allocated State Images (asymmetric NVM with erase cost)

policies offer better energy efficiency, as the cost for comparing VM with its correspond-

ing NVM blocks is eliminated. However, when fewer memory cells have been updated

since the last power failure, the Updated Blocks (asymmetric NVM without erase cost)

and Multiple Updated Blocks (asymmetric NVM with erase cost) policies perform better

compared to the other policies. It is important to note that the size of text segment

has not increased more than 2% for all the policies proposed in this Chapter which is

insignificant.

Memory Usage Low Allocation High Allocation

Few Updates Updated Blocks / MUB Updated Blocks / MUB
Many Updates Allocated State / MASI Allocated State / MASI

Table 3.4: Comparison of proposed policies with regard to memory usage (up-
dates, allocation).

In this Chapter, different selective state retention policies, exploiting the main NVM

characteristics, were evaluated using two different platforms. Using these policies, the

energy and time overhead was reduced by up to 90.6% for Flash-based systems and

86.2% for FRAM-based systems compared to using traditional policies. However, the

focus of this Chapter is ensuring that the NVM technology is not being misused and the

properties of each technology are taken into consideration, to make transient systems

more energy efficient. In some cases, even if less energy is needed to save the system

state, the system is incapable of using the excess energy towards useful computation. To

make this feasible, the system should be able to accurately estimate the energy needs of

a snapshot before a power failure happens, so that it can extend its active computation

time. Chapter 4 will explore an energy efficient hardware solution for calculating the

energy required to save the system state in run-time, in order to adjust the hibernation

threshold voltage accordingly.





Chapter 4

Design Exploration of

Approaches to Memory Tracking

According to the literature review (Chapter 2), saving a snapshot in NVM is one of

the most important limiting factors affecting the energy efficiency of a transient system.

Traditional TPCSs save the entire system state, resulting in large energy overheads and,

therefore, reduce the energy available to be spent towards useful computation.

Chapter 3 has presented efficient software-based methods to ensure that the process of

saving a snapshot is optimised. This is achieved by (a) ensuring the properties of each

NVM technology are taken into consideration, and (b) by minimising the amount of

data being saved during a snapshot. However, it was shown that for systems featuring

symmetric memory technologies without erase cost (such as FRAM), the only applicable

policy is Allocated State, which distinguishes the memory segments that the main ap-

plication is using. Consequently, there is no way to identify the data that has changed

in main memory since the last restore, as the cost of reading a byte (to compare it

with RAM) is identical to writing directly to NVM. Therefore, a large number of redun-

dant writes are potentially executed, increasing the energy cost of saving a snapshot.

In addition, in case of systems with asymmetric memory technologies (such as Flash),

the comparison between blocks in RAM and their counterparts in NVM, requires a sig-

nificant amount of energy (at least 0.8µJ for 4kB of Flash, according to Table 3.1),

essentially reducing the time and energy spent towards useful computation.

Finally, regardless of the selected software policy, even if the portion of RAM that

needs to be saved in NVM is smaller, the system is not able to use the excess energy in a

beneficial way. This is because the software-based methods to minimise state (comparing

and tracking segments) are not performed until the fixed hibernation threshold voltage

(VH) is crossed and the system starts the hibernation process.

73
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Using software-based techniques to selectively save only a portion of the RAM is fea-

sible, however the full potential for truly energy efficient state retention in transient

systems cannot be reached unless an alternative solution to monitor memory usage in

run-time is proposed. Occupying the processor for distinguishing between necessary and

redundant data would have a significant impact on the ability of the system to achieve

forward execution progress and, therefore, a less intrusive method should be considered.

A low-power hardware solution would enable the system to adapt to different energy

requirements depending on the way the application is using main memory.

This Chapter presents a design exploration on lightweight memory tracking in run-time,

which will facilitate the design and implementation of a hardware solution targeted at

maximising the active time and increasing the energy efficiency of transient systems.

The memory tracking technique discussed in this thesis is not targeted exclusively for

transient systems, but it can be beneficial for any system that has significant energy

restrictions and requires memory tracking either for performance monitoring or optimi-

sation of operation.

4.1 Background

The concept of “memory tracking” or “memory monitoring” was introduced for two

different applications: (a) to monitor the performance of systems in order to optimise

memory usage between multiple processes (memory-aware scheduling) [151] and (b) to

prevent memory-related errors, such as trying to read from uninitialised parts of memory

or memory leaks [152]. The former application mainly comes in the form of hardware

counters to keep track of cache hits/misses to change the scheduling of jobs or to partition

the cache, aiming to reduce the miss-rate for increasing the performance of the system

[153]. For the latter application, memory checking tools such as Dr. Memory [152],

Valgrind Memcheck [154], Intel Parallel Inspector [155] and Purify [156] were proposed.

They target at identifying references to freed memory and invalid calls to heap routines,

locating uninitialised memory blocks, and avoiding memory leaks in run-time.

These memory checking tools are designed for larger scale and more complex systems

which are targeted at high performance, in contrast to the low-power embedded systems

described in this thesis. In addition, their main drawback is that almost every mem-

ory operation needs to be checked/monitored by the tool, leading to a significant time

overhead which affects the performance.

However, there are some concepts that can be extracted from these solutions and they

can be tailored to the needs of transient systems. As an example, Dr. Memory operates

using a technique called “memory shadowing” to track the properties of each byte of

the main memory. In this case, two shadow bits are used to determine whether each
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application byte is unaddressable (invalid for access), uninitialised (valid for access but

not written) or defined (valid for access and written).

For the extension of active time in transient systems, the focus lies on identifying the

memory cells that have been updated since the last restore operation - similar to “de-

fined” of Dr. Memory. A single shadow bit per memory byte which would be used as

a “flag” would enable the achievement of this target. However such a solution would

be very intrusive for the rest of the design and as a consequence, a complicated control

mechanism for processing the data would be needed. Storing the “shadow” information

in a separate memory block instead of embedding it on every byte in main memory

would incorporate the desired functionality without the need for further modifications

across the design.

Except for adding hardware support to improve the performance of transient systems

however, the programmer should be aware of the importance of reducing the amount of

memory that needs to be saved in NVM. As an example, variables that are not being

used should be freed in memory as soon as possible so that the same memory location

can be used.

4.2 Motivation

To ensure that a transient system can resume operation after a power failure from the

point it left off, the total capacitance must be able to provide enough energy to save

the necessary data in NVM. The energy held by the capacitor(s) to save a snapshot is

described by equation 4.1:

Estored = Ctotal ·
V H

2 − V MIN
2

2
(4.1)

Therefore, it is observed that the stored energy depends on the following parameters:

� Capacitance (C): Systems with energy efficient NVM technologies (such as FRAM)

would typically require <20µF of total capacitance, while traditional Flash-based

ones would need larger capacitors (>100µF). The target for TPCSs is to min-

imise the total capacitance in order to decrease volume/weight of the system and

minimise the cold start effect.

� Hibernation threshold voltage (VH): Decreasing VH results in extending the active

time of the system, i.e. more energy is spent towards useful computation.

� Minimum operating voltage of the MCU (VMIN): VMIN depends on the platform,

it cannot be adjusted to increase energy efficiency. As an example, the MSP430

platform has a VMIN of 2V, according to the datasheet.
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(a) Energy stored in 10uF capacitor

(b) Energy stored in 20uF capacitor

Figure 4.1: Usable energy stored in the capacitor (10-20uF) for different hiber-
nation threshold and minimum operating voltages (VH and VMIN), targeted at
FRAM-based systems.

Figures 4.1 and 4.2 show examples of how the amount of usable energy stored in the

capacitor is affected by the parameters discussed earlier. Figure 4.1 refers to two different

capacitor sizes (10µF and 20µF) which are targeted at FRAM-based systems which are

less energy-hungry when saving a snapshot. As an example, consider an MCU with 8KB

of main memory and a minimum operating voltage (VMIN) of 1.8V. It is shown that if

the total capacitance of the system is 10µF and the entire state needs to be saved in

NVM, a hibernation threshold voltage of 2.8V would not be sufficient to save a snapshot.

On the other hand, increasing the capacitance of the system to 20µF would result in the

system being able to save 8KB in NVM using a VH approximately equal to 2.6V.

Figure 4.2 demonstrates the usable energy stored in larger capacitors (100µF and 200µF)

which would typically be required to enable Flash-based systems to save the system state
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(a) Energy stored in 100uF capacitor

(b) Energy stored in 200uF capacitor

Figure 4.2: Usable energy stored in the capacitor (100-200uF) for different hi-
bernation threshold and minimum operating voltages (VH and VMIN), targeted
at Flash-based systems.

during a power failure. In this case, it is observed that higher energy levels are required

because of the energy cost of saving in Flash memory. For instance, saving 8KB in Flash

consumes approximately 574µJ. A VH greater than 2.8V would be required to store this

amount of energy in a 200µF capacitor, assuming a minimum operating voltage of 1.8V.

When the hibernation threshold voltage VH is set at such high values, it has a negative

impact on the active time of the system, assuming that the maximum output voltage

does not exceed 3.5V (eg micro wind turbine). Consequently, its ability to achieve

forward execution progress, which is the ultimate goal for transient systems, is affected

as well. To increase the energy efficiency while keeping size, cost and complexity to a

minimum, the capacitance must be decreased as much as possible and VH must be driven
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down, allowing the system to save only the necessary data of RAM during a snapshot

instead of the entire main memory.

4.3 Memory Tracking

Due to the nature of some EH sources such as a micro wind-turbine, the power inter-

ruptions can be frequent which results into having very small periods of active time, e.g.

a few milliseconds. A transient system would not be able to complete a considerable

amount of computation during this period which means that, depending on the applica-

tion, only a portion of RAM will contain updated content. Therefore, if the entire main

memory is saved in NVM before a power failure, many redundant writes in NVM are

executed. To address this issue, some software techniques were proposed which, how-

ever, occupy the processor to compare the main memory (RAM) and NVM, introducing

a time and energy overhead while saving the system state. The more energy is spent on

this process, the less efficient a TPCS becomes and, thus, alternative solutions should

be considered to increase the forward execution progress. Tracking the memory changes

during run-time in a lightweight manner can offer significant energy savings and lead to

increased energy efficiency. Online memory tracking cannot be efficiently performed in

software level, as it would be disastrous for the performance of the system due to the

constant need of using the processor. For this reason, a low power hardware solution

needs to be explored which will run in parallel with the processor, without interfering

with the execution of the application.

4.3.1 Design Considerations

A memory tracking module seems to be a promising method for identifying the memory

contents that have changed since the last restore operation. This module operates by

“sniffing” the RAM address to which data is being written, and logging that information

in a small memory. This memory can be read by the CPU before saving a snapshot and

only the flagged parts of RAM are saved in NVM. To make this feasible, main memory

needs to be divided into equally sized blocks and each block is mapped to a bit on

the memory of the tracking module (bitmap). Once a RAM write occurs, the memory

tracker locates its corresponding cell on the bitmap, and flags the bit from “low” to

“high”, to denote that the content at this location has been updated. At the same time,

the number of bytes that need to be saved in NVM is tracked using a simple counter.

The CPU can use the value of the counter in order to dynamically adjust the hibernation

threshold voltage (VH) in run-time, while only saving the RAM contents that have been

updated, according to the bitmap. This section presents the design considerations that

need to be made in order to ensure that the tracking element is an energy efficient

solution and its benefits can be maximised.
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(a) Von Neumann architecture. Adapted from [157]. (b) Harvard architecture. Adapted from [158].

Figure 4.3: RAM data being saved to NVM for different granularity settings.

4.3.1.1 Architecture

There are two different architectures for fetching instructions and performing I/O oper-

ations in modern microcontrollers: (a) the von Neumann and (b) the Harvard, as shown

in Figure 4.3. Most microcontrollers (such as ARM and TI) use the von Neumann ar-

chitecture which implies that a single bus is used both for data and instructions, leading

into a simpler and more flexible design (Figure 4.3(a)). Consequently, data transfers

and instruction fetches cannot be executed simultaneously. On the other hand, some

microcontrollers (such as AVR) use the Harvard architecture, having separate data and

instruction buses (Figure 4.3(b)). In both cases, the hardware solution that needs to be

implemented to keep track of the memory changes is very similar.

The design of a tracking module targeted at a system based on the Harvard architec-

ture is straightforward as it is only the data bus which needs to be monitored. The

only control that needs to be placed is for distinguishing between “read” and “write”

operations so that the addresses are only logged when the bus is used for transferring

data to the memory unit. In contrast, a memory tracking module designed for a von

Figure 4.4: Example of von Neumann based system: Single write transfer on
AHB-Lite (AMBA).
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Neumann based system would require some additional inputs which would enable the

identification of data transfers as opposed to instruction fetches.

Using ARMs AHB-Lite (AMBA) protocol as an example for a typical von Neumann

based system, it is observed that a memory write consists of two phases: the address

and the data phase. Assuming no wait states are inserted to enable additional time

for completion, the operation can be completed in two clock cycles as shown in Figure

4.4. This would give the memory tracking module a two-cycle window for flagging the

relevant bit on the bitmap. However, some systems (e.g. ARM Cortex M0) have a

3-stage pipeline (fetch, decode, execute) which essentially results in a single cycle write

operation, as shown in Figure 4.5. Therefore, to ensure that the tracking module does

not slow down the execution of the application, the tracking process must be completed

simultaneously with the RAM write itself.

As the memory tracking module has to be non-intrusive with regard to the operation of

the system, it cannot use the same bus which is being sniffed for saving the changes on

its bitmap. If that was the case, the bus would be blocked by the module for at least one

cycle after every RAM write. Hence, the impact on memory intensive applications would

be disastrous and the overheads would counterbalance the benefits of such a solution.

A very important design decision is the type and placement of the small memory

(bitmap) which holds the information regarding the memory changes. As the system will

still need to restore the entire state, there is no need for the bitmap to be saved in NVM.

Consequently, a typical VM such as SRAM which is faster and more energy efficient can

be used, decreasing the overheads incurred by the module. Sacrificing a small part of

the pre-existing on-chip SRAM memory would result in a minimal area overhead, but

it comes at the cost of utilising the main system bus which makes it unsuitable for the

desired application, as explained earlier in this Chapter. Therefore, to avoid affecting

the performance of the system, it would be beneficial to use a separate memory block

Figure 4.5: Example of von Neumann based system with 3-stage pipeline: Mul-
tiple consecutive write transfers on AHB-Lite (AMBA).
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integrated on the tracking module. In this case, the bitmap can be controlled directly

from the memory tracker without the need for any external support.

The tracking concept described in this Chapter is based on the assumption that each

bit on the bitmap can be toggled separately, so that changes in larger RAM blocks can

be flagged efficiently. However, in typical memory communication protocols such as the

AMBA, the minimum addressable size is equal to the word length (e.g. 8 bits for an 8-bit

microcontroller). As a consequence, a bit-masking technique would be required to enable

flagging of a single bit. However, this requires the tracker to locate the relevant bit on

the bitmap, then select the appropriate mask and finally perform the operation, leading

into an overhead of an additional clock cycle which is prohibitive. Hence, a different

approach which enables toggling of single bits in the memory needs to be considered.

A customised memory array which allows addressing single bits instead of word length

would be a solution to this problem. The control mechanism introduces extra area

overhead, but it is acceptable considering that the bitmap is at least 8 times smaller (for

an 8-bit microcontroller) compared to the main memory of the system.

Figure 4.6: Conceptual block diagram of the memory tracking module.

Figure 4.6 shows a conceptual block diagram of the memory tracking module which can

be adapted to suit different architectures. It is shown that the RAM memory address

and the clock are fed as inputs to the memory tracking module, along with other signals

which might be necessary for distinguishing RAM writes from other types of operations

using the same bus. By including more input control signals, the tracking module can

be extended to monitor memory writes to other blocks, such as a DMA memory. The

address is then decoded using bit shifters in order to locate the appropriate location on

the bitmap to be flagged. A counter is used to track the total number of bytes that have

changed in main memory and this information is fed to the CPU so that the hibernation

threshold voltage can be adjusted accordingly.

Figure 4.7 shows a conceptual comparison between a software-based policy (such as

Updated Blocks or Multiple Updated Blocks) and a hardware-based memory tracking
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Figure 4.7: Conceptual comparison between software-based approach (Updated
Blocks or MUB) and hardware-based memory tracking.

module, assuming that the main memory is changing at a constant rate. It is shown

that the energy required to save the system state when using a software-based technique

has a static energy overhead (x) which is introduced by the comparison that needs

to be made between VM and NVM before a power failure. This overhead increases

significantly for larger RAM sizes, weakening the benefits of such a solution. However,

once the contents of the entire main memory have been updated, the energy cost remains

constant regardless of the time the system remains active before a power interruption.

In contrast, the tracking module offers minimal energy overhead for short periods of

active time (tact) with a small amount of updated RAM cells. Therefore, when the

system is facing frequent power failures (e.g. based on a micro wind turbine) and tact is

relatively small, the advantages of tracking the memory changes are expected to be more

evident. However, it should be noted that even when the entire RAM memory has been

updated, the cost of running the tracking module is still present. As a result, there will

be a crossover point after which is not beneficial to use the tracking module compared

to a software-based approach. To address this challenge, it is possible to switch off the

module once all blocks in RAM have been updated after notifying the processor that

the entire state needs to be saved in NVM using an interrupt. The dashed line in Figure

4.7 shows how the energy requirement changes, when this feature is added. In this way,

the energy for tracking the changes can be minimised and the total overhead depends

solely on the time it takes until all memory blocks have been updated.

Assuming that a power failure occurs before the tracking module has switched off (i.e.

the entire RAM has been updated), the bitmap needs to be read by the CPU in order

to determine which blocks need to be updated in NVM. The energy associated with this

operation (PMeTra read · tMeTra read) depends on the size of the memory of the tracking
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(a) RAM updated contents highlighted (b) ”1-to-1” granularity: Green blocks saved to NVM

(c) “1-to-4” granularity: Green blocks saved to NVM

Figure 4.8: RAM data being saved to NVM for different granularity settings.

module. To minimise this energy cost, the concept of “granularity of tracking” is intro-

duced, which is a trade-off between energy and area, and the RAM block size that is

being tracked.

4.3.2 Granularity of Tracking

The level of tracking granularity can be adjusted depending on (a) the architecture of

the MCU (e.g. 8-bit, 16-bit or 32-bit) and (b) the way the application is using the main

memory (random or consecutive RAM writes). For instance, an 8-bit MCU implies that

data is being written to RAM in blocks of 8 bits and, therefore, the most fine-grained

tracking granularity would require mapping one bit on the bitmap for every byte of

RAM. In contrast, a 32-bit MCU would result in having one bit of bitmap memory for

every 4 bytes of RAM as a minimum.
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For the rest of this thesis, the granularity parameter will be referred to as “x-to-y”

granularity, where “x” is the number of bits in the memory tracking module and “y”

denotes the number of corresponding bytes in RAM. That means that a single bit on

the bitmap can be used for tracking changes in one, two or four RAM bytes as an

example (1-to-1, 1-to-2, 1-to-4). Moreover, lower tracking granularities can be effective

if the application is using RAM in a consecutive fashion, reducing the area overhead.

In contrast, if RAM writes happen in a random way, having a lower granularity setting

would result in more redundant NVM writes.

An arbitrary example is presented in Figure 4.8 for an 8-bit MCU. The highlighted blocks

(red) in Figure 4.8(a) show the RAM contents which have been updated since the last

“restore” operation. Figure 4.8(b) presents the “1-to-1” granularity configuration which

results in completely eliminating the redundant writes to NVM, as the memory tracker

is able to track down all changes at byte level. When it comes to a lower granularity

(“1-to-4”, Figure 4.8(c)), it is observed that some unchanged cells will be saved to NVM

upon power failure, increasing the energy cost. However, the area overhead and energy

required to read the bitmap in this case would be lower, as the memory size of the

tracker is approximately 4x smaller.

Figure 4.9 shows the effect of different granularity settings (1-to-1, 1-to-2, 1-to-4), as-

suming that the main memory is changing in the worst possible way. In this case, each

byte being updated is located at least 4 bytes away from the previous one, i.e. the frag-

mentation is very high. It is observed that for the lowest setting (1-to-1), the amount

Figure 4.9: Effect of different granularity settings on the amount of redundant
write operations.
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or saved bytes always matches that of changed ones and therefore, is the most effective

option. However, it comes at the cost of higher area overhead. In contrast, the amount

of redundant writes increases significantly when higher granularity settings are selected

(1-to-2 or 1-to-4), which would suit better systems with area constraints.

4.3.3 Hibernation Threshold Adjustment

As mentioned earlier, the most important drawback of software-based techniques for

reducing the state being saved in NVM is the inability of the system to use the excess

energy towards useful computation. This happens because there is no efficient way to

identify the energy requirement for saving a snapshot in run-time and therefore, the

hibernation threshold voltage (VH) is set at a fixed level. For example, Hibernus saves

the entire system state once the input voltage drops below 2.17V. Even in cases when

the hibernation threshold voltage is adjusted using software-based techniques to monitor

the memory usage (as shown in [146]), the performance of the system is highly affected

as the processor needs to be occupied.

Using the memory tracking module presented in this Section, the system is able to

dynamically adjust the hibernation threshold voltage (VH) depending on the amount of

data that needs to be saved in NVM, essentially extending the active time (tACT). The

CPU is able to read the counter mentioned in subsection 4.3.1 and set VH at a safe level

to ensure there will be adequate energy in the capacitor for saving the snapshot.

There are two different ways to achieve this:

1. Feeding “count” as a GPIO to the system so that the CPU can read the value in

regular intervals of time and increase the threshold accordingly, or

2. Using a high priority interrupt to notify the CPU that the threshold should be

increased by a certain value, once the counter has increased by a preset value.

However, the former method is time-based and as a consequence, it does not ensure that

there will always be enough energy stored in the capacitor to save a snapshot, unless the

associated GPIO pin is polled very frequently. The latter approach guarantees that the

threshold is always set at an adequate level for saving all the necessary data in NVM

and for this reason, it is the preferred method for adjusting the threshold.

An arbitrary example is presented in Figure 4.10. In this case, an FRAM-based system

with minimum operating voltage (VMIN) of 1.8V and a total capacitance of 10µF is con-

sidered. For the sake of this example, the number of bytes that need to be saved in NVM

increase linearly with time. As a consequence, the hibernation threshold voltage (VH)

is increased accordingly, to ensure there is always enough energy to save the required

data in NVM. In this case, it is shown that updating approximately 250 bytes in RAM

is required so that an increase of 0.05V in VH is triggered.
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Figure 4.10: Dynamic hibernation threshold voltage (VH) adjustment example
for an FRAM-based system.

4.4 Modelling

To enable the theoretical evaluation of the proposed solution, it is useful to create a

model describing the behaviour of a transient system with and without the tracking

module.

The energy required to complete an iteration of an application (e.g. calculate the FFT

of a signal) with a stable power source is described by:

Etotal = P app · tapp (4.2)

where Papp is the power consumption of the system while the app is running and tapp is

the amount of time required to finish the task. However, if a power failure occurs before

the processor has completed the task, the system state needs to be saved and restored

from NVM, and equation 4.2 becomes:

Etotal = P app · tapp + s · ((P save · tsave) + (P restore · trestore)) (4.3)

where s is the number of snapshots required, while P save · tsave and P restore · trestore

refer to the energy needed for saving and restoring the system state respectively. For

a traditional TPCS which saves the entire system state, the power and time needed to
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save the state (Psave and tsave) is constant and, therefore, the total cost depends solely

on the number of snapshots required for completing the iteration.

When a memory tracking solution is employed, the cost of each snapshot depends on

the amount of data that needs to be saved (parameter m), therefore:

tsave = m · (tWNVM
+ tRVM

) (4.4)

In addition, there are two factors related to the memory tracker that contribute towards

the total energy cost:

� The cost of running the tracking module (PMeTra) while the application is being

executed and memory is being monitored and

� The power and time required for reading and processing the bitmap before a power

failure (Pbitmap and tbitmap), to determine which memory blocks need to be saved

in NVM.

Hence, equation 4.3 becomes:

Etotal = (P app + PMeTra) · tapp +
∑

s · [P save · [m · (tWNVM
+ tRVM

)] + P restore · trestore

+ P bitmap · tbitmap] (4.5)

A more fine-grained granularity setting is expected to decrease the number of bytes

that need to be saved in NVM (parameter m), while increasing the cost of reading and

processing the bitmap which is larger.

Parameter Description Typical Values

tactive Active time of the system 18-72ms
C Total capacitance 20-100µF

fsource Source interruption frequency 2-20Hz
VR Voltage threshold to start restoring system state 2.27V

Vmax Maximum voltage of input source 3V
VH Voltage threshold to start saving system state 2.17V
Io Current consumption in active mode 1-1.2mA
tR Time required to restore system state 1.4ms

Table 4.1: Parameters and typical values according to Hibernus [36] for esti-
mating active time [37].



88 Chapter 4 Design Exploration of Approaches to Memory Tracking

The benefit of using a memory tracking solution is reflected on the ability of the system

to dynamically adjust the hibernation threshold voltage and, as a consequence, extend

the active time. According to [37], the active time of the system is described by:

tactive =
1

4f source
−

arcsin(
V R
Vmax

)

2πf source
+
C · (V max − V H)

Io
− tR (4.6)

Descriptions of the parameters used in equation 4.6 are summarised in Table 4.1. This

equation is essentially split into two phases: charging the capacitor to its peak value

and discharging until the system needs to hibernate. To be specific, the first term

represents the rise time of the input source to its maximum value (Vmax). The second

term describes the time required by the input signal to reach the restore voltage (VR)

and it is deducted from the first term to highlight the fact that the microcontroller

starts its operation after the restore threshold has been exceeded. The last term (tR)

is discounted from the total time as the cost for restoring the system state needs to

be taken into consideration, given that the system is active but cannot perform useful

computation. Finally, the third term represents the discharge time of the capacitor,

assuming that the microcontroller is consuming a constant current.

Using the typical values (extracted from Hibernus [36]) presented in Table 4.1 and equa-

tion 4.6, the active time can be obtained. For modelling purposes, it is assumed that the

interruption frequency of the source (fsource) remains constant throughout the execution

of the application.

Figure 4.11 shows how the active time of the system (tactive) is affected for different

interruption frequencies of the input source (fsource) and the importance of the hiber-

nation threshold voltage (VH) for maximising the active computation time. Figure

4.11(a) presents the impact on a system with a 20µF capacitor (typical for FRAM-

based systems), while Figure 4.11(b) considers a larger capacitance (100µF), targeted

at Flash-based systems.

To plot this figure, the values of Table 4.1 are used, while sweeping VH and the inter-

ruption frequency of the source (fsource). As an example, it is shown that the active

computation time of a system with 20µF capacitance can be increased by more than

2x when VH is decreased from 2.8V to 2V, with a source frequency (fsource) of 10Hz.

Similarly, an increase of more than 3x in active time is observed for the system featuring

a 150µF capacitor.

An arbitrary example of the operation of a transient system with memory tracking is

presented in Figure 4.12. Here, there are no memory changes when the system starts

operating and, therefore, the hibernation threshold voltage (VH) has its lowest value.

In contrast, the active time (tactive) which is inversely proportional to VH, is at the

maximum achievable value (depending on the other parameters of Table 4.1). It is
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shown that as the application is executed, main memory starts getting updated and

therefore VH starts increasing to ensure there is adequate energy to save the system

state in NVM. As a consequence, the active time decreases until a power failure occurs

and the process starts from the beginning until the application is complete.

(a) Active time for a system with 20µF capacitance.

(b) Active time for a system with 100µF capacitance.

Figure 4.11: Effect of different interruption frequencies (fsource) and hibernation
threshold voltages (VH) on the active computation time (tactive), for systems
with different capacitance (20µF and 100µF).
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Figure 4.12: Operation of transient system featuring memory tracking module.
Memory usage, hibernation threshold voltage (VH) and active computation time
(tactive) as functions of time.

4.4.1 Example

To put the equations described in this section in practice, an example from literature is

considered. According to Hibernus [36], the execution of a Fast Fourier Transform (FFT)

application requires 100ms. Using equation 4.2, it is shown that the energy required for

completing this task is 250µJ. However, depending on the interruption frequency of the

source (fsource), the active time of the system might not be sufficient for running the

application.

The time and energy required for saving the system state (if needed) is 41ms and 328µJ

respectively. Therefore, it is shown that the incurred time and energy overheads for

saving a snapshot reach 41% in terms of time and more than 2x in terms of energy,

compared to the cost of executing the task itself.

The high cost for saving the system state must be taken into consideration when deciding

the hibernation threshold voltage (VH) which also dictates the active time of the system,

as shown in Figure 4.11. Assuming a system with 4kB of Flash memory, 100µF of total

capacitance and a minimum operating voltage of 2V, it is shown by Figure 4.2 that

the hibernation threshold voltage (VH) needs to be set at a minimum of approximately

3V to ensure there is adequate energy for saving a snapshot. However, such a high VH
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compared to VMAX, results in decreased active time. Using equation 4.5, it is found

that the resulting active time for any frequency higher than 1.1Hz is not sufficient for

completing the execution of the FFT within a single power cycle. As a consequence, one

or more snapshots need to be saved in NVM.

Therefore, it is concluded that by tracking the memory changes in RAM and decreasing

the hibernating threshold voltage (VH), the system can spend more time (and energy)

towards useful computation within a single power cycle. Therefore, the energy efficiency

of the transient system is increased and hence, the forward execution progress of the

application can be increased.

4.5 Summary and Discussion

The limitations of software-based approaches for saving the system state in an energy

efficient way led to the need for a lightweight memory tracking solution in run-time.

Certain requirements such as (a) zero execution slow-down and (b) very low energy

consumption are crucial for memory tracking to be considered as a strong candidate for

addressing the challenge of efficient state retention in TPCSs.

This Chapter has presented a design exploration on memory tracking for transient sys-

tems which are based on different architectures and therefore, exhibit different proper-

ties. Alternative solutions to make the memory tracking solution more efficient have

been proposed and the concept of “granularity of tracking” has been introduced to en-

able the trade-off between energy and area. It was shown that the hibernation threshold

voltage (VH) can be dynamically adjusted, depending on the number of memory cells

that have been updated since the last restore operation.

The sources of energy overhead associated with monitoring the write operations in main

memory were estimated using a mathematical model. An example from literature was

selected to validate the parts of the model and highlight the need for efficient memory

tracking.

Based on this Chapter, memory tracking seems to be a viable solution for increasing the

active time and energy efficiency of a transient system. Chapter 5 presents the design

and validation of a memory tracking module based on the design considerations and

outcomes presented in this Chapter.





Chapter 5

Implementation and Validation of

MeTra: a Memory Tracking

Module

Chapter 4 has presented the motivation and design considerations for designing a mem-

ory tracking module in order to monitor the memory changes in run-time. Therefore,

the amount of redundant NVM writes can be minimised and the system can spend less

energy for the state retention process. Hence, a greater portion of the incoming energy

can be used towards useful computation, increasing the energy efficiency of the system.

Using the counter of the tracking module, the hibernating threshold voltage can be

adjusted dynamically according to the number of bytes that need to be saved in NVM

before a power failure. As a consequence, the active time of the system can be increased

and this will have a positive impact on the forward execution progress of the application

for a given amount of input energy.

Using the outcomes of the previous Chapter as a guide, the design and simulation of

the memory tracker (referred to as MeTra for the rest of this thesis) as a stand-alone

module is performed first. Then, the proposed design is validated and evaluated as part

of a transient system. In this way, the potential for energy efficient state retention and

maximisation of forward progress is shown.

5.1 Functionality Test

Following the design exploration presented in Chapter 4, the memory tracking module is

designed and simulated as a stand-alone module. This will confirm the desired behaviour

and, in particular, ensure that the bitmap is updated within a single clock cycle so that

it can keep up to pace with the main memory writes.

93
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The MeTra module was designed in Verilog and simulated using ModelSim by Mentor

Graphics [159]. The following subsection presents preliminary simulation results to

show that the module can be implemented without violating any “red lines” described

in Section 4.3.

5.1.1 Stand-alone Simulation

A functionality test is the first step towards the validation of the proposed module. For

this reason, a testbench was created using the parameters presented in Table 5.1.

Property Value

Architecture 32-bit
RAM Size 8kB

Granularity 1-to-4
Base address 0x20000000

Frequency 50MHz
Bitmap size 64x32

Table 5.1: Testbench settings for the functional simulation of MeTra module.

The operation of the module for two clock cycles is shown in Figure 5.1. For the sake

of this simulation, the module is running at 50MHz and, therefore, each clock cycle is

20ns long. Signal addr is the RAM address that the application is writing to, and it is

incremented by 4 bytes on every clock cycle. Writing to main memory on every cycle

is the worst case scenario in a real-life system, as explained in Section 4.3.1. WENABLE

is a control signal used to specify that data is being written to RAM instead of being

read from it. If WENABLE is high and addr is updated, MeTra finds the appropriate

position (row and column) on the bitmap and subsequently, flags the corresponding bit.

In addition, the counter is instantly incremented to keep track of the total number of

bytes that have been updated. To verify that the RAM write has been successfully

logged, the output q is used to return a single row (32-bit wide) of the bitmap so that it

can be read from the CPU before a power failure. In this case, the first row of the bitmap

(row 0) is returned, which contains the log of the first 128 bytes of main memory. It is

shown that the output is updated at the rising clock edge following the write operation,

containing the latest changes in RAM.

Therefore, it is concluded that the tracking module is capable of successfully monitoring

changes in RAM memory in run-time without introducing a time overhead, in line with

the requirements set in Chapter 4 (Section 4.3). To gain an insight on the energy

performance and area overhead of MeTra, which are the most important factors for its

adoption in transient systems, it is necessary to incorporate the module in the design of

a typical microcontroller used in TPCSs.
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Figure 5.1: Functionality simulation results of MeTra module.
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5.2 MeTra Integration

As the preliminary functionality simulations confirmed the appropriate behaviour for

tracking the memory changes in a time efficient manner, the area overhead and energy

performance of this module need to be considered to evaluate the potential benefits.

This section presents the integration of MeTra in a low-area and low-power platform

which is widely used in modern embedded systems: the ARM Cortex-M0.

5.2.1 ARM Cortex-M0

To enable the extraction of useful results regarding the suitability of the proposed mem-

ory tracking module in transient systems, its simulation as part of a real system is

required. To fulfil this purpose, the ARM Cortex-M0 was selected as a test vehicle.

This platform is based on a 32-bit architecture and offers small silicon area with low

power consumption, making it ideal for use in transient systems.

ARM offers open-source design resources, aiming to accelerate the development of pro-

totypes built around their products. Specifically, DesignStart Academic Pro offers un-

obfuscated and synthesisable system IP to facilitate fast System-on-Chip (SoC) design

by using the Cortex-M System Design Kit (CMSDK).

An example CMSDK system is shown in Figure 5.2 which includes various blocks and

peripherals. The main focus of this work is the AHB and APB buses (in yellow and

orange respectively) which enable communication between various subsystems (RAM,

ROM, peripherals and more) and the processor.

Figure 5.2: Example of Cortex-M0 System Design Kit. Reprinted from [160].
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Figure 5.3: Typical AMBA architecture. Adapted from [161].

5.2.2 AMBA

AMBA is an architecture that has been broadly adopted in modern SoC designs, offer-

ing on-chip interconnect specification for connecting and managing buses for functional

blocks such as memories and peripherals. Figure 5.3 presents a typical AMBA-based

SoC that uses Advanced High-performance Bus (AHB) for high bandwidth shared bus

interconnect and an Advanced Peripheral Bus (APB) for low-bandwidth energy efficient

peripheral interconnects. Each of these buses has its own properties as it is targeted at

functional blocks with different needs (e.g. energy efficiency or high performance). The

benefits of each bus are summarised in Table 5.2.

The memory tracking module requires access to the AHB in order to “sniff” the address

bus between the CPU and RAM. However, communication between the tracker and

CPU is established via the APB, due to the need for maximum energy efficiency and

the need for non-blocking operation. The APB does not offer high bandwidth or burst

operations compared to the AHB, however these attributes would not add significant

value to the design, as the amount of data that need to be transferred from the MeTra

module to the CPU is insignificant.

The Cortex-M0 platform that was selected as a case study for MeTra, offers an interrupt

latency of only 15 clock cycles and, therefore, adjusting the hibernation threshold voltage

introduces a minimal time overhead. As an example, a total of 60 clock cycles would be

required for the adjustment of hibernation threshold voltage from 2.0V to 2.2V as the

AMBA AHB AMBA APB

High performance Low power
Pipelined operation Simple interface

Multiple masters Multiple peripherals
Burst transfers Memory mapped

Table 5.2: Summary of AHB and APB benefits [161].
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application progresses, assuming an interrupt is generated to trigger a 0.05V increase in

VH.

5.3 Experimental Validation

The purpose of this section is to evaluate the proposed module, by obtaining an accurate

estimation for its energy consumption and area. In this way, the benefits and overheads

of MeTra as part of the Cortex-M0 platform can be analysed.

5.3.1 Cortex-M0 Simulation

In order to evaluate the energy and area performance in an accurate way, the entire

design was synthesised using Synopsys Design Compiler. To ensure the simulation results

would reflect a real system, a commercial library selected for synthesising the design

(CE018FG from TSMC), which was available to download as part of the Arm Free

Library Program [162]. It is an Ultra-Low Leakage (ULL) 180-nm process, 7-track Ultra

High Density (UHD) standard cell library targeted at applications requiring low leakage

and dynamic power in the smallest possible area.

The typical-typical (TT) process corner was selected for the synthesis of the design, at a

temperature of 25°C, using a supply voltage of 2.5V. To minimise the area of the design,

Figure 5.4: Procedure for obtaining accurate power reports using Design Com-
piler.
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the set max area setting of the tool was set to 0 and the mapping effort was set to

high.

The current consumption of the Cortex-M0 (stand-alone) was found to be 36.7µA/MHz.

Consequently, a system operating at 8MHz would consume approximately 0.73mW with

an operating voltage of 2.5V, assuming no peripherals are used. The total area of the

design was 0.15mm2.

The NVM blocks cannot be incorporated in the design as access to specialised IP libraries

(for Flash and FRAM) is required but only the standard cell libraries are available at

no cost. For this reason, the operation of the system in normal mode is simulated using

the software tools mentioned earlier, and the state retention process is modelled using

the outputs of the simulation (e.g. MeTra counter) and theoretical/experimental values

from Chapter 3 (e.g. energy cost for saving a byte in Flash).

5.3.2 MeTra Overheads

The procedure for obtaining the area and power reports from Design Compiler is shown

in Figure 5.4. First, the Cortex-M0 RTL with integrated MeTra module is compiled

using ModelSim. Subsequently, the desired C testcode is simulated on the Cortex-M0,

and a Switching Activity Interchange Format (SAIF) file is exported which contains

the switching activity of the system for the specific application running on the SoC.

Next, the RTL is synthesised in Design Compiler [163] and the .saif file is imported.

Finally, the power and area reports can be obtained from Design Compiler which contain

detailed information about the power consumption (internal, switching, leakage) and

area (combinational, non-combinational, buffers/inverters).

To evaluate the performance of the proposed memory tracking solution, the power and

area overheads need to be obtained. These can be compared to the area and power

consumption of the entire design to show the effect of incorporating MeTra on a transient

system.

Table 5.3 shows the power and area performance of the memory tracker for different

configurations. These overheads refer to the active power consumption of the block

Power (uW) Overhead Area (um2) Overhead
Granularity

4kB 8kB 4kB 8kB 4kB 8kB 4kB 8kB

1b-4B 19.3 21.1 2.63% 2.88% 18329 32579 12.21% 21.72%
1b-8B 18.4 19.4 2.51% 2.65% 9364 18329 6.24% 12.21%
1b-16B 17.1 17.8 2.33% 1.43% 5509 9364 3.67% 6.24%
1b-32B 16.1 17.0 2.20% 2.32% 3716 5509 2.48% 3.67%

Table 5.3: Power and area overheads for memory tracker with different granu-
larity and main memory size configurations.
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itself and do not consider the cost of reading the bitmap before a power failure, which

is expected to be insignificant. For a system with 4KB of main memory and a memory

tracking module with “1-to-4’ granularity, the maximum power consumption of the

module (operating at 2.5V) is 19.3µW, while its area is 18329µm2. Compared to the

standard Cortex-M0 based system without the use of the memory tracker, the maximum

power and area overheads are, therefore, 2.63% and 12.21% respectively.

It is shown that a trade-off between the area overhead and the level of granularity can be

achieved, depending on the requirements of the application. For designs with significant

area constraints, a less fine-grained granularity setting would be able to minimise the

area overhead of MeTra, while reducing the amount of energy required for saving the

system state.

5.3.3 Benchmarks

To quantify the benefits of using MeTra on a transient system, the following benchmarks

which reflect typical tasks for TPCSs were selected:

� Advanced Encryption Standard (AES): 128-bit AES encryption of consec-

utive memory blocks in main memory. AES has become the most widely used

standard of encryption and it is typically used to secure communication.

� Cyclic Redundacy Check (CRC32): 32-bit checksum generation, the most

common error-detecting method for communication payloads.

� Fast Fourier Transform (FFT): Transformation from time domain to frequency

domain for three arrays, each holding 128 8-bit samples of tri-axial accelerometer

data.

Each benchmark accesses the main memory in a specific way and it requires a different

amount of time to complete one iteration. AES reads, modifies and writes consecutively

through a large string, while requiring 82ms to be completed at 8MHz. In contrast,

CRC32 reads consecutive blocks in main memory and updates only a portion of these

blocks, while its execution time is 64ms. Finally, FFT requires 100ms to be completed

at the same frequency. Using the power consumption for the Cortex-M0 mentioned in

subsection 5.3.1, it is found that the energy required for completing each application is

73.3µJ (FFT), 60.1µJ (AES) and 46.9µJ (CRC).

5.3.4 Extraction Process

The simulation of a real-life application on the Cortex-M0 design incorporating the

memory tracking module can be used to evaluate the potential benefits of such a solu-

tion. The extension of active time and the increase in energy efficiency will enable the



Chapter 5 Implementation and Validation of MeTra: a Memory Tracking Module 101

improvement in forward execution progress. The process for quantifying the advantages

of this approach is shown in Figure 5.5. Green colour represents values obtained directly

from simulation, red describes calculations made as a direct result of the outputs of the

simulation and finally, purple indicates that a model is used for the extraction of results.

The first parameter that needs to be known is the number of updated RAM bytes that

need to be saved in a snapshot (counter) as a function of time, given by simulation. Sub-

sequently, the change in hibernation threshold voltage for the duration of the application

is recorded, while the corresponding “instantaneous” active time is found using equation

4.6. It is expected that a snapshot needs to be saved once the execution time reaches the

calculated active time of the previous step. As a consequence, the number of required

snapshots can be obtained and the energy associated with the state retention process is

given by the amount of bytes that need to be saved in NVM at the time of saving the

snapshot (i.e. “instantaneous” active time is equal to execution time). As mentioned in

Section 5.3.1, the last step is using theoretical values from Chapter 3, as the behaviour

of different NVM blocks cannot be incorporated into the existing simulation.

Figure 5.5: Procedure for quantifying benefits of using MeTra.

5.3.5 Baseline

Two different cases were considered for evaluating the performance of MeTra: a system

featuring Flash memory and a system with FRAM. Even though the operation of the

simulated platform itself is not affected by the selected NVM technology, certain param-

eters of the system such as the amount of capacitance and the value of VH need to be

adjusted accordingly. Assuming minimum operating voltage of 1.8V and 4kB of main
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FRAM Flash
fsource tactive (ms) tactive (ms)

2 79.30 77.63
4 48.81 47.15
6 38.65 36.99
8 33.57 31.91
10 30.53 28.86
12 28.49 26.83
14 27.04 25.38
16 25.95 24.29
18 25.11 23.44
20 24.43 22.76

Table 5.4: Active time (tactive) calculation for different input source frequencies
(fsource), for a system featuring FRAM (10µF) and Flash memory (100µF).

memory for both scenarios, 100µF and 10µF of capacitance are chosen for the Flash and

FRAM-based system respectively.

Initially, the benchmarks described in subsection 5.3.3 (AES, CRC32, FFT) were tested

on the platform without a memory tracking module, assuming a fixed hibernation thresh-

old voltage according to [36]. Using Figures 4.1(a) and 4.2(a), it is found that for the

Flash-based system, a VH of 3.1V is required to ensure that the entire system state can

be saved in NVM upon a power failure, while a threshold of 2.6V is sufficient in the case

of FRAM, assuming a Vmax of 3.2V.

For a thorough investigation on the performance of the system, supply interruption fre-

quencies (fsource) ranging between 2Hz and 20Hz were selected, to represent the variable

input power of typical transient systems, coming from energy harvesters such as a micro

wind turbine or RFID inductive power transfer.

Table 5.4 shows the active time for both systems using fixed VH, for different source

interruption frequencies (fsource). It is observed that the FFT (which requires 100ms

to be completed), cannot be completed in a single power cycle even when the source

interruption frequency is 2Hz. In addition, it is important to notice that even though

the Flash-based system has larger capacitance, it is not able to provide longer active

times as the hibernation threshold voltage is set at a very high level.

Figures 5.6 and 5.7 show the number of snapshots required for completing one iteration

of each benchmark, for a range of interruption frequencies. To be specific, Figure 5.6

presents the results of a system featuring FRAM, while Figure 5.7 refers to a Flash-based

system. All benchmarks require at least one snapshot to saved in NVM when fsource >

2Hz. As CRC requires the least time to be completed, it is observed that the number of

required snapshots is always less or equal compared to the other benchmarks. Finally, it
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Figure 5.6: Number of snapshots required to complete each benchmark for var-
ious interruption frequencies, using a system featuring FRAM without MeTra.

is shown that, for both platforms, the FFT requires 4 snapshots to be completed when

fsource is equal to 20Hz.

To show the effect of saving the system state in NVM, Figures 5.8 and 5.9 show the

total amount of energy spent for saving the necessary snapshots to successfully execute

an iteration of each benchmark. In this case, it is observed that each snapshot requires

17.2µJ to be saved in FRAM and 328µJ in Flash memory, leading to a considerable

amount of energy spent for the state retention process. In addition, it was shown that

the energy needed for completing each benchmark is in the order of <75 µJ using the

energy consumption of the synthesised Cortex-M0, as mentioned in Section 5.3.3. Hence,

Figure 5.7: Number of snapshots required to complete each benchmark for
various interruption frequencies, using a system featuring Flash without MeTra.
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Figure 5.8: Amount of energy required to complete each benchmark, for various
interruption frequencies (fsource), using a system featuring FRAM without the
use of MeTra.

it is concluded that it is very energy expensive and damaging for the energy efficiency

of the system to save snapshots of the entire system state.

5.3.6 Simulated Performance of MeTra

Using MeTra, the system is able to identify the parts of memory that have been updated

and adjust the hibernation threshold voltage (VH) to ensure that only the required

Figure 5.9: Amount of energy required to complete each benchmark, for various
interruption frequencies (fsource), using a system featuring Flash without the
use of MeTra.
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energy is spent for retaining the system state. This Section presents the results collected

using the MeTra module with a granularity setting of “1-to-4” which is the lowest

supported setting on the Cortex-M0 (32-bit).

Using FFT which is the longest benchmark as an example, Figure 5.10 shows the be-

haviour of the Flash-based system when fsource is equal to 2Hz. This figure shows: (a)

the number of bytes that need to be saved in NVM as a function of time (top), (b) the

way the hibernation threshold voltage (VH) is adjusted accordingly (middle), and (c)

the effect of VH on the “instantaneous” active time (tactive - bottom). Even though the

application requires 100ms to be completed, it is observed that the counter of MeTra

increases only for the first 12ms. This happens because the application uses the same

memory locations to update variables, mainly in stack and secondarily in data and

bss segments. In addition, the hibernation threshold voltage (VH) gradually increases

with the number of bytes that need to be saved in NVM, as it needs to guarantee that

the energy stored in the capacitor (100µF) is adequate to perform the state retention

process. As a consequence, the time that the system can remain active (tactive) which

depends on the threshold is decreased in line with the increase of VH.

To determine whether a snapshot needs to be saved before the application has been

completed, it is important to observe the minimum value that tactive reaches. In this

Figure 5.10: Behaviour of MeTra when the FFT benchmark is executed on a
system featuring Flash memory, with a source interruption frequency of 2Hz.
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Figure 5.11: Behaviour of MeTra when the FFT benchmark is executed on a
system featuring FRAM memory, with a source interruption frequency of 2Hz.

case, the system can remain active for approximately 400ms as the hibernation threshold

voltage has decreased from 3.1V (for the system without MeTra) to 2.05V, while the

application is needs 99.6ms of execution time to be completed. Hence, it is concluded

that using MeTra, the transient system is able to avoid saving a snapshot and hence,

saves at least 328µJ for the execution of a single iteration of the FFT application.

Figure 5.11 shows the hibernation threshold voltage and the “instantaneous” active time

for the system featuring FRAM. Even though the main memory is changing at the same

rate (as shown at the top of Figure 5.10), the threshold needs to be increased only twice

(up to 1.95V) compared to the four times (up to 2.05V) observed in the Flash-based

system. This is because FRAM is a more energy efficient NVM technology compared to

Flash. However, due to the smaller capacitance (10µF), it is shown that the minimum

active time is 96.95ms. Comparing this value with the corresponding active time without

MeTra (Table 5.4), it is observed that an extension of 17.65ms has been achieved due

to the adjustable VH, leading into a 22.3% increase in active time.

However, the active time is still not adequate for the completion of the benchmark within

a single power cycle. Hence, after 96.95ms of execution time, a snapshot is saved in NVM

and MeTra resets. As a consequence, the hibernation threshold voltage (VH) goes back

to its initial value (1.85V) and the “instantaneous” active time reverts to its maximum
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Figure 5.12: Behaviour of MeTra when the FFT benchmark is executed on a
system featuring FRAM memory, with a source interruption frequency of 20Hz.

value. Even though it was shown that the counter reaches its maximum value after

12ms since the beginning of execution, it now needs to record every new memory change

compared to the image saved in NVM, as shown at the top of Figure 5.11. Therefore,

all RAM writes at a new memory location since saving the snapshot are tracked.

It would be useful to observe the behaviour of the system under a very unstable input

source, with a fsource of 20Hz. Without MeTra, the system needed to save 4 snapshots

both in FRAM and Flash memory to complete one iteration of FFT and therefore, the

energy spent for the state retention process is significant, as shown in Figures 5.8 and

5.9.

Figure 5.12 shows the operation of the memory tracking module incorporated at the

system featuring FRAM. Here, the active time of the system is highly affected by the

instability of the input source. As a consequence, two snapshots are required for the

completion of the benchmark, denoted by the vertical dashed lines at 43.3ms and 86.6ms.

Nevertheless, the system can avoid saving one snapshot and it only requires a total of

4.42µJ to save the system state, compared to 51.6µJ of energy that was required for the

system without memory tracking (Figure 5.8). Therefore, it is shown that a decrease of

91.4% can be achieved even if the source interruption frequency is high.

The same experiments were performed for all benchmarks at both platforms, for the

full range of source interruption frequencies (2-20Hz). The minimum “instantaneous”

active time was recorded in each case and the results can be summarised in Figures 5.13
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Figure 5.13: Minimum active time for each benchmark, for various interruption
frequencies (fsource), using a system featuring FRAM with MeTra.

and 5.14. Here, it is shown that the active time is extended between 22.3% and 83.9%

for the FRAM-based system (Figure 5.13), whereas the results for the system featuring

Flash memory show an increase that ranges between 4x to 16x (Figure 5.14). The main

reason behind the dramatic increase noticed with the latter platform is justified by the

significant reduction of VH from 3.1V (fixed) to a maximum of 2.05V.

With the integration of MeTra, as the active time of the system is notably increased,

it is observed that the system is capable of avoiding a snapshot altogether in many

cases, being able to complete the application in fewer power cycles. For instance, the

minimum active time of the Flash-based system, was found to be 346.9ms with a source

Figure 5.14: Minimum active time for each benchmark, for various interruption
frequencies (fsource), using a system featuring Flash with MeTra.
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interruption frequency of 20Hz, while running the FFT benchmark. This means that any

application which uses the memory in a similar manner and requires less than 346.9ms

to be completed, can be executed within a single power cycle, without the need for

saving a snapshot in NVM. Therefore, it is concluded that the use of MeTra, in this

case, results in the complete elimination of snapshots for completing the AES, CRC and

FFT benchmarks, regardless of the frequency of interruptions. As a consequence, the

total energy required for the state retention process is significantly decreased.

However, even in cases where one or more snapshots need to be saved, the system is

still able to save energy by only saving the parts of memory that have changed since the

last restore. Using the example presented in Figure 5.12, it was shown that the system

needs to save 584 bytes during the first snapshot (at 43.3ms) and 468 during the second

(at 86.6ms). Hence, compared to saving a fixed amount of data on each snapshot (4kB),

there is a significant energy benefit with the use of the memory tracking module. The

energy spent on state retention for each benchmark on the FRAM-based platform is

(a) FFT benchmark results (b) AES benchmark results

(c) CRC benchmark results

Figure 5.15: Energy spent on state retention for different benchmarks on system
featuring FRAM, with various source interruption frequencies.
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presented in Figure 5.15. Here, it is shown that the effect of the increase in active time

is very impactful for the energy spent towards saving necessary snapshots. Specifically,

energy savings ranging between 85.76% and 96.45% are achieved, compared to the

traditional Cortex-M0 system without the use of MeTra (green bars).

5.4 Effect of Tracking Granularity

This subsection presents the effect of different granularity settings in terms of energy

overhead for the state retention process when MeTra is integrated with a transient

system. Three different settings were selected for comparison: “1-to-4”, “1-to-8” and

“1-to-16”. The most fine-grained setting (1-to-4) is able to track every RAM write,

however an area overhead of up to 12.21% is incurred for a system with 4kB of main

memory. On the other hand, the lower settings imply that the bitmap is smaller, and

therefore the area of the module is considerably smaller.

Unless data is written to RAM in consecutive addresses, however, some unnecessary

memory blocks will be saved in NVM. Therefore, the way the application uses memory

plays an important role in the energy overhead of each snapshot. However, the effect

of spatial locality is typically observed, which means that neighbouring RAM cells are

more likely to be referenced closer in time.

Figure 5.16: Behaviour of MeTra when the FFT benchmark is executed on a
system featuring FRAM memory, with a source interruption frequency of 20Hz,
using different granularity settings.
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To show the impact of granularity, the most memory intensive application (FFT) was

selected, with a source interruption frequency of 20Hz. Figure 5.16 shows the number

of bytes that need to be saved in NVM, as the execution of the application progresses.

As expected, the size of each snapshot increases as the level of granularity decreases. A

total of 584 bytes need to be saved for the first snapshot using the “1-to-4” granularity

(top), which is increased to 704 and 768 bytes when the “1-to-8” (middle) and “1-to-16“

(bottom) settings are selected, respectively. Therefore, an increase of 20.5% and 31.5% is

recorded, which is insignificant compared to the benefit against saving the entire system

state.

For a Flash-based system, the hibernation threshold voltage reaches a maximum value of

2.15V (instead of 2.05V as shown in Figure 5.10) but this has no impact on the number

of snapshots that need to be saved for the completion of the benchmark. The minimum

“instantaneous” active time is 314ms which is adequate for executing more than one FFT

iterations in a single power cycle. Therefore, the maximum energy overhead associated

with the “1-to-16” granularity setting compared to the most fine-grained solution (“1-

to-4”) is equal to the percentage increase in terms of the number of bytes, i.e. 31.5%.

When it comes to the system featuring FRAM, however, the situation is slightly differ-

ent as the system needs to save a number of snapshots in order to sustain computation.

Figure 5.17: Hibernation threshold voltage adjustment when the FFT bench-
mark is executed on a system featuring FRAM memory, with a source interrup-
tion frequency of 20Hz, using different granularity settings.
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Figure 5.17 shows how the hibernation threshold voltage adapts to the energy require-

ments of each snapshot as the execution of the application progresses. It is shown that

as the number of bytes that need to be saved increases, the hibernation threshold volt-

age increases accordingly. For this reason, the most fine-grained setting (top) leads to

a maximum VH of 1.95V, whereas the lower granularities (middle and bottom) result

in an additional increase, reaching 2.00V. As a consequence, Figure 5.18 shows how the

active time is affected. Here, the first snapshot occurs at 41.7ms and the second at 85ms,

instead of 43.3ms and 83.3ms, respectively. In this specific scenario, the same amount

of snapshots needs to be saved, however there is a possibility for additional snapshots

being required due to the decrease in active time.

The total energy required for saving the system state until the FFT can be completed

when using different granularity settings is presented in Figure 5.19. Here, a maximum

increase of 32.3% is observed between the most fine-grained and the most coarse-grained

setting, while the intermediate option adds an energy overhead of 20.8% compared to

the “1-to-4”.

Using the results presented in this Section, it is concluded that the most fine-grained

settings is always the most energy-efficient option. Reducing the level of granularity adds

an energy overhead for saving the system which depends on the way the application is

using the main memory. This comparison validates the ability given to the designer to

Figure 5.18: “Instantaneous” active time when the FFT benchmark is executed
on a system featuring FRAM memory, with a source interruption frequency of
20Hz, using different granularity settings.
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Figure 5.19: Total energy required for saving the system state until the FFT
application can be completed, assuming a system featuring FRAM memory,
using different granularity settings.

trade off between the area of the design and the energy cost for saving the system state

upon a power failure.

5.5 Summary

This Chapter has presented the design, simulation and validation of a memory tracking

module. The design was initially simulated as a stand-alone module to confirm its

functionality. Afterwards, it was synthesised to obtain its area and power consumption

which were found to be 18329µm2 and 19.3µW (at 2.5V) respectively, assuming a

system with 4kB main memory and “1-to-4” granularity. Subsequently, it was integrated

into a modern microcontroller platform (Cortex-M0) to validate its behaviour as part of a

transient system, using three typical applications for embedded systems - FFT, AES and

CRC. Using MeTra, an increase in active time is achieved, showing the potential for an

extension of up to 16x for Flash-based systems and 83.9% for systems featuring FRAM.

As the active time is dramatically increased for systems with Flash memory, the need

for saving a snapshot for the completion of one iteration of the different benchmarks

is eliminated. In contrast, FRAM-based systems still require the system state to be

retained (up to 2 snapshots) but the process is up to 96.45% more energy efficient and

as a consequence, more energy can be spent towards useful computation which is the

ultimate goal for transient systems.





Chapter 6

Conclusions and Future Work

6.1 Conclusions

Some applications of autonomous/IoT devices require low cost, volume and weight, and

long lifetime which becomes a challenge for battery-powered systems. Transiently Pow-

ered Computing Systems are battery-less embedded systems, able to achieve forward

execution progress despite the unstable and unpredictable nature of their energy har-

vesting input source. There are two main approaches that have gained a lot of interest

recently: task-based and state retention. The former systems operate by incorporating

an energy buffer which is sized according to the largest task that needs to be executed.

On the other hand, systems based on state retention operate by saving the system state

(snapshot) before a power failure in NVM, and restoring it once the power supply re-

covers. They typically use a comparator to monitor the input voltage in order to save or

restore the system state. A popular example is Hibernus, which requires minimal user

intervention and is application agnostic which makes a suitable candidate for transient

systems.

Based on the literature review (Chapter 2) however, there is a need for transient systems

to become more energy efficient in order to turn into a more widely adopted solution.

However, the amount of energy spent on state retention is a burden as current approaches

typically save the entire system state or misuse the on-board NVM. To address this

challenge, the properties of each NVM technology needs to be taken into consideration

when designing the state retention policy of a transient system.

For this reason, different selective policies for efficient state retention in TPCSs are

presented in this thesis. These software-based retention policies are targeted for different

NVM technologies, exploiting their properties such as read/write symmetricity and the

need for erasing. Unlike existing approaches, the proposed policies are based on the

principles of (1) saving only the information that has changed since the last restore

115
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(Updated Blocks and Multiple Updated Blocks), and (2) avoiding the cost of erasing

NVM by concatenating multiple images (Multiple Allocated State Images and Multiple

Updated Blocks).

The proposed policies were experimentally validated on two different platforms (TI

MSP430FR with FRAM and NXP LPC812 with Flash memory). Results show that

these policies provide a reduction in energy and time overhead of up to 85.1% for

FRAM (Figure 6.1(a)) and 90.6% for Flash memory 6.1(b)) compared to saving the

entire system state. Consequently, it is concluded that the NVM can be used in a more

efficient way when these policies are employed.

(a) Reprinted Fig. 3.12: Energy requirement for saving
the system state using the Allocated State policy on a
system with FRAM.

(b) Reprinted Fig. 3.16(a): Energy requirement for sav-
ing the system state using the MUB policy on a system
with Flash.

Figure 6.1: Most energy efficient software-based policies for systems with FRAM
(Allocated State (a)) and Flash (Multiple Updated Blocks (b)).

Except for the challenge of NVM misuse, however, the system should be able to distin-

guish between useful and redundant data in order to reduce the size of each snapshot

and adjust the hibernation threshold voltage accordingly.

For this reason, a hardware-based solution named MeTra is designed, simulated and

validated. This module is integrated on a transient system (based on the Cortex-M0

platform) and operates by “sniffing” the address bus of the system, in order to monitor

the memory changes in RAM. In this way, the hibernation threshold voltage is adjusted,

to match the energy requirements of each individual snapshot. Consequently, the ac-

tive time of the system can be extended and the forward execution progress that the

system can achieve is maximised. To reduce the area overhead of this solution, the de-

signer is able to select between various granularity settings, trading off area for energy

consumption.

Using simulations and modelling, useful results are extracted regarding the performance

of the memory tracking module. Using three different benchmarks (FFT, AES and

CRC), it is shown that the active time can be extended by up to 16x for systems

featuring Flash memory and up to 83.9% for systems with FRAM. The maximum



Chapter 6 Conclusions and Future Work 117

area overhead (assuming a main memory of 4kB) is 12.2%, using the most fine-grained

granularity setting (“1-to-4”) which is also the most energy efficient option. For systems

featuring Flash memory with MeTra, saving a snapshot is no longer a requirement for

the completion of the benchmarks, as the extension of active time enables the execution

of all benchmarks within a single power cycle. In contrast, systems featuring FRAM

need to save up to 2 snapshots before the execution of the application can be completed.

In this case, the state retention process is up to 96.4% more energy efficient compared

to the system without MeTra.

(a) Reprinted Figure 5.13: Minimum active time for
each benchmark, for various interruption frequencies us-
ing a system with FRAM.

(b) Reprinted Figure 5.14: Minimum active time for
each benchmark, for various interruption frequencies, us-
ing a system with Flash.

Figure 6.2: Active time extension for systems featuring FRAM (a) and Flash ),
using(b MeTra.

6.2 Future Work

The research presented in this thesis managed to address the challenge of saving the

system state in an energy efficient manner. However, there is room for more research in

the area until transient systems can become a widely adopted solution.

The software policies were successfully integrated on a transient system, showing the

potential for efficient NVM use. On the other hand, MeTra was simulated and synthe-

sised but due to time restrictions, it was not possible to fabricate an ASIC featuring the

memory tracking module. It would be interesting to perform an experimental validation

on a system with MeTra, to demonstrate the benefits of the solution in a real-world sce-

nario. As both Hibernus and MeTra are application agnostic, this ASIC would enable

the fast development and deployment of transient systems, without the need for user

intervention.

Even though communications are not the main focus of this thesis, one of the most

significant challenges which is yet to be addressed is the communication between two (or
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more) transient systems. As they cannot be scheduled to turn on and transmit/receive

at a specific time due to their transient nature, it is hard to ensure that both devices

(transmitter and receiver) are active at the same time. As a consequence, it is impossible

to guarantee that a WSN based on TPCSs can operate appropriately.

Finally, even though significant progress has been made on system level design for tran-

sient systems as shown in the literature review, currently there are only a few real-life

applications which have been implemented on transient systems. Thanks to the design

support available for these systems, it is now easier to implement an application without

having to change the philosophy of an application to adapt to the energy constraints.

Any kind of application that requires sensing the energy being harvested (i.e. sensor

coinciding with the harvester) would be an ideal candidate for transient computing.

Developing novel applications based on the existing knowledge in the area is a very

significant step that needs to be taken so that TPCSs can gain more traction.
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A B S T R A C T

Transiently-powered embedded systems are emerging to enable computation to be sustained during intermittent
supply, without the need for large energy buffers such as batteries or supercapacitors. To deal with the inter-
mittent nature of the input source, these systems save the system state (i.e. registers and main memory) to Non-
Volatile Memory (NVM) before a power failure, and restore it when the power supply recovers. Existing ap-
proaches normally save the entire state of the system upon power failure, but this is both energy and time
consuming. In this paper, we analyse existing approaches to identify their inefficiency when used with specific
NVM technologies, and propose novel selective policies for efficiently retaining the system state by exploiting
properties of different NVM technologies. These policies are based on (1) concatenating multiple images into the
available NVM before erasing, and (2) efficiently selecting only the system state that has changed since last
saving. The existing and proposed policies are experimentally validated on two embedded platforms featuring
different NVM technologies (Flash and FRAM), depending on their characteristics, in order to identify the most
energy efficient policy/platform combination. Results show a reduction in energy and time overhead of up to
90.6% for Flash memory using a novel policy, and 86.2% for FRAM, compared to the typical approach of saving
the entire system state.

1. Introduction

Batteries have traditionally been used to power embedded systems.
However, requirements such as a long lifetime, low cost, and low
weight, pose significant challenges to battery-powered systems. In ad-
dition, the nature of some applications such as implantable bio-sensors
[1,2] and underground WSNs [3] implies limited access and, conse-
quently, maintenance for battery replacement or recharging becomes a
challenge. Therefore, the need for embedded systems that can operate
without batteries has emerged [4].

Energy harvesting (EH) systems scavenge energy from environmental
sources such as light, vibration, motion or temperature to power them-
selves, instead of relying on batteries [5]. However, factors such as the
weather condition, availability of light, or the intensity of vibration can
have a significant impact on energy availability. Relying solely on these
sources can, therefore, result in the system being unable to sustain com-
putation. The traditional solution to tackle this is the use of energy storage
(e.g. a supercapacitor or rechargeable battery) to buffer harvested energy
so that the long-term energy consumed equals the harvested energy [6,7].
However, these buffers increase the size, weight and cost of the devices,
which makes the realisation of some systems infeasible.

Transiently-powered embedded systems are storage-less systems
that enable computation to be sustained, despite the variable and un-
stable energy harvested from the environment [8]. Due to frequent
power interruptions caused by the variable source, transient systems
achieve forward progress by retaining their state in Non-Volatile
Memory (NVM) upon a power failure. This implies that the main
memory, core registers and general-purpose registers are saved before a
power outage, and restored when the power is available once again.

Several software-based approaches have recently been proposed for
transient computing [9–13]; however, these all save the entire volatile
state without considering which parts of the memory need to be saved.
Furthermore, they consider the NVM to be somewhat ideal, whereas in
practice the characteristics of different NVM technologies can have a
significant impact on efficiency. Using a universal policy, without re-
gard for the NVM technology, results in spending a considerable
amount of energy for the retention process. Therefore, the active time
of the system is significantly reduced, resulting in degraded forward
execution progress of the application. Fig. 1 shows the impact of the
saving/restoring process on a system with frequent power intermis-
sions. Here, the ratio of active time against the time required to save/
restore ( t

t
active

save/restore
) is low while maximising the time spent on useful
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computation and, therefore, the forward execution progress, is of vital
importance for transiently-powered embedded systems.

In this paper, we propose various novel selective policies for effi-
cient state retention which exploit the characteristics of different NVM
technologies and match existing policies with the fundamental prop-
erties of each NVM technology, to ensure that state retention is an
energy and time efficient operation. Key contributions reported are:

• An exploration and analysis of the inefficiency of existing policies
and the effect that the properties of different NVM technologies has
on each policy;

• Novel policies for efficiently saving state, which select only memory
blocks updated since the last save, and reduce erasing by con-
catenating multiple images;

• An experimental validation of existing and proposed policies on two
platforms from different manufacturers with different NVM tech-
nologies (Flash and FRAM) as part of a transiently-powered em-
bedded system, to identify the most energy efficient policy/platform
combination.

The remainder of this paper is organized as follows. In Section 2, we
discuss the problem and motivate the different policies proposed. Sec-
tion 3 presents an analysis of current policies for saving and restoring
the system state. Novel policies along with their analysis and im-
plementations are then described in Section 4, followed by the ex-
perimental design in Section 5. Results are presented in Section 6 and,
finally, Section 7 concludes the paper.

2. Related work and motivation

As highlighted in Section 1, various approaches have been proposed
to retain system state and enable computation to be sustained upon
power failures. An early software-based approach was Mementos [9],
which places static trigger-points in strategic locations (e.g. before a
function call or inside each loop) at compile time. Mementos saves the
core registers, the stack and the global variables (part of .bss and .data
segments) in Flash memory, captured through analysis at compile time.
Furthermore, Mementos often saves the system state even if the power
failure is avoided, which results in wasting time and energy. The policy
is not generally applicable as it does not address the saving of the heap
segment, which is allocated dynamically at run-time.

Hibernus [11] is an interrupt-driven approach that saves the entire
system state (main memory, core and general-purpose registers) in
Ferroelectric RAM memory (FRAM) and enters a low-power mode when
the supply voltage drops below a specific threshold. Hibernus++ [12]
is an updated version of the same approach, which dynamically adjusts
the saving and restoring thresholds, depending on the on-board de-
coupling capacitance and the available harvested energy. Fig. 2a shows
how these approaches can be applied to any system due to their state
retention policy which indiscriminately saves and restores the entire
RAM memory, including the heap segment and unallocated space. We
refer to this policy as Complete State, as shown in Fig. 2a. However,
these approaches do not consider any intelligent policies to identify the
unallocated space, introducing a significant amount of time and energy

spent on retaining unnecessary data.
To further reduce the time and energy overhead, QuickRecall [10]

proposes a unified memory system, replacing the volatile main memory
with FRAM. In this case, only the core and general-purpose registers
need to be saved in FRAM. However, FRAM is slower and more power-
hungry compared to volatile SRAM, making this approach less attrac-
tive for low-power embedded systems [15].

The presented software-based approaches save the entire system
state every time, without considering what has changed since the last
restore. This leads to a sub-optimal state retention process (Hibernus
and Mementos) or inefficient use of NVM (QuickRecall). Recently,
Bhatti et al. [14] proposed a selective policy for efficient state retention
which dynamically identifies the unallocated space and only saves to
Flash memory the parts of the main memory being used by the appli-
cation. We refer to this policy as Allocated State (see Fig. 2b), while the
system state being saved in NVM is referred to as an image.

2.1. Properties of NVM technologies

To address the challenge of efficiently retaining the system state, we
consider the relevant parameters of typical and emerging NVM tech-
nologies, which have an impact on the saving and restoring process of a
transiently-powered embedded system, as summarised in Table 1.

Flash memory operates by erasing a block of memory cells (page)
before writing [16]. The size of this page can range between several
bytes to a few kilobytes. A given number of pages form a sector, which
is a larger block of memory, and can be erased at the same cost of
erasing a single page. Erasing is a highly energy consuming process
because it involves generating a voltage pulse using a charge pump.
This limits its endurance to approximately 105 cycles. Moreover, Flash
memory is asymmetrical, meaning that reading is faster and more
power efficient compared to writing data.

FRAM uses a ferroelectric capacitor as a storage device, offering the
benefit of higher power efficiency when compared to Flash memory

Fig. 1. Typical operation of a transiently-powered system.

Fig. 2. Existing state retention approaches illustrating (a) Complete State and
(b) Allocated State.

Table 1
Comparison of the properties of different NVM technologies.

Prop./type Flash [16] FRAM [17] MRAM [18] PCM [19]

Read time 70 ns 50 ns 3–20 ns 48 ns
Write time 10 μs 50 ns 3–20 ns 150 ns
Symmetric No Yes Yes No
Erase Yes No No No
Endurance 105 1012 > 1015 1012

Maturity Established Production Production Testing
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[17]. However, this technology has a limited lifetime (∼1012 cycles), as
the ferroelectric material eventually wears out. The read operation with
FRAM is destructive because it requires switching the polarisation state
to sense the current state. Due to this, the read and write cycles require
the same amount of time and energy, thus making FRAM a symmetric
memory.

A different symmetric NVM technology is Magnetoresistive RAM
(MRAM) that uses a magnetic tunnel junction as a storage device, en-
abling an unlimited number of read/write cycles [18]. In contrast to
FRAM, the read operation is non-destructive, allowing shorter read
cycles and improved power efficiency.

Finally, Phase Change Memory (PCM) is an emerging NVM tech-
nology which is asymmetric but does not require erasing, offering no-
tably shorter read/write times and significantly higher power efficiency
compared to Flash [19]. In addition, erasing is not a prerequisite before
writing data which makes PCM an attractive alternative to Flash.

2.2. Motivation

To motivate the need for the work presented in this paper, we im-
plemented the Allocated State policy (Fig. 2b) on two platforms with
different NVM technologies (FRAM and Flash). Fig. 3 shows results
when different software applications (a Binary Counter and FFT) are
executed, where the energy required to save the system state is ex-
perimentally measured. The Allocated State policy allows for substantial
energy savings when used with NVM technologies that do not require
erasing (such as FRAM). Fig. 3a and b demonstrate that the cost for
saving is proportionally reduced with the size of allocated memory,
when compared to saving the entire memory (up to 85% reduction
when the Binary Counter application is executed). However, this policy
was not validated as part of a transient system and we observe that,
when applied on a Flash-based system (as in [14]), it is far less effective
as shown in Fig. 3c and d. This is because the overhead due to the
erasing process, that is needed before saving the system state, is ne-
glected in [14]. However, this is a typical property of Flash memory,

which accounts for up to 94% of the total cost for saving as highlighted
in Fig. 3c and d. Moreover, we notice that the Fig. 3a/b and c/d are very
similar in terms of percentage overhead as the energy required is a
function of time. For this reason, we will consider only the energy
overhead as the metric of performance for the rest of this paper.

This example motivates the need to apply novel policies depending
on the properties of the NVM being used and ensure that each policy is
applied on the appropriate NVM technology. In Section 3, we will
analyse the inefficiency in existing state retention techniques, while in
Section 4, we will consider the properties of NVM technologies (such as
symmetricity, erasing, endurance and efficiency) to explore different
selective policies for system state retention, aiming for more efficient
saving/restoring mechanisms and extended memory lifetime.

3. Inefficiencies in existing policies

The problem statement and motivation for this work was presented
in Section 2, showing that there is a potential for time and energy re-
ductions when saving the system state in transiently-powered em-
bedded systems. In this section, we analyse existing policies to gain
insight into the parameters affecting the energy required to save and
restore system state. In this way, the factors which play an important
role in the saving/restoring process can be determined.

3.1. Complete State

When the Complete State, including the entire RAM memory, is
saved to a NVM without erase cost, the energy needed to save the state
is:

= +E M P t P t_ ·( · · )R R W WSave C S VM VM NVM NVM (1)

where ESave_CS is the total energy required for saving the entire system
state, M represents the size of main (volatile) memory in bytes, while
PRVM and tRVM refer to the power and time required to read a byte from
volatile memory (VM), and PWNVM and tWNVM describe the power and

Fig. 3. Experimental results showing the time and energy overhead of Allocated State with FRAM and Flash memories.
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time required to save a single byte to NVM. The energy required to
restore the system state is given by:

= +E M P t P t_ ·( · · )R R W WRest C S NVM NVM VM VM (2)

In this case, the process is inverted; data is read from NVM and written
to Volatile Memory (VM), hence parameters PRNVM, tRNVM refer to the
power and time required to read a byte from NVM, while PWVM and tWVM

describe the power and time needed to write a byte to the VM.
However, when the Complete State policy is applied to a system which
features a NVM technology with erase cost, Eq. (1) becomes:

= + +E P t M P t P t_ · ·( · · )R R W WSave C S erase erase VM VM NVM NVM (3)

where Perase and terase represent the power and time required to erase the
NVM.

Table 2 contains typical values of these parameters for three dif-
ferent NVM technologies: FRAM, Flash and PCM. Assuming a platform
with a main memory M equal to 4 kB, the energy consumption for
saving the system state, when the Complete State policy is applied can be
estimated as 0.9 μJ (FRAM) or 1.1 mJ (Flash).

Considering Eqs. (1)–(3), to reduce the total amount of energy spent
for saving or restoring the system state, the state retention policy needs
to reduce the amount of data being saved and restored to/from the
NVM, and hence reduce the effective M. For Flash-based systems, the
cost for erasing is expected to account for 74% of the total energy
overhead (673 μJ). This cost is not a function of M and therefore, to
minimise the overhead that the erasing process is contributing, we need
to reduce the number of times the NVM needs to be erased.

3.2. Allocated State policy

As described in Section 2, the Allocated State policy works by dis-
tinguishing the memory segments used by the main application, to re-
duce the amount of data being saved and restored to/from the NVM on
every power failure. The amount of allocated memory is defined as:

=m α M·

where α is the fraction of the total size M of the main memory being
used. For a system featuring a NVM technology without erase cost, the
Allocated State policy is described by:

= + +E P t m P t P t_ · ·( · · )R R W WSave A S track track VM VM NVM NVM (4)

where Ptrack and ttrack refer to the power and time required for tracking
the location of the end of the heap segment and the top of the stack
segment. In contrast, when a NVM technology with erase cost (such as
Flash) is used, Eq. (4) becomes:

= + + +E P t P t m P t P t_ · · ·( · · )R R W WSave A S erase erase track track VM VM NVM NVM (5)

The energy required to restore the system state when using the
Allocated State policy depends solely on the size of allocated memory
space. Therefore, the energy requirement is given by:

= +E m P t P t_ ·( · · )R R W WRest A S NVM NVM VM VM (6)

Eqs. (4)–(6) are used with the typical parameter values presented in
Table 2 to model the energy consumption of the Allocated State policy.
However, the cost for tracking the end of the heap segment and the top
of the stack (Ptrack·ttrack) is neglected as it typically accounts for only a
small proportion of the total energy cost. Figs. 4 and 5 show the re-
lationship between the energy required to save and restore the system
state and the percentage of allocated memory when the Allocated State
policy is applied. Fig. 4 shows the expected effect of this policy both in
terms of restoring the system state on two different systems featuring
FRAM and Flash memory respectively. For the system with the FRAM
memory, the energy overhead is equal for saving and restoring the
system state, and it is expected to be reduced by up to 89% when only a
small portion of the main memory is used (e.g. 10%), compared to
saving the entire system state. The energy overhead for the system
featuring Flash memory is more significant as it is a more power-hungry
technology. Fig. 5 shows the expected energy requirements for saving
the system state when the same policy is applied to a system featuring a
NVM with erase cost (i.e. Flash). A breakdown of the components
contributing to the total cost for saving the system state is shown in
Fig. 5 which highlights that energy savings of up to 24% can be
achieved compared to saving the entire system state (with 10% allo-
cated memory). In this case, the erasing process would account for
74–96% of the total cost for saving the system state. As a consequence,

Table 2
Typical values for reading/writing data from/to different NVM technologies.

FRAM [17] Flash [17] PCM [19] SRAM [20]

Perase – 8 mW – –
terase – 100 ms – –
PNVM_R 2 mW 6 mW 2.5 mW –
tNVM_R 50 ns 70 ns 48 ns –
PNVM_W 2 mW 7 mW 3 mW –
tNVM_W 50 ns 10 μs 150 ns –
PVM_R – – – 1 mW
tVM_R – – – 10 ns
PVM_W – – – 1 mW
tVM_W – – – 10 ns

Fig. 4. Modelled energy consumption for restoring the system state using the
Allocated State policy, applied to a system featuring a symmetric memory
without erase cost (Eq. (4)) and a system featuring an asymmetric memory with
erase cost (Eq. (6)), using typical parameters of FRAM and Flash from Table 2.

Fig. 5. Modelled energy requirement for saving the system state using the
Allocated State policy, applied to a system featuring NVM with erase cost (Eq.
(5)), using typical parameters of Flash from Table 2.
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alternative policies need to be devised to tackle the challenge of effi-
ciently saving the system state in transiently-powered embedded sys-
tems.

In the following section, a range of policies are proposed which aim
to provide a more energy efficient state retention operation, by ex-
ploiting the fundamental properties of different NVM technologies.

4. Proposed policies: selective state retention

In this section, we propose a range of policies based on two prin-
ciples: (a) for NVM technologies with erase cost, we concatenate mul-
tiple images and fill NVM before erasing and (b) for asymmetric read/
write memory technologies, we save only data that has changed since
the last restore. The presented policies are developed based on the
properties of different NVM technologies and the usage of NVM by the
main application.

4.1. Multiple Allocated State Images (MASI)

As presented in Section 2, the Allocated State policy works efficiently
with NVM technologies that do not need erasing (e.g. FRAM, MRAM).
However, this policy does not offer significant benefits when applied to
Flash memory that requires erasing before writing. For this reason, we
propose the Multiple Allocated State Images (MASI) policy as shown in
Fig. 6, based on concatenating a new image after the previous one, and
only erasing when all NVM is filled.

Each image consists of the .data, .bss and heap segments, as well as
the stack and a dedicated section, containing pointers and flags required
for the restore. To identify these segments, the saving process needs to
track the end of the heap segment and the top of the stack.

The proposed policy relies on the fact that the size of the NVM is
normally multiple times larger compared to the used portion of main
memory. For example, some microcontrollers (MCUs) offer up to 32
times more space in their NVM compared to their main memory [21].

To identify the location of the latest image that needs to be restored
after a power outage, two variables need to be recorded on every image:
(a) the size of the image and (b) a flag indicating whether this image
has been previously restored. These variables can be saved at the be-
ginning and the end of the image respectively, as shown in Fig. 6.

Consequently, during the restore phase, the system first reads the size of
the image and then checks whether it has already been restored. If the
flag bit is set, it means that a newer image has been stored below and
the same procedure will be followed until a cleared flag is detected.

The average energy cost for saving the system state when the pre-
sented policy is applied to a system with a NVM technology with erase
cost, is described by:

= + + +E P t
i

P t m P t P t_
· · ·( · · )R R W WSave M ASI

erase erase
track track VM VM NVM NVM

(7)

where i represents the number of saving iterations the system can
perform before erasing the NVM while the term P t

i
·erase erase describes the

average erasing energy.
The energy savings that this policy offers are more evident as the

number of images that can be saved in NVM before erasing increases. A
smaller amount of allocated memory (m) would result in more images
being stored in NVM and, as a consequence, the average energy over-
head for saving the system state can be effectively reduced.

The energy required to restore the system state is described by:

= + +E P t m P t P t_ · ·( · · )R R W WRes M ASI img img NVM NVM VM NVM (8)

where Pimg and timg refer to the power and time required to locate the
latest image that needs to be restored, using one of the methods de-
scribed earlier.

Fig. 7 shows the modelled energy consumption for saving the
system state when the Multiple Allocated State Images policy is applied to
a system featuring an asymmetric NVM with erase cost such as Flash
(using the values from Table 2). This figure is based on the assumption
that the cost for tracking the end of the heap segment and the top of the
stack is significantly lower compared to the other components of Eq. (7)
and can, therefore, be neglected. As the maximum number of iterations
(i) before erasing decreases, the average erasing energy increases, as
shown by the “steps” in the average erase cost. Compared to saving the
entire system state, energy savings of up to 95% can be achieved, when
the size of allocated memory (m) accounts for 10% of the total size of
main memory (M), according to the model.

A graph showing the energy requirements for restoring the system
state can be plotted using Eq. (8). However, parameters Pimg and timg

cannot be estimated accurately as they are also expected to account
only for a small portion of the total restore energy, this expression
becomes identical to Eq. (6). For this reason, Fig. 5 can be used as an
estimate for the restore process when the Multiple Allocated State Images
policy is applied.

Using this policy, the energy required for saving the system state can

Fig. 6. State retention policy of Multiple Allocated State Images: to reduce un-
necessary erase operations, multiple allocated images are concatenated into
NVM until it is full.

Fig. 7. Modelled energy consumption for saving the system state using the
Multiple Allocated State Images policy, applied to a system featuring NVM with
erase cost (Eq. (7)), using typical parameters of Flash from Table 2.
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be effectively reduced depending on the size of allocated state which
also dictates the number of saving iterations that can be performed
without erasing, tackling the high energy cost of erasing the NVM.

The energy consumption of this policy is modelled using a Flash-
based system as an example of a memory with a high erase cost. Even
though Flash (which is an asymmetric technology) is currently the only
available NVM technology exhibiting this property, this policy may also
be beneficial on future symmetric memories which suffer from a high
erase cost.

4.2. Block-based policies

The previous policy works efficiently with Flash memory only when
the main application is not using a big part of the main memory. When
this happens, a small number of images can be saved in the NVM, in-
creasing the frequency that Flash memory needs to be erased.
Moreover, when the entire main memory is used, this policy introduces
an overhead, due to the time needed to identify the allocated space in
the main memory (saving) and to detect the right image to be restored
(restoring).

Furthermore, the main memory might contain data that has not
been updated since the last restore. In this respect, data already stored
in NVM is overwritten with its pre-existing content, resulting in un-
necessary write operations. Depending on the NVM technology, these
operations can be highly time and energy consuming. To address this
challenge, we propose two different selective policies (Updated Blocks
and Multiple Updated Blocks), targeted for asymmetric memory tech-
nologies, which aim to reduce the amount of redundant writes.

4.2.1. Updated Blocks
As shown in Fig. 8, this selective policy is based on dividing the

main memory into n + 1 number of bn blocks (b0–bn) of size s. During
the saving process, every block of the main memory is compared with
the corresponding block previously saved in NVM. If a memory cell has
changed since the last restore operation, the data of the whole block
needs to be copied to the corresponding block on the NVM. For ex-
ample, in Fig. 8, only the highlighted blocks (b0, b4, bn−1 and bn)
changed since the last restore and, therefore, are the only blocks that
are updated in NVM during the saving. As a consequence, the un-
necessary write operations are avoided and therefore, the time and
energy overhead for saving the system state is reduced. However, this
policy does not affect the restore process as the entire state needs to be
restored to the main memory.

To get a better insight on the operation of the Updated Blocks policy,
Eq. (9) describes the maximum energy required to save the system state
when this policy is applied to a system with a NVM without erase cost:

= +E M P t B s P t_ · · · · ·UB W WSave comp compMAX NVM NVM (9)

where B represents the number of blocks that need to be updated in
NVM and s represents the size of each block in bytes. The comparison
between the corresponding blocks in VM and NVM includes a memory
access for both memories, so that their values can be read and then
compared. Consequently, Pcomp is approximately equal to the sum of
PRVM and PRNVM, while tcomp is approximately equal to the sum of tRVM

and tRNVM. Eq. (9) describes the maximum energy required to save the
system state as it is considered that all memory cells in VM are com-
pared with their corresponding cells in NVM. In practice, only a fraction
of cells will be compared unless there are no memory changes between
two consecutive power failures. This happens because once a cell in VM
has been updated, the entire block is saved in NVM without comparing
the following cells of the block.

The modelled energy consumption for saving the system state using
the Updated Blocks policy on a system with an asymmetric NVM without
erase cost can be estimated using Eq. (9). Fig. 9 shows the relationship
between the expected energy required for saving the system state and
the percentage of changed memory, when the Updated Blocks policy is
applied to a system featuring an asymmetric NVM without erase cost
(such as PCM). Here, we conclude that the relationship between the
required energy and the number of blocks that need to be updated is of
linear nature.

This selective policy is expected to work efficiently with NVM
technologies that are asymmetric and do not require erasing, such as
PCM. However, it will not have a significant impact with NVM tech-
nologies that need erasing (i.e. Flash), due to the high cost of the
erasing process. The following policy addresses selectivity with this
type of memory.

4.2.2. Multiple Updated Blocks
This policy is based on using the available free space in NVM

memory to only save the parts (blocks) of main memory that have
changed, using contiguous free space. Similarly to the Updated Blocks
policy, the main memory is divided into n+1 number of bn blocks
(b0–bn). As shown in Fig. 10a, the first time a power failure occurs, the
available NVM memory is erased and a system state (reference state) is
saved. Upon subsequent power outages, each block of the main memory
is compared with the corresponding block of the NVM. If a memory cell
has changed since the last restore, its updated version is saved in the
first available space, without replacing the previous version of the same
block in NVM.

As an example, in Fig. 10b, only blocks b0, b1 and b3 changed since
the first power outage, while in Fig. 10c, blocks b0, b2 and b6 have
changed since the second power outage. If a previously saved block

Fig. 8. State retention policy of Updated Blocks: current state compared with
previously saved image, and only blocks that have changed are updated.

Fig. 9. Modelled energy consumption for saving the system state using the
Updated Blocks policy, applied to a system featuring an asymmetric NVM
without erase cost (Eq. (9)), using typical parameters of PCM from Table 2.
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changes again (e.g. b0 in this case), it has to be saved in NVM. A table is
created to keep track of the location in NVM of the latest version of each
block (an,m, where n is the block number and m is the version). The
content of this table is used during the restore process to locate the most
recent version of each block to be restored to main memory. This table
has a fixed number of rows, equal to the number n of blocks. To avoid
erasing the table during every state saving, multiple versions of the
table are saved contiguously. To identify the latest table, the area re-
served for tables is swept through, until an unwritten cell is located
which denotes the end of the most recent table. Once the available
space for updates or tables has been filled, the entire NVM is erased and
the same process is restarted.

The following equation describes the energy requirements of this
policy when applied to a system with NVM with erase cost:

= + +

+

E P t
i

M P t B s P t

P t

_
· · · · · ·

·

M W WSave UB
erase erase

comp comp

table table

MAX NVM NVM

(10)

where Ptable and ttable describe the power and time required to create the
latest version of the table.

Eq. (10) can be useful for plotting a figure to show the relationship
between the energy required for saving the system state and the fraction
of memory that has changed since the last restore. However, estimating
the overhead for creating the table is difficult while it is expected to
introduce only a small overhead compared to the other components of
Eq. (10). For this reason, Eq. (11) is a simplified version of this equation
which will be used for modelling purposes:

= + +E P t
i

M P t B s P t_
· · · · · ·W Wsave M UB

erase erase
comp comp NVM NVM (11)

Fig. 11 shows the relationship between the expected energy re-
quired for saving the system state and the percentage of changed
memory, when the Multiple Updated Blocks policy is applied to a system
featuring an asymmetric NVM with erase cost such as Flash. To plot this
graph, a main memory size of 4 kB and a total NVM size of 16 kB are
considered. In addition, it is assumed that memory is changing in a
contiguous way for simplicity reasons. It is shown that the erasing cost
can be significantly reduced compared to erasing on every iteration
(Fig. 5) and energy savings of up to 94% can be achieved, when only
10% of the memory has changed. Finally, the instantaneous “steps”
observed at the average erase energy are related to the decrease in the
maximum number of iterations before erasing the NVM.

When the system state needs to be restored, the latest table needs to
be identified so that the most recent version of each block can be lo-
cated. The following equation can be used to calculate the expected
energy requirements for the restore process:

= + +E P t M P t M P t_ · · · · ·R R W WRest M UB loc loc NVM NVM VM VM (12)

where the product of Ploc and tloc describe the energy required to locate
the latest table upon restore.

The Allocated State policy performs well when applied on a system
with a symmetric memory without erase cost such as FRAM, as ex-
plained in Section 2. We propose Multiple Allocated State Images and
Multiple Updated Blocks which are designed to reduce the cost of
erasing. The former can be applied both on symmetric and asymmetric
memories with erase cost, while the latter is focused on asymmetric
memories, which suffer from high erase cost. Finally, the Updated Blocks
policy is designed to reduce redundant write operations, offering great
potential for systems featuring an asymmetric memory without erase
cost.

5. Experimental design

The proposed policies were experimentally validated using two
platforms, a Texas Instruments MSP430FR with FRAM memory [22],
and a NXP LPC812 /colorredplatform [23] with Flash memory. The
MSP430FR with FRAM allows read/write operations at the byte level,
whereas the LPC812 with Flash memory is at the page level (64 bytes).
The block diagram of the experimental setup is shown in Fig. 12. Here,
an energy harvester is used as the energy source of the system. The
decoupling capacitance of the system (approximately 16 μF) is ade-
quate for saving/restoring the system state using the MSP430 platform
with FRAM memory) while an additional capacitor (C1) is required for

Fig. 10. State retention policy of Multiple Updated Blocks.

Fig. 11. Modelled energy consumption for saving the system state using the
Multiple Updated Blocks policy, applied to a system featuring an asymmetric
NVM with erase cost (Eq. (11)), using typical parameters of Flash from Table 2.
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the Flash-based platform (LPC812) in order to provide enough energy/
time for the state to be saved to Flash. The external low-power com-
parator used in [12] is used to enable interrupts to be triggered when
the supply voltages surpasses a threshold (Vth) set by the micro-
controller. The microcontroller starts its state retention/restore opera-
tion when the corresponding interrupt has been triggered by the com-
parator.

To implement the Multiple Allocated State Images policy, the end of the
heap segment and the top of the stack need to be identified. To make this
feasible with the available hardware (LPC812), a combination of malloc()
and free() functions is used to locate the end of the heap segment which is
preceded by the .data and .bss segments, as shown in Fig. 2a. When the
combination of these functions is executed, a general purpose register
contains the address of the end of the heap segment and can, therefore, be
copied to NVM. Subsequently, the top of the stack can be obtained in a
similar manner, by saving the value of the stack pointer (SP).

In addition, identifying the latest image using the flagging metho-
dology proposed in Section 4.1 is infeasible, as it only works for Flash
memories that allow writing of a single byte. However, the minimum
writeable size is equal to the page size for this platform (as well as many
Flash-based microcontrollers). Consequently, a different method needs to
be used as it would not be feasible to update the value of the flag once the
image has been restored. In this case, the memory is swept through until
an empty page is found, which denotes the latest image. This is done by
exploiting the attribute of Flash memory which implies that when a page is
erased, its cells are set to logic level “1”. Consequently, as images are
stored in a continuous way, the first empty page reveals the ending ad-
dress of the most recent image. Once the latest image has been located, the
pointers/flags section is used so that the restore process can be executed.
This method, however, introduces a small overhead that gradually in-
creases, depending on the total size of the previous images.

The proposed policies were evaluated using a custom application
(uBenchmark), which allows us to define the percentage of allocated
memory at compile time. Moreover, it enables to define a portion of the
allocated memory where the data is randomly changed. As shown in
Fig. 13, three parameters are used to define this allocated space (γ) as
well as the boundaries of the randomly changed section (α and β).

For the results presented in Section 6, two different cases were
considered. First, to allow plotting of the “Memory Used” (plotted on
the x-axis of some results presented), γ is varied in order to change the
portion of the allocated memory, while the values of α and β are con-
stant. When “Memory Changed” needs to be plotted, α is fixed to 0
(start of the main memory), γ is equal to the size of the main memory
and β is varied to adjust the percentage of the memory being changed.

The proposed selective policies were validated using Hibernus [11].
This transient approach was selected because it is energy efficient and,
application and platform agnostic [15]. In the following section, these
policies are validated considering symmetricity and erase cost as the
main properties of NVM technologies.

6. Experimental results

6.1. Symmetric NVM technologies without erase cost

For symmetric memory technologies (e.g. FRAM), comparing the

already saved with the current system state would only have a negative
impact on the efficiency of the saving process since the cost of reading
from the NVM is equal to writing. Therefore, the Updated Blocks ap-
proach is unsuitable. In addition, the Multiple Allocated State Images and
Multiple Updated Blocks policies would not offer any benefits as this type
of NVM technology does not require erasing before writing. For this
reason, only the Allocated State policy is experimentally validated.

Fig. 14 shows the amount of energy required for saving the system
state while changing the fraction of allocated memory, when the Allo-
cated State policy is applied to the MSP430FR with FRAM. Depending
on the fraction of memory used by the main application, energy savings
of up to 86.2% can be achieved compared to saving the entire system
state. As an example, when an application uses a small portion of the
main memory such as 10%, the saving/restoring process requires 52nJ
of energy to be completed. This is due to the overhead incurred by the
tracking of the end of the heap segment and the top of the stack, as
described in Section 3.2. This policy is more energy efficient compared
to the Complete State policy as long as< 88.4% of the memory is being
used.

6.2. Asymmetric NVM technologies with erase cost

This section presents the experimental results of various policies
when applied to systems featuring asymmetric NVM Technologies with

Fig. 12. Schematic of the experimental setup.

Fig. 13. uBenchmark's configurable parameters.

Fig. 14. Experimental results showing the energy required to save the system
state, when using the Allocated State policy on FRAM.
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erase cost and results in a discussion which compares the performance
of the applied policies.

6.2.1. Allocated State policy
As shown in Fig. 15, when the Allocated State policy is applied to the

LPC812 with Flash memory, the energy overhead due to the erasing is
dominant (771 μJ).

However, this policy is still working efficiently compared to saving
the complete state (shown by the dashed line), when the allocated
memory is less than 82.3%. This is due to the overhead of having to
track the end of the heap segment and the top of the stack so that only
the allocated space is saved in NVM which counteracts with the benefits
of this policy. Moreover, when the memory usage is small (e.g. 10%)
the energy spent for the saving process alone (i.e. ignoring the erase
overhead) is reduced by up to 84%. In this case, the model for the
Allocated State policy (presented in Section 3.2) is validated as Figs. 5
and 15 show almost identical behaviour with an average error of less
than 4%.

6.2.2. MASI
Fig. 16a shows the energy required by the Multiple Allocated State

Images policy when applied to the same platform. This policy offers
significantly higher energy efficiency as the number of saved images
without erasing increases, depending on the percentage of allocated
memory. This is due to the substantial energy reduction for erasing,
considering that the cost of erasing is spread across the number of
saving iterations that can be performed with a single erase. For ease of
comparison, the X points show the energy requirements of the Allocated
State policy while the dashed line shows the default Complete State
policy. When using Multiple Allocated State Images, the energy overhead
is reduced by 32.3–87.3% compared to Allocated State. Fig. 16b shows
the maximum number of images that can be saved in NVM before
erasing, depending on the memory usage. For this specific platform, the
size of main memory is 4 kB, while the available Flash memory is 12 kB,
as the .text segment has a static size of 4 kB (total 16 kB). As an ex-
ample, for an application that has an allocated memory size equal to
10% of the total space, 30 images can be saved before erasing, leading
to an average erasing energy overhead of 26.7 μJ.

Comparing the experimental results (Fig. 16a) with the modelled
version of this policy (Fig. 7), we observe that there is an average error
of approximately 14%. As explained in Section 4.1, the cost for tracking
the end of the heap segment and the top of the stack is not included and
therefore, it is expected that the modelled energy consumption of this
policy would be lower compared to the experimental results.

Fig. 17 shows the energy needed to restore the image as a function

of the number of images saved in NVM, for different values of memory
usage (10–50%) when the Multiple Allocated State Images policy is ap-
plied. Here, a energy overhead can be seen that gradually increases
with the total size of the memory occupied by the previously saved

Fig. 15. Experimental results showing the energy required to save the system
state, when using the Allocated State policy on Flash memory.

Fig. 16. Experimental results showing (a) the energy required to save the
system state and (b) the number of iterations, when using the Multiple Allocated
State Images policy on Flash memory.

Fig. 17. Experimental results showing the restore energy against the number of
stored images in NVM, when using the Multiple Allocated State Images policy on
Flash memory.
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images. This is due to the process of locating the latest image to be
restored, as described in Section 4.1.

6.2.3. MUB
Fig. 18a shows the energy overhead when the Multiple Updated

Blocks policy is applied to this platform. In this case, the block size (bn)
is equal to the page size (64 Bytes), which results in the main memory
being divided into 64 blocks. This policy offers significantly higher time
saving between 34.9% and 90.2%, when compared to saving the entire
system state. Similarly, the energy overhead is reduced between 37.4%
and 90.6% when 10% of the main memory is being used. This confirms
that Multiple Updated Blocks is an energy efficient policy for Flash
memory.

Fig. 18b shows the number of state retention iterations that can be
performed depending on the percentage of contiguously changed
memory. For this platform, assuming a .text segment size of 4 kB, the
system is able to save the necessary data up to 17 times before erasing.

6.2.4. Discussion
Comparing the results presented in this section, we conclude that,

while the Allocated State policy (Section 6.2.1) is the least efficient
policy for a platform featuring an asymmetric NVM technology with
erase cost such as Flash, it performs better than the Complete State
policy as long as< 82% of main memory is allocated according to

Fig. 15. In addition, it is observed that unless the entire portion of al-
located memory has changed between two power intermissions, the
Multiple Updated Blocks policy (Section 6.2.3) offers higher energy ef-
ficiency compared to the Multiple Allocated State Images policy (Section
6.2.2). The only exception to this case is when the percentage of allo-
cated memory is< 10%, where saving the allocated memory without
considering the memory changes is more effective.

6.3. Asymmetric NVM technologies without erase cost

This section presents the experimental results of various policies
when applied to systems featuring asymmetric NVM Technologies
without erase cost and results in a discussion which compares the per-
formance of the applied policies.

6.3.1. Updated Blocks
The Updated Blocks policy is not appropriate for Flash memory, as

the cost for erasing is prohibitive. However, for asymmetric memories
without an erasing cost (e.g. PCM), it can be advantageous. However,
currently there are no systems commercially available featuring a PCM
memory to allow experimental evaluation of this policy. To illustrate
this using the available hardware, we use Flash but negate the cost of
erasing so that the benefits of this policy can be extracted. Fig. 19 shows
the energy required to perform a complete system state retention using
the Updated Blocks policy. This policy is more efficient when compared
to saving the entire system state, if< 80.7% of main memory has
changed since the last restore, as shown by the dashed line in Fig. 19. As
these results have been obtained using a Flash-based system by ne-
gating the erase cost, they cannot be considered conclusive for PCM.
However, comparing the properties in Table 2, we observe that the
saving energy (y-axis) would scale by approximately two orders of
magnitude, as PCM is more energy efficient compared to Flash (as
confirmed by comparing Figs. 9 and 5). Also, the maximum energy
savings would be lower, as PCM is a less asymmetric technology (the
relative difference between read and write energy is lower), and
therefore the effect of the policy is less evident. The overall behaviour,
however, would still be observed and these results can be used as a
proof of concept, rather than a quantitative result regarding the actual
energy savings that this policy could offer to a system featuring a PCM
memory.

Fig. 20 shows the average energy required to save a block as a
function of the number of updated blocks. As the amount of energy
needed to write a block is constant (8.2 μJ), the extra cost comes from

Fig. 18. Experimental results showing (a) the energy required to save the
system state and (b) the number of iterations, when using the Multiple Updated
Blocks policy on Flash memory.

Fig. 19. Experimental results showing the energy required to save the system
state, when using the Updated Blocks policy on asymmetric NVM without erase
cost. Policy validated using the available hardware as a proof of concept (Flash,
negating erase cost).
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the control mechanism needed for reading, comparing and updating
each block, as described in Section 4.2. Here, for a smaller number of
updated blocks, the effect of the control mechanism is more evident
whereas it is reduced when all blocks of the main memory have been
updated and saved in NVM. The more blocks that need to be updated,
the fewer comparisons need to be made between the current and pre-
viously saved system state.

6.3.2. Allocated State
As mentioned earlier, the Allocated State policy does not offer sig-

nificant benefits when used with Flash. However, it can be a beneficial
policy for asymmetric memories that do not require erasing. To de-
monstrate the effect of this policy on this type of NVM using the
available platform (LPC812), we disregard the energy cost for erasing,
focusing on the overhead for writing. Fig. 21 shows the energy required
to perform a system state retention using the Allocated State policy.
When less than 84.7% of the main memory is used by the main appli-
cation, this policy is more efficient when compared to saving the entire
system state, as shown by the dashed line in Fig. 21.

6.3.3. Discussion
Comparing Figs. 19 and 21, we observe that unless the entire

allocated state has changed since the last power failure, the Updated
Blocks policy is more energy efficient compared to the Allocated State
policy. However, the latter should be preferred when the frequency of
power failures is low and, therefore, the likelihood that the vast ma-
jority of the memory cells have been updated is increased.

6.4. Summary

Table 3 summarises the different selective policies and their ap-
plicability to different NVM technologies. These have been extracted
from the experimental results, considering the properties of the most
important parameters of NVM technologies (symmetricity, erasing). For
symmetric NVM technologies, only the Allocated State (for memories
without erase cost) and Multiple Allocated State Images (for memories
with erase cost) policies should be considered, as the overhead for
comparing the VM with the NVM incurred by the other policies is
prohibitive. For systems featuring an asymmetric NVM, the way the
main memory is used by the application significantly affects the per-
formance of each policy. Table 4 summarises the most suitable policies
depending on the memory usage. When the entire allocated memory is
updated, the Allocated State (asymmetric NVM without erase cost) and
Multiple Allocated State Images (asymmetric NVM with erase cost) po-
licies offer better energy efficiency, as the cost for comparing VM with
its corresponding NVM blocks is eliminated. However, when fewer
memory cells have been updated since the last power failure, the Up-
dated Blocks (asymmetric NVM without erase cost) and Multiple Updated
Blocks (asymmetric NVM with erase cost) policies perform better
compared to the other policies.

7. Conclusions

In this paper, we have shown the inefficiency of current state re-
tention policies in transiently-powered embedded systems when used
on NVM technologies with certain properties. We presented novel se-
lective policies for efficient state retention in order to identify the most
energy efficient policy/platform combination. These software-based
retention policies are targeted for different NVM technologies, ex-
ploiting their properties such as read/write symmetricity and the need
for erasing. Unlike existing approaches, the proposed policies are based
on the principles of (1) saving only the information that has changed
since the last restore (Updated Blocks and Multiple Updated Blocks), and
(2) avoiding the cost of erasing NVM by concatenating multiple images
(Multiple Allocated State Images and Multiple Updated Blocks). The

Fig. 20. Experimental results showing the average energy required to save each
block against percentage of memory contiguously changed. Policy validated
using the available hardware as a proof of concept (Flash, negating erase cost).

Fig. 21. Experimental results showing the energy required to save the system
state using the Allocated State policy on asymmetric NVM without erase cost.
Policy validated using the available hardware as a proof of concept (Flash,
negating erase cost).

Table 3
Comparison of proposed policies with regard to NVM properties
(symmetricity, erase cost).

Table 4
Comparison of proposed policies with regard to memory usage (updates, allo-
cation).

Memory usage Low allocation High allocation

Few updates Upd. Blocks MUB Upd. Blocks MUB
Entire update Alloc. State MASI Alloc. State MASI
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existing and proposed policies were experimentally validated on two
different and appropriate platforms (featuring Flash and FRAM
memory). A comparison between different policies has been made,
considering the effect of how the application is using memory. From
this, we determine the most energy-efficient policy, based on the
characteristics of the NVM technology of the system. Results show that
using the appropriate policy/platform combination provides a reduc-
tion in the energy overhead of up to 86.2% for FRAM (using the
Allocated State policy, Fig. 14) and 90.6% for Flash memory (using the
Multiple Updated Blocks policy, Fig. 18a), compared to the typical ap-
proach of saving the entire system state.
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ABSTRACT
Batteries have traditionally been used to power embedded elec-
tronic devices. However, requirements such as a long lifetime, low
cost, andweight, pose significant challenges to battery-powered sys-
tems. Energy harvesting offers the potential for embedded systems
to operate without batteries. Nonetheless, harvesting has been tra-
ditionally coupled with large energy buffers such as supercapacitors
to tackle the instability of the source. Transiently-powered comput-
ing systems enable computation to be sustained despite the source
variability, without the need for additional energy storage. To make
this feasible, the system state (e.g. registers and RAM) needs to be
saved to Non-Volatile Memory (NVM) before a power outage, and
restored once power is available again. Existing transient systems
save the entire state of the system upon power failure and do not
consider the properties of different NVM technologies, leading into
a sub-optimal state retention process. As a consequence, the time
and energy spent towards useful computation are decreased signif-
icantly, affecting the forward progress that the system can achieve.
The aim of this research is to introduce novel methods to reduce the
time and energy overhead of the state retention process, exploring
solutions both in the software and hardware domain.

CCS CONCEPTS
• Computer systems organization → Embedded software; Em-
bedded hardware; • Hardware →Memory and dense storage;

KEYWORDS
Transient Computing; State Retention; Embedded Systems; Energy
Harvesting

1 INTRODUCTION
The number of battery-powered electronic systems has increased
dramatically with the vast deployment of mobile, autonomous and
wearable devices. Even though batteries act as a virtually unlim-
ited power source for a certain period of time before becoming
exhausted, they come at a dimensional, financial, and environmen-
tal cost which cannot be neglected. The nature of some applications
such as implantable bio-sensors [7] and underground WSNs [5]
implies limited access and, consequently, maintenance becomes a
serious challenge. In addition, even though CMOS devices have
been downscaled significantly over the last years, the energy den-
sity of batteries has not been increased accordingly. The realisation
of some devices such as implantable bio-sensors (which need to be

Figure 1: Operation of a typical transient system [2]

miniaturised) was challenging due to the size of batteries. There-
fore, the need for systems that can operate without batteries has
emerged [1].

2 TRANSIENT SYSTEMS
Energy harvesting (EH) systems scavenge energy from environ-
mental sources such as light, vibration, motion or temperature to
power themselves, instead of relying on batteries [3]. Nevertheless,
factors such as the weather condition, availability of light, or the
intensity of vibration can significantly affect the energy availability.
Relying solely on these sources can therefore result in the system
being unable to sustain computation.

Transiently-powered computing systems are storage-less sys-
tems that enable computation to be sustained, despite the variable
and unstable energy harvested from the environment [6]. Transient
systems retain their state in Non-Volatile Memory (NVM) upon a
power failure to cope with frequent power interruptions. This im-
plies that the main memory and registers are saved before a power
outage, and restored when the power is available again, as shown
in Figure 1 which shows the operation of a typical transient sys-
tem. Several software-based approaches such as Hibernus [2] have
been proposed for transient computing; however, they all save the
entire volatile state without considering what is actually required.
Furthermore, using a universal policy, without regard for the NVM
technology, results in considerable time and energy overhead for
the state retention process.

Recently, Bhatti et al. [4] proposed a selective policy for efficient
state retention which dynamically identifies the unallocated space
and only saves to Flashmemory the parts of themainmemory being
used by themain application.We implemented this "Allocated State"
policy on two platforms with different NVM technologies (FRAM
and Flash). Figure 3 shows the Allocated State policy applied to
different applications, where the time and energy required to save



(a) Complete State [2] (b) Allocated State [4]

Figure 2: Existing state retention approaches illustrating a)
Complete State and b) Allocated State

the system state are experimentallymeasured. This policy allows for
substantial energy time and energy savings when used with NVM
technologies that do not require erasing, such as FRAM. Figures
2a and 2b demonstrate that the cost for saving is proportionally
reduced with the size of allocated memory, when compared to
saving the entire memory (up to 85.1% reduction when the memory
usage is 18%). However, when this policy is implemented using
Flash memory, it is far less effective as shown in Figures 2c and 2d.
This is because the overhead due to the erasing process (typical for
Flash memory) that is needed before saving the system state, is not
taken into account.

3 SELECTIVE POLICIES
Our current research focuses on devising novel selective policies
for efficient state retention to improve the energy efficiency of
transiently-powered computing systems. These policies exploit the
characteristics of different NVM technologies, to ensure that the
state retention is an energy and time efficient operation. In addition,
the memory usage by the main application is taken into account
when designing these policies. Therefore, the policies are tailored
to the specific characteristics of each NVM type and the memory
usage and consequently, the energy savings can be maximised.

A fundamental challenge is the integration of these policies in
state-of-the-art transient systems in order to show the benefits
against a universal policy. Using these policies, the overhead for
saving/restoring the system state can be reduced which can lead
into more energy efficient transient systems.

One of the most important parameters of transient systems is
the threshold voltages at which the system starts its state retention
process or restores the system state in order to continue its oper-
ation. Our future work will be concerned with optimising these
thresholds by integrating these policies, in order to dynamically
maximise the useful computation time and therefore, ensure that
transient systems become more energy efficient.

(a) Saving time (FRAM) (b) Saving energy (FRAM)

(c) Saving time (Flash) (d) Saving energy (Flash)

Figure 3: Time and energy overhead of Allocated State with
FRAM and Flash memories

4 CONCLUSIONS
In this extended abstract, the need for energy efficient state reten-
tion policies was highlighted. Software based policies are investi-
gated which are targeted for different NVM technologies, exploiting
their individual properties and the way the memory is used by the
main application. Future work will focus on predicting the energy
needs before saving the system state in order to maximise the time
and energy spent on useful computation.
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