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[bookmark: _Hlk16859118]Abstract. Wind turbine flow field prediction is difficult as it requires computationally expensive computational fluid dynamics (CFD) models. The contribution of this paper is to propose and develop a method for stochastic analysis of an offshore wind farm using CFD and a non-intrusive stochastic expansion. The approach is developed through testing a range of machine-learning methods, evaluating dataset requirements and comparing the accuracy against site measurement data. The approach used is detailed and the results are compared with real measurements obtained from the existing wind farm to quantify the accuracy of the predictions. An existing offshore wind farm is modelled using a steady-state CFD solver at several deterministic input ranges and an approximation model is trained on the CFD results. The approximation models compared are Artificial Neural Networks, Gaussian Process, Radial Basis Function, Random Forest and Support Vector Regression. RBF achieves a mean absolute error relative to the CFD model of only 0.54% and the error of the SVR predictions relative to the real data, with scatter, was 12%. A Jensen model is used for comparison and achieves an error of 16%. This approach has the potential to be used in more complex situations where an existing analytical method is either insufficient or unable to make a good prediction. 
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1. Requirement for stochastic analysis
Offshore wind power is growing rapidly. To continue its growth and expansion into other markets the cost needs to be reduced, particularly operational expense which can range from 13.1% to 56.5% of the levelized cost of the electricity [1]. Offshore wind turbines have grown significantly in size over the past few decades, while the average offshore wind turbine installed in 2017 was 5.9 MW there are currently concepts from manufacturers that will generate around 12 MW. Additionally, the size of the offshore wind farms are growing, with more turbines on new sites and expansions of existing sites. This brings new challenges, including in assessing the loads on turbines; but it also brings new opportunities to reduce costs through effective strategies. To aid in this area, new methods need to be developed to more effectively predict the loads on turbines not only at discrete points in time, but over the entire 25-30 year life span of a project. 
[bookmark: _Hlk1823766]A wide range of methods exist for modelling the wake of turbines within a wind farm, from simple engineering approximations to full computational fluid dynamics (CFD). The Navier-Stokes CFD solvers range from models where the turbine is treated simply as an actuator disk (AD), [2], [3], to more computationally intensive models of fully resolved wind turbines, [3], [4]. The fully resolved methods can provide accurate answers and predict the flow to a relatively high accuracy but are limited to modelling only relatively short time intervals due to their computationally intensive nature. For evaluating wind load variation within a wind farm, the actuator disk approach is a good compromise between engineering models and fully resolved rotors. The method is mature, at least 30 years old, with a variety of implementations. Studies have shown that actuator disk produces good agreement with measurements regarding wake deficits, [5], [6].  However, it is hard to cover the wide range of variables experienced by a wind farm through CFD; the wind speed can range from a turbine’s cut-in speed of around 3-4 m/s to its cut-out speed at around 24-25 m/s and can flow from all directions. The pitching strategy employed results in a non-linear response and there are a number of parameters that must be accounted for as they affect turbulence intensity, yaw misalignment, blade rotational speeds, wind shear and temperature gradients, which creates a stochastic environment.
Monte-Carlo simulations can be used to account for this stochastic environment to generate a frequency-based probabilistic view [7]. However, these simulations require rapid modelling techniques such as the engineering wake models [8] but these are limited and cannot be used to evaluate time-variant phenomena and are inaccurate when modelling wake redirecting or meandering. Therefore, a more adaptable stochastic method is needed which can not only predict simple cases but also which can be adapted to transient and less conventional problems. 
This paper develops a method which combines CFD model results with approximation models in order to build a computationally efficient model of wind values at turbine locations. The purpose of this is that the model could then be used with stochastic inputs to build a probabilistic model of the wind farm. To accomplish this, several CFD cases are run across the range of variables of interest, information of interest is extracted from these cases and used to train supervised machine learning models. From the resulting machine learning models, any combination of the previously varied input variables can be explored, with accurate replication of the CFD model but with significantly lower computational cost; facilitating probabilistic methods. The challenge in applying the machine learning model is to build a suitable approximation model for interpolating between training data points, which are individual numerical values in this case. There are a wide range of potentially suitable models for this task which can be used in a regression or surrogate approach; five state-of-the-art methods are chosen for this study: Artificial Neural Networks (ANN), Gaussian Process (GP) with a Radial Basis Function kernel, Radial Basis Function (RBF), Random Forest (RF) and Support Vector Regression (SVR). These methods are compared in both their ability to replicate CFD data after training, as well as the overall accuracy in predicting the wind flow values within a reference wind farm. In addition, several different methods of generating the training data from the CFD data are also compared. This results in a novel method for stochastic analysis of wind turbine loading within a wind farm, as it is now possible to produce results which account for three-dimensional effects in a computationally rapid manner. This approach combines the ability to capture the physics of the problem to a suitable level using CFD analysis, combined with the computational efficiency of machine learning methods to be able to conduct a stochastic analysis.
	In section 2, the reference offshore wind farm and the reference data available are presented. In section 3 the CFD model, previously verified in [9], is summarised. Section 4 presents the machine learning methods that are benchmarked. Results are presented in sections 5. A discussion of the findings is given in section 6 and finally, conclusions are given in section 7. 
2. Description of the reference offshore wind farm
A series of CFD analyses are conducted for a discrete set of variables, in this case different wind directions and freestream velocities. The results from these analyses are then used to train machine learning models, from which predictions for other values can be generated. The trained approximation models can then be used to replicate the CFD, especially useful in computationally expensive simulation methods like Monte Carlo Simulations, Particle Swarm Optimisation and Genetic Algorithms. 
	A real offshore wind farm is simulated using actuator disks in a CFD domain based on weather data collected from the farm and the SCADA data collected at four turbine locations. The turbines have a hub height of 80 m. A meteorological mast (met mast) is permanently positioned on the edge of the site, shown on the reference map of the wind farm in Figure 1. The met mast has various sensors which can record wind speed and directions at heights of 25, 30, 58, 72 and 82 m. There are also sensors that record barometric pressure and temperature at 20 m as well as relative humidity and temperature at 82 m. These data are recorded as averages over 10-minute intervals, along with a time-stamp for each sample.
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	[bookmark: _Ref507072638]Figure 1. Map of the modelled wind farm, turbine 16 is circled in red, velocities at Turbine 16 are predicted in later sections. Blue arrow shows wind directions at 16 degrees and -25 degrees for reference.


3. CFD simulation of the wind farm
The purpose of the CFD model is to generate training data for the machine learning techniques, replicating the real turbines on the farm. The results of the predictions from the CFD-ML approach are compared to real data to evaluate the predictive capabilities. 
	The CFD model used is a steady-state, Reynolds Averaged Navier-Stokes (RANS) model in the opensource solver OpenFOAM using the SIMPLE solver algorithm. In this approach the three-dimensional wind farm domain is divided into roughly 60 million cells and discretised form of the Navier-Stokes equations are solved iteratively across the domain. The turbines are modelled using actuator-disks which impart a momentum loss, both axially and tangentially, to the fluid flow. The performance of each turbine is controlled individually within the solution process. The CFD results used in this paper were from the k-𝜀 turbulence model. The k-𝜀 model averages the turbulence fluctuations and solves the quantities of k, turbulence kinetic energy, and 𝜀, turbulence dissipation rate. Full details about the CFD model, how it is constructed and an accuracy comparison to real data, can be found at [9]. 
	The wind farm is modelled at a range of incoming wind angles between 35° and -35°, shown in Table 1, and the freestream velocity is modelled between 5 m/s and 15 m/s in steps of 2.5 m/s; all combinations of these velocities and angles are modelled with the CFD analysis, resulting in 65 cases. These 65 cases comprise the full dataset. A reduced dataset of only 35 samples was also used to investigate the suitable number of samples. 13 additional points are also included at zero wind speed and power, to reduce the region of extrapolation for the models and ensure a good fit at lower wind speeds. There are 13 points as they are one for each wind direction.
The values for the incoming wind angle are chosen as the accuracy is compared with values from the met mast and this range includes several different wake behaviours: including the met mast being directly behind two turbines and being partially in the wake of close neighbouring turbines. These differences should result in variability in the real values and in the model’s ability to predict them.
[bookmark: _Ref507058232]Table 1. Independent variable values from which all CFD cases were based.
	List of Directions (degrees)
	-35
	-27.5
	-20
	-15
	-10
	-5
	0
	5
	10
	15
	20
	27.5
	35


	
	The training samples from the CFD model are compared to the wind farm data samples to determine their accuracy by comparing predicted velocity values to those at the met mast, shown in Figure 1. The values compared, due to the availability of the data, are the mean velocity deficit value at 10 minute intervals. The mean absolute error is 0.85 m/s, or 8.94% relative to the comparison values. This accuracy should be kept in mind when evaluating the accuracy of the ML predictions. Conducting the CFD analysis is also computationally demanding, even for a steady state analysis. Each of these cases required around 22 hours using 32 CPU cores at a time. On this system, 128 cores can be used simultaneously, so 4 cases can be solved at once. This CFD-ML approach is then only feasibly if there is access to large computational capabilities.

4. Machine learning methods
Several approximation methods are tested to evaluate their applicability as rapid surrogates for the CFD. The effectiveness of these predictions is compared with additional CFD test cases. The models compared are: Artificial Neural Networks (ANN), Gaussian Process (GP), Radial Basis Function (RBF), Random Forest Regression (RF) and Support Vector Regression (SVR).  These models were selected because they are in common use within wind energy [10], [11]. 
Due to the CFD cases requiring so much computational resource, only a few cases can be run and so only a small number of samples can be generated. The model is steady state and the site data available is mean velocity values at 10-minute intervals, and so each case relates to one value. The number of samples used to train the approximation method is an important consideration, it’s important to determine how much data is required. While regression methods typically perform better with hundreds or even thousands of data samples, surrogate models can perform well with far fewer, but tend to overfit with too many sample points. For example, Queipo et al. [12] performed a case study using 54 designs to optimise 4 parameters using a surrogate model based on radial basis function (RBF). In another example using RBF [13], 200 samples were used to estimate soil parameters in a 400 km by 700 km area, finding this number of training samples suitable. For the response surface method, for a full factorial design of experiments, it is recommended to have a minimum of either 2N samples or 3N samples including center points, where N is the number of variables [14], this is more of an absolute minimum. Realistically, this depends on the situation and often 10N is more suitable. The following study uses 65 training sample points to model the 2 variables. 
4.1. [bookmark: _Hlk15386003]Artificial Neural Networks
Artificial Neural Networks (ANN) were first coded by Rosenblatt as a ‘perceptron’ in 1957 [15], although the idea had been considered in physical models earlier than this [16]. Neural networks are widely used in wide range of applications including wind energy in both condition monitoring, [17], [18], for damage detection [19]–[21], load forecasting [22], to infer loads from standard signals including yaw misalignment, generator speed and electrical power [23] and in power production and resource estimation [24]–[27]. Due to the power and versatility of ANNs, they have found wide spread use [10]. 
Multi-Layer Perceptron Neural Networks employ several layers of neurons: an input layer, one or more hidden layers and an output layer, as shown in Figure 2. The neurons have activation functions to relate the input they receive to the output they send to the next layer. In addition, there are weights between different neurons and biases which are trained iteratively, traditionally using reinforcement learning through back-propagation where the weights are adjusted between each neuron based on how accurate the prediction is to the required result. The model can be used in an approximation problem by using an appropriate output layer function and minimizing a cost function. 
[image: ]
[bookmark: _Ref523412858]Figure 2. Architecture of the implemented ANN 
[bookmark: _Hlk15386095]Results were obtained using Keras with a TensorFlow backend. This model requires a large number of epochs to acheice suitable convergence, and hence a long training time. A minimum of 25,000 epochs are required with the best results at 60,000. After hyperparameter tuning the best results were obtained using: 10 nodes for the hidden layers, ‘elu’ activation for the hidden layer and ‘linear’ activation for the output node. Only one hidden layer was used as more were not necessary to capture the features.  The system was trained using the ‘adam’ optimizer and the ‘mean_square_error’ loss parameter.
4.2. [bookmark: _Hlk15386012]Gaussian Process Regression
Gaussian process regression, or kriging, is a stochastic process where a distribution is defined over a basis function which can take any form, in this case a squared exponent function. One of the earliest instances of a gaussian process being used for curve fitting is from O’Hagan [28]. The methodology is as follows: after obtaining a predictive distribution, the regression is then applied over a basis function which projects the input onto the feature space, using a Bayesian approach to take a prior distribution and updating it to form a posterior distribution [17-19]. The output of the Gaussian Process is defined as the mean and covariance matrix, the covariance matrix defining the smoothness and can be represented by the kernel function. Given a set of independent variables, x, Gaussian process can be fully defined with a mean, m(x), and a covariance, k(x, x’), as given in equation 1 [29];
	
	.
	(1)


Gaussian Process has been used in wind energy for wind power forecasts [32]–[35] as well as determining wind turbine performance and efficiency [36] and condition monitoring through SCADA signal assessment [11], [37], [38] where the ability to determine confidence bounds in the prediction has been useful.
[bookmark: _Hlk15386140][bookmark: _Hlk15386155][bookmark: _Hlk15386182]In the results presented below the algorithm is implemented in python using the Scikit learn library, sklearn.gaussian_process.GaussianProcessRegression using a radial basis function kernel [39]. This implements a GP model using algorithm 2.1 by Rasmussen and Williams [29]. A useful feature here is that it allows a prediction without requiring a fit for the prior. In this study, a squared exponential kernel is used which is parameterised by a length scale, , which in this case was set at 0.1. This kernel is given in equation 3 [40];
	
	.
	(2)



4.3. [bookmark: _Hlk15386021]Radial Basis Function
A typical Radial Basis Function (RBF) model, originally derived by Broomhead and Lowe [41], is a form of feed-forward neural network composed of single neurons using radial basis function transfer functions [42]–[44]. The result of this approach is that an radial basis function fits a surface through the measured sample points. The values between the sample points are determined from functions based on the radial distance from the original point. The method has been used in soil parameter estimation [22, 23] and recently in wind energy to create a wind turbine controller which can deal with system nonlinearities [47] as well as in a LIDAR based controllers [48]. 
The equation for a multi-quadratic basis function is given in (3) [49],
	
	
	[bookmark: _Ref528849356](3)


where  is the shape parameter and r is the radius. The output from the entire model can then be given in equation 5, where the basis-function is here shown as a function of the Euclidian norm which is effectively the radius shown previously.
	
	
	(4)


where s(x) is the output of the model and  is is the weight of the i-th node.
RBF nodes can be applied in a variety of models, however they are traditionally applied in a single-layer model with a single node for each sample point in the training set, the structure of which is shown diagrammatically in Figure 3.
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[bookmark: _Ref528848349]Figure 3. RBF schematic diagram
The code was developed in Matlab to apply a multi-quadratic radial basis function. The code iteratively optimises the shape parameter, ε. As the RBF method forces the interpolation at the sample points, a least-squares method is not applicable and therefore LOO cross-validation is used to assess accuracy.  
4.4. [bookmark: _Hlk15386029]Random Forest Regression
This method is more recent and was first proposed by Ho [50] in 2001 and improved by Breiman [51]. Random forest regression is an ensemble method based on Decision Tree Analysis where the results of multiple Decision Tree models are averaged to produce a prediction. The key idea is that for multiple noisy, but mostly unbiased models, accuracy can be improved by reducing variance. The forest of trees is as accurate as the trees from which it is made, but the combination can reduce variance. To best accomplish this, trees must be generated in such a way as to minimise the correlation between trees while maintaining low variance of individual trees. The variance of the forest of B identically distributed trees can be shown in equation 6 [52],
	
	,
	(5)


where  is the variance of the trees and  is the correlation between individual trees. To accomplish this low correlation and low variance of trees, the random forest process randomly selects variables, or sets of variables, to use to form the splits at nodes. The distinction between RF classification and RF regression is simply that for classification the trees cast votes for the prediction while in regression an average is taken.
The method is widely used in some software applications because it is fast and robust, for example it was used by Microsoft for pose recognition in their Xbox Connect [53]. However the method has seen only limited use in wind energy; RF classifiers have been used to predict blade icing [54] and wind turbine stoppages [55] but so far have received limited attention in wind energy applications. 
	The algorithm is implemented in python using the Scikit learn library, sklearn.ensemble.RandomForestRegression [56]. Implementing this algorithm, the parameter changed is the number of trees, which in this case was set at 10,000. The criteria for the quality of split was mean-squared error. There are other parameters which can be set in order to avoid ‘fully-grown’ and ‘unpruned’ trees to save on memory, however with the size of the dataset this wasn’t an issue and these parameters were set at their default as defined in the documentation.
4.5. [bookmark: _Hlk15386041]Support Vector Regression

Support Vector Regression (SVR) is where support vector machines (SVM) are used for regression. SVMs, first identified by Vapnik [57], work through linear domain division where the division is made to be as large as possible. This can also be extended to higher order domains and be used for regression through the use of kernels [19, 20]. In this method, a support vector is drawn such that the error is minimized by selecting a hyperplane which maximises the margin. For linear SVR, an approximation can be derived from equation 7, [60];
	
	,
	(6)


where  and  are Lagrange multipliers, there are N training variables and b is a real number constant. For non-linear SVR, a kernel is applied to . For a Gaussian radial basis function kernel this becomes equation (7), where σ is a free parameter,
	
	.
	[bookmark: _Ref16767712](7)



Support vector machines can be applied in either regression or classification form and have been used in power forecasting for wind energy [61]–[63], where it was found that accurate predictions can be made and that hybrid methods can improve predictions. SVM has also been used in fault-detection [64], [65] with good performance, but also relatively quick training times compared to other methods tested due to their simplicity.
	The algorithm is implemented in python using the Scikit learn library, sklearn.svm.SVR using a radial basis function kernel [66]. An RBF kernel was used in this case. The two tuneable parameters for this SVR implementation with RBF kernel are the penalty parameter, C, and epsilon-tube where no penalty is associated, ε, which were optimized for this data with values of 7 and 0.05 respectively.
5. Results 
The predictions from the approximation models, trained to the CFD data, are compared against measured wind speed values from the real wind farm. A total number of 2016 data samples recorded from the met mast recorded data are taken and predicted by the CFD-approximation process. These samples are 10-minute average velocity values. The met mast values are measured at 82 m above sea level and the CFD results for comparison are extracted at this same coordinate in the model.
For each of the 2016 met mast recorded samples, there are corresponding free-stream conditions which were recorded at the same time; these free-stream conditions are used as independent variables in the approximation models to predict the values at the met mast. However, there is a slight mismatch between the free-stream conditions recorded at the time and the values recorded at the met mast as they are from different sources and matched by their timestamps. In addition, large scale turbulence makes the data stochastic, resulting in variations of the flow. Therefore, a second comparison is made between the already trained approximation model and the CFD results at the met mast for seven new free-stream conditions. These new CFD cases are modelled with free-stream conditions shown in Table 2 and were chosen with a strategy to position them roughly midway between free-stream conditions previously used to generate training data. The ‘free-stream’ values are measured at 80 m and the met mast values are measured at 82 m, however this difference in height is consistent for both the CFD model as well as the measured data and so should not lead to a difference in this comparison.
[bookmark: _Ref17206893]Table 2. Independent variables for the three CFD comparison cases
	
	1
	2
	3
	4
	5
	6
	7

	Wind Direction (degrees)
	0.00
	12.50
	12.50
	7.00
	18.75
	6.25
	18.75

	Freestream Velocity (m/s)
	8.25
	10.00
	8.25
	6.50
	11.75
	13.50
	6.50



5.1. Artificial Neural Networks
Figure 4 shows a Y-Y plot of recorded met mast velocities against predictions from the combined CFD-ANN approach, for 100 randomly selected cases to predict, with the metrics calculated for 2016 total number of samples. The figure shows points for when both the 35 training samples and 65 training samples are used as well as when a 0 free-stream velocity case is used to reduce extrapolation.	Additionally, the mean absolute errors are shown in the legend. The 45° line represents the points where the x-axis values are equal to the y-axis values, that the error is 0.
Including the zero reduces the deviation from the real values at lower velocities slightly. This is reflected in the mean absolute error (MAE) values which are slightly lower for the ‘with 0’ cases than without. Although this changes the mean bias error (MBE), it’s not consistently one way or the other. Using 65 training samples rather than 35 also improves the MAE, although this can’t be seen in the scatter plot because the difference is slight. The CFD predictions are, erroneously, a little lower than the met mast values at 12.5 m/s. These MAE values are consistently the second lowest of the approximation methods, very closely behind SVR.

[image: ]
[bookmark: _Ref523749772]Figure 4. ANN, plotted 100 predicted cases, real velocity (m/s) against predicted velocity (m/s). The legend shows the training dataset used for the predictions as well as error metric calculated using 2016 total samples, including the mean absolute error, MAE, and mean bias error, MBE, achieved by that model.
5.2. Gaussian Process
Figure 5 shows a Y-Y plot of recorded met mast velocities against predictions from the combined CFD-GP approach, for 100 randomly selected cases to predict, with the metrics calculated for 2016 total number of samples. The figure shows points for when both the 35 training samples and 65 training samples are used as well as when a 0 free-stream velocity case is used to reduce extrapolation.	Additionally, the mean absolute errors are shown in the legend. The 45° line represents the points where the x-axis values are equal to the y-axis values, that the error is 0.
	At the lower values, where the met mast value is less than 4 m/s, the predicted values are all too high, despite otherwise being close to the 45° line. When training sets which include 0 values are used, then this behaviour is less of an issue, however it is still present. This is reflected in the MBE values which reduce when training sets including the 0 values are used. Surrogate models predict values which pass through the training points and so they are effectively pinned at those points. If values being predicted are outside of the training set, then they are not bound by training values and are free to fluctuate. By adding the 0 values into the training set, this helps pin the surrogate model, extending its applicability.
	This model makes predictions which pass through the training set; however it is free to fluctuate away from the training data. Above 5 m/s the training data is spaced by 2.5 m/s intervals, however there is a 5 m/s gap to 0 m/s, this is apparently too large.	
	The decrease in MAE from the 35 samples training set to the 65 samples training set is the largest of any model. This is hard to tell from the scatter plot, there’s nowhere that the larger training set results in significantly better results, so the improvement is throughout a lot of prediction points. The added 0 values make a large improvement in the MAE for reasons already discussed. 


[image: ]
[bookmark: _Ref523750926]Figure 5. GP 100 plotted cases, real velocity (m/s) against predicted velocity (m/s). The legend shows the training dataset used for the predictions as well as error metric calculated using 2016 total samples, including the mean absolute error, MAE, and mean bias error, MBE, achieved by that model.
5.3. Radial Basis Function
Figure 6 Shows a Y-Y plot of recorded met mast velocities against predictions from the combined CFD-GP approach, for 100 randomly selected cases to predict, with the metrics calculated for 2016 total number of samples. The figure shows points for when both the 35 training samples and 65 training samples are used as well as when a 0 free-stream velocity case is used to reduce extrapolation.	Additionally, the mean absolute errors are shown in the legend. The 45° line represents the points where the x-axis values are equal to the y-axis values, that the error is 0.
	Although there are a few more points for the 35 training samples model which appear far away from the line, there isn’t any significant difference in model accuracy with different training sets, the MAE is consistently close to 13%. As will be shown in section 5.7, there is a large difference in accuracy compared to further CFD cases when the RBF model is trained with more training data, which is not observed in comparison to the met mast. There appears to be a lower limit of MAE which is limited by the accuracy of the CFD to the met mast, rather than by the approximation method to the CFD, and that is just under 12%.
[image: ]
[bookmark: _Ref523751724]Figure 6. RBF 100 plotted cases, real velocity (m/s) against predicted velocity (m/s). The legend shows the training dataset used for the predictions as well as error metric calculated using 2016 total samples, including the mean absolute error, MAE, and mean bias error, MBE, achieved by that model.
5.4. Random Forest
Figure 7 shows a Y-Y plot of recorded met mast velocities against predictions from the combined CFD-RF approach, for 100 randomly selected cases to predict, with the metrics calculated for 2016 total number of samples. The figure shows points for when both the 35 training samples and 65 training samples are used as well as when a 0 free-stream velocity case is used to reduce extrapolation.	Additionally, the mean absolute errors are shown in the legend. The 45° line represents the points where the x-axis values are equal to the y-axis values, that the error is 0.
	The MAE values for the RF model is high compared to other models, at around 14.7%, and this is due to the overfitting displayed as clusters are formed around the training data. Because of this overfitting, there is almost no difference between the main four training sets. By using the ‘artificial samples’ training set the MAE is reduced by nearly two percentage points and becomes in line with the other models. From the scatter plot the overfitting is resolved with the ‘artificial samples’ training set as the points now no longer form discrete clusters. The mean bias error of RF is the lowest of any of the models.
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[bookmark: _Ref523752144]Figure 7. RF 100 plotted cases, real velocity (m/s) against predicted velocity (m/s). The legend shows the training dataset used for the predictions as well as error metric calculated using 2016 total samples, including the mean absolute error, MAE, and mean bias error, MBE, achieved by that model.
5.5. Support Vector Regression 
Figure 8 shows a Y-Y plot of recorded met mast velocities against predictions from the combined CFD-SVR approach, for 100 randomly selected cases to predict, with the metrics calculated for 2016 total number of samples. The figure shows points for when both the 35 training samples and 65 training samples are used as well as when a 0 free-stream velocity case is used to reduce extrapolation.	Additionally, the mean absolute errors are shown in the legend. The 45° line represents the points where the x-axis values are equal to the y-axis values, that the error is 0.
	As can be seen from the MAE values, there’s not much difference between the training data sets, except that the training data which included the 0 values are 0.5% points lower than without. The reason can be seen at the lower end of the plot where the points marked with an ‘x’ are closer to the 45° line than the other points. Without the 0 points the model is extrapolating. Between the 35 training data points to 65 training points, there is only a very minor improvement in MAE. There’s so little difference in the 35 training and 65 training models that the predictions are on top of each other and the green triangles are not visible.
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[bookmark: _Ref523752570]Figure 8. SVR 100 plotted cases, real velocity (m/s) against predicted velocity (m/s). The legend shows the training dataset used for the predictions as well as error metric calculated using 2016 total samples, including the mean absolute error, MAE, and mean bias error, MBE, achieved by that model.
5.6. Model results with direction
Figure 9 and Figure 10 show the model behaviour along the range of directions for a given free-stream velocity for the 35 training sample dataset and the 65 training sample dataset respectively. In the physical system being modelled, there is a relation between wake deficit at the met mast and the inflow direction because the wakes of the turbine follow wind direction and so the MM will move in and out of turbine wakes. This physical behaviour is captured in the CFD and hence the blue dots in the following figures, indicating CFD result values, are not all at the same value. The purpose of the machine learning approaches trained on the CFD results is to approximate this behaviour in values between the CFD values.
	The predictions for Radial Basis Function and Gaussian Process, which uses a Radial Basis Function kernel, both pass through all the CFD sample points as they utilise these points within their prediction. Support vector regression complies loosely with the training sample points, although the prediction dips slightly around 0 degrees, it doesn’t dip as much as low as the CFD prediction. The Artificial Neural Network model performs very well based on these figures, the predictions pass closely to the CFD training points and does not show any strange or excessive behaviour. Of the regression models, RF appears to perform the best; RF captures the general behaviour of the direction change relatively well however it does not reach the lowest point at the 0-degree direction. An advantage of the RF method is that it is unlikely to produce extreme, unrealistic results as it takes the average of decision tree predictions, while some of the other methods can produce extreme, unrealistic results. In that regard, RF is the most robust of the methods tested, but not necessarily the most accurate.
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	[bookmark: _Ref515281688]Figure 9.  Reduced CFD dataset of 35 cases, Model prediction for the met mast velocity at different free-stream velocities, k-ε, 15 m/s, 
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	[bookmark: _Ref515286827]Figure 10. Full CFD dataset of 65 cases, plots of model prediction for met mast velocity against direction for a given free-stream velocity, k-ε, 15 m/s, 


[bookmark: _Ref516579860]	
5.7. [bookmark: _Ref16154094]Comparison to CFD model
The following charts show a comparison of the predictions from the approximation models with the CFD model results. In this case, seven further CFD cases were conducted and the approximation models were used to predict the results in order to get an estimate for what level of error comes from the ML approximation of CFD. The MAE as a percentage of the mean CFD value are shown in Figure 11 and the maximum errors are shown in Figure 12. 
	Additionally, a sensitivity study was conducted where the number of training samples was increased from the minimum of 35 cases to the maximum of 65. These two additional steps were using 55 and 45 training samples. To arrive at 55 samples, the results at the direction of +/- 27.5⁰ were removed and for 45 samples, results with direction +/- 15⁰ were removed from that. 
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[bookmark: _Ref36730997]Figure 11. MAE as a percentage of the mean, for each approximation method compared to CFD model
	The MAE values range from 0.54% for RBF with the 65-training point data set to 7.72% for RF with the 35-training points data set. 
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[bookmark: _Ref36731077]Figure 12. Maximum error percentage, for each approximation method compared to CFD model
	The maximum error values range from 1.0% for RBF with the 65-training point data set to 12.4% for RF with the 35-training points data set.
	In these results the maximum error is typically twice the MAE with the exceptions of the ‘artificial samples’ training set for RF where the maximum is slightly less, and for SVR where the maximum is roughly three times the MAE. 
5.8 Comparison to established method Jensen
It can be useful to compare these results to other methods used in literature; however, this comparison can be challenging. In a wind tunnel experiment, analytical models can give very close results to reality, for example Garcia et. al. achieved a 2% error relative to a single turbine in wind tunnel tests [67]. For wind farm measurements, where parameters are far less controlled and there are more complications, the error can be much larger. For example, comparing wind farm efficiency using 4 analytical park models, Shao et. al found a MAE at Lillgrund of between 6.48% and 17.06% and at Horns Rev an error of between 5.81% and 10.73% [68]. Gaumond et. al. found that error level was dependant on an accurate knowledge of wind direction and found errors of 20.9%, 20.9%, 21.7% for Jensen, Larsen and Fuga respectively [69]. It can be difficult to compare these numbers directly, not only because they often are errors for different things but also because the error can be dependent on the wind farm itself as well as factors specific to the data recording and collection. Conducting the CFD for this study it was found that a large contribution of error was from the level of scatter in the data and the CFD model achieved an MAE of around 11% relative to measurement data [9].
	For a direct comparison, the Jensen wake model was used to evaluate the same wind farm. This is an analytical model which evaluates the wake deficit and propagation as a function of the distance from the turbine. Wake interaction is accounted for by superposition of the wakes. [70], [71] The same 2016 data samples from the met mast are evaluated and the error metrics achieved in this are given in Figure 13. The bias from Jensen is slightly lower than the ML-CFD approach using ANN, around 0.7%, however the MAE is 4% higher at around 16%. It should be noted that the Jensen model predicts velocity at hub height, which is 80 m, and the met mast records values at 82 m.
	The effectiveness of this approach can be visualised by plotting the 10-minute averaged met mast values sequentially as they were observed along with model predictions, forming a time-series plot, as in Figure 13. The model used in this case is ANN with 65 training samples and the added 0 points. The behaviours discussed earlier in the paper can be observed in this plot. Typically, the predictions track closely with the real values. There is deviation between 10 and 13 m/s met mast velocities, as mentioned before this is from the CFD model under predicting in this area. There is also some over-prediction at very low values.
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[bookmark: _Ref36734935]Figure 13. Observations plotted sequentially comparing the met mast values to the predictions from the best method, ANN with 65 training samples and the added 0 points, compared to Jensen wake model.

6. Discussion
The approximation models were trained on CFD generated training data and then used to make predictions which were compared to both further CFD cases as well as against met mast recordings. Against further CFD cases, all methods were able to perform well, with a MAE under 3% for the best training data. However, the methods which clearly performed best against further CFD cases were ANN, RBF and GP as their MAE were all below 1% with the largest training set. In terms of approximating velocity deficit at a given point, these approximation methods can successfully provide similar results as conducting more CFD cases. It should be noted that this approach models the input/output relationship between free-stream values and measured values within the windfarm wake. The approach predicts are individual 10-minute values. If forecasts were to be made, then an appropriate method for statistically sampling free-stream values would need to be used which includes seasonality and cycles.
	The goal of the combined CFD-ML approach is to predict the physical system and the accuracy to which this is accomplished is measured by the comparison to met mast results. The CFD model predicts a range of parameters including velocity deficit at various locations as well as turbulence. The ML portion of the approach can then approximate these results to sets of independent variables not used in the CFD models, in this case velocity deficit. The accuracy is compared to measured values recorded on the real wind farm as well as accuracy of the ML models relative to the CFD model. In this study, the lowest MAE was achieved with SVR using the 65 CFD training sample data set with the additional 0 values, with a MAE of only 11.8%. This is despite still having a relatively large error compared to further CFD cases of 2.65% for the 65-point training set. This is because SVR case provides a response which doesn’t change as much with direction, while the CFD, based on this, changes too much with direction. It appears from this that the stochastic nature of the real measurement data smears out sharp changes in the result, and so SVR, which approximates without the sudden dip at 0 degrees, achieves a lower error than the other methods against measurement data. Applying this in the future however, it would be good practice to either reduce the error from the CFD or to deliberately account for the stochastic nature of the real data. Otherwise, the best method after SVR is ANN with a lowest MAE of 12.39%. This agrees with the other results, that it is one of the best approximations of the CFD predictions.
Using the larger training set improves the results for the comparison to further CFD cases with all models except for SVR which becomes slightly worse. The improvement from training on the larger data is substantial for comparison to further CFD, reducing MAE to one seventh compared to the smaller training set in one case. The improvement compared to the met mast measurements is not so significant and doesn’t even reduce for some models. This is because the error of the approximation models to the CFD is much less than the error of the CFD to the met mast.
Adding the zero values improved the accuracy of almost all cases and can therefore be recommended to be included in future such studies. This provides a noticeable improvement at no computational cost.
The use of artificial samples, effectively using a polynomial regression for one variable before then using the RF, had a big impact in all error metrics. With this training set, the RF model performed as well as the other models. The reason for this is clear in the plot of the randomly chosen cases as the points no longer form discrete clusters due to overfitting.
From a practical standpoint, some of the methods approximate the CFD results to a small error of only around 1% maximum error, but the error to the met mast is much larger. With the use of these approximation methods, similar results to conducting more CFD cases can be obtained at vastly lower computational cost. The overall computational cost of this approach is still high due to requiring so many CFD cases as training data, which in this case required roughly a month on a high-performance computer cluster.
This ML-CFD approach can be useful in cases when measured data isn’t available but when a layout is already established. It is more computationally intensive than the Jensen wake model but much more accurate and inherently accounts for physical behaviour of the wake. Therefore, it is useful in cases such as: determining values at points which aren’t measured, evaluating different wind farm control strategies or predicting future wind farm performance.
7. Conclusions
In this study, a method is developed for conducting stochastic analysis of an offshore wind farm. This method takes results from CFD analyses at a set of input values, builds an approximation model of the system from the CFD data and produces predictions between the modelled inputs. CFD cases were conducted at a range of free-stream speeds and directions in order to build a suitable training set based on the 65 CFD cases. Velocity deficit at the met mast was predicted by the trained models and was compared to measurement data from the real met mast.
Five Approximation methods were compared: Artificial Neural Networks, Gaussian Process with a Radial Basis Function kernel, Radial Basis Function and Support Vector Regression. These are state-of-the-art methods which all work in very different ways. The suitability and accuracy of each for this task is assessed.
On balance, both Artificial Neural Network and Radial Basis Function were the best method with the most accurate prediction of CFD results, achieving a mean absolute error of 0.73% and 0.54% respectively. Increasing the number of data samples for training had a clear improvement on the replication of CFD results by the approximation methods with the surrogate models, Gaussian Process and Radial Basis Function, showing the largest improvements in replicating the CFD results with an increase in the training data set size. For support vector regression however, there was no improvement with the larger training set.
In the case of comparing against the measured site data, the best method was SVR with a MAE of 12.27%, followed by ANN and RBF which had MAEs of 12.39% and 12.68% respectively. Good practice in future work would be to use either ANN or RBF, which predict CFD results well, and then account for the stochastic nature of the real measurements.
Future work could build on this by incorporating the stochastic capabilities of some approximation models in order to replicate the stochastic nature of the wakes. Additionally, other variables which can be calculated could be approximated such as turbulence values, or a time-series prediction can be generated, which can be useful for estimating fatigue.
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