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Data sharing is the key motivation behind today’s communications. Cross-organisation
data sharing has become a must in modern systems. These systems mostly rely on
trusted third parties to transfer, store and even protect personal data. However, the
increased reliance on trusted third parties and the sophistication of cyber attacks expose
users to several privacy and security threats. In addition, new regulations, like the
General Data Protection Regulation (GDPR), extend the scope of personal data, require
more transparency on data collection and processing and impose legal liabilities on

organisations affected by data breaches.

This work proposes SeTA a secure, transparent and accountable data sharing framework
that relies on two novel technologies: blockchain and Intel’s Software Guard Extensions
(SGX). The framework allows data providers to enforce their attribute-based access
control policies via encryption. Access control policies along with the attributes required
for their evaluation are managed by smart contracts deployed on the blockchain. The
transparency and immutability inherited from the blockchain participate in enhancing
the evaluation process of the policies conditions against user’s identity attributes . To
prove the security of our blockchain-based data sharing protocol, we analyse the protocol
using the PROVERIF verification tool. We integrate our data sharing protocol with an
accountable decryption approach by exploiting SGX. The approach allows generating a
tamper-resistant log containing information about each data decryption occurrence. The
log works as a proof of data access and can be used for auditability and accountability

purposes.
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Chapter 1

Introduction

The rapid development in internet and online services provides users with a broad set
of varied and complex services running in the cloud instead of their own computers.
Data sharing is one of the main applications of cloud computing systems that provides
an abundant amount of benefits to the user. For example, Google Docs, Facebook,
DropBox, and Pinterest, among many other services, are used every day for creating,
managing, and sharing online data between users themselves and services on the cloud.
With the shift from local computers to cloud computing, users create and store more
of their data online and not on the hard drives of their computers. This data! includes

personal information, documents, photos, videos, and events as well as other resources.

Solutions for data sharing among multiple organisations have also been investigated
for many years. There is currently a push for I'T organisations to increase their data-
sharing efforts. Recently, cloud-based platforms have facilitated data sharing across
multiple organisations, allowing a group of users to share data in all forms and effec-
tively collaborate with each other (Li et al., 2012; Liu et al., 2012; Shang et al., 2010b;
Squicciarini et al., 2013). With multiple users from different organisations contributing
to data in the cloud, cloud computing significantly enhances collaboration, performance
and scalability and reduces costs. Consequently, the cloud makes data sharing both

more convenient and easier than any other method of sharing.

The emergence of the cloud-computing model has made our lives increasingly digital
where more data is generated, collected, and stored online. The rise of the data-driven
economy has been directly linked to the availability of digital data representing every
aspect of people’s lives. The current situation is that most corporations and enterprises
make the majority of their profit by offering services that users pay for with their own
personal data, which clearly shows that users’ data has become the actual currency for

online services.

'Data and information comprise two distinct terms. Data most commonly refers to raw and unorgan-
ised facts while information refers to data which has been processed in some way. In this thesis, however,
there is no need for a distinction between these two terms and both terms are used interchangeably.

1



2 Chapter 1 Introduction

The increased value of personal data faced with growing concerns regarding the cloud
model and the security, privacy, and trust issues associated with it was identified by Tak-
abi et al. (2010) and Singhal et al. (2013). These concerns have been attested by several
incidents on the abuse of users’ personal information from cloud-computing platforms,
numerous data breaches and identity theft. The main problem is that once the data is
under cloud service providers’ control, they are entrusted to provide all security mea-
sures to guarantee data privacy. This also implies that service providers become the only
controllers of users’ data and they can do whatever they wish with it without the users’,
the actual owners of the data, knowledge. Several companies have created new products
based on data analytics or monetised their data by selling them to third parties. Evi-
dently, many privacy and security attacks occur from within the cloud providers them-
selves. For instance, Yahoo, eBay, Adobe and JP Morgan are the top data-breaching
organisations in the 21st century (Zou et al., 2018). The Cambridge Analytica scandal
of misusing people’s personal information from Facebook to influence voters in the US
Elections 20162 has raised serious concerns about the technical, commercial, political
and ethical aspects of personal-data collection and analysis by platform owners such as

Facebook and other third parties.

Some governments have taken the lead in providing regulatory measures to such data-
privacy violations and to return the power of controlling data into the hands of users.
In May 2018, the European Union’s new General Data Protection Regulation (GDPR)
came into effect. GDPR covers multiple scenarios in which personal data is processed.
It entails several key legal obligations for both data controllers® and data processors* to
comply with in order to protect data subjects®. For example, GDPR defines conditions
for lawful processing of personal data, including explicit consent given by the data
subject, processing data fairly, lawfully and in a transparent manner, and enabling data

rectification and erasure.

GDPR expands the scope and definition of what is considered personal information,
requires explicit consent with the possibility of withdrawal, gives users the right to era-
sure, and demands organisations to demonstrate accountability and responsibility with
respect to personal data controlling or processing. Under the accountability principle
(Article 5), controllers will be required to collect information on how data is being
collected, processed, stored, and transferred by whom and for what purposes by im-

plementing appropriate technical and organisational measures to ensure and be able

More on Facebook-Cambridge Analytica data scandal: https://en.wikipedia.org/wiki/
Facebook-Cambridge_Analytica_data_scandal.

3 According to GDPR (Article 4), data controllers are those legal persons or public authorities who
process personal information of citizens from the EU or member states (EU-GDPR Information Portal,
2018).

4 According to GDPR (Article 4), data processors are the legal persons (third party) or public author-
ities who further process personal information on behalf of a controller (EU-GDPR Information Portal,
2018).

A data subject is a person that authorises a data controller to access their personal data, with the
possibility of forwarding them to a data processor.
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to show that data processing is performed in accordance with the GDPR, and review
and update those measures where necessary (EU-GDPR Information Portal, 2018). As
such, companies controlling or processing personal information are more liable for data

breaches and consequently should notify individuals as soon as a breach happens.

Another principle introduced by GDPR is transparency when processing personal in-
formation. Transparency requires that any information and communication relating to
the processing of those personal data be easily accessible and easy to understand (EU-
GDPR Information Portal, 2018). This means data subjects should be able to obtain
any information they want, including the time a controller accessed their personal data,

from which source, to which processors it has been forwarded, and so on.

In light of these new requirements introduced by the GDPR, a major impediment in
delivering data privacy is the lack of frameworks that provide both secure mechanisms
for data sharing that guarantee data confidentiality and accountability and transparency
for distributed IT services. Article 32 of the GDPR includes encryption as an exam-
ple of an appropriate technical measure to ensure data confidentiality. However, the
confidentiality achieved via encryption clashes with other principles like transparency,
accountability and data subject access rights®. This resembles one of the challenges in
designing such frameworks, particularly when data are not obtained directly from the
data subject but they are obtained from other organisations. Therefore, solutions for
data sharing should be implemented following the principles of privacy-by-design’ (Ar-
ticle 25), where personal-data confidentiality requirements are considered from the very
beginning. An important aspect of such a solution is to enable trust and transparency
on data accountability in a privacy-friendly way without increasing the exposure of sub-

jects.

Blockchain has demonstrated in the financial field that transparent, secure, and au-
ditable transactions are possible using a decentralised network of peers accompanied by
a public ledger. The role of the participating peers is to support, maintain and facil-
itate a blockchain. These participants could be anonymous individuals cooperating to
provide computational capacity to support a public network or different organisations
that provide computing infrastructure to support an enterprise blockchain application
through a permissioned consortium network. Each participant locally maintains the
same version of this ledger in their own environment and agrees upon any updates to its
state. This enables trust to be distributed throughout the network, without the need
for a central intermediary. Since each participant maintains the same version of the
ledger, it removes the potential of conflict and risk of a single point of failure. Specifi-
cally, a blockchain system is widely considered a secure platform since all actions made

by system participants are recorded and published publicly in the ledger that makes it

5Meaning individuals have the right to access their personal data.
"Privacy-by-design means nothing more than data protection through technology design (EU-GDPR
Information Portal, 2018)
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computationally challenging to change any block without detection. It also enhances
the trust of end users using applications hosted on such blockchain networks as they are
able to get confirmation about operations on their data from multiple distinct entities

rather than a single centralised party.

The interest in blockchain is evidenced by the increasing number of blockchain-based
solutions in a broad range of fields (Pilkington, 2016). Due to its capability to pro-
vide secure and transparent application infrastructure, blockchain has been leveraged to
establish a secure data-management environment that allows personal data sharing by
means of encryption and access control (Fabian et al., 2015; Zyskind et al., 2015a; Maesa
et al., 2017; Wang et al., 2018; Steichen et al., 2018; Xiao et al., 2019). Some studies
have investigated the applicability of blockchain in creating GDPR-~compliant personal-
data management systems from the law and technical aspects (Wirth and Kolain, 2018;
Corrales et al., 2019). Others, exploited blockchain to propose systems that enable se-
cure data sharing, while actions on data can be audited and traced for transparency,
accountability and provenance tracking (Bonatti et al., 2017; Neisse et al., 2017; Onik
et al., 2019; Maesa et al., 2019).

In this thesis, we will investigate cryptographic approaches to support secure and ac-
countable data sharing using the blockchain technology that satisfy GDPR requirements
for transparency and accountability. We will introduce our data-sharing framework
within cloud federation context to allow users in multiple organisations to share data
securely. This use case can be generalised to many distributed model scenarios with
few alterations. We propose a solution for data subjects to outsource the access-control
functionality to data controllers, while maintaining accountability and transparency pro-
vided by the blockchain. Following the privacy-by-design principle, our framework en-
forces attribute-based access control policies by means of a cryptographic protocol. Its
innovative feature is that most of the architecture components are implemented as smart
contracts which are deployed, stored and executed on a programmable blockchain. These
contracts guarantee the integrity of the identity tokens issued to the users and the access
control policies protecting access to the shared data by storing them on the blockchain.
The framework is supported with an accountable decryption mechanism running on a
secure SGX enclave, that aims to generate a tamper-proof log of all authorised access
requests as evidence of data access. In fact, this work presents the design, implementa-
tion and validation of SeTA a Secure, Transparent and Accountable data-sharing system

built on top of blockchain technology.

1.1 Motivation: The Data Sharing Dilemma

According to the data sharing code of practice, data sharing is defined as “the disclosure

of data from one or more organisations to a third party organisation or organisations,
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or the sharing of data between different parts of an organisation” (ICO, 2018, pg. 10).
As data are the most crucial assets in the digital era, a primary issue is to ensure
their privacy and make them accessible only to authorised users. Such data could be
any information that concerns an individual, an organisation or an entity that can be
reasonably expected not to be made available to the general public, such as passwords
and financial account details. GDPR has extended the domain of data to be protected
to include all types of personal data. Personal data, according to GDPR (Article 4), is

anything that contains:

e Directly identifying information such as a person’s name, surname, phone numbers,

and mailing or email address etc.

e Pseudonymous data or non-directly identifying information, which does not allow
the direct identification of users but allows the singling out of individual behaviours
such as IP address, login IDs, and social media posts (ICO, 2018).

Most of all communication today implies the exchange of personal data or the relay
of process to a remote party. To this end, several models and mechanisms have been
proposed to facilitate secure and private sharing of data in distributed settings, i.e. the
cloud. To demonstrate the issues associated with data sharing in the cloud, we present
a simple system, featured by Thilakanathan et al. (2015) and depicted in Figure 1.1, for
data sharing in the cloud, where a data provider (user) stores data items (for example,
a word document) in cloud storage service (for example, Dropbox) in order to share it

with data consumers (e.g. workplace colleagues).

TR

Data — Data
Provider Consumers

Secure Data Sharing
Middleware

Figure 1.1: A simple data sharing scenario in the cloud.

The main entities involved in the scenario are:
e CSP: Cloud Service Provider that is used to store data items on remote servers
and facilitate the sharing between users.

e Data Sharing Middleware: The systems that are in place to ensure that the

data are kept private and secure by running a secure data sharing protocol that
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could use software-based mechanisms, hardware-based mechanisms or a combina-
tion of both. Based on the implementation of the middleware, it may perform two

functionalities to guarantee data privacy:

— Key Management: Generates and manages encryption keys for users.

— Access Control: Ensures that the data are accessible only by authorised

users according to a privacy policy.

e Data Provider: The data provider is responsible for generating or sharing data
items. The provider stores encrypted data items in the CSP and can also define

policies to decide who can access the data items.

e Data Consumer: The authorised data consumer who wishes to access the data
item. The data consumer obtained the data items and the corresponding encryp-

tion keys from the CSP and decrypts them locally on their device.

A common solution to data sharing and collaboration is to rely on the security solu-
tions provided by the CSP, which is represented by the Data Sharing Middleware. The
key Management generates keys that are used by Data Provider to encrypt data and
Data Consumers to decrypt them. Decryption keys are distributed among the Data
Consumers according to the Data Provider access control policies. These policies are
enforced by the Access Control and stored on a dedicated database in the Middleware.
This ensures that no unauthorised Data Consumer gains access to data even if the a Data
Consumer manages to download the ciphertext from the cloud, as the Data Consumer

does not possess the decryption key.

To put the previous scenario in GDPR terms, Data Provider could be either the data
subject (the users themselves) or the data controller, which has consent to control and
share the subject’s personal data (examples include, hospitals, banks, ...etc). While
Data Consumer is the data processor. The data controller here is relying on the security
solutions provided by CSP. However, the solutions provided are not secure, such that
cloud infrastructures are target of attacks. CSP itself has access to data as it has full
control of the keys and can easily collude with other parties to release the data; hence
CSP cannot be trusted. With complete absence of an accountability mechanism, it
is impossible to know who accessed the data, how data are being protected and how
accurate are the deployed access controls. GDPR stated that data controllers are liable
for any processing of personal data carried out by the controller or on the controller’s
behalf; this implies any data breach on users’ personal data (Recital 74) (EU-GDPR
Information Portal, 2018). To this end, they need to provide their own measures to

protect these data with the required level of security, accountability and transparency.
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1.1.1 The Challenges of Secure Data Sharing in the Cloud

Trust - When a data provider (user or organisation) chooses to outsource their data
to the cloud, they hand over the control of their data to the cloud provide. This involves
a high level of trust in the cloud. Such trust exposes data to new risks that are otherwise
lessened or avoidable in an internal organisation, as most privacy and security attacks
on data arise from insider attacks. Most of the times, the cloud provider has direct

access to data and is thus more likely to steal data for illegal purposes.

Security against attacks - There are several security threats associated with the
cloud that prevent its wide-scale adoption for data-sharing purposes. One of the main
threats related to the cloud is insider attacks, where the cloud providers use their priv-
ileges to leak or manipulate users’ data. The cloud environment is also vulnerable to
several malicious attacks. Attackers could exploit vulnerabilities in cloud infrastructure
via malware, including viruses and rootkits, to steal users’ data, compromise the ability
of the access control mechanism to protect the data and enforce and evaluate its policies
or even manipulate these policies, which may remain undetected for a significant amount
of time. A good example of such scenario is Operation Aurora documented by McAfee
Labs (2010).

Regulatory compliance - Ensuring data privacy is not enough to satisfy new data-
protection regulations, i.e. GDPR. As data controllers, cloud providers should show the
highest level of compliance responsibilityy, in other words, comply with, and demon-
strate compliance with, all the data-protection principles as well as the other GDPR

requirements, including accountability and transparency.

1.1.2 New Requirements for Secure Data Sharing

Based on the previously identified challenges, organisations acting as data controllers

should implement their own security measures that satisfy the following requirements:

Secure architecture The architecture of a secure data sharing framework needs to
be designed in a way that prevents privacy and security attacks following the principle
of privacy-by-design.

R1 Adopt secure hardware and software solutions to support system design.

R2 Build privacy and security measures directly into system practice.

R3 Ensure personal-data confidentiality at all times (in transition and at rest) and that

only authorised users have access to them.
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R4 Ensure confidentiality, integrity and availability of system data and system logic

(the processes) for all stakeholders.

Compliance with transparency and accountability principles of GDPR This
refers to an organisation’s responsibility to operate in agreement with established laws
and regulations. Articles 12-15 in particular, call for technical means to support the pro-
vision of transparency with respect to personal data processing and sharing. In order
to provide said transparency, systems need to record details of personal data processing
activities and personal data transactions (i.e. who shared what data with whom, for
what purpose and under what usage conditions). From a technical perspective there is
a need for a transparency and accountability architecture that records metadata (i.e.
policies, event data, context), that can be used to verify that data are processed accord-
ing to the preferences of the data subject and the applicable regulations Fernandez et al.
(2018). Such architecture needs to enable data subjects to verify that data controllers
are complying with their policies and data controllers to demonstrate that their business
processes comply both with the policies accepted by the data subject and the obligations
set forth in the GDPR.

R5 Enable transparency of system decisions and metadata (access decisions, policies,

purpose).
R6 Enable transparency of system logic.

R7 Enable a data accountability record of data access and decryption requests.

1.2 Research Aims and Objectives

This work aims to allow organisations that act as data controllers to possess the means
and tools to share personal data selectively with other organisations, in order to achieve
their business goals. The ultimate goal of this research is to provide a secure solution
for personal data sharing that is compliant with the transparency and accountability
requirements of GDPR. To achieve the presented aim and satisfy the listed requirements,

we propose a personal data sharing framework with the following objectives.

1. Using the blockchain infrastructure and its programming model to design a secure
data sharing framework that provides transparency and accountability of data and
processes (R1, R2, R4, R5, R6).

2. Designing a blockchain-based identity and access control management solution
(R2, R5, R6).
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3. Deploying an efficient cryptographic-based approach to enforce access controls on
blockchain (R1, R2, R3, R5, R7).

4. Utilising Intel SGX to support an accountable decryption and record logging (R1,
R4, R7).

1.3 Research Methodology

The research in this thesis adheres to the methods of experimental computer science,
where we will experiment by proposing a solution to a real-world problem, and creating
a proof-of-concept, and then evaluate the security of the solution (Dodig-Crnkovic, 2002;
Hevner et al., 2004).

In order to achieve the research objectives defined above, firstly it was necessary to anal-
yse the relevant body of knowledge for secure data sharing and the supporting literature
in the fields of identity management, access control and transparency and accountability
solutions in distributed systems. We afterward derived challenges which modern systems
have to face in the presence of new security and legal requirements. Then, we investi-
gated the applicability of blockchain technology, Intel SGX, for trusted computing and
some cryptographic primitives to design a data sharing framework that satisfies these
requirements. We propose SeTA, a data sharing framework with multiple components,
namely identity management, access control management and logging and monitoring.
We present and implement each component individually and then use the results to cre-

ate a theoretical use-case, which presents SeTA as a whole in a cloud federation scenario.

1.4 Our Solution

To facilitate secure, transparent and accountable sharing of personal data, we propose
SeTA. SeTA works through three distinct components; each has its own functionalities.
Figure 1.2 shows these components and the way they complement each other to achieve
the objectives of SeTA.

- Identity Management (Identification and Authentication). A user wishing to
access personal data first needs to establish some kind of identifier (referred to as
token). The token encapsulates a particular attribute to be registered with the
Identity Manager (IdMgr), which is a blockchain contract used to store the tokens
on blockchain. When the data provider seeks to authenticate a user, the user must

be able to verify that the token in question is valid.

- Access Management (Authorisation). The user can use the authenticated token

to assert to the data provider that they are entitled to access a particular piece of
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Figure 1.2: Overview of SeTA’s functionalities.

data. Upon authorisation, Access Control Manager (ACM), which is a blockchain
contract used to store and evaluate access control policy on blockchain, processes

the user’s request and provides them with a secret and and the encrypted data.

- Logging and Monitoring (Auditing). Only authorised users can use the secret
to reconstruct the key and decrypt the data based on a cryptographic approach.
As part of the decryption process, the system generates a data access log. The
system maintains all logs along with other information in the Log Storage for

accountability purposes.

At a high level, SeTA exploits blockchain and attested execution platforms, that is Intel
SGX, to run cryptographic protocols to allow different entities to share personal data in
a secure, transparent and accountable manner. SeTA enables data providers, which are
organisations acting as data controllers, to share personal data with different permission
levels and granularities, while complying with transparency and accountability principles
of GDPR.

Blockchain is a distributed ledger of data and computations on these data cannot be
modified. The integrity of the data and computations stored on the blockchain is guaran-
teed by a group of nodes called miners that run a consensus protocol. Thus, blockchain
infrastructure provides the required level of security and transparency to run SeTA’s
components in a decentralised fashion with no need to rely on third-party services. SeTA
deploys blockchain-based federated identity manager to support access control and ac-
countability. A user (data consumer) can apply for multiple identities; each holds a

single identity attribute, known as token. Data providers enforce attribute-based access
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control policies on personal data. Policies are enforced by means of a cryptographic
approach that supports efficient key management: data are encrypted with a symmetric
key and the user is able to reconstruct the key only if they satisfy the access control pol-
icy (Shang et al., 2010a). The evaluation process of policies is carried out on blockchain

via another contract dedicated to maintaining and evaluating access control policies.

The blockchain back-end empowers SeTA with data and process integrity and auditabil-
ity. Specifically, SeTA uses blockchain to ensure that users’ identity attributes and access
control policies cannot be modified by a malicious user. The blockchain also guarantees
the integrity of the policy evaluation process as all blockchain operations are done in a
complete decentralised approach. One of the defining characteristics of the technology is
the accountability and traceability it provides. The transparency of policies and policy
evaluation is one way for the data provider to show compliance with the accountability

and transparency principles of GDPR.

SeTA provides a secure mechanism to collect data decryption logs as a proof of authorised
access to personal data and also to protect against insider threats. Logging enables the
data subject and data controller to audit internal processing and monitor systems for
inappropriate access or disclosure of data, to verify the lawfulness of any processing,
and to ensure the integrity and security of personal data. To this end, SeTA runs a
secure logging protocol, adopted from Ryan (2017), on a trusted execution environment,
i.e. Intel SGX. The log detects how data is being processed, by whom and for what
purpose. This allows data providers to provide this information for the data subject
upon request and to demonstrate that they fulfil their legal obligation. The integrity of
the data decryption process is guaranteed by Intel SGX, while the integrity of the log is
guaranteed by a strong cryptography.

The applicability of SeTA is presented in the context of federated cloud context in this
thesis, where data providers’ organisations are controllers of personal data with respect
to GDPR. However, SeTA is applicable in several data sharing scenarios within dis-

tributed settings.

1.5 Key Contributions

SeTA has several advantages over existing authorisation solutions. The presented pro-
posal addresses the identified challenges and meets the formulated requirements. This

section focuses primarily on the main contributions in this thesis.

1. A thorough analysis of existing related literature. An extensive literature

review of the related security and privacy concepts, technologies and proposals on secure
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data sharing is given in Chapter 2 and Chapter 3. In particular, the following have been

analysed:

- Existing identity management proposals for distributed computing environments.
- Available access control and authorisation solutions.

- Transparency and accountability enhancement solutions for distributed environ-

ments.

- The main principles of GDPR, and proposals on how to achieve them by technical

means.

Based on this analysis and review, a set of high-level requirements for a new secure,
transparent and accountable personal data sharing proposal was formulated. As dis-
cussed in this thesis, some of the existing data sharing proposals meet either none or

only selected requirements.

2. Architecture and protocol proposal for a privacy-preserving access man-
agement solution for cloud federation environments. An approach to attribute-
based access control for cloud federation was proposed using two novel technologies,
blockchain and Intel SGX (Alansari et al., 2017a). This proposal has the following

contributions:

No establishment of trust agreements among organisations in order to authenticate

users and enforce access control policies.

Integrity guarantees of policy enforcement.

Remove the conflict of interest by storing access control policies into blockchain.

Support system security with blockchain and Intel SGX (security-by-design).

A use case scenario of applying the said access control model has been presented as part
of the SUNFiSH project (Alansari et al., 2017b).

3. Architecture and protocol proposal to secure, transparent and accountable
data sharing solution. A new solution for secure, transparent and accountable data
sharing, named SeTA was proposed in Chapter 4, Chapter 5 and Chapter 6. SeTA
enables the sharing of personal information that in accordance with GDPR principles
is secure, transparent and accountable. SeTA is specifically designed for data providers
holding data controlling privileges with respect to GDPR. To support the transparency
and accountability requirements, the enforcement of access control policies is no longer
privacy preserving. Along with the contributions presented in (2), SeTA has the following

contributions:
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- Uses a smart contract to generate and store users’ identity tokens.
- Uses a smart contracts to store and to functionally evaluate access control policies.

- Exploits Intel SGX capability to verify a record of all decryption operations for

accountability purposes.

4. Software design of SeTA components. SeTA’s components have been imple-
mented using the Hyperledger Fabric permissioned blockchain model and Intel SGX
in Chapter 4, Chapter 5 and Chapter 6.

5. A use case scenario. A scenario and use case analysis is provided in Chapter 7,

where SeTA is exploited in the cloud environment.

6. Formal analysis of the data sharing protocol. Security analysis of the data

sharing protocol is provided in Chapter 8 using the verification tool PROVERIF.

1.6 Thesis Structure

This thesis is organised as follows. Firstly, this chapter introduces the thesis. It also in-
troduces the motivation behind a new personal data sharing framework that satisfies the
currently emerged security and compliance requirements for multi-domain environments
such as the cloud computing environment. It presents an example scenario describing a
simple data sharing approach in the cloud and then provides an analysis of this scenario,
pointing out the shortcomings of the existing data sharing solutions. It then presents
formulated requirements for a new secure and accountable personal data sharing pro-
posal. It also outlines the main objectives and the approach taken in achieving them.
The chapter then introduces the proposed solution presented in this thesis and also dis-
cusses its main contributions. Figure 1.3 depicts a visual representation of the thesis

and how each chapter contributes to fulfil the research objectives.

The rest of the thesis is organised as follows:

Chapter 2 provides background information that lays the foundation to understand
our proposed data sharing protocol and architecture. We will first define all the security
principles related to our proposal. Then we will describe the cryptographic primitives
to achieve them, which are used throughout the thesis. Finally, we will introduce some
software and hardware technologies utilised in our design and we will discuss their main

issues.
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Figure 1.3: Visualisation of thesis structure.

Chapter 3 reviews the related work in the areas of identity management, secure data
sharing and access control, and accountability tools in distributed systems. Specifically,
we will first highlight on the cloud environment, its characteristics and services. Then
we will focus on the existing solutions for identity management, where we distinguish
between the traditional approaches to identity management and blockchain-based ones.
We will also survey the available literature on secure data sharing and access control
in distributed systems, focusing mainly on blockchain-supported models and compar-
ing their architecture and functionalities. Lastly, we will discuss some accountability

tools, which are divided into two sets based on their supporting technologies, namely
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blockchain and Intel SGX.

Chapter 4 introduces our blockchain-based identity management solution. We will
investigate the identity management issues in cloud federation and based on limita-
tions of the available solutions, we will derive a set of requirements. Following these
requirements, we will propose the use of blockchain technology to generate and store
token-based identities. We will present the protocol design, the implementation and
evaluation. We will suggest some additional application for the proposed identity man-

agement approach and other research directions.

Chapter 5 presents our solution to personal data sharing. We will identify the main
limitations in the existing access control models that facilitate sharing of personal data.
Then we will introduce our blockchain-based access control model to be deployed by
data providers in distributed settings and show how our model addresses the previous
limitations using a combination of blockchain and cryptographic protocols. We will
present the protocol design, the implementation and evaluation. Finally we will propose

pathways to enhance our data sharing model and further extensions.

Chapter 6 describes a protocol for accountable decryption of personal data with help
from a trusted hardware device and an append-only request log. We will first introduce
the original work which we will adopt to design the accountability component of SeTA
and identify its main limitations. Then we will describe our modified protocol and

present the design, the implementation and evaluation of this component.

Chapter 7 presents SeTA as a whole unit with all its components and how they interact
amongst themselves. We will first introduce the context where SeTA is applied, listing
the main functionalities provided by SeTA in that specific context and show how this
proposal meets identified requirements for secure, transparent, and accountable data
sharing in the cloud. We will present the protocol and architecture of SeTA in a cloud
scenario. Then we will show a specific cloud scenario using SeTA in the healthcare

domalin.

Chapter 8 presents the formal verification and security analysis of our data sharing
protocol. We will begin by reviewing PROVERIF, an automated protocol verification
tool we use to verify our proposed protocol. We will then present the formal modelling

and verification of our data sharing protocol using PROVERIF.
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Chapter 9 concludes the thesis, lays out the directions for future work and finally

provides concluding remarks.

1.7 Research Activities Completed

- Poster Presentation: Personalised Data Protection at ESS Group Open Day
University of Southampton (Best Poster Award), 26th May 2016.

- Talk: A Distributed Access Control System for Cloud Federation at ESS Group
Open Day University of Southampton, 16th May 2017.

- Poster Presentation: Persona: A Blockchain-based Framework for Secure Data
Sharing at ACE-CSR conference, University of Nottingham, 28th-29th June 2017.

- Talk: Privacy-preserving Access Control in Cloud Federations at Cyber Security

Group, University of Southampton,

- Conference Paper: Alansari, S., Paci, F. and Sassone, V., 2017, June. A Dis-
tributed Access Control System for Cloud Federations. In 2017 IEEE 37th Inter-
national Conference on Distributed Computing Systems (ICDCS) (pp. 2131-2136).
IEEE.

- Conference Paper: Alansari, S., Paci, F., Margheri, A. and Sassone, V., 2017,
June. Privacy-preserving Access Control in Cloud Federations. In 2017 IEEE 10th
International Conference on Cloud Computing (CLOUD) (pp. 757-760). IEEE.

- Talk: Privacy-preserving Access Control Using Intel SGX and Blockchain at work-
shop on Trusted Computing and its Applications, University of Surrey, 25th Jan-
uary 2018.



Chapter 2

Preliminaries

This chapter provides a background to all security principles, technologies and crypto-
graphic primitives that are used throughout this thesis and it is organised as follows.
Section 2.1 describes basic security principles and how they are achieved in the digital se-
curity realm. Section 2.2 reviews the cryptographic primitives, which form the building
blocks of our proposed protocols. Section 2.3 presents blockchain, the technology behind
it, and its key concepts by reviewing some of blockchain’s most popular implementations.
Section 2.4 discusses blockchain-related issues with respect to security, privacy, perfor-
mance and cost. Section 2.5 briefly introduces Trusted Execution Environment (TEE),
focusing on Intel SGX as one of the most recent implementations of TEE and highlights
SGX key features. Figure 2.1 illustrates how this chapter contributes in understanding

the framework introduced in Chapter 1.

» Confidentiality of data
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« Avoid centralisation
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» Integrity and transparency of access control policies
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Figure 2.1: Related technologies and their role in supporting system security.
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2.1 Security Principles

This section covers different security properties and concepts used when describing the
security of computer systems and software. These concepts are used throughout this
thesis when describing the security of blockchain, SGX technologies and the proposed
applications of said technologies. All definitions used in this section originate from the

National Information Assurance Glossary (2010).

2.1.1 Confidentiality

Confidentiality, also called secrecy, is “assurance that information is not disclosed to
unauthorised individuals, processes or devices”. Data confidentiality simply means pre-
venting unauthorised access to information and it is usually accomplished by applying
cryptography and access control. Data confidentiality protection guarantees that infor-
mation can be transferred over an insecure channel without an adversary being able to

disclose the information.

Apart from data, confidentiality can also be linked with users. In such circumstances,
confidentiality comprises other properties: anonymity is hiding a user’s identity so it
cannot be identified within a set of other users; undetectability is hiding users’ activi-
ties so they cannot be identified as the initiator of an action and wnlinkability means
an attacker cannot distinguish whether two or more actions, identities, and pieces of

information are related.

2.1.2 Integrity

In general, integrity means protection against unauthorised modification or destruction.
Integrity normally refers to data integrity, which is defined as “the property that data
has not been changed, destroyed, or lost in an unauthorised or accidental manner”.
Data integrity can be achieved by hash functions, digital signature schemes and Message
Authentication Codes (MAC)!. Integrity can also be applied to the internal states of a
computation when it follows the correct procedures free from unauthorised manipulation,
which ensures the integrity of the computed information. Integrity protection in the
context of communication guarantees that the receiver of a message will either receive
a message that was sent by the sender, or detects if a message has been altered in any

way.

I'MAC is another way to provide integrity coupled with authentication via encryption, however it is
not introduced in this document.
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2.1.3 Availability

Availability means timely and reliable access to data and services for authorised users.
The availability of an information system is defined as “the property of being accessible
and usable upon demand by an authorised entity”. Availability cannot be accomplished
if the system is down or responding very slowly. A well-known attack on availabil-
ity is Denial-of-Service (DoS) attack?, which unfortunately cannot be prevented using

cryptographic means® but can be mitigated using replication.

2.1.4 Authentication

Authentication is a security measure to establish validity of either the origin of a message
or the identity of an individual. Authentication is formally defined as “the process
of verifying the identity or other attributes claimed by or assumed of an entity (user,
process, or device), or to verify the source and integrity of data”. The absence of a robust
authentication system means it is impossible to trust that a user is who they claim to
be, or that a message is from whom it claims to be from. Authentication systems often

rely on cryptographic signatures or asymmetric cryptography for verification purposes.

After successful authentication comes authorisation. Authentication and authorisation
are frequently used in conjunction with each other. While authentication relates to ver-
ifying identities, authorisation focuses on “access privileges granted to a user, program,
or process or the act of granting those privileges”. Authorising permissions are usually

enforced via access control or cryptography.

2.1.5 Non-repudiation

The simplest definition of non-repudiation property is the inability to deny knowledge
of a message. To prevent either the sender and the recipient from denying processing a
piece of information, the sender is provided with proof of delivery and the recipient is
provided with proof of the sender’s identity. In digital communication, this property is

usually implemented using digital signature and cryptographic commitments.

2DoS attacks can come in many forms, but each form disrupts a system in a way that prevents
legitimate users from accessing it. The basic types of DoS attack include: flooding the network to prevent
legitimate network traffic and disrupting the connections between two machines, thus preventing access
to a service.

3There are some interesting primitives that achieve availability such as secret sharing; however this
is beyond the scope of this work.
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2.1.6 Transparency

Transparency is a new security property that is still being studied. It can be seen as
the absence of confidentiality, however transparency is a core principle in data protec-
tion. Transparency implies that any information and communication concerning the
processing of personal data must be easily accessible and easy to understand. In to-
day’s systems, transparency is present in cryptocurrency protocols and in health-related

systems.

2.1.7 Accountability

In information systems, user accountability can be seen as the absence of users’ confiden-
tiality (anonymity). User accountability is defined as the “ability to associate positively
the identity of a user with the time, method, and degree of access to an information
system”. Accountability also includes the traceability of all user’s actions performed
on any system entity (user, process, device). This definition of accountability has been
supported by the accountability principle introduced in GDPR, which dictates that data
controllers and processors should take responsibility for their processing activities with
respect to personal data. The use of unique user identification, authentication and

logging supports accountability.

2.1.8 Freshness

In network communication, freshness is about anchoring the messages to the correct
timing. Freshness protection guarantees against replay attacks, which involves messages
being replayed to the receiver. Freshness can be provided by nonces (random and non-

repeating value) and timestamps to detect if a message is being replayed.

2.1.9 Trusted Computing Base (TCB)

Trusted computing base is a security concept defined as the“totality of protection mech-
anisms within a computer system, including hardware, firmware, and software, the com-
bination responsible for enforcing a security policy”. When TCB is used, a security
perimeter that separates the TCB from the other parts of the computer system must be
defined to keep the TCB secure from leaking to untrusted parties. However, the size of
the TCB should be kept as small as possible in order to reduce the attack surface and

hence assure its security and trustworthiness.
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2.2 Cryptographic Primitives

Many of the security principles reviewed in Section 2.1 can be achieved by using cryp-
tography. In this section, we introduce some of the basic cryptographic building blocks

that are used in the later chapters.

2.2.1 Symmetric Key Cryptography

Symmetric key encryption algorithms or shared key cryptography are encryption schemes
that are based on a single shared secret between the communicating entities. A sym-
metric key algorithm allows one party (the encryptor) to encrypt a message x using the
key k which returns a ciphertext y = ex(x). By applying the inverse operation to y, a
second party (the decryptor) is able to decrypt the ciphertext y, and regain the message
x = di(y). In an adversary-controlled network, the adversary is only able to read the
ciphertext y, and without the key k, it should be computationally infeasible to recover

the message .

There are two types of symmetric encryption algorithms: stream algorithms and block
algorithms. Stream algorithms use a key stream to encrypt every bit of the plaintext
individually (e.g. RC-4). While block algorithms encrypt entire blocks, the block size
varies from 64 to 256 bits of plaintext bits at a time using the same key for every block
(e.g. DES, AES and Blowfish).

In practice, block algorithms can provide different security guarantees depending on its
mode of operation. For example a block cipher algorithm in cipher block chaining (CBC)
mode can only guarantee the confidentiality of the message. On the other hand, a block
cipher in message authentication code (MAC) mode is used to protect the integrity and

authenticity of the message.

Symmetric encryption schemes are very secure and considerably efficient as they reduce

encryption complexity; however there are many drawbacks associated with them:

- Key distribution. As the security of symmetric encryption approaches, it de-
pends on the security of the key. The key-exchange process should be done over a
secure channel or via a secure key-exchange protocol. Key-distribution protocols
such as Kerberos can be used to establish a secure channel between two users that
do not already share a secret, but the protocol requires that the parties have a

secure channel to a central service provider.

- Key management. When only a few keys are involved, the management over-
head is modest and can be handled easily. However, on a large scale when there
is a huge number of users, key management and distribution quickly becomes

impractical.
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- No protection against cheating. When sharing a key between two parties,
both parties get the same capabilities. As such, they are both able to authenticate
messages between each other, but neither of them would be able to prove to a
third party that the other party had sent a given message because they could both
create the message themselves. This is an attack against non-repudiation and can

be achieved with asymmetric cryptography.

2.2.2 Asymmetric Key Cryptography

Asymmetric key cryptography, also called public-key cryptography is based on very
different principles to symmetric-key cryptography, where the same secret key is used
for encryption and decryption. In asymmetric key algorithms, there are two different
keys: the encryption key, or public key pk which can only be used for encryption and
does not need to be kept secret; and the decryption key or private key sk which is used
for decryption and must be kept secret. Asymmetric key cryptography is a new concept
compared to symmetric key cryptography as it was only discovered in the 70s to resolve

the shortcomings of symmetric cipher schemes.

Asymmetric cryptography can provide many functionalities, including shared-key es-
tablishment, non-repudiation and integrity of messages, identification and encryption.
The security of the asymmetric cipher relies on the difficulty of solving a mathematical
problem, specifically one-way function. In mathematics, one-way function is a function
that is easy to compute for every input, but hard to invert for any given image of a
random input. Such a function is mainly used to generate the key-pair and the related
security parameters. The most popular one-way functions in asymmetric cryptography
are based on the integer factorisation problem and the discrete logarithm problem (An-
derson, 2008). The integer factorisation problem dictates that the composition of two
large prime products is easy to compute. However, it is very difficult to decompose that
product. The RSA (Rivest-Shamir-Adleman) cryptographic scheme is based on the inte-
ger factorisation problem. The discrete logarithm problem depends on the complexity of
computing discrete logarithms modulo a prime when the parameters are very large. The
Diffie-Hellman Key-Exchange (DHKE) is based on the discrete logarithm problem and
was the first asymmetric-key scheme to be published. DHKE is widely used in modern
encryption protocols like the Transport Layer Security (TLS) and Secure Shell (SSH) to
solve the key-distribution problem.

Diffie-Hellman Key Exchange The goal of this algorithm is to allow two parties
Alice and Bob to share a secret key for a symmetric cipher over insecure communication

channel. The basic idea behind DHKE is to compute the value k and use k as the joint
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secret, which can be used as the session key between Alice and Bob.
b
k= g“b(mod p) = (ga) (mod p) = (gb)a(mod D)
The protocol goes through the following steps.

1. Alice and Bob have to agree on public parameters p and g, also called domain

parameters?, where p is a large prime and g is a primitive root modulo p.

2. Alice chooses a secret large random number a, and then computes A = ¢g%(mod p),
which she sends to Bob.

3. Bob chooses a secret large random number b, and then computes B = g®(mod p),
which he sends to Alice.

4. Alice computes the shared secret k as k = B%(mod p) = (¢°)“(mod p).
5. Bob computes the shared secret k as k = A’(mod p) = (ga)b(mod D).

6. k£ now can be used to establish secure communication between Alice and Bob.

2.2.3 Digital Signature

As the name suggests, a digital signature is a mechanism to bind a document to some
entity. The purpose of a digital signature is to provide message integrity and message
authentication, or data origin authentication, along with non-repudiation. In order to
achieve this, public key cryptography is applied. The principle behind using public key
cryptography for digital signatures is to use the secret key sk to sign a message, and
then the verifying party can use the corresponding public key pk to verify the signature.
The signature itself is a large integer value that could only have been generated by the

holder of the private secret key sk.

Along with the key-pair, the digital signature scheme uses two operations sign(—)sx and
ver(—)pi for signing information and verifying signatures, respectively. The previous

keys have the following properties:

e Given the public signature verification key pk, it is infeasible to compute the private

signing key sk.

e There is a digital signature function sign(—)sx, which takes a message = and the

private signing key sk and produces a signature sign(z)sg.

e There is a signature verification function ver(—),, which takes the signature sign(z)g
and the public verification key pk and produces TRUE if the signature was com-
puted correctly with sk and FALSE otherwise.

4In practice there are standardised domain parameters that are included with common cryptographic
libraries.
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2.2.4 Hash Functions

Hash function, or simply hashing, is used to protect integrity of data. The hash function
is an input independent linear time algorithm that takes a set of variables or data and
transforms it into a fixed size digest or hash value. A secure hash function has the
following characteristics: deterministic- the same input always creates the same output,
efficient- output is computed in a timely manner, distributed- evenly spread across the
output range, meaning that similar data should not correlate to similar hashes, pre-
image-resistance- it needs to be infeasible to find the input x, based on the hash value
h(z) and collision resistance- no two different inputs z and y, create the same hash
hMz) =h(y) = 2z =v.

The hash function is very important in digital signature implementation. As the hash is
considered a unique representation of the message, only the hash of the message needs

to be signed. This is essential to support security and performance, because:

e The cryptographic operation in digital signature is very slow compared with sym-

metric cryptography, and

e The digital signature is the encryption of a document using the private key instead

of the public key, making the signature as long as the message itself.

Therefore, the short hash value computed over the document is unique for the given
document; there is no feasible way to create a different document with the same hash,

making a signed hash cryptographically equivalent to signing the whole document.

2.2.5 Merkle Hash Tree

Merkle tree (1980) is a hash tree data structure created by repeatedly hashing pairs
of data blocks until there is only one hash left. This last hash is called the root hash,
or the Merkle root. Merkle tree is constructed from the bottom up. Given the tree
representation, the leaves are hashes of a data item, and nodes further up in the tree
are the hashes of the concatenation of the two child nodes. If every node has exactly

two children, the tree is called a binary hash tree.

Merkle tree is not useful for searching for a piece of data within the tree, because
searching in a tree is exactly as difficult as searching in a list. However, Merkle tree is
more useful for proofs. Merkle tree lets one party prove that a particular data item is in
it to anyone who knows the tree’s root hash. The proofs are computationally easy and
fast and processing them requires tiny amounts of information to be transmitted across

networks in cases of remote verification.
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Figure 2.2: Merkle hash tree representation.
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Figure 2.2 illustrates the verification process in Merkle tree. For a given set of data
items D = {dj,ds,...,ds}, the only value needed to verify the whole set is the root
node H(1,8), which is a unique representation of the entire set. However, to verify an
arbitrary value, say ds € D, the partial tree (illustrated by the lines between the nodes)
represents the proof that ds is part of H(1,8). By providing the hash values from the
nodes in the partial tree along with the item ds5, the root node can be recomputed,
proving the item is part of the set D, represented by the root node H. Notice that only
the values represented in the darker nodes are needed to recompute the root node H(1,8).
H(5) is computed from the data ds, and from this and H(6), H(5,6) can be computed.
Finally, the computed candidate root node H(1,8) can be compared with the known root
node H. If H(1,8) = H, d5 is proven to be part of the set. The cryptographic properties
provided by cryptographic hash functions guarantees the integrity of the tree. A change
of a single item in the tree would cascade to the top and hence produce a different root
hash.

In today’s cryptocurrency systems, Merkle Tree supports the representation and veri-
fication of transactions by hashing each transaction, linking transactions together into
blocks. The resulting hash of each block is hashed with another block to build a tree
structure until Merkle root is obtained. Organising transactions in the tree format makes
it easy to check if transactions have been tampered with, allows secure and efficient ver-
ification that a specific transaction has been added to a specific block, and uses fewer

resources.

2.3 Blockchain Technology

Blockchain technology was initially proposed to support cryptocurrencies, where Bitcoin
was its first successful implementation. The blockchain itself refers to a trustless decen-

tralised transaction database, also known as ledger, maintained by a group of nodes,
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called miners; each node runs a consensus protocol. This database holds all transactions
organised chronologically in groups, referred to as blocks. Transactions are not limited
to monetary transferrals, but can also be used to transfer any form of data. Each block
contains a set of transactions, their Merkle representation, a time-stamp, an answer to
a complex mathematical puzzle, which is used to validate the data associated with that
block and a reference (hash) to the previous block. The entire block then hashed and
the hash, also called block header, is added to the next block thus, a chain of blocks
is formed, hence the name “blockchain” (see Figure 2.3). Ordering all transactions in
the public blockchain allows only the first recorded transaction to be accepted if two

conflicting transactions arrive in the network.

Block n Block n+1 Block n+2
Block Header \ Block Header \ Block Header
Previous - Nonce - \\H Previous ' Nonce ' -""'“'--.____ Previous - Narnce
Hash Hash Hash
Time-stamp Time-stamp Time-stamp
Merkle Root Merkle Root Merkle Root
Transactions Transactions Transactions

Figure 2.3: A fragment of blockchain.

The novel design of blockchain relies on three important building blocks: cryptography®,
peer-to-peer network and a consensus mechanism. These three elements provide the
blockchain with great features to serve not only digital currency but also many more

applications. Blockchain features can be summarised as follows:

- Decentralisation. The same information of the blockchain is replicated and
distributed by the nodes in the network, which can also independently validate

this information with out a centralised authority.

- Immutability (tamper-proof). A permanent record of transactions (ledger) is
maintained by the peers. Once a block is upended, it cannot be modified as it is

cryptographically sealed in the ledger. This creates trust in the transaction record.

- Transparency. The ledger contains a full transaction history. As the blockchain is
an open file, anyone can access it and audit transactions. This ensures provenance

under which asset lifetimes can be tracked.

- Chronological (time stamped). The cryptographic approach in blockchain
links blocks together in a chronological chain providing a trial of the underlying

transactions.

®Mainly hash function, public-key cryptography and digital signature
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- Consensus-driven. Consensus models provide rules for validating blocks often
using an expensive resource, computing power for example, to show proof that
sufficient effort was made. The consensus mechanisms eliminate the need of a

central authority or an explicit trust-granting agent.

2.3.1 Public Versus Private Blockchains

Blockchain technology can do far more than simply manage digital currencies. In prac-
tice there are different models of distributed ledgers, with different degrees of centrali-
sation and different types of access control, to suit different business needs. Depending

on the level of centralisation, blockchains can be classified as:

- Public (Unpermissioned). Blockchains that are open to everyone to contribute
data to the ledger; cannot be owned; their consensus process is open to all to par-
ticipate in; and they are fully decentralised. Bitcoin (2008) and Ethereum (2016)

are examples of public blockchains.

- Private (Permissioned). Blockchains that have an access control mechanism
to determine who can join the system. As a result, every node is authenticated
and its identity is known to the other nodes. Permissioned blockchain may have
one or many owners and only they can add records and verify the content of the
ledger. A consensus algorithm could be run by a single node only or by a group of
predefined nodes which control block creation. The latter is called a Consortium

blockchain. Hyperledger Fabric (2019) is an example of private blockchains.

In the rest of this section, these models will be compared and contrasted through their
widely-used implementations, namely Bitcoin, Ethereum and Hyperledger Fabric (Fab-
ric, for short). Each of these three implementations renders a different generation of
blockchain development. Bitcoin represents the rise of crypto-currencies in applications
related to cash, such as money transfers and digital payment systems. Ethereum shows
the deployment of smart contracts to enable the decentralisation of markets and allows
other types of assets, such as stocks, loans, mortgages and smart property. Hyperledger
Fabric expands the scope of the contract technology and applies it in applications beyond
currency and finance. The additional governance makes the permissioned model more
appropriate in the areas of government, health and enterprise. Below a brief description

about each of these technologies is given

Bitcoin. The first known implementation of a decentralised cryptocurrency system
that allows completely untrusted parties to anonymously transfer money to each other.
Simply, Blockchain combines peer-to-peer networks, cryptographic primitives (i.e. Public-

Private key encryption, Digital signature scheme, and Hash function), distributed data
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storage, and a decentralised consensus mechanism to provide a way for people to vote on
a particular state and record their agreement in a secure and verifiable manner. Bitcoin

is not suitable for building complex applications since it is very domain-specific.

Ethereum. A general-purpose software platform based on blockchain technology that
enables developers to build and deploy decentralised applications (DApps) by means of
Smart Contracts. These applications can run on a custom-built blockchain, which makes
them difficult to attack.

Fabric. Hyperledger Fabric is a distributed-ledger model that follows a modular and
extensible approach for permissioned blockchains (see Figure 2.4). Some of the possible

modules that can be plugged in and implemented are:

- Membership services. A permissioning module acts as a certificate authority

and supports public-key infrastructure (PKI)

- Consensus services. Enables digitally signed transactions to be proposed and
validated by network members. The consensus in Fabric is linked to the three-step
model endorse-order-validate proposed by Fabric. The ordering service, which

represents the consensus system, batches transactions into blocks.
- Chaincode services. Provides the ability to run business logic against the

blockchain (aka smart contracts).

Fabric does not have a built-in cryptocurrency, but its secure model for identity, au-

ditability and privacy serves many industrial use cases.

APls, SDKs
Identity Ledger *1 Transactions Smart Contract
Membership Consensus Services Chaincode

Services Services
Distributed Ordering Secure

Enroliments Ledger Service Contianer
Network Secure

Aftributes Protocal Endosement Redgistery

Security and Crypto Services

Figure 2.4: Hyperledger Fabric model for permissioned blockchain.
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2.3.2 Blockchain Key Concepts

Distributed Ledger Distributed ledger is a data structure that consists of an ordered
list of transactions spread across several nodes. Each node replicates and maintains an
identical copy of the ledger. Each participant node of the network updates itself inde-
pendently. For example, a ledger may record monetary transactions between multiple
banks, or merchandise exchanged among known vendors. Blockchain is one type of dis-
tributed ledger®. What makes blockchain distinct from other kinds of distributed ledgers
is its unique structure that is composed of blocks of data. These blocks are chained to
one another and secured using cryptography. Distributed ledger-based” applications can

be characterised in three dimensions, according to Dinh et al. (2018):

- Ledger data model. The data model makes it easy for the application to express
its logic. For example, a crypto-currency application may adopt the user-account’s
model resembling traditional banking systems, while a general-purpose distributed

ledger may use a low-level model such as a table or key-value.

- Number of ledgers. The system may have one or multiple ledgers connected
to each other. For example, a large enterprise may use one ledger for each of its

departments.

- Ownership of the ledger. Depends on the application scenario the ledger may

vary from completely open and public to being strictly controlled by one party.

Consensus The consensus process is the key in distributed verification of the ledger.
The consensus mechanism ensures that all the transactions in the network are agreed
upon and executed in order. Because nodes in a blockchain system do not trust each
other, the consensus process should therefore tolerate Byzantine failures®. There are
many variants of distributed consensus protocols, which have different approaches in
identity management mechanisms, energy-saving, and tolerating the power of an adver-
sary. Bitcoin resolves this by using a completely computation-based protocol that uses
proof of computation to randomly decides the next block. This process is called proof-
of-work (PoW). Since PoW is hugely expensive with respect to computation and power
consumption, Ethereum adopts another consensus protocol along with PoW which is
Proof-of-stake (PoS). In PoS, a node’s ability to generate a new block is determined by

its stake in the blockchain, e.g. the amount of currencies it owns.

5Every blockchain is a distributed ledger, but not every distributed ledger is a blockchain. https:
//bit.ly/2rwZscp.

"From this point on, blockchain and ledger will be used to refer to the same thing.

8Byzantine failure in distributed systems is when consensus agreement is needed in the presence of
malicious nodes. Byzantine Fault Tolerance (BFT) is the ability to reach a sufficient consensus despite
malicious nodes of the system failing or propagating incorrect information to other peers.
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In a permissioned network, all the participants are white-listed and bounded by strict
contractual obligations to behave “correctly”, and hence there is no need for a costly
consensus process. As stated earlier, the consensus service in Fabric is pluggable. Fabric
uses what is called the ordering service, which, as the name suggests orders validated
transactions by running a consensus protocol. Unlike other blockchains, the consen-
sus process in Fabric separates between validation and ordering of transactions. To
better understand this, we need to distinguish between three types of peers (shown in
Figure 2.5):

- Committing peer (Committer): a node that commits transactions, maintains

the ledger and state, and may hold a chaincode.

- Endorsing peer (Endorser): a committing node that holds the chaincode and

can grant or deny endorsement of a transaction proposal.

- Ordering peer (Orderer): a node that does not hold the smart contract or the
ledger. Its main function is to package validated transactions into blocks and then

approve the inclusion of blocks into the ledger.

Transaction flow goes through three steps between the three different types of nodes.
Endorsement: a transaction proposal is reviewed by the endorsers and if the proposal is
valid the endorsers provide a new ledger version. Ordering: orderers run the consensus
protocol and reach agreement on the proposal. Validation: committers append the

proposal into the ledger.

Fabric supports different pluggable implementations for achieving consensus. For in-
stance, Fabric v0.6, the earliest open-source permissioned blockchain platform, applies a
popular consensus protocol called Practical Byzantine Fault Tolerance (PBFTY), while
Fabric v1.x applies Kafka and Solo implementations'®. Solo features only a single order-
ing node. As a result, it is not fault tolerant and can only be used for testing applications
and chaincodes, while Kafka, is based on crash fault tolerant (CFT!!) implementation

and has been used widely in many Fabric applications.

Contracts A contract or “smart contract” (called in the Fabric context “chaincode™)!?
is a computation triggered by a transaction. It can be regarded as a stored procedure
or business logic executed when a transaction is performed. The execution of the smart

contract is agreed on by every node. Storing and running contracts on top of blockchains

9PBFT is one of the consensus algorithms used in permissioned blockchains, where a new block is
added if more than 2/3 of all validating peers submit the same response.

By the time of writing this thesis, Fabric v1.4.1 introduced its new crash fault tolerant (CFT)
ordering service based on Raft protocol.

HCFT is one level of resiliency, where the system can still correctly reach consensus if components
fail.

12In this thesis, the terms smart contract and chaincode are used interchangeably.
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Figure 2.5: Consensus process in Hyperledger Fabric.

is what differentiates smart contracts from regular computer programs. This makes the
program code of a contract fixed, once the contract is deployed it cannot be changed. All
blockchains have their own built-in contracts that implement their transaction logics.
These contracts could be very basic as in Bitcoin, where the built-in contract only
verifies transactions and updates the global state. On the other hand, more general-
purpose sophisticated contracts can be deployed using other blockchain platforms like

Ethereum and Fabric.

Dinh et al. (2018) identified two ways to characterise a smart contract system.

e By its run-time environment. Most systems execute smart contracts in the same
runtime as the rest of the blockchain stack, like Bitcoin and all its forked blockchains.
In contrast, Ethereum comes with its own virtual machine for executing Ethereum
bytecodes. Ethereum Virtual Machine (EVM) works in the same way as many
other virtual machines. It takes some programming language and compiles it into
low-level code that the computer on which it runs understands. Fabric, opting
for portability, employs Docker'? containers to execute its chaincodes. When a
chaincode is uploaded, each node starts a new container with that image. Invok-
ing the contract is done via Docker APIs. The deployed chaincode can access the

blockchain states via two methods: getState and putState exposed by a shim layer.

e By its language, for example Bitcoin allows users to write simple stack-based,
non Turing-complete scripts. While Ethereum smart contracts can specify arbi-

trary computations using several Turing-complete languages such as Solidity',

13Docker is an open source software platform to create, deploy and manage virtualised application
containers on a common operating system (OS).

H3olidity: a JavaScript derivative language to write smart contacts. Solidity may arguably be consid-
ered the first “contract-oriented” programming language, as it is designed to be quite specific to write
blockchain software.
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LLL" and Serpent'®, which are then compiled to EVM bytecodes. EVM executes
normal crypto-currency transactions, and it treats smart contract bytecodes as a
special transaction. Fabric supports multiple high-level programming languages
like Golang and Java to write chaincodes, which are then compiled into native

code and packed into a Docker image.

Cryptocurrency Digital currency was the first real application of blockchain, repre-

17 The bitcoin is the unit of account of the Bitcoin system that is

sented by bitcoin
created and held electronically and is based almost entirely on mathematical principles.
Coins are minted every time a new block is created as a resulting reward for running
PoW. Ethereum also has its own associated cryptocurrency called Ether. To prevent
Denial-of-Service (DoS) attacks, prevent inadvertent infinite looping within contracts,
and generally control network resource expenditure, Ethereum imposes Ether-based pay-
ments in gas format to run contracts and store data on the blockchain. Gas is a sub-unit
of the Ether that refers to pricing value required to carry out a transaction or execute a
contract on the Ethereum platform. Fabric can leverage consensus protocols which do
not demand a native cryptocurrency to incent expensive mining or to fuel smart contract
execution. Without the costly mining operations, it is possible to deploy blockchain-

based platforms with almost the same operational cost as any other distributed system.

2.4 Blockchain Key Issues

2.4.1 Security

Security of the blockchain can be seen from different perspectives. The security of the
blockchain network as an infrastructure and the security of the blockchain applications,

i.e. contracts.

Security of the Ledger Theoretically, the blockchain itself seems to be secure from

many security threats by means of cryptography.
e The world states are protected by a Merkle hash tree whose root hash is stored in
a block. Any state change results in a new root hash.

e The block history is protected; that is the blocks are immutable once they are
added to the blockchain ledger. The chaining technique links each block to the

1LL: a Lisp-inspired language.

'6Serpent: a Python-inspired language

17Bitcoin, with a capital B, usually refers to the protocol whereas bitcoin, with a lowercase b, refers
to the digital currency Bitcoin creates. As of 2014, symbols used to represent bitcoin are BTC, XBT,
and B.
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previous one through hash pointers. As such, the content of block n + 1 contains
the hash of block n. Therefore, any tempering in block n instantly compromise the
validity of all the following blocks. The combination of Merkle tree and hash point-
ers provides a secure and efficient data model that tracks unauthorised changes or

malicious tampering in the blockchain ledger.

In addition, the distributed and replicated nature of the ledger ensures the integrity and
availability of the transactional data. Instead of a single database, there are multiple
shared copies of the same database. Thus, any attack would have to compromise all the

copies simultaneously in order to be successful.

However, some recent work has spotted some potential vulnerabilities in Bitcoin blockchain,
which could be exploited to execute Sybil attacks'® and Spam attacks'?. These attacks
can also occur in programmable blockchains. Added to this, blockchain’s security model
assumes the availability of public key infrastructure. From a public key certificate, it is
possible to derive a set of identities including users and transactions identities. As in
other security systems, losing private keys means losing access privileges. In blockchain
applications, losing the keys has direct financial impact. Secure key management, there-
fore, is essential to any blockchain. But this is not the case in many blockchains. For
example, Ethereum wallets that hold the accounts’ private keys have been proven to be
vulnerable to theft as stated by Barber et al. (2012). One of the most well-known cases
occurred in early 2012, when a group of hackers exploited a vulnerability in the cloud
service producer Linode, giving them access to users’ digital wallets; this enabled them

to steal a total of 46,703 B?°. Such security flaws are beyond the scope of this thesis.

Security of Contracts In programmable blockchains, a contract essentially resembles
any other computer program. The main distinction is that contracts run on a blockchain
network. In a public blockchain setting, smart contracts are entirely public, and even in
a private blockchain network, some application scenarios require network-side visibility
of smart contracts. This makes contracts a very interesting target for attackers who
can examine contract code and find exploitable vulnerabilities. Contracts could handle
a large sum of money, digital assets, stoke, or data. Considering the security aspect of
smart contracts is very important since even a tiny bug can lead to significant problems
like lots of money lost or privacy leakage. According to Atzei et al. (2017) and Huang
et al. (2019) security vulnerabilities in contracts have been discovered both by hands-

on development experience and by static analysis of some deployed contracts on several

18 A sybil attack is when a malicious user controls a large number of nodes on a blockchain network.
Sybil attacks become critical in really large scale, when the attackers manage to control the majority of
the network computing power or hash rate, so they can carry out a 51% attack. In such cases, they may
change the ordering of transactions, and prevent transactions from being confirmed.

19Spam transactions are transactions which create undesirable extra load on the network that leads
to slowing down the activity of the blockchain network.

208ee http://goo.gl/ciWyXn for more details.
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blockchain platforms, including Ethereum and Fabric. Some of these vulnerabilities have

been exploited by some real attacks causing losses of money?!.

For contracts, the underlying blockchain layer comes with its own challenges that are

reflected when writing a contract, Some of these challenges are listed below:

e In some application scenarios, identified by Delmolino et al. (2016), specifically in
financial applications, contracts must ensure fairness to prevent malicious parties

from cheating in order to maximise their economic gains.

e Some contracts rely on certain transaction-dependence events to function, such as
a transaction order or a timestamp. This might create some security bugs that

can be exploited by an attacker as attested by Luu et al. (2016).

e Vulnerable contracts are hard to batch after deployment. In permissionless blockchains,
the only way to do that is to broadcast a new contract with a modified code, yet

the old version will still be in use.

To this end, many security analysis and verification tools have been proposed for con-
tract application. Ethereum’s smart contracts were the target of most of these tools. For
example, OYENTE (2016) is a tool to analyse Ethereum smart contracts on the EVM
bytecode using a symbolic execution to detect flaws. OYENTE only checks contracts
against specific security bugs defined by Luu et al. (2016). SECURIFY (2018) is another
security analyser for Ethereum smart contracts that is fully automated and able to prove
contract behaviours as safe/unsafe with respect to a given property. SECURIFY runs in
two steps. First, it performs a symbolic analysis of a contract to extract semantic infor-
mation from the code. Then, it checks compliance and violation patterns that capture
conditions to prove if a property holds or not. OYENTE and SECURIFY are both working
on bytecode level, which makes them language-independent tools to analyse Ethereum
smart contracts. SmartInspect (2018), SmartCheck (2018) and Verx (2020) are tools
specifically designed to analyse smart contracts in Solidity. SmartInspect allows a smart
contract developer to inspect the contract after deployment while SmartCheck trans-
lates Solidity source code into an XML-based intermediate representation and checks
it against XPath patterns. The proposal by Bhargavan et al. (2016) can work on both
Solidity or EVM bytecode levels. Either way the code is converted into F* that is a
functional programming language. This can be then used to verify properties in the

contract and obtain secure implementation.

Unlike Ethreum which supports contract-specific languages, Fabric uses general-purpose

programming languages such as Java, Node.js and Golang to write chaincodes and then

21Ethereum’s well-known crowdfunding smart contract, DAO (Decentralised Autonomous Organisa-
tion), was attacked in June 2016 because of the bug in its code and resulted in 60 million USD loss.
See https://blog.ethereum.org/2016/06/17/critical-update-re-dao-vulnerability/ for more de-
tails.
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run them in standard Docker containers. Two elements distinguish chaincodes from
other Java or Golang programs. Firstly, chaincodes are public shared programs. Sec-
ondly, the read and write operations in chaincodes are done on the distributed ledger.
One recent proposal to verify Fabric chaincodes written in Java is by Beckert et al.
(2018), which used an extended KeY?? prover to handle Fabric implementation. Chain-

23 is a static anlysis tool to check some of the common vulnerabilities in

code Scanner
Fabric’s chaincodes written in Golang. But formal verification of full-fledged Golang

chaincodes is still an open issue that is yet to be solved.

Formal verification is one of the most precise approaches to verify the accuracy of the
system and is one of the earliest approaches that is employed to verify the behaviour
of smart contracts. Several kinds of contract protocols have been analysed by means of
mathematical formalisation techniques, for example Hawk (2016) and Town Crier (2016)
adopt Canetti (2001)’s Universal Composable (UC) model for verification, while oth-
ers such as the work of Bigi et al. (2015) combines formal methods with Game the-
ory to verify smart contracts. Amani et al. (2018) use the de-compilation technique
to verify Ethereum smart contracts at the bytecode level by using logical framework
Isabelle/HOL?*. They defined the smart contract correctness features by relying on
Ethereum termination guarantee gas concept. They split smart contracts’ bytecode into

the basic blocks and create a sound program logic for verification.

Despite the above mentioned efforts for contact verification, using the available tools for
security protocol verification to verify contracts is not always successful. A key difference
between security protocols and smart contracts is the fact that the properties of interest
of smart contracts escape the usual domain of the properties of security protocols. Harz
and Knottenbelt (2018) have defined a whole new range of security properties for smart
contracts and suggested some possible tools to verify them, which opens up the doors

to new interesting research directions.

2.4.2 Privacy

There are two privacy-related issues in blockchain, the privacy of the users and the pri-
vacy of transactions. When it was first introduced by Nakamoto et al. (2008), blockchain
was meant to be completely public and transparent. The only aspects of privacy tackled
by Bitcoin were the user’s anonymity and unlinkability by allowing users to use different
addresses (public keys) in every transaction. Most, if not all, permissionless blockchains
have followed the same pathway. However, many studies like Reid and Harrigan (2013);

Androulaki et al. (2013) have demonstrated that it is possible to deanonymise Bitcoin

22KeY is an interactive tool for Java verification. Available in: https://www.key-project.org/

23 Available in: https://chaincode.chainsecurity.com/

24Tsabelle is an automated theorem prover based on higher order logic (HOL). Available in: https:
//isabelle.in.tum.de/
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accounts by connecting identities with their corresponding addresses, using the informa-

tion on the public ledger.

This leads us to the second privacy issue, which is related to the confidentiality of trans-
actions recorded on the blockchain. Unlike traditional online payments, which are only
visible to the transacting parties and central financial institutions, Bitcoin payments
(including the transaction’s sender, receiver, and amount) are recorded in a publicly
visible blockchain. The weak form of anonymity combined with the transparency of
transactions, represents a privacy challenge, because we can draw inferences about, for
example, the buying profile of a particular user, or even the many transfers between
private individuals. Similarly, in permissioneless programmable blockchains that utilises
PoW for consensus (Ethereum is the reference example here), transactions are executed
on every node. This means that neither can there be confidentiality of the contracts
themselves, nor of the transaction data that they process. To this end, many solutions
have been proposed to ensure anonymity and transactional privacy in digital currency
applications like ZeroCash (2014), ZeroCoin (2013), and Proactively-private Digital Cur-
rency (PDC) (2014). Other solutions considered privacy of smart contract computations,
such as Hawk (2016) and Ekiden (2019)

Permissioned blockchains on the other hand, represented here by Fabric, can accommo-
date multiple flavours of privacy depending on the use case, namely channels at network
or chaincode level, private data collection at data level, and zero-knowledge proof (ZKP)
at user level as mentioned in Androulaki et al. (2018). Channel is an important concept
in Fabric. A channel is created between a group of peers (these peers could resemble
organisations with the same business goals), allowing them to encapsulate chaincodes,
transactions and ledger state. Note that peers can join one or more channels based on
the business requirements; after a peer joins a channel, a ledger is created and run in
that peer. When a peer joins more than one channel, these ledgers are running indepen-
dently, thus preserving the privacy and confidentiality of information exclusively within
the peers that are in the channel. Channels can be further used in combination with
other mechanisms, like private transactions and zero-knowledge proofs, described below,

in order to strengthen data confidentiality and users’ anonymity.

If the required level of privacy is only at data level, the channel approach means a waste
of resources and hence private data collection is the answer. Private data collection
can allow peer nodes of a specified group of organisations keeping the actual data,
while others outside this group only keep a proof of such data for state validation and
auditing purposes, but not the actual data. A collection is defined by a policy, which
states which nodes can keep and access private data. In short, private data collection

offers transaction privacy at a more fine-grained level than channels.

Zero-knowledge proof is a cryptographic tool that allows one party who possesses a

secret (the prover) to prove to another party (the verifier) that its secret satisfies a
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certain set of properties (knowledge) without revealing the actual secret. By default
Fabric membership service is based on X.509 certificates. All transactions carry the
identity of their origins in the form of a certificate and a signature. As anonymity
requires that participants of transactions are concealed, Fabric supports anonymous
authentication of users with identity mizer?® and privacy-preserving exchange of assets
with zero-knowledge asset transfer?S (ZKAT). The implementation of these protocols is
beyond the scope of this thesis.

2.4.3 Performance

The performance of executing transactions and contracts is a major challenge in blockchain-
based systems, which prevents them from competing with current applications on a large
scale. Performance evaluation is the process of measuring the performance of a system.
This evaluation can cover system-level measures such as response time or latency, or
measure-specific activities such as the time to write a block to persistent storage. Per-
formance evaluation often involves measuring what happens when dependent variables
are altered. These variables are known as performance metrics. Blockchain performance
evaluation and its associated metrics have been the focus of lots of research, includ-
ing Croman et al. (2016), Dinh et al. (2017), Nasir et al. (2018) and Bano et al. (2017).

The main performance evaluation metrics for a blockchain-based system are:

- Throughput refers to the number of transactions processed per second impacted
by the latency between transactions and each block size. This rate is expressed as

transactions per second (TPS).

- Latency refers to the response time per transaction or the time to confirm that a
transaction has been included in the blockchain. This latency is often referred to

as the block frequency.

- Node scalability refers to the extent to which the network can add more partic-

ipants without a loss in performance.

It is worth mentioning that other researchers have identified additional metrics, like fault
tolerance (Dinh et al., 2017) and power consumption (Vukoli¢, 2015). These measures
are affected by the underlying blockchain architectural and protocol aspects, such as
permission restrictions, the consensus mechanism, the block size, the geographical dis-
tribution of nodes and the total number of nodes. There are many available tools to

measure the performance of blockchain systems, for example BTCSpark?” for Bitcoin,

2>More details on identity mixers available here: https://hyperledger-fabric.readthedocs.io/en/
release-1.1/idemix.html

26More details on privacy-preserving exchange of assets available here: https://developer.ibm.com/
tutorials/cl-blockchain-private-confidential-transactions-hyperledger-fabric-zero-knowledge-proof/

2TBTCSpark: available in: https://github.com/JeremyRubin/BTCSpark
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Blockbench(2017) for permissioned blockchains and Hyperledger Caliper®® specifically

for Fabric.

Currently, none of the existing blockchains are really scalable. Scalability means both
performance (throughput and latency) scalability and node scalability. According to
Vukolié¢ (2015), there is a trade-off between performance and node scalability. Permis-
sionless blockchains such as Bitcoin and Ethereum make this trade-off in favour of node
scalability by using PoW. For example, the Bitcoin network features thousands of mining
nodes, demonstrating the high node scalability of PoW-based blockchains in practice.
However, Bitcoin’s maximum transaction throughput amounts to 7 TPS and a client
that creates a transaction has to wait for at least 10 minutes on average to assure that
the transaction is appended in the blockchain. On the contrary, modern BFT protocols
(our reference example here is the PBFT protocol used in Fabric) have been confirmed
to sustain tens of thousands of transactions with practically network-speed latency. The
lab experiments by both Dinh et al. (2017) and Nasir et al. (2018) have proved that

Fabric outperforms Ethereum in terms of performance but fails node scalability.

2.4.4 Computation Cost

Blockchain introduces a new computational model based on a decentralised peer-to-peer
network. In order to run even the simplest code on the blockchain, the developer needs
to pay actual money to the peers in exchange for their services. Bitcoin for example,
requires users to pay a small transaction fee to the network in order to process transac-
tions or execute smart contracts. Ethereum allows ether-based purchases of a resource
called gas-to-fuel contracts. Fuelling is understood as a way to pay for the execution of
EVM bytecode and storage of data on the blockchain. Contracts and transactions also
have a fixed start price in order to pay the miners for their computational power. These
fees are also used to cover the maintenance costs or protection of malicious computa-
tional attacks. Fabric is not coin-based hence; it does not require any kind of payment
to run chaincodes. However, the committing nodes have to store the ledger and all
related data, which makes storage requirements very high and they continually increase
over time. This excessive storage redundancy is not practical for businesses. Therefore,
one of the main architectural decisions is what functionalities (data and computation)
are to be implemented on-chain and what functionalities are to be kept off-chain. A
common practice to handle some of these challenges is to deploy simple computations
and store meta-data on-chain, while processing heavy computations and keeping the big

data off-chain.

*®Hyperledger Caliper: available in: https://github.com/hyperledger/caliper
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2.4.5 Discussion

Over the last few years, blockchain has become recognised as a game-changer for many
industries. Starting from monetary application to general-purpose applications and
enterprise solutions for business, blockchain will continue to contribute and bring state-
of-the-art solutions in many fields. Based on the previous overview, it is clearly seen that
there is no one-fits-all blockchain model. Mainly, the application domain and purpose
have a direct influence on the design decisions including whether to go permissioned
or permissionless, public or private, what is the required level of privacy and which
blockchain platform will better suit that particular use case. Table 2.1 summarised the

main characteristics of the above-mentioned blockchains.

In this work, we opt for a permissioned blockchain model by means of Linux Foun-
dation (2019)’s Hyperledger Fabric to implement the blockchain-based components of
SeTA for several reasons, including compliance, privacy, performance and computational
cost. The main purpose of SeTA is to ensure secure, transparent and accountable data
sharing. While security and transparency can be achieved by permissionless blockchains,
accountability remains unattainable. Accountability entails some degree of identifiabil-
ity and monitoring that cannot be guaranteed with permissionless blockchains. Fabric
is an example of permissioned blockchains that supports memberships based on per-
mission; all network participants must have known identities. This makes permissioned
blockchain model more popular among enterprise and business level applications, such

as SeTA, for which security, identity, and role definition are important.

Also, the complete transparency provided by the permissionless blockchains conflicts
with the required level of privacy to comply with legal aspects such as the Euro-
pean General Data Protection Regulation (GDPR). In the case of private permissioned
blockchains, only authorised institutions or individuals have pre-defined roles to access
a specific set of data or perform their legally-defined functions over the data. Actions

on these data are recorded in the shared state.

Additionally, the different consensus mechanisms adopted by the permissioned blockchain
model have a great influence on the blockchain capabilities and performance. This makes
the permissioned model a better match to implement and run SeTA, as permissioned

blockchains provides:

e Efficient performance: The main reason behind this is the restricted number of
nodes on the platform. This reduces the unnecessary computations needed to
reach consensus on the network, improving the overall performance. On top of

that, fabric network has its own pre-determined nodes for transactions validating.

e Proper governance structure: Unlike permissionless blockchains, only a smaller
number of preselected participants need to operate in permissioned blockchains,

which makes it easier to collaborate and alter the rules, or revert transactions.
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e Low computation costs: Permissioned blockchains do not need a strong validation

as the participating nodes are preselected, hence cost effective.

2.5 Trusted Execution Environment

Trusted Execution Environment (TEE) aims to create secure and isolated software exe-
cution environments inside a main processor to protect the integrity and confidentiality
of security-sensitive programs against a variety of attacks through a combination of
hardware and software mechanisms. In particular, the security of TEE is dependent
upon a trusted computing base (TCB). The smaller a system’s TCB, the more feasible
it is to achieve a reasonable degree of security. There are several examples of hardware-
enabled security technologies that support TEE implementations, including TrustZone
from ARM and SGX from Intel. Each of these systems have slightly different trust as-
sumptions and trusted computing bases. The remainder of this section highlights Intel’s
SGX and its functionalities, focusing on the SGX remote attestation protocol and finally

discusses SGX key issues and other alternatives and their known limitations.

2.5.1 Intel SGX®

Intel Software Guard Extensions (SGX) is a set of extensions to Intel architecture that
allow running trusted computations on a protected execution environment called enclave.
Enclaves guarantee secure execution even on a compromised platform. The enclave
contains only the private data and the code that operates on it protected by hardware
enforced access control policies, making the application inaccessible to any malware on
the platform. As such, SGX enables applications to defend themselves, protecting any
sensitive data used by the application cryptographic keys, for example, while retaining

its integrity and confidentiality.

The combination of hardware and software security provided by SGX can be used to

support different functionalities, briefly described below.

1. Trusted execution (via Isolation): trusted execution provides a higher level of

security for sensitive code and data.

2. Sealing: sealing allows enclave software to retrieve a key unique to that enclave.
This key can only be generated by that enclave on that particular platform. En-
clave software uses that key to encrypt data to the platform (sealing) or to decrypt

data already on the platform (unsealing).

3. Attestation: attestations provide users with proof that a piece of software is run-

ning in SGX enclave. Intel SGX architecture supports two forms of attestation.



Characteristics Bitcoin Ethereum Fabric
Application Domain Crypto-currency General purpose General purpose
Ledger Data Mode Transaction-based Account-based Key-value
Permission Restrictions! Permissionless Permissionless Permissioned
Access to Data? Public Public and Private Private
Consensus Scheme PoW PoF and PoS PBFT, CFT, and Solo
Native Currency Bitcoin Ether None
Execution Environment Native EVM Docker containers
Scripting Stack-based scripts Serpent, Solidity and LLL Golang and JavaScript
Data Privacy Public Public Public and private
Identity Pseudonym (private/public keys) Pseudonym (private/public keys) Identifiable (X.509 certificates)
Node-Scalability High High Low
Throughput Low (7 — 10 TPS) Low (15 — 20 TPS) High (3.5k — 110k TPS)
Latency Low (10 minutes) Low (2 — 6 minutes) High (< 1 second)

Table 2.1: The main characteristics of the most popular blockchains (partially adopted from Dinh et al. (2018)).

! Permissions with respect to who can process and verify transaction by running the consensus process.
2This refers to who can view (read) transaction data from the blockchain network.
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There is a mechanism that creates a basic assertion between enclaves running on
the same platform (local attestation) and another mechanism that provides attes-
tation between an enclave and a remote third party (remote attestation), which

will be discussed in more detail in the following section.

Any application implementation with Intel SGX is divided into two parts: a trusted one
(called enclave) and an untrusted one (the application); both contain their own code and
data. From the standpoint of an enclave, the OS and the hypervisor are also considered
untrusted components. The execution flow of the SGX-based application is shown in
Figure 2.6. The application launches the enclave, which is placed in protected memory.
When an enclave function is called, only the code within the enclave can see its data,
external accesses are always denied; when it returns, enclave data stays in the protected

memory.

Untrusted Code Trusted Code
- _
Create -Enr:al-.re /'. 3 '»E.x'
. Exacute
(2)< (4)
Call Trusted Function Raturn

MNermal Execution

Figure 2.6: Intel SGX application execution flow.

2.5.2 SGX Remote Attestation Protocol

In essence, remote attestation is a client-server protocol that facilitates DHKE, which
aims to create a shared secret allowing a remote system (server) to bootstrap an end-to-
end encrypted communication channel with an application enclave (client). This means
the remote party can cryptographically verify that the application is indeed trusted as it
is running inside an enclave on an Intel SGX-enabled platform. The trust is essentially
achieved by using a secret attestation key embedded inside the hardware, which can
be used to remotely attest the correctness of execution of a program. The attestation
process also lets the client’s enclave prove its identity, its integrity, and that it is running

on a genuine SGX-enabled platform (not a simulator, for example).
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The remote attestation process goes through multiple interactions between three entities,

represented in Figure 2.7:

Client Platform (SGX-Enabled)

Application Enclave Applicatian Server

Quoting Encalve IAS

R R LR R R R
w
R
=

Figure 2.7: Involved entities in remote attestation.

e (lient: Client-side application running on SGX-enabled platform and composed
of an untrusted part (the application itself) and a trusted part (SGX enclave).
The client wants to attest to a remote party that it is running on secure hardware.
By default, Intel provides each SGX-based platform with a Quoting Enclave. The
quoting enclave verifies local attestations generated from the application enclave,
local attestations are also known as reports, and sign them with a device-specific

key to form what is called Quote.
e Server: a remote system to verify that the client is running on trusted hardware.

e Intel Attestation Service (IAS): an online service by Intel carries out verification

of quotes generated by the client’s enclave.

The official documentations of Intel SGX stated the details of the remote attestation
process at Intel Corp. (2016) along with a complete practical example by John (2018).
However, an overview is given below for completeness. Figure 2.8 reports the interactions

between the entities, mentioned above, for the remote attestation protocol.

1. Handshake Client application starts a communication with a remote challenger
(server) by asking the server to provision secrets. In response, the server sends an

attestation request to the application which contains a nonce for freshness.

2. Local Attestation Client application requests a report from the application’s
enclave and passes in the challenger’s nonce. Inside the application enclave, the
enclave first generates a report structure captures the enclave’s code (known as
measurement) and a public key to be used by the challenger for the DHKE, which
will take place later during the remote attestation. Next, the enclave returns the

response to the application along with the DHKE context.
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Figure 2.8: Intel’s SGX remote attestation protocol.

A

3. Remote Attestation Client application forwards the received quote to the Quot-

ing Enclave. The Quoting Enclave authenticates the report, converts it into a
quote, signs it with attestation key, which is part of a group signature scheme
called Enhanced Privacy ID? (EPID), and returns the signed quote (now called
attestation) to the client application. The client application returns the attestation

and any supporting data to the service challenger server.

. Attestation Verification The challenger server uses the EPID public key certifi-
cate to validate the signature over the quote and proceeds to check any parameters
contained in the message, such as the DHKE parameters and the application en-
clave’s identity (embedded in the quote). If the check succeeded, the challenger
forwards the quote and the signature to the IAS to be properly verified. Once
the TAS has verified the attestation and the server has received the verification
results from IAS, the server generates a reply message to the client application.
This message contains the attestation result and optionally the secret that is to

be provisioned within the now trusted enclave.

29EPID is asymmetric key approach, where Intel issues a group public key and allows each SGX

platform to generate its own private key (Brickell and Li, 2010).
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2.5.3 SGX Key Issues

Security. Even with the guaranteed security provided by Intel SGX, it is susceptible
to various side-channel attacks. These attacks can be either physical attacks, whicha are
mounted by an attacker with physical access to the CPU, and software attacks, which
are mounted by software running on the same host as the CPU, such as a compromised
OS Fisch et al. (2017). SGX does not claim to defend against physical attacks, although
successful physical attacks against SGX have not yet been demonstrated. However
researchers have demonstrated several software attacks, including cache-timing attacks,
page-fault attacks, branch shadowing and synchronisation bugs (Brasser et al., 2017).
SGX has also been used to develop more advanced malware which abuses SGX protection

to conceal itself and steals the encryption keys of enclaves (Schwarz et al., 2017).

Confidentiality of enclave data. The sensitive data provided by clients are intended
to be accessed only by the pre-defined recipient. In Intel SGX terminology, this private
information is referred to as an application’s secrets. Note that the enclave cannot ini-
tially hold any secrets, because both the code and initial data are public. After an enclave
has been loaded, it can generate or receive secrets to their confidentiality-protected en-
vironment. According to Intel Corp. (2018) the enclave provides the following security

guarantees:

- Enclave memory cannot be read or written from outside the enclave regardless of

the current privilege level and CPU mode.

- The enclave environment cannot be entered through classic function calls, jumps,
register manipulation, or stack manipulation. The only way to call an enclave

function is through a new instruction that performs several protection checks.

- Enclave memory is encrypted using industry-standard encryption algorithms with

replay protection.

- Data isolated within enclaves can only be accessed by code that shares the enclave.

These guarantees are achieved by following some guidelines when writing the enclave
code. The trusted component should be as small as possible, limited to the data that
needs the most protection and those operations that must act directly on it. A large
enclave does not just consume more protected memory, but also creates a larger attack
surface. Enclaves should also have minimal trusted-untrusted component interaction.
While enclaves can leave the protected memory region and call functions in the untrusted

component, limiting these dependencies will strengthen the enclave against attacks.
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2.5.4 Discussion

In a nutshell, a TEE is an environment for executing code, in which those executing
the code can have high levels of trust in that surrounding environment, because the
TEE ensures the security of the code execution against threats from the rest of the
device. With multiple implementations available today, TEE technology is becoming
more widely used, both by end-users and enterprises. A detailed comparison of these

implementations is covered by Costan and Devadas (2016).

In this work, we used Intel SGX to implement a decryption device in the data consumer
side to achieve accountability in SeTA. The adaptation of SGX has been motivated
by its new programming model, i.e. enclaves and security guarantees, i,e, attestation,
sealing/unsealing and EPID. This has also been supported by the many successful im-

plementations® of cloud-based applications that rely on SGX to support their security.

Architecturally Intel SGX is a little different from ARM’s TrustZone, the other compet-
ing TEE technology that is widely used (Noubir and Sanatinia, 2016). With TrustZone
a CPU can be seen as two halves, i.e. the insecure world and the secure world. Intel
SGX introduces Enclaves, which are secure containers that only contain the private data
in computation and the codes that operate on them. Intel SGX securely creates sep-
arate partitions for the trusted enclaves and untrusted environments, provides a small
and protected enclave, enforces memory access control, and applies memory integrity
protection, thus making it a suitable TEE for protecting workloads that interact with
security-sensitive data even from the underlying OS kernel. This explained why many
TEE implementations, apart from SGX, are mostly associated with single-purpose sys-
tems such as mobile phones, whereas SGX has the potential for multiple enclaves in a

system.

Furthermore, one of the major selling points of SGX is its small TCB size, which makes
it suitable for small but security-sensitive operations as in SeTA. According to Noubir
and Sanatinia (2016) the TCB size in TrustZone is much larger than SGX. The larger
size of TCB can lead to errors and ultimately vulnerabilities, which implies that SGX

trusted code has a smaller attack surface.
Here we summarise the main advantages of using SGX over other existing TEE tech-
nologies as follows:
e It supports continuous run of trusted and untrusted apps and multiple enclaves.
e It reduces TCB size to hardware and sensitive application logic.

e [t provides an SDK on both Windows and Linux platforms. The SDK allows de-

velopers to write both parts of an SGX application, the untrusted application and

30 A none-exhaustive list of papers using SGX is available here: https://github.com/vschiavoni/
sgx-papers.
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trusted enclave, using the same development tool chain. The SDK also supports

the main C/C++ cryptographic libraries to write security protocol.

e The extensive use and widespread of the technology as it is now provided by several

manufacturers and supported by the main cloud vendors®!.

e The availability of many powerful tools to measure SGX-based applications’ per-
formance such as SGX-Perf by Weichbrodt et al. (2018) and Intel Corp. (2018)’s
VTune Amplifier.

Finally, with respect to performance, SGX might not be the the best option based on
the analysis conducted by Gottel et al. (2018). However, SGX in only used to run a
small client-side operation within SeTA, hence barely affect the overall performance of

the system.

31A list of hardware and cloud services that support SGX is avaibale here: https://github.com/
ayeks/SGX-hardware.
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Chapter 3

Data Sharing and Accountability

in the Cloud Environment

In this chapter, we present a review of the research literature in the areas of authen-
tication, authorisation and accountability and monitoring tools in distributed systems,
i.e. the cloud. The chapter is organised as follows: Section 3.1 introduces the cloud en-
vironment, its characteristics and key services. Based on the data sharing requirements
presented in Chapter 1, a review and analysis of the available solutions to achieve some
of SeTA’s requirements are presented, starting with digital identity management solu-
tions in Section 3.2, followed by access management and authorisation models to support
secure data sharing in Section 3.3, and finally some proposals to achieve transparency
and accountability in distributed settings in Section 3.4. Figure 3.1 shows the overlap
of these requirements in the existing literature. Section 3.5 concludes the chapter with

a summary.
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3.1 Cloud Environment

Cloud computing can be defined as a model for enabling on-demand network access to
shared capabilities/resources especially data storage and computing power that allows
users to rapidly access and use services from the network without knowledge of or control
over the infrastructure that supports them (Schaeffer, 2010). Some of the widely avail-
able cloud-computing services are Amazon EC2/S3, Microsoft Azure, and IBM Cloud.
As stated by the the National Information Assurance Glossary (2010), the cloud model

exhibits five essential characteristics:

1. On-demand self-service: A user can automatically access data or service at any

time as needed.

2. Broad network access: Services are available over the network and can be accessed

through standard mechanisms, independent of the user’s client platform.

3. Location independent resource pooling: Services and resources can be aggregated
using a multi-domain model, with different physical and virtual resources scattered

across organisations but dynamically assigned on user demand.

4. Rapid elasticity and scalability: Resources and capabilities provided by the cloud
can be rapidly and elastically provisioned, in some cases automatically, to quickly
increase or decrease resources according the demands. As such, users do not need

to worry about limited resources and capacity planning.

5. Measured service: Cloud systems automatically control and monitor resource usage
by leveraging a metering capability appropriate to the type of service (e.g. storage,
processing, and bandwidth). Monitoring resource usage ensures transparency for

both the provider and consumer of the utilised service.

The cloud provides a number of different kinds of services. The most common ones are:
Software-as-a-Service (SaaS) to run service providers’ applications like an email service
by the user on the cloud, Platform-as-a-Service (PaaS) to deploy users’ applications on
the cloud infrastructure like web servers and databases, and Infrastructure-as-a-Service
(TaaS) to provide computing infrastructure for users such as servers and storage. There
are four different deployment models for the cloud: private cloud that is owned, operated
and managed within an organisation; federated/community cloud that is provisioned for
use by a group of users from multiple organisations who share a common goal; public
cloud that is provisioned for public use; and hybrid cloud that is a combination of two

or more of the above deployments.
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3.2 Digital Identity Management and Authentication

Identity management is a key aspect in most distributed systems, including cloud-based
ones. An identity management system provides the tools to establish users’ identities
and authentication. The identity of a user comprises a huge amount of personal data
with respect to individuals, while authentication is a process where verification of the
identity or the authenticity of a person takes place. The rise of blockchain technology has
influenced the development of identity management solutions based on blockchain. The
remainder of this section, distinguishes between traditional solutions and blockchain-
based approaches for identity management, discusses the main models and highlights

their limitations.

3.2.1 Traditional Identity Management Models

In the early days of identity management, each service provider ran its own identity man-
agement system that acted as both credential provider and identity provider, which we
refer to as the isolated identity management model. A service provider kept a collection of
users’ authentication information on the service provider’s data store, in identity /pass-
word format to match them with the provided credentials upon request. This means that
service providers could also deny anyone’s identity, or perform false verification. The
increased number of online services based on this model resulted in users being over-
loaded with identifiers and credentials that they needed to manage and protect, which

unavoidably led to users forgetting or losing passwords to infrequently used services.

The gradual integration of applications and services external to an organisation’s domain
motivated both the creation and adoption of federated identity models whose evolution
continues to this day. Nowadays, several federated identity management solutions have
been proposed to limit the amount of identity information users need to manage and
disclose to service providers in order to use their services. In particular, there are three
protocol standards in the majority of federated identity deployments: OpenlD, SAML
and OAuth.

OpenlD is an open standard and framework that enables users to use a single set
of credentials, managed by a preferred trusted service provider such as Google,

Facebook, and Amazon to authenticate with several online services.

SAML Security Assertion Markup Language (SAML) is an XML-based open standard,
where identity information is expressed in the form of assertions, which are a set
of statements about a subject; these statements cover different aspects, such as
authentication, authorisation, and identity attributes. SAML was launched in

2001 and is managed by the OASIS Security Services Technical Committee.
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OAuth is an open standard focusing exclusively on authorisation, differentiating itself

from OpenlD and SAML which were created for the purposes of authentication.

To leverage these standards in distributed cloud systems, systems should agree on a
shared protocol between several service providers to dictate the exchange of identities.
Identity federation can be defined as the “set of agreements, standards and technologies
that enable a group of service providers to recognise user identifiers from other identity
and service providers within a federated domain” (Jgsang and Pope, 2005, pg. 4). A
mapping is established between the different identifiers owned by the same client in
different domains that links the associated identities. As such, a user can utilise a single
set of identifiers/credentials provided by any service provider within the domain, to be
identified and authenticated with all other service providers. Yet, at the same time the
user can still hold separate identifiers for each service provider, even if they are not
actively using all of them. Identity federation can be implemented using SAML as in
the Shibboleth project (2004), which is an open-source implementation of the federated
identity management model that aims to allow inter-operation between universities to
share their web resources. Today, major companies like Google and Facebook offer

federated identity management solutions for the public.

Single sign-on (SSO) is an extension of the federated identity model. SSO allows users
to be authenticated by one identity provider, to be considered authenticated by multiple
service providers. Unlike the distributed identity federation model, SSO is a centralised
approach, meaning a single party is responsible for allocating identifiers, issuing creden-
tials and performing the actual authentication. Thus, no mapping of user identifiers
would be needed because the same authenticated identifier is used by every service
provider. SSO is token-based, which means that every user is identified by a token.
Most SSO implementations rely on OpenlD, where the user needs only a single account
at some trusted identity provider, and then uses it to sign into millions of other OpenlID-
enabled services. Other examples of SSO include Kerberos-based authentication solution
by Miller et al. (1988) and Microsoft Account (MSA)!.

The above models are motivated by the need to simplify the process of identity manage-
ment and authentication for users. This has been achieved by letting the user manage as
few pairs of identifiers/credentials as possible. However, the practical deployment of this
approach puts service providers in charge of generating, managing, and storing users’
identities. This results in users losing control over their own personal data, while service
providers gain full control over them. On one side the single authentication approach
gives some guarantees to service providers that the user who has created the account is
really who claim to be, yet on the other side exposes users to data breaches. Indeed,

users’ identity information is often the target of cyber attacks on cloud infrastructures

'MSA previously know as Microsoft Passport and .Net Passport, a SSO service provided by Microsoft
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and service providers. But this is not all. Users’ identity information could also be com-
promised by service providers themselves, when they share users’ information with other
service providers without informing the users and obtaining their consent. Additionally,
the service provider-centric paradigm did not entirely solve the interoperability issue.
As services may have quite different access control mechanisms and trust levels, there

will never be a single identity domain for all service providers.

A solution, which seems quite obvious, is simply to shift identity control from service
providers to users. The user-centric paradigm allows users to decide which identities
are required to share with service providers and under which circumstances. To achieve
this, users maintain identifiers and credentials from different service providers in a single
tamper-resistant hardware device which could be a smart card or some other portable
personal device. In general, user-centric designs turn centralised identities into inter-
operable federated identities with centralised control, while also respecting some level
of user consent about how to share an identity. This approach provides a multitude of
possibilities to improve the user experience and strengthen the mutual authentication
between users and service providers. Some of the available examples of user-centric
approaches to identity management include the personal authentication device (PAD)
proposed by Jgsang and Pope (2005) and Microsoft’s U-Prove (2011).

Most identity management technologies suffer from several problems mainly caused by
the legacy architectural approaches and the lack of security and privacy features in
current technologies. Below we identify the main issues related to traditional identity

management models:

- Security. Several types of attacks have been associated with federated and cen-
tralised models of identity management. Federated identity involves crossing se-
curity domains, which makes communication channels vulnerable against replay
attacks, man-in-the-middle attacks, session hijacking, and other threats that allow
malicious use of user information in transit. While centralised approaches are very
convenient from a data-management perspective, the centralised repository makes
an attractive target for attackers. Such effect is the same whether the information
is stored on database servers, hosted by internet identity providers, or kept on the

user’s workstation.

- Privacy. Numerous systems utilise global identifiers for users identification, such
as social security numbers (SSNs), URLs, or email addresses. Global identifiers
enable different sites to aggregate information about users. This allows these
sites to gain more information than was specifically allowed by the user, which
is known as inference attacks. Whatever solution is chosen, identifiers sometimes
encode personal information about individuals and revealing them to other service

providers exposes users to the risks of identity theft.
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- Interoperability. Identities need to be portable and verifiable anywhere, any
time. With the increased number of online services, interoperability is an ongoing
challenge. Even within a single protocol, interoperability among online partners
can be difficult because of conformance variations, and the architecture’s cross-

platform nature.

- Trust. Trust agreement is required for users’ authentication in the federated
identity model. Currently it is based on policy files and depends on various factors
like the domain. This is not a scalable nor flexible model that can meet cloud
computing demands. Current cloud scenarios call for dynamic trust propagation

and dynamic authorisation.

- Regulatory compliance. The new data-privacy regulations set new constraints
on personal data sharing, including information needed for identity management
purposes. For example, service providers are now required to obtain user’s con-
sent for data sharing at the moment the service provider requests it, showing the
request’s nature and extent so that the user can make the most informed decision

possible.

3.2.2 Blockchain-based Identity Management Models

Blockchain has introduced new ways of managing identities for less cost and additional
features. This does not necessarily imply blockchain-based solutions are better than the
traditional approaches in terms of security, privacy, interoperability and efficiency, as the
blockchain itself suffers from its own limitations (discussed in Section 2.3). Generally
speaking, the winning point on using blockchain for identity management comes from
its decentralised design. This decentralisation provides a large degree of mobility and
user control to users’ identities. Furthermore, blockchain is based on the basic tenet
of collecting and distributing the data in ways that it becomes almost impossible to
attack them considering there is no single point of failure nor the involvement of a
central system. As such, in most state of the art blockchain-based identity systems,
users store their identity in their personal decentralised wallets, thus eliminating the
problems of centralisation. Lastly, trust scales very well in the blockchain environment
as compared to traditional central server (third-party identity service) solutions. This is
simply because new entrants into the blockchain identity only need to trust the consensus

algorithm as compared to trusting a service provider or even a group of service providers.

Deploying blockchain solutions for identity management started with NameCoin ? a fork
of Bitcoin which allows users to register arbitrary online identities in a decentralised and
secure manner. NameCoin was initially designed as a decentralised domain name server

(DNS). Data can be associated with the name which can be verified by everyone present

2NameCoin: https://www.namecoin.org/
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in the network but cannot be forged or censored by unauthorised personnel. NameCoin
has been extended to support web authentication to multiple services by combining it
with OpenID forming NameID?3. NamelD provides a secure, unique and decentralised
digital identity to the users. Using NameCoin, a user can register their name into the
NameCoin blockchain by sending a transaction with their name embedded in it. When
the user sends the transaction, NameCoin stores it if it is unique, while OpenlD allows
users to authenticate multiple services without the need of creating multiple identities
and passwords. However, NamelD relies on OpenlD which requires a third party to
authenticate users. So, it is not fully decentralised. Taking into consideration the way
NamelD is created, NamelD is not suitable for specific-purpose systems like government

services and banks to authenticate users as the generated identity is not verified.

The implementation of NamelD has opened a wide door for blockchain-based digital
identity management systems, which gives individuals greater control over who has their
personal information and how they access it. Combining the decentralised blockchain
principle with identity verification makes it possible to create special unforgeable iden-
tities that act as digital watermarks which can be assigned to every online transaction
of any asset. This allows new business opportunities for governments, banks and other
authorities and more transparency and control for end users. There are many examples
of blockchain-based identity management systems. According to Dunphy and Fabien A.
(2018), all identity management proposals based on blockchain technology fell into one
of two categories: decentralised trusted identity and self-sovereign identity. Below we

briefly review some examples of each category (see Table 3.1).

Name Category Underling Blockchain
NamelD Self-sovereign NameCoin
ShoCard Trusted decentralised Bitcoin

BitID Trusted decentralised Bitcoin

BlockstackID Self-sovereign Stacks blockchain

Sovrin Self-sovereign Hyperledger blockchains

Table 3.1: Classification of blockchain-based solutions for identity management.

Decentralised trusted identity is provided by a proprietary service that performs identity
proofing of users based on existing trusted credentials and records identity verification
proofs on blockchain for later validation by third parties. Examples include ShoCard
and BitID. ShoCard?* is a digital identity card on a mobile device that binds a user
identifier, an existing trusted credential (for instance, passport or driver’s licence), and
additional identity attributes together via cryptographic hashes stored in Bitcoin trans-
actions. ShoCard’s primary use cases are verification of identity in face-to-face and

online interactions. BitID® is a Bitcoin-based protocol for authentication, which lets

3NamelD: https://nameid.org/
4ShoCard: https://shocard.com/.
BitID:https://github.com/bitid/bitid.
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its user securely and in a simple manner login based on public key cryptography and
blockchain network. The authentication is done by signing a challenge which will prove
that a user owns a specific Bitcoin address and after that the data will be securely linked
to the user’s session. Unlike NamelID this approach is completely decentralised; how-
ever the basic credential (Bitcoin address) might not be enough to authenticate users in

scenarios where a higher level of identity assurance is required.

Self-sovereign identity builds on the user-centric paradigm; thus it provides interopera-
ble decentralised identity but additionally it also provides user autonomy. The decen-
tralisation property provided by the blockchain allows users to control their own data,
eliminating the need for third-party involvement. Self-Sovereign identity provides a life-
time portable digital identity for any person, organisation, or thing. This identity does
not depend on any centralised authority and can never be taken away, because the user
fully controls it. This can be enabled by an ecosystem that facilitates the acquisition
and recording of attributes, and the propagation of trust among entities leveraging such
identities. There are many designs of identity management systems deployed on the

blockchain to achieve self-sovereign identities such as BlockstackID and Sovrin.

BlockstackIDY is an additional service provided by Blockstack (Ali et al., 2016), which
uses its own blockchain called “Stacks Blockchain” to provide an alternative to tradi-
tional cloud computing for building secure, private applications. BlockstackID is a uni-
versal username that works across all applications without the need for any passwords.
Users are authenticated via public-key cryptography with a locally-running software
client handling sign-in requests from respective applications and signing authentica-
tion requests. However, this form of identity can only be used and authenticated by

Blockstack-based applications.

7 is a permissioned distributed ledger designed specifically to provide an infras-

Sovrin
tructure for users to create, own and control their digital identities. Sovrin is public
and fully open source within the Hyperledger project family. As Sovrin is running on
a permissioned blockchain network, only trusted institutions, such as banks, universi-
ties, governments etc. can run nodes that take part in the consensus protocol. Sovrin’s
identities are called decentralised identifiers or DID, for short. DID is a unique public
address to the user and contains the user’s public key. Similar to SeTA, in Sovrin users
can obtain attribute-based credentials that they hold about themselves and associate the
credentials with their public key. These credentials are digitally signed to be verified and
can be stored either publicly on the ledger or privately on digital wallets. Users have the
choice of using/revealing which identity credential for verification. Unlike SeTA, Sovrin’s

credential can also be verified in a privacy-preserving manner via zero-knowledge proofs.

5BlockstackID, previously known as OneName:BlockstackID.
"Sovrin: https://sovrin.org/.
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Some proposals went beyond the use of blockchain to manage users’ identity, but instead
deployed a contract to generate identities and authenticate users on the chain. DNS-IdM
by Alsayed Kassem et al. (2019) is an Ethereum-based identity management framework.
As the name suggests, it adopts a DNS-like approach to accomplish the self-sovereign
concept, while exploiting the blockchain system to enable secure and trustworthy man-
agement of identities. The proposed approach allows both service providers and users
making identity attributes claims and verify them using real-world identity attribute

providers.

3.3 Access Management for Data Sharing

Access management is a fundamental building block for secure information sharing. An
access management system is responsible for users’ authorisation to access a particular
resource by implementing some form of access control. Access control protects resources
against unauthorised disclosure and unauthorised or improper modifications. Authori-
sation to access a resource relies on a set of rules that are specified formally and are used
to decide which subjects have the permissions required to access a resource. These rules
are called access control policies. Such policies specify which subject (e.g. human user,
process, application) can access which protected resources (e.g. files, database relations)
for performing which actions (e.g. read, write) and they are thus the basis for access
control decisions. Access control ensures that every access is controlled according to the
access control policies via an access control mechanism. Mechanisms enforce policies

and define how access requests are evaluated against those policies.

Access Control Models and Standards. Between the high-level policies and the
low-level mechanisms lies access control models. Access control models define the pro-
cesses of applying access control rules to protect resources. These rules are mainly
described in terms of subjects and objects (resources) and the interactions between
them. In general, there are four common models of access control. Each model deals

with different types of policies, which can be enforced by several mechanisms.

- Discretionary access control model (DAC): user-centric access control model, al-
lowing the user to assign permissions directly and delegate actions to other users.
This model can be implemented via different mechanisms, including access matrix,
access control list (ACL) and capability list (CL).

- Mandatory access control model (MAC): a central authority is responsible for
defining different access permissions to users with different classifications depend-

ing on the sensitivity of the resource and users cannot change these policies.
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- Role-based access control model (RBAC): access control decisions are based on the
roles given to the users within the system. A role may include the specification of
duties, responsibilities, and competencies. Users in any given role are not allowed

to delegate their access permissions to other users (Sandhu et al., 1996).

- Attribute-based access control model (ABAC): access control decisions are based
on users’ identity attributes. Policies are defined as conditions against attributes
associated with the user, resource, requested actions, and the environment condi-
tions. ABAC model is more appropriate for distributed systems since there is no
need to previously identify users, define their roles, or even provide them with a
security clearance. One common way to define and enforce ABAC policies is using
the eXtensible Access Control Markup Language (XACML) standard. XACML is
an XML-based access control language for defining an authorisation architecture
and policy language to express policy information. It also provides a mechanism
for authorisation decisions (OASIS, 2005).

Access control mechanisms and standards are embedded in many different systems, rang-
ing from operating systems to cloud-based systems. Methods of enforcing access control
policies are one of the most researched topics of computer security. Access control has
been widely investigated and several access control models have been proposed, including
models taking into account time, subject role and location (Bertino et al., 2001, 2005),
models specific for privacy-preserving authorisation (Shang et al., 2010b; Arnautov et al.,
2018) and cryptographic-based models (Squicciarini et al., 2013). Additionally, modern
technologies, such as blockchain and Trusted Execution Environment (TEE) have their
fair share in implementing secure, transparent (Zyskind et al., 2015a; Maesa et al., 2017;
Shafagh et al., 2017a; Nuss et al., 2018; Maesa et al., 2019) and privacy-preserving (Chen
et al., 2012; Zhang et al., 2018) authorisation models. In this section, we will review
some of the closely related access control, secure data sharing and key management
approaches to our work. We also differentiate between the blockchain-supported efforts
to access control and those which do not use it, discuss their limitations and compare

them with our proposal.

3.3.1 Access Control to Support Secure Data Sharing

In multi-host, distributed and dynamic computing environments, flexible authorisation
architectures are needed. For example, cloud computing environments are multi-domain,
in which each domain can use different security, privacy, and trust requirements and
potentially employ various mechanisms, interfaces and semantics. To facilitate secure
personal data sharing in such multi-domain formations, it is important to leverage a
comprehensive policy-based management framework. Throughout the years, many ac-
cess control solutions with different mechanisms have been proposed to target the above-

mentioned requirements. However, most access control models, like RBAC and ABAC,
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support high-level policies closer to organisational policies. In the contexts of data shar-
ing and dissemination among multiple entities, a fine-grained selective access control is

needed in order to protect sensitive data from unauthorised accesses.

This becomes essential in cases where users want to share some personal data using
online services of honest but curious third parties, that is parties trusted with providing
the required service but not authorised to read the actual data content. Such problems
are usually addressed by enforcing selective access on data without need of involving
the owner in the access control process by combining cryptography with authorisations,
thus enforcing access control via selective encryption (Vimercati et al., 2010). Attribute-
Based Encryption (ABE) is one approach for implementing fine-grained access control
to documents through encryption (Sahai and Waters, 2005). Under this approach, users
can decrypt sub-documents if they satisfy certain attribute-based policies. ABE has two

variations, shown in Figure 3.2:
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Figure 3.2: Attribute-based encryption (ABE) types.

e Key-Policy ABE (KP-ABE): Associating encrypted documents with attributes and
user keys with policies. A user can only decrypt the data if the attributes of the
data satisfy the access control policy in the user’s key. The access control policy is
usually defined as an access tree, with interior nodes representing threshold gates

and leaf nodes representing the different attributes (Goyal et al., 2006).

e Ciphertext-Policy ABE (CP-ABE): Associating user keys with attributes and en-
crypted documents with policies (Sahai and Waters, 2005).
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Both ABE versions have been used to facilitate secure sharing and collaboration on
sensitive data. For example, Tu et al. (2012) leveraged CP-ABE in the context of enter-
prise applications, and developed a revocation mechanism that allows high adaptability,
fine-grained access control, and revocation. Users are assigned a set of attributes asso-
ciated with their secret keys. Any user that satisfies the access control policy defined
by the data provider can access the data. When a user’s permissions are revoked, the
data is re-encrypted in the cloud, rendering the revoked user’s key useless. However, the
re-keying process following a user revocation comes with a heavy computation overhead,

even if the burden is transferred to the cloud.

ABE has also been used to implement sticky policies introduced by Pearson and Casassa-
Mont (2011), in which access control policies are attached to data when sensitive data
is moving across organisational boundaries. Squicciarini et al. (2013) introduced Self-
Controlled Objects (SCO), which are secure movable data containers to be applied in
distributed systems. SCO is a practical example of a sticky policy concept that provides
an effective way to protect data on high demand. Data are encoded and embedded along
with user-specified policies in the SCO. These policies encode different types of condi-
tions to specify attributes related to subject, objects and contextual attributes, namely
location and environment. This approach uses CP-ABE cryptography and oblivious
hashing combined with extended and advanced object-oriented coding techniques, which
prevents unauthorised users from retrieving plain text from SCO even with reverse en-
gineering techniques. This means that SCO can then autonomously control who can
access data and under what conditions they can be accessed. However, this work has
not discussed the process of revoking users who already obtained SCOs or the conditions
related to this, as the user can still access and redistribute a SCO to other unauthorised

users.

Following the sticky-policy idea, Chen et al. (2015) introduced an open and flexible
software solution called Self Protect Object (SPO) inspired by the work of Squicciarini
et al. (2013). The SPO server receives the data and the corresponding policies (specified
in XACML) and then aggregates the data and the policy files in an object format (SPO).
The SPO protects its content by autonomously anywhere and anytime. Each SPO
includes policy management components (Policy Enforcement Point, Policy Information

Point, Policy Decision Point) to carry on the policy enforcement.

ABE has been used in combination with proxy re-encryption techniques to provide ad-
ditional security and privacy for data sharing and collaboration. Proxy re-encryption
(demonstrated in Figure 3.3) allows a semi-trusted proxy with a re-encryption key, to
convert a ciphertext m under the data provider’s public key into another ciphertext,
which can be decrypted by the data consumer’s secret key. The proxy can never access
the plaintext (Ateniese et al., 2006).
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Figure 3.3: Basic proxy re-encryption scheme.

One of the first efforts to combine ABE and proxy re-encryption schemes for data privacy
in the cloud was proposed by Yu et al. (2010). The data owner encrypt their their data
using a symmetric key, and then encrypting the symmetric key using a set of attributes
according to the KP-ABE scheme. New users are assigned access control structures and
the corresponding secret keys by the data owner. To revoke a user, the data owner
determines the minimum number of attributes, which will never satisfy the revoked
user’s access structure, and updates these as necessary. Following a user revocation,
the data owner will update the secret keys of all the remaining users. Indeed, revoking
a single user comes with heavy computation on the data owner, which could require
them to be online at all times in order to provide key updates. Proxy re-encryption is
introduced to shift such burden to the cloud which is only exposed to the encrypted

version of data and not to the data itself.

The access control approach presented by Shang et al. (2010b) for private dissemination
of data is also encryption-based. The proposed approach enforces fine-grained selective
attribute-based access control on shared contents via encrypting each content portion to
which the same access control policy (or set of policies) applies with the same key. A user
is provided with a set of secrets to reconstruct the key rather than with the actual key,
following an efficient group key management scheme introduced in (Shang et al., 2010a),
which will be discussed later in this section. The evaluation of access control policies is
privacy-preserving in terms of users’ identity attributes; hence users’ identity attributes
are hidden even from data providers. The organisation sharing the data delivers the
secrets using Oblivious Commitment-Based Envelope (OCBE) protocols (Li and Li,
2006): the protocols allow a user to decrypt the secrets only if their identity attributes
satisfy an attribute-based access control policy and without the organisation learning
the user’s identity attribute values. Apart from the privacy-preserving authorisation,
SeTA extends the selective dissemination approach to be implemented via blockchain
contracts to allow decentralised and transparent authorisation, hence guaranteeing the

integrity of the policy evaluation process.

3.3.2 Secure Hardware-supported Access Control

Hardware-supported architectures have been widely investigated to enhance the privacy
of data sharing protocols. Kirkpatrick and Kerr (2011) introduced a proposal in which
data access is enabled only to known, trusted devices. The devices are uniquely iden-
tified by Physically Unclonable Functions (PUFs). PUFs rely on the fact that it is

physically impossible to manufacture two identical devices. This provides a physical
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access control mechanism to authorisation and preventing data leakage since the data
owner can easily prevent unauthorised redistribution simply by checking if the device is
recognised. However, users mostly switch between multiple devices, therefore the need

to provide better flexibility compared to this approach.

In a similar vein, Brown and Blough (2015) present an approach for distributed enforce-
ment of sticky policies in heterogeneous hardware and software environments. Hetero-
geneous environments usually have several mechanisms for attesting to their security
capabilities and data providers might specify different levels of trust for different data
items. The goal of the proposed solution is to allow multiple groups of trusted com-
ponents to fulfill the requirements for managing sensitive information. The approach
is supported by certified attributes and attribute-based policies, which include what
authorities are trusted to certify attributes. To demonstrate the applicability of the
approach, the authors implement a prototype of an application-level enforcement of
the policies, where the remote trust is established using the Trusted Platform Mod-
ule (TPM). TPM is a tamper-resistant hardware component that provides a shielded

location to secure cryptographic keys within the device so they are never exposed.

Intel’s Software Guard Extensions (SGX) have received much attention recently to en-
hance security and privacy of platform architectures, systems, and applications. PubSub-
SGX by Arnautov et al. (2018), for instance, has exploited Intel SGX to build a privacy-
preserving content dissemination system that guarantees confidentiality and integrity of
data as well as anonymity and privacy of publishers and subscribers. Both publishers
and subscribers connect to the system via TLS-secured endpoints. A subscriber sends
a subscription message containing a set of predicates and attributes used to filter publi-
cations. The system executes the matching process inside the SGX enclave and attests
the matchers with TLS certificates. Similarly, Sampaio et al. (2017) built data dissemi-
nation platform that supports untrusted infrastructures on top of Secure Content-Based
Routing (SCBR). Nevertheless, the approach involves a third-party entity that filters
individual subscriptions according to limitations from the publishers. As this solution
targets live streaming data in smart grids and IoT contexts, it does not support per-
sistent data. In contrast, in SeTA we use blockchain instead of SGX to evaluate the
rules, i.e. policies in which subscribers (consumers) can access the content and the role
of SGX is only to maintain the code to decrypt data for authorised users and generate

decryption logs accordingly.

3.3.3 Key Management Schemes

In order to protect data confidentiality, some form of access control needs to be imple-
mented in the cloud. Access control allows one to control data sharing among multiple

subjects. Originally, Access Control Lists (ACLs) were used to specify which users or
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system processes are granted access to objects and what operations are allowed on the

given objects. However, this is ineffective as it is too coarse-grained and unscalable.

As seen above, enforcing access control policies on sensitive data via encryption was the
most common mechanism in multi-domain contexts. Encrypting data ensures that data
are protected from unauthorised users. As such, data are encrypted at source with a key,
and then share this key with qualified users®. This solution, however, is both inefficient
and ineffective. Indeed, changes in the applied access control policies could imply adding
or revoking users, meaning data should be decrypted and then re-encrypted with a new
key, which needs to be distributed to the remaining users in the group. This can become
extremely expensive and puts a massive burden on the data controller, especially with
a big group size. Frequently re-encrypting data and sharing re-encryption keys to the
group members becomes impractical for the data controller and infeasible to implement

in the real world.

Key management is not related to the cryptographic operations on data, but covers
the creation/deletion of keys, activation/deactivation of keys, transportation of keys,
storage of keys, and so on (Thilakanathan et al., 2014). There are three requirements

for effective key management, as identified by Thilakanathan et al. (2014):

1. Secure key stores: Key stores must be protected from attackers.

2. Access to key stores: Access to the key stores should be limited to authorised users

only.

3. Key backup and recoverability: Solutions to backup and recover keys in case of

key loss should be considered.

To this end, data controllers (users or service providers) should adapt a robust key
management scheme to support their access control mechanism. Basically, a key man-
agement scheme consists of five operations: key generation, key distribution, key storage,
key revocation and key update. Key management is a widely investigated topic in the
context of data sharing and collaboration. Below we review some of the common key

management schemes in the literature.

Group Key Management (GKM). GKM is applied to a group of users within a
system and users in the group are called “group members”. The main goal of the group
is to facilitate sharing of protected resources. Early GKM schemes rely on a key server
to distribute decryption keys (Harney and Muckenhirn, 1997; Chu et al., 1999). Such
approaches do not efficiently handle join and leave operations, as they require sending

the rekey information to all group members once a new member is added or an existing

8Depending on the cryptographic scheme applied, we could have two different keys: one for encryption
and another for decryption
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member is revoked from the group. The rekey operation requires users to set up private
communication channels with all the members in the group to update the group key.
This makes the approach less desirable if there are frequent leaves/joins with many

members in the group.

Attribute-based Group Key Management Scheme (AB-GKM). In most dis-
tributed system models, a user would be automatically assigned (de-assigned) some
identity attributes, which then can be used to satisfy certain conditions in order to be
part of a group. The main goal of the group is to share data and users whose attributes
satisfy some group membership conditions are called “group members”. Therefore, data
must be encrypted with keys that are only available to group members. The management
of these keys should directly and effectively support the attribute-based group dynamics.
A possible approach to build an AB-GKM scheme is to utilise Attribute-based Encryp-
tion (ABE), which minimises the cost of key management by using users’ attributes. In
practice, this approach would work as follows: A key generation server provides each
member a private key (a set of secret values) based on their attributes and the group’s
membership policies. The group key, which is often a symmetric key, is then encrypted
under a set of attributes using the ABE encryption algorithm and broadcast to all the
group members. The group key can be only be obtained by group members whose at-
tributes satisfy the membership policy using the ABE decryption primitive Nabeel et al.
(2011). However, this ABE-based scheme does not support efficient methods for adding

and revoking users when the group dynamic changes.

Broadcast Group Key Management Scheme (BGKM). BGKM is a special type
of GKM scheme, where the rekey operation is done with a single broadcast with no need
for private communication channels (Nabeel et al., 2014). Unlike conventional GKM
schemes, BGKM schemes do not give users the private keys directly. Instead users are
given a secret which is combined with public information to obtain the actual private
keys (see Figure 3.4). BGKM schemes have the advantage of requiring a private com-
munication only once for the initial secret sharing. The subsequent rekeying operations
are performed using one broadcast message, to update the public information and do

not affect the secret shares given to existing users.
In general, a BGKM scheme consists of the following five algorithms:
1. Setup(¢): Initialises the BGKM scheme using a security parameter ¢. It also
initialises the set of used secrets .S, the secret space S5, and the key space KS.

2. SecGen(): Picks a random bit string s ¢ S uniformly at random from SS, adds

s to S and outputs s.
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Figure 3.4: The concept behind BGKM schemes.

3. KeyGen(S): Selects a group key k uniformly at random from KS and outputs
the public information tuple PI computed from the secrets in S and the group
key k.

4. KeyDer(s,PI): Takes the user’s secret s and the public information PI to output
the group key. The derived group key is equal to k if and only if s € S.

5. Update(S): Whenever the set S changes, a new group key k' is generated. De-
pending on the construction, it either executes the KeyGen algorithm again or

incrementally updates the output of the last KeyGen algorithm.

Access Control Vector BGKM (ACV-BGKM). Shang et al. introduced the
first provably secure BGKM scheme, called ACV-BGKM under a client-server archi-
tecture (Shang et al., 2010a,b). The ACV-BGKM scheme (shown in Figure 3.5) is based
on the idea of matrix null spaces’. The ACV-BGKM algorithm is executed by a trusted
key server Svr and a group of users Usr;, where ¢ = 1,2,--- ,n. Svr creates a ma-
trix A of size n x m (m > n) where each row is constructed using the secrete (s) given
to each Usr in the group. Since the secrets of each Usr are unique, A is a full rank
matrix'. The Svr then computes the null space of A, B of size t x m(t = m —n) and
chooses a random vector from B and embeds the group key k in it. This final vector
is called Access Control Vector (ACV). A valid Usr can construct a vector in the row
space of A using their secret (s). This vector is called Key Extraction Vector (KEV).
The inner product of the ACV and the KEV gives the group key k. In order to change k,
only the public ACV should be changed while the user secrets remain unchanged. At
high level, removing a row from A prevents an existing Usr from obtaining the key and

adding a new row to A allows a new Usr to obtain the key.

The ACV-BGKM scheme has the following steps:

1. Setup(¥): Svr initialises the following parameters: an ¢ -bit prime number g,

the maximum group size N (> n and N is usually set to n + 1), a cryptographic

9The null space of any matrix A consists of all the vectors B such that AB = 0 and B is not zero.
10The matrix is full rank if all rows and columns are linearly independent.
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Figure 3.5: The main steps of the ACV-BGKM scheme.

hash function H(-) : {0,1}* — F,, where F, is a finite field with ¢ elements, the
keyspace KS = F,, the secret space SS = {0, 1} and the set of issued secrets
S =10.

. SecGen(): Svr chooses the secret s; € SS uniformly at random for Usr; such

that s; ¢ S, adds s; to S and finally outputs s;.

. KeyGen(S): Svr picks a random k € KS as the group key. Svr chooses N

random bit strings 21, 22, ..., zv € {0,1}*. Svr creates an n x (N + 1)F, -matrix,

as follows
1 a1p a2 -+ a1n
1 a1 agp -+ asn
A=
1 an1 Gp2 - AapN
Where
am:H(s@-sz),l§i§n,1§j§N,si€S (*)

Svr then solves for a nonzero (N + 1) -dimensional column Fg-vector Y such
that AY = 0. Note that such a nonzero Y always exists as the null space of
matrix A is nontrivial by construction. Here Svr is required to choose Y from
the nullspace of A uniformly at random. Svr constructs an (N + 1)-dimensional
F,-vector ACV =k -el +Y, where e; = (1,0,---,0) is a standard basis vector
of Fév 1 wT denotes the transpose of vector v, and k is the chosen group key.
The vector ACV controls the access to the group key k and is called an access
control vector. Svr lets PI = (ACV, (21,22, -+ ,2n)), and outputs public PI and

private k.

. KeyDer(si,PI): Usr; computes a;j,1 < j < N, as in (Equation %), using its

secret s; and the public information tuple PI, and sets an (N + 1)-dimensional
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row Fg-vector v; = (1,ai1,ai2,--- ,a; n). vi is called a Key Extraction Vector
(KEV) and corresponds to a unique row in the access control matrix A. Usr;
derives the key k' from the inner product of v; and ACV : k' = v; - ACV. The
derived key k' is equal to the actual group key k if and only if s; is a valid secret

used in the computation of PI, i.e., s; € S.

5. Update(S): It runs the KeyGen algorithm and outputs the new public infor-
mation PI’ and the new group key k’.

In our construction of SeTA we adopt the ACV-BGKM scheme proposed by Shang et al.
(2010a) for key management because it satisfies the requirements of minimal trust, key
indistinguishability, key independence, forward secrecy, backward secrecy and collusion
resistance. We run the key derivation algorithm inside secure a SGX enclave as part of
the data decrypton process. As such we guarantee that only authorised users can derive

the key and hence, decrypt the data.

The review of the existing research works shows that the presented access control mech-
anisms are applicable in the cloud and look promising to cope with privacy issues either
used alone or combined with each other. These efforts are summarised in Table 3.2.
Nevertheless, all the privacy techniques have advantages and disadvantages, especially
when introducing new security requirements driven by modern technologies and legal-
isation. Encryption-based solutions, for example, can partially address the challenges
associated with malicious insiders by preventing them from obtaining private data in

their plain text format. However, encryption cannot provide transparency for users.

The main limitations in the current access control model for data sharing in distributed
environments, i.e. the cloud have been identified by Ghorbel et al. (2017) in the following
aspects. The lack of user control, such as the lack of transparency concerning data
handling and storage; compliance with laws and users’ preferences; and accountability.
Rouhani and Deters (2019) in a recent survey referred to the previous models that
are based on centralised databases containing user identities and their access rights as
“traditional” access control mechanisms. The main issue of the traditional model is the
existence of a third party in charge of controlling the accesses, so the risk of a single

point of failure is also exists.

3.3.4 Blockchain Technology in Access Control

While the blockchain is public and therefore cannot be solely used to ensure data privacy,
still the blockchain has been exploited by different works to support secure data sharing
protocols or to regulate access to data using a network of peers, hence enforcing access
control policies with no need to entrust a centralised third party. Below we discuss
these works and how they relate to SeTA. Table 3.3 and Table 3.4 summarise these



Ref. Context Methodology Achieved level of pri- Key Management
vacy Scheme

Sahai and Waters Distributed systems CP-ABE Data privacy None

(2005)

Goyal et al. Distributed systems KP-ABE Data privacy None

(2006)

Vimercati et al. Cloud environment Selective encryption Data privacy BGKM

(2010)

Tu et al. (2012)

Squicciarini et al.
(2013)

Chen et al. (2015)
Yu et al. (2010)

Shang et  al
(2010Db)

Kirkpatrick and
Kerr (2011)
Brown and
Blough (2015)
Arnautov et al.
(2018)

Sampaio et al.

(2017)

Cloud environment
Distributed systems

Software-specific tool
Cloud environment

Distributed systems

Distributed systems
Distributed systems
Distributed systems

Smart grid & ToT

CP-ABE
Sticky policies

Sticky policies
KP-ABE & Proxy re-
encryption
Selective
and OCBE

encryption

Hardware-based (PUF)
Hardware-based (TPM)
& Sticky policies

Hardware-based (SGX)

Hardware-based (SGX)

Data privacy
Data privacy

Data privacy
Data privacy

Privacy of data and
users’  identity  at-
tributes

Data privacy

Data privacy
Privacy of data and

users
Data privacy

Attribute/user revoca-
tion lists
None

None
None

BGKM-ACV

None
None
None

None

Table 3.2: Traditional access controls for secure data sharing.
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studies based on their application domain, access control mechanism, applied blockchain

platform, role of the blockchain and what data are stored on its ledger.

3.3.4.1 The Early Days: Authorisation Transactions

In the early days of blockchain, most of the blockchain-supported access control mecha-
nisms used transactions to store access permissions on the blockchain. As such, permis-
sions to access protected resources are programmed to the blockchain as transactions
and redeeming these transactions is the process to obtain access to the protected re-
sources. This is mainly influenced by the Bitcoin design, which was used to implement
the early blockchain-supported access controls. For example, Bitcoin’s scripting lan-
guage supports only monetary transactions and a limited number of commands, which

makes it difficult to enforce complex policies.

The work of Zyskind et al. (2015a) is one of the first proposals that links blockchain
technology with decentralised access control enforcement. The authors propose control-
ling access permissions to private data collected by a service (e.g., location from a mobile

phone) through blockchain. The proposed model depends on the following:

e A blockchain, which acts as an access control manager to provide complete trans-

parency over data and retains only pointers to the data.

e An off-blockchain Distributed Hashtable (DHT), which is accessible through the
blockchain and stores the encrypted data.

When a user signs up to use the service for the first time, a new compound identity (user,
service) is generated and shared. The compound identity is comprised of signing key
pairs for the user and service, as well as a symmetric key used to encrypt and decrypt
the data. To sign up a Tyeeess transaction is sent to the blockchain, which contains
the previous identity with the associating permissions. The user can change or revoke
these permissions at any time by sending a new Ty...ss transaction with a different set
of permissions. The other transaction is Ty, which can be used by both the user and
the service for data storage and retrieval. For storage, the collected data is encrypted
using a symmetric key and sent to the blockchain in a T4, transaction, where the data
is hashed and then routed to the off-blockchain. Only the hash of the data is kept and
used as a pointer in the public blockchain. To read the stored data, a Ty, transaction,
featuring a pointer associated with the data, is used. The blockchain will then verify
the signature for either the user or the service and check whether the service is granted

permission to access the data after being decrypted using the same symmetric key.

As this model papooses the first blockchain-based approach to protect data outsourced

to a third party, it does not present a clear mechanism to ensure data privacy after



70 Chapter 3 Data Sharing and Accountability in the Cloud Environment

being accessed or processed by an authorised service. Consequently, once a service
grants permission to query a piece of raw data, these data could be stored for future
analysis even if the user later revokes or changes the permission granted to that service.
However, the main limitation of this model is the inefficient use of compound identities,
since it is not practical to generate a new compound identity every time a user wants to

share data with a service.

The previous model by Zyskind et al. (2015a) was extended to Enigma (2015b), a de-
centralised computational platform based on Multi-party Computation (MPC). Mov-
ing from being only a secure online data storage, Enigma also enables secure sharing
and computation of data. Enigma is a private protocol that complements the Bitcoin
blockchain by overcoming its two major limitations: the visibility of transaction infor-
mation and the intense verification of transactions. Unlike Bitcoin, Enigma provides
a Turing-complete scripting language that supports developers to write decentralised
applications that can handle private information. As the platform is Turing-complete,
every request in the network (storage, computation and data retrieval) has a fixed Bit-

coin fee.

The Enigma framework deploys a public blockchain to ensure data correctness and an
off-chain distributed hash-table (DHT) to guarantee the privacy of the data. The off-
chain network that is Enigma plays a major role in privacy-enforcement computation.
In order to prevent leaking the raw data, only references to the data are stored in the
DHT, while the actual data are partitioned over different nodes in the network in a
way that each node has a seemingly meaningless chunk of the overall data. Thereby,
the nodes can compute functions together without leaking information to other nodes.
Through the use of secure multi-party computation, Enigma assures that data queries

are computed in a distributed way, without the need for a trusted third party.

Enigma extends the compound-identities concept proposed by Zyskind et al. (2015a)
to capture shared identities across multiple nodes. Meta-data encapsulate the semantic
meaning of a shared identity and its associated permissions, which can be used by the
public blockchain network for access control purposes. Any additional private data
will be securely stored off-chain by the DHT, while access to it is moderated by the
blockchain. With the potential Enigma offers as a distributed personal data store,
the actual implementation, which is technically coin-based, requires users to maintain
sufficient balance to access their data, otherwise access to the data will be restricted or
even the data will be deleted.

The work of Ouaddah et al. (2017) extends the idea of Zyskind et al. (2015a) and presents
FairAccess, an access control model that aims to use the blockchain as a database that
stores all access control policies for each pair (resource, requester) in the form of a trans-

action, and also as logging databases that ensure auditing functions. Access rights are
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defined in Authorisation Tokens. These tokens can be used in two different transac-
tions: GrantAccess transaction and GetAccess transaction. A GrantAccess transaction
is simply the digital signature of the resource owner to the requester in order to access
a specific resource by its address. To access the resource, the data requester uses the
unspent Authorisation Token in a GetAccess transaction. Once the transaction is val-
idated and verified by the miners and upended into the blockchain, the token can be
used to access the specified resource. In theory, FairAccess presents a simple approach
to enforce access controls through scripting language. However, this approach is not
practical, especially for data on high demand as it requires the data owner to rewrite
the access control policies (the access rights) with each access inquiry. This includes
giving access rights to the same requester to access the same resource every time an

access is required.

Maesa et al. (2017) initially presented a system by extending Bitcoin, in which users can
transparently observe access control policies on resources and transfer their permissions
to other users. This study uses attribute-based access control mechanism and eXtensi-
ble Access Control Markup Language (XACML) to define policies and store arbitrary
data on Bitcoin. Data owners can issue attribute-based access control policies by cre-
ating transactions. Like SeTA, the policies are stored on-chain, yet they are encoded in
XACML. As policies and rights exchanges are publicly visible on the blockchain, any
user can know at any time the policy paired with a resource and the subjects who cur-
rently have the rights to access the resource. Using transactions, the right to access a

resource can be transferred from the current owner to another user.

Similarly, Zhu et al. (2018a,b) presented another transaction-based access control (TBAC).
The proposed TBAC integrates an attribute-based access control model (XACML ar-
chitecture) with blockchain technology. Bitcoin-type cryptographic scripts are used to
describe the TBAC access control procedures by combining four types of transactions:
subject registration, object holding, access request and access grant. As the actual pol-
icy enforcement and policy decision are done off-chain, transactions only act as verifiable

and traceable intermediaries for access requesters.

Jemel and Serhrouchni (2017) presents an access control mechanism with temporal di-
mension using blockchain for secure data sharing. The proposed approach introduced
time as one of the attributes in CP-ABE. As such, the time of an access request can
be merged with the user attributes to generate the encryption key. The time constraint
introduces a validity time (the period of access) to the access authorisation without
additional revocation cost. The blockchain is in charge of data synchronisation, access
control management and conflict resolution. Similar to previous proposals, setting access
permissions and getting access to data are carried out via transactions to the blockchain
network. Based on the attributes and the time of an access request, the peers verify the

access request if the encrypted key was decrypted, the consumer is legitimated to access
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the data otherwise the access request is rejected. The blockchain provides security and

privacy benefits such as auditing, non-repudiation, as well as no single point of failure.

3.3.4.2 The Rise of Programmable Blockchains

The emergence of new blockchain models, i.e. programmable blockchains, promotes the
role of blockchain in access control and supports the integration of blockchain with other
technologies, i.e. TEE for a higher level of security and trust. Programmable blockchains
provide more flexibility with the amount of computations and data processed and stored

on top of the blockchain.

Blockchain as a Decentralised Policy Storage. The blockchain technology was
mostly used to publish access control policies and references to protected resources in
hash format amongst users to guarantee the integrity of both the policies and resources.
For example, Steichen et al. (2018) utilise Ethereum blockchain to store access control
policies to files stored in IPFS'!. To this end, they used an Ethereum contract to maintain
an access control list, while enforcement of the permissions is performed off-chain by the
IPFS nodes. Users can update the list (grant and revoke permissions) by forming and
sending transactions to the smart contract. With every request for a file, IPFS nodes
provide the public key and sign the message using a linked Ethereum account. This
creates a link between the nodes and the account, thus allowing the nodes to rely on the

smart contract to request permissions and enforce them.

Another example that uses blockchain as an access control repository but in the health-
care domain is proposed by Dias et al. (2018). The main purpose of using blockchain in
such contexts is to provide integrity, transparency, and authenticity of the access control
policies, since this information is distributed and synchronised by all organisations that
make part of the system. Whenever a service provider (data keeper) defines access con-
trol policies on behalf of the users. Access requests from third parties are intercepted by
an access request handler deployed by the service provider. The request handler verifies
the requests against the policies stored on blockchain and then decides whether accesses

to e-Health resources are granted or denied.

Enforcement Contracts. Later researches have exploited programmable blockchains
to manage and evaluate access control policies via smart contracts and thus achieve
distributed and integrity-guaranteed evaluation of the policies. For example, Kirkman
and Newman (2018) proposed a mechanism to implement ACL using Ethereum smart

contract, where permissions given to each user are encoded as a smart contract, called

"nterPlanetary File System (IPFS): is peer-to-peer file system service https://ipfs.io
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a policy contract. A main contract records users’ addresses to their applicable policies

as well as the location of the policy smart contracts.

This idea has been further extended to Smart Policy (Maesa et al., 2018, 2019), which
uses smart contracts to codify access control policies, hence the name. Policies are
originally written in XACML, then translated into smart contracts in order to store
them on the blockchain and execute them when necessary. A smart policy can be seen
as an executable version of the XACML policy. Similar to our approach, the attributes
required for the evaluation of the policies are stored on the blockchain, and they are
managed by a set of proper smart contracts. The main difference between the Smart
Policies access control mechanism and SeTA is that we use encryption to enforce the
policies, where policies are encoded in transactions and the evaluation of these policies
is done by one contract. In contrast, each Smart Policy embeds a Policy Decision Point

(PDP) customised for the execution of a specific policy.

Role-based access control mechanism has also been investigated to be integrated with
the blockchain technology. Cruz et al. (2018) propose a role-based access control system
which uses smart contracts and blockchain technology as infrastructures to represent the
trust and endorsement relationship essential to realise a challenge-response authentica-
tion protocol that verifies users’ ownership of roles across multiple organisations using

Ethereum blockchain and Solidity smart contracts.

Blockchain Integration with TEE. The integration between SGX and blockchain
to accomplish an attested level of data privacy has also been investigated lately. Privacy-
Guard proposed by Xiao et al. (2019) is closely related to our work as it integrates smart
contracts and Trusted Execution Environment (TEE) by means of Intel SGX to enable
individuals’ control over other parties’ access and use of their private data. PrivacyGuard
uses blockchain to enable an accountable distributed data repository for publishing ac-
cess policy and facilitating data-use recording. Data usages are recorded as transactions
that interact with the smart contract. PrivacyGuard introduces an SGX-based off-chain
contract-execution engine, which is used to encrypt the data and maintain all the keys
for encryption and decryption. Once users are attested by the engine; they can receive
the decryption keys. The difference between this approach with our solution is that
we are not only utilising the blockchain as a tamper-free repository and event log, but
also as the controller of access control. In addition, instead of using an identity-based
encryption technique that requires secure maintenance and key exchanging, we adopt
an efficient attribute-based approach that indeed does not require exchanging keys at

any level.
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3.3.4.3 Domain-specific Blockchain-based Access Control

Most of the remaining work combining blockchain technology and access control is ap-
plied to one of three specific fields, either IoT, healthcare or personal data sharing. In
the ToT context, multiple proposals have been suggested to put together access control
and blockchain integration, such as Shafagh et al. (2017b); Nuss et al. (2018); Fotiou
et al. (2018), that use transactions to deploy the authorisation and delegation model
for the IoT cloud-based on blockchain technology. These proposals also emphasise the
role of blockchain as a tamper-proof log to develop a monitoring mechanism of access

management activity.

In the healthcare domain, the main contributions are focused on protecting access to
patients’ electronic medical records. The work presented by Azaria et al. (2016) in-
troduced another blockchain-based solution to allow patients to control their medical
records which are maintained by healthcare organisations using multiple Ethereum smart
contracts. One of these contracts is used to record an auditable history of medical inter-
actions for patients, providers and regulators, while another contract is used to define
an assortment of data pointers and associated access permissions (given by the patient)
that identify the records held by the healthcare providers. Xia et al. (2017b) proposed
a blockchain-based data sharing framework that addresses the access control challenges
associated with sensitive data stored in the cloud using the blockchain. They employed
secure cryptographic techniques to provide access control to sensitive data pools using a
permissioned blockchain. The proposed blockchain-based data sharing scheme permits
data users/owners to access electronic medical records from a shared repository after
their identities and cryptographic keys are verified. As this approach provides access
control on users’ level, all authorised users are able to access the data, which may not
be sufficient in the case of sensitive data. This work has been extended to add ex-
tra features like auditability and provenance (Xia et al., 2017a). On the other hand,
Yue et al. (2016) utilise the blockchain as a secure data storage for patients’ medical
data against confidentiality and integrity attacks. The data are stored in the private
blockchain cloud. The blockchain guarantees that medical data cannot be changed by
anybody, including physicians, while cryptographic techniques, like encryption, hashing,

signatures are used to protect the data.

In the field of data sharing, Sukhodolskiy and Zapechnikov (2018) provide an access
control over the data stored in the cloud without the provider’s participation using
CP-ABE cryptography and blockchain contracts. To this end, encrypted data are kept
on the storage and requests to access these data are facilitated via multiple contracts.
Similarly, Wang et al. (2018) propose a data storage and sharing scheme combining a
decentralised storage system (IPFS), the Ethereum blockchain and the ABE technology.
The Ethereum blockchain has been applied for managing the private keys. There are

two main smart contracts: data sharing contract that is deployed by the data owner
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and includes methods to register a user who needs access to the specific data belonging
to the owner of the contract and a data user contract that is deployed by the data
requester to invoke the search function defined in the data sharing contract to view the
search results. General access control to facilitate secure data sharing in distributed
systems has also been investigated. Similar to SeTA the proposals by Faber et al. (2019)
and Onik et al. (2019) aim to address the new legal requirements to data privacy, i.e.
GDPR using the blockchain technology, providing data privacy, accountability and data
subject rights. Being just conceptual frameworks, it is hard to compare these works to

SeTA with respect to the provided functionalities, methodology and performance.

3.4 Accountability and Transparency-enhancing Tools

Accountability is a multi-dimension term that has multiple definitions. According
to Pearson (2011) accountability is “the obligation to act as a responsible steward of the
personal information of others, to take responsibility for the protection and appropriate
use of that information beyond mere legal requirements, and to be accountable for any
misuse of that information” (pg. 4). Accountability also means the ability to hold an
entity, a person or an organisation responsible for its actions. The central components

of this notion are transparency, assurance and responsibility.

With the advent of distributed technologies such as cloud computing, grid computing
and blockchain'?, there is an urgent need for tools that enable data accountability for
distributed systems. The need for such tools has been propagated for two reasons.
Firstly, distributed systems become an increasingly popular choice for data sharing.
Secondly, the new data-protection regulations demand organisations show compliance
by deploying technical measures for accountability and transparency. To achieve data
accountability in the distributed computing context, systems need to implement practi-
cal auditing and monitoring mechanisms whereby legal requirements are translated into

effective protection for data.

In the cloud context, Pearson (2011) distinguished between two types of accountability

mechanisms:

- Proactive accountability (using preventive controls): preventive controls can
be used to mitigate the occurrence of an action. Examples include risk analysis,

trust assessment, access control and identity management.

- Reactive accountability (using detective controls): detective controls are used

to identify the occurrence of a privacy or security threat that goes against the

12 A decentralised system is a subset of a distributed system. As such, blockchain is considered both
distributed and decentralised.



Ref.

Domain

Methodology

Blockchain
Platform

Usage of the
Blockchain

Data in the Blockchain

Zyskind et al.
(2015a)
Zyskind et al.
(2015b)

QOuaddah et al.
(2017)

Maesa et al.
(2017)

Zhu et al.
(2018b)

Jemel and
Serhrouchni
(2017)

Steichen et al.
(2018)

Dias et al. (2018)

Kirkman and
Newman (2018)
Maesa et al.
(2019)

Data sharing

MPC

Privacy-
preserving
authorisation
in IoT

Data sharing

Data sharing

Data sharing

Access control
for IPFS

Data sharing
in healthcare
Access control
for cloud

Data sharing

Transaction-based

Transaction-based

Transaction-based

Transaction-based
Transaction-based

Transaction-based
timely CP-ABE

ACL

Access control ma-

trix

ACL
Contract-based
(XACML  Smart
policy)

Bitcoin

Bitcoin-like

Bitcoin

Bitcoin

Bitcoin-like

Bitcoin — Mul-
tichain

Ethereum

Ethereum

Ethereum

Management of access
control to data
Tamper-proof log of
events and management
of access control
Management of access
control to data

Management and dele-
gation of access rights
Verifiable record of ac-
cess requests
Management and audit-
ing of access requests to
data

Policy storage

Policy storage

Access management
and policy storage
Enforcement of access
control policies

Access control policies and
reference to data

Access policy, reference to
data and other information
to recover data

Access control policies in
the form of authorisation
tokens

Access control policies in
XACML format

Access requests

Access control policies and
access decisions

Access control policies
Access control policies
Access control policies
Access control policies as

contracts and access con-
trol decisions

Table 3.3: The role of the blockchain in the relevant literature.
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Ref. Domain Methodology Blockchain Usage of the Data in the Blockchain
Platform Blockchain
Cruz et al. Cross- Contract-based Ethereum Management of identity Users’ authentication in-
(2018) organisation (RBAC) and access management formation and reference to
access control data
Xiao et al. Usage control  SGX-based Ethereum Management of access Data usage record, refer-
(2019) and usage control ence to data, access control
policies
Shafagh et al. Data sharing Transaction-based  Bitcoin Management and dele- Access permissions
(2017b) and storage in gation of access rights
IoT
Nuss et al. Identity and Transaction-based - Policy and log storage Users’ identities, access
(2018) access  man- control policies and access
agement in decisions
IoT
Fotiou et al. Access control Transaction-based — Ethereum Management of access Access permissions
(2018) for IoT control to data
Azaria et al. Data sharing Contract-based Ethereum Tamper-proof and ac- Users’ identities, reference
(2016) countable log of events to data and their associ-
and management of ac- ated access permissioned,
cess permissions to data and data access log
Xia et al. Data sharing Transaction-based Bitcoin Management of access Data access log
(2017a) control for users
Yue et al. (2016) Cloud storage =~ MPC - Scalable, secure, highly Sensitive medical data
available and indepen-
dent storage service
Wang et al. Access control ABE Ethereum Keyword search on ci- Master encryption key
(2018) for IPFS pher text

Table 3.4: The role of the blockchain in the relevant literature (con.).
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privacy or security policies. This can be achieved by audit, tracking, reporting,

and monitoring.

Reactive accountability mechanisms must be able to keep track of data and to give a
clear idea about all actions performed on data and who are the data processors. To this
end, existing and new auditing and monitoring tools have been adopted and proposed
for distributed environments. In this section we review some of the available solutions

to reactive accountability in distributing settings that are closely related to SeTA.

Accountable Access Control. Cryptographic access control, in which data are en-
crypted end to end such that only the holder of the corresponding encryption key can
access the data, provides robust privacy guarantees against unauthorised access. As
such, only principals which have access to the key necessary to decrypt the data can
access the data. However, despite this robustness, cryptographic access controls cannot
prevent an insider attack, in which an authorised user decrypts data and passes them
beyond the control of the organisation to which they belong. In this case, the best
defense is accountability, where access to data generates a record. This record is used as
a proof of data access providing a strong incentive against insider attacks (Kroll et al.,
2012).

The use of sticky policies, where machine-readable policies (defining allowed usage and
associated obligations) are attached to data within the cloud and travel with it, for dis-
tributed enforcement of access control policies has been extended to support accountable
data management by Mont et al. (2003). Their proposed approach to accountable access
control utilises identity-based encryption (IBE) and a trusted platform module (TPM),
where a sticky policy is mapped to an IBE encryption key. The IBE encryption keys
do not stick with the encrypted data. To obtain the decryption key, the user, which
runs on its own TPM, needs to interact with a trust authority providing authentica-
tion credentials, platform configuration and usage and storage information. The trust
authority verifies the user’s information and platform configuration and then generates
the decryption keys on the fly. The trust authority traces and stores all the information
exchanged during these interactions in audit trails, as evidence for future contentions or

forensic analysis.

Similar to the SCO approach presented in Squicciarini et al. (2013), Sundareswaran
et al. (2012) also bundle the data with an access policy. This approach include also
a log file and combine it with the data. Any operation that the user carries out on
the data will be added to the log file, and this log file will be periodically sent to the
cloud. Data owners can then access the log files to check whether data are being used
appropriately according to the policies. The additional log file adds a layer of protection
against man-in-the-middle attacks, as logs will notify the data owner of any attempt of
pull apart the JAR file to read the data. The log itself is protected by a hash function to
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verify its integrity. The main issue with this scheme is that it allows the user to perform

unauthorised operations, such as redistributing copies without permission.

Thilakanathan et al. (2015) enhance the self-protect objects (SPO) model introduced
in Chen et al. (2015) to prevent unauthorised use by authorised parties. They proposed
a generic scheme called SafeProtect that leverages the SPO capability by the use of a
hardware-based TPM module called the Trust Extension Device (TED) to enable secure
data sharing. This hardware must be owned by all data owners and data users to
securely share data and to prevent dishonest authorised users from illegally redistributing
sensitive data to unauthorised parties. The solution introduces a monitoring service as
a cloud-based storage service that stores application-based actions performed by data

consumers.

Audit Logs and Monitoring Tools. Despite the other types of logs, an audit log
contains user unauthorised access to the system and network for inspecting its responsi-
bilities. It includes destination addresses, user login information, and timestamp. In the
cloud context, the logging process poses several privacy and security concerns because
data are randomly duplicated and transferred across the system. Thus, the processes
of logging, auditing and monitoring should take into account the cloud aspects for data

management.

Wang and Zhou (2010) designed an external accountability service (accountability-as-a-
service) that maintains a state machine outside of a multi-tenant platform. The role of
the proposed accountability service is to collect evidence based on a given service level
agreement (SLA) and perform a runtime compliance check and problem detection. The
authors defined the service endpoint as the interface through which the cloud services
are delivered to its end users. Data can only be accessed via endpoints that are specified
according to the SLA between the cloud provider and the users. All endpoints are
wrapped with adapters to intercept the input/output of the endpoint and record the
operations performed through the endpoint. The collected logs are send to an external
state machine for authentication. Authentication is done via a Merkle binary tree that
are stored in the cloud system. As such, any modification of the data will necessarily
modify the Merkle binary tree. In cases of authentication failure, the state machine will
report problems and provide verifiable evidence based on queries results of the Merkle

tree.

To protect the integrity of audit data, especially when relying on a third-party service,
a common practice is to apply cryptography to protect the audit data prior to its sub-
mission to the outsourced log storage. Accorsi (2013) proposes a scheme called BBox
that provides a “digital black box”. To ensure the origin of log entries, each log entry
is signed using using public key infrastructure (PKI) before transferred to a central log-

storage server. Logs are then hashed and linked together forming a hash chain. The
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server then signed the hash chain, providing an audit trail. The combination of hash
chaining and digital signature provides resistance against replay attacks and truncation
detection. Since the main focus of this work is how to securely generate the log, it does

not show how to use the audit data for accountability purposes.

Secure provenance is introduced to provide a verifiable evidence to trace the real data
owner and a clear record of data modification. Secure provenance is a major requirement
to improve data forensics and accountability in distributed systems, i,e, the cloud. Lu
et al. (2010) proposed a secure provenance scheme for cloud environment based on
bilinear paring techniques. Considering a file stored in the cloud, the scheme works as
follows: when there is a disagreement on that file, the cloud can provide all provenance
information with the ability to audit all versions of the file and the users that modified

it. Using these provenance information any particular user can be tracked.

Accountable Decryption. Zhou et al. (2012) introduced a new cryptographic notion
called accountable decryption by which, given a ciphertext, a decryptor proves both the
correctness of its decryption and the authenticity of the plaintext to a public verifier.
The aim of this proposal is to prevent a dishonest decryptor from making fraudulent
claims about their decryption capability. The scheme involves two key pairs; an en-
cryption/decryption key pair for the sender and a signing/verification key pair for the
receiver. A message is encrypted and signed using the encryption and signing keys, re-
spectively. The receiver uses the decryption key to decrypt the ciphertext. This process
generates a tag « if the decryption succeeds. The receiver finally verifies of the signature

on the output using the verification key.

A cryptographic access control that supports accountable decryption was proposed
by Kroll et al. (2012). Accountability in this sense is about ensuring that the be-
haviours of the parties to the protocol are well explained and well justified so that an
oversight process can detect any misbehaviour. To achieve this, all access requests and
their authorisation are logged by an auditor. This audit log is publicly verifiable: it
is possible to verify which access requests were authorised. However, only auditors are
capable of accessing the actual audit log data (i.e. a designated oversight entity such as
a legislature, or internal review body). In particular, the auditor retains audit records
generated as the protocol progresses. In this model, data are encrypted and labelled at
source. Once an entity is willing to access a piece of data, it should submit an access
request to the approver, which can be seen as an access-decision point. The approver
either approves or denies this request. In either case, the approver encrypts the request
as well as its decision and sends it to the auditor. Only authorised requests are passed
to the decryption authorities, which are trusted entities that hold the secret keys to
decrypt the data and only perform the decryption when presented with a valid order
for decryption. The notion of accountability in this work is very similar to what we

tried to achieve in SeTA by combining an access control mechanism with an audit log
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and accountable decryption scheme. Yet, this proposed approach focuses on providing
auditability using encrypted audit logs that are not accessible to the general public,

whereas our goal is to focus on public accountability.

Transparency-enhancing Tools. Transparency with respect to the collection, pro-
cessing and sharing of users’ data is the key to achieve accountability. Data-protection
regulation (e.g. GDPR in Europe) requires that users are properly informed about the
fact that personal information is collected, stored, processed and disclosed, for whom,
to what purpose, and how exactly, when they use a certain system (Janic et al., 2013).
In order to meet such need, the concept of Transparency-enhancing Technologies (TET)
was proposed. TETs can be viewed as tools providing insight how users’ data are being
collected, stored, processed and disclosed, in an accurate and comprehensible way. There
are many proposals to data transparency; some of them have been reviewed within the
context of GDPR by Spagnuelo et al. (2018). These tools can be used by data controllers

and processors to show compliance with the said regulations.

PrivacyInsight (PI) (Bier et al., 2016) and GDPR Privacy Dashboard (Raschke et al.,
2017) are both examples of privacy dashboards within this category of TETs. Privacyln-
sight provides many features, including: a visual representation of the flow of personal
data into, through and out of an organisation and a dashboard for users to exercise their
rights over that data (e.g. give or withdraw consents, data erasure, and data rectifica-
tion). Similar to PrivacylInsight, the goal behind GDPR Privacy Dashboard is to allow
users visualising and managing their data that are stored by a service provider. The

above tools can be easily adopted by any organisation.

3.4.1 Blockchain-based Applications for Accountability Purposes

Logging services are able to report how users’ data are being managed, who has accessed
them, when, and what modifications have been performed on data. Blockchain technol-
ogy could be the perfect potential infrastructure to design logging and auditing tools for
monitoring. This success is mainly driven by the blockchain properties.

e Consensus: all parties can agree on the current state of the log.

e Availability: the infrastructure is robust as it can tolerate a large fraction of faulty

participants.
e Transparency: logs are visible to anyone.
e Authenticity: it is easy to verify who has created or submitted the logged artefacts.

e Immutability: once an artefact has been logged, it cannot be altered or removed

without being noticed.
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e Freshness: determines the exact time of a log event.

This was supported by many blockchain-based implementations of logging tools. For ex-
ample, Cucurull and Puiggali (2016) proposed a system that uses Bitcoin blockchain to
enhance the security of the immutable logs. Log-integrity proofs (hashes) are calculated
and then published in the blockchain. This provides non-repudiation security properties
resilient to log truncation and log regeneration. Similarly, Sutton and Samavi (2017) also
proposed a blockchain-based approach that stores the integrity proof digest to the Bit-
coin blockchain. Due to limited storage space in Bitcoin transactions, both Bitcoin-
based approaches separate the integrity proof and the log data. Castaldo and Cinque
(2018) introduced a logging system to facilitate the exchange of electronic health data
across multiple countries in Europe. The blockchain (Multichain implementation) was
used to guarantee non-repudiation and integrity for logs. Unlike the previous approaches,
Shekhtman and Waisbard (2018) stored the contents of log files directly on Hyperledger
Fabric. They demonstrated the feasibility of auditable logging based on a permissioned
blockchain, but it is not clear whether their approaches are scalable, as no throughput
and storage scalability benchmarks were presented. The work of Putz et al. (2019) aimed
to achieve better scalability and throughput by combining a high-performance and low-
latency permissioned blockchain (Hyperledger Fabric), with enhanced security provided
by anchoring to a permissionless blockchain (Bitcoin). Anchoring to the permissionless
Bitcoin blockchain increases security by providing publicly verifiable checkpoints, while
using a permissioned blockchain allows for higher throughput. Additionally, transac-
tion costs can be avoided due to the restricted set of participants, which allows using

deterministic consensus algorithms.

Auditing and monitoring processes using the blockchain have also been investigated.
Monitoring access control decisions by recording information related to such decisions
is crucial to determine if and why incorrect access control decisions have been made
and thus take proper corrective action. DRAMS (2017) is a blockchain-based monitor-
ing infrastructure for distributed access control systems (XACML-based system here),
which deploys a smart contract to collect access requests and decisions from other dis-
tributed components. Blockchain peers (miners) verify the log by comparing the hashes
from different entities to check the integrity of the monitored components. To enhance
the scalibility of the system, the collected logs are analysed off-chain to check for any
policy violation. This approach is only capable of detecting policy violation but not of

preventing it.

Data provenance is another service that is related to accountability and traceability,
which determines the history of a data item starting from its generator. ProvChain
by Liang et al. (2017) and SmartProvenance by Ramachandran and Kantarcioglu (2018)
are two examples of leveraging blockchain to achieve trustworthy data-provenance col-

lection, verification, and management. Users’ events are recorded and then stored on
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blockchain as transactions. These transactions are verified either by an off-chain audi-
tor as in ProvChain or automatically by a script (contract) as implemented in Smart-
Provenance. Lastly, the work of Neisse et al. (2017), which claimed to be compliant
with European General Data Protection Regulation (GDPR), has extended the role of
blockchain by deploying public auditable contracts to encode data-usage policies and
provenance-tracking information in a privacy-preserving fashion. Compared to all these
works, our proposed approach in SeTA tries only to achieve accountability in terms of
who has actually been able to access the data and some of circumstances related of the

decryption process.

3.4.2 SGX-based Accountability Tools

Some recent designs such as: EmLog (2017) and LogSafe (2018) propose the use of
SGX to defend against a strong adversary capable of active attacks on the system,
leveraging the higher computation capability of SGX in comparison with the previous
trusted hardware platforms. These proposals depend on maintaining a hash chain of
logging states and use SGX to provide a trusted execution environment. SGX-Log (2017)
utilised SGX sealing feature to encrypt log data that can only be decrypted using the

salne processor.

The SGX-reliable logging functionality proposed in PrivacyGuard (2019) was given an-
other purpose in Ryan (2017) and Severinsen (2017), which is accountable decryption.
The approach uses Merkle tree to encode integrity-protected and easily verifiable decryp-
tion logs. The log stores all decryption requests from users. Once a request is added to
the log, an SGX-based decryptor device, which maintains securely the decryption key,
can verify that the request is actually in the log and perform the decryption accordingly.
Since the focus of previous works is obviously accountability, privacy of that data was not
considered. As such, the approach uses a symmetric key encryption scheme, all data are
encrypted with one key, and the decryption key is held by the decryption device. In this
sense anyone can access the data as long as an access request has been appended to the
log. In SeTA we integrated the SGX-based accountable decryption approach proposed
by Ryan (2017) with our blockchain-based access control protocol.

3.5 Chapter Summary

In this chapter, we reviewed the related literature in the fields of identity management,
access control and accountability tools in the cloud environment. We focused on the
blockchain and hardware i.e. SGX supported solutions that are close to our proposed
solutions. Based on this review, we have concluded that most of the traditional solutions

to accountable data sharing are not appropriate for modern systems.
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Before the invention of the blockchain, most of the available solutions to federated-
identity management and access controls were centralised, which required trust in a
third party. Blockchain technology has successfully replaced trusted parties in many
legacy systems, such as banking and healthcare systems. Following this, the blockchain
has been proposed to address several privacy issues from secure sharing of data to digital
identity management and access control. Blockchain has been used to manage access to
sensitive data in several scenarios, including medical records Xia et al. (2017b), Castaldo
and Cinque (2018), IoT Nuss et al. (2018); Fotiou et al. (2018); Shafagh et al. (2017b),
and distributed data storage Steichen et al. (2018); Wang et al. (2018). These works

varied to what extent blockchain is used and what functionalities blockchain supports.

With the rise of blockchain-based solutions for data privacy, new legal requirements
extend the liabilities and obligations of service providers. As such, a major impedi-
ment in delivering privacy is the lack of frameworks that facilitate accountability and
transparency for distributed services; therefore it becomes difficult for data subjects
to understand, influence and determine how their service providers honour their obli-
gations. Again the decentralisation of trust allows the blockchain technology to be
transparent, secure, auditable, redundant and immutable. These properties support the
use of blockchain in several proposals to leverage its transparency and immutability to
store and manage access policies (Maesa et al., 2017) or to manage key distribution
process (Wang et al., 2018). Some research has also proposed novel blockchain-based
frameworks to specifically address the new regulations (Onik et al., 2019; Faber et al.,
2019).

However, these proposals remain limited for many reasons. First, only few works have
investigated the role of blockchain in the distributed evaluation of these policies. Second,
the privacy mechanisms provided to the data providers in such models are very basic in
terms of defining fine-grained access control policies over their data. Third, the available
blockchain-based solutions that addressed both the privacy and accountability aspects
of data sharing are either theoretical or lack experimental evaluations. These limitations

motivated our work in designing SeTA.



Chapter 4

Digital Identity Management
Using the Blockchain

Digital identity management is a crucial building block for information security. It forms
the basis for most types of access control and for establishing accountability online.
Thus, it contributes to the protection of privacy by reducing the risks of unauthorised
access to personal information and data breaches. The starting point in any identity
management system is digital identity. Digital identities are the electronic information
associated with an individual and describe the unique properties of this individual that
are recognised within a specific context. According to Bertino and Takahashi (2010),

digital identities consist of three different types of data:

- Identifiers: a series of digits, characters or symbols used to uniquely identify a
subject, like passport number, email address, social security number (SSN), and

employee number.

- Credentials: a set of data providing evidence for claims about identities, such as

digital certificates, SAML assertions, and Kerberos tickets.

- Attributes: a set of data that describes the characteristics of the subject, like

name, age, date of birth, role and address.

Figure 4.1 depicts how identity management systems work. Online service providers
adopt identity systems to authenticate and authorise users to access their services that
are protected via access control policies. Most identity management systems involve at
least two types of entities: an identity provider and a service provider. The identity
provider manages user authentication and user-identity-relevant information, while the
service provider offers services to users who satisfy the policy requirements associated

with these services. The deployment of an identity management system implies a mutual
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Figure 4.1: The role of identity management.

trust that allows one party to attest to another about the identity of an access-requesting

party it had authenticated.

The interaction process for user authentication goes through the following steps:

1. User requests to access data and/or service from the service provider.
2. Service provider identifies user and sends authentication request to identity provider.

3. Identity provider authenticates user and sends authentication information to the

service provider.

4. Service provider enforces access control restrictions based on user’s identity and

provides data and/or service to user.

With the increase of reliance on the distributed computing model, such as cloud ser-
vices, modern systems adopt federated identity management solutions to enhance inter-
operability across multiple domains and simplify management of identity verification.
Most federated identity management schemes today are centralised (as discussed in Sec-
tion 3.2.1), where a single entity controls the system. The generated identities themselves
can be federated beyond a single organisation. In federated identity systems, users can
use identity information established in one security domain to access another. Cen-
tralised solutions cause the identity manager to perform several roles such as storage
of sensitive information, authentication, and authorisation, hence, making them a hon-
eypot for attackers. Recently, several decentralised identity management schemes have
emerged to support transparency and user control using blockchain technology, such as
Sovrin! and uPort?. However, until now, there has been no evaluation of these proposals

as their adaptation is still very limited.

!Sovrin: https://sovrin.org
2uPort: https://www.uport.me
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In this chapter we introduce our blockchain-based approach to identity management
specifically designed for semi-trusted environments such as cloud federation. Our ap-
proach utilises blockchain by means of a smart contract to create and manage users’
identity attributes required for authentication and authorisation within a closed-group
of members. This chapter is structured as follows. Section 4.1 explains the need for
a new decentralised identity management solution in the cloud context, identifies the
limitations of the current solutions and concludes with new requirements to design our
identity management approach. Section 4.2 introduces our reference proposal to address
the identity management problem in cloud federation. Section 4.3 presents an informal
security analysis of the proposed identity management system. Section 4.4 and Sec-
tion 4.5 describe the implementation and evaluation processes of our identity manage-
ment system. Section 4.6 presents some applications and further research directions to
blockchain-based identity management solutions. Section 4.7 summarises the contribu-

tions of the chapter.

4.1 Identity Management in the Cloud

Commonly, private organisations run their services on their own infrastructure to provide
them for their clients. This has been extended to inter-organisation or so-called feder-
ation, where multiple organisations hosted on various cloud infrastructures cooperate
together to increase their storage and computing capabilities. According to Bhargav-
Spantzel et al. (2007), a federation “is a set of organisations that establish trust rela-
tionships with respect to the identity information — the federated identity information
— that is considered valid”. Identity management represents the first issue to be solved,
in order to perform the authentication among heterogeneous clouds establishing a fed-
eration. In fact, each organisation could hold particular authentication and identity
management mechanisms which can be different to each other. But as the federation
allows communications between the different member organisations, a higher level of

interoperability is now necessary.

Alternatively, organisations can sign up with a trusted third party to run a federated
identity management solution that is responsible for interdependent management of
identity information rather than identity management solutions for internal use (Celesti
et al., 2010). A federated identity manager provides a group of organisations with
mechanisms for managing and gaining access to users’ identity information, known as
federated identities, and other resources. Federated identity is a data structure that
captures some identity-related fact of an individual and is used to authenticate and
authorise users when moving between organisational boundaries. Practical applications
of federated identities are represented by large multinational organisations which have

to consolidate infrastructures to allow efficient deployment of their services.
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The notion of a federated user’s identity has been extended by Bertino et al. (2009) to
federated identity attributes. An identity attribute encodes specific identity information
about an individual, such as name and address; it consists of an attribute name, also
called identity tag, and a value. The main goal of such extensions is to enable interoper-
ability and link together redundant user identities maintained by different organisations

or service providers.

We consider a scenario, presented by Squicciarini et al. (2009), of federations involving
two types of entities: service providers (SPs) and users. An SP is an entity providing
one or more services to users within the federation. Services are protected by a set
of rules defining the requirements users have to satisfy in order to use the service.
Such requirements are usually modeled as conditions against properties of users. These
properties are encoded by means attributes. Federated identity management is used
mainly for identification and authentication. Identification is the process of mapping
claimed or observed attributes of an individual to his/her associated identifier, allowing
users to authenticate themselves to SPs. Figure 4.2 shows a popular model of identity

management in the cloud federation context.

4. Authentication

5. Access Granted
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1. Attribute&
[———1 <

Identity Provider 2. Token

3. Token

Database of ! !
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5. Access Granted

4. Authentication

Figure 4.2: Centralised model for federated identity management cloud envi-
ronment.

4.1.1 Limitation of the Available Solutions

Centralised models of identity management currently face challenges due to the increas-

ing regularity of data breaches that lead to reputation damage, identity fraud, but
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above all, a loss of privacy for all concerned. In addition, federated identity manage-
ment systems rely on the constant communication back and forth by individual users
and a centralised identity provider, causing the identity provider to perform several roles
such as storage of sensitive information, authentication, and authorisation, and hence,
increasing the risk of central data silos. Meanwhile many decentralised approaches real-
ising blockchain technology in identity management have been proposed in the literature
(see Section 3.2). However, these solutions are either general-purpose or require addi-

tional infrastructure to operate properly.

4.1.2 Requirements for Identity Management in the Cloud

In a distributed scenario like federation of clouds, composed of multiple service providers
and users, a federated identity system should satisfy some requirements related to iden-

tification and authentication of the identified users.

- Facilitate the interaction between different service providers and users.

- Provide only the user information that is needed to satisfy the requesting SPs’

access control policies.

- Ensure accountability of the user to associate users with their actions or event for

which they are to be held accountable.
- Ensure the availability of the identity service whenever requested.

- Ensure the integrity of the token at all times (in transaction or at rest).

4.2 QOwur Solution: Blockchain-based Federated Identity Man-

agement

The emergence of digital currencies, specifically Bitcoin, has inspired fresh thinking
about digital identity due to its underpinning blockchain technology not needing a central
authority to validate transactions Dunphy and Fabien A. (2018). Given that blockchain
is suited to assuring consensus, transparency, and integrity of the transactions that it
contains, a number of benefits of applying blockchain to identity management systems

has already been proposed:
e Decentralised — identity information is referenced in a ledger that no single central
authority owns or controls (no single point of failure).

e Tamper-resistant — past activities in the ledger cannot be tampered with and

transparency is given to all changes to those data.
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e Persistent — the distributed and replicated nature of the ledger provides higher

guarantees against denial-of-service attacks.

e Cost saving — shared identity information can lead to cost savings for relaying
parties along with the potential to reduce volume of personal information that is

replicated in databases.

e User control — users cannot lose control of their digital identifiers if they lose access

to the services of a particular identity provider.

Blockchain can serve identity management purposes starting with its role as an open
database service for every transaction and a distributed global identity system through
a decentralised mechanism. Moreover, smart contracts which are autonomous entities
that inherit blockchain’s properties provide a complete suite to design a decentralised
identity management functions. Despite the different approaches, the main objective
of any identity management system is to securely bind together an identifier: a value
that unambiguously distinguishes one user from another in a domain; and attributes:
entitlements or properties of a user such as name, age, or role etc. The key characteristic
of our proposed system is a combination of the decentralised blockchain principle with
identity management to create a digital identity system that no longer depends on a

specific third party.

To expand upon this in a more concrete way, we propose a smart-contract solution to
identity management in closed environments, i.e. federation. The contract-based iden-
tity manager generates identity tokens for users, containing the user’s identity attributes
and the user’s unique identifier, all signed with the identity manager’s private key and
stored in the blockchain. The proposed identity management provides the following

advantages:

- Easy integration: tokens are compatible with any attribute-based access control

model for authorisation.

- Enhanced interoperability: the same tokens can be used across the federation to

access resources provided by different service providers.

- Separation of roles: our identity manager provides a clear separation between the
identification and authentication roles, hence degrading the probability of collusion
of these roles against a user. In most cases, identification and authentication roles

may be coupled, thus increasing the incentive to misappropriate user data.

- Inherited blockchain advantages: our identity Management scheme inherits the
various advantages of the blockchain such as: enhanced security, scalability of

trust, zero infrastructure requirement, decentralised consensus.
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4.2.1 Overview

Here we give an overview of the scope and the context of the proposed identity manage-

ment solution.

Scope: The process of creating a digital identity goes through three main phases:

1. Registration - recording key identity attributes of a user who claims a certain
identity. This may include biographical data (e.g. name, date of birth, gender,
address, email), biometrics (e.g. fingerprints, iris scan), and other attributes.
Once a person has claimed an identity, this identity is then validated by proving

its accuracy.

2. Issuance - generating electronic representations of the registered attributes. Dig-
ital identities can be in several formats, including smartcards, 2D barcode card,

mobile identity, and identity in the cloud.

3. Authentication - using the issued identities to access data or services.

Validating users’ identity attributes during the registration phase can be done inperson
or online as described by Bhargav-Spantzel et al. (2006). However, these measures are
beyond the scope of this thesis. In this chapter, we only focus on the issuance and

authentication phases.

Context: The goal of our proposed identity management is to generate identity tokens
for individuals in a federation. By federation, we mean a group of organisations or
service providers which have built trust among each other and enable sharing of users’
identity information amongst themselves. This allows users from one organisation to
access resources in the federated system. The conditions to enter the federation and

how trust between parties is established are also out of scope.

The proposed solution is not privacy-preserving with regards to users’ identity attributes,
which makes it more applicable to semi-trusted environments such as federations since
federation environments inherently protect user attributes more than an open environ-
ment. The values of users’ identity attributes are stored in-clear on chain. However,
to reduce the risks of exchanging identity information in public, we run our identity
manager on a permissioned blockchain network, which usually deploys an access control

list (ACL) to add specific users to the network with certain privileges.

4.2.2 Design

The system is supported by a distributed architecture across the organisations that are

part of the federation. The main entities involved in the identity management process
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are represented in Figure 4.3, where (IdP) is the Identity Providers, (IdMgr) the Identity

Manager, and end users of the federation.

- IdP: organisations correspond to different application domains, such as finance,
government and healthcare, which are independent of each other. Identity providers
provision identity attributes to users. Identity attributes are personal identifiers
that are commonly used to distinguish one person from others. Examples include,
but are not limited to, name, date of birth, social security number (SSN), and

address.

- IdMgr: a system entity generates a uniform electronic format for an identity at-

tribute value, in the form of an “identity token”.

- A set of user members of an organisation of the federation that request access to

service or data held by other organisations.

_____________________________________________________

L~

Organisation 1

IdP 1
IdP 2
i Permissionad
Set of Identity providers ' : Blockchain Metwork

_________________________________________

Figure 4.3: Blockchain-based identity management.

4.2.3 Cryptographic Building Blocks

We collect here the various cryptographic primitives and protocol constructions that we

use in our identity management system, along with their notations.
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- Digital signature scheme, which uses a key pair: secret key SK for signing and
a public key VK for verification along with the two operations sign(—)s and

ver(—)yx for signing of information respectively and verifying signatures.

- Cryptographic hash function H() to create a reference of the generated token for

easy and fast retrieval.

4.2.4 Protocol

Our approach assumes users have already obtained their identity attributes from legit-
imate identity providers. In practice, our identity management protocols run between

the following entities:

e Identity Manager (IdMgr) which is a chaincode/contract residing on the blockchain
and is responsible for generating and storing users’ identity tokens. |dMgr has
a public/secret key pair V Kjgug and SKigugr for the digital signature scheme.
Algorithm 1 shows the pseudocode of IdMgr chaincode.

e User Application (Usr) is a simple web-based application which provides an inter-
face for the user to communicate with the [dMgr. Each Usr is given public/secret
key pair V Kys and SKys, for the digital signature scheme and a unique identifier

Usrrym.-

e Blockchain Ledger (Ldgr) is a distributed and replicated database shared among a

private set of nodes and used to store identity tokens.

e Service Provider (SP) is a federated organisation providing shared data or service

to member users.

Each Usr presents their identity attributes to IdMgr. If the IdMgr is convinced that
identity attributes belong to the Usr, it issues an identity token for each such identity
attribute. An identity token (Token) is a uniform electronic format for an identity
attribute name and value for a specific user signed with IdMgr’s signing key SKjgmgr-
Usr applies to get a set of identity tokens for each identity attribute they hold. Token is
a tuple

Token = (Usryym, att-tag, att-value)

where:

- Usryym is an identifier value to associate the identity token to the respective Usr;
- att-tag is the name of the identity attribute; and

- att-value is the value of the identity attribute.
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Algorithm 1 Identity Manager IdMgr Chaincode/Contract.

1: procedure INITIALISE

2 Generate (VKIdMgra SKIdMgr)

3 Publish VK[dMgr

4 Set Counter :=0

5: end procedure

6: procedure CREATE(Usrnym,, att-tag, att-value)
7 On receive (request) from Usr:

8 if Verify (request,V Kys) == TRUE

9: nonce := Counter

10: Counter := Counter + 1

11: Parse request as:
12: Token := (nonce, Usr nym, att-tag, att-value)

13: PUT Sign(H(token), Token)SK angr

14: return Sign(H(token))SKqugr

15: end procedure

16: procedure UPDATE(H (token), Ust nym, att-value’)
17: On receive (request) from Usr:

18: if Verify (request,V Kys,) == TRUE

19: GET Sign(H (token), Token)SKangr

20: if Usryym == Usryy, in Token

21: Token := (nonce, Ust Ny, att-tag, att-value’)
22: PUT Sign(H (token), Token)SKrqngr

23: return Sign(H (token))SKqngr

24: end procedure

25: procedure QUERY (H(token))

26: On receive (request) from SP:
27: GET Sign(H (token), Token)SKqngr
28: return Sign(Token)SKangr

29: end procedure

Identity tokens are then signed by |[dMgr as sign(Token)gk;, v 0O Preserve their integrity.
During authentication, in order to allow any service provider to retrieve identity tokens,
all identity tokens are stored in Ldgr in (Key : Value) format, where Key is the hash of a
token and Value is the token itself. Only a hash of each token is delivered to Usr. Even
though the blockchain network is permissioned, the content of Ldgr is still accessible
by the members’ nodes. Using Usr,,y, prevents any other Usr from using the identity

attributes of Usr to gain unauthorised access.

Token generation protocol is denoted in Figure 4.4. The interactions between |dMgr and
Usr are described below. We abstracted away the implementation-related details in some
interactions for simplicity®. Note that as the token generation protocol is not privacy-
preserving with respect to users’ identity attribute values, and messages between |dMgr
and Usr are not encrypted yet they are signed to protect them from any unauthorised

alteration in transit.

3For example, a nonce was introduced to securely transmit messages, preventing replay attacks.
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Figure 4.4: Protocol interactions to generate identity tokens.

1. Usr — IdMgr: sz’gn(Usrnym, att-tag, att—value) SKya
The token generation protocol is initiated by Usr through issuing a request to the
IdMgr including a unique identifier Usr,,,, to link the token with the respected
Usr, identity attribute name and value all signed with SKys. The content of
the request varies depending on the implementation, for example Usry,,, could be

simply the public key of Usr.

2. IdMgr — Ldgr: sign(H(Token), Token)SKIdMgr
Upon Usr request, IdMgr generates an identity token. Each token contains a single
attribute value with a tag describing that attribute and the user identifier Usr,,y,.
IdMgr forwards the signed token and a hash of the token to be stored on Ldgr for

later use.

3. |dMgr — Usr : sign(H(Token))SKldM
gr
As a proof of token creation, IdMgr returns the hash H(Token) to Usr, which then

can be submitted to any service provider in the federation for authentication.

To authenticate the generated token by a service provider, the user submits the hash,
which then can be used to retrieve the actual token. Token authentication protocol is
denoted in Figure 4.5. All communications with the Ldgr are done through IdMgr and
message exchange between SP and IdMgr is authenticated by digital signature. The
authentication process presented here is very basic and performed by only verifying the

signature of ldMgr on the retrieved token.

1. Usr — SP: sign(Ustpym, H(Token))SKU
For a Usr to be authenticated by an SP, the Usr sends the hash of the token along
with the Usr identifier, signed with SKys,.
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Figure 4.5: Protocol interactions to authenticate identity tokens.

. SP — IdMgr: H(Token)

After verifying the received message from Usr, the SP uses the hash to retrieve
the token from Ldgr. Since the only way to communicate with Ldgr is via the

chaincode IdMgr, SP queries the token from IdMgr.

. IdMgr < Ldgr: H(Token)

The IdMgr retrieves the token from the Ldgr using the hash.

SKqmgr

IdMgr sends the signed token to SP. Once the the message contains the signed to-

ken received, the SP verifies the signature on the token using SKjqmgr by running

ver(H (Token),Token)VKIdM if the verification succeeded the token is authenti-
gr

cated.

4.3 Security Analysis

In designing the blockchain-based identity management, our contribution focuses pri-

marily on generating interoperable and integrity-protected identity tokens, while relying

on blockchain and digital signature to achieve security. Therefore, we present in this

section an informal security analysis of our identity manager design.

4.3.1 Trust Assumptions

Cryptographic Assumptions

e Digital signature
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— we assume digital signatures can be verified using a public key, and the sig-

nature could only have been generated by the corresponding private key.
e Hash function

— we assume that a cryptographic hash function generates a hash value that
is a unique representation of any given input. By unique, we mean that we
assume it would be unfeasible to find two different inputs that give the same

hash value.

Blockchain Assumptions Blockchain is a full-stack distributed system in which mul-
tiple layers, subsystems and dynamics interact together, where each layer has a different
attack model depends on its role and nature. These layers were identified by Homo-
liak et al. (2019) as: network layer, consensus layer, ledger layer and application layer.
To this end, a blockchain system should leverage a secure and resilient networking ar-
chitecture, a robust consensus protocol, and a safe environment to build higher-level
applications. Several researches have investigated the security of the network and con-
sensus layers, identified their vulnerabilities and proposed some defensive mechanisms.
In this work, we only consider the security of the blockchain ledger and the applications
running on top of it, i,e, our proposed identity manager. The security of the ledger itself
is guaranteed by means of cryptography, hence the ledger is secure as long as the former
cryptographic assumptions hold. As such, we assume the blockchain ledger is trusted

for integrity and availability, in addition to the followings:

e Transaction and message sources are authenticable, i.e. a transaction m sent
from X user (or message m from contract ldMgr) is identified by the receiving
party as originating from X. Transactions and messages are integrity protected

(as they are digitally signed by the sender), but not confidential.

e The identity manager contract IdMgr is globally visible on the blockchain and its
source code is published for users. Thus we assume that IdMgr behaves honestly

and constantly available.

e Data stored on the blockchain, i.e. identity tokens are integrity protected but are

not confidential.

However, this assumption is fairly strong, since attacks on the network or consensus levels
in a blockchain system can have a propagated effect on the security of the blockchain

ledger and the blockchain based application.
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4.3.2 Threat Model

As the system is designed for closed federation environments, only members of the feder-
ation can send messages to [dMgr. Threats against the blockchain infrastructure, namely
network and consensus layers are beyond the scope of this analysis, hence collaborative
attack scenarios, for example sybil and spam attacks (seeSection 2.4), are not consid-
ered. In our security analysis, we pay our primary attention to an adversary, who is an
active member of the federation, whose main goals are: (i) manipulate attribute values
in identity tokens, or (ii) impersonate other users by using their identity tokens to be
used with service providers. We assume that the adversary is computationally bounded,
and it cannot break the cryptographic primitives and is not able to subvert the security
guarantee offered by the smart contract system. Finally, we leave DoS attacks against

the system out of scope.

4.3.3 Security Properties

Token Integrity. Token integrity holds when an adversary can not manipulate the
content of an identity token, especially the attribute values. The integrity of the token is

guaranteed by means of digital signature scheme and the underlying blockchain network.

User Authenticity. User authenticity holds if tokens are registered only to those
users to whom they belong; i.e. in the presence of an honest registrar, malicious users
are unable to either register a fake token or one that otherwise does not belong to them,
and malicious registrars are unable to impersonate an individual honest user. This is
mainly because the token itself contains a mapping nym value to the owner identity,

which cannot be changed without forging the IdMgr signature on the token.

4.4 Implementation

Hyperledger Fabric v1.4 is used together with the Go programming language GoLang
to write Identity Manager (ldMgr) chaincode. We adopt a permissioned blockchain
model to form a group of entities with several roles. These roles are identified by Fabric
membership service. Users identified as data consumers can apply to obtain identity
tokens from |dMgr. These token are more fine grained and can be used regardless of
underlying blockchain platform. IdMgr runs on with a peer on the blockchain network.
The node communicates with the chaincode via the Shim?* interface (See Figure 4.6).
Note that communicating with the chaincode is the only method for interacting with
the ledger and its data.

4Shim is a small library that transparently intercepts an API, changing the parameters passed,
handling the operation itself, or redirecting the operation elsewhere.
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Figure 4.6: Peer interaction with ledger and chaincode.

IdMgr is a basic chaincode that is capable of creating, updating and querying Tokens,
which are JavaScript Object Notation (JSON) objects. The JSON objects are converted
to strings which are stored in the blockchain ledger as key/value pairs. We use Token
ID as the key and the JSON string as the value.Token ID is a unique value given to each
token. In practice, we use the token’s Id instead of the hash as a reference to the token
itself and to retrieve or update the token, because any change in the token (updating the
attribute value field, for example) results in generating an entirely new hash. We also
use the public key value of a user as Nym value to link the token with that particular
user. The |[dMgr chaincode also allows the owners of the the tokens to update (change)
the attribute value in the token. This function requires to first verify the Nym on the
request then update the value of the attribute. The IdMgr provides a function to query

any Token using the token Id whenever needed for authentication and authorisation.

4.5 Performance

4.5.1 Experimental Setup

Tests are performed using Hyperledger Fabric network on Amazon AWS EC2 server
running Ubuntu Server 16.04 with 4 GB of memory, where we run our IdMgr chaincode
on a Fabric blockchain network consists of 6 peer nodes (3 organisations, each has 2
peers) in the development mode. As such, there are 6 application docker images run-
ning (1 application image per 1 peer node) all run on a single channel. Peers integrate
both commitment and endorsement functions. CouchDB is used as a state database.
We use a single orderer based on Solo implementation. The use of Solo consensus pro-
vides better performance as only a single node is responsible of validating and ordering
the transaction for the entire network, yet it introduces a single point of failure that
might affect the availability of the system. Since Fabric model supports plug-and-play
approach, this can be overcome by using a different consensus plugin such as Kafka or
Raft.
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4.5.2 Evaluation

On the ledger level, performance of the system can be influenced by different config-
urations. Some parameters that can affect this measurement: the consensus protocol
used, the block and transaction size and number of channels (Thakkar et al., 2018).
To evaluate the above, we have used Hyperledger Caliper to test our application and
measure performance metrics. Caliper is a benchmark tool written in JavaScript to mea-
sure blockchain performance. Some of the indicators it measures are: transaction per
second (TPS), transaction latency and resource utilisation. Throughput is the rate at
which transactions are committed to ledger. Latency is the time taken from sending the
transaction proposal to the transaction commit and is made up of the following latency.
Figure 4.7 shows the test results of the configuration generated by Caliper, where the
key metrics are: success rate, fail rate, transaction send rate, transaction/read latency

(maximum, minimum, average) and transaction/read throughput.

Figure 4.7: Network test results generated by Caliper.

On the chaincode level, we study the throughput as the primary performance metric
for IdMgr chaincode. The throughput is evaluated by Requests Per Second (RPS), the
rate at which requests are completely processed. We carried out two experiments on
our ldMgr chaincode implementation to characterise its performance in generating and
querying identity tokens from the ledger. We run 800 calls to each function of the

chaincode, as depicted in Figure 4.8.

The Query Throughput. Figure 4.8(a) shows the throughput of the query operation.
It indicates that with the increasing requests arrival rate, the throughput increases
linearly with a low response time at beginning until the arrival rate reaches about 600
RPS. Then, the throughput increases slowly and the response time rises rapidly before
it reach the saturation point. The average response time per request is around 40 ms
regardless of the number of requests, this is mainly because Couch DB is a key-value

store (these type of databases present constant query latency).

The Create Throughput. Figure 4.8(b) shows the throughput of the create token
operation. Compared with query operations, create ones are more complicated and time-
consuming due to the consensus mechanism. The throughput of the chaincode is affected
by the configuration of the ordering service, for example the number of endorsers in the

network. As we can see, the latency grows linearly with the request rate. The average
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Figure 4.8: Throughput of IdMgr chaincode.

response time per request is less than one second, which is still efficient considering the

consensus process.

4.6 Additional Applications and Further Extensions

The work in this chapter can be enhanced and extended in several directions:

Privacy-preserving Authentication of Identity Attributes. The goal of most
shared computing environments like clouds is to enable managing data and provide ser-
vices to users. According to Singhal et al. (2013) the preferable way to cover the privacy
requirements and organisational policies is to deploy an access control model, such as
XACML?, which allows service providers to define access control policies on protected
resources in terms of users’ identity attributes. In order for users to access any policy-
protected resource, they have to submit their identity attributes to service providers.
These attributes, however, may convey sensitive information about the user and reveal-

ing them to service providers may not be desirable as they could be misused. In addition,

5X ACML stands for eXtensible Access Control Markup Language, the de facto standard for attribute-
based access control.
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with the rise of cloud-computing initiatives, the scope of insider threats, a major source

of data theft and privacy breaches, has expanded further than the organisational domain.

Therefore, our proposed identity management could be extended to support privacy-
preserving protocols for authentication, in which identity attributes are verified without
revealing their actual values by means of cryptographic protocols. Examples include the
work of Shang et al. (2010a) that combines cryptographic commitments % and Oblivious
Commitment-based envelope (OCBE) protocols to achieve privacy-preserving authori-
sation with respect of users’ identity attributes. Also the work of Bhargav-Spantzel
et al. (2006) proposes the use of cryptographic commitments and Zero-Knowledge proof
(ZKP)" to preserve the privacy of attribute values and protect them against identity
theft.

Validated Identity Tokens. Bertino and Takahashi (2010) classified credentials into
three types:

- Validated credential: digitally signed after the credential has been validated.
- Authenticated credential: digitally signed but has not been validated.

- Raw credential: digitally signed by the subject itself and has not been validated.

As the tokens generated by our proposed identity manager are not validated, a mech-
anism to validate users’ identity attributes upon request could be applied to achieve a

higher level of assurance.

Identity Assurance. An identity assurance in the context of federated identity man-
agement is a process to associate some level of confidence with an identity attribute and
it can be trusted to represent a certain user. The assurance of an identity credential
can be determined using a predefined authentication protocol between multiple iden-
tity providers. Depending on the outcome of this authentication procedure, an identity
provider decides whether or not to trust that the identity associated with the credential
actually belongs to the person presenting the credential. therefore, an identity provider
may contain not only the attributes issued by this identity provider, but also attributes
provided by other providers. To this end, our notion of identity token can be extended
to include an assurance level to each token as part of that token. And instead of users
submitting their identity attributes directly to the contract-based identity manager,
they can submit their request to the different identity provider, which can assure their

attribute values and pass their now verified identity attributes to our identity manager.

SCommitment scheme is a cryptographic primitive that allows one to commit to a chosen value (or
chosen statement) while keeping it hidden to others, with the ability to reveal the committed value later.

"Zero-Knowledge protocol is a method by which one party (the prover) can prove to another party
(the verifier) that they know a value x, without conveying any information apart from the fact that they
know the value x.
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4.7 Chapter Summary

In this chapter, we proposed a blockchain-based approach to identity management for
cloud environment. The problem with currently deployed systems and their dominating
approach is that a third party is in charge of maintaining and controlling the identity
data. The proposed decentralised approach aims at creating secure federated-identity
tokens that capture identity attributes of users belonging to different organisations.
These tokens could be used to access data and services shared across the federation and
protected by attribute-based access control policies. The role of our proposed identity
manager is to solely generate and store tokens for all users within the federation. The
separation of identity generation and authentication and authorisation functions allows
service providers within the federation to manage access to their protected resources
themselves and at the same time provide them with the required and interoperable
identity infrastructure. We implemented a prototype of our proposed identity man-
agement solution as a chaincode running on a private Hyperldeger Fabric blockchain
network. The evaluation experiments showed that our chaincode is capable of efficiently
issuing and retrieving identity tokens. We also provide some further research directions
to enhance our identity management proposal in terms of identity attributes’ privacy,

validity and assurance.






Chapter 5

Blockchain-based Access Control

for Data Sharing

Access control protects resources against unauthorised disclosure and/or modifications.
It also ensures that all access requests are controlled and that only authorised ones
succeed. Protected resources in computing systems may comprise personal information,
attributes about individuals, documents and photos, or any information or services to
which access should be restricted. Essentially, access control is all about making decisions
about who (subject) can access what (object) in which way (actions). Therefore, it is
inevitably linked with the aforementioned identification and authentication which allow

for identifying subjects and verifying their credentials.

In single-host computing systems (see Figure 5.1(a)), access control can be achieved by
running a reference monitor that mediates every access request to make access control
decisions by consulting an authorisation database in order to determine whether the user
is authorised to perform that specific operation (Sandhu and Samarati, 1994). In multi-
host (see Figure 5.1(b)) distributed and dynamic computing environments, i.e. the cloud,
a more flexible authorisation architecture is required. In such environments, utilising a
simple reference monitor cannot deal with the dynamic and random behaviours of cloud
consumers, heterogeneity and diversity of services. Instead, a comprehensive policy-
based model has to be established.

Policy-based access control uses authorisation policies that are flexible in the types of
evaluated parameters (e.g. identity, identity attribute, role, clearance, operational need,
risk, heuristics). There are several technical mechanisms to enforce such polices and
some of them have been reviewed in Chapter 3. Attribute-based access control (ABAC)
has been by far the preferred option to enforce access control policies in the cloud
context, because it can be used to model role-based access control (RBAC) as well as

other traditional access control models (Jin et al., 2012). In addition, the fine-grained
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Figure 5.1: Categories of access control solutions based on the number of hosts.

authorisation feature of ABAC makes it more flexible and scalable, hence more suitable

for cloud-management services.

In this chapter, we introduce our attribute-based approach to data sharing in the cloud
using blockchain technology. The remainder of this chapter is organised as follows: Sec-
tion 5.1 discusses the common issues related to access control for data sharing in the
cloud, the main limitations of the available solutions and the main privacy, security and
regulatory requirements to be addressed; Section 5.2 presents the protocol and design of
the proposed blockchain-based access control solution; Section 5.3 presents an informal
security analysis of the proposed data sharing system; Section 5.4 and Section Section 5.5
respectively, describe the implementation and evaluation processes of our access control
system; Section 5.6 lists some of the limitations, applications and further research direc-
tions to our blockchain-based data sharing solution; Section 5.7 concludes the chapter

with a summary.

5.1 Data Sharing in the Cloud

When data are outsourced to the cloud, service providers (SPs) are entrusted to only
allow authorised entities to access the shared data. SPs commonly adopt attribute-
based access control model using OSAIS’s eXtensible Access Control Markup language
(XACML) (2005), the de-facto standard for attribute-based access control. Although
access control mechanisms are important for data confidentiality, the SPs themselves
pose a risk to their users’ privacy. As users may not trust the SPs, they may want to

ensure that the SPs themselves do not violate condentiality of their data.

In order to prevent SPs from accessing the data, the data must be stored in encrypted
form and access control policies enforced over the encrypted data. In theory, there are
several cryptographic techniques that could be used for this purpose. Several approaches
have been proposed to protect data privacy when controlled by an SP. These approaches
utilise cryptographic mechanisms to enforce access control policies (Jahid et al., 2011;

Nabeel et al., 2011; Raykova et al., 2012). However, the mitigation solution by the use
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of cryptography as an enforcement mechanism for access control policies translates the

access control problem into the question of key management for the decryption keys.

While key management mechanisms are used to support fine-grained encryption-based
access control to outsourced data in the cloud, every time an encryption algorithm is
executed, a key-distribution process is needed to deliver the corresponding decryption
key to all users, which is computationally expensive. Several approaches have been
proposed to reduce the number of keys distributed and simplify the key management
process (Ateniese et al., 2006; Zhu et al., 2011; Nabeel et al., 2014). One approach is to
deliver the correct keys to the users based on the policies they satisfy, where the keys are
encrypted using a public key scheme such as attribute-based encryption (ABE) (Sahai
and Waters, 2005; Goyal et al., 2006) and/or proxy re-encryption (PRE) (Ateniese et al.,
2006). However, such an approach cannot efficiently handle the process of adding/re-
voking users or identity attributes. It also requires one to keep multiple encrypted copies

of the same key, and thus incurs a high computational cost.

Group key management (GKM) is an approach to group data items based on access con-
trol policies and encrypts each group with a different symmetric key and then deliver the
key securely to qualified users. This approach does not scale well as the number of users
becomes large and when multiple keys need to be distributed to multiple users. When
the group changes, new keys must be shared with all existing members (this process
is called “re-keying”), so that new group members cannot access the data transmitted
before they joined (forward secrecy) and users who left the group cannot access the data
transmitted after they left (backward secrecy) (Nabeel et al., 2014).

The proposed approach by Shang et al. (2010b), introduced an attribute-based access
control system with an efficient key management scheme, where the re-keying operations
do not affect the private information of existing group members and thus eliminate the
need for establishing private communication channels. Furthermore, the key derivation
process is very efficient as it does not require to sending the decryption keys to the
users along with the encrypted data. Authorised users are able to reconstruct the keys
to decrypt the data based on some public information and a subscription secret they
have received from the data provider at registration time (the scheme was described
in Chapter 3).

Still most of the cryptographic-based approaches to access control available for the cloud,
including Shang et al. (2010b); Suzic et al. (2016); Singhal et al. (2013), are centralised
with respect to authorisation decisions and/or privacy-preserving with respect of who
potentially will access the data. From a security standpoint, centralisation has always
been linked to single point of failure attacks. A malicious user or software could take
control of the centralised host where the policy evaluation engine is running or the
access control policies are stored. For example, it could modify the evaluation process

to return always the same access control decision (e.g. permit) or modify the access
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control policies, while privacy-preserving feature, which is related to the confidentiality
of users’ identity attributes and anonymity, is a common requirement in many systems
and scenarios such as electronic voting and sensitive data analytics. It becomes less
desirable in the context of personal data sharing as it contradicts the transparency
needed to comply with the accountability requirements of data-privacy regulations, i.e.
General Data Protection Regulation (GDPR).

To remedy this, several blockchain-based solutions to data sharing access control have
been proposed (Dias et al., 2018; Kirkman and Newman, 2018; Maesa et al., 2018, 2019;
Xiao et al., 2019; Faber et al., 2019; Onik et al., 2019). These solutions have tackled
the centralisation problem by introducing the blockchain as a policy storage (Dias et al.,
2018) or a policy evaluation engine (Kirkman and Newman, 2018; Maesa et al., 2018,
2019). Only a few (Faber et al., 2019; Onik et al., 2019) have discussed how to exploit
the blockchain’s features in addressing the GDPR requirements for privacy and account-

ability; however these proposals remain limited as they lack an actual implementation.

Requirements for a New Data Sharing Access Control. As seen above, several
access control frameworks to support secure data sharing in the cloud have been pro-
posed. However, the proposed frameworks also suffer from many limitations. To begin
with, most of these solutions are centralised, meaning they are vulnerable to attacks
that can compromise the policy evaluation process or manipulate access control poli-
cies. In addition these solutions do not support data transparency, and accountability

requirements to comply with GDPR.
We cannot rely on the available models to design data sharing systems to satisfy modern
security requirements, which include:

e Decentralised and efficient enforcement of access control policies.

e Eliminating the usage for trusted third parties to authentication and authorisation.

e Protecting the integrity of the access control policies and the enforcement of these

policies against malicious attacks.

e Providing new techniques to comply with recent data-protection laws and regula-

tions, i.e. GDPR, namely accountability and transparency requirements.

5.2 Our Solution: Blockchain-based Access Control for the
Cloud

Blockchain technology has proven to be integrity-protected and highly transparent. It

provides end-to-end security thanks to being decentralised. Because of its distributed



Chapter 5 Blockchain-based Access Control for Data Sharing 109

nature, blockchain eliminates the risk of human errors and safeguards against malicious
attacks. These features are strongly appreciated when it comes to access control, and

especially Access Control as a Service.

However, designing a secure access control system using blockchain technology comes

with many challenges as identified by Rouhani and Deters (2019).

- Secure off-chain and on-chain integration. Blockchain is not a suitable struc-
ture for storing a big volume of data, so the data must store in secure off-chain

storage and the hash of the data and references to the data record on blockchain.

- Blockchain and contracts vulnerability. Besides all the attractive advantages
of blockchain, both the blockchain itself and the contract can be vulnerable. As
such, designing methods and tools to improve the security of smart contracts and

blockchain is one of the most competitive fields in blockchain.

- Transaction transparency. One of the main reasons that blockchain became
popular was providing transactional transparency; however, this is not desirable

from the enterprise perspective and privacy point of view.

- Performance. Blockchain stores all the recorded transactions and data on all
peers. Despite recent studies in improving the performance of blockchain, still the
performance of the blockchain-based solutions cannot compete with the current

centralised solutions.

To overcome these challenges, we propose a solution to run an encryption-based access
control scheme on a permissioned blockchain by means of smart contract. We opt for a
permissioned blockchain system to provide better privacy, performance, and scalability.
Our approach follows and extends the publish-subscribe data sharing approach proposed
by Shang et al. (2010b), which supports an efficient and provably secure key manage-
ment scheme. The main differences between our proposed approach and the approach
presented in Shang et al. (2010b) are:

- Transparent and decentralised evaluation of access control policies. Our approach
is not privacy-preserving: identity attributes are evaluated against the conditions

in access control policy in clear.

- Encrypted data are not publicly accessible. Unlike the original approach, en-
crypted data are stored by the data provider in a local storage, users (data con-
sumers) are provided with the encrypted data once they satisfy the access control
policy/policies protecting the data, While we publish a hash and the access control
policy/policies on the blockchain ledger.
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- Separation between the role of policy enforcement and policy evaluation. We allow
the data provider to locally enforce access control policies on data via encryption;
however we use the blockchain, by means of a smart contract to evaluate access
requests from users against the access control policies. Only authorised users are
able to proceed to receive a subscription secret and the encrypted data from the

data provider.

5.2.1 Overview

In the following sections we present our access management system for secure data shar-
ing within a closed group of organisations, each running on its own cloud infrastructure,
i.e. cloud federation. We do not consider how the group is created and under which
conditions the members are added or revoked. Each organisation can provide its data
to be shared with the group members and simultaneously its own members can request
different data from other organisations within the federation. To put this in the GDPR
context, the data provider in an organisation is the data controller who already obtained
appropriate consents to share and manage personal data according to the data owner’s

privacy policies, while data consumers are the data processors.

The main entities involved in the data sharing protocol are: Identity Manager, Access
Control Manager, Data Provider, and Data Consumer. The data provider is an organi-
sation willing to share personal data with other organisations that are members of the
federation. The data consumer is a member of an organisation of the federation that
requests access to personal data held by another organisation. The access control man-
ager evaluates if a data sharing activity among members of the federation is granted
or denied based on a set of data access policies. The identity manager is responsible
for generating and issuing identity tokens that data consumers can use to prove their

identity to the access control manager.

In particular, the data sharing protocol goes through the following four phases: policy

specification, data encryption, policy evaluation, and data decryption'

. The system al-
lows the federated organisations to specify fine-grained access control policies in terms
of users’ identity attributes. Identity attributes in the system are in tokens format. We
assume users belonging to the member organisations have already obtained their identity
tokens from the identity manager as described in Chapter 4. Policies are enforced by
means of a cryptographic approach that supports efficient key management; specifically
data are encrypted with a symmetric key and users are able to reconstruct the key only

if they satisfy the access control policy of the federated organisation providing the data.

!Note that in this work we do not consider the processes of policy update and user add/revoke as we
will describe later.
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5.2.2 Design

The system architecture consists of multiple distributed components across several cloud
infrastructures and a private blockchain network presented in Figure 5.2. Our proposed
design allows different data providers to securely share personal data with different data
consumers. Blockchain is used for both identity and access management by means of
smart contracts. Each data provider runs its own access control manager contract, while
only one federated identity manager is responsible for the entire system. For simplicity,
we depicted only two organisations, where Org 1 provides data and Org 2 hosts a user
willing to access that data. The dashed line represents the identity management protocol

and the solid line represents the data sharing protocol.
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Figure 5.2: Blockchain-based access control system.

In practice, system components can be described as follows:

- Identity Manager (IdMgr): a chaincode/contract residing on the blockchain and re-
sponsible of generating and storing users identity tokens. IdMgr has a public/secret

key pair V Kigmgr and SKjgmgr for digital signature scheme.

- Access Control Manager (ACM): a chaincode/contract residing on the blockchain
and responsible for policy management, authentication and authorisation of data
access requests. ACM has a public/private key pair V Kacm and SKacwm for digital
signature scheme. Algorithm 2 shows the the pseudocode of ACM chaincode.

- Data Provider (DP): an application allows the data provider to define access control

policies on data, encrypts the data according to these policies and supports the key
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management scheme. DP maintains off-chain storage (local) that contains personal
data stored in an encrypted format using a symmetric cipher. This allows the data
to be deleted from the system, in case a data owner withdraws their consent, which
is in line with GDPR. DP has a public/private key pair V Kpp and SKpp for the

digital signature scheme.

- Data Consumer (DC): an application that provides an interface for the data con-

sumer user to communicate with the other entities in order to request access to
data. Each DC is given two public/secret key pairs V Kpc and SKpc for the digital
signature scheme, and EKpc and DKpc for the asymmetric cipher scheme; and a

unique identifier DC,,y,.

- Blockchain Ledger (Ldgr): a distributed and replicated database shared among a

private set of nodes and used to store identity tokens, access control policies and

reference to encrypted data.

Algorithm 2 Access Control Manager ACM Chaincode/Contract.

1:
2
3
4
5:
6
7
8
9

10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:

procedure INITIALISE
Generate (VKacn, SKacwr)
Publish VK aonm
Set Counter := 0

end procedure

: procedure PuBLISH PoLricy(d — tag, H(e), ACP(d), ACV)

On receive (request) from DP:
if Verify (request,V Kpp) == TRUE
nonce := Counter
Counter := Counter + 1
Parse request as:
Policy := (nonce, d-tag, H(e), ACP(d), ACV)
PUT Sign(Policy)SK acm
end procedure
procedure EVALUATE PoLicy(H (token), d-tag)
On receive (request) from DC:
if Verify (request,V Kpc) == TRUE
GET (d-tag, Sign(Policy)SKac)
for Cond in Policy: do
GET Sign(H (token), Token)SKqngr
if Cond satisfy att-value == True
end for
return Fvent(Permit,request) to DP
end procedure
procedure QUERY PoLICY(d-tag)
On receive (request) from DC:
GET Sign(Policy)SK acm
return Sign(Policy)SKacm
end procedure
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5.2.3 Cryptographic Building Blocks

We collect here the various cryptographic primitives and protocol constructions that we

use in our authorisation and data sharing protocol, along with their notations.

- Symmetric encryption scheme, which uses a single key K for both encryption
and decryption, where the operation enc(—) is for encryption and the operation

dec(—)x is for decryption.

- Asymmetric encryption scheme, which uses a key pair: public key EK for encryp-
tion and a secret key DK for decryption along with the two operations enc(—)ex
and dec(—)qx for encryption and decryption respectively, having usual property

that for any data d : dec(enc(d)et) 5, = d-

- Digital signature scheme, which uses a key pair: secret key SK for signing and
a public key VK for verification along with the two operations sign(—)s and

ver(—)yx for the signing of information respectively verifying signatures.

- Cryptographic hash function H() to create a reference to encrypted data and

identity tokens for easy and fast retrieval.

5.2.4 Protocol

Our approach assumes that DCs have already obtained their identity tokens from IdMgr.
Each identity token has the following format and stored in Ldgr.

Token = (Usryym, att-tag, att-value)

The main phases of the data sharing protocol are described below. Figure 5.3 shows the

complete protocol interactions.

1. Policy Specification: The DP provides a set of data items D = {dy,...d;} that it
is willing to share with data consumers DCs in other organisations. Each data item d is
associated with a unique identifier d — tag. For each d € D, DP defines a set of access
control policies AC'P(d;) that specify which DC's are entitled to access d based on DC's’

identity attributes. An access control policy acp is a tuple (s, 0, D), where:

- s is a conjunction of attribute conditions cond; A ... A cond,. Each attribute

condition cond; is in the form of (name,, op,v) , where:

* name, is the name of an identity attribute a.

* op is a comparison operator such as =, #, <, <, >, >.

* v is the value of attribute a.
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Figure 5.3: Data sharing protocol interactions.
- o is a set of portions (data items) dy, ..., d; of data to be shared D.

2. Data encryption: DP chooses an ¢/-bit prime number ¢, a cryptographic hash
function H(-) whose output bit length is no shorter than ¢/, key space K.S = F,, where
[F, is a finite field with ¢ elements, and a semantically secure symmetric-key encryp-
tion algorithm with key length ¢ bits. Based on the defined policies, DP generates a
symmetric key K € KS to encrypt all data items, which are protected with the same
access policies. For example, if data items d; and d; are protected with the same set of
access control policies acp,, acpy, acp, € ACP, where ACP is a set of all access control
policies protecting the same data items?, d; and d; are encrypted with the same key K
as enc(d;, dj)k — e;,e;. This will assure a data item is encrypted only once regardless

of the number of applied access policies.

After a data item d; is encrypted, a hash of the encrypted data item e; is calculated
H(e;). The hash is used to check the integrity of the encrypted data item e; following
retrieval by a requesting DC. As part of the encryption process, DP generates an Access
Control Vector (ACV), and embeds the key K. The ACV is generated as outlined
in Section 3.3.3. In order to ensure transparency of the data sharing process, the access
control policies ACP(d;), the data item unique identifier d;-tag, the hash H(e;), and the
ACYV needed to reconstruct the key are published on Ldgr via the contract ACM. This
allows any user to know at any time the policy set that is applicable to its access request
and the related access context, while each encrypted data item e; is stored securely on

an off-chain storage, along with the corresponding d;-tag (see Figure 5.4).

2This is referred to as “Policy Configuration” in the original work by Shang et al. (2010b).
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Figure 5.4: A visualisation of the data encryption process.

3. Policy Evaluation: when a DC, who successfully obtained identity tokens, decides
to access a data item d;, DC checks the public policies associated with d;. Then DC
has to register a set of identity tokens with ACM. In particular, DC has to submit an
identity token for each attribute condition cond; in the policy ACP(d;). The identity
tokens are not submitted by DC to ACM, but retrieved by ACM from the blockchain
Ldgr. ACM first verifies IdMgr’s signature in each identity token. Then ACM evaluates
att-value in the token against the attribute condition in cond;. For each att-value in
the token that satisfies the condition in cond;, DP generates a subscription secret (SS)
rij € Fg. The SS will later be used by the DC to reconstruct the decryption key K
following the ACV-BGKM scheme and gain access to data. To securely deliver the SSs
to authorised DC, DP encrypts the SS using an asymmetric cipher and send them along
with the encrypted data. DP maintains in a table 7" all the delivered SSs for each cond;
in ACP (see Table 5.1).

Nym cond; | cond; | condy | cond;
DC0001 - - 10491 | 60987
DC0825 | 11109 - 96875 -

Table 5.1: Table of SS maintained by DP.

The rationale behind keeping the encrypted data in a private data storage controlled
by DP instead of publishing them to all member organisations similar to the original
approach by Shang et al. (2010b) are: Firstly, sometimes different data items d; and d;
are encrypted with the same key K (as a result of being protected with the same set of

access control policies), the same set of SSs used to access d; can also be used to access
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d; without officially submitting an access request by an authorised DC. This does not
violate the privacy of d; according to the applied access control policies; it does however
affect the accountability of the system. Secondly, this reduces the costs of managing

and controlling the data in the cases of policy update.

4. Data Decryption: To check the integrity of the encrypted data, DC calculates
its hash and verifies it against H(e;) published on Ldgr. DC also retrieves the public
parameters published on the blockchain, i.e. ACV. DC decrypts the SS, then uses it
along with the public parameters to create a Key Extraction Vector (KEV). The inner
product of the KEV with the public ACV is the symmetric key K, which can be finally
used to decrypt the encrypted data item.

5.3 Security Analysis

In designing the blockchain-based access management system, our contribution focuses
primarily on protecting the confidentiality of personal data, while relying on blockchain
and some cryptographic primitives to achieve security. Therefore, we present in this

section an informal security analysis of our access control manager design.

5.3.1 Trust Assumptions
Cryptographic Assumptions

e Symmetric key cryptography

— we assume that it is unfeasible to decrypt a ciphertext without the encryp-

tion/decryption key.
e Public key cryptography

— we assume that it is unfeasible to decrypt a ciphertext created from a public

key without the corresponding private key.
e Digital signature

— we assume that digital signatures can be verified using a public key, and the

signature could only have been generated by the corresponding private key.
e Hash function

— we assume that a cryptographic hash function generates a hash value that
is a unique representation of any given input. By unique, we mean that we
assume it would be unfeasible to find two different inputs that give the same

hash value.
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e ACV-BGKM key management scheme: the key management scheme is provably
secure (Shang et al., 2010a,b).

we assume that only authorised users are able to derive the key to decrypt
data.

we assume that key is never stored or transferred in clear.

— we assume that a user who left the group should not be able to access any

future keys.

— we assume that a newly joining user should not be able to access any old

keys.

Blockchain Assumptions Provide the same assumptions and considerations pre-
sented in Chapter 4 when analysing the security of our identity manager, in this section
we only consider the security of the blockchain ledger and the applications running on
top of it, i,e, our proposed identity and access control managers. The security of the
ledger itself is guaranteed by means of cryptography, hence the ledger is secure as long
as the former cryptographic assumptions (digital signature and hash function) hold. As
such, we assume the blockchain ledger is trusted for integrity and availability, in addition

to the followings:

e Transaction and message sources are authenticable, i.e. a transaction m sent
from X user (or message m from contracts IdMgr or ACM) is identified by the
receiving party as originating from X. Transactions and messages are integrity-

protected (as they are digitally signed by the sender), but not confidential.

e The identity manager contract |dMgr and the access control manager contract
ACM are globally visible on the blockchain and their source code is published for
users. Thus we assume that [dMgr and ACM behave honestly.

e Data stored on the blockchain, i.e. identity tokens, access control policies and data

references are integrity-protected but are not confidential.

This assumption is still strong, since attacks on the network or consensus levels in a
blockchain system can have a propagated effect on the security of the blockchain ledger

and the blockchain based application.

5.3.2 Threat Model

As the system is designed for closed federation environments, only members of the feder-
ation can send messages to ACM. Threats against the blockchain infrastructure, namely

network and consensus layers are beyond the scope of this analysis, hence collaborative
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attack scenarios, for example sybil and spam attacks (seeSection 2.4), are not consid-
ered. In our security analysis, we pay our primary attention to an adversary whose
main goal is to violate the data confidentiality property set forth in the framework. In
particular, the adversary aim to bypass the access control policy specified by the data
provider with respect to their data, so as to learn the content of the encrypted data

without permission granted by the access control manager. This can be achieved by:

- Manipulating the access control policies.

- Attacking the contract/chaincode to change the access decision.

We assume that the adversary is computationally bounded, and it cannot break the
cryptographic primitives and is not able to subvert the security guarantee offered by the

smart contract system. Finally, we leave DoS attacks against the system beyond scope.

5.3.3 Security Properties
Here we provide an informal analysis of the main security properties of the protocol.

e Confidentiality of data and fine-grained access control. Data confidential-
ity is guaranteed by encrypting data with AES encryption under group-specific
keys. To enable fine-grained access control, we allows data providers to encrypt
their data under different keys, so that access to each subset of data is governed
by a separate key, and therefore independent. To attain scalable and efficient key
management, the AES keys are managed under ACV-BGKM. Thus, provided that
the AES and ACV-BGKM schemes are not compromised, our data sharing pro-
tocol secures personal data at rest. Formal treatments on security definition and
proofs of AES can be found in Duan et al. (2005), and those of ACV-BGKM are
presented in Shang et al. (2010a).

e Integrity of Access control policies. We store access control policies by means

of smart contract, i.e. ACM, which maintains the integrity of the policies.

e Integrity of policy evaluation process. We implement our access control
manager as a smart contract. By exploiting autonomous and decentralised nature
of the smart contract, we avoid single point of failure and unnecessary involvement
of a trusted third party. The availability and fault tolerance of ACM is provisioned

by the underlying consensus protocol run among a number of nodes in the network.
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5.4 Implementation

5.4.1 Chaincodes

Hyperledger Fabric v1.4 is used together with the Go programming language GoLang
to write identity manager IdMgr and access control manger ACM chaincodes. IdMgr
and ACM runs on/with peers on the blockchain network. Sending transactions to these

contracts is the only way to request an identity token or data access.

For each chaincode, we defined different assets, i.e. Token for IdMgr and Policy for ACM.
Both assets are JavaScript Object Notation (JSON) objects. The JSON objects are
converted to strings which are stored in the chaincode (i.e. the blockchain ledger) as
key/value pairs; we use token-Id/data-Id as the key and the JSON string as the value.
For policy representation, we used JSON array format so it is easy to iterate through

the different conditions within a policy.

Note that, the scope of key-value data is actually channel/chaincode (meaning it is
not scoped to the channel and each chaincode instance in a channel manages its own
state). And since the ACM needs to verify users’ tokens on the ledger, we created a third
chaincode, which simply manages the get/put operations to the ledger and the other
chaincodes always call it when dealing with the “shared” state. So instead of having two
ledgers (token ledger and policy ledger) we have one shared ledger. We use CoachDB
to store the ledger state because it supports rich queries when chaincode data values
are modelled as JSON. For simplicity of implementation and evaluation we used only
numerical values to represent the values of identity attributes. A simple mapping can be
used to link non-numerical values to the numerical ones. We defined some restrictions on
the ACM chaincode, which involves allowing only one node (the one which also runs the
DP application) to write into the ledger using the Publish Policy method, while other
the nodes can only send read-type queries (access requests) to the ledger. As such,
only the DP is able to publish policies on the shared ledger. The ACM parses access
requests against to published policies, and produces events when an approved decision

is committed to the blockchain.

5.4.2 Data Provider Application

The data provider program is built in C/C++ to perform key management and data
encryption. The program also generates subscription secrets SS for authorised users.
We use NTL library (Victor, 2016) version 11.2.1 for finite field arithmetic (big integers,
vectors and matrices), and an implementation of OpenSSL (Young et al., 2011) version
1.1.0 cryptographic library for AES-128 symmetric key encryption and cryptographic
hashing.
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The DP application was built to interoperate with the ACM chaincode and the DC
application using the gRPC? remote-procedure call framework. The framework allows
us to describe the RPC interface (procedures and message formats) using a specified
syntax, and then using code generation, we can generate the interface code to the various
different programming languages with minimal effort. The DP application interacts with
ACM via a client application written in Node.js. This application acts as a connector to
create a new gateway to the peer node. In order to enable the client application to invoke
or query the ACM chaincode, we create a corresponding wallet. Once the connection
to the peer node is established, the application can send transactions to the chaincode.
DP sends policies in JSON format to the ACM. The DP client application also listened
to the authorisation events from ACM via Fabric SDK and marshal the payload of the
event to the C program to generate the corresponding SS. To interact with the DC

application, the DP initiates a secure SSL channel to exchange data.

5.4.3 Data Consumer Application

Similarly, the data consumer program is built in C/C++. The DC program also imple-
ments a wallet to send transactions for ACM and IdMgr chaincodes. We also use NTL
library (Victor, 2016) and OpenSSL (Young et al., 2011) version 1.1.0 cryptographic
library for AES-128 symmetric key encryption and cryptographic hashing. Interaction
between the DC program and the other entities is via gRPC calls. We run an HTTP
server to connect applications with the background blockchain network. For applications
echo?, a minimal and flexible Golang web-application framework, is used to implement
basic HTTP server functions and provide a series of RESTful APIs.

For the blockchain network, the server needs to interact with several parts via supported
SDKs. Firstly, the server has to access the Fabric CA as a client in order to enrol the
administrator identity and set user context. Secondly, by using APIs provided by Fabric
SDK, the server is able to invoke specific chaincode on a target channel by assigning
unique channel ID and function arguments to requests, aiming to query and update the
ledger on specified peers. The specific user context set by the server previously can be
used to sign all the requests invoked by APIs. Furthermore, all the data retrieved from
the ledger can be returned to applications in the JSON format. Thus, the procedures of

our HTTP server can be summarised as follows:

1. Using Fabric CA SDK to enrol the admin identity.

2. Starting the HTTP server to listen to a specific port and receive requests from

applications.

3gRPC is available here: https://grpc.io/
“https://github.com/labstack/echo


https://grpc.io/

Chapter 5 Blockchain-based Access Control for Data Sharing 121

3. According to the diverse parameters of requests, using Fabric SDK to invoke target

chaincode to do some query or update operations.

4. Returning data to applications in the JSON format.

5.4.4 Ledger

Ledger in a peer includes the world state and a copy of all transactions. The world
state is a database that holds the current values of a set of ledger states, while the
blockchain is a transaction log which recalls all the changes that determine the world
state immutably. All those states are expressed as key-value pairs, which have a great
interactivity with JavaScript Object Notation (JSON).

5.5 Evaluation

5.5.1 Experimental Setup

The experiments performed on the Amazon AWS EC2 server running the Ubuntu Server
16.04 with 4 GB of memory, where we run the chaincodes on the Hyperledger Fabric net-
work, consist of 4 peer nodes (2 orgs, each has 2 peers), so there are 4 application docker
images running (1 application image per 1 peer node) and one orderer node running Solo
implementation along with the DP application; and a Dell latitude 7490 laptop, i7-8650,
1.9Ghz, 16 GB RAM, Ubuntu 16.04 LTS, where we run the DC application. While SOlo
implementation provides the best performance possible, other consensus algorithms en-
sures better security and scalability. It is worth to mention that the main purpose of
this experiment is to demonstrate the applicability of the data sharing protocol using a
permissioned blockchain model regardless of the used consensus, rather than measuring

the performance of the blockchain-based protocol.

5.5.2 Performance

The performance of the system is evaluated by analysing the system throughput of
HTTP requests. The throughput is evaluated by Requests Per Second (RPS), the rate
at which requests are completely processed. We use Locust®, an open-source load-testing

framework to evaluate the system throughput over increasing request arrival rates.

Note that in this chapter we do not specifically consider the time required for both en-
cryption and decryption operations, as they are done off-chain and they use a symmetric

key scheme, which should be fast and efficient. It also does not consider the overhead of

Shttps:/ /locust.io/
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the ACV-BGKM (Shang et al., 2010b) since it is not effaced by the use of blockchain.
The generation of both access control vector (ACV) and key extraction vector (KEV)
are done off the chain. The experiments conducted by Shang et al. (2010b) showed that
both operations are efficient, yet the ACV generation process is affected by the number
of users, meaning for a given N of users, the ACV computation time increases with the
number of current users. However, compared to the test results provided by Shang et al.
(2010Db), our off-chain operations are slightly faster. This is due to the enhancement in

hardware infrastructure.

In this chapter, we mainly consider two variables that may affect the on-chain process of
evaluating access control policies, namely the number of conditions in an access policy

and the access request rate to the ACM chaincode.

5.5.3 Policy Size

In the following experiments, we measure the time for publishing and evaluating access
control policies by varying the average number of attribute conditions per policy, and

keeping the number of requests fixed at 600 requests (for the evaluation method).

Throughput (TPS)

Response Time (ms)

4 5 ] 7
Policy Size (number of conditions)

Figure 5.5: Throughput of publish policy for different number of conditions per
policy.

Figure 5.5 shows the response time for publishing access control policies with different
sizes (different number of conditions per policy). The number of conditions per policy is
varying in size from 1 to 10 conditions. As the number of conditions per policy increases,
the response time remains almost constant with an average of 33.14 milliseconds. This
is mainly because blocks in a blockchain system have the same size regardless of the size
of the transactions and blocks are committed to the ledger in a constant rate depending

on the consensus protocol and the network configuration.

Figure 5.6 compares the response time between the policy publish and policy evaluate
methods with respect to policy size (the number of conditions per policy). While the
response time is almost constant to publish policies with different policy sizes, the re-

sponse time to evaluate access request against these policies increases linearly as the
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Figure 5.6: The impact of policy size on the policy evaluation throughput.

number of conditions per policy increases. The response time for evaluating a policy
with 10 condition is slightly over one second. This could be justified by considering the
time needed to retrieve the identity tokens and then evaluate them against each policy

conditions.

5.5.4 Request Rate

We consider the throughput of ACM (policy evaluate method) by varying the request

rate for different number of attribute conditions per policy.

Throughput

Response Time (ms)
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Figure 5.7: Throughput of evaluate policy for different request rates.

We illustrate the experiment for one data item, as computations related to different
data items are independent and similar, and thus can be performed in parallel. Fig-

ure 5.7 reports the average response time and throughput of the ACM over different
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request rate (message count). It indicates that with the increasing of requests arrival

rate and conditions per policy, the throughput increases linearly.

5.6 Limitations and Suggested Extensions

5.6.1 Limitations

Our approach inherits the limitations of ACV-BGKM. The group key management ACV-
BGKM is efficient and provably secure, but only for a small group size. The main

limitations of this approach are:

First, updating the access control policies or the group dynamic, i.e. adding a new
data consumer or revoking an existing one imply decrypting and then re-encrypting all
affected data items in storage with the new keys and updating the public information
on the Ldgr, including the ACV and the hashes. In our approach we reduce the cost of
publishing the actual data in the cloud to an internal storage, so the overhead of data
transfer is eliminated. In highly dynamic collaboration, this is still not practical as it

adds more computation load on DP application, especially when the data set is large.

Second, ACV-BGKM construction becomes impractical with a large number of users
since the complexity of the matrix and the public information is O(n). This issue has
been addressed by Nabeel et al. (2014) by introducing subset-cover techniques with
BGKM to make the complexity sublinear in n. The high-level idea is that instead of
giving only one subscription secret, DCs are given multiple secrets which overlap with
some of the secrets given to other DCs. When a DC is revoked, one or more secrets
become invalid. When generating a new group key k, instead of selecting one secret per
DC, we select only the minimal subset of secrets that covers all the group members. Some
subset-cover techniques reduce the number of secrets required to build the access control
matrix to log(n) which in turn vastly improves all the algorithms of the ACV-BGKM

scheme.

5.6.2 Suggested Further Work

Privacy-preserving authorisation. Our blockchain-based access control solution
for data sharing was first introduced in Alansari et al. (2017a) with a privacy-preserving
feature. That was supported by Oblivious Commitment-Based Envelope (ODBE) proto-
cols. The protocols allow a user to decrypt the subscription secrets only if their identity
attributes satisfy an attribute-based access control policy and without the data provider
learning the user’s identity attribute values. To guarantee the integrity of the policy

enforcement protocol, the framework adopted blockchain and Intel’s SGX. While some
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of the building blocks of the previous framework and the one proposed in this paper are

in common, the main objectives of the previous framework were:

- The secure sharing of data.

- The privacy of the identity attributes of the data consumers requesting access to
the data.

- The integrity of the data sharing protocol.

However, as the regulatory requirements have changed, in this thesis the main objective
is to enable sharing of personal information which, in accordance with GDPR, principles,

is secure, transparent and accountable.

5.7 Chapter Summary

In this chapter we introduced our access control approach for data sharing in cloud
federation setting. Instead of entrusted third-party services to manage access to data, the
blockchain has been proposed as an alternative to address the limitations of centralised
approaches. The blockchain was also exploited to maintain the transparency of the
access control policies and protect the policy evaluation process. To enable secure data
sharing, we adopted a policy-based approach that allows a data provider to enforce
access control policies via encryption on data. The approach supported a group key
management scheme which is secure and allows qualified data consumers to efficiently
extract decryption keys for data they are allowed to access, based on information they
have received from the data provider and other public data on the blockchain. We also
show how to implement the proposed approach using Hyperledger Fabric and evaluate
the performance of the chaincode implementation. Our experimental results indicate
that our proposed approach is efficient, as our blockchain-based access control manager
can return access decisions in few seconds for up to a thousand data consumers even for

complex access control policies.






Chapter 6

Accountable Data Sharing in the
Cloud

Accountability helps to trace the user’s data, protect sensitive and confidential informa-
tion and enhance users’ trust in the system (Pearson, 2011). According to Pearson and

Charlesworth (2009), accountability within the cloud comprises the following elements:

- Transparency. Individuals should be informed about how their data is handled
within the cloud.

- Assurance. Accountability and transparency provides assurance to the cloud
users through demonstrating the application of necessary privacy measures on

data.

- User trust. Accountability helps foster users’ trust. This can be achieved by
deploying accountability measures that records information about users’ data like

how data are controlled, who has accessed them and why.

- Responsibility. Accountability includes identifying the responsibilities of people

and organisations in relation to the controlling or processing of data.

- Policy compliance. Accountability helps ensure that the cloud provider complies

with organisational policies, user privacy preferences, and laws.

The EU’s new General Data Protection Regulation (GDPR) introduces accountability
requirements for organisations and rights for individuals. Accountability plays a huge
role in ensuring that laws that apply to cloud computing are enforced, as it requires
service providers to take responsibility for compliance and to demonstrate their actions.
GDPR demands that the data controller must provide to an individual, upon request,

information about the transfer of their data to a third party. Data controllers should
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also ensure that processing of personal data is legal as they may be sued if they fail to

fulfil their legal obligations.

In most data sharing scenarios, personal data sharing is facilitated by data controllers,
who are often not the actual owners of the data. As such, data sharing systems should
(by design) provide some mechanisms to satisfy GDPR transparency and accountability
requirements. This can be achieved by allowing the data controllers to collect and
maintain records of all data access activities and some related information on the shared

data in a tamper-resistant log.

In this chapter, we integrate our blockchain-based data sharing protocol, presented
in Chapter 5, with an accountable decryption and logging mechanism that relies on
Intel’s Software Guard Extensions (SGX), one of the most popular and recent implemen-
tations of Trusted Execution Environment (TEE). The following sections are structured
as follows: Section 6.1 discusses the main motivations for accountability tools and logging
systems in the cloud environment. It also introduces an existing approach for account-
able decryption and its main limitations. Section 6.2 introduces our proposed solution
to accountable data sharing based on an accountable decryption scheme, including the
extended architecture and cryptographic protocols. Section 6.3 presents an informal se-
curity analysis of the proposed accountable data sharing approach. Section 6.4 presents
how the protocol is implemented using Intel SGX. Section 6.5 reports the experimental
results and their implications. Section 6.6 identifies the main limitations in the proposed
approach and suggests new related research directions. Section 6.7 concludes the chapter

with a summary of contributions and findings.

6.1 Accountability Systems and Logging Tools in the Cloud

Cloud computing is a large infrastructure which provides many services to users without
installation of applications or downloading of resources on their own machines. Cloud
and its services are utilised by many users, businesses and governments. One of the
common services provided by the cloud is data management, where cloud users send
their data and access control policies to the service provider. The service provider
becomes responsible for the following activities to guarantee the confidentiality of the
data: encryption and decryption, key management, authentication, and authorisation.
However, for users to track how their data is managed and with whom the data is
being shared, an accountability mechanism should be put in place. Accountability is
necessary for monitoring data usage: in this all actions on data are cryptographically
linked and collected by the service provider, thus providing reliable information about
the usage of data. As such, it can be said that accountability s important for verification

of authentication and authorisation.



Chapter 6 Accountable Data Sharing in the Cloud 129

The majority of the available solutions to address accountability in the cloud are based
on logging systems that can collect several types of events (Ko et al., 2011; Ko et al.,
2011; Sundareswaran et al., 2012; Thilakanathan et al., 2015). Any event occurring in an
organisation, system or network is recorded by several entries in a log file. This process
of generating log files is known as logging. The log file provides useful information
about past events occurring in the system and network during a specified time span.
Each entry in the log file provides significant information related to a particular event
at the time the log file is generated. Initially, the log file is used for troubleshooting in
systems. However, logs are now mainly used for security and accountability purposes.
For instance, logs are used to record malicious activities at the time of the attack for

forensic investigation purposes.

As the log contains information that could be used to trace back any attack or data
misuse (depending on the purpose of the log), malicious parties are more interested in
tempering the data in the log files. Securing log files from attacker is a great challenge
because of the heterogeneous nature of the resources, the distributed infrastructures, the
virtual networks, the decentralised controls, and the massive amount of data in the cloud.
To protect the integrity of the log against any malicious modification or manipulation,
several approaches have been proposed, including the use of cryptography (Schneier
and Kelsey, 1998; Sundareswaran et al., 2012) and the use of secure hardware (trusted
computing module) (Shepherd et al., 2017; Karande et al., 2017; Nguyen et al., 2018) or a
combination of both (Accorsi, 2013). Recent approaches have also leveraged blockchain

to secure logs (Sutton and Samavi, 2017; Castaldo and Cinque, 2018).

One of the many proposed uses for log systems is to capture data decryption logs,
which contains information about the circumstances of a decryption process. Accord-
ing to Ryan (2017), decryption is accountable if the users that create ciphertexts can
gain information about the circumstances of the decryption that are later obtained.
The general purpose of accountable decryption schemes is to make decryption key hold-
ers accountable for their use of the key. This accountability might take many forms.
For example, some applications might need fine-grained accounts of exactly what was
decrypted, and when, while in other cases, we may be interested only in volumes, fre-
quencies, or patterns of decryption. Ryan (2017) proposed an accountable decryption
scheme that uses a trusted hardware as a decryption agent, which has no way to to

decrypt data without leaving evidence in the log.

The proposed protocol was implemented in Severinsen (2017) by exploiting Intel SGX (In-
tel Corp., 2016) to design a decryption device that can be trusted to only perform de-
cryption process if the evidence of the decryption is observable by the data provider.
The decryption device securely maintains the key to decrypt all cipher texts, while access
requests to data initiated by users are collected as evidence and stored in a tamper-proof
log. SGX can provide cryptographic assurance to the users that the protocol behaves

as specified via remote attestation.
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The main principles to the accountable decryption scheme are:

e Users can create ciphertexts using a public key encryption scheme, such as RSA.

e Decrypting agents are capable of decrypting the ciphertexts without the help of

the user.

e When a decrypting agent decrypts a ciphertext, it unavoidably creates evidence
that is accessible to the user. The evidence cannot be suppressed or discarded

without detection.

e The users should be able to gain whatever information they require about the

nature of the decryption being performed, by examining the evidence.

6.2 Our Solution: SGX-based Approach for Accountable
Data Sharing

There is a need to provide a mechanism that allows auditing of data in the cloud. On
the basis of accountability, we proposed a mechanism which keeps access to personal
data accountable, meaning that data owners can get information about usage of their
data. This mechanism combines our data sharing protocol with an extended version of
the accountable decryption approach proposed by Ryan (2017). The proposed approach
supports accountability in a distributed cloud environment, where data providers can
collect information about how the data are being handled, showing compliance with the

data owner’s privacy policy and current data privacy regulations.

As the original accountable decryption approach by Ryan (2017) does not support any
kind of access control, anyone submitting a decryption request can consequently obtain
the decrypted data in clear text. Owur solution supports the accountable decryption
protocol with an access control mechanism allowing only authorised users to retrieve data
in cleartext. Additionally, instead of a single decryption key cached in the decryption
device, SGX is used to securely construct a decryption key out of the encrypted data

and some public information every time data decryption is requested.
Accountable decryption and logging for the data sharing context should satisfy the
following requirements:

e Each authorised access to data should be correctly and automatically logged.

e Data decryption (the actual data access), can only be done after the access request

is logged.
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e The log should contain additional information about the access request, includ-
ing time, source, and purpose. We refer to such information as “accountability

attributes” .

e The log file itself must be secure (tamper-proof) against illegal insertion, deletion

and modification by malicious parties.

e The proposed approach should not intrusively monitor data consumer’s systems,
nor should it introduce heavy communication and computation overheads, which

otherwise will hinder its feasibility and adaptation in practice.

6.2.1 Overview

Scope: The process of accountable data sharing goes through three steps:

1. Authentication- verifying the identity of the use.
2. Authorisation- evaluating the access rights (privileges) of the user.

3. Logging- recording user activity.

In this chapter, we assume users are already identified and authenticated as described
in Chapter 4. As such, we focus only on how authorised users can access (decrypt)
specific data items after evidence about their request is recorded by the data provider in
a tamper-resistant log. It is important to mention that in this work we do not consider

how to preserve the confidentiality of this log.

Context: The goal of our proposed approach is to allow a group of service providers
and data consumers to share data in an accountable way. Accountability is achieved
by recording each authorised access request with some additional information about
the conditions in which the request occurred in a log file for auditing. We do not
consider how the group is created and under which conditions the members are added
or revoked. In GDPR parlance, a data provider is a data controller who has already
obtained appropriate consent to share and manage personal data according to the data

owner’s privacy policies.

Entities: Our scheme for accountable data sharing involves four entities running for
two different organisations. The data provider organisation runs and manages Encryptor
and Log Service and the data consumer organisation runs and manages Deccryptor and
Decryption Device. The encryptor for responsible of encrypting the data, generating in-
formation needed to decrypt them and creating log events. The log service maintains the

log and produces the necessary proof. The decryptor submits data access (decryption)



132 Chapter 6 Accountable Data Sharing in the Cloud

requests and connects the decryption device with the other entities. The decryption de-
vice reconstructs the decryption key and decrypts data once proof of an access request

is appended to the log.

In general, the accountable data sharing protocol allows organisations to share data
encrypted according to some access control policies with data consumers in other or-
ganisations. The data provider collects information about each access request following
the authorisation of data consumers, who should be able to decrypt the data only if the
evidence about their requests is recorded in a tamper-proof log. This log can later be

inspected for auditing purposes.

6.2.2 Design

We introduce an enhanced accountable decryption scheme for the data sharing mech-
anism presented in Chapter 5. We extended the approach proposed by Ryan (2017)
and Severinsen (2017) to support decryption only for authorised users who have ob-

tained a Subscription Secret SS.
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Figure 6.1: Accountable data sharing system.

The main components in accountable decryption protocol (reported in Figure 6.1) are:

e Data Provider is an organisation (Org;) that is willing to share data with other

organisations. Data provider hosts the followings:

— Data Provider Application (Encryptor) is an application that allows the data
provider to define access control policies on data, encrypts the data according
to these policies using a symmetric key K'. Encryptor can directly commu-

nicate with an off-chain storage (local) that contains personal data stored in

!The symmetric key K is destroyed after data encryption.



Chapter 6 Accountable Data Sharing in the Cloud 133

an encrypted format using K. Encryptor has a public/private key pair V Kpp
and SKpp for a digital signature scheme.

— Log Service is the component of the system which is trusted to store all the
access requests from authorised data consumers. Log main function is to
record data access logs after each SS is delivered to a data consumer. Each
data provider has to keep its own log. The log is organised as an append-only
Merkle tree (see Section 2.2.5) which has the root H.

e Data Consumer is an organisation (Orgs) that hosts a user wishes to account for

decryptions and access personal data.

— Data Consumer Application (Decryptor) is an application that provides an
interface for the data consumer to communicate with the other entities in

order to request access to data or with the decryption device to decrypt data.

— Decryption Device is the trusted device and is implemented using the Intel
SGX technology. Each data consumer application has a dedicated decryption
device, where the application can be seen as a relay to pass data in and out of
the decryption device. The device contains a trusted code, which is running
on a trusted space called an “enclave”, to reconstruct the key K and then
performs decryption on requests from the decryptor. The decryption device
has a public/private key pair VK and SKSgX2 for the digital signature
scheme. Algorithm 3 shows the pseudocode of the decryption device SGX

enclave.

Algorithm 3 Decryption device SGX enclave.

10:
11:
12:
13:
14:
15:
16:

1
2
3
4
5:
6
7
8
9

: procedure INITIALISE

Hardcoded: SKggx

Generate (VKsax)

Publish (VKscx)

Set H:=10

: end procedure

: procedure ECALL(e, ACV,SS, H',p, ex)
On receive (request) from DC:
if Verify (e, H',p,ex) == TRUE
H=H
GetKey (e, ACV,SS) = K
Decrypt (e)g =d

end procedure

procedure OCALL(d)
return Sign(d)SKsgx To DC

end procedure

2The private key is also called “attestation key”.
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6.2.3 Cryptographic Building Blocks

We collect here the various cryptographic primitives and protocol constructions that
we use in our representation of an accountable data sharing protocol, along with their

notations.

- Symmetric encryption scheme, which uses a single key K for both encryption
and decryption, where the operation enc(—) is for encryption and the operation

dec(—) is for encryption.

- Digital signature scheme, which uses a key pair: secret key SK for signing and
a public key VK for verification along with the two operations sign(—)s; and

ver(—)yx for signing information and verifying signatures
- Cryptographic hash function H() to index records in the log file.

- Merkle hash tree which is built using a cryptographic hash function to represent
a set of hash values H(1,n). The head of the tree (root hash) is denoted as H.

6.2.4 Log Construction and Proofs

The log service shares the root-tree-hash (RTH) H of Log, and is capable of generating
two kinds of proofs about the consistency and correctness of Log, as specified by Ryan
(2017):

e Proof of presence (p) that an event is indeed in Log. More precisely, given some
event record r and an RTH H of Log, the log service can produce a succinct proof
that r is present in the log represented by H. p can be considered the two minimal

sub-trees needed to recompute the current root hash H and the new root hash H .

e Proof of extension (ex) that is a proof the log is maintained append-only. Given
a previous RTH H’ and the current one H, the log service can produce a proof
that the log represented by H is an append-only extension of the log represented
by H'. ex is the minimal sub-tree containing all the leaves we want to prove are

present in the tree.

The proof of presence p and the proof of extension ex take the form of two trees.

Figure 6.2 depicts the proofs p and ex for the access request rg.

The decryption device only stores the root node H of the log; proving that the presence
of an item in the log is achieved by providing a proof tree that includes the hash of the
item as a leaf node. The guarantees provided by the cryptographic hash function ensure
it is computationally infeasible to find a different tree with the same root hash. The log
must be append-only, and this property is provided by storing the root node inside the

decryption device, and the root hash can only be extended.
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(a) Proof of presence p = extension (H(L,7), (b) Proof of extension ex = presence (rg).
H(1,8)).

Figure 6.2: Tree representation of proof of presence (p) and proof of extension

(ex).
6.2.5 Protocols

The protocol has two phases: the setup phase when the whole system is being initialised

and the run-time phase when the actual interactions between entities take place.

6.2.5.1 Setup Phase

Following the creation of the decryption device enclave is initialising its internal state.
The state consists of the asymmetric key-pair and the Merkle tree root hash of the
request log. The key-pair is used for the remote attestation protocol and to encrypt the
secret data to be used by the enclave only. The enclave software is to be deployed on
the data consumer’s cloud. The first time initialising the device enclave, the root hash
is set to the hash of some value using a specific hashing function, agreed upon with the

data provider’s log service, in this case, the hash of an empty string.

The setup phase also includes running a “remote attesteation” protocol (described in
Section 2.5.2). Remote attestation process is required before initiating any communica-
tion between DP and DC to ensure that the decryption process is indeed performed on
an SGX-enabled platform. Remote attestation process also establishes a secure commu-

nication channel® between DP and DC.

6.2.5.2 Run-time Phase

After the setup phase, all the cryptographic material is in place and all actors are run-
ning. The main actors in the run-time phase are: The data provider application (DP),
the data consumer application (DC), the log service (Log) and decryption device (SGX).
In the run-time, encryptions and decryptions of pieces of data are constantly being made,

as well as accounting operations. The processes of encryption and decryption are built

3Via a shared symmetric key, which DP keeps track of using a dedicated table.
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upon the policy-based scheme proposed by Shang et al. (2010b), while identity manage-
ment and access control follow the blockchain-based approach proposed in Chapter 4
and Chapter 5. However, to simplify the presentation of the accountability protocol, we

assume the following:

e Data consumers have already obtained their identity tokens from IdMgr.

e Instead of our blockchain-based ACM, the data provider is also acting as a cen-
tralised access control manager responsible for evaluating access requests against

access control policies.

In the run-time phase the protocol goes through the following steps.

1. Data Encryption. DP chooses an ¢/-bit prime number ¢, a cryptographic hash
function H(-) whose output bit length is no shorter than ¢/, key space K.S = Fy, where
[F, is a finite field with ¢ elements, and a semantically secure symmetric-key encryption
algorithm with key length ¢/ bits. DP generates symmetric key K to encrypt all data
items which are protected with the same access policies, such as d; and d; are encrypted
with the same key K as enc(d;,dj)k — e, e;. The key K is embedded in a special tuple
called access control vector (ACV) and K is destroyed after the encryption process. The
DP publishes the AC'V and hash of encrypted data H(FE) and keeps the actual encrypted
data E = e, -+, e, in local data storage; using F the DP can identify what data item

d; corresponds to H(e;) in the log.

2. Access Request. The DC willing to access a data item d;, submits access request
to the DP. An access request should contain the hash of the encrypted data item H(e;)
along with the required identity tokens to satisfy the access control policy protecting that
particular data item and some accountability attributes, i.e. the purpose, time-stamp

..etc.

3. Authorisation. The DP evaluates DC’s identity tokens against the access con-
trol policies on d;. If DC satisfies one of these policies, DP generates Subscription
Secrets SS = r;; € F, for each fulfilled condition in the access control policy. The
SS will be later used by the decryption device SGX along with the corresponding ACV
in the data consumer side to retrieve the encryption key K from the encrypted data
following the ACV-BGKM scheme in Section 3.3.3.

4. Access Request Logging. After authorising the access request, the DP generates

a log message and sends it to Log. A log message may contain the following information:
LogMsg = (TquD, d;-tag, H(e;), DCrym, time—stamp,purpose)
where:

- reql D is a value generated by DP for each access request,
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d;-tag is a data item d; to be accessed,
- H(e;) is a hash of the encrypted data item e;

- DCpym is an identification of the data consumer to associate the request to the

requesting consumer. This could be a public key or a simple Nym.
- time-stamp is a time stamp of the request, and

purpose is DC’s purpose to access data item d;.

5. Proof Generation. Log appends the message to the log by hashing its content and
calculating a new root tree hash H'. The service Log needs to produce two proofs: the
proof of presence (p) ensures that the new request was indeed included in the new tree;
and the proof of extension (ex) ensures that the new tree H' is indeed an extension of

the old tree. These three elements are returned to the DP.

6. Decryption Information Delivery. Upon receiving the new hash root and the
associated proofs from Log, to force the data consumer client running the decryption
process within the SGX enclave, DP uses the secure channel from the remote attestation
to provision the ciphertext e;, the subscription secrets S S along with the proof that this
decryption request has been included in the Log. The device needs all these in order to

check the correctness of the logging and that its request is included in the Log.

7. Log Verification. DC first runs an integrity check on the received encrypted data
by recalculating the hash. Then, inside the SGX enclave, the device checks the proofs p
and ex provided with the request, and if they are verified, the root hash H is updated
to H', and the protocol proceeds, otherwise if the proofs cannot be verified, the protocol

is stopped.

8. Key Reconstruction and Data Decryption: SGX uses SS and the ACV to
reconstruct the key K from e;, and hence decrypt d; as in Shang et al. (2010b). Finally,
the SGX forwards the decrypted data item d; to the data consumer’s application.

6.3 Security Analysis

This section details the trust assumptions, threat model and security properties consid-

ered in our design and security analysis.

6.3.1 Trust Assumptions

Cryptographic Assumptions
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e Symmetric key cryptography

— We assume that it is unfeasible to decrypt a ciphertext without the encryp-

tion/decryption key.
e Digital signature

— We assume digital signatures can be verified using a public key, and the

signature could only have been generated by the corresponding private key.
e Hash function

— We assume that a cryptographic hash function generates a hash value that
is a unique representation of any given input. By unique, we mean that we
assume it would be unfeasible to find two different inputs that give the same

hash value.
o Merkle tree

— We assume the Merkle tree inherits the guarantees given by the hash function,
and that the root tree hash is a unique representation of the leaves on the

tree, including their value and order.

— We assume any internal node in the Merkle tree is a unique representation
of all its children, including their value and order. Any tree that does not

contain all the leaf nodes we will refer to as a subtree.

e ACV-BGKM key management scheme: the key management scheme is provably
secure (Shang et al., 2010a,b).

— We assume that only authorised users are able to derive the key to decrypt
data.
— We assume that the key is never stored or transferred in clear.

— We assume that a user who left the group should not be able to access any

future keys.

— We assume that a newly joining user should not be able to access any old

keys.

SGX Assumptions Using the Software Guard Extensions we assume it is possible to

create a trusted execution environment for our software, more specifically:

e We assume that the software is integrity-protected and that the software can con-

vince us of this.

e We assume that the computations executed by the integrity-protected software

can be kept confidential.
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e We assume that the hardware secrets used by the SGX implementation cannot
be extracted without destroying the platform, and thus an attestation signature

generated by the SGX implementation is unforgeable.

e We assume that the mechanism provisioning SGX enclaves is correctly imple-
mented and securely manufactured. Recent attacks on SGX enclaves show the

potential threat to confidentiality, especially side-channel leakages.

These assumptions are in line with the security guarantees provided by Intel (Costan
and Devadas, 2016). Although, as previously discussed in Section 2.5, there have been

some documented threats against the claimed security of the overall model.

Threat Model

As the system is designed for closed federation environments, only members of the
federation can send access requests to the data providers. We consider an adversary
whose main goal is to either violate the data confidentiality or users’ accountability
properties. We also consider attacks against the integrity of the log. In particular, the

adversary aim to:

e Bypass the access control policy specified by the data provider with respect to
their data, so as to learn the content of the encrypted data without permission

granted by the provider.
e Decrypt (access) data without leaving evidence of the access request.

e Tamper with the access log, to delete evidence of requests to specific data items.

We assume that the adversary can pose as data consumer, requesting access to different
portions of the protected data. In this case, it is critical to ensure that the adversary
cannot “collude” these requests to reveal additional information beyond the portions
of data it is explicitly granted access to. Nonetheless, we assume that the adversary is
computationally bounded, and it cannot break the cryptographic primitives employed
in our framework (e.g. encryption schemes such as AES or digital signature scheme).
Further, the adversary is not able to subvert any security guarantee offered by the TEEs.

Finally, we leave DoS attacks against the system beyond scope.

6.3.2 Security Properties

In this section, we present an informal security analysis of our design.
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e Integrity of the log. The log integrity is guaranteed by the use of a Merkle hash
tree. Any attempt to tamper with one of the leaves will generate a completely
different hash root.

e Confidentiality of data and fine-grained access control. Data confidential-
ity is guaranteed by encrypting data with AES encryption under group-specific
keys. To enable fine-grained access control, we allows data providers to encrypt
their data under different keys, so that access to each subset of data is governed

by a separate key, and therefore independent.

e Integrity and security of the decryption device. To protect data confiden-
tiality once it is fed as input to the eligible and approved data consumer, the
decryption device run in an attested TEE, in particular Intel SGX enclave. The
enclaves offer confidentiality and integrity protections for data and code loaded
inside the enclave memory, ensuring that the data consumer faithfully do not leak
sensitive data to any unauthorised party. Formal foundation of enclave execution,
and SGX specifications are discussed in Costan and Devadas (2016). However, two

types attacks may threaten the security of the accountable decryption scheme:

— The accountable decryption scheme depends on the root hash state of the
device and the log to be consistent, and the data provider being able to get
an authenticated and fresh root hash from the device. To ensure the freshness
of the root hash, we need to store and restore the state in case the system
needs to restart. This introduces an attack vector to the device known as
roll-back attack.

— The decryption device makes use of a symmetric key for the remote attestation
protocol. We assume the key is kept confidentiality protected inside the
enclave. However the enclave is vulnerable to side-channel attacks, which can

cause leaking of the secret key.

e Authentication of access requests. All access requests are in practice blockchain
transactions that are signed using the data consumer secret key. As such we could

say all access requests are indeed accountable.

Some other important SGX-related properties that could also be considered are: the
correctness of the enclave setup when the decryption device first initialised and keys are
generated; and the unforgeability of remote attestation required to attest the device to
the data provider. However, since these properties are more hardware and implementa-

tion dependent, we opt to leave their proof to other verification-oriented works.
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6.4 Implementation

6.4.1 Data Provider Application

The data provider program is built in C/C++ to perform key management and data
encryption. The program also generates subscription secrets SS for authorised users.
We use NTL library (Victor, 2016) version 11.2.1 for finite field arithmetic (big integers,
vectors and matrices), and an implementation of OpenSSL (Young et al., 2011) version
1.1.0 cryptographic library for AES-128 symmetric key encryption and cryptographic
hashing. We adjusted the implementation of Nabeel et al. (2011), to use a custom
trusted library to support cryptographic operations compatible with both Fabric and
SGX SDK libraries.

The data provider application performs the following functionalities:

e Generates AES symmetric group key for each policy configuration.
e Encrypts data items with the group key and computes their hash.

e Generates the access control vector ACV, and embeds the symmetric group key in
ACV.

e Sends a policy transaction to ACM.

e Generates SS to authorised data consumers and maintains a table of all the de-
livered S'S.

e Appends access requests to the log service.

e Provides encrypted data, SS and proofs from log to the decryption device.

6.4.2 Data Consumer Application and Decryption Device

The date consumer application composed of two parts. The first part is the SGX enclave,
which uses the C/C++ programming languages. The implementation features a secure
enclave that verifies the proofs of the log, reconstructs AES symmetric key and decrypts
ciphertexts that were encrypted using the generated key. To this end, we used Intel
SGX to provision TEE, and Intel SGX SDK to implement TEE’s codebase. The enclave

should have the following capabilities:

e Generate asymmetric key-pair inside the enclave.
e Export public keys to outside the enclave.

e Initialise the root tree hash (RTH).
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e Verify proof trees, and update the root hash.

e Reconstruct the symmetric encryption key using

ACV, KEV and SS.

e Decrypt ciphertexts provided along with the proofs.

The enclave part of an SGX-based application can be seen as a shared library exposing
an API in the form of Ecalls to be invoked by the untrusted application. Invocation of an
Ecall transfers control to the enclave; the enclave code runs until it either terminates and
explicitly releases control, or some special event occurs. In this chapter, we discussed how
to integrate an accountable decryption scheme with a blockchain-based access control
mechanism. The decryption scheme runs as an enclave program that can make Ocalls
to invoke functions defined outside of the enclave. An Ocall triggers an exit from the
enclave; control is returned once the Ocall completes. As Ocalls execute outside the
enclave, they must be treated by enclave code as untrusted. We faced an issue that is
we could not call the NTL library to perform the operations on matrices. To this end, we
created a custom trusted library to be called inside the enclave, which contains the main

definitions of vectors and matrices operations, for example addition and multiplication.

The second part is the untrusted data consumer application. This application is the
client interface for users to submit their identity token and data access requests. The
data consumer application can recalculate the hash to check the integrity of the en-
crypted data. The SGX enclave does not verify proofs before decrypting the cipher-
texts. The proofs are represented using the JavaScript Object Notation (JSON) data
interchange format, and due to the SGX enclave programming model, there were diffi-
culties including a library for handling JSON objects inside the enclave. To this end, we
let the untrusted application parse the JSON proof structures outside the enclave and
flatten the trees into arrays. The flattened proofs can be copied into the enclave and
verified before decrypting the ciphertext. To interface with remote parties, the gRPC

interface for remote procedure call can easily be generated for C++ as well.

6.4.3 Log Service

The previous entities were implemented to inter-operate with the log service using the
gRPC remote procedure call framework. The framework lets us describe the RPC in-
terface (procedures and message formats) using a specified syntax, and then using code
generation, we can generate the interface code to the various different programming lan-
guage with minimal effort. The log service was written in Java, and the generated RPC
interface lets it call the protocol functions implemented by the prototype. Public-Key
Cryptography Standards 1 v1.5 (PKCS1v15) was used for RSA encryption/decryption

scheme. The SGX enclave implementation uses the C++ and C programming languages.
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The implementation features a secure enclave that generates RSA keys and decrypts ci-
phertexts that were encrypted using the generated key. The SGX enclave does not verify
proofs before decrypting the ciphertexts. The proofs are represented using the JSON

data interchange format.

6.5 FEvaluation

Experimental Setup. The experiments were performed on two different setups:

e The data provider application and the log service running on an Amazon AWS

EC2 server running an Ubuntu Server 16.04 with 4GB of memory.

e The data consumer application and the decryption device running on a Dell lat-
itude 7490 laptop equipped with an Intel Core i7-8650H(Q processor and 8GB
memory. The CPU has 4 physical cores and 8 logical cores and runs Ubuntu 16.04
LTS.

TCB Size. The trusted computing base (TCB) of the accountable decryption scheme
includes the decryption device enclave. The enclave consists of approximately 42.9k lines
of C/C++ code, the majority of which (35.7k lines) is the modified NTL library (Victor,
2016). The source code of NTL has been widely deployed and tested in several security
protocols, while the remainder of the enclave codebase is small enough to admit formal

verification.

Setup- Offline Measurement. Recall that an enclave requires a one-time setup op-
eration which requires attestation generation. Setting up the decryption device enclave
takes 52.5 ms and attestation generation takes 63.2 ms, including 8.4 ms for the report,
and 51.8 ms for the quote. We also measured the time taken to send the signed quote
to TAS and receive the verification report. The average latency (including the network

latency) was 195.25 ms.

Run-time Evaluation. In our experiments, we considered only a single data provider
application and a single data consumer, which runs a decryption device enclave. As we
assume each data consumer runs their own decryption device, we assume the enclave is
processing one decryption request at a time. In this section, we evaluate the performance
of our implementation by measuring the main processes in the data provider application
and the data consumer’s decryption device. Since we implemented the enclave program
with the least interaction with the outside world, only one Ecall/Ocall to and in the
enclave, we use the RDTSC instruction inside of the enclaves to measure the time of each

function instead of measuring the time to return control from a standard Ecall/Ocall.



144 Chapter 6 Accountable Data Sharing in the Cloud

As the number of group users highly affects the response time of access control vector
(ACV) generation (Shang et al., 2010a; Nabeel et al., 2014), we ran the experiments
by varying the group size from 100 to 1000 data consumers and using a policy set with
2 conditions. Figure 6.3 shows the average time to generate the key and ACV in the
data provider side and to reconstruct the key from the KEV on the data consumer’s
decryption device. We observe that running Key Extract() in the SGX enclave incurs
an overhead ranging from 35% to 150% compared to a non-SGX setting as shown in the
work of Shang et al. (2010a).
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Figure 6.3: Average key generation/key reconstruction time for different group
sizes.

In Table 6.1, we show the accountable decryption protocol which ran for 20 times on
the same data item protected with a two-condition policy in a group size of 1000 and

report the average results.

Computation Time in seconds

Data Encryption 0.02017
Key Generation 20.437
Log Generation 0.0118
Log Verification 0.7518
Key Derivation 0.4238
Data Decryption 0.03344

Table 6.1: The average computation time for running one round of the protocol.
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6.6 Limitation and Further Extensions

6.6.1 Limitations

Attacks on Intel SGX The security of the decryption device relies on trust in Intel’s
manufacturing process and the robustness of the SGX system. It is important to ac-
knowledge the limitations of basing security on trust in any particular hardware design.
For example, multiple side-channel attacks have been identified and documented since
SGX’s initial release (Xu et al., 2015; Brasser et al., 2017). In SeTA, we make sure that

the implemented functionalities are resistant to known side-channel attacks on SGX.

Number of SGX-enabled machines and enclaves In our presentation of account-
able data sharing we mostly assumed that each data consumer has their own SGX-
enabled machine, where they run multiple instances of the decryption device each on a
separate enclave. Every decryption device maintains the root hash provided by a specific
data provider, hence each device is responsible for decrypting data from that particular
data provider. This puts some financial burden on organisations to invest in the tech-
nology. From the data provider perspective, this multi-enclave implementation puts an
overhead on the data provider application as it needs to establish attestation protocols

multiple times and keeps the same number of session keys (equal to the number of users).

To minimise the number of SGX-enabled machines required, we could use a single SGX-
enabled machine per organisation instead of one per user. We could say each organisation
has one decryption device and runs multiple enclaves, each is configured to decrypt data
from a dedicated data provider. However, in a shared enclave implementation, where all
the users used the same public log and device, there would be a lot of attestation/public-
key requests to the same enclave, and it would be interesting to evaluate the performance

of the remote attestation request against a single enclave.

Remote Attestation SGX remote attestation protocol was discussed in Section 2.5.2.
Remote attestation allows a client’s enclave attests to a remote entity that it is trusted,
and establish an authenticated communication channel with that entity. As part of
attestation, the client’s enclave proves the following:

1. Tts identity,

2. That it has not been tampered with, and

3. That it is running on a genuine platform with Intel SGX enabled.

In our accountable data sharing protocol, remote attestation process is done between the

data consumer’s decryption device and the data provider application, which we consider
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in the protocol setup phase. Running the remote attestation protocol with multiple
enclaves increases the overhead of the setup phase for the data provider, especially with

the existence of a high number of data consumers.

Unsynchronised Log The decryption device SGX could be tracking a version of the
log which is different to the version that the DP tracks. Although both the decryption
device and the DP can verify proofs that the log is maintained append-only, there is no
guarantee that it is the same log. For the DP to check if the decryption device tracks
the same version of the log, the DP runs a synchronisation check protocol (Severinsen,
2017).

1. Log — DP: H'
The DP receives the root hash H’ from the log.

2. DP — SGX: nonce, where nonce is a random integer
The DP requests the current root hash from the decryption device SGX. The re-
quest includes a challenge to sign the nonce along with the current root hash of

the device to ensure the freshness of the response.

3. SGX — DP : (H,s), where s = sign(v + H) sk,
The DP receives the root hash H and the signature s from the SGX device. The
DP then checks if:
Ver(s)skpp N (H = H')

and if TRUE, the request log is fresh and contains all the decryption requests that
the device has ever performed. The DP can be convinced that the log contains every
data item that has been disclosed because it would be computationally infeasible

to construct a different sequence of requests that gives the same root hash.

The synchronisation check should be done to guarantee the freshness of the log in the
decryption device. However, this process cannot be performed with every access request
from each data consumer as it adds additional computation and network overheads to

the system.

6.6.2 Further Extensions

Log Analysis. Access control can protect against unauthorised access to data, but
in many cases data violations arise from misbehaving authorised users. Therefore, in-
troducing a mechanism to analyse and investigate the log by means of a Log Analyser.
The analyser uses the log information and applies some machine-learning algorithms to
detect access patterns that might be interesting in detecting data misuse by authorised
users (Alizadeh et al., 2018; Argento et al., 2018; Genga et al., 2018, 2019).
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Visual Representation of Access Log To support the transparency of log informa-
tion, a user-friendly approach could be used to provide data providers and data subjects
with a visual means to represent information in the collected access log. For exam-
ple, preference management tools that inform people how systems use their data and
allow them to manage what happens with them. This can be achieved by deploying
a combination of different techniques including layering, dashboards, and just-in-time
notices to address the transparency requirement of GDPR similar to the work proposed
by Raschke et al. (2017).

Verification of the Purpose In this chapter, we offered an approach to collect ac-
countability attributes, including the purpose of data access as part of the data de-
cryption process. A purpose describes the reasons for data collection and data access.
However, a method to evaluate and verify the purpose at the run-time is certainly
needed. The key feature of such models is to check the presented purpose against the
intended purposes for the data item. This could take the format of purpose-based usage

control that covers how the data may or may not be used afterwards.

Formal Verification of the Protocol We realise that our accountable data sharing
protocol is partially dependent on Intel SGX technology as it provides the security
guarantees to achieve the accountable decryption property. A formal verification of the

protocol and a thorough analysis of the decryption scheme is highly recommended.

6.7 Chapter Summary

We described an accountability mechanism to enhance our secure data sharing protocol.
The mechanism aims to create a record of authorised access requests, use this record
as evidence of data access, and prevent decryption of this data without having the
evidence of access requests. This record can ensure accountability and transparency
for data subjects, providers, consumer and regulators. The design of the accountability
protocol relies on a trusted hardware device utilising Intel’s SGX. In this chapter, we
have discussed how to integrate accountable decryption scheme with our data sharing
protocol, described how to implement the scheme and finally evaluated the scheme with
respect to computation time, implementation overheads and efficiency. However, while
the scheme supports accountability in several aspects, its actual implementation comes

with many limitations that worth more investigation.






Chapter 7

SeTA Framework for Secure,
Transparent and Accountable

Personal Data Sharing

This chapter introduces SeTA, our Secure, Transparent and Accountable data sharing
framework. SeTA enables secure personal data sharing and collaboration in a multi-
organisation environment. SeTA provides an effective solution to address the main re-

quirements for secure data sharing (discussed in Chapter 1), which are:

e Secure architecture following the concept of privacy by design, and

e Compliance with transparency and accountability principles of General Data Pro-
textion Regulation (GDPR).

The main objective of the framework is to enable sharing of personal information that
in accordance with GDPR principles is secure, transparent and accountable. To this
end, SeTA runs its cryptographic protocol on two novel technologies: blockchain and
Trusted Execution Environment (TEE) i.e. Intel Software Guard Extensions (SGX). The
privacy of sensitive data is guaranteed by means of a cryptographic approach to enforce
data providers’ access control policies and support an efficient attribute-based group
key management scheme proposed by Shang et al. (2010b). SeTA leverages blockchain
technology to provide decentralised identity management and realise distributed and
transparent evaluation of access control policies, while using the Intel SGX trusted
hardware module to implement a data decryption device on the data consumer’s side
that is central in providing accountable decryption functionality. SeTA’s reference model

is reported in Figure 7.1.

After introducing SeTA, the remainder of this chapter is structured as follows: Section 7.1

gives a high-level overview of the SeTA framework and describes its main functionalities;
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Objectives Data sharing | | Privacy Transparency | | Accountability

Models Attribute-based Enhanced Accountable Blockchain-based
Access Control decryption ldantity Management
Distributed " Cryptographic
Mechanisms Ledger SGX Chaincode Protocal

Figure 7.1: SeTA’s reference model.

Section 7.2 provides a full idea about the contexts to which SeTA is most applicable,
its main actors, different components and their interactions; Section 7.3 and Section 7.4
describe the architecture and protocol of the SeTA framework; Section 7.5 applies SeTA
to solve the personal data sharing issue in the healthcare domain; and finally, a summary

of the chapter is presented in Section 7.6.

7.1 Overview of SeTA

SeTA is mainly designed for inter-organisation personal data sharing scenarios. To
achieve this, SeTA incorporates three different functionalities: identity management
(Chapter 4), access control (Chapter 5) and logging (Chapter 6). In these, SeTA al-
lows data providers to specify access control policies expressing the right to access a
sensitive resource that is data in terms of users’' identity attributes and makes these
policies public on the blockchain. Shared data are encrypted with a symmetric key and
users are able to reconstruct the key only if they satisfy the access control policy of
the data provider. The public nature of blockchain makes it possible for users to know
at any time the policy paired with the desired resource. Users’ identity attributes are
encoded as “tokens”. These tokens enable users belonging to different organisations to
access data shared across the distributed environment. Tokens are generated and man-
aged by a single federated entity implemented as a blockchain contract. Users submit
the required identity tokens according to the access control policy in order to get ac-
cess to encrypted resources. The evaluation of the policy is also carried out on chain.
This allows distributed auditability, giving users requesting access to shared resources
the ability to verify that the policy has been correctly evaluated, preventing the data
provider from fraudulently denying the rights granted by enforceable policy.

SeTA integrates the data sharing protocol with an accountable decryption approach by
exploiting Trusted Execution Environment (TEE) by means of Intel SGX to design

a decryption device that can be trusted to only perform the decryption process if the

'We call them “data consumers” or “consumers” for short
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evidence of the decryption is observable by the data provider. The access control policies
in SeTA are enforced via a cryptographic approach, where data is encrypted with a
symmetric key on the data provider’s side and decrypted with the same key on the data
consumer’s side. This key is never shared between the said entities. Instead, the key is
reconstructed by authorised data consumers after obtaining a special secret and some
additional public information from the data provider. But first the data provider needs
to log every authorised access request to an append-only log. Then an SGX enclave is
used by the data consumer to securely run the process of key reconstruction and data

decryption after verifying that there is indeed an access request appended to the log.

The integration of blockchain with TEE in SeTA enhances the role of the decryption
log. SeTA’s log maintains some accountability information related to the access request
collected by the data provider at run-time. This information is in the format of ac-
countability attributes. These attributes are essential to comply with the transparency
obligations of the right to be informed of GDPR.

The combination of hardware and software techniques in SeTA allows the framework to

provide the following functionalities.

Federated Identities. SeTA sets up an independent federated identity manager to
serve a group of organisations, which eliminates the need to trust an external third
party to provide and manage identity tokens. SeTA’s identity manager aims to create
secure federated identity tokens for users belonging to different organisations and then
allow users to use these tokens to access data shared by member organisations. Identity
tokens capture users’ identity attributes such as: role, clearance, age, DoB ...etc to be

used with our attribute-based access control model.

Transparent Attribute-based Access Control Policies. The rights to access the
shared data are expressed in attribute-based access control policies defined by the re-
source provider. These policies contain a set of conditions over the values of the data
consumer’s identity attributes. In our proposed protocol the policies are publicly pub-
lished on the blockchain. Therefore users can know at any time the policy associated

with a resource.

Distributed and Transparent Policy Evaluation. In order to promote account-
ability and transparency of access control decisions in distributed environments, the
evaluation of the access control policy to decide whether the requested access to a re-
source can be executed is performed by a blockchain contract. The distributed and
transparent nature of a smart contract is guaranteed against unduly denial of access as
users can verify which policy was enforced when they performed an access request which

was denied.

Efficient Key Management. Instead of delivering decryption keys to qualified users

directly, SeTA adopts an efficient key management approach which enables users whose
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identity attributes satisfy at least one of the access control policies applied to the required
resource to compute the key and hence access the shared data. This approach also

reduces the burden of managing a huge number of keys.

Accountable Decryption and Logging. Due to various regulatory requirements,
organisations need to maintain audit logs related to the shared data. Organisations are
now required to keep audit logs that capture specific information about the circumstances
of each data access. SeTA collects access request events as evidence that an authorised
user has requested access to a specific data item?. In SeTA the data provider (the
controller according to GDPR), maintains the log of access request and also collects
some accountability attributes, which describe the conditions and context of the event

such as: what data has been accessed, when, by whom and for which purpose.

7.2 Setting the Scene: SeTA in Cloud Federation

SeTA can be used in any context where two or more entities, individuals and/or organ-
isations need to securely share sensitive data. Cloud federation is one ideal context to
run our data sharing framework. SeTA serves a federation of distributed cloud systems
to ensure both privacy and integrity of the data it holds. In particular, a federation is
a goal-oriented aggregation of organisations sharing data and services hosted on their
private cloud infrastructure. The underlying motivations behind the creation of a cloud

federation can be:

e Sharing of computing resources.
e Controlled usage of third-party services or data.

e Collaboration among entities belonging to different administrative domains.

According to Margheri et al. (2017) and Kurze et al. (2011) each federation aims to
achieve a business need that the constituent clouds would not have achieved by them-
selves. As members in clouds federation can offer resources in the form of data and
services to other federated clouds, such collaboration implies a certain level of trust be-
tween the participating organisations, mainly to validate users’ identities. Shared data
and services in the federation are protected by a set of rules defining the requirements
users have to satisfy in order to access the data or use the services, hence access control
policies. These requirements are often expressed as conditions against users’ properties.

Such properties are usually encoded by means of attributes or credentials.

SeTA is tailored to application scenarios that require sharing of “sensitive” information

among closed groups of non-anonymous participants. This makes federation® scenarios

2Note that recording the event does not necessarily mean a user has accessed the data, but it implies
a client is authorised and hence has successfully obtained all required information to access the data.
3We use federation, inter-organisation and multi-organisations alternately in this thesis.
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where the main purpose of the collaboration is data sharing very applicable to SeTA.
Note that the conditions to join or disjoin such a federation is beyond the scope of this
thesis. Organisations can participate as a data provider and a data consumer at the

same time, while each is running on its respective cloud infrastructure.

7.2.1 Actors

Behind the Scenes: Here we refer to all actors responsible for providing and running

the infrastructure of SeTA but not necessarily active as part of SeTA protocol.

e System admin/s who are responsible for setting up the system (initialise blockchain
service, run smart contracts, initialise SGX enclaves, and setting up the federation

members). Note that all these processes are done only once.

e Security admin/s who are responsible for defining access control polices on data
according to the organisation and the data subjects’ preferences after obtaining

the appropriate consents.

e System designer/developer who writes the enclave’s Trusted Computing Base (TCB)

code, smart contracts code.

e Data consumer who is a user member of an organisation seeking to access a specific

data item.

e Auditors/ Verifiers who are responsible for perform some regulatory auditing on
the SeTA log.

7.2.2 System Entities

At a high level, SeTA’s framework involves six entities: Data Provider (DP), Identity
Manager (ldMgr), Access Control Manager (ACM), Data Consumer (DC), Log Service
(Log), and blockchain ledger (Ldgr). DP is an organisation willing to share personal data
with other organisations that are members of the federation. DC is a user member of an
organisation of the federation that requests access to data held by another organisation.
ACM evaluates if a data sharing activity among members of the federation is granted
or denied based on a set of data access policies. IdMgr is responsible for generating and
issuing identity tokens that DCs can use to prove their identity to ACM. Log maintains
records of the data sharing activities among the members of the federation. Ldgr publicly

stores access control policies, identity tokens and other public information.
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7.2.3 SeTA in Action

At a protocol level, the interactions between the above components can be summarised
in the following four phases. These phases are based on the protocols described in the

previous chapters, namely Chapter 4, Chapter 5 and Chapter 6.

1. Identity Token Issuance. IdMgr issues a set of tokens upon DC request. These
tokens are used later by DCs to prove their identity to another organisation when
requesting access to the data. Tokens are also stored on chain in order to preserve

their integrity.

2. Provide Data. DP defines a set of access control policies on data based on DC
identity attributes. Data is encrypted according to the defined policies and then
stored off-chain, while policies coupled with some identifier to data and a hash? to

the encrypted data are published publicly on chain via ACM.

3. Policy Enforcement. DC with tokens in possession can request access to shared
data from ACM. DC can check all the policies applied to data and decide which
policy DC can satisfy. DC presents to ACM the tokens which their names match
the attribute conditions in the access control policy governing the data. ACM
verifies the signatures on the tokens and check the submitted tokens satisfy all
the conditions in the policy. If the submitted tokens passed the verification and
evaluation check, ACM triggers DP to send to C a Subscription Secret (SS) for
each condition in that policy along with the encrypted data. DP record the access
request in an append-only Log and provide to DC a proof that her access request
has been added to Log.

4. Accountable Data Access. DC uses a trusted decryption device to verify the
proof, recalculate the hash of encrypted data to check its integrity and then uses

SS to reconstruct the key and decrypts the data.

7.3 SeTA Design

The system architecture consists of multiple distributed components across several cloud
infrastructures and a private blockchain network. Our proposed design allows different
data providers to securely share sensitive data with different data consumers in dis-
tributed settings. SeTA’s architecture is designed with the goal of efficiently storing data
and executing code and to preserve the integrity of both. The identity attributes and the
access control policies are stored via smart contracts on the blockchain, while encrypted

federated data are stored off-chain. The system keeps log records of access requests on a

4The hash here is important to check the integrity of the encrypted data on retrieval.
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secure append-only log. The creation of identity token and evaluation of access control
policies is done on chain. On the other hand, private and computationally intensive
cryptographic policy enforcement is executed off-chain. SGX-based application is used

to support accountable decryption process in the data consumer side.

The integrated design of SeTA resolves several security and privacy challenges. For
example, we exploited blockchain to run the identity and access management components
and store their associated data, namely identity tokens and access control policies. The
blockchain guarantees the integrity of both the process and the data, while also providing
the required level of transparency to comply with the legal requirements. However, we
cannot use blockchain technology to ensure the integrity of the decryption process for
two main reasons: the approach would be public so any data consumer who obtained
the appropriate subscription secret can decrypt the data and the secret decryption key
would be exposed. For these reasons, to guarantee the integrity of the decryption and
the log verification processes we adopt Intel’s SGX, which provides a secure environment

that preserves the integrity and confidentiality of sensitive code and data.
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Figure 7.2: High-level diagram of SeTA design.

Figure 7.2 depicts SeTA’s architectural components, however for simplicity we only show
one organisation acting as Data Provider and a single Data Consumer belonging to
another organisation. While Identity Provider is the federated identity provider for the
entire system. Note that all member organisations simultaneously act as both data

providers and data consumers. Hence, in practice each organisation deploys its own
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instance of Data Provider application, Access Control Manager, Log service and multiple

Data Consumer applications.

Below we give a component-level view of SeTA protocol by specifying the operation of

each individual component.

Identity Provider (IdMgr): A contract (chaincode) resides on the blockchain and
responsible of generating and storing users’ identity tokens, which are used to autho-
rise users (data consumers) whenever access to shared data is required. IdMgr has a

public/secret key pair PKqnrgr and SKrgnrgr-

Access Control Manager (ACM): A contract (chaincode) resides on the blockchain
and responsible of storing access control policies and then evaluate these policies once
an access to policy-protected data is requested. ACM works as the blockchain interface
to ACM. ACM has a public/private key pair PK cn and SKcp. ACM accepts data
access requests from data consumers, retrieve the tokens from ldMge verify the tokens

and evaluate them against the policy and forward the authorised access requests to DP.

Data Provider (DP): An application running on the Data Provider infrastructure
(in-house entity). DP manages subscriptions and performs policy based encryption on
data. ACM provides public info needed to decrypt data by the data consumers. This
information includes, hash to the encrypted data and control vector (ACV). ACM alsi
generates subscription secrets (SS) to qualified data consumers, send them via remote
attestation, and keeps a table of all the delivered SS. DP can be seen as the client
application of ACM contract.

Data Consumer (DC): An application composed of two parts, shown in Figure 7.3:

Data Consumer Application

e \
)
SGX-Based
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User Space Root hash (H)
S
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Figure 7.3: SGX-based Data Consumer Application

e Trusted: Enclave application used to verify access request logs; reconstruct the

encryption key from the encrypted data, S.S, and ACV; and then decrypt data.

e Untrusted: Relay application, which is an ordinary user-space application, acting
as a medium between the trusted part and the other components as the trusted
part lacks any input/output communication. This part also works as an interface

for data consumers who are seeking access to the shared data.
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Log Service (Log): is the component of the system resides on the data provider side
and is trusted to store all the access requests from authorised data consumers. Log
main function is to record data access logs whenever received form DP after each SS is
delivered to a data consumer DC. Each data provider has to keep its own log. The log is
organised as an append-only Merkle tree (see Section 2.2.5), which is the case in SeTA.
The log maintainer publishes the root-tree-hash (RTH) H of Log.

Off-chain repository: data is stored in an encrypted format using symmetric key
encryption in an off-chain storage. In SeTA we opt to use private storage on the data
provider infrastructure, so data can be permanently deleted from the system, should

users revoke their consent, which is in line with GDPR.

7.4 SeTA Protocol

The protocol goes through the following phases:

7.4.1 Provide Data Phase

This phase is a configuration phase, which is when the whole system is being boot-
strapped. In this phase, a data consumer device initialise and share the public key
pair and set the root hash to some value H (the current root hash provided by the log
service). It also includes remote attestation process between data consumer device and
data provider, which performed only once. Upon initialisation phase, all required keys

and certificates are generated.

Policy definition: We assume that each DP is willing to share a set of sensitive/per-
sonal data items D = {dy, ..., d;} and that each data item d; is associated with a unique
identifier d; — tag. For each d;, security admin in DP defines a set of access control poli-
cies ACP(d;). The policies list a set of conditions on C’s identity attributes. An access
control policy acp is in the following format:

An access control acp is a tuple (s, o0, D), where:

- s is a conjunction of attribute conditions cond; A ... A cond,. Each attribute

condition cond; is in the form of (name,, op,v) , where:
* name, is the name of an attribute a.
* op is a comparison operator such as =, #, <, <, >, >.

* v is the value of attribute a.

- o is a set of portions (data items) dy,...,d; of data to be shared D.
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Data encryption: DP enforces the policies on the data items in D by using an en-
cryption scheme with efficient key management called ACV-BGKM . In particular,
DP chooses an ¢'-bit prime number ¢, a cryptographic hash function H(-) whose out-
put bit length is no shorter than ¢, key space KS = F,, where F, is a finite field
with g elements, and a semantically secure symmetric-key encryption algorithm with
key length ¢ bits. These public parameters are published and stored on-chain. based
on the defined policies DP generates symmetric key K to encrypt all data items, which
are protected with the same access policies. The set of access control policies AC P
protecting the same data items is called policy configuration. For example, if data
items d; and d; are protected with the same set of access control policies (the same pol-
icy configuration) acp,, acpy, acp, € ACP, d; and d; are encrypted with the same key K
as Enc(d;, dj)k — ei,ej. This will assure a data item is encrypted only once regardless
of the number of applied access policies. The scheme does not require to deliver the
key K to DC, but DC is able to reconstruct K based on a mix of public information and

subscription secret SS obtained after authorisation.

Policy publish and data store: after a data item d; is encrypted, a hash of the
encrypted data item e; is calculated H(e;). The hash serves two purposes, as a reference
to retrieve the data from storage and also to check the integrity of the encrypted data
item e; following retrieval by a requesting consumer. DP also generates a public matrix
called Access Control Vector (ACV'), which is used to reconstruct the key later on.
In order to ensure transparency of the data sharing process, access control policies
ACP(d;), the data item unique identifier d;-tag, the hash value H(e;) and the Access
Control Vector ACV are stored on blockchain by means of the contract ACM. While
the encrypted data is forwarded to an off-chain storage, where we use the Key-Value
reference H(e;) — e; to make it easy to retrieve the encrypted data whenever requested.

Each encrypted data items has the following information:
- Hash of encrypted data H(e;).

- Data item identifier d;-tag.

- Encrypted content of the data item e;.

7.4.2 Identity Tokens Issuance Phase

Token generation: Each data consumer DC presents their identity attributes to IdMgr.
If the IdMgr is convinced that identity attributes belong to the DC, it issues a identity
token for each such identity attribute. An identity token it is a uniform electronic format
for an identity attribute name and value for a specific data consumer signed with the

secret key of ldMgr. Note that the measures taken by IdMgr to check the validity of
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identity attributes values provided by DCs are out of scope. DC apply to get a set of
identity tokens for each identity attribute they hold. it is a tuple

it = (DCpym, id-tag, id-value)
where:
- DCpym is a unique value given to each DC to associate the identity token to the
respective DC;

- id-tag is the name of the identity attribute;

- id-value is the value of identity attribute; and

Token publish: In order to allow any organisation to retrieve identity tokens, all
identity tokens are stored on-chain in (Key : Value) format, where Key is the hash of
a token and Value is the token itself. Only a hash of each token is delivered to DC.

7.4.3 Access Policies Evaluation Phase

Access Request: Whenever a data consumer DC decides to access a data item d; with
an identifier d;-tag, DC checks ACP(d;) that is a list of all the public policies applied
to d;. In order to access d;, DC should satisfy at least one policy acp € ACP(d;). A
policy acp is satisfied if and only if all the conditions in that policy are satisfied. To
this end, DC has to register a set of identity tokens with ACM. In particular, DC has to
submit an identity token it, for each attribute condition cond; in the policy acp. We
denote such set of identity tokens as I7., which is sent as part of an access request to
ACM. Upon request time DC has also to submit the purpose of accessing the data. The
purpose value is not required for access control but is used for accountability logging.

Access request has the following format.
AccessRequest = (nonce, DCrym., di-tag, H(ITC),purpose)
where:

- nonce is a random value generated in data consumer side to proof freshness of
data access request;

- DCpym is a unique value given to each DC;

d;-tag is data identifier ;

H(ITpc) is a set of all identity tokens hashes {H(it1), H(it2), ..., (H(it,)} re-
quired to satisfy policy acp as identity tokens in IT, are not submitted by DC to
ACM, but retrieved by ACM from the blockchain using the hash reference.



Chapter 7 SeTA Framework for Secure, Transparent and Accountable Personal Data
160 Sharing

- purpose is DC’s purpose to access data item d;.

Policy Evaluation: ACM first retrieved the set of identity tokens I'T, from IdMgr. ACM
verifies [dMgr’s signature in each it € IT,. Then ACM evaluates id-value in it against
the attribute condition in cond;. If the id-value in it satisfies the conditions in cond;,
ACM triggers DP to securely deliver a set of SS to qualified DC off-chain.

SS Delivery: DP generates a Subscription Secrets SS = r; ; € F, for each condition
in the access control policy acp. The SS will be later used by the data consumer to
retrieve the encryption key K following the ACV-BGKM scheme in Section 3.3.3. When
DC wants to access the data he has to use an application running on an SGX-enabled
device. Remote attestation process is required before initiating any communication
between DP and DC to ensure that the decryption process is performed on SGX-enabled
platform. Remote attestation process also establishes a secure communication channel
between DP and DC via a shared symmetric key, which DP keeps track of in a dedicated
table. To force DC running the decryption process within SGX enclave, DP sends all
the S'S along with the encrypted data e; using the secure channel generated by remote
attestation process. DP maintains in a table all the delivered SS for each cond; in ACP.
Sharing encrypted data in this step instead of publishing them on a shared storage is
important for accountability purposes. This is because sometimes different data items
d; and d; are encrypted with the same key K as a result of being protected with the
same set of access control policies ACP. The same set of 5§ used to access d; can also
be used to access d; without officially submitting an access request by an authorized

consuimer.

Access Request Logging: Following SS and e; delivery, DP generates a log message

and sends it to Log. A log message contains the following information:
LogMsg = ('rquD, d-tag, DCpym, time—stmp,purpose)
, Where:

- reql D is a value generated by DP for each access request,

d-tag is a data element d to be accessed,

- DCyym is a unique value given to each DC,

- time-stmp is a time stamp of the request, and

purpose is DC’s purpose to access data item d;.

Log append the message to the log and calculate a new root tree hash H’. The Log

needs to produce two proofs: the proof of presence (p) ensures that the new request was
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indeed included in the new tree; and the proof of extension (ex) ensures that the new
tree H' is indeed an extension of the old tree. These three elements are returned to the
DP, which then forwards them to DP to send them DC along with the SS and e;.

7.4.4 Accountable Data Access Phase

Log Verification: DC first run an integrity check on the received encrypted data
by recalculating the hash and compare with the hash stored on-chain. Inside SGX
enclave, DP then check the correctness of the proosf and verifies that DC access request
is included. If the provided proofs are verified, the local root hash H value is updated

to H’, and the protocol proceeds to the decryption, otherwise the protocol stops.

Key Reconstruction Data Decryption: DC uses their secret key to decrypt SS.
Then, DC uses SS and the access control vector (X, (21, 22,...,2n)) to reconstruct the

key K, and hence decrypt e;.

Log Inspection: DP should be able to inspect the log to retrieve whatever account-

ability information required.

7.5 Use Case Application: SeTA in Healthcare

Implementation of electronic healthcare services has been the key to improve health-
care intelligence, quality, user experience and related costs ?. Electronic Health Records
(EHRs) capture different types of sensitive health data, for example behavioral data,
clinical data, biological data, imaging data (Ct, ultrasound, X-ray, scintigraphy), IoT
data among others. Normally, EHRs are scattered in different healthcare systems man-
aged by multiple organisations.The migration of EHR to cloud-based platforms has fa-
cilitated the sharing of medical data between different healthcare data systems. Sharing
of EHRs is one fundamental step to provide better healthcare services and enhance the
quality of medical researches. Patients sometimes move from one healthcare provider
to another and some additional medical information about them becomes a necessity
as in cases of emergencies. Hospitals, pharmaceutical companies, and research centres
need better understanding of patterns and trends in public health and disease to ensure
better quality care and medications. Thus, cross-organisation EHR sharing system is a

must.

However, the increased incidents of data breaches alongside the arrival of strict data
privacy regulations, such as General Data Protection Regulation (GDPR) in Europe,
have raised more concerns about efficient and secure transmission of the medical data.
Furthermore, interoperability challenges between different provider and healthcare sys-
tems pose additional barriers to effective data sharing. This lack of coordinated data

management and exchange means health records are fragmented, rather than cohesive.
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To handle health data sharing between institutions, there is a need for a secure data
sharing infrastructure, that overcomes the challenges related to privacy, security and
transparency. Privacy refers to the fact that the healthcare data of individual patient
will only be accessed by authorised organisations and/or individuals. Security refers to
the fact of keeping the data safe from curious insiders as well as from malicious intruders.
And transparency is about providing an accurate audit trail of who has accessed the
data.

The huge success of the blockchain model in the financial field, represented by its pub-
lic ledger and decentralised network of peers, was followed by many proposals to de-
ploy the same model in several domains. In healthcare domain, where partially or
fully trusted parties want to work together or need from each other, a permissioned
blockchain is better suitable. MedRec Azaria et al. (2016), used a private blockchain
based on Ethereum to design a decentralised data management system that allow shar-
ing of electronic medical records between patients and providers. The authors in Griggs
et al. (2018) used Ethereum for secure analysis and management of medical sensors.
While the work in Choudhury et al. (2018) exploits Hyperledger Fabric to develop a
decentralised framework for consent management and secondary use of research data.
They also demonstrated how to leverage smart contracts to enforce institutional review
board (IRB) regulations in a research study. MhMd by the Horizon 2020 Research and
Innovation Action (2018) is a project that connects hospitals and research centers in
Europe to enable the sharing of medical data in a private blockchain network. MhMd
focused on linking organisations and individuals to the health ecosystem while giving

individuals control of their health data.

Federated Cloud

Hospital A

Figure 7.4: Sharing EHR using SeTA.

Figure 7.4 denotes a federation of medical organisations where SeTA is deployed to facil-
itate secure and accountable sharing of EHR. SeTA exploits the blockchain and attested

execution to allow different healthcare organisations and their user representatives to



Chapter 7 SeTA Framework for Secure, Transparent and Accountable Personal Data
Sharing 163

share personal data with different permission levels and granularities, while also main-
tains data privacy and integrity and accountability. The following scenarios illustrate

how the framework supports data sharing in the medical field.

Data sharing to enhance patient care. Sharing medical data between different
healthcare providers aims to maximise healthcare resources and provides better oppor-
tunities for many caregivers to engage with each others on certain health conditions.
Data sharing among entities (such as GPs, insurance companies and pharmacies) will
facilitate treatment, medication and cost management for patients, especially in case
of chronic disease management. Providing pharmacies with updated information about
prescriptions will improve the logistics and facilitate communication with insurance com-

panies regarding the costs of the treatment and medications.

Data sharing for research purposes. Different types of researches rely on several
data to be collected and processed. The quality of such researches depends on the
accuracy of the collected data. Therefore, it is essential to ensure that the sources
of these data are trusted healthcare institutions and, hence, the data are authentic.
The proposed framework guarantees patients’ privacy as well as the transparency of
the data aggregation process. As the systems in used lack the appropriate privacy
and transparency mechanisms, most patients are often unwilling to participate in data
sharing. Adopting the blockchain technology to provide secure and transparent platform
for researchers and medical institutions will smooth the way for collecting patients’ data

for research purposes.

7.6 Chapter Summary

In this chapter. we presented SeTA, a framework for secure, transparent and account-
able data sharing. SeTA’s architecture is designed with the goal of efficiently storing
data and executing code and to preserve the integrity of both. The identity attributes
and the access control policies are stored via smart contracts on the blockchain, while
encrypted personal data are stored off-chain. The private and computationally intensive
cryptographic policy enforcement protocol is also executed off-chain. We presented one
use case to deploy SeTA for secure sharing of personal data among organisations in the

healthcare sector.






Chapter 8

Verification of the
Blockchain-based Data Sharing

Protocol

The data sharing protocol presented in Chapter 5 provides secure-by-design transparent
data sharing. However, designing a solution with the previous properties comes with
great security challenges. Formal analysis of security protocols not only can uncover the
flaws of a protocol at design time but it can also guarantee the protocol’s security prop-
erties. Several techniques, mostly complementing each other, can be used to formally
verify security properties; notable approaches include various logic systems, theorem

provers, and model checking.

In an attempt to verify our data sharing protocol, we present a formal verification of the
protocol using PROVERIF, an automated cryptographic verification tool by Blanchet
(2009). This chapter first gives a short introduction to the PROVERIF verification tool
in Section 8.1. The verification of our blockchain-based data sharing protocol is presented

in Section 8.2. Finally, Section 8.3 summarises the chapter.

8.1 Overview of ProVerif Verification Tool

PROVERIF is an automatic verification tool, which has been used extensively in research
work (Blanchet, 2009). PROVERIF verifies protocols in the Dolev-Yao setting, which will
be described in more detail later on in this section, for an unbounded number of sessions
using unbounded message space. The tool is able to reconstruct attack vectors, wherein
if a property cannot be proved, an execution trace which falsifies the desired property
is constructed. PROVERIF also supports user-defined equations, many security proper-

ties and a wide variety of cryptographic primitives such as: symmetric and asymmetric
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key encryption, digital signature, hash functions and bit commitments. Furthermore,
PROVERIF does not require explicit modelling of the attacker. PROVERIF accepts in-
puts in process calculus, which is an extension of applied m-calculus plus cryptographic
primitives (see Table 8.1). Process calculus and PROVERIF have been successfully used
to model and analyse cryptographic protocols from a variety of application domains,
such as E-voting protocols, Zero-knowledge protocols and electronic cash (Peters and
Rogaar, 2011).

M,N == terms
T,Y, 2 variables
a,b,c, k names
(My, ..., M) tuple
f(My, ..., M,) constructor/destructor application
M=N term equality
M <> N term inequality
M&&M conjunction
M || M disjunction
not (M) negation

PQ,R:= processes
0 null process
P|Q parallel composition
P replication
new n :t; P name restriction
if M = N then P else ) conditional
in(M,x:t); P message input
out(M,N); P message output
let x =M in P else term evaluation
event(M).P event

Table 8.1: The syntax of process calculus.

Terms represent data and messages. PROVERIF allows computations on terms to model
cryptographic primitives and protocols. In PROVERIF, functions symbols are used to
represent constructors and destructors. Constructors (function symbols) f(Mi,..., M,)
are used to build terms modelling primitives used by cryptographic protocols; for ex-
ample: one-way hash functions, encryptions, and digital signatures. On the other hand,
destructors are used for manipulating terms in expressions. The semantic of a destruc-
tor is represented as a set of rewrite rules g(My, ..., M,) — M’, where My, ..., M,, M’
are constructors or variables. To facilitate development, processes represent programs.
Protocols need not be encoded into a single main process. Instead, sub-processes may
be specified in the declarations, where each represents a protocol role (e.g. client or

server), using macros of the form let P(xy : t1,...,2, : t,) = Q.

After designing a security protocol and defining its required security properties, the
processes of verifying the protocol using PROVERIF goes through multiple steps. First,

PROVERIF takes as inputs a model of the cryptographic protocol as interactions between
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the involved entities in process calculus notation, called the protocol specification, and the
security properties to be proven. Then the automatic translator in PROVERIF internally
translates the protocol specification into Horn clauses'. and the security properties into
derivability queries. Lastly, PROVERIF runs its resolution algorithm, which combines the
horn clauses and introduces several attack scenarios in order to prove security properties
do hold in the existence of an attacker or provide (if possible) some intruder traces in
cases of potential attacks. A visualisation of the PROVERIF verification process is shown

in Figure 8.1.

Protocol: Properties to prove:
Pi Calculus + Cryptography Secrecy, authentication, ...

¥

Automatic translator

Horn Clauses Derivability Queries

Resolution with free
selection

o

Property is trure Potential Attack

Figure 8.1: The verification method of PROVERIF.

PROVERIF is one of the most efficient tools for verification, based on some comparative
studies (Cremers et al., 2009). However, PROVERIF suffers from some limitations. For
example, PROVERIF may generate false attacks. This is because the approximation used
during the translation into Horn clauses means that the derivation of a fact may also
correspond to a false attack in the protocol. Also, an infinite loop generated by the Horn
clauses might cause non-termination of PROVERIF. But these issues (non-termination

and false attack) rarely happen in practice.

The Dolev-Yao Model The formal verification model introduced by Dolev and Yao
(1983) assumes the following;:

e The communication network is fully controlled by an active adversary that can act

as a user capable of the following functions:

"Horn clause is a logical formula of a particular rule-like form about a piece of knowledge (Peters and
Rogaar, 2011).
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Receiving: obtaining any message from any party;

— Initiating: injecting new messages to the network;

Replaying: forwarding any message collected from traffic;
— Blocking: preventing the delivery of any message;

— Modifying: updating messages in transit;

Re-ordering: intercepting any message in traffic, decomposing it into parts

and reassembling it.

e The underlying cryptography is perfect, i.e. the adversary can not learn from the
encrypted messages without the possession of the required keys, no keys leak from

the key infrastructure and everybody has access to all public keys.

e The protocol admits an unlimited number of participants and executes an unlim-

ited number of parallel sessions.

Most automatic proofs of security protocols have been performed in the Dolev-Yao model
as they can be effectively captured by automatic verification tools such as PROVERIF.
The Dolev-Yao adversary is a useful abstraction in that it allows reasoning about pro-
tocols without worrying about the actual encryption scheme being used. However, the
Dolev-Yao model is too restrictive. For example, it does not consider that an adversary
may infer the information from properties of messages and knowledge about the proto-
col that is being used, hence it fails to capture inference attacks. Another limitation of
the Dolev-Yao model is that it does not capture attacks on keys’ infrastructure. The
adversary can attempt to crack the encryption scheme by factoring, using differential

cryptanalysis, or just by guessing keys (Halpern and Pucella, 2002).

8.2 Formal Verification of the Blockchain-based Data Shar-

ing Protocol

In Chapter 5, we presented our blockchain-based data sharing system that is tailored to
application scenarios that require sharing of personal information among closed groups
of non-anonymous participants. To enhance the readability of this chapter, we briefly

restate the involved entities and the protocol flow of the proposed approach.

Entities. The system is composed of: The identity manager [dMgr, the access control
manager ACM, the data provider application DP, and the data consumer application
DC.
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Protocol. The protocol interactions between the above-mentioned entities are organ-

ised in four phases:

e Identity token issuance.

1. DC — IdMgr: sign(n—token, (DCpym, att-tag, att—value))SKDc

2. IdMgr — DC : sign(n-token, H(Token))SKldM
er

e Policy publish.

1. DP — ACM: sign(d-tag, H(e), ACP, ACV))

SKpp
e Policy evaluation.
1. DC — ACM: sign(d-tag)SKDP
. ACM — DC: sign(d-tag, H(e), ACP,ACV))SKACM

2

3. DC — ACM: sign(n—request, d-tag, DCpym, H(Token)) SKoc

4. ACM — IdMgr: sign(H(Token)SKACM)

5. 1dMgr — ACM:sign(DCrym, ati-tag, att-value) g,
gr

6

. ACM — DP: Sign(n—request, d-tag, (DCpym, att-tag, att—value))SKldM
gr

e Data access.

1. DP — DC: enc(n—request, SS, e)EKDC

8.2.1 Desired Security Properties

Using the PROVERIF tool the following security properties can be verified.

e Secrecy of shared data: the goal of our protocol is to allow sharing of personal
data items only with authorised users and/or organisations. Shared data should

be protected while in transaction or at rest by means of cryptography.

e Secrecy of superscription secrets 55: Subscription secrets are delivered only
to authorised data consumers allowing them to reconstruct the Symmetric encryp-

tion/decryption key K. SS should only to qualified data consumers.

e Data consumer authentication: Data providers are able to authenticate data
consumer by retrieving and verifying the identity tokens stored on the public

ledger.
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8.2.2 Formal Verification Using ProVerif

We performed an automated security analysis using the verification tool PROVERIF
(Blanchet, 2009). The tool has been used to verify many blockchain-based proto-
cols (Chaieb et al., 2018). An implementation of the protocol has been written in
PROVERIF and an explanation of the implementation and all its details follows in this
section. The complete listing of the PROVERIF code is found in Appendix A. PROVERIF
analyses secrecy and authentication properties of a given protocol described in Applied
Pi Calculus.

Protocol Modelling. To model our protocol in the Applied Pi Calculus, we define
a set of types and functions. These functions represent the cryptographic primitives
in our protocol including: symmetric key cryptography, asymmetric key cryptography,
hash function and digital signature. We use the following function: senc(z,pkey) and
sdec(z,skey) for symmetric key cryptography; aenc(x,pkey) and adec(x,skey) for asym-
metric key cryptography; sign(z,sskey) and checksign (z,spkey) for digital signature;
hash(z) for hash function and fnym(spkey) for generating a unique reference to each

user. These functions are modelled following the PROVERIF manual (Blanchet, 2009).

Additional types are also introduced to represent nonces, policies, tags and ACV. These

types define the following purposes:

- Nonce: automatic generated value to ensure freshness.

Policy: access control policy to a specific data item.

- ACV: access control vector for a specific data item,.

Tag: name type to describe identity attributes and data items.

We also define four databases (i.e. tables), one (deliveredSS) with authorisation informa-
tion used by the data provider and holds data consumers’s public keys and the delivered
SS corresponding to each data item d. The second (dataStore) is also maintained by
DP as a storage of encrypted data items. The remaining two databases (policyStore
and tokens) resemble the blockchain ledger in which identity tokens and access control

policies are stored. Note that tables are not accessible to adversaries.

We also model system principals as multiple separate processes: processldMgr, processC;
processDP, ProcessACM and one main process. The main process is used to initiate the
other processes and aslo starts the public/private key-pairs, both for the digital signature
and asymmetric key cipher for data provider, data consumer, ACM and IdMgr. Each
process exchanges messages through the public channel. In our modelling, we assume

IdMgr and ACM accept requests from any DC. Ldgr accepts requests from ACM and
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IdMgr only. In addition, we assumed that each principal is willing to engage in an
unbounded number of sessions and hence Process ACM, Process IdMgr, Process DC,

and DP are under replication (the use of ! before statement).

Modeling Assumptions We assume the blockchain infrastructure is secure and that
adversaries do not control enough resources to disrupt distributed consensus. Smart
contracts are modeled as simple application (process in PROVERIF) entrusted for in-
tegrity but not privacy. We also assume that smart contract implementations are free

of software vulnerabilities.

Also to simplify the modeling of our protocol, we assume the following;:

e We model only one policy per data item.
e We model only one SS per policy (to avoid iteration in protocol interactions).

e Generation and reconstruction of the symmetric key K is and internal process and

k is never shared.

Queries We also define the following queries to personal data secrecy, user’s authen-

tication and S'S secrecy.

1. Verification of data secrecy: To capture the privacy of a given data item d;, an
attacker has to intercept the values of two parameters: the SS and some public
information. Thus we use the following query: query attacker(d). When executing

the code, PROVERIF proves the data secrecy in few seconds.

2. Verification of user’s authentication: Authentication is captured using correspon-
dence assertions. The protocol is intended to ensure that ACM authenticates all

data consumers. Therefore, we define the following events:

e Event createToken (nym, tag, bitstring): used by the identity manager to

record the fact that an identity token has been successfully created.

e Event acceptToken (nym, tag, bitstring): used by the access control manager

to record that it accepts the data consumer’s authentication parameters.
PROVERIF proves authentication of data consumers immediately.

3. Verification of S5 secrecy: The SS is the only secret value needed to recon-
struct the symmetric key, thus need to be protected. We use the following query:
query attacker(SS) to check this property, which can be proved in few seconds by
PROVERIF.
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Results The results of running the PROVERIF tool are represented in Table 8.2. We
find all the desired security properties to hold for the data sharing protocol under a

Dolev-Yao attacker.

Nr. Query Result

query attacker (d). True
2 event (createToken (Cx, Id-tag, Attribute)) ==> True
event(acceptToken(Cr, Id-tag, Attribute)).
3 query attacker (ss). True

Table 8.2: PROVERIF analysis results of the data sharing protocol.

It is interesting to mention the role of PROVERIF in finalising the system architecture
and protocol in the presented format. We run a first round of PROVERIF verification on
an initial design of our data sharing protocol, in which we discover a flow against data
secrecy and users accountability. Our initial design was used to publish all encrypted
data for all data consumers. Only data consumers who match the access control policy
and successfully obtain the subscription secrets SS can reconstruct the key and hence
decrypt the data. However, sometimes different data items d; and d; are encrypted
with the same key K, as a result of being protected with the same set of access control
policies. Therefore the same set of S.S that is used to access d; can also be used to access
d; without officially submitting an access request by an authorised consumer. To solve
this issue, instead of publishing the data, we allow each data provider to maintain their
data encrypted in a local storage and qualified data consumers can receive the requested

encrypted data only along with the S.S after authorisation.

8.2.3 Limitations of Our Formal Verification

Blockchain Security. There is a lack of formal representation and verification of
the blockchain itself in the existing literature. Most of blockchain-based applications,
including our work, are verified under a strong assumption that the blockchain is secure.
This could simplify the verification process, yet such an assumption is not entirely true
as many attacks have been documented against blockchain models regardless of their
permission level Li et al. (2020). The security of blockchain infrastructure is the only
guarantee to data and process integrity, hence a single attack could threaten the whole

system security.

ProVerif Limitations.  The use of the PROVERIF tool to verify blockchain-based
security protocol is relatively new, therefore it has only been used to verify basic secu-

rity properties. In practice, PROVERIF can only verify a limited number of properties,
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namely secrecy (privacy) and authentication. This is why more complex security prop-
erties that are related the the blockchain infrastructure, i.e. integrity of data (access
control policies), integrity of process (policy evaluation) and users accountability were

left unverified.

8.2.4 Further Work

As the verification presented in this chapter is conducted based on the assumption that
the blockchain is secure, it is limited to the basic security properties. To this end, an
additional analysis cloud be carried out to include a formal representation and analysis
of the blockchain infrastructure and a formal modeling of blockchain contracts in a way
that reflects their distributed nature. Verification efforts should also include categorising
and defining security properties for smart contracts, developing model-based tools to
verify that contracts are not vulnerable to known bugs, and formal semantics with the
intention to prove compliance of a contract implementation to an abstract specification.
In addition with the current data protection regulations, contracts that process personal
data should be verified against all kinds of attacks, therefore a proof-based verification

is also needed.

8.3 Chapter Summary

In conclusion, security protocols are not simple to design, verify, and implement. Previ-
ously, we proposed a blockchain-based approach for secure data sharing. Through our
solution, several security properties such as authentication, integrity and confidentiality
are ensured. Likewise, in this chapter, we modelled and verified the protocol with the

PROVERIF to guarantee the defined security properties in the Dolev-Yao settings.






Chapter 9

Conclusion and Future Work

In this chapter we outline the main contributions of this thesis and present the future

work.

9.1 Main Contributions

In this thesis we have presented a secure, transparent and accountable data sharing

solution using blockchain. Towards achieving this goal, we have addressed the following:

Identity Management Using Blockchain. We proposed a federated identity man-
agement system by means of chaincode/contract to generate and store token-based iden-
tities. Users can choose which identity attributes they want to use and then generate
the token form of them. As these tokens contain identity attributes of the user, it can
be used for user authentication or for authorisation when combined with any attribute-
based access control model. This federated model allows interoperability among different
computing systems and/or service providers since the tokens are stored on a blockchain
network, which also guarantees the integrity of the tokens. Our blockchain solution to
identity management was found efficient in both generating and retrieving the identity

tokens even with a large number of concurrent requests.

Access Management Using Blockchain. We exploited blockchain to facilitate se-
cure data sharing by means of a cryptographic approach. The proposed blockchain-based
approach eliminates the need to trust a centralised entity to manage access to encrypted
data. Instead, access control policies are stored and evaluated publicly on the chain
via a chaincode. The use of blockchain ensures the transparency and integrity of the
access control policies and protects the policy evaluation process. The scalability tests

showed that our blockchain-based access control model could process a large number of
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access requests in an acceptable amount of time even with the overhead of the under-
ling consensus mechanism. However, our experiments showed that the performance of
the system is significantly affected by the number of requests and the size of the access

control policies.

Accountable Data Sharing Using Intel SGX. We extended the data sharing pro-
tocol with an accountable decryption scheme. The scheme depends on a trusted decryp-
tion device that was implemented using Intel SGX. Under this scheme, data providers
maintain a log of all authorised access requests. Only users whose their requests were
logged can actually decrypt the data using the decryption device. Using the software
attestation features provided by SGX we can be assured that the device has not been
tampered with, and allow the data provider to authenticate the public keys of the users
from the deployed devices. We have discussed the performance of the decryption device

in generating the decryption keys and performing the decryption.

Secure, Transparent and Accountable Data Sharing. We presented our idea
for a secure, transparent and accountable data sharing framework SeTA in the cloud
federation context. To demonstrate the feasibility of our proposal, we carried out a

demonstration through an application scenario of data sharing in the healthcare domain.

Formal Analysis of the Data Sharing Protocol. We analysed the security of the

blockchain-based data sharing protocol using the PROVERIF automatic verification tool.

9.2 Future Work

Throughout this thesis, we have provided an approach to secure data sharing. We now

highlight some future research directions.

Framework Applicability. SeTA is applicable to application scenarios where sensi-
tive data are shared between a group of entities. With the new restrictive data privacy
regulation in place in many countries, it would be interesting to explore the applicability
of our proposed framework to other domains and use-case scenarios such as, intelligent
systems (Waqas et al., 2014) and Internet of vehicles (Zhang et al., 2019).

Efficient Policy Update and User Revocation. Like many other policy-based
models, policy-update and user-revocation processes are not easy as they come with
many challenges. In SeTA, we utilised a key management scheme that does not require

more than one interaction to deliver the needed information to get the key and any
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update to the policies or the group of users does not affect or change this information.
However, the cost of key management is transferred to the data provider. This process
can be extremely costly, especially with a huge data set because data should be re-
encrypted according to the new policy /group settings. Even though the key management
problem has been investigated in literature for years, the issue is constant and efficient

solutions are still needed.

Formal Verification of the Accountable Data Sharing Protocol. Intel SGX
is an example of hardware-software security architectures, which can significantly im-
prove the security of many computer applications. This new technology has become
more popular. However it still lacks a formal verification methodology that can provide
design-time verification of the claimed security properties provided by such architec-
tures. Indeed, verification of the SGX architecture and protocols, i.e. remote attestation
and sealing /unsealing protocols could be investigated thoroughly in verification-enteric
researches. Another interesting avenue of further research would be to do a formal

verification of the accountable data sharing protocols.

Collective Enforcement of Privacy Policies. In many cases the same data can be
provided from different sources. The notion of joint data controllers in the new EU’s
General Data Protection Regulation (GDPR) refers to the group of data providers who
share responsibility for complying with GDPR obligations. This opens the doors for
new research directions to investigate the problem of collective enforcement of privacy
policies on shared data using the principles of Game Theory and Mechanism Design,
which were suggested for similar issues in the context of social networks (Squicciarini
et al., 2009, 2010).

Purpose Control. In SeTA, we proposed a mechanism to collect the purpose of data
access to ensure transparency of data management. The aim of purpose control is to
ensure that personal data are not processed in ways that are incompatible with the
intended purpose of data. There are two main issues to be addressed to achieve purpose
control: (a) the data access should be authorised, and (b) the access purposes should
be specified correctly and legally. However, the real challenge is to validate the purpose
specified in the access request. Therefore, an efficient validation mechanism for purpose

control is needed for most data sharing scenarios.






Appendix A

ProVerif Verification

Specification

A.1 ProVerif Implementation of SeTA Protocol

(* DEFINITIONS x*)
free Net : channel.

type host.
type nonce.
type policy.
type ACV.
type tag.

free IdMgr, DP, ACM : host.

(¥ Crypto Functions *)

(* Public-key crypto x*)

type pkey. (* Public key x)

type skey. (* Secret key *)

fun pk(skey): pkey.

fun aenc (bitstring, pkey): bitstring.

reduc forall m: bitstring, sk:skey; adec(aenc(m,pk(sk)),sk)= m.

(* Digital Signature x*)

type spkey. (x public signing key *)

type sskey. (% private signing key *)

fun spk(sskey): spkey.

fun sign(bitstring, sskey): bitstring.

reduc forall m: bitstring, k: sskey; checksign(sign(m,k), spk(k))= m.

(* Nym Generationx*)

type nym.
fun fnym(spkey): nym.
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(* Symmetric key crypto *)

type key. (* Symmetric key *)

fun keyGen (policy): key [privatel. (x Symmetric key generation function x*)
fun senc (bitstring, key): bitstring.

reduc forall m: bitstring, k: key; sdec(senc(m,k),k) = m.

(* Hash function x*)
type ref.

fun hash(bitstring): ref.

(¥ Secrecy assumptions x*)

not attacker (new sskIdMgr). (* secret signing key of IdMgr *)
not attacker (new sskACM). (¥ secret siging key for ACM x)
not attacker (mnew sskDP). (* secret siging key for DP x*)
not attacker (mnew sskDP). (* secret key of DP x)

not attacker (mew skC). (x secret key of C *)

not attacker (new sskC). (* secret siging key for C x*)

(¥ Secrecy Queries *)
free d: bitstring [privatel. (x data item to be shared *)

free ss: bitstring [private]. (¥ Subscription Secret x*)

query attacker (d). (* test whether d is secret x)

query attacker (ss). (* test whether ss is secret *)

(* Authentication Queries *)
event createToken (nym, tag, bitstring).

event acceptToken (nym, tag, bitstring).

query Cx: nym, Id_tag: tag, Attribute: bistring;
event (createToken (Cx, Id_tag, Attribute))==>
event (acceptToken(Cx, Id_tag, Attribute)).

(* Tables x)

table tokens (ref, bitstring).

table dataStore (tag, bitstring, ref).
table policyStore (tag, policy, ref, ACV).
table deliveredSS (nym, bitstring, tag).

(* IdMgr Process *)
let processIdMgr (sskIdMgr: sskey, spkIdMgr: spkey, spkACM: spkey,
spkCx: spkey ) =
(¥ Receive message 1 from any Cx *)
in (Net, M1: bitstring);
let (n_token: nonce , id_tag:tag, attribute: bitstring , cnym: nym)

= checksign(M1, spkCx ) in

(* Message 2 to Cx *)

event createToken (cnym, id_tag, attribute); (x for authentication *)
let token = sign( (id_tag, attribute, cnym), sskIdMgr) in

let hToken = hash (token) in

insert tokens (hToken, token);

out (Net, sign((n_token, hToken), sskIdMgr));
(* recieve message 7 from ACM *)
in (Net, M7: bitstring);

let (hToken: ref) = checksign(M7, spkACM) in

(* Message 8 to ACM *)
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get tokens (= hToken, token:bitstring) in
out (Net, sign(token,sskIdMgr)).

(* Data Consumer Process x)
let processC (skC: skey, pkC: pkey, sskC: sskey, spkC: spkey, Cnym: nym,
spkIdMgr: spkey, spkACM: spkey ) =

(x Message 1 to IdMgrx)
new n_token: nonce ;
new attribute: bitstring;

new id_tag: tag;

out (Net, sign ((n_token, id_tag, attribute , Cnym ) , sskC))

(¥ receive message 2 from IdMgr *)
in ( Net , M2: bitstring) ;
let (n_token: nonce, hToken: ref) = checksign (M2, spkIdMgr) in

(* Message 4 to ACM *)
out (Net , sign (d_tag,sskC)) ;

(* receive message 5 from ACM *)
in (Net, M5);

B

let (d_tag: tag, acp: policy, h: ref, acv: ACV) = checksign (M5, spkACM) in

(* Message 6 to ACM x*)
new n_data: nonce ;

out (Net , sign ((n_data, d_tag, Cnym, hToken), spkC))

(* receive message 10 from DP x)
in (Net , M10: bitstring) ;

>

let (n_data: nonce , ss: bistring, e: bitstring ) = adec (M10 , skC) in

new k: key;
let d = sdec (e, k) in
out (Net, d).

(* Data Provider Process x)
let ProcessDP (sskDP: sskey, spkDP: spkD, spkACM:spkey, pkCx: pkey,
spkCx: spkey) =
new d_tag: tag ;
new acp: policy ;
new acv: ACV ;
let k: key = keyGen (acp) in
let e: bitstring = senc( d, k) in
let h: ref = hash (e) in
insert dataStore (d_tag, e, h);
(* Message 3 to ACM )
out (Net, sign((d_tag, acp, h, acv), sskDP));

(¥ recieve message 9 from ACM *)

in (Net, M9);

let (n_data: nonce, d_tag: tag, id_tag: tag, attribute: bitstring,
= checksign (M9, spkACM) in

(* Message 10 to Cx *)
new ss: bitstring ;
insert deliveredSS (cnym, ss, d_tag);
out (Net, aenc((n_data, ss,e), pkCx)).

cnym:nym)
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(x ACM Process *)
let ProcessACM (sskACM: sskey, spkACM:spkey, spkIdMgr: spkey, spkDP: spkey,
Cnym: nym, spkC: spkey ) =
(* recieve message 3 from DP x)
in (Net, M3: bitstring);
let (d_tag: tag, acp: policy, h: ref, acv: ACV) = checksign (M3, spkDP) in
insert policyStore (d_tag, acp, h, acv);

(¥ recieve message 4 from Cx *)
in (Net, M4: bitstring);
let (d_tag: tag) = checksign (M4, spkCx) in

(* Messsage 5 to Cx *)
get policyStore (=d_tag, acp:policy, h:ref, acv: ACV) in
out (Net, sign((d_tag, acp, h, acv),sskACM) );

(* recieve message 6 from Cx *)

in (Net, M6);

let (n_data: nonce, d_tag: tag, Cnym: nym, hToken: ref) =
checksign (M6, spkCx) in

(* Messsage 7 to IdMgr x)
out (Net, sign(hToken, sskACM));

(¥ recieve message 8 from IdMgr *)

in (Net, M8);

let (id_tag: tag, attribute: bitstring, cnym: nym) =
checksign (M8, spkIdMgr) in

event acceptToken (cnym, id_tag, attribute); (* for authentication*)

(x Messsage 9 to DP x)
out (Net, sign((n_data, d_tag, id_tag, attribute, cnym), sskACM)).

(* Main Process *)
process
(¥ Create ACM keys x*)
(* ACM signing key pairs *)
new sskACM : sskey ;
let spkACM = spk(sskACM) in out ( Net , spkACM);

(x Create DP keys *)
(* DP signing key pairs x)
new sskDP : sskey ;
let spkDP = spk(sskDP) in out ( Net , spkDP);

(* Create IdMgr keys *)
(* IdMgr signing key pairs *)
new sskIdMgr : sskey;
let spkIdMgr = spk (sskIdMgr) in out ( Net , spkIdMgr);

(¥ Create C keys x*)
(* C signing key pairs *)
new sskC : sskey;
let spkC = spk (sskC) in out ( Net , spkC);
let Cnym = fnym(spkC) in out (Net, Cnym);

(¥ C encryption keys x*)
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new skC : skey; (% generate asymmetric key for C *)
let pkC = pk(skC) in out ( Net , pkC);

( ! ProcessACM (sskACM, spkACM, spkIdMgr, spkDP, Cnym, spkC) ) |
! processIdMgr (sskIdMgr, spkIdMgr, spkACM, spkC ) ) |
! processC (skC, pkC, sskC, spkC, spkIdMgr, spkACM, Cnym) ) |
! processDP (sskDP, spkDP, spkACM ,pkC, spkC) )

e N N N

Listing A.1: PROVERIF Code
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