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Built In Self Test (BIST) offers an economical and effective solution to the problem of 

testing VLSI circuits for manufacturing defects. The testability insertion phase for BIST 

is normally after the logic synthesis and verification in VLSI design cycle. Most methods 

start from structural descriptions; they include testability features by re-arranging RTL 

descriptions in order to make the designs more testable. Such methods are sometimes 

called as high-level test synthesis. Considering testability at such a late stage in design 

flow often leads to problems such as exceeding chip area, inability to achieve the re-

quired throughput and degraded performance. Even though it can be argued that good 

results have been obtained with such approaches, we must keep in mind that, with the 

emergence of commercial behavioural synthesis tools, it is difficult for the designer to un-

derstand an automatically generated structural RTL description. With ever-increasing 

levels of complexity and an ever-shrinking time to market window, test synthesis must 

not be dissociated from design synthesis. High-level CAD tools allow designers to address 

testability concurrently with design at the highest level of abstraction, promoting the 

possibility of generating designs optimised both in terms of functionality and self-test. 

We show that by considering testability at the same time as other design parameters, 

a better overall solution can be obtained. This work shows that it is possible to gen-

erate optimised self-testable RTL from a behavioural description. This is achieved by 

developing novel and accurate incrementally iterative BIST resource estimation methods 

and integrating them within a unified synthesis flow. BIST resource estimation is done 

from the target architecture control path of the design behaviour during design space 

exploration. In the proposed integration for testability we exploit the available data flow 

graph information of the design for an automated generation of self test structures for 

the data path and controller pair. 
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Chapter 1 

Introduction 

Very Large Scale Integrated (VLSI) Circuits continue to adhere to Moore's law ^ [1] 

with an amazing growth in the last three decades. This trend has resulted in densities 

of multi-millions of gates per circuit. Circuits and systems of this size are very difficult, 

if not impossible, to design using traditional capture and design methods. Shorter time 

to market coupled with increasingly short design cycles of the products is now becoming 

one of the most important design parameters. The design community is catching up with 

the idea of product development cycle to reduce the design time comprehensively and to 

gain competitive advantage in the fierce time-to-market race. Automation of the entire 

design process from conceptualisation to silicon or describe-and-synthesise design meth-

ods is an imperative parameter to success. As the complexities of the circuits increase, 

the design automation moves to the higher levels of abstraction where functionality is 

easier to understand and trade-offs are more effective. There are several advantages to 

automation. First, automation ensures a shorter design cycle. Second, it permits better 

exploration of many different designs during synthesis and optimisation, which can be 

compared quickly. Finally, if the synthesis algorithms are well understood, integrated 

design tools can outperform human designers in meeting the design challenges and con-

straints. This happens because we, as humans, are easily overwhelmed by the scale of 

present day VLSI circuit designs. 

With this massive increase in the level of integration of VLSI circuits, testing has be-

come a formidable task. Vast amounts of time, money, and effort are invested by the 

semiconductor industry just to ensure high testability of the products. A number of 

semiconductor companies estimate that about 50% of the cost is spent on enhancing the 

testability and actual testing of a design. Hence, one of the outcomes of the increased 

complexity of VLSI circuits is more efforts desirable for inclusion of testing appropri-

ately so as to make it more effective in terms of cost and time. Figure 1.1 illustrates a 

^Moore's Law, named after Gordon Moore of Intel, states that the densi ty of circuits on IC roughly 
doubles every 18 months. 
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Design Specmcalions 

High Level Synthesis (HLS) Decide on Test 
Methodology 
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Testmg 

F I G U R E 1.1: Complete design flow of VLSI circuits. Darker regions are related to 
testability aspects of the design. 

representative design flow with testability insertion and actual test of the design. This 

justifies the dark test-blocks in Figure 1.1. 

High-level synthesis (HLS) or behavioural synthesis is a process of automatically trans-

lating abstract algorithmic models and specifications of digital systems to implementable 

hardware. A complete VLSI design flow is shown in Figure 1.1. This flow can go through 

a number of iterations until the design constraints are met. The test task blocks are 

shown in dark. In the traditional synthesis flow, testability is considered after RTL (reg-

ister transfer level) or logic synthesis. The recent design trend is to include more and 

more features for testability at the RTL design stage. 

Test cost per unit and test equipment capital cost considerations continue to domi-

nate manufacturing test technology decisions. Design for test (DFT) techniques have 

been known for many years, but only recently have these techniques become a part of 

industry standards [3]. With the context of increasing integration densities and com-

plexities, the test costs are getting dominant. It has been predicted in a survey that 

it will soon cost more to test a transistor than to make it provided the current trend 

of increasing complexities are maintained [2]. Figure 1.2 shows that although the costs 

associated with transistor manufacturing continue to shrink, testing costs are on the 

rise. For many years, at-speed functional test has provided a robust mechanism for high 
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F I G U R E 1 . 2 : SIA's projection of testing and manufacturing costs of ICs [2]. 

volume productions. But w îth the rise of multi-billion transistor circuits and systems-

on-chip (SOC) coupled with lowered life-cycle of products and reduced time to market 

schedules have changed this situation. In this new scenario the emergence of high-level 

synthesis tools has reduced the application development cost significantly by raising the 

level of abstraction, but the target level for test methods remains unchanged. Hence the 

static test cost has made them proportionately expensive in the total cost for the present 

generations of products. The investigation for low-cost solutions for DFT enabled design 

has been active in the design automation industry now for almost more than decade [3]. 

However, several recent trends of increased complexity and of device count on SOCs 

limit the application of DFT techniques. 

Hence, it is imperative that new methods are required to address testability at the highest 

level of abstraction while preserving their desirable properties. The work presented in 

this thesis tries to address the above situation in the following manner: 

To try to find an answer to the question: can we address testability at the same 

time as synthesis and optimisation of the functionality? In doing so, we explore 

the test synthesis methods which can operate at the level of abstraction at which 

the designs are synthesised. 

The method should trade-off the testability with design synthesis tailored to exploit 

the properties of behavioural synthesis. 
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1.1 Motivation 

To reduce the design cycle time while keeping the cost of test under control, testability 

considerations need to be incorporated at the earliest possible stages of design flow. For 

BIST (built-in self test) of data-path/controller pair, functional registers are modified to 

give them test resource functionality. Different mappings of test registers to functional 

registers exist so that all functional modules of the data path are tested. One way 

of reducing BIST cost at the register transfer level is by selecting a small number of 

registers for BIST modification in such a way that the selected test registers achieve 

target test time. BIST area and BIST test time constitute a BIST resource cost. 

Once RTL design has been synthesised by HLS, there is limited flexibility in choosing 

test resource registers for BIST modification. This choice of test registers gets restricted 

by the RTL structure. Ignoring BIST during HLS has two consequences. Firstly, a 

significantly larger BIST resource cost than the minimum is possible. Secondly, the 

design cycle time is stretched. Figure 1.3 shows the reduction in design cycle iteration as 

a result of testability integration within an integrated HLS. If the total area/performance 

of the design after BIST modification exceeds that allowable by the design targets, many 

synthesis iterations might be required before an RTL design with an acceptable BIST 

resource cost is accepted, as shown in Figure 1.3(a). 

The primary objective of this thesis is to determine how to incorporate BIST resource 

optimisation within an integrated HLS flow. Many different RTL designs can be syn-

thesised from a given behavioural description. Out of those designs some are optimum 

in terms of functional area/performance and some require lesser BIST resource cost 

than others. Our work proposes optimisation techniques that can be used in HLS to 

target good testability solutions in unified design space. Optimisation technique in this 

thesis targets all the aspects of HLS in an incremental and iterative way. In this ef-

fort attributes of all the steps with regard to the effect on BIST resource is studied for 

integration. The methodologies, thus developed, can cut down the design cycle while 

minimising BIST resource overhead and total design cost of the synthesised designs. 

1.2 Thesis Contribution 

Test synthesis at the highest level of abstraction is an emerging area. Ideal behavioural 

synthesis systems with a single-pass flows have started appearing as industry proto-

types [4]. This technology faces many challenges to deal with ever increasing number of 

devices on chip, coupled with the ever increasing need for performance. The contribution 

of this dissertation is to explore one of such challenging areas, i.e., testability estimation 

and integration at the highest level of abstraction, while working within an incremen-

tal iterative framework. As a result of these investigations, two modular test insertion 
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HLS without 

Test Consideration 

HLS with 

Test Consideration 

No Design 

Acceptable? 

Yes 

RTL Synthesis 

Test Insertion and 

Modification 

RTL Synthesis 

(a) HLS with testability addressed after RTL 
generation. 

(b) HLS with integrated testa-
bility considerations. 

F I G U R E 1 . 3 : Traditional testability-driven H L S design is iterated many times till a 
near-optimal RTL design is obtained as shown in (a). Reduction of design 
cycle time with unified test synthesis can be achieved as shown in (b). 

schemes based on the controller/data-path flows have been developed. The integration 

of the proposed techniques have been through a high level synthesis framework which is 

based on search of an appropriate RTL solution for the given behaviour from behavioural 

design space through incremental search. This search is performed incrementally with 

the help of iterative application of behaviour preserving transforms[5, 6]. The methods 

developed are of two types: 

In the first technique, during an integrated design space search a transform is 

applied to estimate the cost from the data path for testability cost estimation. As 

the cost is calculated by application of the transform, hence the name constructive 

approach has been proposed. 

In the second method, during an integrated design space search the cost of the 

testability vector is estimated through a-priori information from low level cell li-

brary thus avoiding application of the transform. In this way a more compact 
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search is performed within the target design data for a given transform, hence it 

is called predictive approach in contrast to the first method. 

These modules are presently incorporated into the behavioural synthesis framework, 

MOODS, but they are generic in nature and can be applied to any behavioural synthesis 

frameworks in which we have access to the target CDFG. 

1.3 Thesis Outline 

The organisation of this thesis is as follows; Chapter 2 provides an introduction to 

behavioural synthesis which is the primary abstraction level of our work. Chapter 3 

describes a behavioural synthesis infrastructure, MOODS, whose intermediate target 

architecture is used for the research. An overview of testability and related work is 

presented in Chapter 4 with the basics and background of testability analysis and test 

synthesis. Chapter 4 also highlights the limitations of the current methods. Chapter 5 

explains a method which targets the requisite estimations and integrates BIST resource 

cost through an incremental constructive estimation method. The next chapter. Chap-

ter 6, describes a novel controller based estimation heuristic which is incremental in 

nature and predictive in character. This method exploits the way instructions are rep-

resented and implemented in a behavioural synthesis tool. The developed algorithm has 

the ability to preserve the efficiency of the synthesis. Chapter 7 describes a controller test 

scheme which exploits and merges some the features of the design controller to generate 

a self-checking BIST controller within an integrated synthesis flow. Chapter 8 concludes 

this thesis with a few pointers for extension of this work in relation to algorithms and 

implementations. 
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Behavioural Synthesis 

The complexity of today's IC technology is increasing exponentially and this trend is 

expected to continue in full force for the coming years [7], This growth with ever 

decreasing time-to-market window is forcing fundamental changes in the way systems are 

designed. Synthesising a design, at gate level and even at RT level, especially involving 

large complexities, as is common in many of today's ICs, is a very difficult task. This 

difficulty has necessitated that design synthesis be carried out at higher abstraction 

levels. Behavioural synthesis provides a way out. In this, the designer needs to specify 

the design behaviour without worrying much about the details of the design architecture. 

This chapter introduces behavioural synthesis and the optimisation process that is part 

of such a synthesis methodology. Section 2.1 presents a brief introduction to design 

synthesis tools. Section 2.2 provides an interpretation to the different abstraction levels 

of synthesis. Salient features and benefits of behavioural synthesis are also highlighted 

in Section 2.2. Section 2.3 previews RTL design methodology. Section 2.4 describes 

main tasks and design space associated with behavioural synthesis. Section 2.5 explains 

the internal representation, which is manipulated during the behavioural synthesis flow, 

of behavioural synthesis. A summary of the chapter is presented in the last section. 

2.1 Introduction 

The use of computers in design and verification of electronic systems has proved to be a 

challenging quest for designers in the last two decades. Ever since the 1960s the designers 

have asked for computer-aided design (CAD) tools to help them produce correct and 

optimum implementations of all types of electronic designs. In this effort, the designers 

would like to translate from one level of abstraction to another in an automated way. 

This is desirable to meet the functional requirements subject to specific constraints and 

to optimise certain objectives and related trade offs. 

Increased design complexity and compressed design cycles have been major challenges for 
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hardware designers for some time. In the early 1990's, the introduction of RTL synthesis 

tools allowed designers to move away from the details of technology-specific schematics 

and instead describe functionality at a more abstract, technology-independent level using 

new languages like VHDL/Verilog. In RTL, design description is described in terms of 

registers and operations on these. This description is not architecture independent. For 

any design, there is a multitude of possible hardware architectures the designer can 

select from to achieve the desired goals. Finding a suitable architecture demands a 

disproportionate amount of time from even very experienced designers. Unfortunately, 

defining an architecture and creating the corresponding RTL code consumes so much 

time that the designer cannot afford to make any subsequent architectural changes. The 

designer is forced to adopt one architecture and hope for the best. 

To overcome the limitations of RTL design approach, design synthesis was moved to even 

higher abstraction level. At this level, the design is described in terms of its functionality 

or behaviour. The designer need not define how this functionality is achieved. Mapping 

from behaviour to actual implementation is carried out by synthesis tools. This approach 

is known as behavioural synthesis. Design synthesis tools may not be classified as RTL 

synthesis or behavioural synthesis as some approaches are hybrid of these two. Next 

we discuss various abstraction levels of synthesis followed by a comparison of RTL and 

behavioural synthesis. 

2.2 Synthesis Abstraction Levels 

The need for significant productivity jumps continues to rise with the reduction of the 

shelf life of the present generation of products. Transistor densities of digital integrated 

circuits have out-paced designer productivity during the last decade. It has prompted 

many warnings about the impending design productivity crisis, i.e.. Computer Aided 

Design (CAD) tools are not able to catch up with the system on chip (SOC) design 

targets [4]. One of the promising ways for bridging this gap is increasing the level of 

abstraction at which a designer works and designs are specified. Higher-level abstract 

descriptions can be much shorter than RTL and gate level descriptions for the same func-

tionality, size and performance. Therefore, it is more productive in cost and design time 

to describe complex SOCs at the behavioural abstraction level. In terms of increased ab-

straction level, the design descriptions for automated synthesis can be broadly classified 

into: 

• Gate level description 

• RTL description 

• Behavioural description. 
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F I G U R E 2 . 1 : Behavioural level is the highest and gate level is the lowest abstract de-
scription of a design. 

Users, tool providers and researchers cannot agree on what exactly a behavioural de-

scription is. For a designer who has always used schematic entry at the gate level, a 

hardware description language (HDL) at RT level is very abstract. Similarly, for be-

havioural synthesis, the input is an algorithmic description and the output is at RT level. 

The level of abstraction for design synthesis has been progressing in last few years from 

academic research tools to mature commercial implementations [4, 8, 9]. Figure 2.1 

illustrates the abstraction levels of the design synthesis to elaborate with respect to 

each other. The zones shown in the figure, however, are not totally disjoint, and it is 

very common to mix in the same specification parts described at the behavioural zone 

with RTL constructs. This hybrid use of different zones of designs have led to common 

misconceptions of treatment of the term HLS to the target level when describing the 

capabilities of synthesis systems. 

In Figure 2.1, Zone V comprises gate-level netlist descriptions containing Boolean equa-

tions, gates and registers. Synthesis of these netlists requires gate-level technology in-

dependent optimisations and technology mapping. Zone IV is shown as RTL netlist, 

as it adds RTL modules to the gate-level of Zone V. These RTL modules are multi-bit 

primitives such as adders, multiplexers, comparators, registers etc. Synthesis at this 

level requires that RTL modules are first expanded into simpler logic gates, or mapped 

to existing library elements directly. Zone IV and V deal with combinational logic plus 

registers, with no concept of any finite state machine (FSM). Zone III is the most com-

mon RTL description currently supported by logic synthesis elements. It usually involves 

a sequential description where registers are not explicitly declared, but may be directly 

inferred. FSM states, if used, must be explicitly declared, and all state transitions have 

to be clearly specified. Synthesis in Zone III has to deal with very simple register infer-

ence, as well as FSM synthesis and optimisations. Most of the present synthesis tools 

target this level of abstraction. Zone II starts using the behavioural domain. Here the 
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description is sequential, possibly with multiple states, but the state transitions are not 

explicitly declared and need to be derived. It also requires a more elaborate register 

inference scheme, where lifetime analysis from the behavioural specifications is required. 

Synthesis in this region requires some behavioural techniques, such as, limited schedul-

ing for deriving the requisite FSM for the data flow, also called RTL-scheduling and 

fixed input-output scheduling with data-flow analysis for register inference. 

Zone I covers the complete behavioural level, which is a sequential description with 

or without a specified clock or FSM states. States are not fixed up-front but deter-

mined by the schedule. Registers are not pre-specified, nor can they be directly inferred 

from the description. Zone II requires full behavioural synthesis in order to define the 

states (through constrained scheduling), map operators to gates and RTL modules and 

map variables to registers. Zone I provides the algorithmic description of the system 

under design. A more detailed discussion about the design space at this level will be 

discussed in later sections. 

In the same way that RTL design allows hardware designers to work at a higher level 

of abstraction than schematic design, behavioural synthesis raises the abstraction level 

even higher. Behavioural synthesis works on a description that specifies the relationship 

between system inputs and outputs by describing abstract data structures and functions 

to manipulate them. The physical structure is not described, as the emphasis remains 

on what a design does and not how it is done! The task of the synthesis system is to 

translate a behavioural description into a structural description, optimised with respect 

to user-supplied gross parameters, with as little user intervention as possible. HLS shall 

be used as a synonym to behavioural synthesis in our discussions at various points in 

this thesis. 

Unlike an RTL based design methodology, a behavioural design methodology shifts 

the focus from the implementation details to the overall behaviour of the design. Be-

havioural synthesis has been described as a completely new way of designing digital 

systems [4, 10]. Behavioural synthesis raises the level of abstraction at which one works 

above RTL synthesis to an algorithmic abstraction. This level is more like a software 

design, but still the focus is on a hardware implementation and hardware design is-

sues. This hardware-algorithmic design-style increases productivity and also increases 

the technology independence of a design, simplifying the task of re-targeting or second 

re-use. Figure 2.2(a) shows a high-level depiction of RTL synthesis, while Figure 2.2(b) 

shows the modified design process using behavioural synthesis. Differences between the 

two flows will be discussed in Section 2.4, in the later part of this chapter. 

There are many potential benefits of working at the behavioural level: 

• Behavioural specifications are smaller and less complex than the equivalent RTL 

descriptions. 
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(b) Behavioural synthesis flow. 

F I G U R E 2 . 2 : Design synthesis flow at (a) R T level and (b) behavioural level. As can be 
seen, behavioural level subsumes RT level synthesis and hence operates 
at higher abstraction level. 

• These specifications are easier to write since they contain fewer implementation 

details. 

• These are easier to understand and debug since they are more closely related to 

the algorithm being developed. 

• Rather than generating just one implementation as RTL synthesis does, be-

havioural synthesis explores many (possibly millions) [6, 11] of slightly different 

implementations in search for an optimum design. 

• The search for an optimum design is automated and technology independent so 

that a different implementation could be chosen for different technologies, without 

an expensive rewrite of the original design. This means that a design can be 

prototyped on an FPGA and then re-targeted to an ASIC without a rewrite of the 

behavioural source code. 

• Independence from technology details encourages design reuse. Commonly used 

blocks can be gathered into a collection and reused in many designs regardless 
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of the target technology. Whole systems can be built by assembling blocks from 

an existing collection. Thus, the more we use behavioural synthesis, the more 

productive we will become because the range of reusable blocks will increase with 

time. 

Behavioural synthesis may be less effective when: 

• The design is not synchronous, i.e., asynchronous. Until now asynchronous designs 

are not very well addressed by this technology. But like RTL descriptions, simple 

asynchronous logic (such as gated clocks) can also be specified in behavioural 

descriptions. Even RTL support for asynchronous design is not well established. 

• If the required architecture for design is well understood or already known, it may 

be more efficient to describe the design at RTL level, rather than to attempt to 

develop a more abstract behavioural description. 

• The flexibility obtained with behavioural synthesis has some "cost" in terms of the 

area and performance characteristics of a design. While a design that is obtained 

using behavioural synthesis may not be significantly larger than an equivalent hard-

coded RTL design, the added area or delay may be unacceptable for extremely 

high-performance designs. 

It can be emphasised that design costs at system level are becoming dominant and gains 

realised by design exploration at this level are much bigger than what we would get 

through local optimisations at lower levels. Hence the focus of the design space should 

shift to the highest level of abstraction [12]. 

Despite its availability for many years, there may be issues in behavioural synthesis 

which still prevents its widespread use : 

• Current digital design methodologies rely on cycle accurate simulation. The change 

in cycle-by-cycle behaviour introduced by scheduling creates a major challenge to 

verification which has not yet been solved. Possible solutions to this problem 

may involve different scheduling approaches, dedicated verification tools and more 

integrated design and verification methodologies. 

Behavioural synthesis is usually regarded as a methodology which converts a lan-

guage description into netlist that can be processed by the lower level tools. Be-

cause it is used as front end synthesis tool, the level of expected run time per-

formance of these tools is one or two times order better than that of lower level 

tools. Current algorithms needs to be improved especially since the design space 

is expanding very rapidly with the introduction of many more design parameters. 
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• There are many other related issues of designer awareness and education and the 

methodology related issues to make this technology more widespread. In handling 

such issues, the adoption of this methodology may require changes or additions to 

parts of related fields, such as, verification, synthesis and layout. Unless they work 

together well, the complete benefits of behavioural synthesis cannot be achieved [7]. 

• It has also been observed that there is a steep learning curve for an experienced 

RTL designer to use behavioural synthesis environment, for thinking in terms of 

gates and registers is ingrained and it takes a conscious effort to change those 

thought processes [7]. 

Before a review of the tasks covered by the behavioural synthesis, the next sections will 

describe the RTL and behavioural synthesis in detail. 

2.3 Register Transfer Level (RTL) Synthesis 

For any design, there is a multitude of possible hardware architectures a designer could 

use to achieve the design targets. The ideal synthesis environment should provide a 

framework to choose the most appropriate design for the given requirements in terms of 

the design cost. The earliest definition of RTL synthesis was proposed to be result of 

synthesis and optimisation [7]. As mentioned in earlier sections, most of the modern logic 

synthesis tools work on RTL designs. RTL design is a high-level design methodology (to 

traditional audience of logic designers), which can be used for design of any digital 

system. This methodology is essentially a top-down design process, as has been shown 

in Figure 2.2 (a). In the RTL domain a circuit is described as a set of registers and a set 

of data-transfer operations describing the flow of data between registers. The registers 

are implemented directly as memory elements, while the data transfers are implemented 

by combinational logic blocks or functional units. The division of a design into registers 

and data transfers is the most important part of RTL design process. It is inherently a 

synchronous design methodology. The basic steps for an RTL design method are: 

• Identify the data operations and their precision. 

• Determine what resources are to be provided for the operations. 

® Allocate operations to the resources and registers to the intermediate results which 

need to be stored. 

• Design a controller for the data path. 

Comprehensive discussions on RTL design methods and applications can be found in [13, 

14, 15]. In the RTL design methodology a designer will be required to give all the details 
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F I G U R E 2.3: Design space explored by an RTL synthesis flow. Here 'X' denotes a 
design instance or state in the design space. 

of the the way the design will behave and for any optimisations there only a limited 

design space is created for a given design. When using only logic synthesis tools, an 

RTL description of that architecture must be created as described above. Unfortunately 

defining an architecture and creating the corresponding RTL code consumes most of the 

time. Usually the designer cannot afford to make any architectural changes in order 

to meet the time to market targets. The designer usually adopts one architecture and 

hopes for the best. The designer can make only small trade-offs between area and 

delay for a single RTL design as shown in Figure 2.3. To explore a different portion 

of the area/delay curve the RTL description needs to be re-written. This process is a 

slow and expensive, as shown as an iteration of the flow in Figure 2.2 (a). Even this 

effort does not guarantee a better result. Hence, to address this shortcoming of design 

space searching, we must raise the level of abstraction for synthesis and optimisation. 

The next section describes the tasks performed by the behavioural synthesis system 

while addressing the limitations of RTL synthesis. The ensuing discussion will provide 

the necessary background required for addressing test synthesis within a behavioural 

synthesis flow. 

2.4 Behavioural Synthesis 

The first RTL synthesis tools were developed almost 15 years ago when designs were 

small, slow and simple. Since then the complexity and performance of ICs has increased 

100 to 1000 times [16] and typical design cycles are only three to six months long now 

compared to eighteen months a decade ago. Unlike RTL methodology, a behavioural 

design shifts the focus from the implementation details to the overall behaviour of the de-

sign specifications. Behavioural synthesis tools take a behavioural input and generate a 

suitable RTL code. These automatically generated descriptions can be further optimised 
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F I G U R E 2 . 4 : Behavioural design space is composed of many RTL design spaces. Be-
havioural synthesis can be used to explore many RTL designs. Here 'X' 
denotes a design instance or state in the design space. 

by the RTL synthesis tools. As shown in Figure 2.4, behavioural design space comprises 

many design instances. Each design instance may refer to more than one RTL design. 

In this way the process provides an opportunity for the designer to quickly explore many 

different architectures to ensure that the design constraints can be met before going to 

RTL synthesis, i.e., the designer can make well judged architectural decisions early in 

the design process. 

Behavioural synthesis includes a number of algorithmic tasks which convert a language 

specification of a design into an implementation as a register transfer netlist. These 

algorithmic steps span program compilation, graph theory, optimisation and hardware 

synthesis. We provide very brief reviews of these steps in next few paragraphs. 

2.4.1 Language Translat ion 

This step comprises parsing the input specification and performing syntactical and se-

mantical checks on the input specifications. The output of this process is the generation 

of a graph representation of specification, which is normally called Control and Data 

Flow Graph (CDFG). The output of this process is usually the sequencing of the control 

as well as the flow of data implied in the given behaviour. There are many variations 

which can be used for this internal representation and which capture the behaviour of 

the input specifications. Although several variations exist for this graph representa-

tion, the main diff^erence consists of whether the representation uses a joint CDFG or 

separate graphs, one for control and one for data flow. Further details of the internal 

representations are covered in Section 2.5. 
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2.4,2 D a t a Flow Analys is 

This is a technique used in programming language compilers which is especially impor-

tant in behavioural synthesis. The main purpose of this task is to compute the lifetime 

of the values used in the specifications. Data flow analysis is used for unfolding variables, 

to determine the lifetime of the variable and to determine the lifetime of the register for 

the purpose of register sharing [17, 18]. 

2.4.3 Schedul ing 

Scheduling is the enabling technology of behavioural synthesis. Scheduling consists of 

the assignment of operations (in the intermediate graph or CDFG) to control the steps 

of data-flow. Scheduling has to be done within the given constraints of designer while 

minimising the cost function. A schedule defines the states and transitions of the con-

troller. With fixing of the state bounds, it also defines the values that need to be stored 

in the registers. Scheduling algorithms can be grouped into general categories: those 

that produce schedules for unconstrained designs and those that produce schedules for 

constrained designs. A lot of research in scheduling addressed the data-flow dominated 

and control-flow dominated mechanism [17, 19, 20, 21]. Most of the scheduling algo-

rithms are data-flow dominated. These algorithms use a data-flow graph to analyse the 

data dependencies among the operations and to schedule groups of parallel operations 

in consecutive control steps. The goal of scheduling algorithms is either to minimise the 

total number of control steps under resource constraints or to minimise the resources 

required under timing constraints. 

Figure 2.5 and 2.6 show a few primitives applicable to most scheduling algorithms. The 

horizontal lines represents the scheduling boundaries. Scheduling algorithms designed 

for unconstrained designs can be used to quickly produce feasible schedules that are 

restricted only by data dependencies. On their own these type of algorithms are not very 

useful but are used as a measure to compare with other scheduling algorithms. Figure 2.5 

shows a simple sequential schedule, where each operation of the data dependent chain 

is placed in a separate control step. As-Soon-As-Possible (ASAP) and As-Late-As-

Possible (ALAP) are shown in Figure 2.6(a) and Figure 2.6(b) respectively. The ASAP 

algorithm compacts the operations in states from the top down, respecting the data 

dependencies. The ALAP algorithms is similar but the compaction is bottom-up. These 

type of scheduling algorithms are rarely used in the real world problems, they are used 

as a part of other compute intensive algorithms to help determine the bounds of the 

problems. 

Additionally, resource constrained algorithms minimise the number of control steps re-

quired to schedule a design under a fixed set of resources. This constraint is expressed in 

terms of the maximum number of data path units; this roughly translates into the area 
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X = A * B * C - D 

D A B 

F I G U R E 2 . 5 : Basic sequential scheduling mechanism. Each node shows an opera-
tion, arcs depict operands/variables and horizontal lines show scheduling 
boundaries. 
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(a) ASAP scheduling. (b) ALAP scheduling. 

F I G U R E 2.6; Unconstrained scheduhng mechanisms. Each node shows an opera-
tion, arcs depict operands/variables and horizontal lines show scheduling 
boundaries. 
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of the design. The main example of this kind of algorithm is list scheduling [22, 23, 24]. 

List scheduling is a scheduling algorithm that can be used to schedule resource con-

strained designs. The algorithms begins at the first clock cycle and continues until all 

the operations are scheduled. Operations to be scheduled are selected from a ready list, 

which includes every operation that could be scheduled in the present clock cycle pre-

serving data dependencies. The ready list is usually created with the help of a heuristic 

defined by the designer. On the basis of the selected heuristic, a priority list is created 

and beginning from the top of list all the operations of the list are scheduled until the 

list is empty. This operation is continued until all the operations are scheduled. 

Time constrained algorithms minimise the number of resources required to schedule a 

design under a constrained (fixed) number of clock cycles. This is usually useful in the 

real-time application domains. The main approach in this category is force directed 

scheduling [25]. To enforce time constraints, a more complicated scheduling algorithm 

called force directed scheduling is employed. The algorithm begins with ALAP and 

ASAP schedule creation while taking into account the time constraints. These schedules 

provides information about the mobility of the operations. Calculated mobilities of the 

operations are used to determine the force (area cost) associated with the scheduling 

each operation within each clock cycle. The force factor calculation for each operation 

gets affected by the indirect contribution of other operations, this produces a global 

distribution effect across the resultant schedule. 

For the sake of completeness of discussion, it can be mentioned here that integer linear 

programming (ILP) techniques can also be used to address the scheduling problem [26]. 

ILP provides an optimal solution to the time and resource constrained scheduling prob-

lems. Unfortunately, these techniques are so compute intensive that for real world 

situations, they becomes almost unusable [27]. 

With rising level of integration on ICs, the application domain has broadened, schedul-

ing algorithms started to be applied to control-intensive designs. In such situations 

scheduling algorithms exploit control dependencies among operations, by analysing the 

control-graph. These algorithms are less suitable for exploiting parallelism because the 

operation order is dictated by the control flow. The main focus of control-flow scheduling 

algorithms is to reduce the number of control steps under the resource constraints. 

As an alternative to the classical scheduling paradigms, a new form of network graphs 

has been proposed recently in [4], which can capture all possible schedules the given 

behaviour may assume. A detailed comprehensive review of scheduling algorithms can 

be found in [17, 20, 28]. 
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2.4.4 Al locat ion of Resources 

Allocation consists of mapping abstract operands and data transfers, present in the 

flow of data onto registers, nets, functional units, multiplexers etc. Resource allocation 

defines the data path of the design. This task is primarily aimed at register, functional 

units and interconnect allocation. Register allocation aims at determination of the 

storage, register-files and memories in the data path. At the behavioural level, registers 

are needed to store values which are created in one control step and used in another 

step and they have to be created as per the register inferencing rules. FU allocation 

maps the operation in DFG to the FU in the data path. The specific allocation type 

may be governed by the designer objectives and priorities. The interconnect allocation 

maps the data transfers in the data path among registers and functional units. 

Allocation algorithms usually follow two general approaches: constructive, and global 

decomposition. In both the cases the algorithm needs to know which resource can be 

shared. Conditions for sharing vary according to the element to be shared. In the 

constructive approach, the data path is formed in a step-by-step fashion and is based 

on a cost function which determines the data-flow value, operation or data transfer that 

should be mapped in that step and whether it should be mapped to an existing data 

path element or a new element should be created. The global decomposition approach 

breaks the allocation and resource sharing problem into independent tasks for each of the 

binding steps later. In contrast with the constructive approaches where the binding steps 

for registers, functional units, and multiplexers are interleaved in a greedy way, the global 

decomposition approaches solve each task in order, however they are interdependent and 

there is no guarantee of an optimal solution even if each task is solved optimally. A 

comprehensive discussion on allocation algorithms is given in [20, 29, 30]. 

2.4.5 Binding 

Binding is the process of assigning each scheduled operation to a component. Allocation 

ensures that there are sufficient resources to implement the design and scheduling uses 

those resources to assign operations to clock cycles. But at that time actual components 

are not assigned. This step arises from the fact that for the same operation there can 

be multiple component choices providing a trade-off and this may affect interconnect 

and multiplexing. This is exploited by the provision of many components with varying 

degrees of cost in terms of area/performance have been given [11]. Recently in [31] a 

few heuristics to tackle the binding in control and data flow mixes of large designs in 

while tackling many target attributes. 

The behavioural synthesis process operates and optimises at the intermediate level to 

exploit the behavioural design space. The next section discusses the prevalent internal 

representations of HLS systems. 
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F I G U R E 2 . 7 : This figure illustrates a data flow graph or D F G . Each node is a 
functional/storage unit. Node inputs, denoted by arcs, are the input 
operands/variables. 

2.5 Internal Representation in HLS 

Manipulation of the structural characteristics of a behaviour ally mapped design which 

can be addressed within a CAD tool framework, needs a suitable internal representa-

tion. This representation for a given design is usually the result of behavioural design 

compilation and is sometimes preceded by source level optimisations [32]. The internal 

representation should be capable of design space exploration. One of the most prolific 

choices is Control and Data Flow Graph (CDFG) and variants to suit the applica-

tion [20]. A data flow graph or DFG depicts the inputs and outputs of a design, the 

operations used in the design, and the flow of data from input to output. The state 

machine controlling this flow of data gives the control flow to make it a control and data 

flow graph. In next sections we will describe the constituents of these graphs and their 

variations used in the synthesis community. 

2.5.1 Control and D a t a Flow Graph R e p r e s e n t a t i o n 

An internal representation of compiled digital system behaviour should be capable of de-

scribing the data flow of the design. A popular choice for this is Data Flow Graph (DFG). 

A DFG is a directed graph which captures the operations of the designs and it can depict 

the flow of data (system operation) through the operators effectively [20]. An example 

DFG is shown in Figure 2.7. As can be seen this form of graph captures the operations 

and their action order. The control information for this DFG can be captured with the 

control states. A scheduled version of the DFG is shown in Figure 2.8. It is a DFG with 

clocked states. At the scheduled clock boundaries, data is transferred from the input 

to the output and the storage of the intermediate results within implied registers takes 

place. We observe that every operation has an identifier along with it showing the cycle 
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Result 

F I G U R E 2 . 8 : Data flow graph and its associated Scheduling control states are shown 
here. 

Result 

F I G U R E 2 . 9 : An example of Control and Data Flow Graph. Each block represents a 
part of data flow graph, activated by control signals from control units. 
Control constructs are shown by elliptical units. Control signals are out-
puts of such constructs. 

in which it is placed. The schedule steps necessarily capture the instances when the data 

is transferred between the operations. 

CDFG is an extension to DFG and allows the representation of control situations, such as 

conditions and loops. An example CDFG is shown in Figure 2.9. In the CDFG each node 

in the graph represents an operation (such as addition or multiplication). The nodes will 

be connected if there is a data dependency between them. The connection between two 

nodes is called a dependency arc [20]. The dependency arc indicates the order in which 

operations must be performed. These dependencies in a CDFG provide constraints on 

the behaviour. This information, along with a set of resources and input/outputs timings 

requirements is used to generate the scheduled designs. 
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2.5.2 E x t e n d e d T i m e d Petr i N e t Representa t ion 

Petri Nets are bipartite graphs which can capture concurrency very well [33]. A Petri 

Net model consists of a set of places(P) and set of transitions (T), in which the places 

correspond to the states of the model and the transitions represent the actions related 

to the states of the model. The places and transitions are connected by a set of arcs. 

An arc can only connect a transition with a place and vice-versa. An arc directed from 

a place to a transition is called an input arc and an arc directed from a transition to a 

place is called an output arc of the transition. A transition is said to be enabled if there 

are enough tokens in each of the input places as specified by the arcs connecting the 

input places to the transition. An enabled transition can fire if the other conditions are 

satisfied. The initial state of the Petri Net is called its initial marking. The current state 

of a Petri Net is the distribution of tokens to the places in the Petri Nets. A detailed 

theoretical analysis and applications of Petri Net models are covered in [34, 35]. 

The Extended Timed Petri Net (ETPN) is a formal design representation model based 

on Petri Nets which is employed as an alternative to CDFG. ETPN models are separate 

from but related to the CDFG [36] model. In this model, the data path of design is 

represented by a directed graph consisting of nodes and arcs. The nodes are used to 

capture data flow within behaviours of FUs as mappings from a set of inputs to a set 

of outputs. The capture is done without giving details of how the system performs the 

mappings. The arcs represent the connections of the nodes. 

The control part of the design representation on the other hand, is captured as a timed 

Petri Net with restricted transition firing rules. These two parts are related by the 

control signal emanating from the control part to the data path and the conditional 

signals are travelling in the opposite direction to the control part. One example of the 

ETPN is shown in the Figure 2.10. Part (b) of the figure shows the data path of the 

design where nodes, shown in rectangles, depict the functional units (FUs). The labels 

are drawn from a set of predefined symbols which represent all of the functions or FUs. 

The arcs of the data path represent the data flow of the FUs. Communication from one 

node to another is controlled by the control signals emanating from the control part. 

The control relation is indicated by using the control state label with the arcs. 

Part (a) of the figure depicts Petri Net which is used to represent the control flow of 

the designed system. A control state is represented as a marking of the Petri Net, i.e., 

the possession and distribution of tokens in a subset of the Petri Net states which are 

depicted as circles. A transition between control states are described as firing of one or 

several transitions which are depicted as bars. 

The main feature of an ETPN is its ability to capture the intermediate results of a 

design explicitly so as to allow the design algorithm to make accurate design decisions. 

Another advantage for this representation is that human designers can be presented 
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(a) Control states within a Timed Petri Net Model . 
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(b) Data path operations corresponding to the states flow within 
Timed Petri Net in (a). 

F I G U R E 2 . 1 0 ; Extended Timed Petri Nets (ETPN) for a given equivalent internal rep-
resentation in HLS. 
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with a graphical illustration of intermediate designs which may be very useful in an 

interactive environment. With all the necessary information available in conveniently 

implementable form makes it suitable choice for behavioural synthesis internal represen-

tation. 

2.6 Summary 

In this chapter, we presented an overview of the abstraction levels, behavioural syn-

thesis, and related tasks with relevant internal representations. A given behaviour is 

specified by algorithmic components which can be addressed in the form of intermediate 

representation. Synthesis sub-tasks like scheduling, allocation and binding are used to 

generate an optimised structural solution, subject to constraints such as area and delay 

etc. The choice of constraints and the priority given to each constraint influence the 

final implementation. Hence, changing the constraints and weights allows a very large 

number of possible designs to be considered, in a short time. The exponential rise in 

complexity and size of designs is necessitating the optimisation efforts at the highest 

level of abstraction, i.e., at the earliest opportunity in a design cycle. 



Chapter 3 

MOODS Synthesis Framework 

Behavioural synthesis offers many advantages over conventional RTL synthesis, as has 

been explained in the previous chapter. As behavioural synthesis is central to this thesis, 

this chapter introduces behavioural synthesis and optimisation as has been addressed 

within our experimental framework of Multiple Objective Optimisation in Data path 

Synthesis (MOODS). Design synthesis flow in MOODS synthesis suite is explained in 

Section 3.2. The internal target architecture of MOODS is described in Section 3.3. 

Optimisation in a behavioural synthesis design flow is achieved through a set of 

behaviour-preserving transforms. Application of a transform yields a behaviourally 

equivalent but structurally different design. Comparison of this new design with an 

existing one is done on the basis of an appropriate cost function. This comparison is 

done in respect of user-defined goals. This process of transform application and cost 

function evaluation can be iterated many times until an optimal solution is obtained. 

Section 3.4 describes design optimisation in MOODS. Section 3.4.1 illustrates the design 

space as viewed within the synthesis flow. The cost vector function of this optimisation 

process is explained in Section 3.4.2. A brief description of the set of transformations 

is given in Section 3.4.3. Optimisation algorithms as used within MOODS flow are 

explained in Section 3.4.4. The last section summarises the chapter. 

3.1 Introduction 

The research community of the design automation dreamed of a silicon compiler which 

automatically translates from design specification into a complete mask set for an in-

tegrated circuit. The goal of any such tool is to shield the user from the underlying 

complexities of design synthesis. To harness the benefits of behavioural synthesis and 

to address the limitations of RTL synthesis flows, many research tools have been devel-

oped [4, 5, 12]. MOODS is one such research framework which is based on an incremental 

26 
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improvement of design by iterative application of cost directed transforms. The gross 

synthesis flow of MOODS is described in the next section. 

3.2 MOODS Synthesis Flow 

MOODS works on iterative improvement of a directly compiled design specification. 

This is a synthesis system which implements global optimisation of design data flow 

and control graph by repeated application of small, reversible (behaviour preserving) 

transforms, under the control of an optimising algorithm. The entire system comprises 

a number of separate modules performing various tasks in the synthesis of a behavioural 

description from VHDL down to a hardware FPGA or ASIC based implementation. 

These tasks are sequenced as follows. 

1. Compiling an algorithmic specification (source code) into a control and data flow 

graph. MOODS also maintains implementation of abstract design with the help 

of a technology cell data-base. This implies that at any point in the synthesis 

process, an equivalent RTL implementation can be obtained. CDFG is obtained 

by 

• Generating the data path through 

- Mapping a schedule for the operations to specific control/time 

steps (clock cycles) during system execution. 

- Mapping for operations, storage and interconnect onto specific data path 

allocation units (adders, multipliers, registers, multiplexers). 

- Binding the abstract functional units onto technology specific cells from 

the low level cell library. 

Initially this data path is maximally serial as no optimisation is yet incorpo-

rated. 

• Generating the controller for the data path. This controller is a state ma-

chine(s) implementing the desired schedule to provide control signals for driv-

ing the flow of data in the data path control graph. 

• Mapping an RTL implementation of the abstract design with help of a tech-

nology cell data base. This is achieved through binding the abstract functional 

units onto technology specific cells from the low level cell library. This map-

ping ensures that the cost computation in terms of delay/area is accurate. 

Mapping to a given library cell can, however, be changed by application of 

transform(s) to help achieve an optimal design. 

2. Iterative improvement of design with help of a suitable optimisation algorithm. 

This process helps MOODS explore the total design space, i.e. the set of all 
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behaviour ally equivalent designs. This exploration is done under the guidance of 

a cost function. This function results in a value indicating the goodness of the 

design. If the cost improves, the new design becomes the point for subsequent 

optimisation. MOODS employs one of two optimisation algorithms: 

• Simulated Annealing; 

« Tailored Heuristics. 

3. Generating a netlist of mixed structural/RTL VHDL describing the final synthe-

sised system, suitable for back end simulation and RTL synthesis. 

Various components of the MOODS synthesis process are described in the following 

subsections. 

3.2.1 Intermediate Code ( ICODE) Generat ion 

ICODE which is generated by the compilation of the behavioural code is quite similar to 

assembly code with additional sequencing information [6]. ICODE describes the func-

tionality, sequencing and connectivity at the architecture level without explicit binding. 

All instructions operate on variables, which are either part of specification or generated 

by the source compilation. An example ICODE sequence with the relevant details is 

shown in Figure A.l of Appendix A. The syntax of ICODE provide a buffer interface 

between the behaviour of the source and the structural design space. The provision of 

a intermediate form wherein behaviour is manipulated through an internal representa-

tion provides an ideal framework to merge the testability analysis and its cost with the 

functional cost. 

3.2.2 Technology Cell Library 

MOODS starts synthesis by reading the behavioural code of the design and compiles it 

into libraries of design units. These units are then translated into a language-independent 

intermediate form or intermediate code (ICODE). This code is suitable for direct input 

into the core synthesis engine. One of the key tasks in the synthesis process is the 

mapping of the abstract operations (ICODE instructions) onto a technology-specific im-

plementation. These implementations are taken from a pre-defined set of parameterised 

structural/RTL components. These defined structures are also used in the back-end 

RTL synthesis. This technology cell database contains detailed information about the 

low-level cells including the functions performed, the inputs and outputs, their widths, 

names and characterisation data to enable the system to determine the area and per-

formance of the cell, based on the input and output widths, and the load driven etc. 

During synthesis, MOODS core requests technology cell data base a cell implementa-

tion through a library interface. All technology libraries are searched and one specific 
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F I G U R E 3 . 1 : M O O D S high level synthesis system. 

implementation is chosen based on the selection parameter. This may be one of several 

types: select first implementation, select random, select smallest or select fastest. The 

library is also able to provide a list of all suitable cells, leaving selection up to MOODS 

based on the cost criteria. 

3.2.3 Initial D a t a P a t h and Controller G e n e r a t i o n 

A naive data path and controller implementation of the design is assembled from ICODE. 

This initial implementation has a data path unit for each operation in the description (for 


