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Matthew David Anderson 

Visual understanding of real-world scenes is near-instantaneous. Humans can extract 

a wealth of information, including spatial structure, semantic category, and the 

identity of embedded objects, from images viewed for fewer than 100 msecs. Visual 

processing has capacity limits, and, as a result, the computational processes that 

underlie this behaviour must be highly efficient. Computational theories of real-

world scene perception model early image processing in various ways. In Chapter 1, 

I review these theories, and in Chapter 2, I review the role of depth cues in rapid 

visual processing. This discussion reveals three problems: (i) Tests of the agreement 

between model predictions and human responses may be biased by the arbitrary 

choice of category system, (ii) Current models posit that scene semantics is 

estimated from spatial structure properties, but empirical support for this position is 

inconsistent, and (iii) The time-course of depth estimation in real-world scenes is 

poorly understood. To address these problems, three empirical papers are presented 

in Chapters 3, 4, and 5. In Chapter 3, I propose and validate a novel clustering 

algorithm that can be applied to image databases to derive category systems for 

visual experiments. In Chapters 3 and 4, I examine the relationship between spatial 

structure and semantic information, and find little support for the position that spatial 

structure properties inform semantic discrimination. In Chapters 4 and 5, I 

characterize the time-course of depth processing for images presented for <267 

msecs, and conclude that binocular disparity and elevation cues contribute to real-

world perception shortly after image onset (<50 msecs). These findings are discussed 

together in Chapter 6. This thesis contributes to the evaluation of modern models of 

real-world scene perception, and helps to characterize how visual understanding 

unfolds over time.  
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Chapter 1 

 

Literature Review: Models of Real-World Scene Perception  

1.1 General Introduction. 

Adaptive behaviour is predicated on efficient sensory encoding of environmental information. 

Responding to imminent threats, cautiously navigating new environments, and discriminating friend from 

foe are among the numerous challenges faced by the visual system. Yet, with remarkable speed and with 

minimal cognitive effort, humans understand and navigate complex scenes. The ease and instantaneity of 

visual recognition has spurred the creation of a concerted research programme, spanning multiple disciplines 

(e.g., computer science, psychology, neuroscience), with the goal of investigating the computational 

processes that underlie real-world scene perception. Not only does this line of inquiry offer a unique window 

into how high-level understanding relates to the measurable properties of visual images, but it also informs 

the development of new models of biological and computer vision.  

Chapter 1 offers an extensive, albeit inexhaustive, discussion of popular theories of high-level scene 

perception. I describe the methodological challenges of measuring scene understanding, and review different 

methods of taxonomizing visual scenes. Then I describe classical and modern models of real-world scene 

perception, discuss their relative merits and empirical support, and speculate on the ways in which these 

models might be integrated into a unified account of scene understanding.  

1.2 Scene Taxonomies 

What constitutes a visual scene? How are scenes different from other high-level visual 

representations? Scenes are often defined in contradistinction to objects: humans act within a scene, but act 

upon objects. That is, a scene is a space that affords certain behaviours. And yet, a space stripped of all 

objects is a space that affords little action. Acknowledging the intrinsic relationship between the scene and 

the object, Henderson and Hollingworth (1999) define the scene as “a semantically coherent (and often 

nameable) view of a real-world environment comprising background elements and multiple discrete objects 

arranged in a spatially licensed manner” (pp. 244).  
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This definition is a core tenet of schema theory (Biederman, 1972, 1976, 1981; Biederman et al., 

1982). Biederman proposed that scenes are characterized by a system of physical and semantic relationships 

between objects. For instance, scenes have a syntactic structure. Owing to gravity, objects are typically 

connected to the ground, and rarely float in the air. Similarly, the identity of an object in a scene is strongly 

constrained by other objects. A fire hydrant is unlikely to appear near an oven, but an oven is likely to appear 

near a fridge. Put simply, scene type is lawfully determined by the properties of the constituent objects.  

Humans can define scenes at multiple levels of granularity, from simple categorical judgements, to 

free verbal descriptions of everything we perceive (e.g., Fei-Fei et al., 2007). Although scene understanding 

is graded, most of the time we refer to different kinds of scene using categorical labels like ‘field’, ‘desert’, 

and ‘classroom’. Categories are powerful linguistic tools for efficiently communicating scene type, and they 

have the advantage of being easy to measure/manipulate in experimental research (humans tend to have a 

shared understanding of category labels).  

Not all categories communicate the same amount of information. Scenes can be categorized using 

different taxonomies that vary in granularity. Multi-layer tree hierarchies are a useful way of representing the 

relationship between these taxonomies (Figure 1.1). Superordinate categories organize scenes at the coarsest 

level (e.g., natural/man-made). Superordinate categories are divisible into basic-level categories (e.g., 

forest/open country), and basic-level categories are divisible into subordinate categories (e.g., coniferous 

forest/deciduous forest). Humans show a reliable preference towards basic-level categorization; we tend to 

favour categorical labels like ‘open country’, and ‘forest’, over generic terms like ‘natural’ or ‘outdoor’, and 

finer qualifications like ‘coniferous forest’ and ‘deciduous forest’ (see Figure 1.1). Rosch (1975) argues that 

basic-level preferences provide the optimal balance between specificity and generality. Basic-level categories 

confer sufficient information to meaningfully distinguish between different scene types (specificity), but 

don’t have a prohibitively limited range of application (generality). Consistent with this view, a substantial 

body of work has shown that visual categorization is strongly biased towards the basic level (for a review, 

see Greene & Fei-Fei, 2014; Hajibayova, 2013; Murphy & Smith, 1982; Rosch & Lloyd, 1978; Rosch et al., 

1976; Tversky & Hemenway, 1983).  
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Figure 1.1. Scenes are categorized using different taxonomies that vary in granularity. The degree of 

granularity can be represented as a tree hierarchy with three of more tiers. Subordinate categories are 

subsumed by basic level categories, which are in turn subsumed by superordinate categories. Note that the 

distinction between these tiers is often fuzzy (see Chapter 3). For a small subset of 12 SYNS images (Adams 

et al., 2016), I present a plausible taxonomy.  

 

The basic-level preference is not fixed, however. By default, highly familiar instances of visual 

stimuli, such as local landmarks/buildings local landmarks/buildings, or well-known celebrities, are 

categorized at the subordinate level (Anaki & Bentin, 2009). Domain expertise eliminates the basic-level 

bias, rendering subordinate categories equally/more preferable (Johnson & Mervis, 1997; Tanaka & Taylor, 

1991). Superordinate categories can be discriminated after shorter image exposure durations than basic-level 

categories (Fabre-Thorpe, 2011; Kadar & Ben-Shahar, 2012; Loschky & Larson, 2010), and the easiest 

category distinctions can vary depending on the availability of different image features (see Chapter 3, Sofer 

et al., 2015). These results suggest that the preferred level of categorization is shaped by experience, and can 

be manipulated by scene characteristics chosen by experimenters.  

Another important characteristic of visual categories is that they are not internally homogenous. Some 

category members are more central than others. For example, the category of Bird is better represented by a 

robin, than by a penguin or ostrich. Prototype theory holds that categories are defined not by a discrete set of 

necessary and sufficient features, but by a network of continuous attributes (Rosch & Mervis, 1975). Each 

instance of a category can be described by a set of attributes, and the prototype of any given category is an 

Natural

Forest

Coniferous Deciduous

Open Country

Cropland Heathland

Superordinate

Basic-Level
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ensemble representation created by averaging over all category instances. The proximity of a new instance to 

the category prototype determines how ‘prototypical’ that instance is (e.g., a robin is closer to the Bird 

prototype than the penguin or ostrich), and increases the ease of categorization.  

Exemplar theory is a subtle variation of this idea. Instead of category averages, which reflect no 

particular instance but rather an abstract amalgamation of instances, exemplar theory holds that new 

instances are compared to a single, central instance, which is the most representative member of the category 

(e.g., see Murphy, 2016). Both theories generate broadly similar predictions when it comes to scene 

categorization: typical instances of visual scenes are easier to categorize, and are more discriminable based 

on low and high-level visual properties. Indeed, this is exactly what we report in Chapters 3 and 4 (see also 

Ehinger et al., 2011).  

Categorization cannot be modelled using a single, monolithic catalogue of all known categories. 

Categorization is flexible, and this flexibility complicates the process of generating categories that accurately 

reflect the judgements made by human observers in the real world. Real-world scene perception is typically 

investigated by assuming that a small set of basic-level categories, typically generated by a collection of 

researchers, is satisfactory for probing image understanding. The mismatch between the categories humans 

naturally apply, and the categories the participant must choose between, is typically neglected. This problem 

provides the core rationale for Chapter 3: Category Systems for Real-World Scenes. For progress to be made 

in the field of real-world scene understanding, methodological caution must be taken when constructing 

categorization tasks, and assigning ‘ground-truth’ categories to visual scenes.  

1.3 Models of Real-World Scene Perception 

In a series of cascaded neural transformations distributed throughout the visual cortex, retinal inputs 

are transformed into an interpretable representation of scene meaning. In the past half-century, empirical and 

theoretical work, primarily from psychophysics, computational modelling, and neuroimaging, has 

investigated this problem. Here I review these efforts and evaluate different models of real-world scene 

perception. These models tend to address one of several areas of theoretical discussion. In the following 

review, I will cover four such areas: (i) What is the relationship between object and scene perception? (ii) 

What role does visual attention and eye movement control play in scene perception? (iii) How do humans 

make use of natural scene statistics? (iv) And are convolutional neural networks (CNNs) our best model of 

human visual recognition?  

1.3.1 The Relationship Between Object and Scene Perception 

Visual scenes are often defined as collections of objects organized according to compositional rules 

(Henderson & Hollingworth, 1999). It follows that, if objects are the atomic components of scenes, object 

recognition is critical for scene perception. This view constitutes a core assumption of Schema Theory and 
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Scene Grammar (Võ, 2021). Other models (e.g., ‘space-centered’ theory) hold that non-object properties 

(e.g., global image features) are also informative, particularly during early visual processing. In this Section, 

I review the relative contributions of object and non-object representations to scene perception.  

1.3.1.1 Schema Theory 

In real-world scenes, the position, identity, and visual properties of objects vary in predictable ways. 

Schema theory posits that the human visual system processes scenes with strong, learnt, internalized 

expectations about these object regularities (Biederman, 1972, 1976, 1981; Biederman et al., 1982). These 

expectations, or schemata, are activated early in visual processing, before many of the objects themselves are 

recognized. Biederman et al., (1982) proposed five compositional rules conferred by scene schemata: (i) 

Support: objects tend to rest on surfaces – typically the ground-plane; (ii) Interposition: objects are rarely 

transparent, and typically occlude their background; (iii) Probability: objects are diagnostic of scene 

category, and are more likely to occur in some scenes than others (e.g., an oven in a kitchen, rather than an 

oven in a forest); (iv) Position: Objects tend to have a lawful spatial relationship with other objects (e.g., 

computer desks are normally positioned next to computer chairs); and (v) Familiar size: The size of an 

object is scaled relative to neighbouring objects (e.g., fridges are typically larger than saucepans). These 

rules can be organized into syntactic properties, which define the spatial relationship between objects 

(Position, Interposition, Familiar Size, and Support), and semantics, which define the identity of the objects 

(probability). It is important to emphasise that scene schemata are not only specified by these object 

relations. Schemata give a general characterization of scene meaning, and contain an extensive set of 

inferences about scene content informed by past experience (Biederman, 1976). The effects of schemata are 

measurable in various behaviours, ranging from object recognition, scene categorization, and visual 

search/object localization.  

Schema theory is commonly tested by measuring impairments in object recognition caused by rule 

violations. Biederman et al. (1982) presented participants with line drawings of scenes for 150 msecs, and 

measured the accuracy of object detection (present/absent judgements) over the five rule violations (see 

above). Detection accuracy declined under all rule violations, and compound violations (simultaneous 

violation of multiple rules) disrupted performance further. Follow-up studies have primarily focussed on the 

probability rule, and reliably show disruptions in object recognition when the surrounding scene is 

semantically inconsistent (e.g., a fire hydrant in a living room; Bar & Ullman, 1996; Boyce et al., 1989; 

Davenport & Potter, 2004; Friedman, 1979; Palmer, 1975). This phenomenon is often termed the ‘object 

consistency effect’.  

Note that, although some attribute to Biederman the idea that object recognition precedes scene 

recognition, Biederman et al. (1982) are equivocal about how schemata are activated. They propose two 

possible pathways to schema activation: either by (i) rapidly recognizing one or a few objects, or by (ii) 

rapidly recognizing the entire scene, independent of its constituent objects.  
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1.3.1.2 Scene Grammar 

Scene grammar extends Biederman’s description of scene semantics and syntax into a stronger, 

organizing principle of the human visual system. Võ and colleagues (Võ, 2021; Võ et al., 2019; Võ & 

Henderson, 2009; Võ & Wolfe, 2013) speculate that linguistic and scene processing share a common set of 

underlying computational processes.  

Event-related potentials (ERPs) are a common neurophysiological measure of linguistic processing. 

Semantic violations (e.g., “the cat barked at the man”) elicit a reliable negative shift in the N400 component 

(Luck & Kappenman, 2011). The N400 is an ERP waveform measurable 380-440 msecs after the 

onset/fixation of the critical word (in italics; Luck & Kappenman, 2011). By contrast, syntactic violations 

(e.g., “the dog barked at the his man”) modulate the P600 component – a positive inflection in the ERP 

waveform ~600 msecs after word onset (Luck & Kappenman, 2011). Using these two ERP components as 

neurophysiological signatures of semantic and syntactic linguistic processing, Võ and Wolfe (2013) 

measured responses to images with either semantic violations (e.g., a bar of soap next to a computer, in place 

of a mouse), and/or syntactic violations (e.g., a mouse glued to a computer monitor). They found a negative 

deflection between 300 and 400 msecs for semantic violations, and a later modulation of the P600 

component for syntactic violations. A follow-up study using a similar methodology replicated the enhanced 

N400 component for semantically incoherent scenes (Draschkow et al., 2018). These data suggest that scene 

and linguistic processing produce similar electrophysiological responses.  

Not all studies lend support to this theory though. Öhlschläger and Võ (2020) reasoned that, if 

linguistic and scene processing recruit similar visual-cognitive processes, they should develop in children at 

a similar rate. To test this, they instructed children aged 2-4 years to furnish a doll house, and measured their 

ability to construct semantically and syntactically coherent scenes. Performance in this task was weakly 

correlated with a separate measure of linguistic acquisition. This work is in its infancy, and the precise 

relationship between scene and language processing requires further work. Whether other perceptual 

domains (e.g., auditory scene processing) show similar hallmarks of linguistic processing will be critical for 

testing this theory. Moreover, the majority of the work in this area has focussed on the role of scene grammar 

in artificial, man-made, indoor environments. These are environments most people inhabit day-to-day, and 

they may have a stronger syntactic and semantic structure, but the contribution of scene grammar to natural 

scenes, which contain different objects in variable spatial arrangements, will be critical for testing this 

theory.  

1.3.1.3 Global Image Features 

Schema Theory and Scene Grammar put objects at the centre of real-world scene perception. 

However, these models are equivocal regarding whether schemata are activated by objects or entire scenes. 

Classical theories of human vision suggest that scenes are processed in a ‘bottom-up’, hierarchical fashion 
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(Bulthoff & Mallot, 1988; Hildreth, 1987; Marr, 1982; Watt, 1990). The early neurophysiological work by 

Hubel and Weisel (1962) demonstrated that V1 receptive fields are tuned to bars and edges. Downstream, 

receptive fields represent more complex combinations of these basic features: V2 is selective for illusory 

contours and figure-ground information, V4 is selective for simple geometric shapes, and Inferotemporal 

cortex (IT) is selective for entire objects and faces (for a review, see DiCarlo et al., 2012). Generalized to 

entire scenes, this finding suggests that objects are recognized before entire scenes. However, others have 

found that global image features, which contain little or no object information, can be extracted from scenes 

remarkably quickly. 

Humans extract a wealth of scene information within a single fixation. The early work of Mary Potter 

(Potter, 1975, 1976) demonstrated that humans can interpret the content of images presented for as short as 

125 msecs. More recent work has shown that exposure durations of between 7-27 msecs are sufficient to 

drive above-chance categorization of real-world scenes (Fei-Fei et al., 2007; Greene & Oliva, 2009b; Sofer 

et al., 2015).  

Early visual representations are noisy and imprecise, and fidelity improves with extended viewing 

(e.g., Fei-Fei et al., 2007). This presents us with a puzzling tension between degraded sensory input, and the 

interpretability of the presented image. According to Marr’s theory of vision (1982), during early visual 

processing, humans build a ‘primal sketch’ of the scene – a two-dimensional map of rudimentary image 

features such as blobs and edges. The primal sketch is constructed by encoding intensity changes at coarse 

spatial scales, before processing them at iteratively finer scales. In Marr’s words, “the ability to compute a 

coarse description of a form allows one to describe the shape of the forest without first computing detailed 

descriptions of all the trees” (pp. 517, Marr, 1976).  

A substantial body of work has shown that, consistent with the coarse-to-fine characterization of early 

vision, humans tend to encode the low spatial frequency content of real-world scenes before encoding high 

spatial frequencies (Parker et al., 1992; Parker et al., 1997; Schyns & Oliva, 1994). However, other studies 

have demonstrated that, during early visual processing, visual bandwidth is tuned to task demands. If the 

recognition task requires fine discrimination between subtly different categories (e.g., different subordinate 

categories from the same basic-level category), or participants are trained to expect diagnostic visual 

information from high spatial frequency channels, processing is biased towards high spatial frequencies 

(Archambault et al., 2000; Collin & McMullen, 2005; Oliva & Schyns, 1997; Wiesmann et al., 2021). 

Clearly, the bandwidth of visual processing is not strictly time-limited.  

Instead, early processing may prioritize the extraction of global image features. Global image features 

describe visual properties represented across the entire image, as opposed to features that are strictly 

represented in its constituent parts. Note that the extent to which a feature representation is global or local is 

independent of the spatial bandwidth; a global image feature can encode high and low spatial frequencies. 

Visual processing tends to proceed in a global-to-local pattern: the global form of an image is processed 
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before the local elements that comprise the form’s components/parts (Kimchi, 1992; Navon, 1977; Rezvani 

et al., 2020). There are various implementations of global image features in the psychophysics and computer 

vision literature. Here I will discuss just a few of the popular ones.  

1.3.1.3.1 Banks of Gabor Functions 

Simple cells in V1 are known to have receptive fields that respond like Gabor functions, and filter 

input by spatial frequency and orientation (Olshausen & Field, 1996). In light of this finding, Renninger and 

Malik (2004) hypothesized that populations of Gabor functions provide an efficient low-level image 

representation for discriminating scene categories. Renninger and Malik convolved images with a bank of 

Gabor functions tuned to different orientations and spatial scales, and clustered them by response to produce 

a small set of ‘universal textons’. An estimate of global image ‘texture’ was then obtained by binning the 

responses of the universal textons, thereby eliminating local image information.  

Tests of this model have produced mixed results. Average human categorization accuracy for images 

presented for short durations (37 msecs) closely resembles model accuracy (Renninger & Malik, 2004). 

However, human error patterns are poorly predicted by this model. Similar ‘bag of words’ models – i.e., 

models that simply describe feature frequency across the entire image – have produced comparable 

classification results (Fei-Fei & Perona, 2005), and are generally outperformed by models that encode 

coarsely localized spatial layout (Oliva & Torralba, 2007). 

1.3.1.3.2 GIST and the ‘Space-Centered’ Theory 

‘Space-centered’ theory holds that early scene understanding is driven by spatial structure information 

(Oliva & Torralba, 2001). According to this model, spatial structure can be defined by a small number of 

‘spatial envelope dimensions’ like openness, naturalness, degree of perspective, roughness, etc. These 

dimensions/properties are estimated from GIST, a low-dimensional representation of the energy spectrum 

across a small number of orientations and spatial locations (typically a 4x4 grid of image locations). Put 

simply, GIST encodes the energy of oriented edges across large regions of the visual field (see Figure 1.2B). 

Oliva and Torralba (2001) demonstrated that GIST features reliably discriminate between images with 

different spatial envelope properties. In turn, GIST-estimated spatial envelope properties discriminate 

between different superordinate and basic-level scene categories (with 86-89% classification accuracy).  
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Figure 1.2. Various global image features have been proposed to explain high-level scene perception. (A) 

Original RGB images taken from the SYNS database (Adams et al., 2016). (B) The GIST descriptor. The top 

row of B is a visualization of the information transmitted, and lost, by the GIST representation. To produce 

these images, white noise images were iteratively coerced to have the same GIST features as the original 

images in A (see Brady et al., 2017). The ‘textured’ appearance of these images reveals the distribution of 

energy at the different orientations and spatial frequencies. Spectrograms (bottom row) illustrate differences 

in energy spectra between images. Dark colours indicate high energy, eccentricity relative to the centre of 

each polar plot indicate spatial frequency, and orientation indicates orientation (rotated 90 degrees). (C) 

Colour histograms, generated by transforming the RGB images to L*a*b* colour space, binning the data into 

80 equally sized bins, based on the a* and b* dimensions (ignoring L*), and counting the number of pixels in 

each bin.  
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1/#!, where ! is the amplitude for a given frequency #, and & is a approximately 1 (Billock, de Guzman, et 

al., 2001; Burton & Moorhead, 1987; Field, 1987). Human contrast sensitivity is optimally tuned to this 

spectral structure of natural scenes (Baker & Graf, 2009; Billock, 2000; Billock, Cunningham, et al., 2001).  

Furthermore, humans can discriminate the spatial layout of real-world scenes from shorter exposure 

durations (34 msecs) than semantic category (67 msecs; Greene & Oliva, 2009b). Varying image exposure 

duration manipulates the amount of encodable image information, since the fidelity of visual representations 

improves as a function of viewing time (Fei-Fei et al., 2007). In Greene and Oliva (2009b), spatial layout 

becomes perceptually available with less image information than scene semantics, which in turn suggests 

that spatial layout information is processed more rapidly (i.e., with a less elaborated visual representation). 

However, given that the visual system is characterized by combinations of feed-forward, and recurrent feed-

back operations, processing time is related to many variables other than presentation duration. Varying 

image exposure duration is a popular method of approximating processing time, but it is by no means the full 

story, and other methods are also applied to isolate processing time as a dependent variable (e.g., response 

times, and ERP latencies, see below).  

Other work has revealed that adaptation to high-openness images generates a subsequent bias towards 

assigning novel test images to low-openness categories (Greene & Oliva, 2010). For example, adapting 

participants to high-openness categories such as ocean, desert, canyon, and beach scenes caused participants 

to erroneously categorize field scenes as forests. These results indicate that humans exploit the variability in 

spatial layout information to estimate semantic category.  

GIST features may also explain the emergence of the object consistency effect, without invoking a 

separate object recognition system. Mack and Palmeri (2010) suggested that early processing of objects and 

scenes rely on the same global image features, and tested this hypothesis by measuring the geometric 

distance between GIST vectors from man-made and natural categories (whereby a decision boundary / 

hyperplane was extracted using linear discriminant analysis). Distance can be conceptualized here as a 

measure of psychophysical dissimilarity in GIST-space. The results revealed that images containing 

inconsistent objects had smaller distances to the decision boundary, reflecting weaker discriminability. In 

other words, object-scene consistency is encoded by GIST features, even though GIST features do not 

specify local object information.  

However, many results also contradict the space-centered approach. Adaptation to low-openness 

images, rather than high-openness images (as described above), does not bias responses towards high-

openness categories (Greene & Oliva, 2010). The cause of this asymmetric aftereffect is unclear, but may 

suggest that the proposed spatial envelope properties are: poorly operationalized, only used for certain 

semantic categories, and/or that they resemble categories (or some other mental construction) rather than 

continuous dimensions (to name a few explanations). In other work, Greene and Oliva (2009a) compared 
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human categorization of briefly presented images against a Bayes classifier trained to predict semantic 

category from spatial envelope properties. Human and model responses were compared by correlating 

response accuracy averaged within semantic categories. Although these results showed a strong correlation 

between humans and model (' = .88), it is unclear whether individual images – the critical unit of interest – 

are encoded and categorized similarly. Indeed, a good model of the human behaviour should predict not only 

the overall accuracy, but also the trial-by-trial error patterns. Finally, millisecond-resolved 

magnetoencephalography (MEG) data from humans viewing real-world scenes reveal that the latency of 

scene recognition (50 msecs after the neurophysiological marker of image detection) is shorter than spatial 

structure processing (e.g., scene size discrimination: 141 msecs), and that objects and GIST are processed at 

a similar same rate (Cichy et al., 2017). Together, these results cast doubt over two central tenets of space-

centered theory: that (i) humans use spatial envelope features to estimate semantic category, and that (ii) 

humans encode spatial envelope features before semantic category. Further work is clearly necessary to 

model the causal relationship between GIST features, spatial layout processing, and real-world scene 

perception (see Chapter 4).  

1.3.1.3.3 Colour Histograms 

The global colour distribution of an image can be represented in a colour histogram by converting 

RGB pixel values to the L*a*b colour space, and computing the binned frequencies across the a* and b* 

dimensions (ignoring L* - the lightness dimension). Colour histograms contain no local colour information, 

meaning that the spatial relationship between different colours, and the relationship between colour and other 

feature dimensions, is lost. Examples of colour histograms are presented in Figure 1.2C for three images. 

Inspection of the original images in Figure 1.2A suggest that the left and right columns differ from the 

middle column primarily in the number and intensity of green pixels. This is represented in Figure 1.2C as a 

bias towards large, positive values in the b* dimension. Behavioural studies have consistently shown that 

briefly presented colour images are easier to categorize than greyscale images, particularly when colour 

histograms confer diagnostic information regarding scene category (Goffaux et al., 2005; Oliva & Schyns, 

2000). The colour advantage does, therefore, depend on the scene taxonomy. For example, the artificial 

illumination of indoor scenes create a diagnostic yellow/brown hue, and this regularity can be used to 

discriminate indoor and outdoor scenes (Rousselet et al., 2005; Szummer & Picard, 1998). In contrast, the 

variation in colour cues between man-made and natural scenes is less reliable, and hence, less useful for 

classification (Tong et al., 2017). Colour histograms offer an efficient representation of the global colour 

distribution, but the utility of colour histograms depends on the task requirements.  

1.3.1.4 Interactivity Between Object and Scene Pathways 

Humans access stored representations of object relations by rapidly estimating high-level scene 

information (e.g., scene category) shortly after image onset. Global-to-local models (e.g., space-centered 
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theory) hold that, because object recognition is slow and computationally expensive, early perception must 

rely on global image features. However, none of the global image features discussed thus far are sufficient to 

explain recognition behaviour. Moreover, mounting evidence suggesting that object representations 

contribute to rapid scene perception after all.  

The classic object consistency effect demonstrates that semantically consistent scenes facilitate the 

recognition of embedded objects. However, the reverse also applies. When objects and scenes are 

semantically consistent, the categorization of scenes is faster and more accurate, compared to when the 

embedded objects are inconsistent (Davenport, 2007; Davenport & Potter, 2004; Joubert et al., 2007; Mack 

& Palmeri, 2010). This means that the perceptual advantage of object-scene consistency occurs in both 

directions: objects affect scene recognition, and scenes affect object recognition. Some studies have 

addressed this question using event-related potentials (ERPs). This methodology probes processing time by 

examining the temporal delay between stimulus onset and a statistically reliable electrophysiological 

differentiation of stimulus category. The ERP methodology benefits from fewer assumptions about feed-

forward or feed-back processing (compared to exposure duration manipulations). However, it does have its 

own limitations, such as the ambiguous relationship between behaviour and neural activity. (By contrast, 

response times measure the latency of behaviour, but are themselves contaminated by processing delays 

caused by motor programming, e.g., finger presses). That said, ERPs have proven a useful tool for examining 

scene and object processing times. Indeed, this work has shown that ERP components for objects and scenes 

emerge at similar latencies: the shortest period of time required, post-stimulus-onset, for correct 

discrimination of image category is highly similar between scenes (383-485 msecs; Joubert et al., 2007; 

Rousselet et al., 2005), and objects (350-447 msecs; Fabre-Thorpe et al., 1998; VanRullen & Thorpe, 2001). 

These results suggest that there is no clear temporal delay between scene processing and object processing. 

Note that this is inconsistent with the time-course described by the space-centered theory, in which scenes 

are processed before objects (Oliva, 2005; Oliva & Torralba, 2006).  

In an alternative account, Bar (2004) developed Biederman’s schema theory, and contended that scene 

schemata can be activated by either global image features or key objects in the scene (via object-object, and 

scene-object associations). Moreover, objects and scene representations engage in a “bidirectional exchange” 

of information early in visual processing (pp. 620; Bar, 2004). According to this theory, efficient scene 

understanding is underpinned by the combined extraction of global image features, and the sparse 

recognition of a small number of objects.  

A critical assumption of this modified theory is that global image features alone are insufficient to 

account for schema activation (insofar as object encoding relies on more than just global image features). To 

test this assumption, Brady, Shafer-Skelton, and Alvarez (2017) constructed GIST-metamers – images 

transformed to have the same GIST vector as an original image, with no additional information (see Figure 

1.2B, top row). GIST-metamers, and unmanipulated control images, were used to prime participants to 
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objects. Semantically consistent or inconsistent objects were then presented to participants for a brief 

duration (100 msecs), before participants judged the object category. GIST-metamers could either be objects 

or entire scenes. Brady et al. (2017) found that, when GIST-metamers depicted scenes, object recognition 

was more accurate for semantically consistent objects. However, when GIST-metamers were objects, object 

recognition was unaffected by semantic consistency. These data reveal that GIST features are informative for 

activating scene representations, but not object representations, and lend support to Bar’s (2004) adapted 

schema theory. Indeed, combining global and local, object-based image features significantly improves 

computational predictions of human responses and ground-truth image categories, compared to global or 

local features in isolation (Murphy et al., 2006; Torralba et al., 2010; Torralba et al., 2006). These results do 

of course beg the question of what, if not global image features, underpins rapid object recognition. This 

topic is well beyond the scope of this review, but interested readers should consult Crouzet and Serre (2011), 

Elder and Velisavljević (2009), and Clarke et al. (2013), among others.  

Thus far, behavioural work has consistently shown a robust interaction between scene and object 

processing. However, evidence from the neuroimaging literature suggests that scene and object processing 

modules are functionally independent. Cortical regions specialized for scene processing, such as the 

parahippocampal place area (PPA), occipital place area (OPA), and retrosplenial cortex (RSC) are 

anatomically separated from regions specialized for scene processing, like the lateral occipital cortex (LOC), 

and fusiform gyrus (Kanwisher, 2010; Park & Chun, 2014). Moreover, scene-selective cortex is sensitive to 

properties like spatial layout, landmarks, and scene-wide affordances like navigability (Epstein & Baker, 

2019), object-selective cortex is sensitive to local shape cues, border ownership, figure-ground segmentation, 

and volumetric primitives (Hayworth & Biederman, 2006; Kourtzi & Kanwisher, 2001).  

On their own, these results do not prove that scene and object pathways process information 

independently. In cognitive neuropsychology, a widely applied paradigm for testing functional independence 

is the double dissociation (Teuber, 1955). A double dissociation is observed if lesions to object-selective 

cortex impairs object processing, but preserves scene processing, and lesions to scene-selective cortex 

impairs scene processing, but preserves object processing. Indeed, bilateral lesions to the LOC produces 

severe impairments in object processing, but leaves scene recognition unimpaired (Steeves et al., 2004). 

Moreover transcranial magnetic stimulation (TMS) to the LOC selectively impairs object recognition, but 

leaves scene recognition in tact (Dilks et al., 2013; Mullin & Steeves, 2011; Pitcher et al., 2009; 

Wischnewski & Peelen, 2021a), and, inversely, TMS to the OPA selectively impairs scene recognition, and 

preserves object recognition (Dilks et al., 2013; Ganaden et al., 2013; Wischnewski & Peelen, 2021a). These 

results convincingly suggest that objects and scenes are processed independently.  

However, other TMS studies have produced conflicting results. Wichnewski and Peelen (2021b) found 

that object recognition is impaired by TMS to both the LOC and the OPA. Another popular method of 

investigating scene-object independence is multivariate pattern analysis (MVPA). These studies have 
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demonstrated that scene category representations can be decoded from responses to object co-occurrence 

statistics (Stansbury et al., 2013), and that the semantic consistency between scenes and objects affects object 

decoding accuracy (Brandman & Peelen, 2017). The inverse effect is also observed: MVPA decoding of 

scene layout is improved by semantically consistent objects (Brandman & Peelen, 2019). Additionally, 

object-scene interactions are amplified under conditions of stimulus blur, indicating that the degree of 

functional independence decreases with image degradation/noise (Brandman & Peelen, 2017, 2019). 

Discrepancies between virtual lesion and neuroimaging/MVPA studies may relate to task requirements 

(Wischnewski & Peelen, 2021a). Degraded stimuli, or objects embedded in real-world scenes, benefit from 

integrating information about the surrounding scene context, but when context is uninformative or absent, 

scene-object interactions are not advantageous to performance.  

Behavioural and MVPA studies indicate that scenes and objects interact with one another in real-world 

scene perception. These results lend support to Bar’s (2004) version of schema theory in which scene 

schemata are activated by the joint recruitment of object and scene pathways in the human brain. In contrast, 

most lesion studies suggest that object and scene pathways are doubly dissociated. Methodological 

variability renders rigorous comparisons challenging, but future research should aim to reconcile these 

differing results, and offer a unifying explanation of both sets of findings.  

1.3.1.5 Affordances 

Affordances are functions that an object, surface, or environment enables: An armchair enables sitting, 

a pen enables writing, and a desk enables thesis-writing. In the seminal work Ecological Approach to Visual 

Perception, Gibson proposed that “what we perceive when we look at objects are their affordances, not their 

qualities” (pp. 134; Gibson, 1977). The visual perception of real-world objects is constrained by the way in 

which we meaningfully interact with them in our everyday lives. 

Some theoreticians have extended this approach to the perception of scene categories. Greene et al. 

(2016) argue that scene categories are internalized and differentiated according to their functions: coasts are 

separate entities to classrooms because one affords sunbathing and swimming, whereas the other affords 

teaching and studying. To test this theory, Greene et al. (2016) recorded human pairwise similarity 

judgements between real-world images, and measured the agreement with an affordance model that encoded 

image similarity by the proportion of common affordances (maximum similarity would mean that both 

images afford exactly the same actions). The affordance model predicted human behaviour better than global 

image features like GIST and colour, and outperformed object-based predictions.  

Note that affordances have been incorporated into space-centered theory (Greene & Oliva, 2009a, 

2009b). The degree of navigability is a property dimension that can be estimated by low-level GIST features, 

and humans are thought to encode navigability as an intermediate property for estimating semantic category 
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(Greene & Oliva, 2009a, 2009b). Hence, depending on how affordances are operationalized, they can 

describe entire scenes, specific objects, or a combination of both.  

Recently, Greene and Hansen (2020) measured the variance in ERP waveforms explained by various 

high and low-level features over the first 700 msecs of visual processing. They used a whitening 

transformation to decorrelate all feature spaces and delineate their independent contributions. They revealed 

that objects and scene attributes (e.g., surface materials, spatial layout, etc.) both explained a similar amount 

of ERP variance as affordances. Moreover, at every epoch, low-level features like GIST explained more 

variance than affordances, and behavioural judgements of image similarity were best predicted by the fully 

connected layer of a convolutional neural network (AlexNet, see Section 1.3.10). These results suggest that 

the ostensible importance of affordances in real-world scene perception may be explained by correlated 

features that were previously unaccounted for. As such, further work is required to fully elucidate the role of 

affordances in real-world scene perception. 

1.3.1.6 Interim Summary 

In this Section, I have reviewed the relationship between object and scene perception. Current 

evidence suggests that object and scene processing unfolds remarkably rapidly, and that scene schemata are 

activated by encoding a combination of object and scene-wide image properties (i.e., global image features). 

The functional independence of object and scene processing, and the role of scene grammar and affordances, 

requires further investigation.  

1.3.2 Visual Attention, Eye Movement Control, and Peripheral Vision  

The majority of the empirical and theoretical studies reviewed to this point have explored the 

evolution of scene representations within a single fixation (<250 msecs). While it is certainly true that a 

wealth of information is extracted within this time-frame, scene perception is by no means static onwards of 

this point. Within a single fixation, the fidelity of the retinal image is limited by its visual resolution. Visual 

resolution is highest at the fovea (the central 2 degrees of the visual field), and degrades rapidly at increasing 

eccentricities. Humans perform saccadic eye movements in order to fixate the fovea at areas of interest in the 

visual scene.  

Visual attention is an additional bottleneck in visual processing. Since the visual system has a finite 

pool of computational resources, it is impossible to simultaneously process all parts of the image. 

Consequently, visual attention must selectively prioritize behaviourally relevant parts of the scene for further 

processing.  

The role of eye movement control and visual attention in real-world scenes has an extensive literature. 

For this reason, I will simplify the discussion and review three problems: whether attention is necessary for 
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extracting scene meaning, whether attentional effects are better explained by peripheral processing, and how 

new fixation locations are selected during visual search.  

1.3.2.1 Scene Perception in the Absence of Attention 

Visual attention is closely intertwined with saccadic eye movements (e.g., Hoffman & Subramaniam, 

1995), but I will simplify the discussion here, and discuss attention as a separate process from eye movement 

control. There are various theories of visual attention, but one which has undoubtedly had the greatest 

influence on the literature is Feature Integration Theory (FIT; Treisman & Gelade, 1980). In FIT, visual 

processing is divided into two stages: preattentive processing and attentive processing. During preattentive 

processing, scene information is encoded as a collection of basic feature maps. These maps describe the 

spatial distribution of colors, shape, movement, etc. Feature maps do not interact with one another until 

attentive processing, whereby features from different maps are integrated into objects. Preattentive 

processing is fast, effortless, and operates across the entire visual field in parallel, yet attentive processing is 

slow, effortful, and requires serial attendance to multiple image regions. FIT accounts for a wide range of 

phenomena, including illusory conjunctions and differences between feature search and conjunctive search 

(see Treisman & Gelade, 1980). 

The apparent effortlessness of visual scene perception poses the question: to what extent is attention 

necessary for scene understanding? Empirical investigations of this question have produced mixed results. 

Some studies have found that performing an attentionally demanding visual search task (i.e., conjunctive 

search) does not impair the categorization of unexpected images presented in the periphery for brief 

durations (Fei-Fei et al., 2005; Li et al., 2002). Behavioural and electrophysiological responses to two real-

world images are just as efficient as to one image, indicating parallel, preattentive image processing 

(Rousselet et al., 2002). Also, attention does not modulate ERP responses to natural and man-made real-

world scenes in the first 250 msecs after stimulus onset – a time-window in which high-level image 

properties like semantic category can be extracted (Groen et al., 2016). However, attention modulates later 

responses to natural scene statistics (>250 msecs; Groen et al., 2016), indicating that rudimentary scene 

processing (e.g., categorization) proceeds with minimal attention, but advanced processing benefits from the 

recruitment of visual attention.  

Findings such as these led to a modernization of FIT, which now implements an additional, 

preliminary stage in which globally distributed attention during early visual processing enables the rapid 

extraction of global image features, and early estimation of scene category (Treisman, 2006). Guided Search 

Theory (GST, which has undergone various adaptations, and is now in its sixth version; Wolfe, 2021), a 

competitor to modern FIT, holds that search speeds are determined by the degree to which target 

identification can be guided by basic features (e.g., colour, orientation, size, see Wolfe et al., 2011, for 

details). GST similarly implements two separate pathways: a non-selective pathway specialized for rapid 

processing of global image features and categorization, and a capacity-limited selective pathway, which is 
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required for local feature binding and object recognition. These pathways operate simultaneously, rather than 

in a multi-stage pipeline – a distinguishing characteristic of classic and modern FIT. According to both of 

these frameworks (modern FIT and GST), the visual system can encode global statistics of natural images 

with limited or no attention.  

However, recent studies have also revealed that, when experimental confounds are eliminated (e.g., 

the participants in Li et al., 2002, performed ~12,000 trials, and may have developed a unique proficiency in 

the task), even simple judgements of image presence/absence (Cohen et al., 2011), and basic-level 

categorization (Mack & Clarke, 2012) are disrupted by introducing secondary, attentionally demanding 

tasks. Visual attention is clearly a prerequisite for deeper processing of real-world scenes, but the extent to 

which early, coarse representations of scene meaning depend in visual attention, is presently unclear. 

Research in this area is important for testing modern theories of attentional control.  

1.3.2.2 Peripheral Vision and Summary Statistics 

Attentional resources place a fundamental limit on the capacity of visual processing. Since real-world 

scenes are cluttered, noisy, and rich in detail, they cannot be encoded in their entirety (i.e., beyond a 

rudimentary categorical judgement) without selective attention. As a result, our perception of the world is 

‘incomplete’. Rosenholtz (2020) points out the tension between the phenomenological richness of perceptual 

experience – the subjective ‘wholeness’ and ‘completeness’ of our visual world – and objective criteria of 

visual understanding. For example, feature conjunctions are slow and effortful to identify, and yet we rarely 

notice the sluggishness of feature binding, and the failures of object recognition in the real world. In fact, our 

subjective experience is, to our best judgement, efficient, coherent, and unjumbled. Change blindness is 

another example of this dissociation: humans are surprisingly poor at detecting major changes in images 

presented in alternation (with an intervening visual mask). The classical explanation of this phenomenon 

invokes visual attention and eye movements: we are only consciously aware of changes to image regions that 

are subjected to visual attention (Rensink et al., 1997), and/or directly fixated (Currie et al., 2000). However, 

to our ‘mind’s eye’, these images appear complete, and well-specified, even in the periphery. 

Rosenholtz (2020) offers a way of resolving the ‘awareness puzzle’ by dispelling with the concept of 

attention altogether. Rosenholtz holds that many of the visual phenomena that are typically explained in 

terms of an attentional bottleneck – conjunctive search, change blindness, illusory conjunctions – can be 

explained by summary statistics encoded in the visual periphery. In the texture tiling model (Rosenholtz et 

al., 2012), peripheral vision is assumed to encode image structure via summary statistics of visual texture 

(see Figure 1.3). Visual information in the periphery is converted into a low-dimensional representation by 

encoding image input as a collection of responses to V1-like linear filters at different spatial scales and 

orientations (see Figure 1.4B, Portilla & Simoncelli, 2000). Responses to pairs of nearby filters are then 

multiplied, before averaging over receptive fields, whose sizes increase with eccentricity. Images that are 

coerced to give identical model response, but whose only information is contained in the texture parameters, 
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are called mongrels (see Figure 1.3C). The loss of information caused by this encoding predicts the 

aforementioned failures of visual processing. Search efficiency is strongly correlated with the 

discriminability of search targets in mongrel images, and conjunctive search is slower because feature 

conjunctions are less likely to survive ‘texturization’ (Chang & Rosenholtz, 2016; Rosenholtz et al., 2012; 

Zhang et al., 2015). Illusory conjunctions are explained by the spatial integration of multiple objects within a 

single receptive field, and change blindness is explained by the ‘narrowness’ of high-acuity vision, which 

hides most changes in the periphery (Rosenholtz, 2020). In this way, conscious perception appears so rich 

and coherent because, although texture encoding simplifies the visual input and leads to information loss, it 

also preserves the statistics of local subregions of the visual field, and provides a coherent representation 

with minimal computational overhead. 

 

Figure 1.3. The texture tiling model. (A) Images drawn from the SYNS database (Adams et al., 2016). (B) 

Images converted to global textures using Portilla & Simoncelli’s (2000) texture synthesis algorithm. (C) 

Mongrels generated by different simulated viewing distances (image labels specify fovea size as a proportion 

of the image width). Note that texturization increases as a function of eccentricity. Mongrels were generated 

using code from Rosenholtz, Yu, & Kechvari (2019). 
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Further tests of this model have generated mixed findings. Human texture discrimination is well 

predicted by peripheral summary statistics (Ziemba & Simoncelli, 2021). The texture tiling model produces 

mongrels that are metameric (i.e., visually indistinguishable from real-world images) to human observers, 

and receptive field sizes of metameric mongrels correspond well to the organization of receptive fields in V2 

(Freeman & Simoncelli, 2011). Others, however, have failed to replicate this result (Alexander et al., 2014; 

Wallis et al., 2016). Also, Ehinger and Rosenholtz (2016) examined real-world scene perception across a 

number of tasks, including basic-level scene categorization, object categorization, layout categorization (e.g., 

left turn/right turn in a road) and geographic location categorization (e.g., London/Los Angeles), and 

compared responses between unmanipulated and mongrel images. Although task-level categorization 

accuracy was correlated between intact and mongrel images (' = .87), a simple gaussian blur model 

produced similar results ('	= .85). Additionally, trial-level correlations between responses to mongrels and 

intact images were weak (' = ~.1 to ~.4). 

In sum, although the texture tiling model may elegantly explain some of the theoretically challenging 

phenomena of human vision without reference to attentional mechanisms, current evidence presents an 

inconsistent picture on whether texture tiling accurately captures scene perception in the periphery. 

1.3.2.3 Visual Search: From Saliency to Meaning Maps 

Perceptual processing is only useful insofar as it enables adaptive action. Typically, when viewing a 

scene, observers engage in a task that requires the localization of target objects/properties. When we walk 

through a city street, we must rapidly identify the buildings, cars, and pedestrians in order to effectively 

navigate to a planned destination. Or, if we are making a cup of tea, we must find and interact with multiple 

objects in our immediate environment (e.g., tea bags, kettle, milk, sugar). Given the spatial limits of high 

foveal resolution and capacity limits of visual attention (see above), eye movements are necessary to achieve 

these everyday goals. Eye-movement behaviour is an ecological (i.e., behaviourally natural) measure of how 

humans respond to real-world scenes. 

The first computational models of eye movement behaviour predicted that fixations are driven by low-

level conspicuity. Itti, Koch, & Neibur (1998) modelled visual search as a topographical saliency map. A 

saliency map represents every region in an image with a saliency scalar, which expresses the relative 

conspicuity of that region. There are various types of saliency maps, but in general, conspicuity is derived at 

each location by computing the weighted sum of the local contrast in features like pixel intensity, edge 

orientation, and colour. Saliency maps showed early promise in accurately predicting eye-movement 

behaviour (Itti et al., 1998; Koch & Ullman, 1987; Parkhurst et al., 2002; Rosenholtz, 1999). However, 

saliency maps failed to account for high-level effects of object syntax. For example, fixation latencies are 

shorter for objects that have highly constrained spatial locations (e.g., a car will typically appear on the 

ground-plane), compared to objects that have unconstrained locations (e.g., a helicopter can appear on the 
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ground or in the sky; Neider & Zelinsky, 2006). Visual search for target objects is also constrained by the 

scene layout – a key variable encoded in the contextual guidance model (Torralba et al., 2006). 

The contextual guidance model (Torralba et al., 2006) holds that the same global image features (i.e., 

GIST) that drive rapid estimation of scene layout and semantic category also help to constrain the probable 

locations of relevant objects. To test this, participants were given an object counting task and fixation 

behaviour was compared against a saliency map model, a GIST model, and a combination of both. The GIST 

model was built by computing the joint density between object locations in image coordinates, and the GIST 

features. Probable fixation locations were estimated by selecting locations with the highest probability of 

occurrence, conditional on the GIST. The combined model was simply a weighted combination of both 

predictors (where the weights were determined via cross-validation). The combined model was more 

accurate at predicting human fixation patterns than the GIST model, and both the combined and GIST 

models both outperformed the saliency model. These results indicate that global image features are critical 

for informing search behaviour, and exert a useful constraint on the probable locations of target objects. 

Global image features and local saliency processing can occur prior to explicit object recognition. 

However, object identities themselves can inform visual search behaviour during the first fixation, just as 

they can inform early categorization behaviour (see above). Henderson and Hayes (2017) attribute these 

effects to ‘meaning maps’ (see Figure 1.4). Meaning maps are derived by dividing images into a dense grid 

of image patches of varying scales that tile the entire scene. Participants are asked to rate the 

‘meaningfulness’ of each patch. Interpolating across patches produces a global meaning map. Regions high 

in meaning are more likely to be fixated than areas low in meaning (Henderson & Hayes, 2017). 

Furthermore, predictions from meaning maps contribute to substantially more unique variance (15%) than 

saliency maps. Meaning maps also perform best at predicting fixation locations during the first 1-3 fixations, 

indicating that object semantics are integrated into visual search strategies during the first fixation. These 

results are robust against different measures of eye movement control (e.g., fixation duration; Henderson & 

Hayes, 2018), different task instructions (Peacock et al., 2019), and different experimental paradigms (e.g., 

verbal description experiments; Henderson et al., 2018). 

In a recent elaboration of this idea, Hayes and Henderson (2021) proposed that meaning maps may 

capture the frequency of co-occurrence between multiple objects in a scene. To quantify the strength of inter-

object semantic relations, they used word embeddings from ConceptNet NumberBatch (Speer et al., 2017). 

ConceptNet NumberBatch is a knowledge graph that represents the semantic relationship between different 

words and phrases, based on the Open Mind Common Sense corpus dataset, which is comprised of common-

sense statements like ‘A coat is used for keeping warm’ (Singh, 2002). Within this knowledge graph, 

individual words are embedded in a high-dimensional semantic vector space, where the geometric (e.g., 

cosine/L2) distance between pairs of embeddings gives a measure of semantic similarity (i.e., co-

occurrence). By labelling every object in a scene, and then computing the average pairwise distance between 
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that object and all other object, Hayes and Henderson (2021) derived a so-called ‘concept map’. This 

predicted fixation locations with greater accuracy than saliency maps. 

Although these results are indeed compelling, it is not entirely clear what visual features meaning 

maps or concept maps are representing, nor is it clear how these maps formally related to one another 

(though this work is probably ongoing). An additional issue lies in the fact that, while meaning maps & 

concept maps have been rigorously tested against low-level saliency maps, the contextual guidance model 

has been neglected. Moreover, concept maps predict that inconsistent objects, which have a weak association 

with other objects in the scene, are less likely to be fixated. However, inconsistent objects are, in fact, more 

likely to attract visual attention than consistent objects (Henderson et al., 1999; Pedziwiatr et al., 2021; 

Öhlschläger & Võ, 2017). Further research in this area should present a thorough comparison between all 

these models, and how they separately or jointly relate to human visual search behaviour. 

 

Figure 1.4. Visual search behaviour in real-world scenes can be explained by low-level and high-level image 

properties. (A) Original RGB image taken from the SYNS database (Adams et al., 2016). (B) A saliency map 

generated using the Kanan and Cottrell (2010) algorithm. Light image regions are estimated to have a high 

fixation probability, whereas dark regions are estimated to have a low fixation probability. (C) Left: semantic 

segmentation labels using model in Liu et al. (2021). Right: A meaning map is created by (i) computing 

word embeddings for the class labels using Word2Vec (Mikolov et al., 2013; Pennington et al., 2014), and 

(ii) computing the average cosine similarity between one class, and all other classes in the image (Hayes & 

Henderson, 2021; Henderson & Hayes, 2017; Henderson et al., 2021; Henderson et al., 2018; Peacock et al., 

2019). High similarity translates to high conspicuity.  
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1.3.2.4 Interim Summary 

Real-world scene perception unfolds over multiple fixations. Fixation locations are predominantly 

determined by global image features and high-level meaning, rather than low-level properties like local 

saliency. During fixation, under conditions of attentional load, real-world understanding is limited and 

shallow. Hence, deeper processing of image content requires some degree of attention. Finally, the Texture 

Tiling Model holds that many attentional effects are explained by peripheral encoding of summary statistics, 

but further work is necessary to rigorously test this theory.  

1.3.3 Natural Scene Statistics 

The retinal image is an under-determined representation of the physical world. Retinal images 

correspond to an infinite number of physical configurations. Fortunately, we are not paralysed by the 

ambiguity of our visual world – in fact, we are barely aware of it. Humans efficiently resolve ambiguity by 

constructing probabilistic assumptions about the statistical relationship between visual inputs, and the distal, 

physical properties of our environments. Most classical work in vision science largely neglected the problem 

of mapping images to physical states (with some exceptions, e.g., Brunswik, 1956; Gibson & Carmichael, 

1966), yet recently, the so-called ‘Natural Scene Statistics Approach’ has carved itself out as a powerful 

method for investigating real-world scene perception (Geisler, 2008). 

1.3.3.1 Modelling Image Ambiguity 

Normally, experiments in visual psychophysics investigate the variation in responses caused by 

contrived image manipulations. In contrast, the natural scene statistics approach prioritizes the study of 

information content of real-world images themselves. Typically, natural scene statistics are examined by 

measuring how the distribution of image-level luminance, contrast, binocular disparity, blur, etc., covaries 

with physical properties such as surface slant, depth, and object boundaries. A common way of evaluating 

human encoding of natural scene statistics is by comparing human judgements against a Bayesian ideal 

observer. The ideal observer always generates a statistically optimal response by using Bayes rule to 

compute the posterior probabilities of physical states. To illustrate this approach, consider a physical 

property with ( categories/states: )", )#, )$, … , )%. Given a particular set of image properties, ,, the posterior 

probability of each category/state is given by the formula: 

(1)									.()&|,) = 	
.(,|)&)	.()&)

.(,)
 

Since the denominator is constant, we can simplify this to the product of the likelihood and the prior: 

(2)									.()&|,) = 	.(,|)&)	.()&) 
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The optimal decision regarding the most probable category/state is then calculated as: 

(3)									3 = arg	max
'!

(.(,|)&)	.()&)) 

This model assumes that all errors are equally costly; responses are strictly determined by the distribution of 

posterior probabilities. While this works fine in most laboratory settings, in real-world situations, some 

responses are more costly than others. For example, to a pedestrian, judging a fast car as slow is more 

dangerous than judging a slow car as fast. Hence, an additional ‘utility function’ is sometimes added (Berger, 

2013; Geisler, 2003).  

 Studies differ in how they test the Bayesian ideal observer model, but most investigations focus 

primarily on the role of the internal prior, .()&). The prior expresses sensory predictions based on learned 

experience, and is updated via corrective feedback (e.g., Adams et al., 2004; Adams et al., 2010). The effect 

of the prior varies with the signal-to-noise ratio of the sensory input; under noisy conditions, the prior exerts 

a stronger effect on human judgements (Ernst & Banks, 2002; Knill & Richards, 1996). The likelihood 

function, .(,|)&), expresses the relationship between the noisy sensory input, and the state to be estimated. 

 To understand whether humans resolve ambiguity by exploiting learned relationships between image 

features and physical states, it is helpful to first measure these relationships empirically. This is no easy task, 

and requires the development of large-scale image databases with coregistered ground-truth data (i.e., 

spatially aligned recordings of the physical state of the world). These databases are critical because, in any 

given real-world environment, viewpoint, gaze, illumination, spatial location, etc., varies from one moment 

to the next, and this in turn changes the retinal image. Within just a short period of time (e.g., the first few 

years of life), humans are exposed to an incalculable variety of visual stimuli. Hence, in order to understand 

the priors that humans learn and internalize, we must acquire large databases that, at a minimum, 

approximate the rich diversity of visual stimuli (the technical, practical, and financial limitations of large-

scale data collection places a limit on how accurate this approximation can be). Studies of natural scene 

statistics are limited by the availability of such databases, but, recently, in the last 20 years, dataset 

scale/quality has caught up with some of the questions posed by natural scene statistics (e.g., SYNS; Adams 

et al., 2016), allowing this research programme to expand its scope. 

1.3.3.2 Evidence for Statistically Optimal Processing 

 Research in this area has demonstrated that humans are remarkably adapted to their environments. 

Most of the variance in the chromatic spectra of real-world images is explained by a few dimensions, which 

can be encoded accurately by two to three cone receptors (Brainard & Freeman, 1997). In natural images, 

amplitude declines with spatial frequency proportional to 1/#(	 (see Section 1.3.2.2), and human contrast 

sensitivity is greatest for images whose spectral slope has the same structure (Baker & Graf, 2009; Field, 

1987; Knill et al., 1990). Object boundaries tend to be defined by colinear edge segments, and humans 
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exploit collinearity as a cue for figure-ground segmentation (Geisler & Perry, 2006; Geisler et al., 2001). 

Humans and Bayesian ideal observers both generate optimal estimates of surface tilt by pooling image 

information from a small image region of around 1 degree in width (Kim & Burge, 2018, 2020). Moreover, 

tilts are not uniformly distributed in the environment: the most probable tilts are centered on the horizontal 

axis (with a tilt of 90 degrees), and the second-most common tilt is centered on the vertical axis (0/180 

degrees). Human estimates of surface tilt incorporate this information as a prior, biasing tilt judgements 

towards these cardinal axes (Burge et al., 2016). The orientation of luminance edges also have peak densities 

on the cardinal axes, and human orientation discrimination in humans shows similar biases towards 

perceiving horizontally and vertically oriented edges (Girshick et al., 2011). 

 Binocular disparity (or simply disparity) has received particular interest in the natural scene statistics 

framework (for a review, see Chauhan et al., 2020). The range distribution of real-world scenes peaks at 

around 2-10 meters, and larger distances are increasingly unlikely. The distribution of disparities implied by 

this data overlaps with the retinal disparities caused by observers fixating objects in real-world environments 

(Canessa et al., 2017; Cormack et al., 2005; Gibaldi et al., 2017; Liu et al., 2008). Indeed, Sprague, Cooper, 

Tosic, & Banks (2015) measured the distribution of fixation disparities generated during everyday tasks like 

making a sandwich, ordering a coffee, or taking a walk outside. The empirical horopter is a geometric plane 

along which objects project to corresponding points on the retinae, and appear equidistant. The horopter is 

convex at distances greater than 1m, and disparity sensitivity is greatest for elements positioned near the 

horopter. Sprague et al. demonstrated that fixation disparities have a peak density at disparity values around 

the horopter. That is, the convex shape of the horopter is optimally shaped for placing real-world objects in 

the region of finest stereopsis. Moreover, disparities in the lower visual field are typically crossed, whereas 

disparities in the upper visual field are typically uncrossed. This pattern is reflected in Macaque V1 binocular 

cells, which vary in disparity selectivity as a function of image elevation (Sprague et al., 2015). This result 

also explains the ‘wallpaper illusion’, whereby sinusoidal gratings that generate multiple matches (i.e., 

corresponding points), and therefore have an ambiguous depth, are typically perceived as occupying the 

same depth as the fixated object (Sprague et al., 2015). In other words, when the input is ambiguous, humans 

use the ‘common’ distribution of disparities as a useful prior.  

 These disparity statistics are also integrated into active visual search. Saccadic eye movements to 

different regions of the visual field are typically accompanied by a shift in vergence, in order to efficiently 

minimize additional, corrective vergence changes. Saccades to targets in the upper visual field occur with 

divergent eye movements, and saccades to targets in the lower visual field occur with convergent eye 

movements (Gibaldi & Banks, 2019). This pattern is aligned to the distribution of uncrossed and crossed 

disparities above and below fixation respectively (Gibaldi & Banks, 2019). 

 Similarly, the organization of optic nerve fibers is optimized for the processing of natural disparity 

statistics. The human retina partially decussates retinal inputs by projecting temporal fibers to the 
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contralateral hemisphere, and nasal fibers to the ipsilateral hemisphere. However, for stimuli that lie at the 

nasotemporal division, objects farther or closer than fixation can project to different hemispheres, which 

would necessitate an inefficient transfer of information across hemispheres (Blakemore, 1969). Interestingly, 

the human retina has a small region, near the fovea, which projects to a combination of contralateral and 

ipsilateral hemispheres (Fendrich et al., 1996). This decussation pattern is optimally adapted to the natural 

distribution of disparities, sending crossed disparities to the same hemisphere in the lower visual field, and 

uncrossed disparities in the upper visual field (Gibaldi et al., 2021).  

 Other oculomotor responses to depth changes have also been investigated. Defocus blur increases as a 

function of distance from fixation, but only relative distance can be recovered from blur cues, since the blur 

produced by near and far objects is unsigned (however, chromatic and monochromatic aberrations can be 

used for signed depth estimation). Using the same eye-movement data reported above (Sprague et al., 2015), 

Sprague et al. (2016) measured the distribution of blur in natural scenes. They observed a U-shape 

relationship between distance and blur in the vertical direction: regions in the lower visual field are typically 

closer than the fixated object, and regions in the upper visual field are typically farther (owing to the ground-

plane). Knowledge of the ground-plane is used to disambiguate blurred images: stimuli with a vertical blur 

gradient (increasing blur above and below fixation), whose depth structure is ambiguous, are perceived as 

slanted top-back, away from the observer.  

Depth is also negatively correlated with relative luminance: the lighter the local image region, relative 

to mean image luminance, the more likely it is to be positioned nearer from the observer (Potetz & Lee, 

2003). Artificially manipulating real-world images in the direction of this prior (i.e., making closer regions 

even lighter) enhances the self-reported perception of depth (i.e., the subjective image ‘3D-ness’; Cooper & 

Norcia, 2014). This is also reflected in the joint tuning of V1 binocular neurons: cells that respond best to 

light shapes embedded on a mid-grey background, are typically also tuned to crossed disparities. Inversely, 

cells that respond best to dark shapes (relative to the same background) prefer uncrossed disparities 

(Samonds et al., 2012). 

 Convexity also varies with scene depth: objects with convex boundaries tend to be positioned in front 

of other objects, where the convex contour specifies the edge of the occluding object. Using random-dot 

stereograms to present participants with disparity-defined occluders, Burge, Fowlkes, and Banks (2010) 

found that the depth offset between convex occluders and their backgrounds was perceived as greater than 

the depth offset between concave occluders and their backgrounds (see also Burge et al., 2005). This result 

suggests that perceived depth is sensitive to the natural relationship between convexity and disparity in real-

world scenes.  
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1.3.3.3 Interim Summary 

The natural scene statistics approach demonstrates that much can be learned about real-world scene 

perception by studying the information available in natural images, and the consequent constraints placed on 

the visual system. In many cases, visual processing is accurately predicted by a Bayesian ideal observer. 

Humans appear to learn the prior distributions of various physical states, and use them to disambiguate novel 

stimuli, and generate statistically optimal estimates. This shows that humans acquire an acute sensitivity to 

the statistical properties of various visual features, and highlights the importance of studying the information 

content of visual images. 

1.3.4 Convolutional Neural Networks 

Convolutional Neural Networks (CNNs) have had an enormous impact on vision science in the past 

decade. CNNs take various forms, but they all consist of an input layer, hidden layers, and an output layer. 

Images are passed into the input layer, and, using convolutional kernels, hidden layers extract useful features 

for estimating high-level information (e.g., scene category). The output layer – typically a softmax classifier 

– predicts the target property of the image (e.g., scene category = classroom), and the resulting error signal is 

propagated back down the network to adjust the weights (including the convolutional kernels) and maximize 

prediction accuracy. Through supervised learning, and iterative adjustment to the network parameters, CNNs 

can produce impressive performance. In fact, CNNs are the leading model of image classification, 

recognition, and detection, and approach human-level accuracy in various tasks like object and scene 

categorization (LeCun et al., 2015). 

1.3.4.1 A Brief History of CNNs 

The architecture of CNNs is inspired by the hierarchical organization of receptive fields in the human 

ventral stream. In a cascade of transformations, the ventral stream transforms retinotopic maps, encoding 

arrangements of low-level image features like bars, blobs, and edge junctions, into abstract representations of 

entire concepts (e.g., grandmother cells, Quiroga et al., 2005). The Neocognitron was one of the earliest 

computational models to implement this hierarchical structure (Fukushima & Miyake, 1982). The 

Neocognitron is a feedforward network that contains overlapping convolutional filters, which are passed 

over the image to generate a ‘feature map’ of filter outputs (where the output is the inner product between the 

filter and the image pixels). Features are learned by selectively upweighting the convolutional filters that 

generate the greatest output. Using multiple convolutional stages/layers, complex image features can be 

learned. 

Later, Rumelhart et al. (1986) demonstrated that backpropagation can be used to efficiently learn 

complex visual features. Rather than updating individual weights based on activation strength, 

backpropagation computes the gradient of the loss function (i.e., the model error) with respect to the weights. 
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Combined with gradient descent – an iterative algorithm that minimizes the loss by adjusting the weights in 

the opposite direction of the gradient – these developments led to a huge improvement in CNN training 

efficiency (LeCun et al., 1989). 

However, CNNs only managed to match human performance in various classification tasks with: (i) 

The introduction of new methods like non-linear rectification of convolutional outputs, max pooling, and 

drop-out; (ii) the availability of affordable, commercial GPUs capable of fast parallel computing, which, in 

turn, allowed for an explosion in the number of learnable parameters; (iii) the increase in dataset size (and 

novel data augmentation techniques), which becomes an increasingly important constraint as the size of the 

network increases (Rawat & Wang, 2017).  

The first model to exploit all three of these innovations – the now-famous AlexNet – achieved 

groundbreaking results in the ImageNet object classification challenge (Krizhevsky et al., 2012). Modern 

CNNs have increased in size, and new methods of network optimization has pushed classification 

performance even further, but the rudimentary convolutional architecture remains relatively unchanged 

(Rawat & Wang, 2017). 

1.3.4.2 CNNs as a Model of the Human Ventral Stream 

Since CNNs are partly inspired by the organization of biological visual systems, and classification 

performance across various domains (objects, scenes, faces, etc.) match/exceed human behaviour (LeCun et 

al., 2015), to what extent do CNNs offer an accurate model of the human visual system? Many have 

addressed this problem by examining whether the layered computation of CNN features correspond to 

human feature processing. Note that, although most of this work has investigated real-world object 

processing, rather than real-world scene processing, object representations are a core component of scene 

perception (see above). Note also that, although CNNs have also been applied to predict other aspects of 

visual behaviour, including attentional processing and eye movement control, I will limit this review to 

recognition/classification behaviour.  

The correspondence between CNN responses, and human behaviour, is typically measured by either 

using linear transformations (e.g., linear regression) to predict human neuroimaging data from CNN outputs 

(where the choice of CNN layer depends on whether high or low vision is investigated), or by employing 

representational similarity analysis (RSA), where the correlation between responses generated by various 

stimuli are measured in humans and a CNN. Pairwise correlations are aggregated to construct similarity 

matrices, which are then analysed for model-human agreement. The RSA approach has reliably 

demonstrated that CNNs provide state-of-the-art predictions of cortical responses in the ventral stream 

(Cadieu et al., 2014; Khaligh-Razavi & Kriegeskorte, 2014; Yamins et al., 2013; Yamins et al., 2014). For 

example, using RSA, Cichy et al. (2016) examined whether the hierarchical organization of CNN layers 

predict the progression of low-to-high-level feature processing in humans (using fMRI and MEG). Humans 
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and the AlexNet CNN were presented images of real-world objects from ImageNet. Consistent with the 

classical model of the human visual hierarchy (where objects and scenes are built from collections of simple 

features), early layers in the CNN predicted human MEG responses shortly after stimulus onset (100-140 

msecs), but later layers were superior at predicting responses after more extended processing (140-180 

msecs). Additionally, early CNN layers were maximally correlated with early visual cortex (e.g., V1), 

whereas later layers were correlated with downstream regions in the dorsal and ventral pathways (e.g., 

Inferotemporal cortex, and Intraparietal sulcus). These results offer strong evidence that CNNs and humans 

share similar visual architectures (see Figure 1.5). Others have replicated this result (Eickenberg et al., 2017; 

Güçlü & van Gerven, 2015; Seeliger et al., 2018).  

 

Figure 1.5. Convolutional neural networks learn hierarchical feature representations that resemble receptive 

fields in the primate ventral stream. (A) The architecture of GoogLeNet – A 22-layer CNN trained on 

ImageNet (Szegedy et al., 2015). (B) To visualize feature representations, single nodes within a selected 
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CNN layer were selected, and white noise images were iteratively adjusted to maximize the activity of these 

nodes. The resulting images can be interpreted as features that a given node extracts from the image. 

Examples of the real-world images that maximize the activity of these nodes are shown below. Early layers 

like 3a extract low-level features, middle layers like 4a extract patterns and object parts, and late layers like 

4e extract high-level concepts such as ski slopes, birds, and furry mammals. Images were adapted with 

permission from Olah et al. (2017). 

 

Gabor-like convolutional filters emerge in the early layers of CNNs, and strongly resemble the 

response profiles of V1 edge detectors (simple/complex cells; Saxe et al., 2011). In fact, early CNN layers 

outperform classical models (e.g., wavelet representations, Willmore et al., 2008) at predicting V1 macaque 

responses to real-world scenes. Layers located at the middle of the network represent edge junctions and 

curves, which are the cardinal features processed by area V4 (Yamins et al., 2014; Yau et al., 2013). 

Moreover, top CNN layers, which typically encode high-level object representations (see Figure 1.5), 

outperform other biologically inspired high-level models like HMAX (Riesenhuber & Poggio, 1999; Yamins 

et al., 2013; Yamins et al., 2014). In fact, top CNN layers are currently the best models at predicting IT 

object responses from image-computable features (Khaligh-Razavi & Kriegeskorte, 2014), and CNNs that 

yield better ground-truth classification results tend to perform better at modelling IT activation patterns (for a 

review, see Yamins & DiCarlo, 2016). Signatures of human object processing are also observed in CNNs, 

like the sensitivity of object recognition to eccentricity, pose (i.e., orientation), size, and low-level contrast 

(Rajalingham et al., 2018).  

Most CNNs have a feed-forward architecture, whereas human visual perception benefits from lateral 

and recurrent feedback connections (Felleman & Van Essen, 1991). Implementing lateral and recurrent 

projections increases model tolerance to occlusion and input noise (Spoerer et al., 2017). Recurrency also 

improves predictions of human/macaque response patterns (Kar et al., 2019). Images that require recurrent 

processing typically take longer to recognize (Lamme & Roelfsema, 2000), and objects that feed-forward 

CNNs find challenging to classify take ~30 additional msecs to decode from macaque IT neurons (relative to 

easy images; Kar et al., 2019). Standard, feed-forward CNNs are poor at predicting these later response 

patterns, but implementing recurrent circuits improves performance. Recurrent CNNs matched to feed-

forward CNNs in the number of parameters also produce better accuracy at predicting lower (V1-V3, V4) 

and higher-level (IT, Parahippocampal cortex) cortical fMRI signals (Kietzmann et al., 2019).  

The PPA, selective for scenes and large spaces, is topographically organized, preferring stimuli 

positioned in the periphery of the visual field (Arcaro et al., 2009). In contrast, object-selective areas like the 

fusiform gyrus (specialized for face processing) shows a preference for central positions (Levy et al., 2001). 

Topographical preferences observed in the human ventral stream are also found in CNNs: CNN nodes with 
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center-biased receptive fields are more correlated with activity in the fusiform gyrus, and periphery-based 

nodes are more correlated with parahippocampal activity (Mohsenzadeh et al., 2020). 

The evidence reviewed thus far suggest that human object and scene processing is well characterized 

by CNNs. However, other studies suggest important differences between the two. For example, the 

performance of CNNs is conditional on the resolution of analysis (Rajalingham et al., 2018). Model 

predictions of human categorization, averaged over multiple instances of the same object, matches the 

accuracy ceiling of human-human and monkey-monkey agreement. Yet, at finer resolutions, at the level of 

individual object instances, prediction accuracy declines far below ceiling (Rajalingham et al., 2018). 

Humans and CNNs are also sensitive to different types of image/video distortions (Berardino et al., 2017; 

Hénaff et al., 2019). Another common critique of CNNs relate to adversarial attacks. Adversarial attacks are 

image manipulations that ‘fool’ CNNs in unexpected ways: salt and pepper noise can reduce CNNs to 

chance performance (Geirhos et al., 2018), superimposing a small artificial texture can cause a CNN to 

classify everything as a toaster (Brown et al., 2017), and adding/removing glasses can break face 

classification (Sharif et al., 2019). Although recent work has also shown that humans can predict these CNN 

errors (Zhou & Firestone, 2019), this has only been observed in contrived task conditions (where the 

decision-space is far smaller than free classification). Recently, Xu and Vaziri-Pashkam (2021) used RSA to 

compare 14 different CNNs (feed-forward and recurrent) against fMRI responses to real-world objects, and 

found that most CNNs could account for substantial variance (up to 60%) in the responses to real objects, in 

both low and high-level cortical regions. However, presenting the same CNNs with ‘fake’ (greeble-like) 

objects had a deleterious effect on agreement with the fMRI data at all levels of the visual hierarchy. Other 

work suggests that CNNs rely to a greater extent on texture during image classification, whereas humans use 

global shape information (Baker et al., 2018; Geirhos et al., 2018).  

1.3.4.3 Interim Summary 

For some time, the impetus behind most architectural developments in modern CNNs has been to 

increase classification performance on popular datasets like ImageNet, often at the expense of biological 

plausibility. However, researchers are increasingly focussing on applying known properties of the primate 

visual system, to make CNNs more brain-like. For example, the degree of recurrency is positively correlated 

with prediction accuracy of primate ventral stream activity (Kubilius et al., 2019), and some researchers are 

testing how spike-timing – an important feature of neural information transmission – can be implemented in 

CNNs (Hunsberger & Eliasmith, 2016; Tavanaei & Maida, 2016). 

Brain-Score (brain-score.org) is a set of behavioural and neural benchmarks for computational models 

of primate vision (Schrimpf et al., 2018). All the top positions are occupied by CNNs, yet only ~25-60% of 

the variability in primate behaviour/ventral stream activity can be explained by these models (far below the 

noise ceiling, Schrimpf et al., 2018). CNNs are currently our best end-to-end model of visual recognition, but 
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the residual divergence between CNNs and humans/primates reveals that a lot of work still needs to be done 

to reach a faithful representation of human vision. 

1.4 Conclusions 

In this chapter, I have reviewed the properties and pitfalls of existing scene taxonomies, and discussed 

four approaches to modelling the computational processes that underpin scene recognition: (i) object versus 

scene-wide feature representations, (ii) the role of attentional, eye-movement, and peripheral encoding 

mechanisms, (ii) natural scene statistics, and (iv) convolutional neural networks. Because scene 

understanding is a tremendously complex process, most models/investigations limit their scope to a 

particular component, or stage, of visual processing. This review reflects this piecemeal structure, but where 

possible, I have attempted compare and contrast different approaches.  

The reviewed literature reveals several general properties of real-world perception. First, the 

categorical taxonomies widely applied in experimental research are susceptible to experimenter bias. Second, 

object and scene-wide (global image) feature representations both contribute to real-world scene perception, 

but their functional relationship with one-another is unclear. Third, attentional and eye-movement processes 

are instrumental for acquiring a deeper level of scene understanding, and summary statistics in peripheral 

vision may explain some attentional effects. However, the jury is still out on whether we can dispel with the 

concept of attention altogether. And fourth, CNNs have made remarkable progress in modelling the 

evolution of scene representations in the ventral stream, but many aspects of visual behaviour are still 

unexplained.  

Given the computational demands placed on the human visual system by the dizzying complexity of 

real-world scenes, it is no surprise that a complete model of real-world scene perception is currently beyond 

our reach. Nonetheless, recent advances emerging from interdisciplinary work spanning computer vision, 

neuroscience, psychology, etc., suggest a promising road ahead.  
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Chapter 2 

 

Literature Review: The Time-Course of Depth Perception 

2.1 General Introduction 

In Chapter 1, I examined various computational models, each of which aimed to explain a particular 

part/stage of visual processing. Central to many, if not all of these models, is the shared assumption that the 

specification of depth information is critical for scene understanding. All of the accounts described above 

assume, explicitly or implicitly, that humans have built, or are in the process of building, a three-dimensional 

representation of the environment. For example, Biederman’s schema theory (Biederman, 1972, 1981; 

Biederman et al., 1982) purports that humans learn the three-dimensional physical constraints of real-world 

scenes: objects are typically supported by the ground-plane, and recede in size with distance, occluding one 

another at object boundaries. Similarly, space-centered theory holds that three-dimensional spatial structure 

(e.g., its openness, degree of navigability, etc.) is encoded early in visual processing, and helps constrain 

semantic properties and object locations (Oliva, 2005; Oliva & Torralba, 2006; Torralba et al., 2006). The 

natural scene statistics account holds that humans optimally combine ambiguous visual input with learned 

experience, to estimate depth in real-world scenes (Geisler, 2008), and scene affordances are intrinsically 

defined by the physical constraints of the environment. Suffice to say that depth processing is a critical part 

of real-world scene understanding (for a review, see Linton, 2017). 

The apparent instantaneity of scene perception is an illusion; it takes time to encode image features 

and build a detailed description of the visual environment. Depth processing is no exception: depth is not 

immediately decodable from the images projected to both retinae, but requires substantial feedforward and 

recurrent processing across numerous cortical substrates. Investigating the time-course of depth processing is 

important for differentiating between existing theories of high-level scene perception.  

The time-course of depth processing is typically investigated by isolating specific cues (e.g., disparity, 

accommodation), and examining the evolution of depth discrimination over time (e.g., see Howard & 

Rogers, 2002). These paradigms don’t reflect natural viewing conditions, as, in real-world scenes, different 

depth cues correlate with one another, and the resultant redundancies are useful for refining sensory 
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estimates (see section 1.3.3; Adams et al., 2010; Adams & Mamassian, 2004; Ernst & Banks, 2002; Girshick 

& Banks, 2009; Hillis et al., 2004; Landy et al., 2011). Moreover, laboratory stimuli are often simplified 

versions of their real-world counterparts. Natural scenes are cluttered, noisy, and at times, unpredictable. 

These differences highlight the importance of studying depth perception in situ, yet few studies use 

naturalistic stimuli. 

In this Chapter, we review existing research on the time-course of depth processing. The review is 

divided into specific depth cues, but where possible, I will discuss how multi-cue processing might operate 

in natural scenes during early visual processing. Note that I do not offer an exhaustive analysis of all depth 

cues. Instead, I limit discussion to singular, static images, and focus on four of the most commonly 

investigated cues: disparity, accommodation, elevation, and texture. 

The time-course of depth processing can be understood in terms of its temporal resolution, and 

latency. Temporal resolution refers to the minimal temporal delay between successively presented stimuli 

required for humans to detect a fluctuation in depth (informally, this can be described as the frame-rate, or 

update-rate of depth perception). Temporal resolution is typically investigated by presenting participants 

with a display that oscillates between two images (e.g., Norcia & Tyler, 1984). The temporal frequency of 

the oscillation is manipulated to ascertain an integration threshold. Below the threshold, the two images are 

discriminable, but above the threshold (at higher frequencies), the two images are integrated into a single, 

smooth, percept. Latency refers to the point in time, after stimulus onset, at which depth processing reaches a 

criterion. Often this criterion is above-chance discrimination performance, i.e., significantly better than 

random responding. However, this criterion can be set to any performance metric, such as the time at which 

performance reaches ceiling, i.e., the so-called ‘critical duration’. The latency of depth perception can be 

investigated by measuring discrimination performance as a function of response time, or by directly 

manipulating image exposure durations. This latter methodology requires strict control over stimulus 

masking because image processing must be halted upon the extinction of the stimulus. Without masking, 

image processing can continue due to image persistence in iconic memory (note that this is an 

oversimplification, and the full story is far more nuanced, but the aforementioned ‘feedforward’ rationale is 

sufficiently accurate for the current discussion – interested readers can refer to Enns & Di Lollo, 2000). By 

measuring performance over a range of presentation durations, we can acquire a picture of how depth 

perception evolves over time. Note that, because the time-course of depth perception encompasses both the 

temporal resolution and latency of visual processing, these two domains will be discussed together.  

2.2 Binocular Disparity 

The horizontal separation between the two eyes produces binocular disparities (see Figure 2.1), which 

the brain uses to generate the rich impression of three-dimensional depth that we call stereopsis. Disparity 

can only produce a stable depth percept once the visual system has differentiated between true and false 
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feature matches, and solved the stereo correspondence problem. The computational demands of feature 

matching places temporal constraints on depth-from-disparity. Indeed, correspondence is not solved until 

disparity signals are processed by high-level extrastriate cortices (Read, 2005). V1 responds to stimuli that 

do not elicit a depth percept (Cumming & Parker, 1999; 1997), is only selective for absolute disparities 

(Cumming & Parker, 1999), and does not reliably differentiate between true and false stereo matches 

(Cumming & Parker, 1999; Read, 2005). V2 shows some relative disparity sensitivity (Thomas et al., 2002), 

V4 responds to disparity-defined surfaces (Hinkle & Connor, 2002), and IT is sensitive to the shape and 

identity of disparity-defined objects (Tanaka et al., 2001). In contrast to V1 and other upstream areas, IT 

does not respond to false matches (Janssen et al., 2003), and single cell IT activity predicts macaque 

behavioural responses to disparity-defined object structure (Verhoef et al., 2010, 2012). These results suggest 

that a detailed specification of depth-from-disparity emerges late in the ventral stream. But does this also 

mean that disparity is processed slowly?  
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Figure 2.1. Binocular disparities are caused by the lateral separation between the two eyes. In this diagram, 

an observer is fixating an orange circle, and consequently, the orange circle is positioned on corresponding 

points on both retinae. Other objects that lie on the empirical horopter appear equidistant to the observer. 

Objects farther than the empirical horopter produce uncrossed disparities (green triangle), and closer objects 

produce crossed disparities (blue square). If crossed or uncrossed disparities fall within Panum’s fusional 

area (e.g., the green triangle), they can be fused into ‘single vision’. Objects outside Panum’s fusional area 

produce double vision, or diplopia (blue square). The projected retinal locations of each object are shown 
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using small versions of each shape. The black line indicates the location of the fovea. Note that objects 

located off the empirical horopter project to non-corresponding points on the retinae. The grey inset shows 

the retinal locations of these objects for the left (L) and right (R) eyes, when the eyes are axis-aligned. The 

blue square creates a larger retinal disparity compared to the green triangle, and this disparity difference, or 

relative disparity, is caused by the fact that the two objects are at different depths. Dimensions are not 

geometrically accurate. 

 

Investigations of temporal resolution have generally shown that disparity fluctuations are detected up 

to a rate of 6-14 Hz (Kane et al., 2014; Nienborg et al., 2005; Norcia & Tyler, 1984; Patterson et al., 1992; 

Richards, 1972). The resolution of the luminance system is substantially higher: luminance fluctuations can 

be detected at rates of 27-80 Hz (Kelly, 1961; Nienborg et al., 2005). However, colour processing is 

processed at a similar rate to disparity: isoluminant chromatic modulations are detectable only up to 

frequencies of 10-15 Hz (Kelly, 1983; Swanson et al., 1987). These data suggest that the resolution of stereo 

is comparable to colour processing, but lower than luminance processing. 

Studies of disparity latency have a long history. Dove (1841) observed that line drawings could 

produce a subjective impression of stereoscopic depth after being illuminated by a single electrical spark. 

Other, classical, introspective studies, involving the presentation of falling beads through a small aperture, 

revealed that depth differences could be perceived after exposure durations of approximately 20-50 msecs 

(Hering, 1865; von Karpinska, 1910). Although these early studies have various methodological problems 

(e.g., no masking, lack of control, introspective report), they suggest that depth-from-disparity emerges after 

extremely brief presentation durations, and lay the groundwork for modern investigations. 

Single-cell recordings of macaque V1 binocular cells reveal that sensitivity to the disparity-defined 

shape of random dot stereograms emerges within 60-86 msecs after stimulus onset (Gonzalez et al., 2001). 

Similarly, psychophysical experiments have found above-chance depth discrimination of simple line stimuli 

and random dot stereograms presented for just 5-7 msecs (albeit with unmasked images; Ogle & Weil, 1958; 

Tyler & Julesz, 1978). While promising, these experiments do not compare the efficiency of disparity 

processing against other feature representations.  

ERP responses to Random-dot stereograms have a peak amplitude ~240 msecs post-stimulus-onset, 

but monocularly visible stimuli with the same shape outline, specified by colour and luminance cues, 

generate a peak amplitude earlier, at ~150 msecs (Julesz et al., 1980). Durand et al. (2007) also found that 

macaque V1 orientation selectivity emerges 68 msecs earlier than disparity selectivity. This result has been 

replicated in human ERP responses, with a similar orientation-disparity lag of 50 msecs (Duan et al., 2021). 

These data indicate that disparity processing unfolds slower than other visual features. However, Caziot et al. 

(2015) found that above-chance motor responses to disparity-defined stimuli are elicited 209 msecs after 
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stimulus onset. Luminance defined stimuli have a highly similar response latency of 203 msecs, indicating 

that both cues become available to motor systems at approximately the same time. Further, Caziot et al. 

(2017) found that disparity cues inform judgements of surface slant more rapidly than texture gradient cues. 

It goes without saying that luminance, orientation, and texture gradient cues differ in feature complexity. 

Moreover, processing latencies in ERP and behavioural paradigms are difficult to compare. Nonetheless, 

these data provide preliminary evidence that depth-from-disparity can emerge before, or with small delays (< 

90 msecs) relative to other cues.  

Stereoacuity – a measure of disparity precision – improves as a function of presentation duration, and 

the rate of improvement follows a power law (Foley & Tyler, 1976; Harwerth & Boltz, 1979; Harwerth & 

Rawlings, 1977; Ogle & Weil, 1958). Stereoacuity is therefore approximately constant onwards of a ‘critical 

duration’. The value of critical duration itself varies with the bandwidth of the stimulus. Some studies have 

observed maximal stereoacuity after 100-150 msecs of stimulus exposure (Harwerth et al., 2003; Kumar & 

Glaser, 1994), but many of these studies use stimuli defined by low spatial frequencies (e.g., wide bars or 

low-frequency gabor patches). Stereo discrimination is slower for stimuli defined by high spatial frequencies 

(Glennerster, 1996; Tyler, 1990), for which the critical duration can increase to upwards of 750 msecs (Lee 

et al., 2004). Note that, since low spatial frequencies have greater energy in real-world images (see Section 

1.3.2), rapid encoding of the corresponding disparity signals should be advantageous for understanding scene 

structure. Disparity magnitude is also relevant here: large disparities generate shorter single-cell response 

latencies than small disparities (Menz & Freeman, 2003, 2004; Tanabe & Cumming, 2014; Tanabe et al., 

2011). Also, disparities large enough to generate a diplopic percept can be discriminated very rapidly, but 

performance on these large disparities asymptote after short presentation durations (for a review, see Wilcox 

& Allison, 2009). In contrast, sensitivity to smaller disparities asymptotes after longer presentation durations. 

These patterns are predicted from coarse-to-fine disparity algorithms (e.g., Marr & Poggio, 1979), which first 

matches the coarse-scale features, before using these matches to constrain fine-scale feature correspondence.  

Humans are also faster at discriminating crossed disparities compared to uncrossed disparities 

(Horváth et al., 2018). This may reflect the specific biological relevance of crossed disparities: objects nearer 

to the observer are more likely to generate crossed disparities (see Figure 2.1), and are also more likely to 

physically interact with the body. 

The latency of disparity processing is additionally sensitive to the disparity of the image region at 

fixation. If stimulus disparity at the region of fixation i approximately zero, above-chance discrimination is 

observed for peripheral stimuli presented for <1 msec (unmasked), but longer exposure durations are 

required if fixation disparities are significantly different from zero (Uttal et al., 1994). This is a critical time-

constraint for stereopsis, since, although vergence eye movements can be programmed quickly (Robinson, 

1966), they are executed slowly (Leigh & Zee, 2015). 
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All the work reviewed thus far indicate that, under specific conditions (i.e., low spatial frequencies, 

large, crossed disparities in the periphery, and zero disparity at fixation), disparity processing is remarkably 

rapid, and that the correspondence problem does not cause a substantial delay in depth perception. However, 

most of these experiments neglect to use masking to interrupt visual processing after stimulus offset. 

Moreover, it is unclear from this work how exactly disparity might facilitate scene perception during early 

processing. A small number of recent studies, using backward masking, have made some advances in this 

direction. 

Disparity cues confer a robust advantage to object segmentation. Disparity creates the subjective 

impression that objects ‘pop out’ in depth from their backgrounds, and random dot stereograms prove that 

monocularly camouflaged objects can be detected and segmented using only disparity cues (Julesz, 1971). 

Caziot and Backus (2015) hypothesized that, since segmentation informs object recognition, and disparity 

processing is fast, disparity should facilitate object discrimination for short image exposure durations. Using 

various real-world objects superimposed on man-made backgrounds with either zero, or crossed disparities, 

they demonstrated that disparity cues facilitate object recognition after 33 msecs of image viewing.  

If disparity is useful for rapid object recognition, does it also facilitate scene recognition? To address 

this question, Valsecchi et al. (2013) presented participants with target images of real-world forests for 13-80 

msecs (with backward masking), followed by two probe images, one of which matched the target. 

Participants determined which probe matched the target. They found that stereoscopic images did not 

produce better performance than monoscopic images. Still, it is likely that the disparity cues were simply 

uninformative for distinguishing multiple forest scenes with similar objects and spatial layouts. Using images 

with different disparity distributions, and a more direct scene recognition paradigm (e.g., scene 

categorization), will be important in future research for determining whether disparity is indeed of little use 

for rapid scene recognition (see Chapter 4). 

To summarize, the temporal resolution of disparity processing is lower than luminance processing, but 

comparable to colour processing. Studies of the latency of disparity processing have produced mixed results, 

but mostly suggest that the delay between low-level processing of features like luminance and orientation, 

and binocular disparity, is between 0-90 msecs. Indeed, disparity can be extracted from simple stimuli after 

remarkably brief presentation durations (<1 msec). Problematically, few studies have employed backward 

masking to interrupt post-offset processing. Fewer still have directly investigated the role of disparity cues in 

natural scenes, although preliminary work suggests that disparity may assist with scene perception by 

facilitating object segmentation (Caziot & Backus, 2015).  

2.3 Defocus Blur 

Briefly presented images appear blurred, and as viewing time increases, image features become 

sharper, and visual acuity generally improves (Baron & Westheimer, 1973; Westheimer, 1991). This 
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phenomenon places fundamental limits on the utility of image blur cues shortly after stimulus onset. The 

visual system must, in effect, disentangle the blur caused by limited exposure durations, and the blur caused 

by accommodation/defocus.  

Blur-driven accommodation has a latency of approximately 240 msecs (Suryakumar et al., 2007). 

Since the accommodation reflex is initiated by oculomotor signals originating in V1 (Motlagh & Geetha, 

2020) – a region fundamental in early visual processing – depth-from-blur should, in principle, be processed 

fairly rapidly. Wilson, Decker, & Roorda (2002) found that trained participants could accurately discriminate 

near and far LED stimuli from blur and aberration cues after unmasked exposure durations of just 100 msecs. 

Surprisingly, this effect was observed for small amounts of monochromatic aberration – small enough to 

have a negligible effect on visual acuity. With untrained participants, Nguyen, Howard, & Allison (2005) 

confirmed that blur can be reliably detected within 210 msecs, but that chromatic aberration cues, which 

confer signed depth information, take longer to integrate. Between 300 msecs and 3 secs, improvements in 

depth discrimination from blur cues are small and non-significant (Zannoli et al., 2016). Importantly, this 

value is within the range of observed critical durations for disparity processing (i.e., 150-750 msecs; 

Harwerth et al., 2003; Lee et al., 2004). 

While disparity tends to be most precise at depths close to fixation, blur cues are more precise at 

depths farther from fixation (Held et al., 2012). Optimal depth estimation results from the integration of 

multiple available depth cues, and disparity-blur integration occurs within 250 msecs after stimulus onset 

(Held et al., 2012; Mather & Smith, 2000). Mather and Smith (2004) also revealed occlusion and blur cues 

elicit highly similar response times, indicating that blur is available in the same time-window as other, 

monocular depth signals.  

These studies demonstrate that blur cues are available shortly after stimulus onset. That said, the 

literature on this topic is sparse relative to the role of disparity, and there is little-to-no research explicitly 

investigating the psychophysical latency of depth-from-blur. Most experiments in this area employ brief 

presentations purely in an effort to control for accommodation, rather than to measure discrimination 

thresholds as a function of time.  

2.4 Elevation / Angular Declination 

Elevation, or angular declination (see Figure 2.2), is estimated by judging the angle of gaze, from eye-

height, relative to the horizon. In principle, this cue can be used as a coarse estimate of object depth as soon 

as the height of an object is known. Indeed, the two-dimensional location of masked objects can be precisely 

estimated after presentation durations of just 26 msecs (Adam et al., 1995). However, ground-planes are 

typically cluttered with occluding objects, and are rarely perfectly flat (except perhaps for some indoor 

environments). As a result, it is uncertain whether elevation is encoded early in processing, or after other 

processes (e.g., category recognition, object localization, etc.) constrain the reliability of elevation. 
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Figure 2.2. The distance of a single object lying on a flat ground-plane, 9&, can be decoded from the height 

of the observer, ℎ, and the angular declination of the object, ;&, using the formula: 9& = ℎ/tan(;&). Figure 

adapted from Ooi et al. (2001). 

 

Gajewski et al. (2010) investigated the speed of elevation processing by measuring blind walking 

distances in an indoor laboratory. Exposure durations were manipulated and masked using shutter goggles 

(see Pothier et al., 2009), and participants judged the distance of Styrofoam balls either suspended at eye-

level, or positioned on the floor. Distance estimation was measured by blindly walking to where the 

participant thought the target laid. Gajewski et al. found that elevation cues improved performance after just 

9 msec exposure durations.  

Based on this work, Gajewski et al. (2014) later hypothesized that elevation is in fact the dominant 

depth during the first fixation (< 200-250 msecs). In a similar paradigm, distance estimates were measured 

for lights positioned in a dark room, presented for 74 msecs, whose only depth cue was elevation. Compared 

to image conditions containing additional depth cues (e.g., texture gradient, created by illuminating the 

room), the elevation-only condition produced greater estimation errors. Though this full-cue advantage was 

relatively small, indicating that elevation is indeed important, these data suggest that elevation is certainly 

not the only cue used during early visual processing (as should also be apparent from my review of other 

depth cues). Note that depth-from-elevation is not fully elaborated until extended processing takes place: 

judgements of depth from elevation cues increase in precision and accuracy as viewing time increases to 

durations as long as 220-500 msecs (Gajewski et al., 2014; Wu et al., 2014). Hence, contrary to Gajewski et 

al.’s (2014) elevation-dominance hypothesis, elevation cues are integrated with other depth cues shortly after 

stimulus onset, and elevation processing is extended in time. Since outdoor environments often have 
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cluttered or uneven ground-planes, future research should investigate the contribution of elevation cues 

across different types of environments. 

2.5 Texture Gradient 

The speed of texture gradient processing may be limited in part by the computational demands of 

pooling local image features over large regions of visual space, in order to estimate surface gradients. To 

investigate the time-course of texture gradient processing, most researchers have opted to evaluate 

judgements of surface slant. Although, prima facie, slant and depth describe different visual properties, they 

are intrinsically related: surface slant gives the variation in depth orthogonal to the axis of rotation, and, 

pooled estimates of local depth (e.g., from disparity) gives surface slant (see Gibson, 1950). 

Caziot et al. (2017) found that the minimum response time required for above-chance judgements of 

surface slant is slower using texture gradient cues (~250 msecs), than using binocular disparity (210 msecs). 

However, this effect depends on the slant angle: for large slants, the accuracy of texture-based discrimination 

increased faster than disparity-based discrimination. Interestingly, this is consistent with previous work 

indicating that texture gradient cues increase in reliability as slant increases, whereas disparity cues decrease 

in reliability as slant increases (Hillis et al., 2004). 

These results are consistent with several studies of visuomotor cue integration. Greenwald et al. (2005) 

investigated the speed at which different cues affect hand orientation during the placement of objects on 

slanted surfaces. Small perturbations to disparity cues mid-flight produced faster corrections in object 

placement, compared to texture gradient cues. Follow-up work has replicated this effect using different 

visuomotor tasks (Greenwald & Knill, 2009), but others have found conflicting results: Allison and Howard 

(2000) found that perceived slant is biased towards texture gradient cues after brief image presentations (100 

msecs), and biased towards disparity after longer presentations (1 sec-10 secs). Van Mierlo et al. (2009) used 

a similar task to Greenwald et al. (2005), and observed faster disparity-based corrections, but only when slant 

perturbations were masked by a short ‘blank’ interval. When the perturbation was made visible, disparity-

based corrections actually lagged texture-based corrections by ~40 msecs. However, these results must be 

interpreted with caution: Van Mierlo et al. (2009) conflated texture gradient cues with linear perspective and 

two-dimensional shape cues. Since multi-cue stimuli tend to be processed more efficiently than single-cue 

stimuli (e.g., van Mierlo et al., 2009), a comparison to other studies is challenging. Moreover, the mechanism 

by which seen and unseen modulations in stimulus properties affect visuomotor behaviour is still debated 

(Cluff et al., 2015). Taken together, the weight of existing evidence suggests that, relative to disparity, 

texture gradient cues are encoded slowly.  

2.6 Entire Scenes 
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As we have seen, the time-course of depth processing is typically investigated by isolating specific 

image properties, and examining the latency at which they are yield a reliable depth percept, or inform 

above-chance depth discrimination. Given the known redundancy between different depth cues in natural 

scenes, and the robust effects of cue redundancy on depth perception (see section 1.3.3; Adams et al., 2010; 

Adams & Mamassian, 2004; Ernst & Banks, 2002; Girshick & Banks, 2009; Hillis et al., 2004; Landy et al., 

2011), it is surprising that so many studies rely primarily on simplified, artificial stimuli. Nonetheless, the 

few existing studies in this area generally complement the finding that depth processing is highly efficient. 

Judgements of mean depth – the average depth of all objects across the entire scene – reach 75% 

accuracy after 26 msecs of image exposure (Greene & Oliva, 2009b). Moreover, after 50 msecs exposure 

durations, humans show a bias towards categorizing scenes based on the identity of near, rather than far 

objects – a pattern that requires rapid depth segmentation (Fernandes & Castelhano, 2021). Also, adding 

disparity cues to natural images decreases the average fixation duration, saccade length, and saccade 

amplitude during free exploration (Jansen et al., 2009). These outcomes indicate that the number of unique 

image locations selected in a fixed interval of time is greater for images with disparity cues, indicating that 

images with disparity cues are explored faster.   

Some interesting insights are also provided by studies that do not directly manipulate/measure 

processing latencies. McCann et al. (2018) cued participants to pairs of image locations, and measured depth 

discrimination between these points while manipulating various image properties (e.g., disparity, angular 

distance between locations, etc.). They then estimated the relative contribution of stereoscopic and 

monocular cues, and found that disparity cues contribute primarily to the discrimination of near objects, 

whereas monocular cues contribute mostly to far objects. These data indicate that monocular and binocular 

cues have complementary functions during depth discrimination. 

Clearly, depth cues are an important part of early visual processing, but the relative role of individual 

cues, and the combined contribution of these cues as a function of time, is poorly understood. It is critical for 

future work to investigate the interplay between different depth cues, across different tasks, throughout time. 

2.7 Conclusions 

In this Chapter, I have reviewed existing work on the time-course of depth perception, and outlined 

some important directions for future inquiry. Principally, I argue that the psychophysics programme of 

isolating single depth cues, and studying their effects more or less independently of one another, leads to 

limited generalizability. That is not to say that these studies are irrelevant or unimportant. Indeed, they have 

been tremendously informative for building modern theories of visual processing, and these findings often do 

in fact generalize to natural viewing conditions. However, natural scene statistics and optimal cue 

combination studies, among other areas of research, offer abundant evidence that visual processing is 
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sensitive to the correlational structure present in natural environments, and the redundancies between 

multiple available cues (see Chapter 1). 

It is important, therefore, for psychophysical investigations of human depth perception to prioritize the 

study of naturalistic stimuli. Recent efforts towards building large-scale real-world image databases, driven 

in part by the data requirements of modern computer vision models like CNNs, and partly by the goals of the 

natural scene statistics approach, are important tools for reaching this goal, and future work will benefit 

greatly from using these resources. In Chapters 4 and 5, we leverage these datasets to address two 

outstanding questions: (i) how does binocular disparity contribute to real-world scene perception over time, 

and (ii) how does binocular disparity, among other rapidly available depth cues, contribute to relative depth 

judgements over time. 
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Chapter 3 

 

Category Systems for Real-World Scenes 

3.a Abstract 

Categorization performance is a popular metric of scene recognition/understanding in behavioural and 

computational research. However, categorical constructs and their labels can be somewhat arbitrary. 

Derived from exhaustive vocabularies of place names (e.g., Deng et al., 2009), or the judgements of small 

groups of researchers (e.g., Fei-Fei, Iyer, Koch, & Perona, 2007), these categories may not correspond to 

human-preferred taxonomies. Here, we propose CIRCA: an unsupervised, data-driven clustering method for 

deriving ground-truth scene categories. In Experiment 1, human participants organised 80 stereoscopic 

images of outdoor scenes from the SYNS dataset (Adams et al., 2016) into discrete categories. In separate 

tasks, images were grouped according to (i) semantic content, (ii) 3D spatial structure, or (iii) 2D image 

appearance. Participants provided text labels for each group. Using the CIRCA method, we determined the 

most representative category structure and then derived category labels for each task/dimension. In 

Experiment 2, we found that these categories generalized well to a larger set of SYNS images, and new 

observers. In Experiment 3, we tested the relationship between our category systems and space-centered 

theory (Oliva & Torralba, 2001). Finally, in Experiment 4, we validated CIRCA on a larger, independent 

dataset of same-different category judgements. The derived category systems outperformed the SUN 

taxonomy (Xiao, Hays, Ehinger, Oliva, & Torralba, 2010) and an alternative clustering method (Greene, 

2019). In summary, we believe this novel categorization method can be applied to a wide range of datasets 

to derive optimal categorical groupings and labels from psychophysical judgements of stimulus similarity. 

3.b Publication Note 

This Chapter is published as a research article: Anderson, M. D., Graf, E. W., Elder, J. H., Ehinger, K. A., & 

Adams, W. J. (2021). Category systems for real-world scenes. Journal of vision, 21(2), 8-8. 

3.c Contributions 
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Experimental paradigm was designed by Matt Anderson, Wendy Adams, and Erich Graf. Clustering 

Algorithm was formulated by Matt Anderson and James Elder. Data collection, statistical analyses, 

simulations, write-up, etc., was performed by Matt Anderson under the supervision of all other co-authors. 

Additional data for Experiment 3 was provided by Michelle Greene.  

3.1 Introduction 

The visual properties of real-world environments have enormous heterogeneity: no two scenes are 

exactly alike. Scene categories allow us to organise environments into meaningful, discrete classes that 

represent their statistical regularities, and provide a coarse, efficient description of the environment. 

Category membership provides information about the probable activities, objects, and layouts associated 

with a scene, and serves as a convenient descriptor - most people can easily visualise the typical 

characteristics of forests or beaches, for example. It is unsurprising, then, that categorization performance is 

a popular metric of scene understanding in behavioural and computational research.  

Scene categorization is achieved with impressive efficiency and minimal cognitive resources: novel 

images can be categorized from brief presentation durations (Fei-Fei et al., 2007; Potter, 1976), from only 

foveal, or only peripheral, visual information (Larson et al., 2014; Larson & Loschky, 2009), and in the 

near-absence of attention (Li et al., 2002). The computational processes that underpin this ability have been 

extensively investigated (Malcolm et al., 2016), however, most research does not scrutinise the taxonomical 

structure of applied category systems – i.e., the ontological ‘realness’ of the individual categories, the 

lawfulness of the categorical boundaries, the number of categories, etc. In this introduction, we discuss 

different taxonomies of real-world scenes, and review a number of visual features that are thought to 

underpin human scene categorization. We discuss behavioural and computational evidence that feature 

diagnosticity depends on taxonomy, and then outline the importance of establishing more rigorous 

taxonomies.  

Systems of Categorization 

Category systems can differ in their descriptive scope: a single environment might be described as 

‘natural’, ‘forest’, or ‘deciduous thicket’. Each description carries a different amount of detail. Tree 

hierarchies have been used to represent the multi-level organisation of categories (Rosch, 1975; Rosch, 

1999; Rosch & Lloyd, 1978; Rosch & Mervis, 1975; Tversky & Hemenway, 1983). Superordinate 

categories (e.g. natural/man-made or indoor/outdoor distinctions) are located at the highest tier of the 

hierarchy, basic-level categories describe variations within superordinate categories (e.g., mountain and 

coast are subdivisions of natural scenes) and subordinate categories capture finer distinctions within basic-

level categories (e.g., pebbly beaches and sea cliffs within coastal scenes).  



Category Systems for Real-World Scenes  

 47 

Rosch and Lloyd (1978) argue that “the task of category systems is to provide maximum 

information with the least cognitive effort” (pp. 10) and propose that basic-level categories offer the most 

economical mode of description. Indeed, basic-level names are usually the default: we tend to describe a 

scene as a ‘forest’, avoiding coarser descriptions such as ‘natural’, or finer qualifications like ‘a coniferous 

forest in autumn’ (Hajibayova, 2013). Basic-level categories purportedly offer an optimal trade-off between 

distinctiveness and informativeness (Murphy & Smith, 1982; Rosch & Lloyd, 1978; Tversky & Hemenway, 

1983), and, unlike superordinate categories, may be encoded automatically/involuntarily in response to 

visual images (Greene & Fei-Fei, 2014).  

Category Systems and Feature Encoding 

While there seems to be a general preference for using basic-level categories, factors including 

stimulus presentation duration (Kadar & Ben-Shahar, 2012; Loschky & Larson, 2010), presentation order 

(Mack & Palmeri, 2015), and familiarity (Anaki & Bentin, 2009), can bias scene categorization towards 

superordinate or subordinate distinctions. Similarly, the ‘entry level’ (i.e., most quickly accessed level) of 

object categorization is affected by stimulus typicality and the observer’s subjective expertise (Johnson & 

Mervis, 1997; Jolicoeur et al., 1984; Murphy & Brownell, 1985; Tanaka & Taylor, 1991).  

Ease of categorization may reflect where an image sits relative to the boundaries that carve out the 

‘perceptual space’ into distinct categories (Sofer et al., 2015). Sampling images that maximize the distance 

to a relevant category boundary (e.g., natural / man-made), facilitates category discrimination (Sofer et al., 

2015). Thus, the category system, in addition to individual differences, may alter the cues that are 

informative for categorization (see Figure 3.1). In the related case of object categorization, encoding of 

background/context (Prass et al., 2013), orientation (Hamm & McMullen, 1998), and high spatial 

frequencies (Collin, 2006; Collin & McMullen, 2005) varies over different category systems (i.e., over 

different levels in the tree-hierarchy of categories). As we explore below, similar effects have been observed 

for scene categorization. This interplay between perceptual coding and categorization highlights the 

importance of understanding the category systems that humans naturally use. 
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Figure 3.1. A toy example of how particular category structures can determine the visual features 

informative for discrimination. Colour cues may be sufficient to discriminate natural images from street 

images (A), but less informative for discriminating subsets of natural scenes (B, field & forest categories). 

In this case, information about the spatial structure (among other features; see below for discussion) would 

be useful.  

 

 Objects. The hierarchical architecture of the human visual system suggests that complex perceptual 

representations are built from collections of simpler components/features. Early theories similarly held that 

scene recognition proceeds from an initial stage in which the identity and position of individual 

shapes/objects is determined (Bulthoff & Mallot, 1988; Hildreth, 1987; Marr, 1982; Watt, 1990). 

Experimental work suggests that object identification improves subordinate scene category discrimination 

(Collin & McMullen, 2005; Malcolm et al., 2014). However, event-related potentials (ERPs) differentiate 

basic-level and superordinate scene categories in the same time-frame (Fabre-Thorpe, 2011; Joubert et al., 

2007; Rousselet et al., 2005; VanRullen & Thorpe, 2001), and computing superordinate/basic-level scene 

category from object statistics is computationally expensive (Greene, 2013). These results suggest that 

objects are more useful for subordinate categorization, possibly due to stronger object predictability for 

subordinate categories, or redundancy between object identities and concurrently available low-level image 

features for coarser category discriminations (see below). It has also been argued that objects may be more 

frequent and diverse in indoor scenes (Greene, 2013). As a result, empirical measurements of the utility of 

object identification for scene categorization may depend on the prevalence of indoor categories in the 

dataset/experiment.  

 Spatial Layout. According to space-centered theory (Oliva & Torralba, 2001, 2006; Torralba & 

Oliva, 2002, 2003), an image’s semantic category (e.g. beach/forest) can be recovered using a small set of 

image descriptors termed spatial envelope properties (e.g., openness, naturalness, roughness, etc.) that 

StreetNatural Field

Forest

Street

A B

Hypothetical Colour Boundary
Hypothetical Colour Boundary
Hypothetical Spatial Structure Boundary



Category Systems for Real-World Scenes  

 49 

represent the spatial layout of the scene (Figure 3.2). Classifiers trained to predict semantic categories from 

human-labelled spatial envelope properties perform similarly to humans (Greene & Oliva, 2006, 2009a). 

Moreover, adaptation studies suggest that human category representations rely on spatial envelope 

properties, or correlated features: after prolonged viewing of an image set with similar spatial envelope 

properties, subsequent categorization is biased away from the adaptation set (Greene & Oliva, 2010). For 

example, adaptation to images high in openness generates a bias towards low-openness categories such as 

forests. Spatial envelope properties may be computed from statistics of low-level visual features (e.g., 

histograms of edges or Fourier amplitude spectra) pooled over large areas of the visual field (Oliva & 

Torralba, 2001). For example, human-rated spatial envelope properties can be predicted by the GIST image 

descriptor proposed by Oliva and Torralba (2001). The GIST descriptor computes a histogram of average 

responses to Gabor-like filters at different orientations and scales over different spatial regions of an image 

(usually a 4x4 grid). Because global GIST features predict human-rated spatial envelope properties, which 

in turn predict semantic categories, a core tenet of the space-centered theory is that category membership 

can be determined without parsing an image into its constituent objects (Oliva & Torralba, 2001).1  
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Figure 3.2. The spatial layout of natural scenes correlates with low-level global image features. (A) Images 

from the SYNS dataset (Adams et al., 2016). (B) Variations in pixel intensity across the image capture some 

characteristics of the scene’s spatial structure without object segmentation. Height corresponds to pixel 

luminance (images were low-pass filtered with a gaussian kernel: bandwidth = 50 pixels). (C) Spectrograms 

visualize the distribution of low-level image features. High energy is indicated in each polar plot by dark 

regions. For example, in the image on the right, contrast energy is concentrated in the lower half of the 

image, where there are horizontal image structures of high spatial frequencies (note that the high-energy, 

dark regions in the lower Fourier plots are vertically oriented and close to the centre of each plot). The GIST 

feature descriptor provides a summary of these image spectra. (D) Spatial envelope properties, such as 

roughness and openness, can be predicted from GIST. Figure adapted from Oliva and Torralba (2001).  

 

 Space-centered theory predicts that category systems that maximise between-category differences in 

coarsely-localised GIST features will be discriminated more efficiently by humans. Although basic-level 
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categories are thought to be encoded more or less automatically (see above), superordinate categories are 

distinguished earlier in time (based on ERP data; Fabre-Thorpe, 2011), and can be accurately discriminated 

at shorter exposure durations (Kadar & Ben-Shahar, 2012; Loschky & Larson, 2010), relative to basic-level 

categories. According to space-centered theory, this superordinate advantage emerges because superordinate 

categories are more separable in the GIST feature space than basic-level categories (Loschky & Larson, 

2010; Oliva & Torralba, 2001). Indeed, if a biased sample of images maximizes the discriminability of 

basic-level members in GIST-space, basic-level categorization precedes superordinate categorization (Sofer 

et al., 2015). Space-centered theory also predicts that GIST features discriminate man-made/natural 

categories better than indoor/outdoor categories (Oliva & Torralba, 2001), and behavioural work confirms 

that natural/man-made category distinctions become available after shorter presentation durations than 

indoor/outdoor distinctions (Banno & Saiki, 2015; Kadar & Ben-Shahar, 2012). In other words, not all 

superordinate categories are distinguished equally easily, and this could reflect differences in the perceptual 

availability of discriminative spatial layout information. 

 Affordances. An alternative, affordance-centered account of category representations emphasises that 

the “conceptual structure of environments is driven primarily by the scene’s functions, or the actions that 

one could perform in the scene” (Greene et al., 2016; Groen et al., 2018). Greene et al. (2016) suggest that 

scene categories are better predicted by functional information than features such as colour, spatial layout, 

attributes (surfaces, materials, etc.), object co-occurrence statistics, etc. Importantly however, affordances 

necessitate objects to be acted upon, or spaces to be acted within – and thus rely on extracting objects and 

spatial structure. Moreover, though Greene et al.’s (2016) affordances are stronger predictors of human 

categorization than categorization models based on GIST, or other low-level image statistics (e.g., Oliva & 

Schyns, 2000; Oliva & Torralba, 2001), the latter models were expressly formulated to reveal the diagnostic 

features of early visual representations and were tested on superordinate or basic-level categories (for 

example, the space-centered theory was originally formulated to discriminate eight basic level categories; 

Oliva & Torralba, 2001). In contrast, Greene et al. (2016) tested these models on 311 subordinate categories. 

Low-level image statistics may be more useful for basic- or superordinate-level scene categorization, while 

subordinate-level scene categorization may be more closely related to affordances. 

Colour. The greenness of forests, blueness of coastlines, and yellowness of deserts are highly 

predictive low-level features for categorization (Goffaux et al., 2005). Abnormally-coloured scenes (e.g., a 

beach scene with a yellow sky and blue sand) that contain the same colour-segmentation cues as normal 

scenes (i.e., with similar discontinuities in hue at object / surface boundaries) take longer to categorize 

(Castelhano & Henderson, 2008; Goffaux et al., 2005; Oliva & Schyns, 2000). Hence, colour improves 

categorization not only because it may benefit segmentation, but because some categories have well-defined 

colour profiles. Colour-based improvements are larger for indoor/outdoor urban discriminations than 

natural/manmade discriminations (Rousselet et al., 2005), presumably because artificially illuminated indoor 

scenes tend to be more ‘yellowish/brownish’ than either natural or manmade outdoor scenes (Rousselet et 
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al., 2005). Computational work confirms that colour cues reliably discriminate indoor/outdoor images 

(Szummer & Picard, 1998; Tong et al., 2017). Clearly, the benefit of colour information varies with the 

distribution of colours within and between category representations. 

In this brief review of four feature dimensions (objects, spatial structure, affordances, and colour), 

we have highlighted how the cues informative for categorization depend on the taxonomical structure of the 

chosen category system. This dependence highlights the importance of understanding the actual scene 

taxonomies that humans rely on when viewing real-world scenes. Next, we discuss the strengths and 

weaknesses of existing approaches to taxonomizing real-world scenes. 

Existing Scene Taxonomies 

Large-scale databases such as ImageNet (Deng et al., 2009), Places (Zhou et al., 2014), and SUN 

(Xiao et al., 2010) have used WordNet (Miller, 1995) to identify quasi-exhaustive dictionaries of category 

terms. These terms are then entered into search engines to collect image stimuli. However, the fine 

granularity of WordNet labels is atypical of human language: humans show up to 32.7% disagreement 

regarding the meaning of these labels (Chklovski & Mihalcea, 2003). WordNet was built by expert 

lexicographers and many terms require substantial esoteric knowledge. For example, ‘dolmen’, ‘medina’, 

‘indoor cloister’, ‘mastaba’, and ‘oast house’ are all categories from WordNet used in the SUN and Places 

databases (Xiao et al., 2010; Zhou et al., 2014). Computational work has shown that merging these fine-

grained representations into larger clusters improves word-sense disambiguation (i.e., the identification of 

the correct meaning of a word, given multiple meanings - e.g., 'Bass'; Navigli, 2006; Snow et al., 2007), and 

recent behavioural work suggests that humans integrate these senses into simpler taxonomies with fewer 

categories (Greene, 2019). 

 Additional problems may stem from the putative interchangeability of category terms such as ‘coast’, 

‘beach’ and ‘seaside’. Well-documented effects of cognitive-linguistic categories on early visual processing 

suggest that different category labels may elicit different visual representations, and different categorization 

behaviour (e.g., Bentin & Golland, 2002; Goffaux et al., 2003; Schyns & Oliva, 1999). Semantic labels 

modulate low-level visual representations within 44-150 ms of stimulus onset (Boutonnet & Lupyan, 2015; 

Maier et al., 2014; Noorman et al., 2018) – a time-window in which important scene properties such as 

colour and spatial structure are encoded (Cichy et al., 2017; Goffaux et al., 2005; Ramkumar et al., 2016). 

Thus, it is important to establish the category labels that participants would most frequently/naturally 

employ.   

Main Research Question 

We have argued that the taxonomical structure of category systems employed in empirical 

perceptual research can undesirably confound scene perception and categorization responses. To address 
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this problem, we aim to develop a method to identify the categories that humans most naturally use to 

taxonomize visual environments. In Experiment 1 we present a novel method to derive ground-truth 

category systems from human grouping judgements in a flexible image sorting and labelling task that 

minimises instruction/experimenter bias. We present category systems for three dimensions: Semantics, 3D 

spatial structure, and 2D appearance. In Experiment 2 we label a larger number of images from the SYNS 

dataset using these categories, and examine the generalizability of the categories derived from Experiment 1. 

We also explore the relationships between generated categories across the three dimensions. In Experiment 

3, we examine the relationship between our category systems and the space-centered theory. Finally, in 

Experiment 4, we evaluate our method on a larger and completely independent dataset, using a different 

experimental paradigm.  

3.2 Experiment 1 

3.2.1    Method 

Participants 

A convenience sample of 24 naïve undergraduate and postgraduate students (19 female; age range: 18-

26) from the University of Southampton participated as volunteers, or in return for course credits. Each 

participant was assigned to complete 2 or 3 tasks each, such that each of the 3 tasks (semantic, 3D spatial 

structure, 2D appearance) had 20 participants. Task order was counterbalanced between participants. For all 

experiments, informed consent was obtained prior to experimentation, and ethical approval was acquired 

from the Research Governance Office, University of Southampton. 

Materials 

Eighty full-colour stereo-pairs (one randomly sampled pair from every scene) were sampled from 

the Southampton-York Natural Scenes (SYNS) database (Adams et al., 2016). Stimuli were presented on a 

dual-monitor display (two 32-inch, 2560 x 1440, 75-Hz, ASUS PB328Q monitors) via a single-bounce 

Wheatstone mirror stereoscope at an effective viewing distance of 83.5 cm. Stimuli were presented en masse 

as monoscopic thumbnails (3.98 x 2.64 degrees of visual angle) but observers selected individual images for 

enlarged stereoscopic viewing. (Grouping was performed using stereoscopic images to capture the role of 

binocular depth cues in scene perception.) The stereoscopic images were displayed at 31.12 x 22.36 degrees 

of visual angle. Every participant viewed the same images. The entire task was programmed in MATLAB 

(MathWorks, Inc., Natick, MA).  

Procedure 
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Participants sorted images into discrete categories. This task was completed separately for each of the 

three dimensions. Task instructions informed participants of the grouping system they would use (see 

Appendix A for full instructions). 

Semantic Task. Images were grouped by the “type of place” (e.g., mountain, highway, desert).  

3D Spatial Structure Task. Images were sorted according to their depth structure. Participants were 

encouraged “to think about the 3D model that you would have to physically build to represent each scene” 

and to consider how the physical structure of some scenes might be similar/different. Existing taxonomies, 

such as spatial envelope dimensions (Oliva, 2005; Oliva & Torralba, 2001, 2006), divide spatial structure 

into a small number of dimensions such as ‘openness’, ‘roughness’ and ‘degree of perspective’. Although 

these could have been a useful reference for performing the task, our instructions were left intentionally 

open-ended to avoid biasing sorting strategies towards existing descriptions. 

2D Appearance Task. Images were grouped by their two-dimensional appearance (ignoring 

variations in 3D structure). Participants were instructed to attend to the “colours, patterns… or textures”, 

materials, luminosity, etc., (e.g., blue or red).  

 Participants were free to ask the experimenter (M.A), who was available in an adjacent room, if they 

were confused about the task instructions.  

In every task, participants were urged to consider each image in its entirety, and discouraged from 

focussing on smaller sub-regions like individual objects. Participants were limited to between 3 and 10 

categories. This constraint served as a liberal middle-ground between accepted set-sizes of superordinate (2-

3; e.g., Fei-Fei et al., 2007; Oliva & Torralba, 2001), and basic-level categories in small-to-medium sized 

databases (7-13; e.g., Fei-Fei & Perona, 2005; Vailaya et al., 1998). Categories could contain a minimum of 

two images. We note that an unconstrained task with no sorting rules would be more conducive to deriving 

natural category systems (i.e., uncontaminated by experimental characteristics), but we were also wary that 

unconstrained tasks would allow for ‘lazy’ sorting strategies, such as putting all the images into one 

category, or assigning each image to an independent category (both strategies involve little meaningful 

processing of image content). We created these sorting rules to mitigate against such response strategies. 

Note also that, although there are undoubtably a larger number of possible categories than our limit of 10, 

the SYNS dataset only contains a subset of all possible outdoor scenes (Adams et al., 2016).  

Each Task contained three activities: ‘Sort’, ‘Group’, & ‘Label’ (Figure 3.3). Participants accessed 

each activity by clicking corresponding tabs at the bottom of the display using the mouse.  
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Figure 3.3. Schematic of the categorization task. Images were initially presented in 5 ‘stacks’ of images 

(randomly assigned) on the left margin of the display. Sort: Participants dragged and dropped each image 

into the workspace, stacking same-category images. Enlarged, stereoscopic versions of each image could be 

viewed at any time. Group: Participants checked the validity of all categories and returned to the Sorting 

stage if any categories contained only one image or if the number of categories fell outside the range of 3-

10. Label: Participants labelled each category.  

  

Sort. All 80 images were initially stacked in random order on the left margin of the display. 

Participants created categories by dragging images, one at a time, into the workspace; categories were 

defined as any set of overlapping images. Enlarged stereoscopic versions of the images were viewed by 

simultaneously pressing two mouse buttons.  

Group. Category validity was automatically checked. If participants generated fewer than 3, or 

more than 10 groups, a thick black frame highlighted all categories. If any group contained fewer than 2 

images, the invalid category/categories were highlighted. Valid groups were each highlighted with a 

differently-coloured border. Participants continued to the ‘Label’ stage once all categories were valid.  

Label. Participants typed between 1 and 5 labels to describe each group of images.  
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Participants had unlimited time to complete each categorization task and took an average of 30 

minutes per task. 

The CIRCA Clustering Method 

We developed the CIRCA method (Clustering by Increasing the Rand index via Coordinate Ascent) 

to organize images into categories based on psychophysical judgements of stimulus similarity. In an 

experiment that generates pairwise similarity responses, such as the sorting experiment described above, it is 

possible to represent each participant’s data using an ( x ( similarity matrix that codes the pairwise 

similarity between all images by a series of 1s and 0s (1 if a given pair were placed into the same group, and 

0 if they were not). Averaging these matrices across participants gives ?, a similarity matrix that codes the 

average association between every image pair. Our ultimate aim is to identify the set of categories that 

maximises in-group similarities and minimises out-group similarities in ?.  

The Rand Index quantifies the agreement between two sets of categories by summing (i) the number 

of pairs that are in the same category in both sets, and (ii) the number of pairs that are in different categories 

for both sets, and dividing by the total number of pairs (Rand, 1971). A score of 1 represents perfect 

agreement between two sets of categories, and 0 represents no agreement.  

Since the Rand index quantifies the agreement between sets of hard categories (where each 

datapoint belongs to only one category), and ? represents category membership on a continuum, we adapted 

the Rand index to determine ;, the agreement between the similarity matrix ? and a proposed clustering @ =

)", )#, … )%, where )& represents the category to which image i has been assigned. Let A&)	be the (B, C)th 

element of ?, measuring the similarity of images i and j. Then, we define the affinity between @ and ? as: 

(1)    ;	 = 	 "
%(%,")/#∑ E)& = ))FA&)	 + E)& ≠ ))FE1 − A&)	F)/&  

Our goal is to find the clustering @ that maximizes the affinity ;. We maximize ; by iterative 

coordinate ascent from a random initial clustering. On each iteration, reassignment of a randomly selected 

image to a randomly selected category is proposed. Proposals that increase ;, and therefore improve the 

agreement between ? and @, are accepted. This is repeated until no move increases ; (i.e., until a stationary 

point is reached). Because it is possible for our method to converge at local maxima, this entire procedure is 

repeated from a number of different starting positions (initial clusterings).  

Given ( stimuli and J clusters, there are J% possible clustering solutions, and, on every iteration of 

coordinate ascent, the maximum number of proposals before a single reassignment is ((J − 1). We 

empirically tested the time complexity of our method on simulated datasets of various sizes, and found that 

time-to-convergence (i.e., stationarity) increases linearly as a function of (, and increases with J following a 

power law (see Appendix B).  
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To find the globally optimal clustering, our method can be implemented multiple times for different 

numbers of clusters. To protect against overfitting, we cross-validate clusterings on left-out data using the 

adjusted form of the Rand index (ARI), which controls for variation in chance-level agreement as a function 

of the number of clusters (Hubert & Arabie, 1985).2 If the validation data is a hard clustering, then the ARI 

is calculated as in Hubert & Arabie (1985), but if the validation data is a soft clustering (e.g., an average of 

responses from multiple observers), which has an undefined number of clusters, then the adjustment to the 

Rand index can be calculated by simulating the agreement between the validation set, and a random 

clustering with the same number of clusters as the model. The soft-clustering formulation of the ARI is then: 

(2)     !K, = 01",01#
",01#

 

Where K,2 is the rand index from the model, and K,3 is the rand index from the random clustering. 

A comparison against popular alternative clustering algorithms (k-medoids and spectral clustering), 

reveals that our method is more robust against response noise (Appendix B). Moreover, we show that our 

method tolerates high levels of inter-observer disagreement, and reproduces the exact clustering given an 

internally consistent set of similarity judgements (Appendix B).  

The CIRCA algorithm operates on a matrix of continuous similarity judgements and produces a 

hard clustering. In our case, the participant-level similarity judgements take the form of a binary 

same/different relation, where inter-category distances are fixed within observers (i.e., all coded as zeros). 

This is a simplistic assumption about the structure of categories because categories vary with regards to their 

similarity/distance to one another (for example, residential and road/highway categories are more similar to 

one another than they are to a desert category). Modern methods such as inverse multidimensional scaling 

(IMDS) can incorporate this information (Kriegeskorte & Mur, 2012). IMDS allows participants to arrange 

images in a two-dimensional workspace, where the distances between images define psychometric 

similarities along the image dimension of interest (e.g., semantics). In this case, the distance between image 

clusters gives a measure of inter-category similarity. A further benefit of IMDS is that the pairwise distance 

between large numbers of images can be inferred from the relative position of a single image. Therefore, it 

is easy to collect large numbers of similarity judgements in a short experimental session (Kriegeskorte & 

Mur, 2012). 

Despite the advantages of IMDS, our method ensures that the derived model – a discrete category 

system – is optimized to predict other, discrete category systems (in the form of individual category 

judgements from human observers). There is, in other words, a close correspondence between what the 

human is doing in the task, and what the model is supposed to represent (i.e., a human category system). For 

category systems derived from IMDS similarity matrices, this correspondence is less clear, since the 

individual datum is a non-categorical, continuous similarity judgement (which is not guaranteed to map 

directly onto a categorical representation). For this reason, we use a simple sorting design, which directly 
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measures categorical responses, but we encourage further investigation into how these approaches may be 

combined. Estimates of inter-category similarities (derived from IMDS) may assist with locating local and 

global minima in the CIRCA algorithm, and could also be applied to entire categories after the fact (in a 

subsequent task, for estimating psychophysical distances between CIRCA categories).  

Code for the MATLAB implementation of this algorithm is available at: 

https://github.com/mattanderson94/CIRCA_Clustering. 

Statistical Analyses 

For the semantic, 3D spatial structure, and 2D appearance sorting tasks, we identified the category 

system that best represented the grouping judgements of all participants. To this end, we: (i) identified the 

optimal number of categories, (ii) determined the optimal category for each image, and (iii) selected names 

for each category from participants’ labels. We describe our method of solving each of these problems in 

turn. 

Identifying the Optimal Number of Categories. First, for a given task, we identified the optimal 

number of categories using the CIRCA method. We considered clusterings with between k = 1:20 distinct 

categories. To avoid overfitting, we employed leave-one-out cross validation (LOOCV) over our 20 

participants, leaving each participant out in turn and calculating the averaged 80 x 80 similarity matrix from 

the remaining 19 participants. We applied our method 1000 times (i.e., from 1000 different random initial 

clusterings) to find the clustering that produced the highest agreement with the left-out participant 

(measured using the ARI). The optimal number of categories was then identified as the k that produced the 

maximum ARI between the optimized clustering and left-out participants’ data, averaged across all (left-out) 

participants. 

Defining the Optimal Group-Level Solution. Having identified the optimal number of categories, 

we determined the optimal group-level clustering using the CIRCA method on a similarity matrix based on 

the data from all 20 participants. (Here, we used 10,000 random initializations).  

Assigning Participant-Generated Labels to Each Category. Next, we assigned labels to the 

optimal group-level categories. We used the ARI to quantify the agreement between every group-level 

category and every raw participant-generated category (and associated labels) while holding all other 

participant-generated, and group-level categories constant. Consider, for example, a participant that 

constructed 4 categories. First, we isolate category 1 – and partial out the rest – 2, 3 and 4 – by assigning 

them all to a common, second category, and then we apply the same treatment to the group-level categories. 

The ARI determines how well the selected participant’s category (and associated label) describes the 

selected group-level category. ARIs for categories with matching labels from different participants (i.e., 

multiple uses) were summed. Pluralisms, nouns, adjectives and verbs with a common stem were treated as 
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the same – e.g., one observer might have used the label ‘farms’, and another observer, ‘farm’, or ‘farming’. 

The ‘winning’ label with the greatest summed ARI was assigned to each category.  

To ensure that the final labels represented all images in the category, a secondary label was assigned 

to a category where it (i) conferred novel meaning beyond the primary label, and (ii) was strongly associated 

with the images within the category. To quantify requirement (i), we determined the semantic similarity 

between the primary label (i.e., the label with the greatest ARI per category), and every other label using 

spaCy v2.0 (http//demos.explosion.ai/similarity/). Labels with similarity scores below .50 were deemed 

sufficiently low to capture a new/different meaning. For example, ‘Beach’ and ‘Seaside’ describe 

semantically overlapping concepts (semantic similarity = .71) and thus provide redundant information, 

whereas ‘Car Park’ and ‘Commercial’ (semantic similarity = .43) refer to different scene types. Requirement 

(ii) was met by normalising per-label ARIs to range from 0 to 1, and rejecting values below .65.  

Data can be downloaded here: https://doi.org/10.5258/SOTON/D1649.  

3.2.2    Results 

Figure 3.4 summarises the results of the LOOCV analyses used to identify the optimal number of 

categories. The solid lines identify the ARI between the CIRCA clusterings and the human sorting data, and 

the dashed lines give the mean ARI between human observers. In all three tasks, the CIRCA clusterings 

predict human sorting judgements better than other humans for most values of k, indicating that our model 

surpasses a simple measure of the noise ceiling.  

 Within each task / dimension, a single peak in the average ARI can be observed: the optimal 

number of categories for the semantic, 3D spatial structure, and 2D appearance categories were 6, 4 and 5 

respectively. Inter-observer agreement (as indexed by agreement between the derived group-level categories 

and each observer’s data) was substantially higher in the semantic task (ARI = .59) than the 3D spatial 

structure (ARI = .35) and 2D appearance tasks (ARI = .37).  
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Figure 3.4. The optimal number of categories per dimension was determined via LOOCV. Solid lines show 

the ARI between CIRCA clusterings and left-out observers’ data (for 20 observers). Shaded regions 

represent ±1 participant standard error. Dashed lines show the mean ARI between all pairs of observers – a 

simple measure of the noise ceiling.  

 

Semantic Categorization 

The images associated with each group-level derived category are presented in Figure 3.5, with the 

optimal label(s). The category labels are: ‘Nature’, ‘Road’, ‘Residence’, ‘Farm’, ‘Beach’, ‘Car Park’ / 

‘Commercial’. 
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Figure 3.5. Images assigned to the 6 optimal semantic categories. Above each category we present the 

category labels.  

 

3D Spatial Structure Categorization 

The optimal 3D spatial structure categories are presented in Figure 3.6. The category labels are: 

‘Cluttered’ / ‘Pointy’, ‘Closed Off’, ‘Flat’, and ‘Tunnel’ / ‘Navigable Routes’.  

Nature (Summed ARI = 2.93; 5 Uses)

Road (Summed ARI = 3.31; 7 Uses)

Residence (Summed ARI = 4.66; 6 Uses)

Farm (Summed ARI = 2.62; 4 Uses)

Beach (Summed ARI = 4.58; 5 Uses)

Car Park / Commercial (Summed ARI = 1.93 / 1.46; 5 / 6 Uses)
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Figure 3.6. Images assigned to the 4 optimal 3D spatial structure categories. Above each category we 

present the category labels. 

 

2D Appearance Categorization 

The optimal 2D appearance categories are presented in Figure 3.7. The category labels are: ‘Dark’, 

‘Bright’, ‘Blue’ ‘Green’, and ‘Brown’. 

Cluttered / Pointy (Summed ARI = 0.97 / 0.83; 2 / 1 Uses)

Closed O! (Summed ARI = 1.24; 2 Uses)

Flat (Summed ARI = 2.61; 11 Uses)

Tunnel / Navigable Routes (Summed ARI = 0.78 / 0.51; 2 / 1 Uses)
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Figure 3.7. Images assigned to the 5 optimal 2D appearance categories. Above each category we present the 

category labels. 

 

3.2.3    Discussion 

Dark (Summed ARI = 1.29; 5 Uses)

Bright (Summed ARI = 1.57; 4 Uses)

Blue (Summed ARI = 2.74; 6 Uses)

Green (Summed ARI = 5.91; 8 Uses)

Brown (Summed ARI = 4.11; 8 Uses)
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 In Experiment 1, we tested the CIRCA clustering method on image similarity judgements generated 

by human participants across three types of image sorting tasks. Prima facie, the resulting categories and 

associated labels capture meaningful differences between different types of image (see Figures 3.5 to 3.7).   

3.3 Experiment 2 

Experiment 1 included only 80 images – a manageable number for our grouping task. In Experiment 

2 we ask observers to use the labels derived in Experiment 1 to categorize a larger set of images from the 

SYNS dataset. We then (i) test how well the categories developed in Experiment 1 generalize to the new 

stimuli and new observers, and (ii) evaluate the relationships between category members across the three 

dimensions. We hypothesize that the categories derived in Experiment 1 generalize well to new stimuli and 

a new sample, and that reliable associations between the three dimensions enable accurate predictions of 

category membership.  

3.3.1    Method 

Participants 

Thirty-three naïve undergraduate and postgraduate students (27 female; age range: 18-23) from the 

University of Southampton, none of whom participated in Experiment 1, were recruited as volunteers, or in 

return for course credits. Twenty completed the semantic categorization task, 20 completed the 3D spatial 

structure task, and 20 completed the 2D appearance task (Participants performed 1 or 2 tasks each; the order 

was counterbalanced). A mixed design was preferred over a completely within-participants design, where 

each participant completed all three tasks, because of the large number of images, and potential for 

participant fatigue. Informed consent was obtained prior to experimentation, and ethical approval was 

acquired from the Research Governance Office, University of Southampton.  

Materials 

For each of the 80 outdoor scenes in the SYNS database (Adams et al., 2016) 18 stereo pairs compose 

a 360° panorama of each environment. Adjacent stereo pairs overlap, so we selected every other image – 9 

from each scene – to obtain a total of 720 images. Participants viewed full-size stereoscopic images, 

subtending 31.12 x 22.36 degrees of visual angle (the same size as the large-scale images in Experiment 1).  

Procedure 

Separately for semantics, 3D spatial structure, and 2D appearance, participants classified every image 

according to the category labels derived in Experiment 1. Participants viewed one image at a time, and used 

a mouse to select the appropriate category label from the list displayed to the side of the image. Once a label 

was chosen, participants continued to the next image/trial. Participants categorized all 720 images. Image 

order was randomized between participants.  
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3.3.2    Results 

 Per-image category membership was determined by the most frequently selected category label. To 

quantify how well the categories derived in Experiment 1 generalized to a separate group of participants, 

and a separate set of images, we examined inter-participant agreement for the 80 images used in Experiment 

1, and the 640 remaining images (Table 3.1). Category judgements for the 80 images from Experiment 1 

showed high agreement across the new participants in all three category systems. As in Experiment 1, 

agreement was greatest in the semantic task. This result thus shows that our category systems generalize 

well to new observers.   

Agreement for the new set of 640 images was similar to that for the original 80 images from 

experiment 1. Note, however, that for each new image, there is an image from Experiment 1 taken from the 

same location, but with a non-overlapping field-of-view. This result thus shows that our category systems 

generalize well to new images, but it remains uncertain how well they will generalize to entirely new 

locations. 

 

Table 3.1. 

Average Inter-Participant Agreement in Experiment 2 by Category Systems (Columns) and Image Subset 

(Rows).  

  Semantic 3D Spatial Structure 2D Appearance 

Chance 16.67% 25% 20% 

80 Images from Experiment 1 82.19% 70.19% 71.13% 

Remaining 640 images 82.30% 71.71% 68.19% 

 

Inter-Category Relationships 

Phi coefficients (rφ) quantify the Pearson correlation between images with binary-coded categorical 

identity (images were either a member or not a member of a specified category). Positive values correspond 

to high categorical similarity (images were frequently placed in both categories), and negative values 

correspond to low categorical similarity (images frequently placed in one category were seldom placed in 

the other category). Figure 3.8A illustrates the inter-category correlations for our three category dimensions. 

Using this metric, intuitive inter-category relationships emerge (e.g., Nature and Green, Beach and Blue, 

Residence and Closed Off, etc., are all positively correlated).  
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Figure 3.8. The relationship between categories from different dimensions. (A) Phi coefficients across the 

different categories. The left, middle, and right panels show the semantic-spatial structure, semantic-2D-

appearance, and spatial structure-2D-appearance relationships respectively. (B) Performance of a Bayes 

classifier trained to predict the category of an image, via leave-one-out cross-validation. Confusion matrices 

show the predictions from three non-naïve Bayes classifiers: Spatial structure & 2D Appearance →

	Semantics (left), Semantics & 2D Appearance →	Spatial Structure (middle), and Spatial structure & 

Semantic →	2D appearance (right). Rows are model predictions, and columns are the true categories.  

 

 Next, we determined whether the relationships between category systems for the three dimensions 

were sufficient to drive reliable classification. In other words, we asked whether we can predict an image’s 

category in one dimension from its category in one or both of the other dimensions. To explore this, we used 

Bayes Classifiers trained and tested via LOOCV. Table 3.2 presents the average classification accuracy over 

720 left-out images for every combination of the category systems. 

 

Table 3.2. 

Bayes Classification Accuracy per Dimension. Classifiers Tested using Leave-One-Out Cross-Validation.  

  Predictor Dimension(s) 
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Predicted 

Dimension Chance 

Prior-

Only Semantic Structure Appearance 

Both 

(Naïve) 

Both 

(Non-

Naïve) 

Semantic 16.67% 37.36% -  53.47% 49.72% 55.97% 57.36% 

Structure 25.00% 31.53% 60.00% -  44.72% 58.19% 57.92% 

Appearance 20.00% 35.69% 43.75% 42.22% -  45.83% 50.56% 

 

Reliable relationships between category membership across the three dimensions are indicated by 

the fact that all classifiers performed better than chance (1/k), and better than a prior-only model in which 

the most prevalent/probable category is always selected. The two-predictor classifiers outperformed the 

single-predictor classifiers, with the exception of 3D spatial structure, which was more accurately classified 

from semantic structure alone than both semantics and 2D appearance.  

Accuracy alone offers a limited picture of the behaviour of these models. Consequently, for each of 

the non-naïve classifiers, we plot confusion matrices between the true categories and predicted categories 

(from two predictors). The results are shown in Figure 3.8B. We found that categories vary substantially in 

difficulty. The semantic classifier accurately discriminated most ‘Nature’ images, and produced reasonable 

predictions for ‘car-park’ images, but performed much more poorly on the other categories. A similar 

picture emerges for spatial structure classifier, which discriminated only the ‘closed off’ and ‘flat’ categories 

well, and for the 2D appearance classifier, which discriminated only ‘Green’ categories well. These results 

indicate that the relationships observed between the three category systems may be limited to a subset of 

categories; not all categories are equally predictable.  

We then explored two different ways to combine the two predictors. Let M) represent the set of 

possible categories for dimension j and 3&) represent the category of image i in this dimension. In a naïve 

Bayes model, we assume that the two predictors are independent and factor the likelihoods. For example, 

when predicting the category membership for dimension 1 from dimensions 2 and 3, we compute: 

(2)   3&" = arg	max
'4	56$

.(3&" = )|3&#).(3&" = )|3&$) 

In our non-naïve Bayes model, we do not assume independence, and use the joint distribution: 

(3)   3&" = arg	max
'4	56$

.(3&" = )|3&#, 3&$) 
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The non-naïve Bayes model performed better than the naïve Bayes model when predicting category 

membership within two of the three dimensions, and only marginally worse for the third (3D spatial 

structure). This reveals a non-trivial interdependence between the classification systems for each dimension.  

To assess the consistency of this interdependence across participants we tested naïve and non-naïve 

classifiers using LOOCV on N-1 participants, evaluating how well each classifier predicted the left-out 

human categorization judgements (see Table 3.3). Again, predictions were well above chance and prior-only 

predictions, and the non-naïve Bayes model performed better than the naïve Bayes model for two of the 

three category systems, and only marginally worse for the third (semantic). This shows that the 

interdependence between classification systems is relatively stable across participants. 

 

Table 3.3. 

Naïve and Non-Naïve LOOCV Bayes Classification Accuracy Per Dimension (i.e., Category System) 

  Prior-Only Semantic Structure Appearance Naïve Non-Naïve 

Semantic 37.36% - 42.27% 44.65% 48.44% 48.08% 

Structure 31.53% 15.33% - 30.58% 26.05% 50.69% 

Appearance 35.69% 39.49% 33.24% - 39.60% 41.27% 

  

Typical Exemplar Classification 

Typical category instances can be defined as images with high inter-participant agreement; atypical 

images can be defined by low inter-participant agreement, i.e., they are associated with multiple categories. 

Typical exemplars have a special status in category representations: they share many features with other 

members of the same category, and few with members of other categories (Rosch & Mervis, 1975). Global 

image features – including colour and spatial structure – are more predictive of typical category exemplars 

than atypical category members (Ehinger et al., 2011; Torralbo et al., 2013). 

We examined classification accuracy as a function of typicality by selecting the 30 images from 

each category with the highest inter-participant agreement. This produces a uniform prior, such that chance 

and ‘prior only’ performance is equated across categories as 1/k. Classification accuracy for these typical 

images was compared against accuracy for two other images subsets: one consisting of 30 atypical images, 

i.e. those with the lowest inter-participant agreement per category, and one consisting of 30 randomly 

selected images per category. Once again, we used LOOCV to train/test each classifier.  
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 The typical exemplar classifier outperformed the random and atypical image classifiers in every 

combination of categories (see Figure 3.9). This ‘typicality advantage’ was particularly large for semantic 

classification using 3D spatial structure and 2D appearance (left panel), and 3D spatial structure 

classification (middle panel) using semantic categories. Most of the typical exemplar classifiers also 

outperformed the full-dataset classifiers from Table 3.2, despite comparatively small training dataset sizes 

(120-180 versus 720). These results confirm that relationships between dimensions are strongest for typical 

category exemplars. Note that, for all classification analyses, the ground-truth categories are fixed, based on 

the pooled responses of 20 observers. Therefore, the effect of typicality is not simply an outcome of lower 

variability in the ground-truth for images with higher inter-observer agreement (to be sure, this would be a 

confound if classifiers were trained on the raw judgements of individual observers). 

 

Figure 3.9. Bayes classification accuracy for random, atypical and typical images.  

 

3.3.3    Discussion 

 In Experiment 2 we demonstrated that the categories developed from 80 images in Experiment 1 

generalized well to 640 additional images, and different participants. Our category systems were not only 

representative of the 80 images they were derived from - they also captured the categorical structure of new 

images. We also revealed that reliable associations between different dimensions enable accurate predictions 

of category membership – particularly for images rated as highly typical.  

3.4 Experiment 3 
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In Experiment 2, the generalization of our category system was only tested for images sampled from 

the same dataset, so it’s still possible that each category system reflects idiosyncrasies of the images used to 

develop them (in our case, the SYNS dataset). The SYNS scenes were randomly sampled from a diverse 

range of outdoor environments identified in the UKLand dataset (GeoInformation Group, 

www.geoinformationgroup.co.uk) in order to capture a wide variety of real-world scenes (Adams et al., 

2016). Although we hope that this careful sampling will lead to good generalization, it remains to be seen 

how the category systems derived from our first experiment generalize to other image datasets. 

A second question is how the categories we derived in Experiment 1 relate to existing models of 

scene categorization. We address this in our third experiment. The space-centered theory (Oliva & Torralba, 

2001) serves as a good comparison for our 3D spatial structure categories. Spatial envelope properties (e.g. 

Roughness and Openness) are thought to dominate early scene representations (Greene & Oliva, 2009a, 

2009b, 2010), and may be encoded in a distinct cortical pathway that represents spatial boundaries (Harel et 

al., 2012; Park et al., 2011). Moreover, prior work has found that spatial envelope properties predict 

semantic categories, but – notably – using a different set of semantic categories than those we derive from 

SYNS in Experiment 1 (Greene & Oliva, 2006, 2009a; Oliva & Torralba, 2001). Here we ask whether 

spatial envelope properties predict our SYNS-derived 3D spatial structure and semantic categories. 

The relationship between low-level features that comprise an image’s GIST (see Figure 3.2), and 

spatial envelope properties, may vary across datasets. Hence, we also test whether GIST features are 

consistently diagnostic of spatial envelope properties (regardless of the dataset), or whether this relationship 

is unstable and idiosyncratic. Previous computational work suggests that cluster-weighted models (CWMs) 

applied to GIST features are “well suited to encoding structural scene priors” (pp. 21, Ross & Oliva, 2010), 

so we examined whether we could apply CWMs to the GIST features of SYNS images in order to predict 

human spatial envelope ratings.  

To summarise, in Experiment 3 we ask human observers to directly estimate three spatial envelope 

properties of SYNS images (mean depth, openness and perspective). We examine how well these spatial 

envelope properties can be used to classify the SYNS images across the three category systems developed in 

Experiment 1, and assess improvements in classification as a function of typicality (as in Experiment 2). 

Finally, we quantify the relationship between SYNS image GIST features and spatial envelope properties, 

with an aim to replicate and generalize the results from Oliva & Ross (2010). 

3.4.1    Method 

Participants 

Three postgraduate students (2 male, including M.A, who was the only non-naïve participant; age 

range: 23-27 years) from the University of Southampton participated as volunteers. (Small-sample rating 
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experiments are typical in the spatial envelope literature; e.g., N = 4; Oliva & Torralba, 2001). Informed 

consent was obtained prior to experimentation, and ethical approval was acquired from the Research 

Governance Office, University of Southampton.  

Materials 

Image and display specifications matched those reported in Experiment 2.  

Procedure 

We replicated the task performed by Ross and Oliva (2010), wherein participants viewed one 

monoscopic image at a time, and used three sliders to quantify ‘Mean Distance’, ‘Openness’, and 

‘Perspective’ on a scale of 1 to 73. Participants rated all 720 images in random order.  

Statistical Analyses 

First, we report human-rated spatial envelope properties across the image categories developed in 

Experiments 1 and 2. Second, we explore the relationship between image GIST features (see Figure 3.2) and 

human-rated spatial envelope properties. Specifically, we test whether cluster-weighted models (CWMs) 

operating on image GIST features provide a good, generalizable model of human perception of spatial 

layout, as suggested by Oliva and Ross (2010). Accordingly, we predicted spatial envelope properties from 

image GIST features using CWMs: (i) trained and tested on SYNS images / ratings, or (ii) trained on Oliva 

and Ross’ images / ratings, and tested on SYNS images / ratings (see Table 3.4). Our procedure, detailed 

below, replicates Oliva & Ross’ cross-validation method. 

By dividing an image into spatial grids of varying size (e.g., 2x2 or 4x4) and computing GIST 

features at every grid location, we can obtain GIST representations with different spatial resolutions. Oliva 

and Ross (2010) found that the strength of the relationship between GIST features and spatial envelope 

properties is modulated by this spatial resolution. We therefore determined the optimal spatial resolution for 

(independently) predicting the three spatial envelope properties from SYNS image GIST features. Firstly, 

we projected the GIST features onto the PCA bases derived by Oliva & Ross (computed from an 

independent, third dataset - a measure taken to facilitate model generalization). Subsequently, using five-

fold cross validation, we trained CWMs to predict the human-generated spatial envelope properties from 

these GIST features, recording mean squared prediction errors (MSEs) over each left-out fold. Since CWMs 

are optimized for estimating data with context-dependent relationships between inputs and outputs (e.g., in 

our case, an enclosed forest scene may have different low-level features to an enclosed street scene, for 

details see Ross & Oliva, 2010), we also cross-validated, within each spatial resolution, the optimal number 

of model clusters. An additional set of models, trained on Oliva and Ross’ (2010) dataset and tested on the 

SYNS dataset, were developed to test generalization of the relationship between GIST features and spatial 
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envelope properties (reflected in prediction accuracy relative to models trained & tested on the same 

dataset). 

3.4.2    Results 

Human Ratings 

Figure 3.10 shows the human spatial envelope ratings and the CWM-estimated ratings separated by 

3D spatial structure category, over all 720 SYNS images. Intuitive patterns are evident in the human ratings. 

For example, the closed off category has low values on all three spatial envelope properties, whereas the flat 

category is high in openness and mean depth, and low in perspective. These results confirm that our 3D 

spatial structure categories capture environmental regularities also conveyed by human-rated spatial 

envelope properties. Indeed, a Naïve Bayes classifier trained to predict 3D spatial structure categories from 

the three human-rated spatial envelope properties (via LOOCV, as in Experiment 2), achieved 67.73% 

accuracy (Table 3.4) - substantially better than ‘prior only’ classification, predictions from semantics, 2D 

appearance, or both (Table 3.2).  
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Figure 3.10. Mean human ratings (‘Human’) and CWM-estimates (‘SYNS-Est’ and ‘Oliva&Ross-Est’) for 

three spatial envelope properties separated by 3D spatial structure category. Error bars show ±1 standard 

deviation.  
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Table 3.4. 

Naïve Bayes Classification Accuracy Per Dimension (i.e., Category System). Models were trained to predict 

each dimension from three human-rated spatial envelope dimensions: Openness, Mean Depth, and 

Perspective.  

 
Subset 

  All 720 Typical Atypical Random 

Semantic 45.76% 44.44% 37.22% 39.44% 

3D Spatial Structure 67.73% 85.83% 64.17% 62.50% 

2D Appearance 39.08% 40.14% 45.77% 45.07% 

 

Semantic and 2D appearance categories were classified from human spatial envelope ratings with 

45.76% and 39.08% accuracy respectively (see Table 3.4). It is worth noting that classifiers using only an 

image’s 3D spatial structure category to predict its semantic and 2D appearance category performed better 

than predictions from these spatial envelope properties (Table 3.2).  

Typical Exemplars Only 

Experiment 2 demonstrated that typical category exemplars have more predictable features. Isolating 

the 30 images from each category with the highest inter-observer agreement, and using the human-rated 

spatial envelope properties to predict 3D spatial structure, semantic, and 2D appearance categories, we 

achieved 85.83%, 44.44%, and 40.14% classification accuracy, respectively (see Table 3.4). Although 3D 

spatial structure classification showed a substantial improvement, semantic and 2D appearance categories 

produced negligible changes. This pattern was also found for atypical and randomly sampled images: 3D 

spatial structure classification was substantially poorer for atypical and random exemplars, but semantic and 

2D appearance classification was relatively unaffected (Table 3.4).  

CWM Performance 

Table 3.5 shows the cluster-weighted model (CWM) prediction errors and optimal CWM parameters 

for predicting human-rated spatial envelope properties from GIST, within and across datasets. CWMs learn 

optimal regression functions to apply for specific contexts, thereby obtaining more accurate predictions than 

standard linear models (Ross & Oliva, 2010). Oliva and Ross’ (2010) images required higher spatial 

resolutions than SYNS images to optimally estimate spatial envelope properties (see Table 3.5). Moreover, 

training and testing across different datasets caused a substantial increase in prediction error (compare the 
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SYNS / SYNS and Oliva & Ross / SYNS MSEs in Table 3.5). These results suggest that the relationship 

between GIST features and spatial envelope properties varies between datasets. This cannot be attributed to 

weaker relationships between GIST features and spatial envelope properties, or poor suitability of CWMs 

for the SYNS images, because CWMs trained and tested on SYNS produce smaller errors across all three 

dimensions. 
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Table 3.5. 

 Optimal CWM Parameters and Mean-Squared Prediction Errors (MSEs) for Estimating Human-Rated Spatial Envelope Properties from GIST.  

 

 

 

 

 

 

Note: The cross-validation method for identifying the optimal CWM parameters (spatial resolution and number of clusters) for predicting the spatial 

envelope properties of Oliva & Ross’ images is described in Oliva & Ross (2010). The model trained on Oliva & Ross’ dataset and tested on SYNS used the 

optimal model parameters for the training data.

 Training / Test Data  SYNS / SYNS   Oliva & Ross / Oliva & Ross Oliva & Ross / SYNS 

   Resolution Clusters MSE   Resolution Clusters MSE  MSE 

Mean Depth  1x1 8 0.47   4x4 6 0.56  1.81 

Openness  4x4 5 0.35 

 

8x8 6 0.87  1.91 

Perspective  1x1 5 0.99   2x2 4 1.95  1.30 
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Inspection of the model-estimated spatial envelope properties across our 3D spatial structure 

categories in Figure 3.10 illustrates that the CWMs trained on SYNS data generated predictions that, for the 

most part, preserved category-specific patterns of spatial envelope ratings: the closed off category produced 

relatively low values across all three dimensions, and the flat category was low in perspective, but high in 

openness and mean depth (i.e., like the human ratings). By contrast, the CWMs trained on a different dataset 

markedly distorted these patterns: spatial envelope properties vary little between categories, and across 

every category, mean depth is substantially overestimated, and openness and perspective are 

underestimated. To explore this further, we trained two Naïve Bayes classifiers to predict our 3D spatial 

structure categories from spatial envelope ratings (i) estimated from the SYNS-trained model, and (ii) 

estimated from the Oliva & Ross-trained model. Classification was considerably more accurate using 

SYNS-trained estimations (57.16% versus 44.92%), confirming that the relationship between GIST and 

spatial envelope properties is unstable between datasets.  

3.4.3    Discussion 

Human-rated spatial envelope properties are closely related to our 3D spatial structure categories. 

Indeed, the impressive classification performance found for typical 3D spatial structure exemplars (i.e., 

85.83%) suggests that spatial envelope properties and our categorical description of spatial structure encode 

similar scene properties. However, the relationship between spatial envelope properties and our other 

category systems (semantic, 2D appearance) was weak – weaker in fact than the relationship between our 

3D structure categories and those category systems. 

The GIST features that predict spatial envelope properties vary between datasets, thereby impeding 

generalization. While low-level differences between the datasets may account for this effect, many aspects 

of Oliva and Ross’ (2010) study were designed to maximize generalizability: images were sampled from a 

combination of large databases with over 47,000 images, and all of the semantic categories in the SYNS 

database are represented in these databases. Moreover, GIST vectors were projected onto principal 

components estimated from a separate dataset. While it is still in principle possible for these GIST features 

to show a high degree of dataset-sensitivity (as for any feature-encoding model trained on a particular 

dataset), GIST features were expressly formulated to capture the global structure of the scene, and should 

not exhibit such sensitivity to nuisance variables like lighting, image contrast, and camera pose.  

3.5 Experiment 4 

In a final experiment, we examine the flexibility of the CIRCA method by applying it to data 

collected from a larger image set, using a different experimental task. Databases like ImageNet (Deng et al., 

2009), SUN (Xiao et al., 2010), and Places (Zhou et al., 2014) use semantic labels to search crowd-sourced 

photography sites (e.g., Google images), enabling large-scale image sampling from a wide range of 
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environments (albeit at the expense of control over intrinsic and extrinsic camera properties). These large-

scale databases are popular in computer-vision and behavioural research, and the categories that organise 

these databases are frequently used as class labels to evaluate model/human performance (e.g., in the 

burgeoning field of deep learning). In Experiment 4 we test (i) whether our clustering method can be applied 

to larger datasets and (ii) how well the resultant labels capture human classification judgements, relative to 

the existing ground truth labels for large datasets. 

Clearly, our sorting task of Experiment 1 would become infeasible for datasets containing thousands 

of images. However, our method can be applied to data from various experimental paradigms that produce 

pairwise similarity judgements. Fortunately, appropriate data already exist from a same-different experiment 

conducted by Greene et al. (2016).  

3.5.1    Method 

Participants, Materials, and Procedure (from Greene et al., 2016).  

Here we provide a short summary of the study conducted by Greene et al. (2016). For a complete 

description of the study, please refer to the original paper.  

A total of 2,296 participants were recruited from Amazon Mechanical Turk (AmTurk), and stimuli 

were obtained by pooling 62,468 images from ImageNet (Deng et al., 2009), SUN (Xiao et al., 2010), Corel, 

and an additional 15-scene database (Fei-Fei & Perona, 2005; Lazebnik et al., 2006; Oliva & Torralba, 

2001). 

On each trial, participants viewed two images side-by-side, and were asked to determine whether 

they belonged to the same or different category (via button press). Categories were defined by the 

instructions to participants:  “Consider the two pictures below, and the names of the places they depict. 

Names should describe the type of place, rather than a specific place and should make sense in finishing the 

following sentence ‘I am going to the …’ ”. Participants also named the category of every left image (as a 

free-text response). Image pairs were selected randomly, and participants were remunerated per trial, 

completing as many trials as they liked.  

Statistical Analyses 

To validate the CIRCA method, we compared it against two competing models:  

(i) The SUN category system (Xiao et al., 2010). The majority (68.14%) of Greene et al.’s 

(2016) pooled dataset contains images taken from the SUN database. The SUN database 

was constructed by finding 2,500 unique terms in WordNet (Miller, 1995) that describe 

real-world environments. After collapsing over synonyms and expanding categories with 

multiple visual subtypes (e.g., indoor vs. outdoor views of churches), 899 category labels 
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emerged, and images for each category were retrieved by downloading the images 

returned by various search engines (e.g., Google Images).  

(ii) Greene’s (2019) clustering method. Greene (2019) proposed a simple clustering method 

using the same-different judgements in the dataset described above (Greene et al., 2016). 

First, images are assigned to their respective SUN / ImageNet / Corel categories, and the 

proportion of trials in which observers responded ‘same’ is computed for images from the 

same category, and images from different categories. This process is completed for every 

pair of categories to build a by-category similarity matrix. Categories (and the 

corresponding images) that produce within-category similarities below .75 are removed. 

Pairs of categories that produce between-category similarities greater than .5 are merged. 

Note that this method removes and merges whole categories, and does not operate on 

individual images. 

For a fair comparison with both of these models, we only retained the 42,927 images retrieved from 

the SUN database, used by Greene (2016). Of the ~921 million possible pairwise combinations of these 

42,927 images, ~2.5 million (0.27%) were presented to participants at least once. Because the vast majority 

of image pairs never occurred in this experiment, the resulting 42,927 x 42,927 similarity matrix is highly 

sparse. Missing data introduces uncertainty: two images without similarity data could belong to the same or 

different categories. To minimize sparsity, we used an iterative sampling procedure to find the most densely 

connected subset of images (i.e., with the largest number of observations). We first selected the single image 

with the largest number of unique pairings with other images. Further images were iteratively added to our 

sample, by finding, on each iteration, the image with the maximum number of connections (i.e., 

same/different judgements) with the images already in the sample. For the current study, we selected the 

1000 maximally connected images. Of the 499,500 possible unique pairings, 31,884 (6.38% - a vast 

improvement over 0.27%) had similarity data in this sample.  

In Experiment 1, we protected against overfitting while finding the optimal number of clusters by 

testing model predictions against data produced by left-out participants (i.e., leave-one-out cross-validation). 

As the current dataset omits participant identifiers, we employed k-fold cross-validation on individual trials 

instead. In most other respects, we simply replicated the analyses described in Experiment 1. In short, we 

determined the optimal number of clusters by splitting the trial-by-trial data (i.e., individual similarity 

judgements) into 10 equally sized folds, training on 9 folds, and testing on each left-out fold in turn.  

3.5.2    Results 

 Figure 3.11 (purple line) shows the resulting ARI using our 10-fold cross validation over the 1000 

selected images, as a function of the number of clusters. The curve has been smoothed by kernel regression, 
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with kernel scale optimized by leave-one-out cross-validation on the mean ARIs. We find that the ARI peaks 

at 55 clusters, somewhat less than the 72 SUN categories present in our sample of 1000 images.  

 

 

Figure 3.11. Optimal number of categories, determined via 10-fold cross-validation. Shaded areas around 

each line represents ±1 standard deviation. The optimal k (vertical dashed lines) is 55 for all 1000 images, 

and 24 for Greene’s subset. 

 

After fixing the number of clusters to the optimal number, the CIRCA method was rerun with all of 

the data included from 10,000 random initializations, to find the clustering that maximized the ARI. The 

resulting ARI is slightly higher than the ARI produced by the SUN category system (see Table 3.6, rows 1-

2). When we (sub-optimally) increased the number of categories to 72, to match the number of represented 

SUN categories, the ARI decreased as expected, but remained favourable compared to the SUN system 

(Table 3.6, row 3).  

Greene’s (2019) method removes 26.17% of trials by excluding categories with an average within-

category similarity rating below .75, leaving 712 images organised into 22 categories (merging 35 SUN 

categories). For a fair comparison against Greene’s method, we repeated the CIRCA method with this 

reduced sample of 712 images. Cross-validation revealed that 24 clusters was optimal for this subset (Figure 

3.11, green line) and the resulting optimal clustering ARI compares favourably with Greene’s categories and 
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the SUN categories (Table 3.6, rows 4-6). Finally, we compared these alternative models to our method for 

this image subset when we matched the number of clusters (Table 3.6, rows 7-8). Our method outperformed 

the two competing models, regardless of sample size, and regardless of whether we used the optimal number 

of clusters, or simply matched the number of clusters.  

 

Table 3.6. 

The adjusted Rand index (ARI) evaluates how well each model predicts similarity judgements in the same-

different task. For the sample of 712 and 1000 images, the CIRCA method outperforms the two alternative 

models: the SUN category system, and Greene’s (2019) clustering method.  

Model N Images N categories ARI 

CIRCA 1000 55 0.7703 

SUN 1000 72 0.7354 

CIRCA 1000 72 0.7697 

CIRCA 712 24 0.8331 

Greene 712 22 0.8196 

CIRCA 712 22 0.8328 

SUN 712 35 0.8326 

CIRCA 712 35 0.8338 

 

 We can also examine the similarity of the clusterings produced by the different methods using the 

ARI. Our method produced clusterings highly similar to the SUN model, whereas Greene’s method produced 

clusterings that differed from the other two (see Figure 3.12). When the number of clusters was matched, 

there was very close agreement between our method, derived using human same-different judgements, and 

the SUN system, derived entirely independently, via label-driven image searches (ARI=0.96, Figure 3.12B). 
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Figure 3.12. Cluster similarity between models, quantified using the adjusted Rand index (ARI), based on 

images in (A) the 1000-image subset, and in (B) the 712-image subset. 

 

Examples of agreements and disagreement between the three models are illustrated in Figure 3.13. 

While the SUN system separates ‘Grotto’ and ‘Underwater Ice’ images, our category system combines both 

into a ‘Sea’ category (our labelling method is described below). Also, our method splits ‘Flight of Stairs, 

Natural’ into ‘Mountain’ and ‘Forest’ categories based on the global context in which the stairs occur. 

Greene’s method subsumes ‘Underwater Ice’ and ‘Underwater Pool’ under a single ‘Sea’ category. 

Importantly, however, many categories are identical across all three models (green bounding boxes).  

 

A B
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Figure 3.13. Example categories produced by our clustering method (left column), the SUN system (middle 

column), and Greene’s method (right column). Bounding boxes show the different categories, and labels 

above each box are the category labels either retrieved from the SUN database (middle column), or derived 

by computing the mean word-vector of the participant-generated labels. In the left column, we provide a 

small number of example labels assigned to the images by observers. Green bounding boxes (bottom) signify 

that all three models generated the same category.  
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 Another way of comparing our clustering method to existing models is to analyse the category labels 

that observers assigned to every left image in Greene’s experiment. A good category system should 

maximize the variance in word meaning between category labels, and should minimize variance within 

categories. Put simply, categories should represent independent concepts, but members of the same category 

should be relatively homogenous. We quantify word meaning using Word2Vec (Mikolov et al., 2013). 

Word2Vec is a family of shallow, two-layer neural networks that produce word embeddings. These models 

are trained to predict the identity of single words from neighbouring words taken from the same sentence 

(using large-scale corpora). The hidden layer varies in dimensionality (from 100 to 1000; Mikolov et al., 

2013), and represents a vector space. Each unique word inputted during training is assigned a corresponding 

‘word vector’, or embedding, in this vector space. A useful property of these embeddings is that they are 

organized semantically, and can be manipulated algebraically (a well-established example is !"#$ −&'# +

)*&'# = ,-..#). For our purposes, Word2Vec offers a useful quantitative representation of word meaning 

to evaluate clusterings.  

We used the GloVe model, which represents each label as a 300-dimensional word-vector 

(Pennington et al., 2014), to derive word embeddings for all the participant-generated labels. Word vectors 

were converted to unit vectors, and organized into categories based on the category of the images they 

describe. We calculated the grand-mean word-vector, and, for each category system, the category-mean 

word-vectors. Then, we computed: (i) the (summed) squared Euclidean distance between the grand-mean 

and the category-means (D!"#$""%), and (ii) the (summed) squared Euclidean distance between the category-

means, and the individual word-vectors within categories (D$&#'&%). These two distances are the same as to 

the between-group and within-group variance estimates in the standard F-test. Accordingly, we tested model 

fit by calculating the ratio between D!"#$""% and D$&#'&%: 

(5)     1 = 	
(!"#$""%	/	+,'
($(#)(%	/	+,*

 

 34- and 34. are the degrees of freedom: 34- = ! − 1, and 34. = 6 − !, where N represents the 

number of observations/labels, and k represents the number of categories.  

Our clustering method produces higher F-ratios when we use the optimal (cross-validated) number 

of clusters, or match the number of clusterings in Greene’s method (see Table 3.7). However, when we 

match the number of clusters in SUN, the SUN model achieves a higher F-ratio.  

 

Table 3.7. 
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The F-ratio quantifies the variance in word meaning captured by the models. Our CIRCA method produced 

a superior fit to labelling data when we used the optimal number of clusters (24 and 55), but performed 

worse when we matched the number of clusters in SUN.  

Model N Images K categories F 

CIRCA 1000 55 537.22 

SUN 1000 72 447.36 

CIRCA 1000 72 417.68 

CIRCA 712 24 1127.15 

Greene 712 22 1121.06 

CIRCA 712 22 1190.57 

SUN 712 35 815.49 

CIRCA 712 35 794.52 

 

Using the Word2Vec representation, we can derive single-word category terms by computing the 

centroid (i.e., mean) word-vector for each category4. Examples of category terms produced using this 

method, alongside the raw participant-generated labels, are presented in Figure 3.13 (left and right columns, 

above each box/category). Compared to the category terms used in the SUN database, these terms are more 

general. For example, for the SUN category ‘Gatehouse’, human participants preferred to use the more 

general term ‘Castle’ (gatehouses are typically in the same grounds as castles). This process of simplification 

is similarly borne out in the clustering results: our method produces fewer clusters than the SUN category 

system.  

3.5.3    Discussion 

 In Experiment 4 we investigated the scalability of our proposed clustering algorithm. We applied our 

method to human data from a large-scale same-different experiment, and tested our clusterings against two 

alternative models: the SUN taxonomy, and a simple thresholding method proposed by Greene (2019). We 

found that our method outperformed both models. Moreover, we tested whether our category system was 

more consistent with the labels used by participants in the same experiment. When we used the optimal 

number of clusters – determined via cross-validation – our clusterings outperformed the SUN category 

system. These results suggest that our method can be applied to data from different tasks, and larger datasets. 
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3.6 General Discussion 

We proposed a behaviourally grounded method of deriving category systems for real-world scenes, 

and validated it on the SYNS (Adams et al., 2016), and SUN databases (Xiao et al., 2010). In Experiment 1, 

we instructed participants to categorize 80 SYNS images by their (i) semantic content, (ii) 3D spatial 

structure, and (iii) 2D appearance, in a free-sorting task. We determined the optimal category structure for 

each task, and assigned participant-generated labels to each category.  

In Experiment 2, a separate set of participants used the optimal labels from Experiment 1 to 

categorize a larger set of 720 SYNS images. We produced strong evidence that our category systems 

generalized over a larger set of images. Moreover, we found stable category associations that enabled 

predictions of category membership in one dimension from categorical properties across other dimensions.  

In Experiment 3, we labelled the SYNS dataset using three spatial envelope properties and found a 

reliable relationship with the 3D spatial structure categories, and weaker relationships with the semantic and 

2D appearance categories. We showed that without dataset-specific training, GIST features are not 

diagnostic of spatial envelope properties or scene category.  

In Experiment 4, we tested our method on data from a same-different task using 712-1000 images 

from the SUN database. Our method generated categories that predict same/different judgements more 

accurately than the SUN taxonomy, and an alternative clustering method (Greene et al., 2016). Moreover, 

our method generated categories that captured a greater amount of variance in the meaning of participant-

generated labels.  

Deriving Participant-Driven Category Systems  

Image categorization is a popular metric for scene recognition, yet potential problems with 

contrived categorical taxonomies of real-world scenes are seldom discussed. In most categorization 

research, participants are presented with category labels that ostensibly represent the ground-truth 

categorical structure of real-world environments. However, different studies employ different category 

systems, under an implicit assumption that variations in categorical structures have little or no effect on 

participant behaviour. Surprisingly, this assumption is maintained despite the known inequality of different 

categorical descriptions (e.g., between basic-level and superordinate category systems; Sofer et al., 2015). 

We have argued that different category systems codify different visual features and thus experimental 

categorization tasks will produce unnatural behaviour insofar as applied category systems fail to reflect 

human-preferred taxonomies of real-world environments. Our participant-driven method of deriving 

category systems directly identifies these human-preferred taxonomies and thereby provides a means of 

obtaining a more principled ground-truth.  

Properties of the SYNS Category Systems 
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Applying our method to the semantic categorization task in Experiment 1 generated intuitive labels 

like ‘road’, ‘car park’, ‘residence’ and ‘beach’ – all of which resemble commonly applied categories in past 

research (e.g., 'highway', 'coast', etc.; Fei-Fei et al., 2007; Fei-Fei & Perona, 2005; Oliva & Torralba, 2001). 

Interestingly, however, most existing category systems discriminate between forest and countryside 

categories. Forests and countryside are basic-level members of the superordinate nature category; existing 

scene taxonomies assume a sharp division between these two levels of representation, partitioning categories 

into discrete multi-level hierarchies (Rosch & Lloyd, 1978; Tversky & Hemenway, 1983). Our ‘nature’ 

category unifies forest and countryside scenes, thereby intermingling superordinate and basic basic-level 

categories. This finding suggests that the accepted demarcation between superordinate and basic-level scene 

categories may be fuzzier than previously thought. While it’s also possible that the ‘nature’ category was 

produced by averaging over two types of participant: (i) those that generated superordinate categories, and 

(ii) those that generated basic-level categories, we introduced a constraint on the number of categories to 

prevent this problem. Within the specified range of 3-10 categories, the minimum number of semantic 

categories used by any participant was five. Hence, it’s doubtful that some participants were just performing 

superordinate categorization. It is also possible that the ‘nature’ category reflects an urban bias in the SYNS 

dataset that encourages a finer differentiation of man-made environments. However, 37/80, or ~46% of the 

images are assigned to the ‘nature’ and ‘beach’ categories (the only non-urban categories, see Figure 3.5), 

indicating that this bias may be negligible.  

The variability in the granularity of individual categories within a category system can be 

interpreted as an extension of what Rosch and Lloyd (1978) described as the economic balance between low 

cognitive effort and maximum discriminability (though they asserted that this was limited to basic-level 

category systems). Representing some categories coarsely, and other categories at a finer level, may be 

optimal under certain conditions. For example, plants and animals are hierarchically classified according to 

species, genus, family, etc. in western scientific taxonomies. Many non-western cultures share similar 

taxonomies, but eschew some redundant distinctions in favour of more generic categories that have greater 

cultural utility (thereby generating sets of categories with mixed granularity; for a review, see Malt, 1995). 

Real-world scene categories may vary with similar observer characteristics such as stimulus familiarity, 

motivation, expertise, and of course, culture, that cause humans to use mixtures of coarse and fine 

distinctions.  

Our 3D spatial structure categories strongly resemble Oliva and Torralba’s (2001) spatial envelope 

properties. Categories of ‘flat’ and ‘closed off’ appear to correspond to opposing poles along the openness 

dimension,  ‘cluttered’/’pointy’ corresponds to ‘roughness’, and ‘tunnel’/’navigable routes’ resembles the 

‘expansion/navigability’ dimensions (Greene & Oliva, 2006; Oliva & Torralba, 2001). In Experiment 3, we 

verified this mapping by testing the performance of Bayes classifiers trained to predict 3D spatial structure 

category by encoding variations in human-rated spatial envelope properties. We found that spatial envelope 

properties were strong predictors of category membership, achieving 85.83% classification accuracy for 
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typical category exemplars. The convergence of our 3D spatial structure categorical model and the 

dimensions described by space-centered theory (Oliva & Torralba, 2001, 2006) suggests that both capture a 

robust vocabulary of natural scene statistics.  

A key tenet of the space-centered theory is that humans compute an intermediate representation of 

3D spatial structure, which is in turn used to infer semantic category during early visual processing (Greene 

& Oliva, 2006, 2009a, 2009b, 2010; Oliva, 2005; Oliva & Torralba, 2001; Torralba & Oliva, 2002). In 

support of this model, previous work has shown that scene structure is extracted from natural scenes before 

semantic categories are accessed (Greene & Oliva, 2009b), and that humans use spatial structure cues to 

inform judgements of semantic category (Greene & Oliva, 2009a, 2010). While we did not manipulate 

presentation duration directly, in Experiment 2, we did find that a classifier trained to predict semantic 

category from 3D spatial structure category produced reasonable results: 57.36% accuracy on all images, 

and 68.33% accuracy on only the typical category exemplars. However, in Experiment 3, we also found 

that, human-rated spatial envelope properties are poor predictors of semantic categories (45.76% correct). 

The reduced discriminative power of spatial envelope properties (compared to our spatial structure 

categories, and other classification results, e.g., Greene & Oliva, 2009a) may be due to the taxonomical 

structure of our empirically derived semantic category system. Perhaps the impressive performance of 

previously reported spatial envelope-driven semantic classification (e.g., Greene & Oliva, 2009a) is 

produced, in part, by the selection of semantic categories that are discriminable based on spatial envelope 

profiles (i.e., spectral signatures; see Oliva & Torralba, 2001). It is also possible that this result is caused by 

an idiosyncratic set of SYNS categories. Future research should examine whether empirically derived 

category systems from other datasets also produce a weak association between spatial envelope properties 

and semantic content. Or, perhaps a simpler explanation exists: prior studies testing semantic classification 

from spatial envelope properties have used up to seven properties (Greene & Oliva, 2006, 2009a), while we 

used three (used by Ross & Oliva, 2010). We would likely see an improvement in classification 

performance if we used additional properties like ‘navigability’ and ‘temperature’ (Greene & Oliva, 2006, 

2009a).  

 Although observers were instructed to sort images based on multiple, complex, feature dimensions, 

including ‘patterns’, ‘textures’ and ‘colour’, our 2D appearance categories contain only two distinguishable 

feature dimensions: colour (Blue, Green, Brown) and global luminance (Bright, Dark). Though colour is 

known to be informative for scene understanding (Castelhano & Henderson, 2008; Goffaux et al., 2005; 

Goffaux et al., 2003; Oliva & Schyns, 2000), no prior studies have investigated the importance of global 

luminance properties. Furthermore, no efforts have been focussed on formulating chromatic/luminance 

categories for real-world scenes (although Oliva & Schyns, 2000, did use colour histograms to examine the 

diagnosticity of colour between different semantic categories).  
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 The open-endedness (i.e., multidimensionality) of the 2D appearance task instructions may explain the 

greater disagreement between observers relative to the semantic task (Figure 3.4), though it does not explain 

why agreement was higher than for the 3D spatial structure task (which was more constrained). Either way, it 

is entirely possible that different observers were grouping images based on different feature dimensions – a 

problem that highlights the importance of carefully designing and standardizing observer instructions. 

 Various characteristics of the sorting task in Experiment 1 may undesirably bias human behaviour 

away from natural categorization. The task instructions, number of images, constraints on the number of 

images allowed per category (>1), and the range of permitted categories (3-10) may influence observer 

sorting patterns. While it is difficult to conduct a categorization experiment with no constraints on behaviour, 

it would be beneficial for future work to investigate how various task demands bias categorization.  

Estimating Spatial Envelope Properties Using Cluster Weighted Models 

Oliva and Ross (2010) previously suggested that CWMs are “well suited to encoding structural 

scene priors” (pp. 21). Yet, in Experiment 3, we showed that the relationship between low-level GIST 

features and spatial envelope properties – a relationship encoded by the proposed CWMs – varied with the 

chosen dataset. We demonstrated that models trained on Oliva & Ross’ dataset produce inaccurate 

estimations of spatial envelope properties in the SYNS dataset. Similarly, the optimal spatial resolutions for 

estimating spatial envelope properties varied between the datasets. Although the cause of this dataset-

dependency is unclear, it is conceivable that the perception of mean depth, openness and perspective co-vary 

with the photographic field of view, i.e., the focal length of the camera, which will determine the amount of 

perspective apparent in the image. While the field of view of the stereoscopic SYNS images we used was 

fixed at 31.12 x 22.36 degrees (Adams et al., 2016), the spatial envelope literature is based on crowd-

sourced photography - images taken from multiple different cameras, presumably with varying focal 

lengths. Spatial perception may also depend upon camera pose. The SYNS stereo pairs were all taken at eye 

height, with a horizontal optical axis. In contrast, the crowd-sourced images used for spatial envelope work 

vary substantially in camera height and angle. The sensitivity of the GIST representation to low-level 

differences caused by camera properties, or even simpler changes like modifications to global contrast 

(which also affects the GIST, Oliva & Torralba, 2001, but has no effect on the spatial structure of an image), 

suggest that they may be poor at representing scene layout information.  

 GIST is a popular low-level summary statistic in computer vision, yet recent advances in 

convolutional neural networks (CNNs) has produced better models of spatial structure processing. For 

example, (Cichy et al., 2017) measured the correlation between human MEG responses to the dimension of 

scene size (i.e., the expansiveness of a scene), and the predictions of three competing models: GIST, HMAX 

(a biologically inspired hierarchical model; Serre et al., 2005) and a CNN trained to classify scenes from the 

Places database. The CNN produced layer activations that correlated more strongly with human responses 

than the other two models. It is plausible then, that with a state-of-the-art model of spatial structure 
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estimation (e.g., an appropriately trained CNN), we might observe less dataset dependency, and stronger 

predictions of spatial structure properties. A thorough analysis of how CNN feature representations relate to 

spatial structure categories is beyond the scope of this paper, but future research may address this problem.  

Typicality Enhances Category Discrimination     

Some images/scenes are clearer category members than others. Prototype and exemplar theory 

conceptualises category membership as the proximity of an instance to the average / central instance 

(Murphy, 2016; Rosch, 1999; Rosch & Mervis, 1975). Typical category instances have the “most attributes 

in common with other members of the category and [the] least attributes in common with other categories” 

(pp. 573; Rosch & Mervis, 1975). Real-world scene categorization behaviour supports this theory: Torralbo 

et al., (2013) found that the variance in spatial structure and colour for typical images is smaller than 

atypical images. Typical category exemplars are categorized more efficiently than atypical images (Torralbo 

et al., 2013), and classifiers trained on global image features achieve greater accuracy for typical category 

exemplars (Ehinger et al., 2011). Our findings are consistent with these results. In Experiment 2 and 3, we 

demonstrated that typical category exemplars are easier to classify than atypical or randomly sampled 

images.  

The Scalability of our Clustering Method 

The categories derived from the SYNS database may not be suitable for application to all other 

databases. Large-scale image repositories such as Places (Zhou et al., 2014), ImageNet (Deng et al., 2009), 

and SUN (Xiao et al., 2010) have a greater range of environments than SYNS, and while the SYNS dataset 

was designed to maximize environmental variation, some scenes such as deserts and mountains – that would 

conceivably comprise independent categories – are not included, as they do not occur in the sampled region 

of southern England (Adams et al., 2016). In Experiment 2, we tested the generalizability of our category 

systems on novel images taken from the same locations and using the same camera, with the same focal 

length, etc. A stronger test of generalization might draw data from additional image repositories, but this 

introduces the problem of applying unsuitable taxonomies to new/different datasets.  

To circumvent this problem, in Experiment 4, we applied our method to a distinct dataset used in a 

same-different psychophysical task, in which participants viewed pairs of images sampled from the SUN 

database, and (i) judged whether they were drawn from the same/different semantic category, and (ii) typed 

a category label for the left image (Greene et al., 2016). We found that the categories generated by our 

method outperformed the SUN taxonomy, and a competing clustering method (Greene, 2019), in predicting 

human same/different judgements, and in capturing variance in the meaning of participant-generated image 

labels.  
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It is worth noting, however, that performance differences were sometimes minor (see Table 3.6 & 

3.7). In fact, we observed a strikingly high agreement (near-perfect, when the number of clusters is matched) 

between the clusters generated by our method, and the SUN taxonomy. This is an impressive result because 

the SUN taxonomy was developed completely independently of the experimental data used to derive our 

categories. The SUN categories were determined by identifying place-names represented in WordNet, 

collapsing over synonyms, and then using these as search-terms in various search engines to retrieve images 

(Xiao et al., 2010).  

The CIRCA and SUN taxonomies accurately predict responses made by participants recruited via 

AmTurk – better in fact that in our laboratory experiment with an undergraduate sample (compare the ARIs 

in figures 3.4 and 3.11) – despite the fact that AmTurk provides no control over experimental conditions, 

and does little to mitigate nonsense response strategies (e.g., responding randomly, or semi-attentively; 

Chmielewski & Kucker, 2020). Indeed, our study adds to a growing literature that suggests that worries 

about the ‘quality’ of psychophysics data collected online may have little substance – at least for some 

research questions (Anwyl-Irvine et al., 2021; Semmelmann & Weigelt, 2017).  

WordNet organises words into concepts by grouping synonyms into sets termed synsets. These 

synsets are structured hierarchically – a design decision inspired by early investigations of semantic memory 

(Collins & Loftus, 1975; Miller, 1990). Expert lexicographers generated these synsets manually. 

Consequently, the similarity between the category systems produced by the ‘WordNet approach’ and our 

data-driven approach, may reflect the universality of how category systems are represented by humans: 

lexicographers and psychology participants alike. Moreover, these results suggest that linguistic taxonomies 

generalize to visual scenes – a finding consistent with research showing that long-term semantic memory is 

modality-independent (Coccia et al., 2004; Simanova et al., 2014).  

One prominent difference between the SUN taxonomy and our category systems is the number of 

categories. Using k-fold cross-validation, we found that the optimal number of categories for 1000 and 712 

images was 35 and 24 respectively. The SUN taxonomy has more than twice this number (72 and 55 

categories for 1000 and 712 images respectively). Our method generated simpler category systems with a 

larger number of images per category. This difference may reflect the fine-grained differentiation between 

different word meanings in WordNet. Humans show substantial disagreement regarding the meaning 

denoted by different WordNet Synsets (Chklovski & Mihalcea, 2003), and, in the NLP literature, merging 

synsets into simpler taxonomies improves word-sense disambiguation (Navigli, 2006; Snow et al., 2007).  

In terms of human behaviour, the preference for coarse-grained taxonomies may relate to basic-level 

categorization. Humans show a reliable bias towards categorizing stimuli (visual and non-visual) at the 

basic-level (Hajibayova, 2013; Rosch, 1975; Rosch, 1999; Rosch & Lloyd, 1978; Rosch et al., 1976; 

Tversky & Hemenway, 1983), and previous work has demonstrated that visual scenes involuntarily activate 

basic-level semantic concepts (Greene & Fei-Fei, 2014). Inspection of the category labels assigned to our 
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categories supports this explanation: the SUN gatehouse category is labelled ‘castle’, and the outdoor 

newsstand is labelled ‘shop’ (see Figure 3.13). Because gatehouses are typically enclosed within the grounds 

of castles, and outdoor newsstands are a subtype of shop, participants appear to be collapsing over more 

fine-grained categories. Similarly, the SYNS semantic category system derived in Experiment 1 is mostly 

comprised of basic level-categories, with the exception of the superordinate ‘Nature’ category. Taken 

together, our findings suggest that humans represent large numbers of visual scenes using a relatively small 

set of coarse-grained categories.  

Greene’s (2019) category systems showed weaker agreement with the SUN taxonomy and the 

categories generated by our method (see Figure 3.12). This result may relate to the constraints within 

Greene’s clustering method: SUN categories can be eliminated or merged, but new categories cannot be 

created by dividing SUN categories into smaller units. For example, our method produced two separate 

categories: ‘Forest’ and ‘Mountain’ for the single SUN category: ‘Flight of Stairs, Natural’, based on the 

environmental context. By contrast, Greene’s method simply reproduced the original SUN category (see 

Figure 3.13). Despite these differences, both clustering methods frequently produced identical categories 

(Figure 3.13, green boxes), and can be used for different purposes: our method can be used to derive 

clusterings in the absence of any assumptions about the taxonomical structure of the dataset; Greene’s 

(2019) method can be applied as an inexpensive method of simplifying and refining existing category 

systems.  

The Limits of our Clustering Method 

 Our method produced reasonable clusterings for a sparse dataset (see Figure 3.13) in which over 90% 

of the datapoints were missing. Moreover, as reported in the Appendix B, we tested our clustering method on 

simulated data, and compare the results against two alternative methods (k-medoids and spectral clustering). 

We found that our method was more robust against high levels (50%) of response noise. We also tested the 

behaviour of our method under conditions of high inter-participant disagreement, and found that our method 

produced the correct number of clusters even when inter-participant disagreement was as high as 25%. Thus, 

our method can be safely applied to experimental data: (i) containing a large amount of missing data, (ii) 

with high levels of response noise, and (iii) collected from a heterogenous population, where inter-participant 

agreement may be low.  

 We tested our method on 80, 712, and 1000 images, but many large-scale databases contain hundreds-

of-thousands – even millions – of images. The sorting task in Experiment 1 works well for a small number of 

images (in our case, 80), but with larger sets of images, the workspace would quickly become cluttered and 

unmanageable. A physical sorting task, where participants arrange pictures of scenes in a large, open space, 

might fare better, but this comes with its own limitations (e.g., error-prone manual data entry, time-

consuming to run). 
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The same-different task described in Experiment 4 may seem better, but the number of judgements 

needed to ‘fill’ a similarity/confusion matrix increases quadratically with the number of images – a fact 

highlighted by Greene et al. (2016), who recruited over 2000 participants, and only managed to collect data 

for .27% of the possible image combinations (of 42,000 images). 

 Assuming a full, large-scale dataset can be practically collected, an additional limiting factor is 

computational efficiency. Since the number of possible clusterings given # stimuli and ! clusters is !%, the 

search-space grows rapidly as the dataset size increases. In Appendix B, we examine the efficiency of our 

method as a function of the number of stimuli (#), and number of clusters (!), and show that, while runtime 

increases with both these variables, our method is still computationally feasible for large datasets (albeit slow 

when # and ! are large, e.g., # = 50,000, ! = 500).  

 Our method is also not limited to the domain of scene categorization: it can be applied to data 

collected from any psychophysical experiment that yields similarity judgements between pairs of stimuli. For 

example, our method could be used to derive object, colour, and texture categories, and could be applied to 

other modalities to investigate auditory, tactile, and olfactory processing.  

Further Questions Regarding the Utility of Categories 

While it is evident that humans use categorical descriptions in everyday life to communicate notions 

of place or location using labels like ‘Beach’ and ‘Residential’, categorical representations do not capture 

intra-category variations. Further, we have assumed that any given image must belong to exactly one 

category within a category system, whereas it may be more natural to allow images to belong to multiple 

categories (Patterson et al., 2014). For example, a scene of a house on the seashore may belong to both 

‘Beach’ and ‘Residential’ categories. In contrast, attributes (e.g., materials or functions) can traverse 

category boundaries and capture intra-category variation. Attribute perception may complement category 

representations by providing the fine-grained information that categories lack (Ferrari & Zisserman, 2008).  

Nativist approaches to category systems posit that categorization behaviour reflects a universal taxa 

of perceptual ordering (Berlin & Kay, 1991; Rosch & Lloyd, 1978). This view is supported by the near-

universal preference for categorizing colours, objects, scenes, etc., at the basic level. Others have stressed 

that labelling systems vary to a large extent across individuals and cultures (Hajibayova, 2013; Levelt, 

2014). For example, highly familiar category instances (e.g., to a Neapolitan, Mt Vesuvius may be a familiar 

instance of ‘mountain’) are accessed at the individual, rather than the categorical level (Anaki & Bentin, 

2009). Findings like these cast doubt over the reality of fixed categorical taxonomies in general. While there 

is a cultural consensus regarding the meaning of scene categories (we all know what a beach, a forest, and a 

high-street is), the default or preferred mode of categorization is a more subtle question that depends on a 

myriad of subjective and environmental/cultural variables. Future research will benefit from assessing how 

individual, geographical and cultural variables shape psychological category representations (Nisbett & 
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Masuda, 2006). Our category formation method could serve as a useful tool for investigating these 

problems.  

3.7 Conclusions 

Scene understanding is commonly measured by assessing categorization behaviour, but these 

measurements will only be useful if the right category system is employed. We have proposed a novel 

method for generating participant-driven category systems. Using stereoscopic images of real-world scenes 

from the SYNS database (Adams et al., 2016), we established ground-truth categories across three 

dimensions (Semantics, 3D Spatial Structure, 2D Appearance). We explored some basic characteristics of 

our categories, and presented results that suggest colour and spatial structure provide intermediate 

representations useful for determining semantic category. We then tested our method on a larger dataset, and 

observed a superior agreement with human judgements than rival category systems, but also a surprising 

degree of agreement between our clusterings, and the categories represented in the SUN taxonomy. Further 

simulations revealed that our method is robust against response noise and participant heterogeneity. This 

method may be useful for creating and/or evaluating class label systems for existing databases and for 

investigating specific hypotheses regarding the organization of categorical constructs. 

3.8 Footnotes 

1 The fact that power spectra can be encoded efficiently, and discriminate semantic categories well, 

does not mean they are necessarily used by humans. Indeed, humans process the presence/absence of animals 

in natural scenes without exploiting the information available from the power spectrum (Wichmann et al., 

2010).  

2 We use the standard Rand Index for coordinate ascent, and the ARI for cross-validation because, for 

:, the number of categories is undefined and has to be approximated by ;. For ; and the categories generated 

by the left-out participant, the number of categories is defined, so ARI is the preferred metric. 

3 Oliva and Ross (2010) additionally instructed participants to perform a natural / man-made 

categorization, but, because the semantic category system from Experiment 1 challenges the assumption of a 

sharp division between superordinate categories and finer categorical representations, we omitted this 

judgement. 

4In Experiment 1, participants assigned labels to whole categories, whereas in Experiment 4 they were 

assigned to single images. Therefore, we cannot use the same method as in Experiment 1. 
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Chapter 4 

 

The Time-Course of Real-World Scene Perception: Spatial 
and Semantic Processing  

4.a Abstract 

Real-world scene perception unfolds remarkably quickly, yet the underlying visual processes are poorly 

understood. Space-centered theory – an influential account of early visual processing – suggests that a 

scene’s spatial structure (e.g., openness, roughness, mean depth) can be rapidly recovered from low-level 

image statistics. In turn, the statistical relationship between a scene’s spatial properties and its semantic 

content allow the scene’s semantic identity to be inferred from its layout. We tested this theory by 

investigating (i) the temporal dynamics of semantic and spatial structure perception in real-world scenes, and 

(ii) dependencies between spatial and semantic judgements. Participants viewed images for 13.3 to 106.7 

msecs (with backward masking), and identified the semantic (e.g., beach, road) or spatial structure (e.g., 

open, closed off) category. Performance in both tasks was above chance after only 13.3 msecs, and improved 

with presentation time. Critically, however, there was no temporal precedence for spatial, over semantic 

discrimination. The availability of binocular disparity and colour information improved both semantic and 

spatial structure discrimination onwards of the shortest presentations (13 msecs). Our data, alongside 

computational modelling, suggest that, contrary to space-centered theory, humans exploit semantic 

information to discriminate spatial structure categories (rather than vice-versa). These results provide 

evidence that spatial structure does not inform real-world semantic scene recognition. 

4.b Publication Note 

This Chapter is not yet published. 

4.c Contributions 

Experimental design, data collection, data analysis, modelling and write-up by Matt Anderson, under the 

supervision of all other co-authors.  

4.1 Introduction 
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Efficient scene recognition is a hallmark of human visual processing. Humans can accurately 

discriminate different semantic scene categories (e.g., beach, forest, street, etc.) after viewing an image for 

less than 20 msecs – a fraction of the duration of a single eye fixation (Greene & Oliva, 2009a, 2009b). 

Despite this, initial representations of low-level image features are noisy and imprecise, as visual information 

is acquired over time (Fei-Fei et al., 2007; Rayner, 2009).  

The space-centered theory (see Figure 4.1, Oliva, 2005; Oliva & Torralba, 2001, 2006) has had a 

tremendous influence on current understanding of real-world scene perception (Malcolm et al., 2016). 

According to space-centered theory, semantic category is inferred from a scene’s three-dimensional 

structural properties (e.g., ‘Openness’, ‘Navigability’, ‘Mean Depth’). These structural properties are, in turn, 

estimated from low-level, global summary statistics that can be efficiently encoded from complex images. 

The widely-cited GIST summary statistic encodes two-dimensional image energy over a small number of 

orientations and spatial scales (Oliva & Torralba, 2001). Studies suggest that GIST representations are 

diagnostic of three-dimensional spatial structure. For example, images rated high in openness (e.g., beaches 

and countrysides) contain relatively more high-contrast horizontal edges, whereas images low in openness 

(e.g., forests and city-centres) contain more vertical edges (Oliva & Torralba, 2001). Early image processing 

is biased towards global image features (Kimchi, 1992; Navon, 1977; Rezvani et al., 2020), whereas local 

image features corresponding to individual objects/elements, are processed later (Kimchi, 1992; Navon, 

1977; Rezvani et al., 2020). Thus, a central appeal of space-centered theory is that summary statistics might 

provide a fast route to semantic categorization (Oliva & Torralba, 2001; Torralba & Oliva, 2002, 2003), 

without the need to extract phase-dependent, local information required for object recognition.  
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Figure 4.1. The space-centered theory of real-world scene perception. Shortly after image onset, humans 

encode low-dimensional GIST statistics. GIST images (second row) visualize the information lost/preserved 

by GIST transformation (see Brady et al., 2017). Humans use image GIST to estimate spatial structure 

properties such as the degree of openness, navigability, and roughness (third row). In turn, these properties 

predict the semantic category of the image (last row). This route to real-world scene perception is thought to 

bypass computationally expensive object segmentation processes. Example images are drawn from the 

SYNS database (Adams et al., 2016).  

 

If humans encode spatial structure to discriminate scene semantics, spatial structure properties 

should be perceptually available before semantics. Accordingly, Greene and Oliva (2009b) found that the 

minimum presentation time required to discriminate global properties (like openness, mean depth, 

navigability, temperature, and naturalness) at 75% accuracy was significantly shorter than that for semantic 
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discrimination (34 versus 50 msecs). Greene and Oliva investigated accuracy thresholds for a variety of 

independent spatial and non-spatial properties, and in their study, naturalness is treated as a spatial structure 

dimension (as in Oliva & Torralba, 2001), yet it could equally characterize a semantic category system 

(natural versus man-made). Also, several individual spatial structure dimensions actually have longer 

minimum presentation times (openness: 47 msecs, navigability: 36 msecs) than some basic-level semantic 

categories (mountain: 46 msecs, forest: 30 msecs). Consequently, there appears to be some degree of overlap 

between spatial and semantic processing. Recent neurophysiological work also suggests that GIST 

processing does not precede spatial structure processing (Cichy et al., 2017), and that categorization 

responses are more strongly correlated with functions and objects, than scene structure (Greene & Hansen, 

2020).  

A second test of the space-centered theory is whether human categorization responses are predicted 

by diagnostic spatial structure image features. Greene and Oliva (Greene & Oliva, 2009a) presented 

observers with images of real-world scenes for 30 msecs, and compared semantic category responses with 

those of a model trained to predict semantic category from spatial structure dimensions. They found a strong 

correlation between human and model categorization for accuracy-defined bins, but did not compare human 

and model responses at the level of individual images. Other studies also confer limited support. Adaptation 

to images high in openness (e.g., ocean, desert, canyon) biases the categorizing of novel stimuli towards low-

openness categories (e.g., fields categorized as forests), but adaptation to low-openness images does not 

generate a corresponding bias towards high-openness categories (e.g., forests categorized as fields, Greene & 

Oliva, 2010). The cause of this asymmetry is unclear, but may suggest that these property dimensions are 

poorly operationalized, that they are they are weakly relied upon to discriminate semantic categories, or that 

they themselves resemble categories rather than continuous dimensions (among other explanations). 

The assumption that semantic categorization is primarily driven by global image features also has 

limited support. GIST features are unreliable predictors of spatial structure properties across different image 

databases (Anderson et al., 2021). Moreover, objects are processed just as quickly as entire scenes (Fabre-

Thorpe, 2011; Joubert et al., 2007; Rousselet et al., 2005; VanRullen & Thorpe, 2001), and scene 

categorization is impaired when embedded objects are incongruent with the scene (e.g., a man-made object 

in a natural scene, Davenport, 2007; Davenport & Potter, 2004; Joubert et al., 2007; Mack & Palmeri, 2010). 

However, many objects tested in these studies contribute to the scene layout (e.g., an Igloo in a farm scene; 

Davenport, 2007), and object-scene incongruency produces a marked disruption in the diagnosticity of GIST 

features (Mack & Palmeri, 2010), suggesting that this effect is in fact compatible with space-centered theory. 

Neuroimaging and neuropsychological methods have produced mixed results in this area: most lesion studies 

indicate that there is a double dissociation between neural representations of objects and scenes (Dilks et al., 

2013; Mullin & Steeves, 2011; Pitcher et al., 2009; Steeves et al., 2004; Wischnewski & Peelen, 2021a), 

whereas multivariate pattern analysis (MPVA) studies suggest that accurately decoding object or scene 

identity requires parallel processing from both cortical substrates (Brandman & Peelen, 2017, 2019; 
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Stansbury et al., 2013). Clearly, scene-object interactions are poorly understood, but based on available 

evidence, it remains eminently plausible that scene recognition relies to some extent on local object 

processing.  

In summary, empirical support for the space-centered theory is inconclusive. In particular, two core 

predictions have received little attention: that spatial structure discrimination precedes semantic 

discrimination, and that semantic discrimination is informed by spatial structure properties. Here, we test 

these two predictions.  

This paper is divided into two parts. Part 1 describes an experimental study in which participants 

viewed briefly presented images of real-world scenes. We measure categorization responses as a function of 

presentation duration (13, 27, 53, 107 msecs), and other image features (colour and binocular disparity cues). 

Participants identified the semantic category (road, farm, nature, beach, car park, residence) or spatial 

structure category (flat, closed off, navigable, cluttered). To determine whether participants were aware of 

the disparity manipulation, we also asked them to discriminate the stereoscopic viewing condition (mono, 

stereo, or reverse-stereo – see Methods). In Part 2, we test whether a representation of spatial structure may 

be computed as an intermediate step toward semantic categorization. 

4.2 Methods 

Participants  

Seventy-five undergraduate and postgraduate students (13 Male, age range: 18-29) from the 

University of Southampton participated as volunteers, or in return for course credits. Stereoscopic vision was 

tested using the Titmus stereo test (Stereo Optical, USA), and all participants were required to have a 

stereoacuity of at least 40 arcseconds. Ten participants failed this requirement, and were excluded. One 

additional participant in the semantic categorization task was excluded because their performance was worse 

than three standard deviations below the median. This left thirty-five participants in the semantic 

categorization task, and 30 in the spatial structure task (65 overall). Informed consent was obtained prior to 

experimentation, and ethical approval was acquired from the Research Governance Office, University of 

Southampton.  

Materials 

We sampled 708 outdoor stereo pairs from the Southampton-York Natural Scenes (SYNS) database 

(Adams et al., 2016). Stimuli were presented on a dual-monitor display (two 32-inch, 2560 x 1440 pixel, 75-

Hz, ASUS PB328Q monitors) via a single-bounce Wheatstone mirror stereoscope at an effective viewing 

distance of 83.5 cm. Stimuli subtended 31.12 x 22.36 degrees of visual angle – a scale that matched real-

world viewing conditions (Adams et al., 2016). Stimuli were presented for limited durations, with backward 

masking. Unique masks were generated for every target image by randomly selecting two stereopairs from 
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each scene category (ensuring the target image was not sampled), vertically flipping one image in each pair, 

and creating a composite image (i.e., pixel-wise averaged). Because these composite images have a lower 

amplitude at all spatial frequencies than the original images (see Appendix C for examples), we adjusted the 

mask’s amplitude spectrum to match the target image (colour and grayscale masks were created for the 

colour and grayscale image conditions). The entire task was programmed in MATLAB (MathWorks, Inc., 

Natick, MA).  

Design & Procedure 

We employed a 2 (colour: colour / grayscale) X 4 (presentation time: 13.3, 26.7, 53.3, 106.7 msecs)1 X 

3 (binocular viewing condition:  mono / stereo / reverse-stereo) within-participants design for the spatial 

structure and semantic tasks. For our binocular viewing condition manipulation, we presented images 

monoscopically (the left and right eyes viewed the same image), stereoscopically (with correct, real-world 

disparities), or reverse-stereoscopically (where the left and right eye’s images are swapped; these are also 

referred to as pseudoscopic images). Reverse-stereo images contain the same relative disparities at object 

boundaries as stereo images, but the figure-ground depth order is inverted (see Figure 4.2B). In other words, 

objects that ‘pop out’ of their background in normal stereoscopic images, now ‘sink’ into their backgrounds 

like holes. This manipulation preserves the locations of disparity-defined depth discontinuities that might aid 

segmentation, but reverses the depths.  
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Figure 4.2. Stimuli and procedure. (A) Semantic task procedure. Participants reported the category of the 

target image and the binocular viewing condition. The spatial structure task procedure was the same but with 
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different category labels. (B) Schematic of the different binocular disparity conditions. (C) The semantic 

(left) and spatial structure (right) categories, with example images. (D) Number of images (left), and average 

proportion of inter-observer agreement (right), per category. Stimuli were drawn from the SYNS database 

(Adams et al., 2016). 

 

The spatial structure and semantic task procedures differed only in the labels used for category 

discrimination. Ground-truth category labels were derived from the same set of images in a separate study, 

where observers sorted images into discrete categories, and assigned category labels (Anderson et al., 2021). 

The group-level category systems, that optimally predicted the sorting behaviour of individual observers, 

were derived using the CIRCA clustering algorithm (Anderson et al., 2021). Semantic and spatial structure 

categories were measured in different experiments, in which observers were instructed to sort the images 

based on the ‘type of place’, or the ‘three-dimensional layout’, respectively. Participants viewed these 

images for an unlimited presentation duration. Category labels for the two systems and example images are 

presented in Figure 4.2C. The number of images and average inter-observer agreement (proportion of 

participants that chose the mode category, given a specific image) per category are shown in Figure 4.2D.  

In both tasks, observers began by completing a short, supervised training session where they were 

familiarized with the task of discriminating the semantic or spatial categories, and mono, stereo, and reverse-

stereo images (using longer presentations and a subset of images not included in the experiment). Once 

participants correctly categorized 10 images in succession, they completed a short practice session of the 

main categorization task before beginning the experimental trials.  

On each experimental trial, observers were first shown a 1-second fixation screen comprised of a 

central dot inside a random dot frame, included to assist fusion, both presented at an absolute disparity equal 

to the disparity of the centre of the target image (Figure 4.2A). This ensured that the region of the target 

image near fixation could be fused without any corrective vergence eye movements. For monoscopic stimuli, 

we adjusted the disparity-defined depth of the entire image to match the depth of the fixation point in the 

stereoscopic conditions. Thus, the disparity-defined depth of the fixation point and centre of the target image 

was constant across mono, stereo and reverse-stereo presentation conditions. Fixation disparities did not 

predict scene category2.  

The target image was presented for 13.3, 26.7, 53.3, or 106.7 msecs, followed by a mask presented for 

150 msecs. Participants subsequently reported the semantic or spatial category and binocular viewing 

condition, identified to the participants as ‘2D’, ‘3D’, or ‘3D-Reversed’. Responses were made by clicking 

corresponding labels on the display using a mouse. Participants had unlimited time to respond. 
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Within the semantic and spatial structure tasks, each image was presented twice: once in colour and 

once in grayscale, creating a total of 1416 trials. Participants completed the experiment in two sessions (708 

trials per session) on separate days. The colour/grayscale condition was manipulated in a blocked design (12 

blocks of 59 trials), and block order was randomized between participants. Image order was pseudo-

randomized between participants; repetitions of the same image were separated by a minimum of two blocks 

to minimize priming effects. Each experimental session lasted ~90 mins.  

Statistical Analyses 

We modelled response accuracy using generalized linear mixed models (GLMMs), in R (R Core 

Team, 2018), with the lme4 package (Bates et al., 2014). In both category discrimination tasks, all 

experimental manipulations were within participants. Participant and image stimulus were crossed random 

effects. Presentation time, colour, and viewing condition were fixed effects.  

Thus the regression model is: 

(1) $(=) = $>?@A&/B-CD  

  = >E0 + F0& +)0/D + >E- +	F-& +)-/DGH.IJ"&.&/ + E.K*L*-H&/ +

E1M".)&/ + E2>GH.IJ"&.&/ × K*L*-H&/D + E3>GH.IJ"&.&/ ×

M".)&/D + E4>K*L*-H&/ × M".)&/D + E5>GH.IJ"&.&/ × K*L*-H&/ ×

M".)&/D +	.&/  

Here, A&/ is the outcome (category decision incorrect or correct, represented as a 0 and 1 respectively) for the 

"th participant and Oth image, and = = 	?@A&/B-C	is its expectation given independent variables -. $(=) is the 

logistic link function $(=) = ln
6

-76 . E0 is the fixed intercept, and F0& and )0/ are the random participant 

and image intercepts, respectively. E- is the fixed effect slope and F-& and )-/ are the random participant and 

image slopes for presentation time. GH.IJ"&.&/ is the presentation duration for the "Oth trial. E. is the fixed 

effect slope for the colour effect. K*L*-H&/ gives the colour condition for the "Oth trial. E1 is the fixed effect 

slope for viewing condition (modelled as a sum contrast). M".)&/ gives the viewing condition for the "Oth 

trial (either mono, stereo, or reversed-stereo). Using the M".) variable, we conducted two a-priori sum 

contrasts: we compared the mono condition against the two stereo conditions (ocularity), and we compared 

the stereo condition against the stereo-reversed condition (disparity sign). All continuous predictors were 

mean-centered.  

All subsequent terms are interactions between these fixed effects, except .&/, which is the residual 

error term. In R (lme4), this model can be written as: R	~	GH.IJ"&. + K*L*-H + 	M".) +



Chapter 4 

 104 

		GH.IJ"&.: K*L*-H + 	GH.IJ"&.: M".) + K*L*-H: M".) + GH.IJ"&.: K*L*-H: M".) +

	(1 + GH.IJ"&.|G'HV"W"X'#V) +	(1 + GH.IJ"&.|YV"&-L-I).  

Binocular viewing condition discrimination is modelled differently. Viewing condition is no longer 

included as a predictor (since viewing condition defines the ground-truth), no random slope terms are 

included (to enable convergence), and task is a between-subjects variable. This regression model can be 

defined similarly to Eq. 1:  

(2) $(=) = $>?@A&/B-CD  

  = >E0 + F0& +)0/D + E-J'I!& +	E.GH.IJ"&.&/ + E1K*L*-H&/ +

E2>J'I!& × GH.IJ"&.&/D + E3>J'I!& × K*L*-H&/D + E4>GH.IJ"&.&/ ×

K*L*-H&/D + E5>J'I!& × GH.IJ"&.&/ × K*L*-H&/D +	.&/  

where E- is the fixed slope for the between-subjects effect of task, and J'I!& is the task that the "th 

participant performed. All other terms are described above. In R (lme4), this model can be written as: 

R	~	J'I! + GH.IJ"&. + K*L*-H + 	J'I!: GH.IJ"&. + 	J'I!: K*L*-H + 	GH.IJ"&.: K*L*-H +

J'I!: GH.IJ"&.: K*L*-H +	(1|G'HV"W"X'#V) +	(1|YV"&-L-I).  

Model likelihood was estimated using Laplace approximation (Bolker et al., 2009). We maximised the 

number of terms in the random structure while ensuring (i) model convergence (Barr et al., 2013; Matuschek 

et al., 2017), and (ii) that both tasks are modelled with the same random and fixed effects.  

Fixed effects are of principal theoretical interest and are reported in the main text. Random effects 

are tabulated in full in Appendix D. For visualization purposes, we quantify performance using a generalized 

form of 3′ that can be computed for tasks with more than two categories (see Appendix E for computational 

details). Data and code are available online: https://doi.org/10.5258/SOTON/D1990. 

4.3 Results 

Fixed effect estimates for the semantic task are reported in full in Table 4.1. Observed versus 

predicted values are reported for each condition in Appendix D, and reveals that our model predicts the 

human data well. In the semantic task, categorization improved as a function of presentation time (Z = 25.16, 

p < .001), with above-chance discrimination for all presentation durations, including just 13.3 msecs (Z = 

9.54, p < .001, see Appendix D post-hoc tests). Colour improved categorization (Z = 10.33, p < .001), with a 

stronger effect at longer presentation durations (Z = 3.01, p = .002). Disparity cues also conferred a small 

advantage (Z = 2.78, p = .005), and this was shared across the stereo and stereo-reversed disparity 

conditions. The stereo advantage was slightly greater for shorter presentation durations (Z = -1.99, p = .046). 

These effects are shown in Figures 4.3A and 4.3B. 
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Table 4.1. Semantic Task GLMM Fixed Effect Parameter Estimates 

Fixed Effect Logit Wald 95% CI SE Z Variance Explained (%) 

Reverse-Stereo vs Stereo (View0) -.004 [-.06 - .05] .03 -.15 .00 

Mono vs Reverse-Stereo & Stereo (View1) .07 [.02 - .11] .02 2.78** .01 

Grayscale vs Colour (Colour) .24 [.19 - .28] .02 10.33*** .20 

Presentation Duration (PresTime) 1.11 [1.02 - 1.20] .04 25.16*** 10.30 

View0 x Colour -.03 [-.09 - .02] .03 -1.14 .00 

View1 x Colour .04 [-.01 - .09] .02 1.65 .00 

View0 x PresTime .03 [-.04 - .10] .04 .77 .00 

View1 x PresTime -.07 [-.13 - -.001] .03 -1.99* .00 

Colour x PresTime .09 [.03 - .15] .03 3.01* .01 

View0 x Colour x PresTime -.03 [-.10 - .05] .04 -.76 .00 

View1 x Colour x PresTime -.01 [-.07 - .06] .04 -.16 .00 

Note: * p < .05 ** p < .01 *** p < .001 
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Figure 4.3. Semantic (A & B) and Spatial Structure (C & D) category discrimination performance, 

quantified as d’. (A) Semantic performance as a function of presentation duration and colour (collapsed 

across monocular / binocular viewing conditions). (B) The semantic task stereo effect as a function of 

presentation time. The stereo effect (∆"′) is defined as the difference between the mono condition and the 

two stereo conditions. Individual data points represent condition means for individual participants. The 

purple line shows the average of the stereo and reverse-stereo conditions. Negative values indicate a stereo-

related disadvantage, whereas positive values indicate a stereo advantage. (C) Spatial structure performance 

as a function of presentation duration and colour. (D) The spatial structure task stereo effect as a function of 

presentation duration. All error bars are ±1 standard error.  

 

Fixed effect estimates for the spatial structure task are reported in full in Table 4.2 (and observed 

versus predicted performance is presented in Appendix D). Categorization of spatial structure improved as a 

function of presentation duration (Z = 16.89, p < .001), with above-chance discrimination for presentation 
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durations from just 13.3 msecs (Z = 8.61, p < .001, see post hoc tests, Appendix D). Colour cues improved 

categorization (Z = 5.13, p < .001), as did disparity cues (Z = 2.26, p = .024). These effects are shown in 

Figure 4.3C and 4.3D. 
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Table 4.2. Spatial Structure Task GLMM Fixed Effect Parameter Estimates 

Fixed Effect Logit Wald 95% CI SE Z Variance Explained (%) 

Reverse-Stereo vs Stereo (View0) -.03 [-.02 - .09] .03 1.23 .00 

Mono vs Reverse-Stereo & Stereo (View1) .06 [.01 - .10] .02 2.26** .01 

Grayscale vs Colour (Colour) .11 [.07 - .16] .02 5.13*** .06 

Presentation Duration (PresTime) .73 [.65 - .82] .04 16.89*** 5.85 

View0 x Colour .02 [.-.04 - .07] .03 .61 .00 

View1 x Colour -.04 [-.09 - .01] .02 -1.61 .00 

View0 x PresTime -.03 [-.10 - .05] .03 -.71 .00 

View1 x PresTime .01 [.-.05 - .08] .03 .45 .00 

Colour x PresTime -.02 [-.08 - .04] .03 -.64 .00 

View0 x Colour x PresTime -.02 [-.09 - .06] .04 -.42 .00 

View1 x Colour x PresTime .02 [-.04 - .09] .03 .70 .00 

Note: * p < .05 ** p < .01 *** p < .001 
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Fixed effect estimates for binocular viewing condition discrimination are reported in full in Table 4.3 

(observed versus predicted performance is presented in Appendix D). Discrimination of the binocular 

viewing condition (mono, stereo, stereo-reversed) improved with presentation time (Z = 15.17, p < .001), but 

only exceeded chance for durations of 53.3 msecs or longer (Z = 7.02, p < .001, see Appendix D for post-

hocs). Observers’ discrimination of the binocular viewing condition was substantially worse than semantic 

and spatial structure discrimination (see Figure 4.4). Note also that absolute performance in semantic 

discrimination exceeds that for spatial structure discrimination at every presentation duration. However, this 

requires careful interpretation (see below) because ceiling performance is different in the two tasks 

(horizontal lines and shaded error bars). 
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Table 4.3. Binocular Viewing Condition Task GLMM Fixed Effect Parameter Estimates 

Fixed Effect Logit Wald 95% CI SE Z Variance Explained (%) 

Grayscale vs Colour (Colour) -.0004 [-.03 - .03] .01 -.02 .00 

Presentation Duration (PresTime) .13 [.11 - .15] .01 14.51*** 3.10 

Task  -.01 [-.06 - .05] .03 -.22 .00 

Task x Colour -.01 [-.04 - .01] .01 -1.05 .00 

Colour x PresTime .00 [-.03 - .04] .02 .17 .00 

Task x PresTime -.02 [-.05 - .02] .02 -.86 .00 

Task x Colour x PresTime .005 [-.03 - .04] .02 .26 .00 

Note: * p < .05 ** p < .01 *** p < .001 
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Figure 4.4. Semantic, spatial structure and binocular viewing condition discrimination as a function of 

presentation time, averaging over all other variables. Error bars are standard errors. Ceiling performance was 

measured as the discrimination ability of observers in a separate task without time constraints.  

 

As noted in the introduction, the space-centered approach to real-world scene categorization holds 

that humans exploit discriminative spatial structure information to predict a scene’s semantic category during 

early visual processing (Oliva & Torralba, 2001, 2006). To test this claim, we first investigate the time-

courses of semantic and spatial structure categorization. An unbiased comparison across the two tasks 

requires a normalized performance scale that adjusts for differences in ceiling performance (see Figure 4.4).  

Ceiling discrimination in both tasks was quantified using data from a separate set of participants (N 

= 20 for both category systems), who were given unlimited time to view and categorize the images from 

Experiment 1 (Anderson et al., 2021). For each task and every image, we defined ground-truth category 

labels using the mode response from 19 (N-1) participants and then determined the performance (!′ values) 
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of the left out participant by comparing their responses to this ground-truth. This was repeated 20 times, 

leaving out each participant in turn. The resultant estimates of ceiling performance are shown in Figure 4.4 

(horizontal lines); ceiling performance is higher in the semantic task than in the spatial structure task. In 

other words, there is greater agreement between participants with respect to the ‘correct’ category for the 

semantic task than for the spatial structure task. Thus, although semantic discrimination is more accurate 

than spatial structure discrimination in absolute terms, observers reach ceiling performance only in the 

spatial structure task at the longest presentation duration (and not in the semantic task). This suggests that 

asymptotic / ceiling discrimination is critical for interpreting differences in task performance. 

The level of inter-observer agreement also varies across individual images: the histogram in Figure 

4.5A shows the distribution, across all images, of the level of inter-observer agreement in categorization, 

given unlimited viewing time. For any given image, inter-observer agreement is determined as the proportion 

of ‘votes’ for the mode category. With 20 participants (Anderson et al., 2021), chance-level agreement = 

1/20, and maximum agreement (i.e., all participants select the same category) = 1. Despite a larger number 

of categories, semantic categorization (Figure 4.5A, red line) produced a greater number of images with very 

high agreement than spatial structure categorization (green line). Images with greater time-unlimited 

agreement are categorized more accurately in both the semantic (Z = 9.20, p < .001) and spatial structure 

time-limited tasks (Z = 11.78, p < .001) 

 

 

Figure 4.5. A fair comparison between spatial structure and semantic categorization performance, controlling 

for differences in inter-observer agreement in the ground-truth dataset (see Methods). (A) Probability 

distributions of inter-observer agreement in semantic and spatial structure task. For visualization, histograms 
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were smoothed with a gaussian kernel (bandwidth = .04). (B) Normalized performance (with the same 

weights across both tasks at every agreement bin). Error bars are standard errors over observers. 

 

To examine the time-course over which categorization unfolds, while controlling for inter-observer 

agreement (i.e. ceiling performance), we calculate normalised semantic and spatial structure performance as 

follows: we compute !′ separately for each task and each level of inter-observer agreement. We then 

compute a weighted average within each task, where the weights are given by the normalized histogram bin 

averages (across the two categorization tasks, see black dashed line in Figure 4.5A). Effectively, this forces 

the semantic and spatial structure tasks to have the same distribution of inter-observer agreements. (For a 

concrete example, take the bin where inter-observer agreement = 1; there are more images in the semantic 

system than the spatial system. Given that performance improves with inter-observer agreement, we adjust 

the weighting. We up-weight the spatial !′, and down-weight the semantic !′, by the bin average (black 

dashed line)). The result is shown in Figure 4.5B. Whereas unnormalized performance suggests that semantic 

discrimination is consistently better than spatial structure discrimination, normalized performance reveals 

that, when tasks are matched for their ceiling performance, discrimination of semantic and spatial structure 

unfolds over time in a very similar way (for a break-down of task differences in !′ per agreement bin, see 

Appendix G). These results are not dependent on the applied !!	performance metric; highly similar results 

are observed when performance is measured using other metrics, including mutual information, and R2 (see 

Appendix F). Moreover, an alternative approach to normalization, which involves bootstrap-sampling the 

same number of images from each agreement bin in both tasks, produces highly similar results – see 

Appendix G.  

 Our second test of the space-centred approach examines whether spatial structure properties predict 

semantic categorization. To this end, we trained a simple semantic classification model. For each image and 

presentation time, the model predicts the semantic category of the image from the set of observer responses 

on the spatial structure task. Thus, the model gives predictions for the semantic task, under the hypothesis 

that observers use a scene’s spatial structure to infer its semantic category. Expressed mathematically, let 

$"#$ represent the spatial structure category selected for the %th image at the &th presentation time by the 'th 

of n observers and let ( represent the set of all semantic categories. Let )(+|$) represent the empirical 

conditional probability of semantic category y, given spatial category x, derived from the spatial and 

semantic category labels provided by 20 observers in the time-unlimited task (Anderson et al., 2021). We 

then define the semantic category ŷ"# predicted for the %th image at the &th presentation time as 

(3) 	ŷ"# = arg	max	
%∈'

5 )(+|$ = $"#$)
(

$)*
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Note that while the empirical conditional probability distribution )(+|$) is based on a pool of observers and 

unlimited viewing time, the predicted semantic category ŷ"# is based upon the spatial category label $"#$ 

identified by observer k for limited presentation time j, and thus will reflect spatial category biases particular 

to this observer and time constraint.  

We also test a model in which semantics are used to predict spatial structure, using the same 

formulation as (1). While computational and behavioural work suggests that spatial structure properties are 

used to predict semantic categories (Greene & Oliva, 2006, 2009a, 2009b, 2010), few studies have 

investigated the inverse possibility: that semantic properties are used to estimate spatial structure categories. 

Since our psychophysical data (Figure 4.5B) suggests that human processing of semantic and spatial 

structure properties unfolds at the same rate, both are plausible.  

Figure 4.6A compares model and human discrimination performance. Both the semantic → spatial 

structure and spatial structure → semantic models improve over time (dashed lines). This can be attributed to 

improvements in categorization within the predictor dimension, which, in turn, improves classification 

performance in the dependent dimension. The semantic → spatial structure classifier (dashed green line) is 

more accurate than the spatial structure → semantic classifier (dashed red line), and, qualitatively, both 

models achieve above-chance discrimination, like humans, at the shortest presentation time.  

 

 

Figure 4.6. Model and human categorization. (A) Model and human category discrimination (!′) as a 

function of presentation time. (B) Spatial structure → semantic model decision-variable correlation (DVC, 

Sebastian & Geisler, 2018). For reference, DVCs between (i) individual humans and the mode responses 

from N-1 humans (leave-one-out cross-validation; dashed lines), and (ii) pairs of humans (pairwise; dotted 
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lines) are also shown. (C) Semantic → spatial structure model DVC. Error bars are participant standard 

errors. 

 

 How can we test whether our models are good predictors of human behaviour?  It is insufficient to 

compare !′ values, since the model and human could produce similar overall discrimination performance, 

while differing on the specific images that are correctly categorized. As a stronger test, we use decision-

variable correlation (DVC, Sebastian & Geisler, 2018) to quantify the relationship between human and 

model on trial-by-trial decisions (i.e. categorical responses). (For details of the DVC method as applied to 

our categorisation tasks, in addition to an alternative method that produces similar results, see Appendix H).  

In the semantic categorization task, the DVC between model and observer performance is weak 

(Figure 4.6B, solid line). Moreover, we can compare the strength of this model-human relationship to its 

theoretical ceiling: the extent to which humans predict each other, the human-human DVC. This ceiling can 

be quantified in two different ways: (i) the DVC between pairs of observers’ raw responses (dotted line); (ii) 

and the DVC between a single observer’s responses, and the mode responses from N-1 observers (i.e., leave-

one-out cross-validation, dashed line). Figure 4.6B reveals that the spatial structure →	semantic model 

provides a poor account of human responses in the semantic classification task, suggesting that observers do 

not use spatial structure to infer the semantic category.  

In contrast, Figure 4.6C shows that the semantic → spatial structure model provides a reasonable 

account of human behaviour (solid green line), and is in fact a better predictor than other humans (pairwise 

human-human DVC, dotted green). This analysis suggests that observers may use semantic information to 

infer spatial layout – i.e., a reversal of the space-centred model.  

Note that the superiority of  the semantic → spatial structure model, relative to the spatial structure → 

semantic model cannot be explained by the slightly better !′ task performance of the semantic → spatial 

structure model (Figure 4.6A), since DVC factors out task performance (for an empirical demonstration, see 

Appendix H; see also Sebastian & Geisler, 2018). Nor can this result be explained by differences in inter-

observer consistency (reflected in the human x human DVCs; see Appendix H).  

4.4 General Discussion 

Within a fraction of a second, humans can extract a wealth of information from real-world scenes. In 

this study, we found that disparity and colour information facilitate semantic and spatial structure 

discrimination shortly after image onset. The disparity advantage was observed for both the stereo and 

stereo-reversed presentation conditions. Since, in the stereo-reversed condition, figure/ground sign, surface 

orientation and shape are inverted, this finding suggests that the early stereo advantage is not due to direct 

3D shape and/or scene layout information and may instead relate to improved object segmentation. This is 
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consistent with recent work showing that disparity enhances object segmentation in cluttered, naturalistic 

scenes (Adams et al., 2019), and improves the recognition of objects presented for just 33 msecs (Caziot & 

Backus, 2015).  

The colour advantage observed in our semantic task adds to existing evidence of the contribution of 

colour cues to early scene processing. Different scene categories contain different colour distributions (e.g., 

forests are green/brown, and beaches are yellow/blue), and humans encode these colour regularities to 

inform early semantic scene recognition (Castelhano & Henderson, 2008; Goffaux et al., 2005; Oliva & 

Schyns, 2000). Further work has shown that the advantage of colour information may not be limited to 

global summary statistics (e.g., colour histograms): much like disparity, discontinuities in image hue provide 

a strong segmentation cue (Bartels, 2009; Grossberg & Mingolla, 1985; Nakayama & Shimojo, 1992; 

Seymour et al., 2016). Our study is the first to demonstrate that colour cues provide a similar advantage in 

spatial structure perception. 

 A critical prediction of the space-centered theory of rapid scene categorization is that spatial structure 

processing precedes semantic categorization. While Greene and Oliva (2009b) previously show that the 

mean presentation time required to discriminate various spatial structure properties is shorter (34 msecs) than 

semantic categorization (50 msecs), our data suggest that humans begin to discriminate both within 13.3 

msecs. Moreover, once we controlled for steady-state inter-observer agreement, we observed no significant 

difference between semantic and spatial structure discrimination performance at any presentation time, 

suggesting that these properties are computed at the same rate. Given that we observed substantial task-

related differences in discrimination before controlling for inter-observer agreement, and thus ceiling 

performance, our analyses highlight the importance of considering the reliability, across observers, of 

ground-truth labels when comparing performance across tasks. One might argue that our task comparisons 

are confounded by differences in category confusability between the 4 (spatial) and 6 (semantic) category 

systems. However, our !′ metric corrects performance estimates based on: (i) the number of categories, (ii) 

the inter-observer agreement regarding the ground-truth, and (iii) the prior distribution of images across the 

categories (see Appendix E).  

 Several additional factors may explain why, in contrast to Greene and Oliva (2009b), we found no 

precedence for spatial discrimination: For example, Greene and Oliva’s (2009b) spatial structure task 

included discrimination between natural and man-made environments. The natural vs manmade distinction is 

usually classed as a superordinate semantic categorization. Superordinate categories are accessed more 

efficiently than basic-level semantic categories (Kadar & Ben-Shahar, 2012; Loschky & Larson, 2010). 

Since basic-level categories were used for the semantic task, relative task performance is confounded by 

differences in decision granularity. Further differences include (i) the spatial structure properties used, (ii) 

the image database, and (iii) the mask properties (in Greene and Oliva, 2009b, dynamic masks were created 
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using a texturization algorithm that preserves the global image statistics of natural images – see Portilla and 

Simoncelli, 2000; we used spectral-density-corrected composites of natural images).  

 Another critical prediction of the space-centered theory is that semantic categories are discriminated 

on the basis of spatial structure properties. We found that trial-by-trial semantic categorization responses 

differed dramatically from the predictions of a spatial structure → semantic model. Thus, human semantic 

categorization is poorly predicted by human spatial structure perception. 

 We also tested the opposite possibility: that spatial structure categories are discriminated on the basis 

of semantic information. The semantic → spatial structure model matched/exceeded human discrimination at 

the shorter presentation times (see Figure 4.6A). Additionally, the semantic → spatial structure model was 

strongly correlated with trial-by-trial human responses. These results suggest that, instead of using spatial 

structure properties to predict semantic categories, participant responses are better characterized by the 

reverse process: i.e., semantic properties inform spatial structure discrimination.  

This finding contradicts previous evidence of strong correlations between human and spatial 

structure → semantic model categorization (Greene & Oliva, 2009a). However, this study did not report 

image-by-image analyses to determine whether they differed in the specific images they classified 

correct/incorrect. This is an important limitation: performant models must explain the perception of 

individual images. 

The view that spatial structure processing precedes and informs semantic categorization has gained 

considerable traction (Greene & Oliva, 2006; Malcolm et al., 2016; Oliva, 2005), yet few studies have 

entertained the possibility that humans infer spatial structure from semantics. Our work challenges the 

central tenets of space-centered theories of real-world scene perception and calls for a fundamental 

remodelling of how humans perceive real-world scenes at a glance.  

4.5 Conclusions 

We characterize the contribution of colour and disparity cues to semantic and spatial structure 

categorization during early visual processing, and test two central predictions of the space-centered theory. 

The space-centered theory holds that spatial structure processing precedes semantic processing, and that 

spatial structure cues are used to estimate semantic scene category. Our findings suggest that opposite: 

semantic and spatial structure processing both unfold at a similar rate, and rapidly-computed cues from 

semantic processing are used by the brain to infer spatial structure.  

4.6 Footnotes 

1These values were the requested presentation durations in PsychToolbox, as multiples of the monitor 

refresh rate. The empirical presentation durations, with added bias and noise (owing to random and 
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systematic machine error), were not verified with an external instrument (e.g., Oscilloscope). Consequently, 

the true presentation durations are likely to differ from the nominal, reported, presentation durations. For the 

purposes of the current paper, which focusses more on the relative time course between the spatial and 

semantic tasks, rather than absolute thresholds within tasks, this matters little. However, for readers 

interested in absolute thresholds, note that the reported durations contain some amount of unknown error, 

and should be interpreted with caution. 

2A naïve Bayes classifier trained to predict image category from fixation disparity achieved a 

classification rate of 35.46% for the semantic category system, and 51.18% for the spatial structure category 

system. Although a prior-only classifier that always chooses the most common category outperforms this 

method for semantic classification (37.36%), this isn’t the case for spatial structure classification (where 

prior-only performance is 35.69%). To test whether participants were using fixation disparity information to 

predict spatial structure categories, we measured the decision-variable correlation (DVC) between a 

Bayesian model that makes use of the fixation disparity cue, and human responses (see main text for 

discussion of DVC). We found a small negative correlation between observer responses and model responses 

(r = -.001), indicating that observers were not using fixation disparity to predict spatial structure category.  
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Chapter 5 

 

The Time-Course of Ordinal and Interval Depth Estimation in 
Real-World Scenes 

5.a Abstract 

Human depth perception is typically investigated using simple shapes defined by a small number of depth 

cues. Here, we characterized human depth judgements in complex, natural scenes. In two experiments, we 

examined the time-course of ordinal and interval/ratio depth estimation in real-world scenes, and the 

contribution of different visual features including elevation and binocular disparity. In Experiment 1, 

participants viewed briefly presented monoscopic images (17 – 267 msecs) of real-world scenes, which 

contained two crosshairs that identified a pair of locations in the scene. Images were backward-masked. 

Participants determined which of these two locations was further away, and then used a slider to report the 

depth of the near location as a percentage of the depth to the far location. The depth difference (0 – 200% of 

the mean depth), and mean depth (10, 20, 40 meters) of the probed locations varied from trial to trial. 

Performance in both ordinal and ratio tasks exceeded chance after approx. 17 msecs of viewing, and 

improved monotonically with presentation time. In Experiment 2, we replicated these results with 

stereoscopic presentation, and found that disparity improves ordinal depth estimation, but not ratio depth 

estimation. In both experiments, when elevation cues were informative, they dominated ordinal and ratio 

depth responses. When elevation cues were uninformative, performance was impaired and responses were 

inconsistent between observers. Altogether, we demonstrate that humans estimate local depth after extremely 

brief presentation durations, and that elevation and binocular disparity inform early depth estimates. 

5.b Publication Note 

This Chapter is not yet published. 

5.c Contributions 

Experimental design, data collection, data analysis, modelling and write-up by Matt Anderson, under the 

supervision of all other co-authors.  
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5.1 Introduction 

Understanding the three-dimensional structure of real-world environments is a critical requirement for 

everyday tasks like object manipulation and scene navigation. A wealth of research has shown that the visual 

system integrates a variety of monocular and binocular depth cues to estimate scene structure. Early 

psychophysical investigations studied depth cues in isolation, using highly controlled laboratory stimuli, and 

while this approach has been hugely productive (e.g., Howard & Rogers, 2002), it is unclear whether or how 

to generalize these findings to real-world scenes. More recently, researchers have turned their attention 

towards studying depth perception under natural conditions. This literature can be roughly organized into 

three areas: (i) natural scene statistics, (ii) biases in real-world space perception, and, more directly, (iii) the 

precision of real-world depth estimation. We review the literature related to each area in turn, and then 

discuss existing work on the time-course of human depth processing.  

Natural Scene Statistics 

Real-world scenes are predictably arranged according to well-defined physical laws. Natural scene 

statistics codify these regularities, and generate predictions of human behaviour that depend on prior 

knowledge of scene structure (Geisler, 2008). Specifically, an observer’s visual percept is jointly determined 

by (i) sensory input, and (ii) the prior probability distribution over various scene structures. In this 

framework, information processing is typically modelled as a Bayesian ideal observer.  

Humans are attuned to the natural statistics of binocular disparity cues. Sprague et al. (2015) found 

that the distribution of disparities produced during everyday tasks (e.g., making a sandwich, or going for a 

walk) corresponds to the region of space in which stereopsis is most precise (i.e., the area around the 

empirical horopter). They also revealed that V1 binocular cell receptive fields (RFs) are tuned to the typical 

three-dimensional structure of real-world environments: RFs in the lower visual field are selective for near, 

crossed disparities, and RFs in the upper visual field are selective for far, uncrossed disparities. Further work 

has revealed that depth discontinuities in real-world scenes are larger at figure-ground edges when the 

occluder is convex, and that humans exploit this regularity when discriminating stimulus disparity (Burge et 

al., 2010). Humans also exploit a similar correlation between relative luminance and disparity (using a 

‘lighter-is-nearer’ prior) to estimate the ‘3D-ness’ of real-world objects (Cooper & Norcia, 2014).  

Other studies have focussed on the relationship between scene depth and the Fourier amplitude 

spectrum. Natural images have a highly regular Fourier amplitude spectrum that can be described by the 

function 1/9+, where 9 is the spatial frequency, and : ≈ 1 (Field, 1987). The spatial envelope model holds 

that the three-dimensional structure of the scene (e.g., Openness, Roughness, Mean depth) can be estimated 

from the global amplitude spectrum (Oliva, 2005; Oliva & Torralba, 2001, 2006; Ross & Oliva, 2010; 

Torralba & Oliva, 2002, 2003). Different scene structures have different ‘spectral signatures’: open scenes 

(e.g., countrysides) are typically dominated by a low spatial frequency horizon, but closed-off scenes (e.g., 
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city-centres) are more isotropic, and contain a greater density of high spatial frequencies (Oliva & Torralba, 

2001). The spatial envelope model suggests that depth can be efficiently inferred from these low-level 

features, without parsing an image into its constituent objects. Although scene structure is indeed highly 

efficient (Greene & Oliva, 2009a, 2009b, 2010), amplitude spectra are sensitive to low-level image 

information and image noise, indicating that it may be an unreliable cue for estimating scene structure 

(Anderson et al., 2021). 

In sum, the human visual system encodes natural scene statistics, and uses this information to 

optimally estimate the three-dimensional structure of real-world scenes. However, the contribution of 

specific statistical properties requires further investigation.  

Biases in Real-World Egocentric Space Perception 

 Depth processing in real-world scenes has also been studied with the aim of understanding biases in 

visual space perception. Many studies have demonstrated systematic underestimation of the depth of real-

world objects, whereby the magnitude of underestimation increases as a function of true target depth (e.g., 

Koenderink et al., 2000; Norman et al., 2005). However, underestimation is only observed in specific tasks. 

A variety of tasks have been employed to measure depth responses, including: depth bisection tasks, visually 

directed walking (i.e., blind walking), ratio judgements, walking triangulation tasks, and L-shape tasks. 

Tasks in which the observer is stationary, and uses a visual reference stimulus, or verbal report, to judge 

stimulus depth, tend to produce systematic underestimation (Allison et al., 2009; Bian & Andersen, 2011; 

Loomis et al., 1992; Norman et al., 2017; Wu et al., 2004), whereas tasks that require walking to a visually 

estimated depth produce accurate, unbiased judgements (for a review, see Knapp & Loomis, 2004). 

 The pattern of biases in depth estimation may relate to Gibson’s (1950) ‘ground theory’, which holds 

that ground planes have a special status in real-world scene perception. All scenes contain a ground plane, 

and nearly all objects (with the exception of aeroplanes, birds, etc) lie on the ground plane. Linear 

perspective, texture gradient, and angular declination (i.e., the vertical position of a grounded object relative 

to eye-height; Ooi et al., 2001) are all powerful depth cues present on the ground plane. Increasing eye-

height causes a corresponding overestimation of depth (Sinai et al., 1998). Similarly, disrupting texture 

gradient cues decreases response reliability (Daum & Hecht, 2009; Sinai et al., 1998). Objects attached to 

ceilings are underestimated more than objects lying on the ground-plane (Bian & Andersen, 2011), and 

occluding the ground plane via a rectangular aperture causes greater underestimation than occluding other 

areas of the scene (Wu et al., 2004). In sum, the biases that underlie visual space perception remain poorly 

understood, and the huge variety of methodologies render difficult the reconciliation of mixed results. 

Nonetheless, existing work suggests that the ground-plane may be important for understanding these biases. 

Precision of Real-World Depth Estimation 



Chapter 5 

 122 

Using tightly controlled laboratory stimuli, the precision of depth discrimination can be 

straightforwardly tested by isolating and perturbing depth cues. Natural scenes introduce a number of 

additional challenges. Most natural scene databases are exclusively sampled from university campuses 

(generating low stimulus diversity), have poor depth-sensing spatial resolution, are not publicly available, 

and/or don’t include stereo pairs – a critical feature for studying human stereopsis (with the exception of the 

SYNS database; Adams et al., 2016). Consequently, there has been little work on the precision of depth 

estimates in real-world scenes, and the role of different visual cues. 

In signal detection theory, ordinal depth judgements can be represented as a 2-Alternative Force 

Choice (2AFC) task, in which the two alternatives are A-further and B-further (or nearer). Using this 

framework, human sensitivity to depth offsets of variable size can be measured as a function of scene-related 

visual properties, such as angular separation, disparity cues, and elevation/angular declination (McCann et 

al., 2018). McCann et al. (2018) superimposed pairs of probes on images of real-world scenes. Observers 

viewed these images for an unlimited time and identified which of the two locations was nearer in depth. 

Psychophysical sensitivity decreased as the angular separation of the probe pairs increased and their mean 

depth increased. As might be expected, greater depth offsets corresponded to increased performance. 

Performance also improved when disparity cues were available, but only for probes at smaller distances (<15 

meters). This study examined depth sensitivity using ordinal depth judgements. Comparatively little is 

understood about interval/ratio depth judgements. 

Most depth cues, with the notable exception of disparity and motion parallax, confer reliable 

information about depth order, but limited information regarding ratio depth (e.g., see Cutting, 2003). 

Ordinal depth information is an emergent property of figure-ground segmentation and object recognition. 

Figure-ground segmentation based on, say, border convexity, automatically reveals the depth order, but 

further information is required to estimate the interval of separation. That said, when navigating a scene, or 

reaching for an object, it is often insufficient to know that one surface is in front of another – it is also critical 

to estimate the magnitude of the displacement in depth between objects, and the absolute depth (relative to 

the observer). In fact, humans are surprisingly sensitive to variations in depth interval. Within the peri-

personal space, humans show exquisite sensitivity to interval depth cues during the execution of reaching 

and grasping movements (Melmoth & Grant, 2006). This finding is also not just limited to the peri-personal 

space. In Norman et al. (2017), stationary observers verbally estimated the depth ratio between pairs of poles 

placed in an open field (up to a maximum distance of 60 meters). Ratio judgements were generally very 

accurate, and the average correlation between ground-truth and estimated depth ratios was high (r = ~.76). 

Yet, aside from this preliminary investigation, little is understood about the precision of interval/ratio depth 

estimates in real-world scenes, and how it varies with the availability of different visual cues.  
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Thus far, we have offered a brief review of existing work on real-world depth estimation and 

highlighted several issues such as the lack of research on depth sensitivity. Next, we review the literature on 

the time-course of depth processing. 

The Time-Course of Depth Processing 

 Understanding the time-course of visual processing is critical for modelling the computational 

processes that underlie real-world scene perception. The time-course of object recognition (Delorme et al., 

2010), scene categorization (Malcolm et al., 2016), and spatial structure estimation (Oliva & Torralba, 2006) 

has received considerable attention, yet the characteristics of real-world depth discrimination is poorly 

understood.  

 Some evidence suggests that disparity processing may be slow: the temporal ‘refresh rate’ of the 

disparity system is slower than the luminance system (Kane et al., 2014; Lankheet & Lennie, 1996; Norcia & 

Tyler, 1984). Studies of processing latency (the delay between image onset and depth discrimination) are less 

clear. For example, V1 orientation selectivity emerges 50-68 msecs after orientation selectivity (Duan et al., 

2021; Durand et al., 2007), yet motor responses to image disparity emerge at similar latencies to motor 

responses to image luminance (Caziot et al., 2015). Other investigations have studied the evolution of depth 

estimation as a function of stimulus duration (which simulates the accumulation of information throughout 

fixation). Brief presentation paradigms have demonstrated that disparity enhances object recognition after 33 

msec backward-masked image presentations (Caziot & Backus, 2015), and facilitates semantic category 

discrimination after just 13 msecs (Anderson et al., 2019). These results indicate that, although the time-

course of disparity processing is poorly understood, disparity cues are encoded quickly enough to inform 

early estimates of scene depth.  

 Angular declination is another critical cue for depth discrimination. Degraded visual stimuli (LED 

lights viewed monocularly in a dark room), whose only depth cue is angular declination, can be 

discriminated after 7-74 msec exposure durations (Gajewski et al., 2010; Gajewski et al., 2014). Since 

angular declination can be recovered from a two-dimensional retinal image, Gajewski et al. (2014) argue that 

early depth processing is in fact dominated by this cue.  

 Spatial structure processing is extracted from images presented for very brief durations; after 13-34 

msecs of viewing, humans can accurately estimate the spatial structure of real-world scenes (e.g., openness, 

mean depth, degree of clutter, etc., Anderson et al., 2019; Greene & Oliva, 2009b). According to the spatial 

envelope model, this ability is underpinned by rapid and inexpensive encoding of global image features 

derived from image energy spectra (Oliva & Torralba, 2001; but see Anderson et al., 2021). Although spatial 

structure descriptors (e.g., openness, mean depth) only provide a global description of the scene structure, 

they may be informative for constraining local object recognition downstream (Torralba et al., 2006). For 

example, a scene with high openness and high mean depth is likely to have a visible ground plane, which 
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means that angular declination may be a reliable cue to target depth. By contrast, low openness and low 

mean depth indicate that scene clutter, or a highly enclosed environment, is obscuring the ground plane, 

rendering angular declination less informative. The relationship between spatial structure processing and 

local depth estimation remains to be seen.  

 The Ponzo illusion demonstrates the effect of linear perspective on estimates of perceived size, and 

emerges after 12-50 msec stimulus presentations (Schmidt & Haberkamp, 2016). Also, texture gradient cues 

influence estimates of perceived size within 100 msecs (Champion & Warren, 2010), and even dynamic 

depth cues that require the integration of multiple visual inputs over time, such as depth from motion 

parallax, can be extracted from 125 msec exposure durations (Li et al., 2016).  

 Although it should be noted that most of the studies discussed used artificially simple stimuli, real-

world scenes contain more, not less, depth information. Disparity, angular declination, texture gradient, etc., 

all correlate with one another, and humans are known to refine estimates of real-world depth by integrating 

information from multiple visual cues (e.g., Knill & Saunders, 2003). Consequently, precise depth 

discrimination may emerge early in visual processing. However, it is also true that natural scenes are 

complex visual stimuli, and place a greater perceptual load on the visual system than simpler stimuli. Hence, 

the time-course of real-world depth discrimination remains unclear.  

Research Question 

 In this paper we investigate the precision of real-world depth discrimination. In addition to testing 

ordinal depth perception, we evaluated human performance in a ratio depth task, where participants judged 

the interval of depth separating pairs of surfaces. Prior work has shown that ordinal depth judgements are 

more precise than interval/ratio judgements (Norman & Todd, 1998; Šikl & Šimeček, 2015), yet 

interval/ratio estimation is still important for understanding real-world scene structure, and has received 

scant attention in the literature. As such, we sought to describe the accuracy of both ordinal and interval/ratio 

depth judgements in real-world scenes.  

To examine the visual cues used in real-world depth discrimination, we manipulated the 

informativeness of (i) elevation cues (Experiment 1 & 2), and the availability (ii) binocular disparity 

(Experiment 2). In addition, we manipulated stimulus exposure duration (approx. 17 – 267 msecs) to assess 

the time-course of depth perception, and the contribution of elevation/disparity processing.  

We hypothesize that ratio responses will exceed chance after longer exposure durations compared to 

ordinal responses, but both will exceed chance after relatively brief presentations (<150 msecs). Moreover, 

we hypothesize that both elevation and binocular disparity will facilitate both response types, although, 

consistent with McCann et al., (2018), we add that the disparity benefit will be limited to discrimination at 

near depths. We hypothesize that, when available, elevation will strongly predict human performance. Since 
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elevation cues can be decoded from a single image, whereas disparity cues require cross-correlation between 

both retinal inputs, we hypothesize that elevation cues will contribute to performance faster than disparity 

cues.  

5.2 Experiment 1 

5.2.1    Method 

Participants  

Eighty-eight naïve participants (35 male, mean age: 32.36, std age: 12.11) were recruited online 

using the Prolific platform (Prolific.co). Participants completed the experiment in return for 7.50 GBP per 

hour of their time. The participant pool was screened to only include English-speaking users with normal or 

corrected-to-normal vision, and with a prior Prolific approval rating of >95%. Demographic data are reported 

in Appendix I. On average, the experiment lasted 44.38 minutes. Informed consent was obtained prior to 

experimentation, and ethical approval was acquired from the Research Governance Office, University of 

Southampton. 

Materials    

Images of outdoor real-world scenes were sampled from the Southampton-York Natural Scenes 

(SYNS) database (Adams et al., 2016). The SYNS database comprises 80 outdoor scenes, each of which 

contain 18 stereo pairs that span the entire scene at 20º intervals. The SYNS stereo images have coregistered 

ground-truth LiDAR range data.  

 Stimuli were generated by searching the ground-truth range data for potential probe locations. Probe 

locations were filtered based on mean depth, depth offset, and elevation. The mean depth had three nominal 

values: 10, 20, and 40 meters. Depth offsets were organized into disjoint bins spanning 0-200% of the mean 

depth. Bin widths increased uniformly in log-space, symmetrically, both sides of the mean depth. Probe pairs 

were sampled from corresponding bins above and below the mean depth (see Figure 5.1A). An equal number 

of samples were taken from each bin. (The maximum deviation between the empirical mean of the two probe 

depths, and the nominal mean, i.e., 10, 20 and 40 m, is equal to half the width of the widest bin: 1.29, 2.59, 

and 5.18 meters for the three mean depths respectively). For the variable-elevation stimuli, the height of the 

two probes could differ, but for the same-elevation stimuli, the probes were constrained to be the same 

height, and same horizontal distance from fixation.  
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Figure 5.1. Probe selection procedure. (A) For three mean depths (10, 20, and 40 meters), candidate probe 

locations were organized into depth offset bins, whose edges spanned 0-200% of the mean depth. Bin width 

increased with distance from the mean, and as mean depth increased. Probes were sampled from 

corresponding bins either side of the mean depth. There were 5 pairs of depth bins. For one bin, (specified by 

the two red lines), we illustrate the probe acceptance criteria with an example. (B) Probes were accepted if 

they had >40% valid datapoints, and if their mean fell into the same bin as the central pixel value. The bin 

edges are specified by the two red/pink planes, the empirical LiDAR data is represented by the grey surface, 

and the average depth of the patch is given by the green plane. The orange semicircle in the centre gives the 

depth of the central LiDAR pixel. In this example, both the green plane (empirical mean), and the central 

pixel falls between the bin edges. Therefore, this probe location would be accepted.  

 

Valid probe locations were accepted if (i) they contained >40% valid LiDAR pixels (i.e., did not 

contain large portions of sky, or highly reflective surfaces), and if (ii) the neighbouring LiDAR pixels (a .78º 

patch around the target pixel) fell into the same depth bin as the central LiDAR pixel (see Figure 5.1B). The 

latter check ensured that outliers, and points close to large depth discontinuities, were excluded.  

The above process generates a large number of candidate probe pairs for every image. However, 

valid probe pairs are not uniformly distributed across the different images, and randomly sampling from the 

probe set would bias the stimulus set towards images with close objects, and few reflective surfaces. 

Consequently, probes were randomly sampled uniformly across the different scenes and views. Three-

hundred stimuli were created for experiment 1. Of this sample, 76 out of 80 unique scenes, and 267 unique 

scene-view combinations were represented.  

To ensure that the images were viewed at the correct, real-world scale, even on small laptop 

monitors, the images were cropped by 80% (no probes within the outer 20% were included), and in-browser 

image size was scaled as a function of viewing distance by using the virtual chinrest (Li et al., 2020). The 
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virtual chinrest uses the participants’ blind-spot, and a measure of pixels-per-cm, to estimate viewing 

distance. On average, observers were 49.52 cm from their monitor.  

 Large, high-contrast, black, magenta, and cyan probes were superimposed on each image at the 

identified probe locations. The crosshair spanned .78º. See Figure 5.2A for examples of stimuli.  

 

 

Figure 5.2. Example stimuli and task schematic for Experiment 1. (A) Left-eye images of stereo pairs were 

sampled from outdoor scenes in the SYNS database (Adams et al., 2016). Probe locations (crosshairs) 
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specify two image locations, which vary with elevation, mean depth, and depth offset conditions. (B) Task 

schematic. Participants viewed a fixation cross, followed by a preview of the probe locations. They then saw 

the fixation cross again, and subsequently viewed the target image for a variable duration. Target images 

were backward masked. After this sequence, participants made a response. At any point, a full description of 

the task instructions was available by clicking the ‘Help’ button.  

 

  The experiment was programmed in javascript using the jsPsych library (de Leeuw & Motz, 2016), 

and custom-built plug-ins. Experimental timing was controlled using the jsPsych-psychophysics plug-in 

(Kuroki, 2021), which calls the requestAnimationFrame() function to synchronize image presentation with 

the refresh rate of the user display (recorded refresh rates had a mode of 60 Hz, consistent with the 

prevalence of 60 Hz monitors – see Appendix I). Prior validation of this plug-in using a black-box 

oscilloscope has demonstrated that the mean error in presentation duration is less than 10 msecs (Kuroki, 

2021). For reference, the average error of in-lab image presentation can vary between 2.15 msecs 

(Psychtoolbox) to 12.08 msecs (ExPyriment), and 32.29 msecs (Open Sesame; see Bridges et al., 2020). So, 

although we should be cautious making claims about precise presentation durations, our set-up is sensitive 

enough to test the evolution of depth perception between ~17 msecs (1 frame at 60 Hz,), and ~267 msecs (16 

frames at 60 Hz). The ‘requested’ presentation durations – especially those towards the lower end (e.g., 17 

and 33 msecs) – will differ from the true presentation duration, due to variables like idiosyncratic machine 

bias/noise, refresh rate variability, available computer memory, etc. Due to the limited precision of duration 

manipulations, reported durations therefore reflect the requested, rather than the true, empirical durations. 

For current purposes, this deviation isn’t problematic, since the duration variable is manipulated within 

participants, and can still be used to investigate the evolution of scene representations as duration increases. 

This does, however, mean that absolute duration values reported below should be interpreted only as 

approximations.  

Design & Procedure 

We employed a between-participants design to test the effect of elevation. Forty-four participants 

were assigned to the same-elevation condition, and forty-two to the variable-elevation condition. Mean depth 

(10, 20, 40 meters), depth offset (0 to 200%), and presentation time (17, 33, 67, 133, 267 msecs) were all 

manipulated within participants.  

A schematic for Experiment 1 is presented in Figure 5.2B. At the start of each trial, the observer 

viewed a fixation cross at the centre of the display for 800 msecs. Then, participants were cued to the 

locations of the two probes by viewing an image of only the probes for 250 msecs. Because most 

presentation durations were less than the latency of a single fixation (<200 msecs), this preview of the probe 
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locations allowed observers to localize the probes without fixating them. (A pilot study with the preview 

removed dramatically impaired task performance, suggesting that probe localization was indeed difficult).  

Subsequently, the fixation cross reappeared for 800 msecs, encouraging the participant to refixate the 

center of the display. Next, the target image was viewed for a variable presentation duration (17, 33, 67, 133, 

or 267 msecs), before viewing the mask. Unique masks were generated for every target image by randomly 

selecting twelve stereo-pairs (ensuring the target image was not sampled), vertically flipping one image in 

each pair, and creating a composite image (i.e., pixel-wise averaged). Because these composite images have 

a lower amplitude at all spatial frequencies than the original images, we adjusted the mask’s amplitude 

spectrum to match the target image. Masks were presented for 250 msecs, and then participants were allowed 

to make a response.  

Participants generated two responses: (i) an ordinal depth judgement, where they determined 

whether either the left or the right probe was farther, and a (ii) ratio depth judgement, where the participant 

judged the depth of the nearer location as a percentage of the farther depth. Participants used a slider where 

100% represents two objects at the same depth, and 1% represents the judgement that the far location is 100 

times further than the near location. While participants were responding, they could view an image of the 

probes as a reminder of the left and right locations (note that they could not view the target image itself). 

After participants made both responses, they proceeded to the next trial by pressing the ‘Continue’ button. 

As a reminder, the task instructions could be accessed on every trial by pressing the ‘Help’ button. 

Participants had unlimited time to respond.  

At the start of the experiment, participants completed a basic demographic survey (see Appendix I), 

read the task instructions (for full instructions, see Appendix O), and signed an electronic consent form. 

Next, participants completed three practice trials, presented for an unlimited duration. These practice trials 

provided corrective feedback and could be completed multiple times. Then there were 16 further time-

limited practice trials with no corrective feedback. Once these were completed, participants began the 

experiment. No attention-checks were included in the experiment. 

There were 150 trials in total, and trials were split into ten 15-trial blocks. Participants were 

encouraged to take a short break between blocks. Participants were randomly assigned to the same or 

variable-elevation condition, and trial order was randomized between participants. After the experiment, 

participants read the debriefing form, and had the opportunity to ask the experimenter questions using the 

Prolific messaging platform.  

Statistical Analyses 

Ordinal responses were modelled using generalized linear mixed models (GLMMs), and ratio 

responses were modelled using linear mixed models (LMM). GLMM and LMM model likelihood was 
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estimated using Laplace approximation (Bolker et al., 2009). We maximised the number of terms in the 

random structure (following recommendations by Barr et al., 2013; Matuschek et al., 2017), but ensured that 

both models contained the same random effects. This was done to facilitate comparisons between results. 

In Experiment 1, aside from the elevation manipulation (same / variable), all experimental variables 

were within participants. The regression equation for the ordinal data is: 

(1) <(=) = <>?@+"#ABCD  

  = >E, + B," + G,#D + >E* +	B*" + G*#DHIJKL%MJ"# +	>E- + G-#DNJ)OℎQ99KJO"#

+ E.RJSTNJ)Oℎ"# + E/?UJGSO%VT" +	E0>HIJKL%MJ"# ×RJSTNJ)Oℎ"#D

+	E1>HIJKL%MJ"# × NJ)OℎQ99KJO"#D +	E2>HIJKL%MJ"# × ?UJGSO%VT"D

+	E3>NJ)OℎQ99KJO"# × ?UJGSO%VT"D + E4>RJSTNJ)Oℎ"# × ?UJGSO%VT"D

+	E*,>NJ)OℎQ99KJO"# ×RJSTNJ)Oℎ"#D

+ E**>NJ)OℎQ99KJO"# ×RJSTNJ)Oℎ"# × ?UJGSO%VT"D

+ E*->NJ)OℎQ99KJO"# ×RJSTNJ)Oℎ"# × HIJKL%MJ"#D

+ E*.>NJ)OℎQ99KJO"# × HIJKL%MJ"# × ?UJGSO%VT"D

+ E*/>RJSTNJ)Oℎ"# × HIJKL%MJ"# × ?UJGSO%VT"D

+ E*0>NJ)OℎQ99KJO"# × HIJKL%MJ"# × ?UJGSO%VT" ×RJSTNJ)Oℎ"#D

+ J"# 

Here, +"# is the outcome (ordinal decision incorrect or correct, represented as a 0 and 1 respectively) for the 

%th participant and &th image, and = = 	?@+"#ABC	is its expectation given independent variables B. <(=) is the 

logistic link function <(=) = ln 5
*65 . E, is the fixed intercept, B," is the random participant intercept, and 

G,# is the random image intercept. E* is the fixed slope for presentation time, B*" is the random participant 

slope, G*# is the random stimulus slope, and HIJKL%MJ"# is the presentation duration for the %&th trial. E- is 

the fixed slope for the depth offset effect, G-# is the random stimulus slope for this effect, and 

NJ)OℎZJ)SISO%VT"# gives the depth ratio for the	%&th trial. E. is the fixed slope for the depth mean depth 

effect, and RJSTNJ)Oℎ"# gives the mean depth for the %&th trial. E/ is the fixed slope for the elevation effect, 

and ?UJGSO%VT" gives the elevation condition for the %th participant (coded as a sum contrast). All 

subsequent terms are interactions between these fixed effects, except J"#, which is the residual error term. All 

continuous predictors were mean-centered. In R (lme4), this model can be written as: [	~	RJST	NJ)Oℎ ∗

HIJKL%MJ ∗ ?UJGSO%VT ∗ NJ)OℎQ99KJO +	(1 + HIJKL%MJ|HSIO%^%)STO) 	+	(1 + HIJKL%MJ +

NJ)OℎQ99KJO|ZO%MBUBK). 
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The model for the interval depth judgement is the same, but with an identity link function. The 

models for Experiment 1 and 2 data are the same, with two exceptions: in Experiment 2, elevation varies 

within participants, and an additional stereo condition term is added. Fixed effect estimates are reported in 

full in the main text, and random effects can be found in Appendix J.  

5.2.2    Results 

 Participants whose ordinal response accuracy was significantly below chance (binomial test against 

50%, p < .05), or whose interval response error rate significantly exceeded the expected error rate produced 

by uniformly random responding (one-way paired-sample t-test, p < .05), were removed. In total, 9 

participants (8.33%) were removed from the sample this way. To clean the data further, all trials with 

response times >15 secs, and <1 sec were removed. These trials surprisingly comprised 0% of the remaining 

dataset.  

Ordinal Depth Results 

First, we examined whether ordinal depth discrimination is better predicted when the depth offsets 

are modelled as either (i) the absolute depth difference between the two probes, or (ii) the depth ratio 

between the two probes (see Figure 5.3A). We found that model fit was better when depth offsets are ratio-

coded (AIC = 14113 versus AIC = 14121), indicating that depth sensitivity scales with distance, consistent 

with Weber’s law. Note that the farther depth is always the denominator in the ratio, such that the value is 

bounded between 0 and 1. Smaller ratios correspond to larger depth offsets. (From here on, references to 

depth offset are interchangeable with depth ratio).  

Full results of the GLMM fixed effect estimates are reported in Table 5.1. Further analyses of the 

model fit (comparison of predicted versus observed data) are reported in Appendix J. Ordinal depth 

discrimination was significantly better when the probes had different elevations (E	= .628, CI = [.444   .811], 

Z = 6.699). Discrimination also improved as presentation duration increased (E = .351, CI = [.288   .414], Z 

= 10.908), and as the magnitude of the depth offset between the probes increased (E = -.413, CI = [-.568   

-.259], Z = -5.236). 
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Table 5.1. Experiment 1 Ordinal Depth Fixed Effect Parameter Estimates 

  Logit SE Wald 95% CI Z R2 

Mean Depth .027 .033 [-0.038   0.093] .825 .0002 

Elevation (Same vs Variable) .628 .094 [0.444   0.811] 6.699*** .0199 

Presentation Duration (PresTime) .351 .032 [0.288   0.414] 10.908*** .0249 

Depth Offset -.413 .079 [-0.568   -0.259] -5.236*** .0345 

Mean Depth x Elevation .034 .058 [-0.079   0.148] .597 .0001 

Mean Depth x PresTime -.027 .023 [-0.071   0.018] -1.185 .0001 

Elevation x PresTime -.081 .061 [-0.2   0.037] -1.343 .0003 

Mean Depth x Depth Offset -.089 .035 [-0.158   -0.02] -2.516* .0016 

Elevation x Depth Offset .173 .056 [0.063   0.284] 3.071** .0015 

PresTime x Depth Offset -.127 .022 [-0.171   -0.083] -5.670*** .0033 

Mean Depth x Elevation x PresTime -.073 .044 [-0.159   0.014] -1.648 .0003 

Mean Depth x Elevation x Depth Offset -.262 .063 [-0.385   -0.139] -4.175*** .0035 

Mean Depth x PresTime x Depth Offset .008 .022 [-0.036   0.053] .377 .0000 

Elevation x PresTime x Depth Offset .084 .044 [-0.002   0.17] 1.911 .0004 

Mean Depth x Elevation x PresTime x Depth Offset .012 .044 [-0.075   0.099] .268 .0000 

Note: * p < .05 ** p < .01 *** p < .001 
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To find the time-point at which ratio responses exceeded chance, we compared performance against 

chance at each presentation duration (using Bonferroni-corrected LMMs with participant and stimulus 

intercepts as the only random effects, see Appendix J). All effects were significant (t > 4.880, p < .001), 

indicating that ordinal responses exceeded chance within approx. 17 msecs (see Figure 5.3B).  

The effect of depth offset increased as presentation duration increased (interaction between duration 

and depth offset: ! = -.127, CI = [-.171   -.083], Z = 5.670, see Figure 5.3B). There was also a significant 

interaction between mean depth and depth offset (! = -.081, CI = [-.200   -.037], Z = -2.516, see Figure 

5.3C), and elevation and depth offset (! = .173, CI = [.063   .284], Z = 3.071, see Figure 5.3B). Both these 

interactions were qualified by a three-way interaction between mean depth, elevation, and depth offset (! = 

-.262, CI = [-.385   -.139], Z = -4.175, see Figure 5.3C and 5.3D). To understand this three-way interaction, 

we plot response accuracy as a function of mean depth and depth offset, separately for the two elevation 

conditions (Figure 5.3C and 5.3D). For the same-elevation condition (Figure 5.3C), the effect of depth offset 

did not vary with mean depth. By contrast, for the variable-elevation condition (Figure 5.3D), the effect of 

depth offset varied substantially with mean depth. This pattern of results is predicted by a simple elevation 

model that judges higher image locations as further (green lines, Figure 5.3D). Details of this model are 

discussed below. All other effects were non-significant (Z < 1.96).  
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Figure 5.3. Ordinal depth discrimination results from Experiment 1. (A) Distribution of sampled depth 

differences, coded as absolute depth offsets (blue), and depth ratios (green). (B) Depth discrimination as a 

function of depth difference (median split) and elevation. (C) Depth discrimination for the same-elevation 

condition, split by mean depth and depth difference. (D) Depth discrimination for the variable-elevation 

condition, split by mean depth and depth difference. The behaviour of a ‘higher = further’ elevation model is 

also plotted for comparison (cyan, see below for details). All error bars represent ±1 standard error.  
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We found that model fit is superior when depth offsets are ratio-coded (AIC = 20518), compared to 

when they are coded as absolute depth differences (AIC = 20543). This result is consistent with the ordinal 

depth results, indicating that both response variables scale with distance.  

Full results of the GLMM fixed effect estimates are reported in Table 5.2. Further analyses of the 

model fit (comparison of predicted versus observed data) are reported in Appendix J. As expected, ratio 

responses varied as a function of the depth offset (! = .178, CI = [0.148   0.209], t = 11.426), demonstrating 

that participants understood and were able to perform the task. In the LMM, the effect of other variables on 

the accuracy of ratio judgements can be interpreted from the interactions with the depth offset variable. If 

predictors significantly affect task performance, they should modulate the slope that describe the relationship 

between participant ratio responses, and the ground-truth ratios (i.e., ground-truth depth offset). An increase 

in this slope corresponds to an improvement in performance. Only the fixed effects involving the depth offset 

variable are reported here (see full results, see Table 5.2), since these effects represent variability in task 

performance. (It is also possible for performance to improve via an increased correlation between responses 

and ground-truth, with a constant slope, i.e., an increase in response consistency. Interested readers can refer 

to the R2 values in 5.1 to 5.4. Overall, larger slopes tend to produce larger R2 values). 
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Table 5.2. Experiment 1 Ratio Depth Fixed Effect Parameter Estimates 

  ! SE Wald 95% CI df t R2 

Mean Depth .027 .012 [0.003   0.051] 620.415 2.225* .0004 

Elevation (Same vs Variable) -.134 .095 [-0.321   0.053] 85.565 -1.408 .0052 

Presentation Duration (PresTime) -.033 .015 [-0.062   -0.004] 77.746 -2.211* .0006 

Depth Offset .178 .016 [0.148   0.209] 61.054 11.426*** .0305 

Mean Depth x Elevation .022 .023 [-0.024   0.067] 1171.643 .936 .0002 

Mean Depth x PresTime .006 .010 [-0.014   0.026] 1776.633 .623 .0000 

Elevation x PresTime .040 .029 [-0.016   0.096] 81.943 1.385 .0004 

Mean Depth x Depth Offset .013 .012 [-0.011   0.037] 432.899 1.037 .0001 

Elevation x Depth Offset .008 .023 [-0.037   0.052] 1329.537 .335 .0001 

PresTime x Depth Offset .061 .010 [0.041   0.081] 1697.654 6.014*** .0031 

Mean Depth x Elevation x PresTime .046 .020 [0.007   0.086] 3112.699 2.294* .0004 

Mean Depth x Elevation x Depth Offset  .066 .024 [0.018   0.113] 600.719 2.728** .0017 

Mean Depth x PresTime x Depth Offset  -.020 .010 [-0.039   0] 2481.426 -1.960 .0006 

Elevation x PresTime x Depth Offset  -.012 .020 [-0.052   0.027] 4375.753 -.613 .0000 

Mean Depth x Elevation x PresTime x Depth Offset -.005 .020 [-0.044   0.034] 3381.837 -.248 .0000 

Note: * p < .05 ** p < .01 *** p < .001 



Ordinal and Ratio Depth Estimation  

 137 

To examine the time-point at which ratio responses exceeded chance, we tested the effect of depth 

offset at each presentation duration (using a Bonferroni-corrected LMM with participant and stimulus 

intercepts as the only random effects, see Appendix J). All effects were significant (t > 4.327, p < .001), 

indicating that ratio responses exceeded chance within approx. 17 msecs (see Figure 5.4B).  

  Performance improved as presentation duration increased (interaction between depth offset and 

presentation time: ! = .061, CI = [0.041   0.081], t = 6.014, see Figure 5.4A & 5.4B). There was also a 

significant three-way interaction between mean depth, elevation, and depth offset (! = .066, CI = [0.018   

0.113], t = 2.728). This effect is characterized by a cross-over between same-elevation and variable-elevation 

performance with mean depth (see Figure 5.4C). As mean depth increases, same-elevation performance 

decreases, but variable-elevation performance increases. Note that this pattern is partly observed in a model 

that always judges the higher probe as further (see Figure 5.4C, cyan). Finally, as mean depth increased, the 

effect of presentation time modestly decreased (interaction between mean depth and presentation time: ! = 

-.020, CI = [.039   .000], t = -1.96, see Figure 5.4D). All other accuracy-related effects were non-significant 

(t < 1.96). 

 

 

Figure 5.4. Depth ratio results from Experiment 1. (A) Scatter plots show the human ratio responses as a 

function of ground-truth depth ratios, across each presentation duration. Each point represents participant-

averaged responses to a single image. The dark red line represents the regression slope. (B) The gain in 

performance as a function of presentation time (see A). (C) The effect of elevation condition as a function of 

mean depth. A simple ‘higher = further’ elevation model (cyan) is plotted alongside for comparison (for 
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details on the elevation model, see below). (D) Performance as a function of presentation time and mean 

depth. All error bars represent ±1 standard error. 

 

5.2.3    Discussion 

In Experiment 1, we investigated the time-course of ordinal and ratio depth responses as a function 

of mean depth, depth offset, and elevation cues. We found that, following approx. 17 msecs of image 

exposure with backward masking, human observers achieved above-chance estimation of ordinal and ratio 

depth. Performance in both tasks improved monotonically as presentation duration increased.  

Ordinal and ratio depth judgements were both sensitive to the magnitude of the depth offset: larger 

offsets were easier to discriminate and generated smaller ratio responses. Since observers were also sensitive 

to the relative elevation of the probe pairs, it is plausible that this effect is explained by angular separation 

cues (i.e., two-dimensional probe distance – the effect of depth offset cannot be strictly attributed to vertical 

probe distance since depth offset also predicts same-elevation performance). In the SYNS database, the 

greater the angular separation, the greater the likelihood that two points will correspond to different objects 

that occupy different depths (see Appendix N). Adding an angular separation term to the existing GLMM 

and LMM models described above improves model fit for ratio judgements (∆$! (1) = 44.15, p < .001), but 

not ordinal judgements (∆$! (1) = 2.85, p = .092). This suggests that observers were partially sensitive to 

angular separation cues. Still, in both models, controlling for angular separation had no effect on the 

statistical significance of any other term, including the effect of depth offset. Hence, neither ordinal nor ratio 

responses are explained simply by angular separation. 

Mean depth had a mixed effect on depth estimation. For ordinal judgements, mean depth had little 

effect when elevation cues were unavailable. However, when elevation cues were available, observers’ 

responses were consistent with a simple elevation model that always judges higher probes as further (see 

Figure 5.3C and 5.3D). This ‘higher = further’ model predicted the observed variation in performance across 

the mean depths.  

Overall, elevation information provided a strong performance advantage for ordinal responses but 

had little effect on performance in the ratio task. This is interesting since there is a strong correlation between 

vertical probe separation (i.e., elevation difference) and depth offset in real-world scenes (see Appendix M). 

Human observers did not exploit this information to assist with ratio depth estimation (see Appendix N). The 

role of elevation cues in ordinal and ratio depth estimation are tested more extensively in the modelling 

Section below.  

Experiment 1 was conducted online owing to UK social distancing restrictions during the COVID19 

pandemic. Achieving precise experimental control over stimulus timing across a range of machines running 
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different operating systems, browsers, etc. is highly challenging. Although we took several measures to 

ensure that stimuli were presented, and masked at the requested intervals (e.g., synchronizing presentation 

times with the recorded refresh rate, using the jspsych-psychophysics javascript plug-in, asking observers to 

close all other windows/programs, etc.), timing precision cannot be guaranteed. Consequently, in a period 

when social distancing restrictions were relaxed, we conducted a small-scale version of this experiment in 

the lab. We also took this opportunity to use a mirror stereoscope and dual-monitor set-up to test the 

contribution of binocular disparity cues on ordinal and ratio depth estimation.  

5.3 Experiment 2 

5.3.1    Method 

Participants 

Four naïve postgraduate students (1 male, mean age: 28.50, std age: 4.80) were recruited as 

volunteers from the University of Southampton psychology department. To mitigate the difficulty of 

modelling fixed effects with a limited sample size, each participant completed a large number of trials 

(1,500) over three or more separate days. On average, the experiment lasted ~7 hours. Informed consent was 

obtained prior to experimentation, and ethical approval was acquired from the Research Governance Office, 

University of Southampton. 

Materials 

  We repeated the stimulus generation procedure described in Experiment 1, for a larger sample of 1,500 

images (750 per elevation condition).  

Stimuli were presented on a dual-monitor display (two 32-inch, 2560 x 1440 pixel, 75-Hz, ASUS 

PB328Q monitors) via a single-bounce Wheatstone mirror stereoscope at an effective viewing distance of 

83.5 cm. Stimuli subtended 31.12 x 22.36 degrees of visual angle – a scale that matched real-world viewing 

conditions (Adams et al., 2016). Note that stimuli in Experiment 1 were cropped by 20%, but uncropped 

versions were used in Experiment 2 (since viewing distance was held constant).  

The experiment was programmed in MATLAB with psychtoolbox. The refresh rate of the monitors 

was set at 60 Hz, to match the mode refresh rate of the machines used in Experiment 1. 

Design & Procedure 

The experimental design matched Experiment 1, with two exceptions: (i) elevation was a within-

participants manipulation, and (ii) binocular disparity was also manipulated within participants. The disparity 

manipulation had two levels: monoscopic presentation, where each eye viewed the same image, and 

stereoscopic presentation, where the left and right eyes each saw the corresponding image of the stereo pair.  
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The task procedure was as described in Experiment 1, with the following modifications for stereo 

viewing: the probes were presented to one eye. Also, the disparity of the fixation cross matched the disparity 

of the centre of the target image. This ensured that participants could fuse the region of the image at fixation 

without any corrective vergence eye movements. Masks were generated from stereo pairs, so that they 

contained a range of disparities, to provide more effective depth-masking. For monoscopic stimuli, the 

disparity-defined depth of the entire image was matched to the depth of the fixation point in the stereoscopic 

conditions. Hence, the disparity-defined depth of the fixation point and centre of the target image was 

constant across mono and stereo conditions. 

Task instructions were exactly the same as in Experiment 1. There were 1500 trials in total, and trials 

were split into 75 equally sized 20-trial blocks. Participants were encouraged to take a short break between 

blocks. Trial order was randomized between participants 

Statistical Analyses 

As in Experiment 1, ordinal responses were modelled using generalized linear mixed models 

(GLMMs), and ratio responses were modelled using linear mixed models (LMMs). To facilitate the 

comparison of results, the random structure of these models was the same as Experiment 1. In fact, the only 

difference between the two sets of models is that we include an additional fixed effect of stereo condition in 

Experiment 2. For the regression equation, see Experiment 1 Methods. 

5.3.2    Results 

Participants whose ordinal response accuracy was significantly below chance (binomial test against 

50%, p < .05), or whose interval response error rate significantly exceeded the expected error rate produced 

by uniformly random responding (one-way paired-sample t-test, p < .05), were removed. In total, zero 

participants met these criteria. To clean the data further, all trials with response times >15 secs, and <1 sec 

were removed. These trials comprised 2.6% of the dataset. 

Given the extended duration of Experiment 2, we tested whether there was a strong practice or fatigue 

effect as the experiment progressed. To this end, we regressed proportion correct (averaged across the four 

participants), on trial number (coded such that 0 = start, and 1 = end). This revealed a small practice effect: 

as the experiment progressed, participants improved by a small but significant margin (!	= .044, CI = 

[.005   .083], F = 4.85, r2 = .003). We also regressed mean absolute error (in the interval judgement) on trial 

number, and revealed a non-significant practice/fatigue effect (!	= -.008, CI = [-.027   .010], F = .76, r2 

= .0005). These analyses collectively demonstrate that performance varied little between the start and end of 

the experiment.
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Ordinal Depth Results  

 As in experiment 1, we found that ordinal depth discrimination is better modelled using depth ratios, 

relative to absolute depth offsets (AIC = 6287 versus AIC = 6311).  

 Full results of the GLMM fixed effect estimates are reported in Table 5.3. Further analyses of the 

model fit (comparison of predicted versus observed data) are reported in Appendix J. We largely replicated 

the results from Experiment 1: Ordinal depth discrimination improved when the probes differed in elevation 

(!	= .523, CI = [.387   .660], Z = 7.507). Discrimination improved as a function of presentation duration (! 

= .364, CI = [.222   .506], Z = 5.021), and with increasing depth offset between the probes (!  = -.608, CI = 

[-.717   -.499], Z = -10.945). In addition, performance was significantly better in the stereo condition, 

compared to the mono condition (! = .286, CI = [.156   .416], Z = 4.318; see Figure 5.5A). 
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Table 5.3. Experiment 2 Ordinal Depth Fixed Effect Parameter Estimates 

  logit SE Wald 95% CI Z R2 

Mean Depth -.012 .037 [-0.085   0.061] -.317 .0000 

Elevation .523 .070 [0.387   0.66] 7.507*** .0154 

Stereo .286 .066 [0.156   0.416] 4.318*** .0046 

PresTime .364 .072 [0.222   0.506] 5.021*** .0298 

Depth Offset -.608 .056 [-0.717   -0.499] -10.945*** .0833 

Mean Depth x Elevation .136 .070 [-0.001   0.273] 1.952 .0010 

Mean Depth x Stereo -.055 .067 [-0.186   0.076] -.822 .0002 

Elevation x Stereo .055 .132 [-0.204   0.314] .416 .0000 

Mean Depth x PresTime -.050 .034 [-0.117   0.017] -1.459 .0006 

Elevation x PresTime -.204 .067 [-0.335   -0.073] -3.055** .0023 

Stereo x PresTime .081 .066 [-0.049   0.212] 1.226 .0004 

Mean Depth x Depth Offset -.066 .036 [-0.136   0.004] -1.839 .0010 

Elevation x Depth Offset .029 .068 [-0.105   0.163] .425 .0000 

Stereo x Depth Offset .011 .065 [-0.116   0.137] .168 .0000 

PresTime x Depth Offset -.233 .035 [-0.301   -0.165] -6.668*** .0123 

Mean Depth x Elevation x Stereo .065 .134 [-0.197   0.327] .489 .0001 

Mean Depth x Elevation x PresTime -.065 .068 [-0.197   0.068] -.955 .0002 

Mean Depth x Stereo x PresTime -.059 .067 [-0.191   0.073] -.876 .0002 

Elevation x Stereo x PresTime -.224 .133 [-0.484   0.035] -1.692 .0007 
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Mean Depth x Elevation x Depth Offset -.265 .068 [-0.398   -0.131] -3.877*** .0040 

Mean Depth x Stereo x Depth Offset -.005 .065 [-0.134   0.123] -.080 .0000 

Elevation x Stereo x Depth Offset -.045 .129 [-0.298   0.207] -.352 .0000 

Mean Depth x PresTime x Depth Offset -.026 .033 [-0.091   0.039] -.782 .0002 

Elevation x PresTime x Depth Offset .181 .065 [0.053   0.309] 2.766** .0018 

Stereo x PresTime x Depth Offset .051 .065 [-0.076   0.178] .789 .0001 

Mean Depth x Elevation x Stereo x PresTime .090 .134 [-0.173   0.353] .672 .0001 

Mean Depth x Elevation x Stereo x Depth Offset .085 .130 [-0.171   0.34] .651 .0001 

Mean Depth x Elevation x PresTime x Depth Offset -.011 .066 [-0.141   0.119] -.167 .0000 

Mean Depth x Stereo x PresTime x Depth Offset .121 .066 [-0.008   0.249] 1.832 .0008 

Elevation x Stereo x PresTime x Depth Offset -.066 .130 [-0.321   0.188] -.510 .0001 

Mean Depth x Elevation x Stereo x PresTime x Depth Offset .054 .132 [-0.204   0.311] .407 .0000 

Note: * p < .05 ** p < .01 *** p < .001 
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As in Experiment 1, ordinal responses exceeded chance within approx. 17 msecs (all presentation 

times were significant; t > 7.17, p < .001, see Figure 5.5A, see also Appendix J for full break-down of post-

hocs). As before, the effect of depth offset increased over time (interaction between presentation duration 

and depth offset:	# = -.233, CI = [-.301   -.165], Z = -6.668, see Figure 5.5B). Elevation cues contributed 

more to performance for shorter durations (interaction between presentation time and elevation: # = -.204, 

CI = [-.335 -.073], Z = -3.055, Figure 5.5B). However, both these interactions were qualified by a three-way 

interaction between elevation, presentation time, and depth offset (# = -.204, CI = [-.335 -.073], Z = -3.055). 

Figure 5.5B reveals the nature of this interaction: the difference between the same-elevation (blue) and 

variable-elevation (black) conditions decreases for larger depth offsets (solid lines), at longer presentation 

times (compared to shorter presentation times).  

As in Experiment 1, we found a significant three-way interaction between mean depth, depth offset, 

and elevation (# = -.265, CI = [-.398   -.131], Z = -3.877). To understand this interaction, we plot response 

accuracy as a function of mean depth and depth offset for both elevation conditions (see Figure 5.5C and 

5.5D). For the same-elevation condition (Figure 5.5C), the effect of depth offset varied little with mean 

depth. In contrast, for the variable-elevation condition (Figure 5.5D), the effect of depth offset varied 

substantially with mean depth. This pattern of results is predicted by a simple model that encodes image 

elevation cues (see Figure 5.5D). Details of this model are discussed below. All other effects were non-

significant (Z < 1.96).  
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Figure 5.5. Experiment 2: ordinal depth discrimination. (A) Performance as a function of presentation 

duration and stereo condition. (B) Performance as a function of depth difference (median split) and elevation. 

(C) Depth discrimination for the same-elevation condition, split by mean depth and depth difference. (D) 

Depth discrimination for the variable-elevation condition, split by mean depth and depth difference. (C) 

Performance improves for larger depth offsets, but the effect of mean depth varies non-monotonically. 

Human data are plotted alongside a ‘higher = further’ elevation model (see below for details). All error bars 

represent ±1 standard error.  
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We found that model fit is superior when depth offsets are ratio-coded (AIC = 10010), compared to 

when they are coded as absolute depth differences (AIC = 10059).  

Full results of the GLMM fixed effect estimates are reported in Table 5.4. Further analyses of the 

model fit (comparison of predicted versus observed data) are reported in Appendix J. As expected, ratio 

responses varied as a function of the depth offset (# = .410, CI = [0.374   0.446], t = 22.097). Only the fixed 

effects involving the depth offset variable are reported below (but see Table 5.4). Ratio responses exceeded 

chance within approx. 17 msecs (see Figure 5.6B), as evidenced by a Bonferroni-corrected LMM with 

participant and stimulus intercepts as the only random effects. Effects were significant at all time points (see 

Appendix J, t > 8.839, p < .001).  
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Table 5.4. Experiment 2 Ratio Depth Fixed Effect Parameter Estimates 

  ! SE Wald 95% CI df t R 

Mean Depth -.028 .014 [-0.055   -0.002] 1737.563 -2.079* .0029 

Elevation -.479 .026 [-0.531   -0.427] 3035.603 -18.091*** .0550 

Stereo -.115 .025 [-0.164   -0.066] 3993.859 -4.564*** .0030 

PresTime -.163 .056 [-0.273   -0.052] 3.043 -2.890 .0250 

Depth Offset .410 .019 [0.374   0.446] 63.305 22.097*** .1684 

Mean Depth x Elevation -.085 .026 [-0.136   -0.034] 3156.620 -3.247** .0038 

Mean Depth x Stereo -.012 .025 [-0.062   0.037] 4011.695 -.491 .0001 

Elevation x Stereo .004 .050 [-0.095   0.103] 3997.761 .085 .0000 

Mean Depth x PresTime .012 .013 [-0.013   0.037] 2591.859 .932 .0000 

Elevation x PresTime .057 .025 [0.007   0.106] 3121.824 2.233* .0005 

Stereo x PresTime -.034 .025 [-0.084   0.015] 4007.800 -1.349 .0002 

Mean Depth x Depth Offset -.002 .013 [-0.029   0.024] 2354.846 -.176 .0000 

Elevation x Depth Offset .125 .026 [0.073   0.177] 3277.624 4.740*** .0054 

Stereo x Depth Offset .015 .025 [-0.034   0.065] 3992.166 .604 .0004 

PresTime x Depth Offset .092 .013 [0.067   0.118] 2808.477 7.247*** .0046 

Mean Depth x Elevation x Stereo .031 .050 [-0.068   0.129] 4002.736 .609 .0001 

Mean Depth x Elevation x PresTime -.056 .025 [-0.106   -0.007] 3655.971 -2.229* .0009 

Mean Depth x Stereo x PresTime .010 .025 [-0.04   0.059] 4005.685 .388 .0000 

Elevation x Stereo x PresTime -.044 .050 [-0.143   0.055] 3999.934 -.874 .0002 
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Mean Depth x Elevation x Depth Offset .015 .026 [-0.036   0.066] 2982.543 .588 .0001 

Mean Depth x Stereo x Depth Offset .022 .025 [-0.028   0.071] 3990.797 .864 -.0001 

Elevation x Stereo x Depth Offset -.063 .050 [-0.162   0.036] 3991.108 -1.255 .0001 

Mean Depth x PresTime x Depth Offset -.029 .013 [-0.054   -0.004] 3551.296 -2.285* .0010 

Elevation x PresTime x Depth Offset -.084 .025 [-0.134   -0.035] 3815.866 -3.336*** .0019 

Stereo x PresTime x Depth Offset .030 .025 [-0.02   0.079] 3992.202 1.181 .0007 

Mean Depth x Elevation x Stereo x PresTime .053 .050 [-0.046   0.151] 3992.740 1.050 .0002 

Mean Depth x Elevation x Stereo x Depth Offset .079 .050 [-0.019   0.178] 3954.642 1.585 .0007 

Mean Depth x Elevation x PresTime x Depth Offset .035 .025 [-0.015   0.084] 3769.805 1.381 .0001 

Mean Depth x Stereo x PresTime x Depth Offset .046 .025 [-0.003   0.095] 3987.789 1.828 .0005 

Elevation x Stereo x PresTime x Depth Offset .078 .051 [-0.021   0.177] 3978.541 1.544 .0000 

Mean Depth x Elevation x Stereo x PresTime x Depth Offset -.030 .050 [-0.129   0.069] 3980.612 -.595 -.0001 

Note: * p < .05 ** p < .01 *** p < .001 
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Figure 5.6. Depth ratio results from Experiment 2. (A) Scatter plots show the variation in human ratio 

responses as a function of ground-truth depth ratios, across each presentation duration. Each point represents 

participant-averaged responses to a single image. The dark red line represents regression slope. (B) Gain in 

performance as a function of presentation time (see A). (C) Performance of humans and a simple elevation 

model (for details see below) as a function of mean depth and elevation condition. (D) Performance as a 

function of presentation time and mean depth. Overall trends are highly similar to Experiment 1. All error 

bars represent ±1 standard error. 

 

As in Experiment 1, performance improved with presentation time (interaction between presentation 

time and depth offset:	$ = .092, CI = [0.067   0.118], t = 7.247, see Figure 5.6A). Performance also improved 

in the variable-elevation condition (interaction between elevation and depth offset: $ = .125, CI = [0.073   

0.177], t = 4.740, see Figure 5.6B). However, this effect was qualified by a three-way interaction between 

elevation, presentation time, and depth offset ($ = -.084, CI = [-0.134   -0.035], t = -3.335). Figure 5.6B 

reveals that the effect of presentation time is greater in the variable-elevation condition than the same-

elevation condition: performance in the same-elevation condition equalled variable-elevation performance at 

longer presentations. Finally, we found a significant three-way interaction between mean depth, presentation 

time, and depth offset ($ = -.029, CI = [-0.054   -0.004], t = -2.285). As in experiment 1, this effect was 

characterized by a reduction in the effect of presentation time on performance at larger mean depths (see 

Figure 5.6D).  
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Although there was a significant effect of disparity cues on ratio depth judgements ($ = -.115, CI = 

[-0.164   -0.066], t = -4.564), this effect did not interact with the depth offset variable. Hence, stereo did not 

significantly affect response accuracy, but rather biased responses towards lower depth ratios (see Appendix 

K). All other performance-related effects were non-significant (t < 1.96). 

5.3.1    Discussion 

Experiment 2 replicated the results of Experiment 1, with a more controlled experimental 

environment. In both experiments, ordinal and ratio depth estimation exceeded chance within approx. 17 

msecs. Observers were sensitive to the magnitude of the depth offset and responses varied with elevation and 

mean depth in a pattern that was predicted by probe height in the image. As in Experiment 1, we tested 

whether the effect of depth offset is explained by the angular separation between probe pairs (i.e., two-

dimensional probe distance – the effect of depth offset cannot be strictly attributed to vertical probe distance 

since depth offset also predicts same-elevation performance). Adding an angular separation term to the 

existing GLMM and LMM models described above improves model fit for ratio judgements (∆&! (1) = 

23.69, p < .001), and ordinal judgements (∆&! (1) = 4.71, p = .030). However, in both models, controlling 

for angular separation has no effect on the statistical significance of any other term, including the effect of 

depth offset. Hence, neither ordinal nor interval responses are explained simply by angular separation. 

Disparity cues significantly improved ordinal depth discrimination, even at the shortest presentation 

time (approx. 17 msecs). Yet, surprisingly, ratio depth judgements did not benefit from disparity cues.  

One notable difference between the two experiments was that elevation cues provided a significant 

advantage in ratio judgements in Experiment 2, but not Experiment 1. However, owing to the random 

selection of probe locations, the ground-truth depth ratio for images in Experiment 2 had a stronger 

correlation with pixel-wise elevation difference (r = .254) than in Experiment 1 (r = .172). Hence, this may 

simply reflect the fact that elevation cues were more diagnostic of probe depth in Experiment 2.  

 Thus far, we have characterized how ordinal and ratio depth perception varies over time as a function 

of the availability of depth cues including disparity and elevation. Our analyses highlight the importance of 

elevation as a depth cue. In the next Section, we extend our investigation of real-world depth estimation by 

modelling the contribution of elevation information, along with several other low-level and high-level cues.  

5.4 Modelling Ordinal and Ratio Depth Judgements 

To predict human ordinal and ratio depth responses, we built six simple models: three elevation 

models (each encoding elevation at a different resolution), a low-level k-nearest-neighbor model that predicts 

depth based on local luminance and chromaticity statistics, a low level model that encodes global image 

features (GIST), and a high-level semantic segmentation model, which specifies figure-ground boundaries, 

and predicts depth discontinuities at object boundaries by using learned priors from natural scene statistics. 
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Given that behaviour is highly consistent between Experiment 1 and Experiment 2, predictions are tested on 

data pooled over both experiments (see Appendix L for the results split by experiment – note that model 

performance is similar for both experiments). 

5.4.1    Models 

Elevation Models  

Under conditions of sensory noise and/ or ambiguity, an ideal observer exploits learned knowledge 

of natural scene statistics to estimate scene depth (Geisler, 2008). For elevation cues, this prior can be 

expressed as the average scene depth as a function of elevation. Averaging over multiple depth maps 

demonstrates that depth is invariant to azimuth (Figure 5.7A), but varies systematically as a function of 

elevation: depth increases monotonically up to the horizon, but then decreases, owing to overhanging 

structures like leaf canopies (Figure 5.7B). We examined whether humans use elevation cues by invoking the 

average depth of real-world scenes (in the SYNS database), or by employing an even simpler 

‘higher=further’ strategy: the simplest heuristic for predicting depth from elevation is a linear model: depth 

increases as a linear function of height in the image (blue dashed line, Figure 5.7B).  

Elevation is far from a perfect predictor of depth (see standard deviations in Figure 5.7B). Some of 

this variability is associated with global descriptors of scene structure. The three-dimensional spatial 

structure of real-world scenes can be described using spatial envelope dimensions (openness, mean depth, 

roughness, etc; Oliva & Torralba, 2001), or discrete spatial structure categories (e.g., flat, closed off, 

Cluttered, Anderson et al., 2021). Here, we use spatial structure category labels derived in Anderson et al. 

(2021), and show that the relationship between elevation and depth differs between these categories (see 

Figure 5.7C). For example, depth changes minimally as a function of elevation in the closed off category but 

increases substantially below the horizon in the flat category. If humans exploit spatial structure information, 

the spatial structure model should perform better than the either the average depth map model or the 

higher=further model.  
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Figure 5.7. Elevation predicts scene depth. (A) A composite depth map constructed by computing pixelwise 

averages over all LiDAR depth maps (Adams et al., 2016). (B) Averaging across the horizonal/azimuth 

dimension gives mean depth as a function of elevation. Shaded error bars represent ±1 standard deviation 

across scenes. A simpler linear model, fitted to the average depth profile, is shown in blue. (C) Images were 

grouped by spatial structure categories (see Anderson et al., 2021), and depth profiles were computed for 

each category separately. Images below each plot show examples from each spatial structure category. 

Shaded error bars represent ±1 standard deviation.  

 

Low-Level Image Cues  

Many low-level image cues contribute to human depth perception. Here, we focus on two cues: the 

intensity and local contrast in image luminance and chromaticity, and image energy spectra (GIST).  

Depth discontinuities tend to occur with changes in local luminance and colour (Su et al., 2013), and 

atmospheric perspective reduces luminance contrast and colour contrast as depth increases (Rohaly & 
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Wilson, 1999). In addition, brighter image regions tend to be nearer than darker regions (Cooper & Norcia, 

2014), and ‘warm’ colours appear nearer than ‘cool’ colours (Bailey et al., 2006). To model the contribution 

of intensity and local contrast, we built a simple K-nearest-neighbour (KNN) model.  

There are 80 outdoor scenes in the SYNS database, and each scene contains 18 RGB stereo pairs 

with coregistered ground-truth LiDAR range data (Adams et al., 2016). Images were first transformed into 

l*a*b* colour-space. For training, ~200 locations were randomly sampled from every valid scene-view 

combination (~252,600 locations in total). Each location consisted of a square image patch that 

subtended .78º (equal in size to the region within the probe crosshairs). For each patch, the root-mean-

squared (RMS) contrast was computed for the l*, a*, and b* dimensions separately. Mean depth, and mean 

l*, a*, and b* intensity values were also computed from the patch. The three intensity dimensions, three 

contrast dimensions, and single depth dimension, define a 7-dimensional feature space. If local 

intensity/contrast is a reliable predictor of scene depth, neighboring points in the intensity/contrast 

dimensions should correspond to similar depth values. The depth of a single test patch was estimated by 

computing the local intensity/contrast, and finding the k nearest points in the training data (using the 

intensity/contrast dimensions). Each of these ' points have an associated depth, and averaging over these 

depths gives the predicted depth for the test data. The optimal value of ' was determined using a grid search 

spanning 10-300 samples (by minimizing the mean squared error). The optimal value of ' was ~40.  

Since global energy spectra are predictive of average depth in real-world scenes (e.g., Torralba & 

Oliva, 2002), we also tested the hypothesis that the relative depth of the two probes is estimated from the 

energy spectra in their surrounding image regions. To build a training dataset, ~200 random locations were 

randomly sampled from every scene and view in the SYNS database. At every location, we took a square 

patch 7.84º across (determined via cross-validation) and computed the GIST vector. GIST is a low-

dimensional representation of the energy spectrum across a small number of orientations and spatial scales 

(Oliva & Torralba, 2001). The computed GIST vector has 32 dimensions, representing the energy at 8 

orientations and 4 spatial scales. The corresponding depth at each location was assigned as the mean depth 

(from LiDAR) over the same region of space. The training data contained ~252,600 GIST vectors (approx. 

200 locations per scene x view). The depth of a single test location was estimated by computing the local 

GIST, and finding the k nearest GIST-vectors in the training data. Each of these ' vectors have an associated 

depth, and averaging over these depths gives the predicted depth for the test data. Cross-validation on an 

independent test set determined that the optimal ' was ~10. 

High-Level Semantic Segmentation Cues  

Different objects occupy different locations in three-dimensional space. Therefore, object boundaries 

are typically accompanied by depth discontinuities. To examine the extent to which, for briefly presented 

images, humans exploit semantic segmentation information to estimate scene depth, we first derived 
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semantic labels using the Swin-L Transformer (Liu et al., 2021) – a state-of-the-art (at the time of writing) 

segmentation model trained on the ADE-20K database (Zhou et al., 2019). The ADE-20K database contains 

a large number of human-annotated real-world images sampled from various scene categories, many of 

which are also in the SYNS database (e.g., street, forest, road, and open country scenes). Swin-L has 150 

object classes. Classes absent in the SYNS database were removed (e.g., mountain and swimming pool), and 

some classes were merged on the basis that they could be applied to the same object interchangably (e.g., 

house and building). This resulted in 56 classes, which are presented in Figure 5.8A. Example segmentation 

maps are presented in Figure 5.8B. 
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Figure 5.8. Segmentation labels can assist with depth estimation within and between segmentation 

boundaries. (A) All the object classes used to label SYNS images, ordered by frequency (in labelled pixels). 

(B) Example segmentation maps. Segmentation boundaries are indicated by changes in hue. (C) Model-

estimated depth maps (top) and ground-truth depth maps (bottom). Lighter colours represent further 

distances.  
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The relationship between depth and semantics can be quantified in various ways, and the model we 

describe here is just one of many possible implementations. Our model estimates depth in three stages: (i) 

first the ground-plane is segmented (e.g., floor, grass, sidewalk), and its depth is ‘filled in’ using the ground-

plane depth profile. This stage is, in essence, the same as the elevation model, but restricted to the ground-

plane regions. (ii) Then, semantic classes whose boundaries meet the ground-plane are assigned the depth of 

the ground-plane immediately below the object. In other words, the ground-plane depth contiguous with the 

object boundary is propagated upwards. (iii) Finally, objects with no visual connection with the ground-plane 

are assigned depths based on the average depth offset observed at the boundary between this object class and 

adjacent classes, in other images. To do this, we searched for all occurrences of a boundary between two 

specified object classes (e.g., car and tree) in the SYNS dataset. Then we isolated all LiDAR pixels within 

1.3 degrees of visual angle of these boundaries and computed the average depth either side (ignoring 

elevation-related information). The signed difference between these two depths gives a predicted depth 

difference for new observations. Repeating this process for every pair of object classes produces a depth 

matrix that predicts the depth offset between every object pair. Estimated depth maps are presented in Figure 

5.8C.  

Note that this ground-plane elevation + segmentation model is not optimized to generate accurate 

predictions of ground-truth depth. Rather, this model represents a plausible way in which humans might use 

segmentation cues for depth estimation. Figure-ground boundaries and elevation cues inform depth estimates 

shortly after stimulus onset (Appelbaum et al., 2012; Gajewski et al., 2014), and humans use priors from 

natural scene statistics to predict depth offsets at object boundaries (Burge et al., 2010). Also, convolutional 

neural networks simultaneously trained to perform semantic segmentation and depth estimation perform 

better at both tasks than models trained at both independently (He et al., 2021; Lin et al., 2019). This 

indicates that there are strong statistical redundancies between the cues useful for semantic segmentation, 

and those useful for estimating scene depth.  

All of the models described above are tested in terms of correlation with ground-truth, and their 

correlation with human judgements. Since human scene perception unfolds over time, and different cues may 

be encoded at different times, predictions of human behaviour are evaluated at each presentation duration. 

Participants who could not perform the ordinal task (proportion correct < .60) or the ratio task (correlation 

with ground-truth < .10) were removed from this analysis (comprising 11.20% of the data) 

5.4.2    Results 

 

Ordinal Depth Judgements 
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Models that strongly predict human responses should produce similar levels of discrimination 

accuracy. However, summary metrics of accuracy (e.g., proportion correct) do not indicate whether model 

and human responses are correlated at the level of individual trials/stimuli. Therefore, model performance is 

also tested by measuring the trial-by-trial correlation between human and model ordinal depth judgements. 

Because model responses are correlated (e.g., the different elevation models often produce similar 

responses), we use partial correlations to measure unique variance explained. For each model, we measure 

the correlation with human responses, while controlling for responses from all other models, and the ground-

truth data. Including the ground-truth as a covariate allows us to partial out the effect of overall model 

performance on the model-human correlations. Ceiling performance for models is measured by computing 

the average partial correlation between all pairs of observers. Model predictions were compared to pooled 

human data from both experiments. Results are presented in Figure 5.9.  

 

 

Figure 5.9. The relationship between model responses and human ordinal depth judgements. (A) Model 

performance tested on stimuli/trials from the variable-elevation condition. Left: Proportion correct for human 

observers and the different models. Right: partial correlation between human responses, and the different 

depth models. (B) Model performance tested on stimuli/trials from the same-elevation condition. Note that 

none of the elevation models can be applied to these data. Left: Proportion correct for human observers and 
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the different models. Right: partial correlation between human responses, and the different depth models. 

Error bars represent ±1 standard error, estimated via bootstrapping.  

 

 At the shortest presentation times (approx. 17-33 msecs), human accuracy in both the same and 

variable-elevation condition is worse than most of the evaluated models (Figure 5.9A and 9B, left). 

However, by the longest presentation times (approx. 33-267 msecs), humans exceed all models. The best 

overall performance is observed for the segmentation model, and the elevation models.  

In the variable-elevation condition, the higher = further model (cyan) was the best predictor of 

human responses, and closely matched ceiling performance (purple, see Figure 5.9A, right) at the shortest 

presentation times. The performance of this model declined with presentation time, as did ceiling 

performance, indicating that elevation cues contribute to early depth estimation more than later depth 

estimation. All other models performed substantially worse. Also, since no correlation increases 

substantially with presentation time, it is not clear what cues are used during extended image viewing.  

 Humans performed significantly worse in the same-elevation condition than the variable-elevation 

(Figure 5.9A, 5.9B). Moreover, same-elevation ordinal judgements produce weaker inter-participant 

correlations (Figure 5.9B, purple). That said, humans exceed the performance of all evaluated models at the 

longer presentation durations, indicating that they are using some other, unmodelled information.  

Ratio Depth Judgements 

To examine the ability of these models to predict the depth ratio ground truth and human data, we 

measure (i) the Pearson correlation between model responses and the ground-truth, and (ii) the partial 

correlation between human and model responses (replicating the analysis of ordinal depth judgements). 

Trials where the observer produced an incorrect ordinal depth judgement were removed. Results are 

presented in Figure 5.10.  
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Figure 5.10. The relationship between model responses and human ratio depth judgements. (A) Variable-

elevation condition. Left: Pearson correlation between different models, and the ground-truth depth ratio. 

Right: partial correlation between human responses, and the different depth models. (B) Same-elevation 

condition. Note that none of the elevation models can be applied to these data. Left: Pearson correlation 

between different models, and the ground-truth depth ratio. Right: partial correlation between human 

responses, and the different depth models. Error bars represent ±1 standard error, estimated via 

bootstrapping.  

 

In the variable-elevation condition, human performance was poor compared to almost all models; 

humans were substantially worse than if they had relied only on the elevation difference of the probes. The 

higher = further model (cyan) was the best predictor of human responses overall (see Figure 5.10A, right). 

However, all models produced weak correlations (r < .2) with human responses. The low performance 

ceiling (purple), indicates that participants were inconsistent with one another.  

In the same-elevation condition, onwards of approx ~67 msecs, human performance exceeded all the 

evaluated models. None of the tested models were strongly correlated with human performance, and the 
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noise ceiling was also low. Therefore, although participants were able to perform the task at above-chance 

(see Figure 5.10B, left), inter-participant variation may limit the performance of our models.  

5.4.3    Discussion 

 In this Section, we modelled ordinal and ratio depth responses from Experiments 1 and 2. We found 

that, when elevation varied, participants used a simple heuristic to predict ordinal depth: objects higher in the 

image were judged as further away. Judgements did not reflect the average depth profile, whereby objects at 

the top of the scene are closer to the observer than objects at the horizon, or spatial structure properties. 

Indeed, all other models performed poorly relative to the simple ‘Higher=Further’ model. Nonetheless, 

observers outperformed the simple elevation model at longer durations, and were above chance in the same-

elevation condition at all durations, showing that observers are incorporating other depth cues. When 

elevation cues were unavailable, participant responses were more inconsistent, and none of the tested models 

explained much variance in ordinal or interval depth judgements.  

5.5 General Discussion 

 In two experiments, we investigated the time-course of real-world depth perception. In Experiment 1, 

using an online study, we revealed that ordinal and ratio depth estimation exceeds chance for images viewed 

for approx. 17 msecs. Both responses improved monotonically with presentation time, and both were 

sensitive to the magnitude of the depth offset. Experiment 2 replicated these results in the lab, and also 

showed that disparity cues improve ordinal depth estimation but have little effect on ratio performance. 

Modelling data from both tasks revealed that when two locations vary in elevation, the higher point is most 

commonly judged as the furthest. However, observers’ performance in the depth ratio task was far worse 

than predicted from elevation difference. When probe elevation was fixed, participants employ more 

idiosyncratic strategies for estimating ordinal and ratio depth. 

Our findings demonstrate that humans are sensitive to depth order, and somewhat sensitive to 

quantitative depth in real-world scenes after presentation durations considerably shorter than the latency of a 

single saccade (~200 msecs). Above-chance depth estimation occurs within the same epoch as judgements of 

animal presence/absence (Delorme et al., 2010), semantic categorization (Malcolm et al., 2014), and spatial 

structure estimation (Greene & Oliva, 2009b). This result can be interpreted in the global-to-local framework 

of real-world scene perception, which posits that global summary statistics, which contain limited local 

object information (e.g., scene GIST, Oliva & Torralba, 2001), dominate early scene perception (Oliva, 

2005). Indeed, given very brief presentation durations (< 50 msecs), depth estimation is poor, but after 

viewing images for longer, performance improves substantially (possibly after greater processing of local 

object information). 
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We hypothesised that ordinal depth judgements would exceed chance at shorter durations than ratio 

judgements. However, both exceeded chance by approx. 17 msecs – even when disparity cues were 

unavailable. Therefore, during early visual processing, humans are highly sensitive not just to ordinal depth 

relations, but to the quantitative offset between objects/surfaces. This finding is consistent with prior work on 

depth ratio estimation using real-world scenes. Norman et al. (2017) observed that ratio judgements of the 

depth offset between two poles placed in an open field were highly correlated with the ground-truth (r = 

~.76). At the longest presentation time of ~267 msecs, we observed a highly similar correlation of r = .71. 

Norman et al. also fit linear models to their data and observed a mean slope of ~.65. We observed a smaller 

slope of .46, indicating that participants were less accurate in our experiment. However, since participants in 

Norman et al., had unlimited viewing time, it’s reasonable to expect improvements in our tasks with 

extended viewing.  

Ordinal depth estimation improved with the availability of disparity cues. In a similar study, 

McCann et al. (2018) observed that, when viewing time was unlimited, disparity reliably improved ordinal 

depth estimation in real-world scenes. They also demonstrated that, as would be expected by epipolar 

geometry, the disparity advantage attenuated with the average depth of the two probes. In contrast, in 

Experiment 2, we found that the disparity advantage did not interact with mean depth. The cause is this 

discrepancy is unclear but may relate to the range of mean depths used. McCann et al. used approximately 4 

to 27 meters, whereas we used a range of 10 to 40 meters. In McCann et al., the strongest disparity advantage 

was observed for mean depths <10 meters, so it is plausible that we would observe similar results with a 

sample of nearer depths. Another explanation is that we simply had insufficient power; due to the COVID19 

pandemic, the participant pool for Experiment 2 was extremely limited.  

The disparity advantage for ordinal responses in Experiment 2 was observed even at the shortest 

presentation duration of approx. 17 msecs. Previous work has shown that disparity enhances object 

recognition after 33 msec backward-masked image presentations (Caziot & Backus, 2015), and facilitates 

semantic category discrimination after just 13 msecs (Anderson et al., 2019). Hence, our result adds to the 

growing body of research which shows that disparity informs visual processing of real-world scenes after 

remarkably short exposure durations.  

Interestingly, we did not observe a disparity advantage for ratio judgements. This result is at odds 

with a wealth of research which shows that humans use disparity cues to estimate real-world depth intervals 

(Bradshaw et al., 2000; Durgin et al., 1995; Gillam et al., 2011; Watt & Bradshaw, 2003). For example, 

visuomotor studies have revealed that disparity cues confer robust improvements in the precision of object 

grasping (Keefe & Watt, 2009; Melmoth & Grant, 2006; Watt & Bradshaw, 2000, 2003). Since grasped 

objects are typically <1 meter from the observer, and all depths tested in our experiment lie beyond the peri-

personal space, future work should examine whether ratio judgements are more sensitive to the drop-off in 

disparity cues with distance (compared to ordinal judgements, which exhibit a disparity benefit).  
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When elevation cues are available, humans have a strong bias towards judging higher image 

locations as further. This is, in fact, a suboptimal strategy, since image regions above the horizon are more 

likely to produce smaller depths than regions at/near the horizon (see Figure 5.7B). The employment of the 

higher=further strategy may reflect a simplified representation of spatial structure. It is more efficient to 

judge relative depth when the angular declination of the horizon isn’t required as a spatial point of reference. 

It remains possible that, with longer viewing times, participants would employ an elevation prior that more 

closely matches natural scene statistics. We did not observe this in our experiment (in our modelling, the 

average depth profile model did not improve in performance as a function of time), but future work should 

examine the time-course over longer viewing durations. Finally, the average depth profile is constrained by 

the limits of the ground-truth LiDAR data. Areas above the horizon often contain sky, and sky regions do not 

return a valid depth measurement. The average depth profile therefore completely ignores the ambiguous 

distance of the sky. Although no probe points were placed on the sky, visual estimates of spatial location are 

imprecise for briefly presented images (and probes may therefore ‘appear’ in the sky). It may be fruitful for 

future work to investigate how exactly human depth estimates scale with elevation for locations strictly in 

the sky (e.g., for overcast versus clear days).  

The predictability of the higher=further model decreased as a function of presentation time, 

indicating that humans use elevation cues to a greater extent during early visual processing. This result 

supports the ‘elevation dominance’ hypothesis (Gajewski et al., 2014), which holds that, since elevation cues 

are highly efficient to compute, they are the primary cue to inform depth estimation for presentations shorter 

than 200-250 msecs. Our study adds to existing research that demonstrates highly efficient estimation of 

depth from elevation (after just 9-74 msecs of image exposure; Gajewski et al., 2010; Gajewski et al., 2014).  

For stimuli where elevation is fixed, participants can still estimate ordinal and interval depth. This 

observation presents the question: what precisely are participants encoding when elevation is less 

informative. To investigate this problem, we predicted human ordinal and interval depth judgements using 

low and high-level image features. All the models we tested achieved above-chance estimation of ground-

truth ordinal and ratio depth (see Figures 9 and 10), but none produced satisfactory predictions of human 

responses. In part, the poor performance of these models can be explained by weak inter-participant 

consistency. When elevation cues were absent, inter-participant correlations were very weak. Therefore, 

participants may be employing idiosyncratic strategies to estimate scene depth. However, we also only tested 

small number of models. Convolutional neural networks (CNNs) produce state-of-the-art predictions of 

ground-truth depth from monocular image inputs (Fang et al., 2020), and previous work has demonstrated 

that learned feature representations resemble receptive fields in the human ventral stream (Khaligh-Razavi & 

Kriegeskorte, 2014; Saxe et al., 2011; Yamins & DiCarlo, 2016). A thorough comparison of human and 

CNN behaviour is beyond the scope of this paper, but future work should address the possibility that CNNs 

outperform the models described here. If this is indeed the case, additional work should examine the feature 
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representations that underlie model performance. That is, we must understand why CNNs outperform 

alternative models.  

One limitation of the present study is that, since participants viewed a preview of the probe locations 

prior to and after seeing the target image, they could estimate relative depth simply from angular separation 

and/or elevation cues. Disentangling perceptual from post-perceptual effects in our current paradigm is 

highly challenging. That said, several results suggest that participants are indeed estimating depth using the 

target image information (rather than just probe information): (i) participants benefit from disparity cues, 

even at the shortest duration of approx. 17 msecs, (ii) participants could discriminate same-elevation ordinal 

depth, (iii) depth estimation improves as a function of presentation duration (probe exposure is held 

constant), and (iv) depth offset strongly predicted ratio responses even when we controlled for elevation and 

angular distance information (see LMM results in Appendix N). In other words, participants are clearly 

encoding more than just the two-dimensional probe locations.  

5.6 Conclusions 

In two experiments, we characterize the time-course of depth perception in real-world scenes. We show that 

local estimates of relative depth are encoded within the same time-frame as global scene descriptions of 

scene category and spatial layout. When elevation cues are available, humans judge the higher location as 

further, and this strategy dominates early visual processing. At longer presentations, observers rely on other 

depth cues. The identification and contribution of other image cues to depth in early scene processing 

requires further investigation. 
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Chapter 6 

 

Discussion 

The visual and cognitive processes that transform retinal inputs into representations of scene meaning 

(e.g., semantic category) is a puzzle that has attracted considerable attention from researchers spanning many 

disciplines (philosophy, psychology, neuroscience, computer vision, to name a few). In this thesis, I 

identified three related problems in this literature. In the following Sections, I summarise these problems, 

review key findings from relevant Chapters, and propose avenues for future investigation. 

6.1 Motivation 1: Category Systems Matter 

Chapter 1 reviews various models of real-world scene perception. The process of grasping the high-level 

‘meaning’ of a scene can be operationalized in a myriad of ways, but in vision research, it is typically 

measured by asking participants to estimate the correct scene category, out of a set of pre-determined 

alternatives. This is a sensible approach, as categories are the natural language of communicating scene type 

(e.g., ‘I went through the forest to the beach, and stopped at the shop on the way back to the house’). 

However, category systems vary in granularity, and the use of fine-grained categories (e.g., pine forest), 

rather than more generic categories (e.g., nature), depends on various human and contextual factors (e.g., 

context, expertise, familiarity, etc., Anaki & Bentin, 2009; Johnson & Mervis, 1997; Tanaka & Taylor, 

1991). The variable ‘grain’ of category systems is important because different visual features are better for 

discriminating different types of category (e.g., Sofer et al., 2015).  

 Thus, if the aim of computational models is to explain the cues that underlie real-world scene perception 

in humans, the categories we use when creating and testing these models must resemble the categories that 

humans naturally apply in unconstrained settings (to a close-enough approximation). For the most part, 

existing research has ignored this problem, and category systems are either created on-the-fly by small 

groups of experimenters, or by using tools like WordNet, which have been shown to produce little agreement 

with human category decisions (Chklovski & Mihalcea, 2003; Navigli, 2006). To address this problem, in 

Chapter 3, we proposed a novel tool for generating category systems from human judgements of image 

similarity.  

6.2 Key Findings 
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We developed the CIRCA clustering method (Clustering by Increasing the Rand Index), which uses 

human judgements of pairwise image similarity to organize images into discrete categories. Model-estimated 

categories predicted judgements of new human observers better than a widely used WordNet-based category 

system (i.e., SUN, Xiao et al., 2010), and other clustering algorithms (e.g., Greene, 2019). 

We demonstrated that the CIRCA method can be applied to various perceptual dimensions by deriving 

three types of category systems: semantic, spatial structure, and 2D appearance. The derived semantic 

categories resemble popular category systems in the literature, but also contain theoretically relevant 

differences. For example, the blend of superordinate and basic-level categories suggests that the demarcation 

between coarse and fine category systems is fuzzier than previously thought (Rosch, 1975; Rosch, 1999; 

Rosch & Lloyd, 1978; Rosch & Mervis, 1975; Rosch et al., 1976). The 3D spatial structure categories 

captured similar information to the popular spatial envelope dimensions (Oliva & Torralba, 2001), and the 

2D appearance categories provides a novel way of organizing scenes by global luminance and colour. 

6.3 Future Directions 

The CIRCA method can be applied to any feature-space for which judgements of psychophysical 

similarity can be made (e.g., objects, faces, textures, etc.). Our algorithm offers a principled method of 

deriving ground-truth categorical labels, which can be used to quantify model performance across various 

domains of visual perception. Structuring large-scale datasets and their linguistic labels by the judgements of 

groups of human observers will improve the quality of the ground-truth data and maximize the degree to 

which model predictions of ground-truth generalizes to predictions of human responses. 

6.4 Motivation 2: Empirical Support for the Space-Centered Theory is Patchy 

Scenes can be discriminated after exposure durations shorter than the latency of a single saccade (<50 

msecs). The space-centered theory (e.g., Oliva & Torralba, 2001) holds that efficient scene perception is 

underpinned by the rapid extraction of global image features, namely scene GIST (a representation of the 

global energy spectrum). This, in turn, allows for the estimation of spatial structure information (e.g., degree 

of openness, navigability, roughness, etc.), which is used to discriminate semantic category. The space-

centered theory is highly influential in the field of human and computer vision (the original paper has >7,500 

citations).  

However, empirical support is patchy, and many studies are troubled by theoretical and methodological 

limitations. Here, we summarise several of these problems: 

• Models trained to predict spatial structure properties from scene GIST are trained and tested on 

the same image databases (Oliva & Torralba, 2001; Ross & Oliva, 2010). Since image energy 

spectra is sensitive to nuisance variables like camera pose, camera intrinsics, scene lighting, etc., 
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it is possible that the relationship between GIST and spatial structure properties varies dataset-

to-dataset, thereby impeding model generalization.  

• In the spatial envelope model, it is taken for granted that scene semantics is estimated using 

spatial structure features. However, the directionality of this relationship is never empirically 

verified. It could also be true that humans estimate spatial structure from semantic information.  

• Spatial structure properties produce accurate predictions of semantic category. However, human-

model agreement is often measured by comparing summary statistics like proportion correct 

(Greene & Oliva, 2006, 2009a). This approach can produce misleading results because model-

human agreement may differ at the level of individual images. No studies, to our knowledge, 

have examined trial-by-trial correlations between human and model responses to test the spatial 

envelope model.  

In Chapters 3, 4, and 5, we address these limitations, and test several predictions of the space-centered 

theory.  

6.5 Key Findings 

Across the three empirical papers presented in this thesis, we found little support for the space-centered 

theory. In Chapter 3, we found that computational models trained to predict spatial envelope dimensions 

(mean depth, openness, and degree of perspective) from GIST features performed well if they were trained 

and tested on the same dataset (replicating Oliva & Torralba, 2001; Ross & Oliva, 2010). However, when 

trained on one dataset and tested on another, GIST features produced inaccurate predictions. Moreover, the 

optimal spatial resolution for estimating spatial structure dimensions from GIST features varied across 

datasets. These results indicate that GIST is an unstable/unreliable predictor of spatial structure.  

GIST features are efficient to compute since they represent the distribution of energy across large 

regions of space, without parsing the image into local subregions, shapes, and objects. Accordingly, a key 

tenet of the space-centered theory is that humans encode the global structure of the scene before its parts. In 

Chapter 5, we indirectly tested this claim by examining ordinal and ratio depth sensitivity after approx. 17-

267 msecs of image exposure. Even at the shortest presentation time (approx. 17 msecs) – in the same 

interval of time it takes to estimate scene semantics and spatial structure – humans were able to discriminate 

the relative depth of local image regions. This result adds to growing evidence that local and global 

processing operate in parallel (Fabre-Thorpe et al., 1998; Joubert et al., 2007; Rousselet et al., 2005; 

VanRullen & Thorpe, 2001).  

The spatial envelope model predicts that spatial structure processing takes place earlier in time than 

semantic processing. In Chapter 4, we show that the accuracy of steady-state categorization differs between 

semantic and spatial structure category systems. That is, semantic categories are easier to discriminate, and 
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produce greater inter-participant consistency, when viewed for unlimited presentation durations, than spatial 

structure categories. When this difference isn’t accounted for, we observed substantial differences in task 

performance. However, after controlling for differences in inter-participant consistency, both tasks show a 

virtually indistinguishable time-course. 

The spatial envelope model also predicts that spatial structure information is used to discriminate 

semantic category. We test this prediction against an alternative possibility: that semantic information is used 

to discriminate spatial structure category. To test this hypothesis, we measure the trial-by-trial correlation 

between human and model spatial structure and semantic category responses. We found that, while the 

spatial structure → semantic model performed very weakly, the semantic → spatial structure model 

predicted human responses very well (and even exceeded a measure of the noise ceiling). These results were 

unaffected by differences in model accuracy (against ground-truth category labels) or inter-participant 

consistency. This work provides preliminary evidence that humans infer spatial structure information from 

semantics.  

6.6 Future Directions 

Since the publication of the original space-centered theory in 2001, the burgeoning field of deep learning 

has surpassed many older models of low-level visual perception. Convolutional neural networks learn low-

level feature representations that predict the functional organization of the early ventral stream (e.g., V1, V2) 

better than GIST features (Cichy et al., 2017). Still, many tenets of this model, like global-to-local 

processing, and the causal relationship between spatial structure and semantics, continue to inform modern 

theories of real-world scene perception (Torralba et al., 2006; Wolfe et al., 2011). Our work challenges the 

core assumptions of the spatial envelope model, but follow-up work is clearly necessary. 

For example, in Chapter 4, we demonstrate that trial-by-trial categorization responses are better 

explained by a model that predicts spatial structure from semantics, rather than the reverse. Yet, we infer this 

from modelling human responses, rather than directly manipulating the availability of either type of image 

information. Future work should endeavour to replicate this result with an experimental manipulation. With 

images of real-world scenes, this is not easy because semantics and spatial structure do not vary along 

orthogonal dimensions. However, Greene et al. (2010) proposed a paradigm where participants are adapted 

to images high or low in openness, before judging the semantic category of open/closed test scenes. Note that 

the adaptation set contained semantic categories not included in the test set. The logic is that, if spatial 

structure informs semantic categorization, semantic judgements should be biased by adaptation. A similar 

experiment could be constructed where participants are adapted to scene semantics before judging the spatial 

structure of novel images (from spatial structure categories not included in the adaptation set). Such an 

approach could yield useful insights into the connection between spatial structure and semantic processing. 
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6.7 Motivation 3: The Contribution of Depth Cues to Real-World Scene 

Perception is Poorly Understood 

The time-course of depth perception is typically studied by manufacturing highly controlled laboratory 

stimuli. This ‘standard psychophysics’ research programme has been highly productive for understanding 

many properties of the visual system. From this approach, we have acquired a robust understanding of how 

humans encode depth cues like disparity, defocus blur, and texture gradient, over time.  

However, laboratory stimuli are unrepresentative of real-world scenes. Real-world scenes are replete 

with statistical redundancies that allow humans to refine sensory estimates by engaging in multisensory 

integration. Human depth estimation is strongly characterized by Bayesian cue combination, where physical 

states are disambiguated by integrating multiple cues in a statistically optimal (or near-optimal) fashion (for a 

review, see Landy et al., 2011). Stimuli defined by correlated depth cues are encoded more efficiently (e.g., 

Mather & Smith, 2004), and as such, the time-course of depth estimation can only be properly understood by 

investigating human processing of natural images.  

In this thesis, I have primarily focussed on the role of binocular disparity and elevation. Prior work has 

consistently shown that disparity processing is highly efficient. Neurophysiological responses to stimulus 

disparity emerge only 50-68 msecs after responses to edge orientation (Duan et al., 2021; Durand et al., 

2007). Speeded motor responses to luminance-defined objects exceed chance at similar delays to disparity-

defined objects (Caziot et al., 2015). Moreover, disparity facilitates object recognition for stimuli presented 

for just 33 msecs (Caziot & Backus, 2015), and improves the rapid localization of camouflaged objects in 

cluttered displays (Adams et al., 2019). However, few of these studies use images of real-world scenes.  

Using real-world scenes presented for unlimited exposure durations, McCann et al. (2018) found that 

disparity cues improve ordinal depth discrimination of objects at close distances. Monocular depth cues (e.g., 

elevation) showed the opposite trend, and contributed more to depth discrimination at far distances. These 

results suggest a complementary relationship between binocular and monocular depth cues in real-world 

scenes. Yet, it is unclear how quickly this interaction emerges, and how it develops over time. 

Additionally, it is unclear what type of depth information disparity conveys in real-world scenes. Past 

research has shown that disparity is not only useful for perceiving depth order, but also for estimating the 

metric depth interval within and between objects (Bradshaw et al., 2000; Durgin et al., 1995; Gillam et al., 

2011; Watt & Bradshaw, 2003). Yet, to our knowledge, only one study has used entire scenes as stimuli 

(Norman et al., 2017). Additionally, few studies have examined how judgements of depth interval evolves 

over time, and fewer still have explored how disparity contributes to these judgements. We investigated the 

role of disparity in early scene perception, and the contribution of disparity to different types of depth 

judgements. 
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6.8 Key Findings 

Using a brief presentation paradigm in Chapter 4, we demonstrated that disparity cues produce a modest 

advantage for semantic and spatial structure category discrimination. This advantage emerged for exposure 

durations as brief as 13.3 msecs, indicating that disparity is encoded in real-world scenes shortly after 

stimulus onset. We also found evidence that the disparity effect was driven by improved object/shape 

segmentation, since reversing the disparity-defined depth of the scene (but preserving the size of the depth 

offsets between objects) had no effect on this advantage. This work is the first to characterize the role of 

disparity in category discrimination for briefly presented scenes.  

In Chapter 5, using a different task, we replicated the time-course of disparity processing observed in 

Chapter 4. Specifically, after approx. 17 msecs of image exposure, disparity cues improved the 

discrimination of ordinal depth in real-world scenes. This effect was not modulated by the availability of 

other cues like elevation. Interestingly, disparity had little effect on the accuracy of interval depth 

judgements. Together, these studies demonstrate that disparity is encoded highly efficiently, even when other 

depth cues are available.  

Elevation cues also contributed to early estimates of ordinal and interval depth. When elevation cues 

were available, trial-by-trial depth judgements were accurately predicted by a model that always judges 

objects higher in the image as further. As presentation duration increased, humans relied less on this strategy. 

Overall, the simple heuristic ‘higher=further’ captures depth discrimination better than competing methods 

of modelling image elevation (e.g., average real-world depth as a function of elevation), other low-level cues 

(e.g., GIST, local contrast), and high-level information (e.g., segmentation information). Our results strongly 

support Gajewski et al.’s (2014) assertion that early depth processing is predominantly informed by elevation 

cues.  

6.9 Future Directions 

The disparity advantage reported in Chapters 4 and 5 was observed for images of outdoor, real-world 

scenes sampled from the SYNS database (Adams et al., 2016). Relative disparities attenuate in magnitude 

with distance, but the distribution of disparities observed in the SYNS database are, on average, well below 

the stereoacuity of the typical person with normal stereo vision (see Figure 6.1). Nonetheless, many 

environments contain objects/surfaces that are, on average, closer to the observer than objects in the SYNS 

outdoor images (e.g., many indoor scenes). Consequently, the size of the disparity advantage may depend on 

scene type. Future work should investigate how the disparity advantage depends on scene type and average 

scene depth.  

 



Discussion  

 171 

 

Figure 6.1. Range and disparity distribution in the SYNS database (Adams et al., 2016). The disparities 

inferred from the SYNS empirical distance distribution (dark red) exceed average stereoacuity thresholds 

(dotted line, Ogle, 1950). Disparities were calculated relative to optical infinity (i.e., both eyes looking 

straight ahead). The range histogram (green) was estimated from a random sample of 800 images from the 

SYNS database, across a range of natural and man-made outdoor environments (Adams et al., 2016).  

 

In Chapter 4, we found evidence that disparity facilitates semantic and spatial structure category 

discrimination by improving object segmentation. Future work should test this claim further. If disparity 

helps object segmentation, other cues that benefit segmentation should produce a similar advantage. Take 

luminance and colour discontinuities, for example. Changes in luminance and chromaticity are predictive of 

object boundaries and depth offsets. Edge-enhancement is the process of selectively increasing the chromatic 

and luminance contrast at an edge, thereby increasing edge salience. If our claim about disparity assisting 

object/shape segmentation is true, applying edge-enhancement at object boundaries should produce a similar 

performance benefit.  

While we have made some progress in understanding the time-course ordinal and interval depth 

estimation, much is still unknown. For example, in Chapter 5, none of the tested models predicted interval 

and ordinal depth cues when elevation cues were absent. This is partly attributable to low inter-observer 

consistency, which may be caused by the employment of different response strategies between observers. 

Future work should aim to understand whether responses can be clustered by response strategy, and test a 

larger set of models, covering a more extensive range of low-level and high-level visual features. Since 
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CNNs have enjoyed substantial success at modelling the functional architecture of the human ventral stream, 

an extensive effort should be made to test these models against human depth judgements. 

6.10   Concluding Remarks 

This thesis takes several steps towards understanding the computational processes that enable efficient 

scene perception. First, we present a principled method for deriving ground-truth categories from judgements 

of image similarity. This method is useful for testing model predictions of human categorization behaviour, 

and thereby evaluating model validity. Second, we examine visual cues that contribute to semantic and 

spatial structure estimation, and present evidence that spatial structure information is not used to estimate 

semantic category. Finally, we characterize the role of disparity and elevation cues in early depth estimation. 

Together, these findings contribute to the evaluation of current models of early scene perception (e.g., the 

spatial envelope model), and highlight the importance of studying human responses to natural environments. 
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Appendices 

Appendix A: Chapter 3, Experiment 1 Task Instructions 

You will view a large number of images from different scenes. Your task is to organise them into groups by 

using the mouse to drag and drop the images. You are free to organise the images into between 3 and 10 

groups. All groups should contain more than one image, but they do not have to all match in size.  

How to Group: 

Semantic 

Your task is to group the images according to type of place. Think about the themes across the 

images. Put together images that share a common place category. One possible example is the category of 

‘mountains’. In this case, all mountain images would be placed in a single group.  

3D Spatial Structure 

Your task is to group together images that share similar three-dimensional properties. Think about 

the structure of the real scene depicted in each image. Consider the model that you would have to physically 

build to represent each scene. For example, you might decide that some scenes are made of one uniform 

surface – the ground plane.  

2D Image Appearance 

Your task is to group together images that contain similarities in their two-dimensional appearance. 

For example, you might think commonalities in the colours, patterns, or textures.  

It’s key to remember that there are no right or wrong judgements – choose whichever image 

combinations make sense to you. Try not to focus on particular objects within the images. For example, 

don’t group images according to whether or not they contain a car or a person. However, it’s possible that 

your groups or labels may be influences by the type of objects within the scenes.  
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To group multiple images together, all you need to do is overlap them in the central workspace in front 

of you. Press down the mouse wheel to reverse the order of the images, revealing the hidden ones that have 

other images stacked on top of them. To get a better, 3D view of any image, select it with the left mouse 

button and simultaneously press down the mouse wheel. We encourage you to view the larger, 3D images 

when making your grouping judgements. When you have finished moving the images around and you are 

happy with your groups, you can press the ‘GROUP’ tab on the bottom of the display. You will see that each 

image within a group will be shown with the same colour frame. This is to help you catch any sorting errors. 

If any of your groups have a wide, black frame around them, this means that you have created either (i) too 

many categories, (ii) too few categories, or (iii) not enough images in one or more categories. Please return 

to the ‘SORT’ stage if you see any black frames. You can only manipulate the images when the ‘SORT’ tab 

on the bottom of the display is highlighted. Finally, assign each of the categories a label / set of labels. You 

are limited to 1-5 labels for each group, and each group must have a corresponding label. Once this is done, 

you have completed the task. 
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Appendix B: Chapter 3, Evaluation of CIRCA Clustering Algorithm 

Here we offer a brief overview of time complexity of the CIRCA algorithm. To examine how time-

to-convergence is affected by the number of images, ( and the number of categories, ', we simulated data 

from noisy observers, and varied ( from 50 to 500, and ' from 2 to 40. We averaged over 20 starting 

positions for every combination of (	and '. Runtime was tested using a MATLAB R2019B implementation 

of the CIRCA algorithm (https://github.com/mattanderson94/CIRCA_Clustering), using a Late 2015 iMac 

(macOS Catalina, 3.2 GHz Quad-Core Intel Core i5, 24 GB RAM). Figure A1 presents this data in terms of 

runtime (A-C) and number of coordinate ascent proposals (D-F).  

 

 

Figure A1. We empirically tested the time complexity of the CIRCA method by simulating noisy 

categorization data, and varying the number of images, (, and clusters, '. (A) Three-dimensional surface 

plot showing runtime (in seconds) as a function of ( and '. (B) Runtime as a function of the ', averaging 

across (. This non-linear relationship is well described by a power law (with an exponent of 1.69). Shaded 

error bars give ±1	standard deviation, and increases with ', indicating that optimization is more sensitive to 

the initialized clustering as ' increases (likewise with ( in C). (C) Runtime increases linearly as a function of 

the (, collapsing over '. (D) Number of proposals (i.e., accepted and rejected image reassignments) made by 

the CIRCA method, as a function of ( and '). (E) Collapsing over ( reveals a non-linear relationship 

between ' and number of moves, also described by a power law (with an exponent of 1.82). (F) Collapsing 

over ' shows an approximately linear relationship.  
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Figure A1 demonstrates that runtime increases with (, following a power law, and linearly as a 

function of ' (A-C). A highly similar pattern of growth is observed in the number of proposals (D-F). 

Moreover, the correlation between runtime and number of proposals is r =.99, indicating that the time 

complexity of the CIRCA method is primarily explained by the number of proposals required to reach 

convergence, i.e., by the size/complexity of the search-space. Next, we train a multiple regression to predict 

runtime from ( and ', and examine the estimated runtime using much larger datasets. For results, see Table 

A1.  

 

Table A1. 

Estimated runtime for the CIRCA algorithm with a large number of images, and a variable number of 

clusters.  

Number of Images Number of Clusters Est. Runtime (secs) 

5000 5 1.79 

50,000 5 48.46 

5000 50 84.77 

50,000 50 2293.57 

5000 500 4011.92 

50,000 500 108541.92 

  

To compare our coordinate ascent algorithm against competing clustering methods, we simulated data 

from two noisy participants. In this simulation, participants 1 and 2 view 200 images, and respond using the 

same category system. Yet, on 50% of trials, they both select a random category. Note that the random noise 

is independent between participants. For each clustering algorithm, we derive the clusters using the data from 

participant 1, and compare these clusters against the data from participant 2 by measuring the ARI. We 

simulate 100 datasets with k = 2:50 clusters/categories. 

We selected two well-established algorithms for comparison: k-medoids, and spectral clustering 

(using default parameter settings; both algorithms were implemented using core MATLAB R2019B 

functions). A performant clustering method should be robust against response noise, and should generate 
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above-chance predictions for test data (in our case, quantified by maximizing the ARI). Results are plotted in 

Figure A2.  

 

Figure A2. Our coordinate ascent method outperforms spectral and k-medoids clustering methods on 

simulated data from two hypothetical participants. Individual datapoints represent the mean ARI per number 

of clusters (varying from 2-50). Error bars represent ± 1 standard error. Chance-performance is represented 

by the horizontal dashed line.  

 

We observed that our coordinate ascent method produced a higher average ARI, and lower variance, 

compared to the two other algorithms. These results reveal that our method is more robust to response noise 

than other competing methods.  

An additional requirement for our clustering algorithm is that is produces the ‘correct’ number of 

clusters when the number of clusters is known. Often, with experimental data, the number of 

clusters/categories is unknown, and we can only estimate it via procedures like cross-validation. By contrast, 

simulations offer complete control over the data. As above, we simulate the responses of two participants. 

Participant 1 is an ideal observer that responds using the same category system on every trial. Participant 2 

varies in the category system they use, and disagrees with participant 1 on a variable proportion of trials. 

When disagreement is 0, both participants respond identically, and when disagreement is 1, participant 2 

disagrees with participant 1 on every trial. Note that this is not the same as participant 2 responding 

randomly on some trials because, while participant 2 using a different category system to participant 1, all 

participant 2’s responses are completely consistent with each other (put simply, each image can only belong 

to one category). Both participants viewed 200 images, and used exactly 20 categories.  
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To test our method, we used 10-fold cross-validation on trial-by-trial data. We derived the optimal 

clustering for 90% of the dataset, and tested this clustering against the left-out 10% by measuring the ARI. 

We are primarily interested in testing the change in ARI as a function of the number of clusters used in the 

CIRCA method. When disagreement is modest, and both simulated participants responded using more-or-

less the same 20 categories, we should observe a maximum ARI at 20 clusters. Moreover, when 

disagreement is 0, we should perfectly reproduce the category system used by both participants (ARI=1). 

However, when disagreement is high, it is unclear whether our method will overestimate, underestimate, or 

correctly estimate the number of clusters. Figure A3 plots ARI (between clusters fitted to 90% of the data, 

and the remaining 10% of the data) as a function of the number of clusters, and the proportion of 

disagreement. We also test the results produced by combining participant 1’s responses with a completely 

random participant (black dashed line). 

 

Figure A3. Our coordinate ascent method is robust against inter-participant disagreement and response noise. 

Individual solid lines show the average change in ARI as a function of the number of clusters, and different 

colours show how these trends vary with inter-participant disagreement (from blue to red). We also plot 

results from noisy data, where 50% of responses are random (black dashed line). For each level of 

disagreement, the maximum is identified with a dotted vertical line. Note that for each level of disagreement, 

we observe a single maximum at around 20 clusters, and see only a modest underestimation when inter-

participant disagreement is high.  

 

For moderate levels of disagreement (0-.25) we found that our method generated the correct number 

of clusters (vertical dotted lines). For greater levels of disagreement, our method underestimated the number 

of clusters, but only by 1-2. As expected, when disagreement was zero, our method perfectly reproduced the 
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category system used by observers (ARI=1). Moreover, when we combined the responses from participant 1 

with a participant that responded randomly on 100% of trials, we still observed a maximum at 20 clusters.  

Given that few studies would predict total independence of participant responses, which would 

prohibit the generalization of results beyond the single participant, the modest underestimation in the number 

of clusters when participants disagree on up to 100% of trials suggests that our method is highly robust 

against participant disagreement. Similarly, these results demonstrate that our method produces reasonable 

results in the presence of large amounts of response noise (50% noise in this simulation).  
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Appendix C: Chapter 4, Mask Generation for Psychophysical Experiment 

To construct masks, two images were randomly sampled from each category, and one of each pair 

was rotated by 180 degrees. Images were then pixel-wise averaged to form a composite. The composite 

image has lower energy at all spatial frequencies, relative to the original images (see Figure A4A), and 

appears ‘washed out’ (A4B and A4C, top row). Therefore, composite images were transformed into Fourier 

space, and energy was adjusted at all spatial frequencies to match the average energy of the individual, 

original images (see A4A, compare top and bottom rows). Images were then transformed back into image-

space. For colour images, the RGB channels were transformed independently. For examples, see Figure A4B 

and A4C. This procedure ensures that the spectral slope of the target image and mask is highly similar, and 

that the mask contains sufficient image structure (i.e., phase information)  - two image properties critical for 

maximizing mask effectiveness (Hansen & Loschky, 2013).  
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Figure A4. Amplitude spectra of uncorrected masks and corrected masks used in the spatial structure task. 

Masks were constructed by coercing composite images to have the same amplitude spectrum as the 

individual images. (A) First row: amplitude spectra of grayscale composite images versus individual 

grayscale images, for four composites shown in B, top row. Second row: amplitude spectra of the 
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transformed composite images. (B) Examples of untransformed (top row) and transformed (bottom row) 

grayscale masks. (C) Examples of untransformed (top row) and transformed (bottom row) colour masks.  
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Appendix D: Chapter 4, Linear Mixed Model Fixed and Random Estimates 

First let us examine goodness of fit by presenting the predicted GLMM results (logits), per condition, 

and comparing them against the observed results. Tables A1, A2, and A3 show the predicted versus observed 

results for the semantic, spatial structure, and binocular viewing condition discrimination respectively.  

 

Table A1. Observed Versus Predicted Results in the Semantic Task (Condition-Averaged Logits). 

Pres. Time Colour Cond.  View. Cond.  Observed Logit Predicted Logit 

13.3 Grayscale Stereo -0.4038 -0.4299 

13.3 Grayscale Mono -0.3523 -0.3981 

13.3 Grayscale Stereo Reversed -0.4013 -0.4648 

13.3 Colour Stereo -0.3730 -0.4639 

13.3 Colour Mono -0.4335 -0.4972 

13.3 Colour Stereo Reversed -0.5794 -0.6458 

26.7 Grayscale Stereo 0.1245 0.1559 

26.7 Grayscale Mono 0.0865 0.1479 

26.7 Grayscale Stereo Reversed 0.0421 0.1380 

26.7 Colour Stereo -0.1307 0.0254 

26.7 Colour Mono -0.0271 0.0271 

26.7 Colour Stereo Reversed -0.1042 -0.0669 

53.3 Grayscale Stereo 0.6804 0.6964 

53.3 Grayscale Mono 0.6954 0.7100 

53.3 Grayscale Stereo Reversed 0.7166 0.6993 

53.3 Colour Stereo 0.6189 0.5519 

53.3 Colour Mono 0.4331 0.4926 

53.3 Colour Stereo Reversed 0.3863 0.4650 

106.7 Grayscale Stereo 1.1831 1.1654 

106.7 Grayscale Mono 1.2124 1.1833 

106.7 Grayscale Stereo Reversed 1.1494 1.1295 

106.7 Colour Stereo 0.9788 0.9674 

106.7 Colour Mono 1.0239 0.9547 



Chapter 7 

 184 

106.7 Colour Stereo Reversed 1.0162 0.9368 

 

 

Table A2. Observed Versus Predicted Results in the Spatial Task (Condition-Averaged Logits). 

Pres. Time Colour Cond.  View. Cond.  Observed Logit Predicted Logit 

13.3 Grayscale Stereo -0.3263 -0.3416 

13.3 Grayscale Mono -0.3419 -0.3813 

13.3 Grayscale Stereo Reversed -0.3974 -0.4226 

13.3 Colour Stereo -0.1690 -0.1903 

13.3 Colour Mono -0.2940 -0.3253 

13.3 Colour Stereo Reversed -0.2529 -0.2652 

26.7 Grayscale Stereo 0.0726 0.0812 

26.7 Grayscale Mono 0.0320 0.0674 

26.7 Grayscale Stereo Reversed 0.0000 0.0229 

26.7 Colour Stereo 0.1652 0.2100 

26.7 Colour Mono 0.0659 0.1180 

26.7 Colour Stereo Reversed 0.1111 0.1500 

53.3 Grayscale Stereo 0.4726 0.4900 

53.3 Grayscale Mono 0.3801 0.4089 

53.3 Grayscale Stereo Reversed 0.4996 0.5051 

53.3 Colour Stereo 0.5867 0.5677 

53.3 Colour Mono 0.5290 0.5077 

53.3 Colour Stereo Reversed 0.6208 0.5784 

106.7 Grayscale Stereo 0.8101 0.7964 

106.7 Grayscale Mono 0.7924 0.7579 

106.7 Grayscale Stereo Reversed 0.8406 0.8290 

106.7 Colour Stereo 0.8993 0.9028 

106.7 Colour Mono 0.7987 0.7972 

106.7 Colour Stereo Reversed 0.8625 0.8848 
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Table A3. Observed Versus Predicted Results in the Binocular Viewing Condition Task (Condition-Averaged 

Logits). 

Pres. Time Colour Cond.  Task Observed Logit Predicted Logit 

13.3 Colour Semantic -0.6846 -0.7285 

13.3 Colour Spatial -0.6821 -0.6994 

13.3 Grayscale Semantic -0.6791 -0.7054 

13.3 Grayscale Spatial -0.6798 -0.7143 

26.7 Colour Semantic -0.6829 -0.6300 

26.7 Colour Spatial -0.6322 -0.6129 

26.7 Grayscale Semantic -0.6484 -0.6113 

26.7 Grayscale Spatial -0.6280 -0.6293 

53.3 Colour Semantic -0.5512 -0.5312 

53.3 Colour Spatial -0.5394 -0.5301 

53.3 Grayscale Semantic -0.5180 -0.5178 

53.3 Grayscale Spatial -0.6425 -0.5428 

106.7 Colour Semantic -0.4019 -0.4316 

106.7 Colour Spatial -0.4323 -0.4448 

106.7 Grayscale Semantic -0.4145 -0.4266 

106.7 Grayscale Spatial -0.3945 -0.4581 

 

The performance of these models can also be visualized by plotting the estimated mean logits against 

the observed logits. Figure A5 plots these results for the semantic (A), spatial structure (B), and binocular 

viewing condition (C) tasks.  
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Figure A5. Observed versus GLMM-predicted performance (logit of proportion correct) in the semantic task 

(A), spatial structure task (B), and binocular viewing condition task (C). Good model predictions lie on the 

dashed diagonal line. Each datapoint is a condition-average – see tables A1-A3.  

 

 Next, we present post-hoc tests to examine the time-point at which response accuracy exceeded 

chance. Alphas are adjusted using the Bonferroni correction. All fixed effects aside from presentation time 

were dropped from the model, and the random slopes were removed to enable convergence in all tests. 

 

Table A4. Post-Hoc Tests of Above-Chance Semantic Category Discrimination per Presentation Duration 

Fixed Effect Logit SE Z Variance Explained (%) 

13.3 msecs .97 .10 9.54*** 3.00 

26.7 msecs 1.59 .10 15.59*** 8.00 

53.3 msecs 2.38 .10 23.42*** 18.17 

106.7 msecs 3.07 .10 29.90*** 29.97 

Note: * p < .05 ** p < .01 *** p < .001.  

R model equation: *	~	,-./012. +	(1|,6-718196(7) 	+	(1|;712<=</) 

 

Table A5. Post-Hoc Tests of Above-Chance Spatial Structure Category Discrimination at Every Presentation 
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Fixed Effect Logit SE Z Variance Explained (%) 

13.3 msecs .70 .08 8.61 1.94 

26.7 msecs 1.15 .08 14.15 5.24 

53.3 msecs 1.70 .08 20.79 11.37 

106.7 msecs 2.12 .08 25.80 17.69 

Note: * p < .05 ** p < .01 *** p < .001.  

R model equation: *	~	,-./012. +	(1|,6-718196(7) 	+	(1|;712<=</) 

 

Table A6. Post-Hoc Tests of Above-Chance Binocular Viewing Condition Discrimination at Every 

Presentation Duration 

Fixed Effect logit SE Z Variance Explained (%) 

13.3 msecs .01 .02 .49 .00 

26.7 msecs .04 .02 2.21 .00 

53.3 msecs .13 .02 7.02*** .10 

106.7 msecs .28 .02 15.36*** .45 

Note: * p < .05 ** p < .01 *** p < .001.  

R model equation: *	~	,-./012. +	(1|,6-718196(7) 	+	(1|;712<=</) 

 

 See Table A7 for the random effect parameter estimates in the semantic task. Stimuli explain more 

performance variability than participants. Correlation parameters show the relationship between random 

intercepts and the effect of presentation time. Images that were, on average, easier to discriminate produced a 

stronger effect of presentation time (- = .59), but participants that performed better, on average, produced a 

weaker effect of presentation time (- = −.26). This is to be expected if the better participants reach ceiling 

performance before the longest presentation duration. 
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Table A7. Random Effect Estimates for the Semantic Task Category Discrimination Data 

 
 

SD Correlation 

Random Intercept Stimulus 1.94 - 

 Participant .27 - 

Random Slope Stimulus x PresTime .65 .59 

 Participant x PresTime .19 -.26 

 

See Table A8 for the random effect parameter estimates in the spatial structure task. As in the 

semantic task, stimuli were a greater source of variability in performance than participant. Moreover, images 

that were, on average, easier to discriminate produced a stronger effect of presentation time (- = .51), but 

there was a weak relationship between participant performance and presentation time (- = −.04). This effect 

might be caused by the difficulty of the spatial structure task, relative to the semantic task (see main text).  
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Table A8. Random Effect Estimates for the Spatial Structure Task Category Discrimination Data 

 
 

SD Correlation 

Random Intercept Stimulus 1.05 - 

 Participant .39 - 

Random Slope Stimulus x PresTime .56 .51 

 Participant x PresTime .19 -.04 

 

See Table A9 for random effect parameter estimates in the binocular viewing condition discrimination task.  

 

Table A9. Random Effect Estimates for the Binocular Viewing Condition Discrimination Data 

 
 

SD 

Random Intercept Stimulus .10 

 Participant .09 
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Appendix E: Chapter 4, d’ Formulation for N-AFC Tasks 

For yes/no tasks, in which an observer estimates the category of a presented stimulus, G" is a standard 

measure of sensitivity that is invariant to response bias. Here we seek a generalization of G" to multinomial 

classification tasks that retains this invariance to bias, but also allows sensitivity to be compared fairly 

between tasks with a different number of classes. 

 Let H represent the ground-truth category, and let I represent the observer judgement for a k-category 

classification task. We define the per-category hit rate J#, and false-alarm rate, KL#, as 

(3) J# = 9(I = 8|H = 8)  

(4) KL# = 9(I = 8|H ≠ 8)  

Sensitivity to category 8 is then defined as  

(5) G"# = K$%(J#) − K$%(KL#)   

where K$% is the inverse of the cumulative distribution function for the normal distribution.  Finally, G" for 

the k-category task is defined as  

(6) d&" =O9(H = 8)
#

G"# 

Since G"# is invariant to bias,  d&"  will also be invariant to bias.  

 Our aim is to measure the degree to which this definition of	d&" 	enables a fair performance comparison 

between tasks with different numbers of classes, in our case the semantic (6 categories) and spatial structure 

(4 categories) categorization tasks. To this end, we conduct a series of simulations. We model category 

decisions made over a '-category system as emerging from noisy internal '-dimensional response vectors IP. 
An image from category 1 generates a standardized normal vector IP' ∈ ℝ(~S(T' , V), where T' 	is the mean 

response for category 1 and the covariance V is the ' × ' identity matrix. To model an observer who 

discriminates any pair of categories with the same pairwise sensitivity d!" , we specify T' to form the vertices 

of a regular '-dimensional simplex in ℝ( with side length of d!" . We simulate a dataset of 1 million images, 

drawing categories fairly from the empirical category distribution of our dataset.  

Figure A6 (solid curves) shows that the relationship between	d&" 	 and d!" 	 is very similar, but not 

identical, for spatial and semantic tasks.  However, a second complication in comparing observer sensitivity 

across spatial and semantic categories under time-constraints is variation in the reliability of ground-truth. 

We derive ground-truth from prior work (Anderson et al, 2021) in which observers categorized images 
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without time constraints. With unlimited time, two observers do not always agree, and we find that the extent 

of inter-observer agreement is lower for the spatial structure categories than for the semantic categories. This 

means that for any true two-way sensitivity d!"  , our empirical estimate of d&"  will be lower than indicated by 

the solid curves in Fig. S3, due to this ‘noise’ in the ground truth, and this underestimation will be more 

severe for the spatial structure task than for the semantic tasks. 

 We can account for this by deriving from Anderson et al (2021) measures of inter-observer agreement 

in the spatial structure (X)*+#,), and semantic (X),-) classification tasks. These measures reflect the 

proportion of times an observer is expected to agree with the majority view (i.e., mode response) of an 

image’s category, given unlimited viewing time. The derived values are X)*+#, = 0.7154 and X),- =
0.8229. Note that these measures derive from a finite sample of 20 observers and we neglect uncertainty in 

how the majority opinion might shift with a larger sample.  

 The deviation in individual observers’ conception of the ground-truth category can be modelled in our 

Monte Carlo simulation by randomly switching the ground-truth category with probability 1 − X. The 

resulting corrected relationships between	d&" 	 and d!"  for spatial and semantic categorization are shown as 

dotted curves in Figure A6.  We find that the difference in the reliability of ground truth for spatial structure 

and semantic tasks has a profound effect: for any value of d!"  the value of d&"  is substantially higher for the 

semantic task than for the spatial structure task (see dotted lines, Figure A6).   
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Figure A6. Simulated 2-way sensitivity (d!" ) as a function of d&" . X is inter-observer agreement on ground-

truth category, derived from Anderson et al (2021). 

 

 We can use these results to map from d&" 	to d!" 	for both spatial and semantic tasks, thus 

correcting for differences in the number of categories k, the distribution of stimuli over these categories, and 

the reliability of ground truth X.   

To examine whether our formulation of G′ undesirably biased our data (relative to accuracy or log 

odds – two alternative performance metrics), we examined the correlation between mean G′ values (with 

separate means for all the conditions, crossed with all the participants), and GLMM log odds estimates, while 

controlling for variability in participant performance (modelled as random intercepts per participant, and 

random slopes for the effect of presentation time per participant), and variability in performance across 

images (modelled as random intercepts per image). For comparison, we also report correlations between 

GLMM estimates and (i) proportion correct, and (ii) standard log odds ratios. See Table A10 for results. All 

correlations approach unity, suggesting that all three metrics capture GLMM estimates well, and that G′ is 

not biased relative to other metrics. 

 

Table A10. Pearson correlations between average performance estimated from a GLMM model, and three 

performance metrics: d’, proportion correct, and log odds ratios.  

Task Correlation df r 

Structure GLMM log odds x d' 28 .920*** 

 
GLMM log odds x proportion correct 28 .921*** 

 
GLMM log odds x standard log odds ratio 28 .920*** 

Semantic GLMM log odds x d' 814 .949*** 

 
GLMM log odds x proportion correct 814 .949*** 

  GLMM log odds x standard log odds ratio 814 .949*** 

Note: *** p < .001 
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To further ensure that G′ values do not produce substantially different results compared to the GLMM 

analyses, we conducted three ANOVAs: (i) A repeated measures ANOVA on the semantic categorization d’ 

data (see Table A11), a repeated measures ANOVA on the spatial structure categorization d’ data (see Table 

A12), and a mixed-model ANOVA, with task as the between-participants variable, on the depth 

discrimination G′ data (see Table A13). The estimated effects in these analyses closely mirror the GLMM 

effects reported in the main text.  

 

Table A11. Repeated Measures ANOVA on d’ Semantic Task Data  

Effect df F ges 

Stereo 2, 68 3.86* .003 

Time 3, 102 462.74*** .615 

Colour 1, 34 39.22*** .029 

Stereo x Time 6, 204 1.30 .003 

Stereo x Colour 2, 68 1.3 .000 

Time x Colour 3, 102 3.31* .004 

Stereo x Time x Colour 6, 204 3.37** .007 

Note: * p < .05 ** p < .01 *** p < .001 
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Table A12. Repeated Measures ANOVA on d’ Spatial Structure Task Data  

Effect df F ges 

Stereo 2, 58 4.81* .005 

Time 3, 87 211.08*** .520 

Colour 1, 29 13.74*** .012 

Stereo x Time 6, 174 1.00 .003 

Stereo x Colour 2, 58 .59 .001 

Time x Colour 3, 87 .79 .001 

Stereo x Time x Colour 6, 174 .34 .001 

Note: * p < .05 ** p < .01 *** p < .001 

 

Table A13. Mixed-Model ANOVA on d’ Depth Discrimination Task Data  

Effect df F ges 

Task 1, 62 .05 .000 

Time 3, 186 44.47*** .230 

Colour 1, 62 .00 .000 

Task x Time 3, 186 1.06 .007 

Task x Colour 1, 62 1.04 .001 

Time x Colour 3, 186 .88 .002 

Task x Time x Colour 3, 186 2.86* .008 

Note: * p < .05 ** p < .01 *** p < .001  
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Appendix F: Chapter 4, Alternative Metrics of Task Performance 

Mutual information quantifies the amount of information shared between two random variables. Let \ ∈ ] 

represent the ground-truth scene category of an image, and / ∈ ] the category assigned by a human 

participant in the experimental task. The mutual information V(\, /) in bits between \ and / is given by 

(8) V(\, /) = OO9(\, /)	=^\!
9(\, /)
9(\)9(/))∈/0∈/

 

The maximum mutual information in bits is given by =^\!((), and the proportion of mutual information is 

V(\, /)/=^\!((). Since proportion of mutual information scales with (, this metric adjusts for the increased 

difficulty of discriminating a larger number of categories. Hence, using mutual information, we can examine 

task differences in information processing. These results replicate the findings observed using	G′ (see Figure 

A7). Proportion of mutual information exceeds zero at all presentation times (for category discrimination), 

and the semantic task produces better performance than the spatial structure task (Figure A7A), even when 

values are adjusted for task differences in inter-observer agreement (see main text, Figure A7B).  

 

Figure A7. Task performance in the spatial and semantic tasks quantified in terms of mutual information 

(proportion relative to maximum). (A) Spatial structure (green) and semantic (red) category (solid line) and 

depth (dashed line) discrimination performance. (B) Task differences after correcting for differences in inter-

observer agreement regarding the ground-truth category. Error bars are participant standard errors.  

 

We can also quantify task performance by estimating the variance in categorization responses 

explained by ground-truth category labels. We fit a multinomial logistic regression to raw categorization 
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data, using a logit link function (see MATLAB mnrfit function). Variance explained is calculated as (one 

minus) the ratio between the model error, and expected error assuming random responding. Results are 

presented in Figure A8, and closely replicate the results observed for G′ and mutual information. Altogether, 

these findings demonstrate that our findings are not dependent on performance metric.  

 

Figure A8. Task performance in the spatial and semantic tasks quantified in terms of variance explained by a 

multinomial logistic regression (with ground-truth category as predictor). (A) Spatial structure (green) and 

semantic (red) category (solid line) and depth (dashed line) discrimination performance. (B) Task differences 

after correcting for differences in inter-observer agreement regarding the ground-truth category. Error bars 

are participant standard errors.  
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Appendix G: Chapter 4, Task Differences Split by Agreement Bin 

Category discrimination performance as a function of presentation time and task, divided into 

agreement bins, are presented in Figure A9. Note the absence of a reliable task difference across different 

levels of agreement. For example, for an inter-observer agreement of .9, spatial structure performance 

exceeded semantic performance, but for an agreement of 1, semantic performance exceeded spatial structure 

performance.  

 

Figure A9. Performance as a function of presentation time, divided by agreement. On average, both the 

semantic and spatial structure tasks produce approximately equal performance.  
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Here we test an alternative method of equalizing the distribution of inter-observer agreement: by 

bootstrap-sampling (with replacement) the same number of trials from the semantic and spatial structure 

tasks in each bin. Task-related performance differences are minimal in this bootstrapped dataset (Figure 

A10), and closely resemble the results reported in the manuscript (see Figure 5B).  

 

Figure A10. Mean performance after controlling for differences in inter-observer agreement in the ground-

truth dataset. Normalized performance (with the same number of trials in semantic and spatial agreement 

bins) reveals that the time-courses for spatial structure and semantic processing are very similar. All error 

bars are ±1 standard error over observers.    
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Appendix H: Chapter 4, Follow-Up Analyses of Task Differences and Potential 

Confounds 

In the main text, we adapted the decision variable correlation method to a 4AFC and 6AFC task by 

converting categorical responses to binary incorrect/correct responses. In short, we computed the correlation 

between model and human incorrect/correct responses, independently for each ground-truth category, and 

then averaged over categories.  

 An alternative way to compute the DVC treats an m-AFC task (where m is the number of categories) 

as a set of 2AFC tasks. Consider, for example, our spatial structure categories: flat, closed off, cluttered, and 

navigable. First let us compute the DVC for the flat category, by dummy-coding the ground-truth as either 

flat (1), or not-flat (0, i.e., all the other categories). Model and human responses are then also dummy-coded 

as either flat (1) or not flat (0). Then, the DVC can be computed as described in Sebastian and Geisler 

(2018), which yields two correlation values: one for the flat category, and one for the not-flat categories. 

Note that, if we apply the same process to the closed off category, some of not-closed off categories are also 

members of the not-flat category. This means that our individual DVC estimates will be correlated. 

Nonetheless, the results are highly similar to the method described in the main text (see Figure A11), 

confirming that the spatial → semantic model is worse at predicting categorization behaviour than the 

semantic → spatial model. 

  

Figure A11. The Decision Variable Correlation (DVC) between human categorization responses and the two 

models, using a different DVC calculation. (A) DVC between human semantic responses, and spatial 

structure → semantic model predictions (solid line). For reference, we also plot the DVCs between (i) 
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individual humans and the mode responses from N-1 humans (leave-one-out cross-validation; dashed lines), 

and (ii) pairs of humans (pairwise; dotted lines). (B) DVC between human spatial structure responses and 

semantic → spatial structure model responses. Note that the semantic → spatial structure model (solid line) is 

a better predictor of human categorization in terms of absolute DVC, and relative to our two performance 

references (LOOCV and pairwise). Error bars are participant standard errors. 

 

 To empirically confirm that the patterns observed in Figure 4.7 and Figure A11 are not caused by a 

difference in model performance, we computed the median sensitivity per participant (G′ = 1.38) across both 

tasks, and removed (i) participants in the semantic task who performed better than the median, and (ii) 

participants in the spatial structure task who performed worse than the median. This way, our simple 

classification model only uses a subset of the full sample of participants, and this subset is biased to produce 

better performance in the spatial structure → semantic model. Indeed, this sampling reverses the difference in 

model performance observed in Figure 4.7: the spatial → semantic model now outperforms the semantic → 

spatial model in terms of G′ (see Figure A12A). If DVC estimates depend on model performance, the effects 

observed in the main text should be eliminated or reversed. However, as we hypothesized, reversing the 

mean discriminability of the two models did not affect the DVC trends; the semantic → spatial structure 

model still correlated with human categorization data better than the spatial structure → semantic model (see 

Figure A12B).  

 

A BHuman

Semantic

Spatial

Model
Spatial -> Semantic Model

Semantic -> Spatial Model

13
.3

26
.7

53
.3

10
6.7

Presentation Time (msecs)

0

0.5

1

1.5

2

2.5

3

C
at

eg
or

y 
D

is
cr

im
in

at
io

n 
(d

')

13
.3

26
.7

53
.3

10
6.7

Presentation Time (msecs)

0

0.1

0.2

0.3

0.4

D
ec

is
io

n-
Va

ria
bl

e 
C

or
re

la
tio

n



Appendices 

 

 

201 

Figure A12. Model and human categorization patterns when performance difference between the two models 

is reversed. (A) Model and human category discrimination (G′) as a function of presentation time. On 

average, the spatial → semantic model now outperforms the semantic → spatial model. (B) Decision Variable 

Correlation (DVC) between the two models of categorization, and trial-level categorization judgements. 

Even though the semantic → spatial model produces worse performance, it still outperforms the structure → 

semantic model.  

 

 Another relevant difference between the two tasks is that human x human DVCs for semantic 

categorization is higher, on average, than human x human DVCs for the spatial structure categorization. This 

shows that humans are more consistent with one another in the semantic task. Could this also affect the 

difference between the two model DVCs? Using the same median-split procedure as described above, we (i) 

computed the average pairwise human x human DVC for each participant, and found the median value 

across both tasks (- = .19), and then we (ii) removed all participants in the semantic task greater than the 

median, and removed all participants in the spatial structure task less than the median. Similar to above, this 

has the effect of biasing the model in the opposite direction, and favouring the spatial structure → semantic 

model. As expected this sampling procedure caused the spatial → semantic model to outperform the semantic 

→ spatial model in terms of G′ (see Figure A13A). However, this had little effect on the DVCs: the semantic 

→ spatial structure model still correlated with human categorization data substantially better than the spatial 

structure → semantic model (see Figure A13B). 
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Figure A13. Model and human categorization patterns when human x human DVCs are higher in the spatial 

task than the semantic task. (A) Model and human category discrimination (G′) as a function of presentation 

time. On average, the spatial → semantic model now outperforms the semantic → spatial model. (B) Decision 

Variable Correlation (DVC) between the two models of categorization, and trial-level categorization 

judgements. Even though the semantic → spatial model produces worse performance, it still outperforms the 

structure → semantic model. 
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Appendix I: Chapter 5, Online Experiment Demographic Data 

Table A14. Experiment 1 Demographic / Machine Data 

    Number of Participants 

Gender Male 35 

 Female 51 

Operating System Windows 55 

 MacOS 30 

 Not Given 1 

Browser Edge 4 

 Chrome 66 

 Safari 5 

 Firefox 9 

 Brave 2 

Measured Refresh Rate (Hz) 40 3 

 42 1 

 44 1 

 47 1 

 50 1 

 52 1 

 53 1 

 55 2 

 57 1 

 59 7 

 60 58 

 75 1 

 120 2 

 133 1 

  144 1 
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Appendix J: Chapter 5, Experiment 1 Linear Mixed Model Fixed and Random 

Estimates 

Here we examine goodness of fit by presenting the predicted GLMM (logit) and LMM results, per 

condition, and comparing them against the observed results. Tables A15 and A16 show the predicted versus 

observed results for Experiment 1, and Tables A17 and A18 show the predicted versus observed results for 

Experiment 2.  

 

Table A15. Observed Versus Predicted Ordinal Depth Results in Experiment 1 (Condition-Averaged Logits). 

Mean Depth Elevation Pres. Time Observed Logit Predicted Logit 

10 Variable 17 0.1404 0.2299 

10 Variable 33 0.2177 0.4353 

10 Variable 67 0.6055 0.6028 

10 Variable 133 0.9230 0.8566 

10 Variable 267 0.8073 0.9951 

10 Same 17 0.0601 -0.0100 

10 Same 33 0.1112 0.1844 

10 Same 67 0.4654 0.3770 

10 Same 133 0.6859 0.5169 

10 Same 267 0.7610 0.6813 

20 Variable 17 1.0831 0.7862 

20 Variable 33 1.0277 0.9431 

20 Variable 67 1.2699 1.1814 

20 Variable 133 1.4968 1.3284 

20 Variable 267 1.6671 1.4989 

20 Same 17 0.0465 0.0289 

20 Same 33 0.2850 0.2900 

20 Same 67 0.3340 0.5960 

20 Same 133 0.6616 0.7671 

20 Same 267 0.7770 0.9265 

40 Variable 17 0.7142 0.7692 

40 Variable 33 0.8222 0.8989 

40 Variable 67 0.8360 0.8929 

40 Variable 133 1.0462 1.0519 

40 Variable 267 1.0825 1.1354 
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40 Same 17 0.0086 0.0252 

40 Same 33 0.2519 0.2777 

40 Same 67 0.6430 0.4861 

40 Same 133 0.8373 0.7401 

40 Same 267 0.8673 0.9122 

 

Table A16. Observed Versus Predicted Interval Depth Results in Experiment 1. 

Mean Depth Elevation Pres. Time Observed Ratio Predicted Ratio 

10 Variable 17 0.5599 0.5372 

10 Variable 33 0.5077 0.5258 

10 Variable 67 0.5040 0.5150 

10 Variable 133 0.5117 0.5065 

10 Variable 267 0.4965 0.4958 

10 Same 17 0.5810 0.5617 

10 Same 33 0.5532 0.5440 

10 Same 67 0.4956 0.5389 

10 Same 133 0.5427 0.5408 

10 Same 267 0.5499 0.5401 

20 Variable 17 0.5339 0.5240 

20 Variable 33 0.5119 0.5154 

20 Variable 67 0.4996 0.5151 

20 Variable 133 0.4961 0.5078 

20 Variable 267 0.5235 0.5010 

20 Same 17 0.5534 0.5560 

20 Same 33 0.5511 0.5577 

20 Same 67 0.5535 0.5483 

20 Same 133 0.5512 0.5479 

20 Same 267 0.5719 0.5632 

40 Variable 17 0.5162 0.5149 

40 Variable 33 0.5069 0.5092 

40 Variable 67 0.5262 0.5165 

40 Variable 133 0.5026 0.5141 

40 Variable 267 0.5228 0.5202 

40 Same 17 0.5879 0.5836 

40 Same 33 0.5713 0.5593 
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40 Same 67 0.5496 0.5593 

40 Same 133 0.5131 0.5337 

40 Same 267 0.5593 0.5439 

 

Table A17. Observed Versus Predicted Ordinal Depth Results in Experiment 2 (Condition-Averaged Logits). 

Mean 

Depth Elevation Pres. Time Stereo Cond. Observed Logit 

Predicted 

Logit 

10 Same 17 Mono 0.1201 0.0853 

10 Same 17 Stereo 0.1942 0.0607 

10 Same 33 Mono 0.2697 0.2906 

10 Same 33 Stereo 0.1252 0.4263 

10 Same 67 Mono 0.3795 0.4660 

10 Same 67 Stereo 1.0415 0.8509 

10 Same 133 Mono 0.9760 0.7076 

10 Same 133 Stereo 1.5969 1.1345 

10 Same 267 Mono 0.5390 0.7675 

10 Same 267 Stereo 1.0846 1.3625 

10 Variable 17 Mono 0.3185 0.6381 

10 Variable 17 Stereo 0.6931 0.9582 

10 Variable 33 Mono 0.6931 0.7222 

10 Variable 33 Stereo 1.0986 1.2083 

10 Variable 67 Mono 1.2595 0.9772 

10 Variable 67 Stereo 0.9614 1.2533 

10 Variable 133 Mono 1.2809 1.2766 

10 Variable 133 Stereo 1.1856 1.4462 

10 Variable 267 Mono 1.0986 1.4452 

10 Variable 267 Stereo 1.4295 1.6268 

20 Same 17 Mono -0.0408 0.1402 

20 Same 17 Stereo -0.1226 0.1519 

20 Same 33 Mono 0.4495 0.4263 

20 Same 33 Stereo 0.8035 0.5522 

20 Same 67 Mono 0.9008 0.6272 

20 Same 67 Stereo 0.8812 0.8308 

20 Same 133 Mono 0.8725 0.7139 

20 Same 133 Stereo 1.2595 1.1294 
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20 Same 267 Mono 0.8224 0.8895 

20 Same 267 Stereo 1.0561 1.3382 

20 Variable 17 Mono 0.8522 0.7425 

20 Variable 17 Stereo 1.4123 1.1501 

20 Variable 33 Mono 1.2130 0.9578 

20 Variable 33 Stereo 1.7798 1.2597 

20 Variable 67 Mono 1.3322 1.0742 

20 Variable 67 Stereo 2.3514 1.4335 

20 Variable 133 Mono 1.1272 1.2225 

20 Variable 133 Stereo 1.4917 1.4517 

20 Variable 267 Mono 1.4791 1.3375 

20 Variable 267 Stereo 1.9459 1.5296 

40 Same 17 Mono 0.2513 0.2217 

40 Same 17 Stereo 0.3542 0.2958 

40 Same 33 Mono 0.2091 0.3726 

40 Same 33 Stereo 0.6306 0.5133 

40 Same 67 Mono 0.9527 0.7334 

40 Same 67 Stereo 0.5274 0.8295 

40 Same 133 Mono 0.9305 0.8243 

40 Same 133 Stereo 1.2809 1.1238 

40 Same 267 Mono 0.8374 1.0398 

40 Same 267 Stereo 1.3994 1.3316 

40 Variable 17 Mono 1.1550 1.0633 

40 Variable 17 Stereo 1.2130 1.4392 

40 Variable 33 Mono 1.1272 1.1784 

40 Variable 33 Stereo 1.3218 1.4489 

40 Variable 67 Mono 0.8575 1.2230 

40 Variable 67 Stereo 1.3481 1.4062 

40 Variable 133 Mono 1.1820 1.3017 

40 Variable 133 Stereo 1.5106 1.4925 

40 Variable 267 Mono 1.4404 1.2169 

40 Variable 267 Stereo 1.3218 1.5768 

 

Table A18. Observed Versus Predicted Interval Depth Results in Experiment 2. 
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Mean 

Depth Elevation Pres. Time Stereo Cond. Observed Ratio 

Predicted 

Ratio 

10 Same 17 Mono 0.8142 0.7638 

10 Same 17 Stereo 0.8139 0.7736 

10 Same 33 Mono 0.7387 0.7372 

10 Same 33 Stereo 0.6959 0.7157 

10 Same 67 Mono 0.6281 0.6752 

10 Same 67 Stereo 0.6131 0.6662 

10 Same 133 Mono 0.5878 0.6454 

10 Same 133 Stereo 0.6401 0.6370 

10 Same 267 Mono 0.5903 0.5901 

10 Same 267 Stereo 0.5621 0.5915 

10 Variable 17 Mono 0.6600 0.6297 

10 Variable 17 Stereo 0.6292 0.6168 

10 Variable 33 Mono 0.6236 0.6356 

10 Variable 33 Stereo 0.5793 0.5915 

10 Variable 67 Mono 0.5885 0.6258 

10 Variable 67 Stereo 0.5724 0.5802 

10 Variable 133 Mono 0.6000 0.6114 

10 Variable 133 Stereo 0.5397 0.5478 

10 Variable 267 Mono 0.6274 0.6008 

10 Variable 267 Stereo 0.5110 0.5273 

20 Same 17 Mono 0.7544 0.7625 

20 Same 17 Stereo 0.7817 0.7193 

20 Same 33 Mono 0.7172 0.7177 

20 Same 33 Stereo 0.6199 0.6738 

20 Same 67 Mono 0.6522 0.6675 

20 Same 67 Stereo 0.6423 0.6343 

20 Same 133 Mono 0.6269 0.6069 

20 Same 133 Stereo 0.5950 0.5796 

20 Same 267 Mono 0.6661 0.5766 

20 Same 267 Stereo 0.6236 0.5417 

20 Variable 17 Mono 0.5746 0.5634 

20 Variable 17 Stereo 0.5838 0.5833 

20 Variable 33 Mono 0.5514 0.5474 

20 Variable 33 Stereo 0.5552 0.5553 
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20 Variable 67 Mono 0.5182 0.5140 

20 Variable 67 Stereo 0.5355 0.5188 

20 Variable 133 Mono 0.4777 0.4976 

20 Variable 133 Stereo 0.4694 0.4866 

20 Variable 267 Mono 0.4915 0.4745 

20 Variable 267 Stereo 0.4907 0.4499 

40 Same 17 Mono 0.7633 0.7381 

40 Same 17 Stereo 0.7193 0.7111 

40 Same 33 Mono 0.7311 0.7081 

40 Same 33 Stereo 0.6827 0.6835 

40 Same 67 Mono 0.6604 0.6980 

40 Same 67 Stereo 0.6430 0.6433 

40 Same 133 Mono 0.6162 0.6598 

40 Same 133 Stereo 0.5853 0.6213 

40 Same 267 Mono 0.6554 0.6376 

40 Same 267 Stereo 0.6008 0.6009 

40 Variable 17 Mono 0.6153 0.5948 

40 Variable 17 Stereo 0.5777 0.5539 

40 Variable 33 Mono 0.5118 0.5359 

40 Variable 33 Stereo 0.4945 0.5166 

40 Variable 67 Mono 0.5132 0.5287 

40 Variable 67 Stereo 0.4713 0.4862 

40 Variable 133 Mono 0.4923 0.4894 

40 Variable 133 Stereo 0.4622 0.4652 

40 Variable 267 Mono 0.4891 0.4812 

40 Variable 267 Stereo 0.4276 0.4262 

 

The performance of these models can also be visualized by plotting the estimated mean logits against 

the observed logits. Figure A5 plots these results for the semantic (A), spatial structure (B), and binocular 

viewing condition (C) tasks. Condition means cluster around the diagonal line, indicating that our data is 

well captured by the model.  
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Figure A14. Observed versus predicted GLMM/LMM performance. (A) Experiment 1 ordinal data condition 

means (logits). (B) Experiment 1 Interval data condition means (depth ratios). (C). Experiment 2 ordinal data 

condition means (logits). (D) Experiment 2 Interval data condition means (depth ratios). Each datapoint is a 

condition-average – see tables A15-A18.  

 

Here we present the random effect parameter estimates for all models (Tables A19-A23).  

 

Table A19. Experiment 1 Ordinal Depth Random Effect Parameter Estimates 

  SD Correlation 

 
  

Intercept Intercept x 
PresTime  

Random Intercept Participant .359 - - 

 Stimulus .711 - - 

Random Slope Participant x PresTime .193 .94 - 

 Stimulus x PresTime .081 .45 - 
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 Stimulus x Depth Offset .593 .21 -.39 

Table A20. Experiment 1 Ratio Depth Random Effect Parameter Estimates 

  SD Correlation 

 
  

Intercept Intercept x 
PresTime  

Random Intercept Participant .430 - - 

 Stimulus .098 - - 

Random Slope Participant x PresTime .093 -.39 - 

 Stimulus x PresTime .035 .98 - 

 Stimulus x Depth Offset .085 -.05 -.25 

 

Table A21. Experiment 2 Ordinal Depth Random Effect Parameter Estimates 

  SD Correlation 

 
  

Intercept Intercept x 
PresTime  

Random Intercept Participant .230 - - 

 Stimulus .519 - - 

Random Slope Participant x PresTime .121 .98 - 

 Stimulus x PresTime .130 .66 - 

 Stimulus x Depth Offset .318 -.62 .18 

 

Table A22. Experiment 2 Ratio Depth Random Effect Parameter Estimates 

  SD Correlation 

 
  

Intercept Intercept x 
PresTime  

Random Intercept Participant .313 - - 

 Stimulus .097 - - 

Random Slope Participant x PresTime .792 .00 - 

 Stimulus x PresTime .035 .30 - 
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 Stimulus x Depth Offset .107 -.60 .58 
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Appendix K: Chapter 5, Bias in Depth Judgements With/Without Disparity 

 

Figure A15. Responses are biased towards smaller depth ratios in the stereo condition. However, disparity 

cues did not produce a significant performance advantage (see Table A22).   
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Appendix L: Chapter 5, Comparison of Models Across Experiment 1 and 2 

 

Figure A16. Model performance in the ordinal depth task is similar across Experiment 1 and 2. (A) 

Experiment 1 ordinal depth responses in the same-elevation condition. (B) Experiment 2 ordinal depth 

responses in the same-elevation condition. (C) Experiment 1 ordinal depth responses in the variable-

elevation condition. (D) Experiment 2 ordinal depth responses in the variable-elevation condition. Shaded 

error bars represent ± 1 standard error.   
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Appendix M: Chapter 5, Natural Scene Statistics of Depth as a Function of 

Elevation and Angular Separation 

 

Figure A17. Relationship between depth offset and two-dimensional probe distance. (A) Vertical probe 

offset (i.e., elevation difference) is negatively correlated (r = -.240) with the ground-truth depth ratio between 

randomly selected pairs of probes. (B) Angular offset (i.e., 2D Euclidean distance) is negatively correlated (r 

= -.226) with the ground-truth depth ratio between randomly selected pairs of probes. 10,000 probe pairs 

from the SYNS database were sampled.   
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Appendix N: Chapter 5, Effect of Angular Separation on Depth Ratio 

Judgements 

Table A23. Ratio depth fixed effect parameter estimates. Model is fitted to the same-elevation data from 

experiments 1 and 2. Only three effects are estimated, to see whether the effect of depth offset is simply 

driven by the angular offset between probes.  

  $ SE Wald 95% CI df t 

Depth Offset .178 .001 [0.157   0.198] 1287 -17.244*** 

Angular Separation -.035 .001 [-0.055   -0.016] 6440 -3.547*** 

Depth Offset X 

Angular Separation .022 .001 [0.005   0.038] 5375 -2.586** 

Note: * p < .05 ** p < .01 *** p < .001 

R model equation: *	~	a.97ℎcdd/.7 ∗ L(\<=6-;.96-671^( +	(1|,6-718196(7) 	+	(1|;712<=</)  
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Appendix O: Chapter 5, Participant Instructions 

Page 1: 
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Page 2: 
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Chapter 8 

Glossary 

 
Angular declination / 

elevation 

Most environments we inhabit have an approximately flat ground-plane, and 

given that most objects are supported by, or extend to, the ground-plane, the 

angular declination of an object, relative to the horizon, can be used to decode 

object depth. 

 

Specifically, given an estimate of an observer’s height, h, the metric distance, 

d, of a grounded object can be estimated using the simple equation: d	=	
h/tan(α)	,	where α is the angle of the object, from the observer's view, 

relative to the horizon (i.e., looking straight ahead). Humans exploit this 

geometric relationship to estimate scene depth: the higher an object is, 

relative to the horizon, the further away it appears (e.g., Ooi et al., 2001). 

Binocular Disparity The lateral separation between the two eyes generates a difference between 

the images projected to the left and right retinae. Many animals integrate 

these two projections into a single, unified percept. The rich impression of 

depth we perceive as a result is termed stereopsis, or stereo.  

 

Matching features in one image to the same feature in the second image is 

described as the correspondence problem. The visual system must distinguish 

between true matches, where the feature pairs belong to a common, physical 

object, and false matches, where feature pairs belong to different objects (by 

virtue of visual similarity between adjacent objects). Humans effortlessly 

solve the correspondence problem, and although computational models of 

stereo correspondence have a long history (e.g., Marr & Poggio, 1979), the 

mechanism underpinning feature matching is still debated (e.g., Ng & Farell, 

2019).  
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If both eyes are fixating the same point in space, the object at fixation is, by 

definition, placed on the fovea of both eyes. In this case, we say that the 

object falls on corresponding retinal locations, and has zero binocular 

disparity. Outwards of the fovea, other objects that project to corresponding 

points are specified by the empirical horopter – a three-dimensional surface 

that changes shape with viewing distance. At short fixation distances, the 

horopter is convex vertically and concave horizontally, but at larger distances 

(>1 meter), the horizontal horoper becomes convex (Ogle, 1950).  

 

Objects that project to non-corresponding points can generate crossed 

disparities, which are caused by stimuli that appear in front of the horopter, or 

uncrossed disparities, that appear behind the horopter. Since the eyes are 

horizontally separated, horizontal disparities are larger and more common, 

but vertical disparities also contribute to perceived depth (e.g., Rogers & 

Bradshaw, 1993; Brenner et al., 2001). 

 

Absolute disparities describe the disparity angle of a near/far object, relative 

to a fixated object. Relative disparities describe the difference in disparity 

angles of a pair of objects. Relative disparities are invariant to vergence eye 

movements, and although absolute and relative disparity-tunes cells have 

been discovered in primate visual cortex (Cumming & Parker, 1999; Thomas 

et al., 2002), humans are better at discriminating relative disparities (Badcock 

& Schor, 1985; Westheimer, 1979).  

 

Disparity processing is often measured in response to random dot 

stereograms. A random dot stereogram is a pair of images containing an array 

of random dots. Translating a subset of the dots in one of the images has the 

effect of creating binocular disparities. Viewing these images binocularly (so 

each eye sees a separate image), yields a strong impression of depth that is 

invisible to the monocular viewer.  
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Defocus Blur In three-dimensional environments, where objects appear at different depths, 

retinal images have variable amounts of blur. Accommodation is the process 

of contracting or relaxing the ciliary muscles of the eye to distort the lens, and 

thereby manipulate optical power. This is important for deblurring the image 

at locations of interest (i.e., fixation). 

 

Defocus blur is not simply an oculomotor cue though. Blur is useful for 

discriminating depth: humans exploit the fact that unblurred image regions 

are closer or father in depth, relative to fixation, than blurred regions (e.g., 

Marshall et al., 1996; Mather, 1997).  

 

Blur alone only offers unsigned depth information - it cannot discriminate 

between near and far depths. However, the lens generates chromatic and 

monochromatic aberrations (wavelength-dependent light distortions), and 

humans can process these optical cues to determine whether a defocussed 

object is nearer or farther than fixation (Wilson et al., 2002).  

Saccade Visual resolution is best at the cone-rich fovea, and deteriorates rapidly as a 

function of eccentricity. Saccades are the primary means by which humans 

select new locations for high-resolution processing. 

 

Saccades are characterized by the fast movement of both eyes in the same 

direction. During saccades, visual processing is suppressed, and the pauses 

between saccades, during which processing resumes, are termed fixations.  

 

When a fixated object is farther or nearer than a previously fixated object, the 

magnitude of the saccade differs between the two eyes. This has the effect of 

converging/diverging the eyes, and enabling efficient fusion of the target 

object (Collewijn et al., 1997; Enright, 1984). 

Texture Gradient Most surfaces in the real world have a predictable texture (e.g., grass, brick, 

asphalt). As distance to the observer increases, these textures become finer. 

The resultant texture gradient is used by humans to estimate scene depth, 

although the size of its contribution depends on the regularity of the texture 

(Gibson, 1950; Todd & Akerstrom, 1987).  
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Vergence Vergence is characterized by the movement of both eyes in opposite 

directions. Vergence is necessary to fuse pairs of images into a single 

stereoscopic percept, since objects with large disparities relative to the 

horopter appear diplopic – i.e., they generate a subjective double-image. 

 

Divergent eye movements enable the fixation and fusion of far objects, 

whereas convergent eye movements enable the fixation and fusion of near 

objects. Depth cues like binocular disparity and accommodation drive 

vergence. Some studies have shown that oculomotor vergence signals are 

powerful depth cues in their own right (e.g., Mon-Williams & Tresilian, 

1999; Viguier et al., 2001), but when experimental confounds are eliminated, 

these cues have no effect on depth estimation (Linton, 2020).  
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