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Abstract

Vaccine misinformation fuels vaccine hesitancy, spreading through social net-
works and can thus lead to the formation of unprotected communities, increasing
the risk of larger-scale disease outbreaks. In this study, through an agent-based
model that integrates coupled diffusion processes—vaccine opinions and disease
diffusion—we design counter-campaigns that counteract vaccine misinformation
to promote vaccine uptake aiming to curb the spread of an epidemic. We frame
this as an optimization problem, developing adaptive targeting strategies that
respond to evolving vaccine attitudes subject to budget constraints. We find that
the efficiency of campaigns depends on both the network structure and the tim-
ing of the intervention. For early intervention, we demonstrate that targeting
neutral individuals connected to anti-vaccine opinion adopters within their social
networks can effectively limit the spread of negative influence. Moreover, we find
that targeting agents that have the potential to propagate the positive influence
in their neighbourhoods is significantly more effective than solely protecting the
most vulnerable agents from negative influence. For late intervention, as large
anti-vaccine communities begin to emerge, shielding bridging regions in small-
world and regular lattice networks becomes a more effective containment strategy.
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However, this approach is less effective in scale-free and random networks due
to the distinct clustering patterns observed there. We also find that controlling
negative opinion diffusion becomes more challenging the longer the intervention
is delayed. However, it can be controlled more efficiently with fewer resources in
small-world and regular lattice networks than in others.

Keywords: epidemic dynamics, vaccine hesitancy, intervention campaign, complex
contagion, complex networks

1 Introduction

Vaccine hesitancy, defined by the WHO as the reluctance or refusal to get vacci-
nated despite the availability of vaccines, poses a significant challenge to public health
initiatives aimed at preventing outbreaks of vaccine-preventable diseases. The WHO
identifies vaccine hesitancy as one of the top ten threats to public health (WHO,
2019). The spread of vaccine-related misinformation through social networks is a key
driver of vaccine hesitancy (Burki, 2019; Hotez et al, 2020; Pierri et al, 2022; Lee et al,
2022). A real-world example of its detrimental impact emerged in 2019, when declin-
ing measles vaccination rates resulted in a significant increase in measles cases (Hotez
et al, 2020). The year 2023 witnessed another resurgence of measles cases, attributed
to lower vaccination uptake (WHO, 2024). Similarly, misinformation has adversely
affected COVID-19 vaccine uptake (Pierri et al, 2022) and reduced the likelihood of
individuals adopting preventive measures, such as accepting Ebola vaccines during the
Ebola outbreak (Vinck et al, 2019).

Information spreads in social networks as a form of social contagion, shaping pub-
lic opinion and behavior. With the advent of social media, this process has become
faster, more complex, and far-reaching. In the context of vaccination, the diffusion
of vaccine-related misinformation can undermine individuals’ willingness to get vacci-
nated, leading to serious public health consequences and influencing the transmission
dynamics of infectious diseases. This issue has attracted increasing research atten-
tion. Studies have addressed how anti-vaccine diffusion on social media fuel vaccine
hesitancy (Puri et al, 2020), how information diffusion can lead to the formation of
polarized clusters, pro-vaccine and anti-vaccine communities, that reinforce internal
beliefs and create echo chambers (Schmidt et al, 2018; Mønsted and Lehmann, 2022),
making individuals more resistant to changing their beliefs. When online opinion-based
clusters result in a corresponding level of vaccination clustering, the likelihood of local
outbreaks increases (Salathé and Khandelwal, 2011). Others have examined other per-
spectives such as how we can leverage social media data to identify online vaccine
clusters and its influence on vaccination (Bello-Orgaz et al, 2017), exploring the corre-
lation between online public vaccine attitudes and vaccine uptake Cheng et al (2023),
and understanding the communication patterns between anti-vaccine and pro-vaccine
groups (Yuan et al, 2019).

Intervention strategies to combat misinformation in social networks represent a
broad field that encompasses multiple dimensions and objectives. One dimension
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involves content-related strategies, which focus on the type of information delivered to
the population. In this context, various methods have been proposed in the literature,
including prebunking, debunking, fact-checking, and others (Roozenbeek et al, 2020;
Chen et al, 2023; Denniss and Lindberg, 2025). Prebunking, for example, is based on
inoculation theory and inspired by the concept of medical immunization; it aims to
increase individuals' resistance to future misinformation by exposing them to weak-
ened doses of misinformation content in advance (Compton, 2013; Roozenbeek et al,
2020). Debunking, by contrast, is a corrective approach that seeks to replace false
beliefs with accurate information (Tay et al, 2022). These interventions have been
widely studied and demonstrated to be e�ective in combating the in
uence of mis-
information Roozenbeek et al (2020); Vivion et al (2022); Roozenbeek et al (2022);
Vraga and Bode (2018); Seo et al (2022); Bruns et al (2024).

Another important dimension of intervention strategies addresses the question of
whom to target within a network and can be classi�ed as network-based interventions.
These interventions represent a di�erent class of strategies that aim to strategically
identify and target a subset of individuals in the network to seed or block in
uence
di�usion for e�cient control. This type of intervention is the primary focus of our
study. Example problems include in
uence minimization and misinformation mitiga-
tion (Budak et al, 2011; Zhang et al, 2015) and in
uence maximization (Masuda,
2015; Erkol et al, 2019). In this context, scholars have explored and developed target-
ing methods based on network structural properties or agents' local information (e.g.,
(Masuda, 2015; Erkol et al, 2019; Shi et al, 2019)). Both content-related and network-
based approaches play complementary roles, and their integration has the potential
to further enhance the e�ectiveness of a campaign. Although content-related interven-
tions such as prebunking and debunking are beyond the scope of this study. However,
both approaches could be integrated with our targeting approach by tailoring the
campaign content for the selected individuals.

The interplay between information di�usion and disease spread has been exten-
sively studied in the literature, addressing a variety of aspects (Campbell and Salath�e,
2013; Dai et al, 2019; Yin et al, 2022; Sontag et al, 2022; Mumtaz et al, 2022; Chen
et al, 2022; Funk et al, 2009; da Silva et al, 2019; Kabir et al, 2019; Mehta and Rosen-
berg, 2020). One set of studies investigates leveraging information to raise awareness
and encourage individuals to adopt precautionary measures to control epidemics (e.g.,
(Funk et al, 2009; da Silva et al, 2019; Kabir et al, 2019)). Others examine the adverse
impact of the spread of misinformation on vaccine decision-making and its in
uence
on disease prevalence (e.g., (Campbell and Salath�e, 2013; Mehta and Rosenberg, 2020;
Yin et al, 2022; Chen et al, 2022)). Additionally, some works explore the competitive
di�usion of con
icting information and its e�ects on disease transmission (e.g., (Dorso
et al, 2017; Dai et al, 2019; Huang et al, 2021; F•ugenschuh and Fu, 2023)). Despite this
signi�cant attention, there have been limited e�orts to explore the impact of mitigat-
ing the di�usion of vaccine hesitancy on the spread of infectious diseases (Dorso et al,
2017; Ancona et al, 2022; F•ugenschuh and Fu, 2023; Alahmadi et al, 2025a). Further
research is needed to design e�ective intervention strategies to counter the spread of
anti-vaccine in
uence within coupled di�usion processes and capture its impact on dis-
ease prevalence. Scholars have thoroughly explored strategic targeting in other �elds,
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such as vaccination campaigns (Prieto Curiel and Gonz�alez Ram��rez, 2021), and in sin-
gle di�usion processes related to in
uence maximization (Romero Moreno et al, 2021,
2020; Erkol et al, 2019) and misinformation mitigation (Budak et al, 2011; Zhang et al,
2015; Yang et al, 2019). However, the designing of e�cient targeting strategies con-
sidering the complex interplay between misinformation di�usion and disease spread
in coupled processes remains limited. Moreover, existing literature highlights the geo-
graphic clustering of unvaccinated individuals (as reviewed by (Dub�e et al, 2015)), as
well as the formation of distinct negative clusters in online social networks (Salath�e
and Khandelwal, 2011). The clustering of unvaccinated individuals undermines herd
immunity and creates vulnerable zones for disease transmission (Salath�e and Bon-
hoe�er, 2008; Dorso et al, 2017; Gromis and Liu, 2022). Understanding the network
structure and connectivity patterns of these emerging anti-vaccine communities is
therefore critical, as they have a signi�cant impact on disease spread.

While many studies have examined the in
uence of network structure on di�u-
sion processes, little is known about how network topologies a�ect mitigation e�orts
and in
uence the e�ectiveness of various intervention campaigns. Networks, whether
representing social interactions or disease transmission pathways, exhibit considerable
structural variability arising from di�erences in centrality, clustering, connectivity pat-
terns, and other metrics (Boccaletti et al, 2006; Newman, 2010). This in
uences how
information, behaviors, or pathogens spread (Hein et al, 2006; Varga, 2017; P�erez-
Ortiz et al, 2022). A campaign strategy that works well in one network type may fail
in another. This variability underscores the need to study how di�erent intervention
strategies perform across network structures. In Alahmadi et al (2025b), we previously
developed a framework to study intervention campaigns on small-world networks. In
the present paper, we extend this preliminary study to more general classes of net-
works. We aim to assess whether the gains in control observed in the homogeneous
structures previously studied remain consistent in this context. A robust understand-
ing of how anti-vaccine opinions propagate and anti-vaccine communities emerge in
di�erent network topologies is crucial for assessing their impact on public health
campaign mitigation e�orts.

To �ll these gaps, we propose an agent-based model that integrates the coupled
di�usion of vaccine-related opinions and the transmission of disease. Through this
framework, we then aim to design a targeted intervention campaign that strategically
promotes vaccine uptake among individuals, with the goal of curbing the propaga-
tion of anti-vaccine in
uence. The agent-based modeling approach contrasts with the
equation-based modeling approach. Agent-based modeling provides a microscopic view
of system evolution by capturing individual interactions and accounting for heteroge-
neous contact patterns (Hunter et al, 2018). However, it is computationally intensive
compared to equation-based modeling. In contrast, the equation-based approach o�ers
a macroscopic perspective by approximating average population behavior using math-
ematical frameworks such as ordinary di�erential equations (ODEs) to represent the
system, assuming a well-mixed and homogeneous population (Hunter et al, 2018).
Both approaches are widely employed in the literature (e.g., (Campbell and Salath�e,
2013; F•ugenschuh and Fu, 2023; Alahmadi et al, 2025a) for agent-based approach and
(Mehta and Rosenberg, 2020) for equation-based approach).
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The proposed intervention strategy targets individuals based on the evolving
dynamics of anti-vaccine attitudes, aiming to reduce the spread of vaccine misinfor-
mation and ultimately suppress the spread of an epidemic outbreak. To this end, we
frame the problem as a budget-constrained optimization problem with the goal of
minimizing the number of individuals adopting anti-vaccine opinions in a competitive
setting, where two campaigns disseminate opposing information | negative and posi-
tive | across the network. Inspired by the continuous in
uence maximization method
introduced by Romero Moreno et al (2021), and in contrast to the common one-time
targeting methods used in the �eld (Budak et al, 2011; Yang et al, 2019; F•ugenschuh
and Fu, 2023) and the dynamic heuristics in (Alahmadi et al, 2025a), the campaigns
investigated in the present paper are adaptive, continuously allocating resources in
response to the evolving patterns of anti-vaccine in
uence across the network. More-
over, given the signi�cant risk posed by the clustering of unprotected individuals, we
extend our optimization framework to mitigate the interconnectivity between emerg-
ing anti-vaccine communities by identifying and shielding critical regions within the
network, with the aim of strategically disrupting the connections between existing
communities and preventing the emergence of large anti-vaccine communities.

Results published in a preliminary study in Alahmadi et al (2025b) are extended
in the following ways. First, we optimize our intervention campaign, which aims to
minimize the number of anti-vaccine opinion adopters, by accounting for variations in
network degree heterogeneity and potentially fostering the spread of positive in
uence
within the network. Second, we examine the impact of network topology on the e�ec-
tiveness of mitigation strategies and the performance of the intervention campaigns.
Additionally, we analyze the clustering and propagation behavior of anti-vaccine opin-
ion adopters across these topologies. Finally, we evaluate the impact of dedicated
positive in
uence budgets on control performance to determine the resources required
for e�cient control across network structures.

We highlight the following key �ndings: early interventions aimed at minimizing
the number of anti-vaccine opinion adopters can e�ectively curb negative in
uence
and signi�cantly decrease the epidemic size, by preventing the emergence of large anti-
vaccine communities. We demonstrate that targeting individuals who are susceptible
to negative in
uence but simultaneously possess the potential to positively in
uence
their social network is signi�cantly more e�ective than solely protecting the most
vulnerable individuals from negative in
uences. We also demonstrate that fostering
vaccine uptake in critical regions of the network is an e�ective strategy for disrupting
the formation of large unprotected communities, thereby reducing the overall epi-
demic size. This approach is particularly crucial when campaign budgets are low and
thus containing the growth of existing anti-vaccine communities becomes increasingly
challenging.

Moreover, our results reveal that network structure signi�cantly a�ects both mit-
igation e�orts and the level of control achieved, and there is no single campaign that
works e�ectively for all topologies. We �nd that the formation of anti-vaccine commu-
nities varies in both shape and speed across di�erent network topologies. In scale-free
networks, the emergence of a single giant cluster occurs more rapidly compared to
small-world and regular lattice networks. Similarly, in random networks, we observed
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Table 1 : Basic properties of the networks considered.

Network type Network Size Avg
deg

Max deg Avg
clust
coe�

Density

Real-world
socfb-JohnsHopkins55 5.2K 72 886 0.267 0.014
socfb-Maine59 9.1K 53 1K 0.239 0.006

Synthetic
Small-world (SW)
(Watts-Strogatz)

5K 10 12 0.65 0.002

Scale-free (SF)
(Barab�asi{Albert)

5K 10 367 0.013 0.002

Random graph (RN)
(Erd•os-R�enyi)

5K 10 24 0.002 0.002

Regular lattice (SpN) 5K 10 10 0.67 0.002

the rapid formation of a large, distributed cluster coupled with several smaller clus-
ters. This dynamic complicates the control and demands greater resources for e�ective
containment.

The structure of this paper is as follows. Section 2 outlines our framework, for-
malizes the optimization problem, and presents the proposed targeting strategies.
Section 3 presents the results of applying our campaigns in di�erent settings. Section
4 summarizes the key insights and outlines directions for future work.

2 Model description and methods

In the following, we consider a population of N agents interacting and sharing
opinions within a social network G. We investigate several interconnected patterns
among agents across di�erent network architectures, including small-world network
(Watts and Strogatz, 1998), similar to (Campbell and Salath�e, 2013), in addition to
Erd}os{R�enyi random network (Erd}os and R�enyi, 1959), Barabasi-Albert scale-free net-
work (Barab�asi and Albert, 1999), regular lattice (referred to as spatial network), and
two real-world networks|socfb-Maine59 and socfb-JohnsHopkins55|extracted from
the Facebook platform, obtained from (Rossi and Ahmed, 2015). The basic properties
of all the networks considered are summarized in Table 1.

Following the model outlined in Campbell and Salath�e (2013), our framework incor-
porates two di�usion processes: the exchange of vaccine-related opinions, followed by
disease transmission. Motivated by their work, we propose a dual-opinion propagation
model for anti- and pro-vaccine di�usion in Alahmadi et al (2025a). We assume that,
initially, all agents maintain a neutral opinion (stance) on vaccines and have the poten-
tial to adopt either an anti-vaccine or pro-vaccine opinion, or to retain their neutral
position, shaped by the information they encounter. We also assume that once an agent
adopts an opinion, it remains unchanged, as individuals who adopt a positive opinion
will opt for vaccination and obtain full immunity | a scenario particularly relevant
for childhood illnesses such as measles. Conversely, those who adopt a negative opin-
ion will reject immunization. These assumptions align with real-world observations of
increasing polarization in the vaccine debate, fueled by misinformation di�usion and
social media echo chambers, which reinforce entrenched views (Schmidt et al, 2018;
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M�nsted and Lehmann, 2022), making individuals less likely to change their stance.
In addition, previous studies have shown that correcting false beliefs is challenging
once individuals have been exposed to misinformation (Roets et al, 2017). Further-
more, we consider complex contagion in modeling opinion formation, which assumes
agents require multiple exposures to adopt a new perspective, aligning with observed
dynamics in spread processes (Centola, 2010; Romero et al, 2011). In addition, similar
to Campbell and Salath�e (2013), we adopt the SIR model, �rst introduced by Ker-
mack and McKendrick (1927) and widely employed in epidemic modeling research, to
model the disease transmission phase.

The aim of the present paper is to explore methods by which epidemic outbreaks
can be reduced by in
uencing the social dynamics of opinions about vaccines. Estab-
lishing a direct analytical connection between the epidemic size at the end of the
opinion dynamics phase and the exerted in
uence is challenging. However, as disease
can only spread between anti-vaccine opinion adopters, we know that the number of
anti-vaccine agents is related to epidemic size. Thus, in a �rst step, we explore the
e�ect of reducing the number of anti-vaccine opinion adopters through positive vac-
cination campaigns. Based on this, given the state of the system at some time, we
derive an expression to estimate the expected number of anti-vaccine opinion adopters
at the next timestep. Predicting the long-term evolution of vaccine opinions and dis-
ease spread, however, is intricate due to the inherent stochasticity of these processes.
Therefore, we develop a one-step-ahead optimization strategy aimed at minimizing
the expected number of individuals adopting anti-vaccine opinions in the near future
(i.e., next time step) based on the current data regarding vaccination attitudes within
the social network. We have also explored maximizing the number of pro-vaccine indi-
viduals, but found this approach to be ine�ective. More details can be found in the
appendix.

The proposed strategies are based on vaccine-related local information and are
designed to respond dynamically to the evolving process of information di�usion. This
targeting criterion, based on agents' neighborhood information, has been previously
utilized in other �elds in the literature, including cooperation in multi-agent systems
(Lynch et al, 2018) and minimizing negative di�usion (e.g., (Shi et al, 2019)). This
contrasts with static topology-based targeting strategies, such as those based on hub
nodes or betweenness centrality (e.g., (F•ugenschuh and Fu, 2023; Alahmadi et al,
2025a)), where targets are selected once based on �xed structural properties of the
underlying network.

To begin with, we establish the mathematical framework that describes how opin-
ions evolve in our model. The probability for an agenti to shift from a neutral state to
an anti-vaccine stateP r �

i or a pro-vaccine stateP r +
i at time t is determined by three

primary factors: (1) social network in
uence, where anti-vaccine neighborsK �
i and

pro-vaccine neighborsK +
i each exert an in
uence with probability ! per time step;

(2) environmental in
uence, such as media and campaigns, characterized by in
uence
strengths � �

i and � +
i for anti- and pro-vaccine information, respectively; and (3) the

agent's historical exposure to both positive and negative information. The e�ective
di�erence between positive and negative exposures is denoted by �i and de�ned as
� i = � +

i � � �
i , where � +

i indicates the overall number of positive exposures and� �
i
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indicates the overall number of negative exposures for an agenti . To adopt an opin-
ion, an agent needs to be exposed to at least� more exposures of the corresponding
in
uence than the opposite one. Based on this, we determine that the probability of
an agent adopting an anti-vaccine opinion is as follows:

P r �
i (X i � Yi + � ) =

max( K �
i � ( � +� i ) ;0)X

a=0

max( K �
i ;j )X

j = a+( � +� i )

P �
i (X i = j ) � P+

i (Yi = a) ; (1)

where P �
i (X i = j ) refers to probability of receiving a total of X i negative exposures,

and P+
i (Yi = a) refers to the probability of receiving a total of Yi positive exposures.

We �nd that the probability of an agent obtaining X i negative exposures is as follows:

P �
i (X i = x) = � �

i � p�
i (x � 1) + (1 � � �

i ) � p�
i (x) ; (2)

where � �
i indicates exposure from external negative in
uence andp�

i indicates
exposures from their social network, obtained as follows:

p�
i (x) =

8
><

>:

 
K �

i

x

!

(! )x � (1 � ! )K �
i � x if 0 � x � K �

i

0 otherwise:

(3)

We can identify a similar expression for P r +
i . Accordingly, we de�ne our objective

function and formulate the optimization problem, as outlined in the following sections.
Building on this foundation, we introduce our intervention campaign to determine
optimal resource allocation. We then further aim to optimize the proposed campaign
incorporating additional knowledge, as described in the following sections.

The experimental setup begins with the opinion di�usion stage, where the
transmission of information in
uences individuals' willingness to accept vaccination.
Throughout this process, individuals share opinions, and social contagion disseminates
across the network, in addition to the in
uence of external campaigns that stimu-
late these attitudes. This persists until every individual holds a vaccination stance.
Thereafter, the disease stage commences, during which an individual with an anti-
vaccine opinion is randomly chosen to be infected, and the disease spreads until no
further infections arise. In this stage, each infected agent has a probability of� per
contact per time step of transmitting the disease and a probability 
 per time step
of recovering. The number of recovered individuals is then recorded, representing the
�nal epidemic size. We assume that information propagation and disease spread occur
within the same network. While this assumption does not fully re
ect the complexity
of real-world social structures, we consider this simpli�ed structure to gain theoret-
ical insights and understanding of how network topology in
uences the performance
of intervention campaigns.

As a benchmark campaign, we use a dynamic random campaign, referred to
as dynRand, proposed in (Alahmadi et al, 2025a). In this campaign, resources are
distributed uniformly to a randomly selected target set of size T, with each target
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receiving an allocation of � +
i . The target set is updated at each time stept. We eval-

uate the e�ectiveness of the proposed positive campaigns against a random negative
campaign, which represents exposure to negative information from external sources,
such as mass media. We assume that each agent can be negatively in
uenced with an
in
uence strength � �

i = b� , where b� represents the budget per individual, at each
time step.

1. Individual-based intervention strategy

In this strategy we aim to design an intervention campaign to minimize the num-
ber of the individuals susceptible to negative in
uence. Here, motivated by the
continuous in
uence maximization technique presented in Romero Moreno et al
(2021), our goal is to optimally allocate the campaign budgetB = b+ � N , where
b+ represents the budget per individual, across the population over time. In more
detail, we aim to determine the optimal allocation of the positive budget for each
agent, denoted as� +

i , where i = 1 ; ::; N 0 and N 0 represents the set of individuals
holding a neutral opinion at time t. Based on the mathematical framework in the
previous section, we construct the objective function that enables the identi�cation
of the optimal solution. Let h� n� i represent the average number of individuals
adopting anti-vaccine opinion. Then, the expected number of anti-vaccine opinion
adopters in the next time step, de�ned as follows:

h� n� i ( t +1) =
X

i 2 N 0

Pr �
i (4)

Let � + represent a vector whose entries correspond to� +
i . Then, the budget-

constraint optimization problem can be formalized with respect to � + as follows:

min
� +

h� n� i ( t +1) ; s.t.
X

i

� +
i � B; 0 � � +

i � 1: (5)

We leverage linear programming methods, particularly the simplex method, to
obtain the optimal allocation due to the linear nature of this objective function.

2. Weight-augmented individual intervention strategy

In this paper, a key contribution is the study of the impact of network structure
on the performance of the intervention campaigns proposed in (Alahmadi et al,
2025b). One distinguishing characteristic of di�erent network topologies is the het-
erogeneity of the degree distribution. For example, scale-free networks are de�ned
by the presence of hub nodes | nodes with a high number of connections, which
comprise a small fraction of the overall population. These hubs play a crucial
role in accelerating the di�usion of spreadable entities (Dezs}o and Barab�asi, 2002;
Hein et al, 2006). The study of di�usion processes and control in heterogeneous
topologies is well established (Dezs}o and Barab�asi, 2002; Sood and Redner, 2005;
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Zhang et al, 2010; Budak et al, 2011; Masuda, 2015; Montes et al, 2020). Targeting
hub nodes in such structures is a commonly used control heuristic, applied to
di�erent di�usion processes such as epidemic control (Dezs}o and Barab�asi, 2002),
immunization campaigns (Zhang et al, 2017; Prieto Curiel and Gonz�alez Ram��rez,
2021), and the in
uence maximization problem (Kempe et al, 2003; Chen et al,
2009; Masuda, 2015; Erkol et al, 2019).

Building on this, taking into account the heterogeneity of degree distributions
across the considered topologies and the roles of high-degree nodes, we aim to
further improve the proposed campaign in the previous section by introducing a
weight n0

i representing the number of neutral neighbors an agenti has. Accordingly,
we can de�ne a weighted objective function that accounts for the particular role of
high-degree nodes as follows:

h� n� i wgt =
X

i 2 N 0

Pr �
i :n0

i : (6)

The optimization problem can therefore be stated as:

min
� +

h� n� i wgt ( t +1) ; s.t.
X

i

� +
i � B; 0 � � +

i � 1: (7)

By weighting nodes based on the number of neutral neighbors, the campaign
implicitly accounts for the role of hub nodes in heterogeneous networks, as nodes
with many neutral neighbors often correspond to hubs due to their high connec-
tivity, particularly in the early stages of intervention when hubs are more likely to
remain una�ected by negative in
uence. Moreover, at this stage, as negative in
u-
ence has not yet widely propagated, the number of neutral neighbors is expected
to closely align with a node's degree. Furthermore, incorporating knowledge about
neutral neighbors, rather than solely relying on node degree, o�ers a strategic
opportunity for positive in
uence to spread more widely across the network, as
these individuals have not yet formed a vaccine-related opinion.

3. Cluster-based intervention strategy

This campaign shifts the focus from an individual-based approach to a cluster-
based approach, aimed at identifying and shielding critical regions within the
network. This is particularly relevant to scenarios where interventions are applied
to a negatively pre-in
uenced network (i.e., late interventions, where anti-vaccine
attitudes are already established), representing a more realistic initial condition of
the network prior to intervention. In a late intervention scenario, the starting time
di�ers between negative and intervention campaigns, with the negative campaign
starting to in
uence the network earlier than the intervention campaign. These
are denoted ast �

s and t+
s for the negative and positive campaigns, respectively.

As demonstrated in our earlier work (Alahmadi et al, 2025b), the emergence of
anti-vaccine communities, de�ned as a group of connected nodes that hold anti-
vaccine opinions, leads to a degradation of mitigation e�orts due to the persistent
expansion of these communities and the positive budget constraints.
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The existence of large anti-vaccine communities implies the presence of large
unprotected areas within the network, creating vulnerable zones for disease trans-
mission. Once a disease reaches these regions, it can spread rapidly, infecting
a substantial portion of the population within these communities. This fact is
demonstrated by prior studies that highlight the risks posed by the emergence of
anti-vaccine clusters and their strong correlation with increased disease transmis-
sion (Salath�e and Bonhoe�er, 2008; Dorso et al, 2017; Gromis and Liu, 2022).
Building on this understanding, and in line with earlier research that emphasizes
the importance of controlling topology-based network communities to limit dis-
ease spread (e.g., (Salath�e and Jones, 2010; Gupta et al, 2015; Chakraborty et al,
2016; Sun et al, 2023)), we propose a cluster-based strategy to control the evolving
dynamics of anti-vaccine communities. We hypothesize that an e�ective utilization
of the campaign resources is to restrict the targeting space by identifying and con-
centrating on critical areas within the network that help limit the growth of these
communities, rather than targeting the entire population.

To this end, we depict the network as a network of anti-vaccine clusters, with
edges indicating the neutral agents that link these clusters. We de�ne these agents
as bridge agents or critical agents. Accordingly, we construct a matrix, referred to
as the cluster adjacency matrixm, where columns denote the current anti-vaccine
clusters, and rows denote the candidate nodes (neutrals) within the network. A
node i that is adjacent to cluster j will possess the valuemij = 1, while mij = 0
otherwise. Nodes connected to more than one anti-vaccine cluster can be identi�ed
through a row-wise summation, where

P
j mij > 1. The transformation of these

bridge agents into a negative state will lead to the merging of existing clusters,
resulting in expeditious formation of large unprotected communities within the
network. A schematic representation of the network clusters and the construction
of the matrix m is presented in Figure 1.

Building on this, we extend our optimization framework to design an objective
function to minimize the number of bridge agents, rather than merely minimizing
the total number of anti-vaccine opinion adopters. By targeting these nodes, we
aim to enhance vaccine acceptance in critical regions near anti-vaccine communi-
ties. This campaign (denoted Cl.) is derived from the individual-based campaign
outlined in the previous section. By leveraging the information from the cluster
adjacency matrix, we can distinguish between the negative in
uence exerted on a
given nodei by neighbors belonging to the same cluster and that exerted by neigh-
bors belonging to distinct clusters. The former is less signi�cant when the objective
is to mitigate the overall expansion of anti-vaccine communities. Consequently, we
exclude candidate targets that are adjacent to only one anti-vaccine cluster and
instead focus on agents positioned between multiple anti-vaccine communities. In
this regard, let N 0

Crit represent the set of all critical agents adjacent to more than
one anti-vaccine community, i.e., f i 2 N 0

Crit j
P

j mij > 1g. The estimated number
of critical nodes converting to a negative state in the next time step is then given
by: 


n�
crit

�
=

X

i 2 N 0
Crit

Pr �
i : (8)
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Fig. 1 : Visual representation of network clusters and the formation of the cluster adja-
cency matrix m. The left panel illustrates a network with anti-vaccine, pro-vaccine,
and neutral agents, where anti-vaccine agents are distributed across multiple clusters
C. Neutral agents adjacent to more than one cluster represent critical (bridge) nodes
that facilitate the emergence of large communities. The right panel shows the con-
struction of the cluster adjacency matrix m based on the network state.

To e�ectively allocate the campaign's resources, it is vital to distinguish between
anti-vaccine communities based on the potential risks they pose when intercon-
nected. Prioritizing control over larger communities is crucial to avoid exacerbating
the situation by the formation of a massive, unprotected community. Therefore,
we aim to further enhance this campaign by incorporating weights into the objec-
tive function, which re
ect the expected size of the emergent community resulting
from the conversion of a bridge node to a negative state. The weighted objective
function can then be formulated as follows:



n�

crit

�
wgt =

X

i 2 N 0
Crit

(P r �
i

X

j

(jCj j:mij )) ; (9)

where jCj j represents the size of clusterj . Accordingly, we can formalize our
optimization problem as follows:

min
� +

h� n�
crit i wgt ( t +1) ; s.t.

X

i

� +
i � B; 0 � � +

i � 1: (10)

3 Results

We �rst examine the performance of the proposed campaigns and analyze the tar-
geting strategy of our optimization framework, in Section 3.1. We then evaluate the
control performance of the proposed campaigns across di�erent network topologies to
determine the most e�ective campaign for each, in Section 3.2. Next, we explore how
the formation of anti-vaccine communities varies across these topologies and analyze
the e�ects of di�erent intervention timings, in Section 3.3. Subsequently, we analyze
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the sensitivity of control performance to positive budget allocation across di�erent
network con�gurations, in Section 3.4.

For all experiments, regarding the network settings for synthetic networks, we
follow a similar con�guration to that used in Campbell and Salath�e (2013), considering
a network with size N = 5000, an average degreehki = 10, and a rewiring probability
p = 0 :01 for the small-world-network. We maintained a constant average degree across
all synthetic networks for comparison purposes. For all networks, we preserve the same
di�usion parameters. The opinion formation threshold is set to � = 2, while the SIR
model parameters, as in Campbell and Salath�e (2013), are set as follows: an infection
rate � = 0 :1, a recovery rate
 = 0 :1, and a seed setI 0 = 1. In all �gures presented, the
error bars and shaded area correspond to the 95% con�dence intervals. Furthermore,
for all proposed campaigns if the budgetB is not fully utilized by the campaign, we
randomly chooseT nodes and distribute the remaining budget equally among them.

3.1 Optimization framework: performance analysis and
targeting scheme

To evaluate the performance of our optimization framework and the targeting scheme
of the primary optimization-based campaign | which aims to minimize the number
of anti-vaccine opinion adopters | we �rst present the results of the system dynamics
in a simpli�ed setting. We consider an intervention campaign launched simultaneously
with the negative campaign at t �

s = 0 with equal budgets, where the strengths of
both negative and positive in
uences are equal, in a small-world network. We then
also consider a scenario with late interventions, where interventions are applied in the
presence of existing negative in
uence propagation, potentially re
ecting a more real-
istic setting in which interventions against anti-vaccine sentiment are only considered
after anti-vaccine communities have been established.

In this campaign, we consider two knowledge states: complete knowledge (FK),
where we assume full knowledge of vaccine attitudes and exposure histories, and incom-
plete knowledge (NK), where exposure histories are unknown. We model unknown
histories by setting � +

i = � �
i = 0 in our objective function.

Figure 2 presents the campaign results for both settings compared to the bench-
mark scenario, dynRand campaign. Panel (A) shows the evolution of the number of
anti-vaccine opinion adopters, panel (B) the evolution of the number of pro-vaccine
opinion adopters, and panel (C) the corresponding epidemic size. As depicted in panel
(A), the FK campaign, represented by blue color, results in a slower di�usion of nega-
tive in
uence for an extended period. However, it ultimately fails to contain the overall
spread of this in
uence in the network, leading to a substantial increase in anti-vaccine
opinion adopters compared to the benchmark scenario and, as a result, a larger epi-
demic size. Moreover, as shown in panel (B), the number of vaccinated individuals
in
uenced by this campaign is signi�cantly low, highlighting the algorithm's limitation
in promoting vaccination. Conversely, the NK campaign, represented by black color,
exhibits better performance, resulting in an overall reduction in the number of anti-
vaccine opinion adopters compared to FK and dynRand campaigns, a higher number
of vaccinated agents, and a signi�cant decrease in the �nal epidemic size.
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Fig. 2 : The �nal epidemic size and the evolution of opinions with individual-based
campaigns starting at time t+

s = 0, compared to the dynRand campaign. Panel (A)
illustrate the progression of anti-vaccine opinion adopters, panel (B) illustrate the
progression of pro-vaccine opinion adopters (vaccinated), and panel (C) illustrate the
resulting epidemic size. Results are the average of 50 realizations withb+ = b� = 0 :001,
! = 0 :006, andT = 5.

To understand the poor performance of the FK campaign compared to the NK
campaign, we analyze which agents are targeted by these campaigns. For this purpose,
we capture the neighborhood structure of candidate agents to determine who received
positive in
uence. Figure 3 provides snapshots of the network at di�erent time steps
during the opinion propagation phase. Each panel depicts the neighborhood structure
of the candidate agents (neutrals), where the x-axis represents the number of anti-
vaccine neighbors, the y-axis represents the number of pro-vaccine neighbors, and the
cells represent the average allocation for agents in the corresponding neighborhood
con�guration. The top panel relates to the FK setting, while the bottom panels relate
to the NK setting. As seen from the average allocation in this �gure, the campaign
focuses on nodes with the highest number of anti-vaccine neighbors in both settings,
represented by cells with non-zero allocation. In the full knowledge setting, we observe
that it further targets agents in
uenced by the opponent| those with � = � 1 across
these targets|as they are most likely to adopt a negative opinion in the next time step.
For example, see the top panel att = 1100, where it prioritizes agents with ten anti-
vaccine neighbors over those with more. By focusing on nodes with a greater number of
anti-vaccine neighbors, the campaign e�ectively protects the most susceptible agents
from negative in
uence, stopping them from shifting to an anti-vaccine stance.

Nevertheless, the failure of the FK campaign to contain the overall negative dif-
fusion over time stems from two factors: the limited budget of the positive campaign
and the campaign targeting mechanism. As the targeting criteria of the FK campaign
are based not only on neighborhood structure but also on previous exposures, the
campaign prioritizes individual protection over promoting positive in
uence. It avoids
individuals who have been positively targeted before, unless they are at risk of convert-
ing to the negative state again. As a result, these agents remain neutral and susceptible
to negative in
uence, and the campaign fails to provide su�cient exposures to posi-
tively in
uence them to get vaccinated. Recall that, due to complex contagion, agents
require multiple exposures to be persuaded. Consequently, since prior knowledge lim-
its the campaign's e�cacy by providing inadequate exposure to the population, it also
fails to seed positive in
uence in the network, thereby hindering its ability to combat
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