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Abstract. Electroencephalography (EEG) is a crucial tool across neu-
roscience domains, including medical diagnostics, psychological research,
and brain-computer-interfacing (BCI), due to its non-invasiveness, high
temporal resolution, and cost-effectiveness. EEG data classification the
process of assigning predefined class labels to segments of EEG record-
ings based on patterns learned from training data is challenging due
to EEG’s high dimensionality, variability, and individual-specific differ-
ences. Recent research has shown that the time series classification al-
gorithm HIVE-COTE v2.0 (HC2) is particularly effective at EEG clas-
sification, but that it is also orders of magnitude slower than algorithms
from the EEG literature. We investigate ways of improving the run time
of HC2 through channel selection and creation. We demonstrate that we
can achieve accuracy that is not significantly different to full HC2 with
up to 3 times faster runtime.

1 Introduction

Electroencephalography (EEG) is a widely employed technique for measuring
brain activity. It involves placing electrodes on the scalp to measure electrical
signals generated by neuronal activity, representing them numerically for anal-
ysis. EEG’s popularity stems from its ease of use, affordability, and high tem-
poral resolution [15]. It has been used across various neuroscience disciplines,
including clinical diagnostics [32], cognitive psychology research [22], and the
development of brain-computer interfaces (BCIs) [36] and is a key tool for many
important neurological studies [9]. Although EEG supports numerous analytical
approaches, this paper specifically focuses on EEG classification. EEG classifi-
cation entails building computational models capable of accurately predicting
categories, such as discerning whether an individual is performing a physical
action or has a neurological disorder. The classification outcomes might serve as
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an endpoint, such as, for instance, controlling an external device, or contribute
to broader research goals like identifying neurological biomarkers.

In the majority of the literature, classification of EEG follows one of two
forms. Traditionally, descriptive features are derived over each epoch and a stan-
dard classifier such as Linear discriminant analysis (LDA) or random forest is
applied [34]. More recently, deep learning models that learn directly from EEG
have been proposed, with Convolutional Neural Networks (CNNs) being the
most popular [23]. However, a recent comparative study on a new repository of
30 EEG classification problems found that one algorithm, the Hierarchical Vote
Collective of Transformation-based Ensembles (HIVE-COTE v2.0 or HC2) [27],
a classifier that has shown high performance on general problems [28], was sig-
nificantly more accurate than a range of alternatives from the literature®. HC2
is a meta-ensemble of classifiers built on different representations of the data,
and achieves improved performance by automating feature creation without the
need for domain knowledge. It has great promise as a tool for EEG classification,
but it has the significant drawback of being much slower than the alternatives.
Our aim is to develop a version of HC2 that is much faster.

One approach to consider for reducing the computation time is through re-
ducing the size of the data. There are multiple approaches that could be consid-
ered for this, but for EEG data one of the easiest methods is through selecting
the channels, and thus the electrodes, that are most useful for that classification
task. Traditionally, this has been a manual process requiring expert knowledge
about which areas of the brain are most relevant [1]. However, there have recently
been an increased focus on automated methods for channel selection which can
pick the channels that contain the most discriminatory information for a classi-
fication problem.

In this paper we evaluate the effectiveness of these algorithms when applied
to HIVE-COTE v2.0 and their usefulness for reducing its computation time. We
select a number of different channel selection methods and apply them to an
archive of EEG classification problems collected from different disciplines and
designed to provide a wide variety of problem types.

2 EEG Classification

Since the early days of EEG analysis, the need for classification has been clear.
Initial approaches focused on simple linear methods, in particular LDA, were
popular for BCI based problems [35]. Support Vector Machines have since be-
come the most commonly used linear method due to their adaptability to high
dimensionality data and the fact that they are easily adaptable by changing the
kernel [31]. These lincar models are most often used in combination with some
form of feature extraction or creation method, such as Common Spatial Patterns
(CSP), in order to improve performance [2].

® The paper mentioned is currently under anonymous review, so we cannot put
it on arxiv. We will do so before this work is published. It is available here
https://timeseriesclassification.com/ /eeg.pdf
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Deep learning has quickly become a leading approach in EEG classification.
Convolutional Neural Networks, often used in for image analysis have shown sig-
nificant potential when applied to EEG data [10]. The strength of neural network
based models is that they can easily adapt to any given problem. However, their
black box approach means they provide very little in the way of interpretability.

Riemannian geometry based approaches are a newer family of methods rela-
tively unique to EEG classification. They work by first converting the full dataset
into a set of covariance matrices to form a manifold on which Riemannian geom-
etry can be applied to measure distances [7]. While these methods have shown
potential for building participant specific models, their covariance based model
only looks at cross channel information, not information contained within each
channel itself.

Time series based approaches aim to use the temporal information contained
within the signals. They aim to look at time specific features such as distin-
guishing patterns [17] or subsequence based methods [13], with the best methods
combining multiple approaches [27]. One of their strengths is remaining inter-
pretable [30] whilst still being able to generalise across many different data types
and are the method of most interest in this paper.

3 Datasets

We have collected 19 EEG and MEG datasets with more than 10 channels from
the fields of medicine, psychology and BCI in order to evaluate how channel
selection may impact different types of data. Further information on the datasets
used can be found in Table 1.

4 Channel Selection/Creation

Channel selection is the process of choosing a subset of channels prior to con-
struction of the final classifier with the goal of speeding up training without
reducing the accuracy of the model. As with the task of attribute selection for
general classification, channel selection can either be a pipeline of selection fol-
lowed by training or a wrapper involving iteratively selecting and training chan-
nel subsets. Channel creation involves merging channels to create new channels
usually through some form of transformation. Both selection and creation must
be performed without access to the test data.

Elbow Class Sum (ECS) and Elbow Class Pairwise (ECP) methods
of channel selection technique aim to find useful channels by selecting those
that maximise the difference between approximations for each class [14]. For
these approximations class prototypes are created from the data for each class.
3 different methods for creating these class prototypes are suggested, using the
mean for each time-point and channel, the median, or using the Median Absolute
Deviation (MAD), which sets upper and lower limits on the median to reduce the
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Table 1: Overview of EEG datasets used in experiments.

Dataset ‘Short Name‘Channels Classes Length Train Size Test Size Hz

Alzheimers ALZ 19 3 30000 45 43 500
ButtonPress BP 32 2 1000 120 120 1000
EyesOpenShut EOS 14 2 128 56 42 128
FeedbackButton FB 61 2 450 1700 1150 500
FeetHands FH 64 2 640 2835 1890 160
FibroLiverpool FL 64 2 15360 15 21 512

FibroUEA FU 64 2 15000 17 23 500
FingerMovements FM 28 2 400 316 100 128
ImaginedOpenCloseFist | IOCF 64 2 640 2835 1890 160
ImaginedFeetHands IFH 64 2 640 2835 1935 160
InnerSpeech IS 128 4 3584 250 200 1024
LowCost LC 15 2 375 600 600 125
MindReading MR 204 5 200 727 653 200
MotorImagery MI 64 2 3000 278 100 1000
OpenCloseFist OCF 64 2 640 2835 1890 160
PhotoStimulation PHS 19 3 9000 37 36 500
PronouncedSpeech PRS 128 4 3584 250 200 1024
SongFamiliarity SF 32 2 3000 700 750 1000
VisualSpeech VS 128 4 3584 250 200 1024

impact of outliers. Once the class prototypes have been created a distance matrix
between each channel for each pair of classes is created using Euclidean distances.
Using this distance matrix, 2 methods for channel selection are proposed. The
first sums the distances between each pairs of classes for each channel, then ranks
the channels by the total sum. The second method ranks and selects channels
for each class pair independently, then selects from this set based on total sum
for all pairs. The elbow cut method is used for finding which channels should
be selected. This takes a list of ranked channels and finds an inflection point, or
elbow point, then selects all channels before this point. For our evaluation we
select ElbowClass Sum as it was reported to lead to a faster computation time
on average, which is what we are most interested in.

ROCKET based approaches An alternative approach is to use a fast time
series classifier to make the channel selection. The Random Convolutional Ker-
nel Transform (ROCKET) [11] is a very fast classifier that has been shown to
be useful for EEG [30]. ROCKET is a pipeline classifier: it generates a large
number of random convolutional kernels, or filters, which transforms the data
into different representations. Next two pooling operations are used to find the
max value and the proportion of positive values. These two features are con-
catenated into a feature vector for all kernels. The default for k£ is 10,000.
For k kernels, the transformed data has 2k features. A linear classifier is then
trained on this new feature space. An even faster version using fixed kernels
was named MiniROCKET [12]. MiniROCKET has been used as a channel selec-
tor for generic multivariate classification [29]. This Rocket Wrapper approach
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involves evaluating MiniROCKET on each channel independently using cross
validation, then selecting channels with the highest accuracy on the train data.
Initial evaluations of this method applied to the HIVE-COTE 2 classifier found
inconclusive and mixed results. However, it has not been evaluated on EEG data
specifically, and improvements to potential classifiers may yield better results.

A subsequent approach, Detach-Rocket utilises the kernel transformations
used in ROCKET to identify the most relevant channels [33]. Each of the ker-
nels select a different subset of channels when transforming the data, then the
coeflicients of ridge classifier can be used to identify the most relevant features.
From this the channels which compose those features can be selected.

Riemannian Based channel selection method is an EEG based channel se-
lection algorithm that picks electrodes based on the distances measured using
Riemannian geometry [7]. A centroid value is calculated for each class, and a
backward elimination method is applied, where electrodes are removed to max-
imise the distance between the class centroids. First, the EEG signal is converted
into a set of covariance matrices, then the geometric mean is calculated for each
class. Next the Riemannian distance between the calculated means is calculated,
and again after the removal of each single electrode. The electrode that increases
the distance is then removed from the full dataset. This process is repeated until
the desired number of channels is reached.

Binary Particle Swarm Optimisation (BPSO) combines a classification
method with randomly selected channels, then applying a method to adjust the
channels used. BPSO based channel selection utilises the idea of a particle swarm
to minimise the number of channels while maximising classification accuracy.
Each particle in the swarm represents a possible subset of channels, and for
each iteration a fitness for each particle is calculated based on both classification
accuracy and the number of selected channels. Then each particle is updated
based on its own calculated fitness, as well as the best fitness from the entire
swarm. This process continues until a particle with the desired fitness is found,
or there is no improvement in fitness, at which point the particle with the highest
fitness can be used to identify the optimal channel subset. BPSO based channel
selection has been applied to audio stimulus based classification [16], spelling
systems [3], and emotion recognition [20].

4.1 Channel Creation

Examples of channel creation methods common in EEG include CSP [19], which
creates new channels to maximise the variance between classes and Indepen-
dent Component Analysis (ICA) [8,18], which splits the data into newly created
independent components based on separating Gaussian distributions. Channel
selection meanwhile merely picks from the existing set of channels, which im-
proves the interpretability of the results, as the selected channels can be directly
mapped back to the corresponding brain region. In this paper we are mostly



6 A. Rushbrooke et al.

interested in channel selection, finding which of the existing channels in the
dataset contain the most relevant and discriminatory data for EEG classifica-
tion, although we include CSP in the evaluation given its popularity.

5 HIVE-COTE v2.0

The rapidly emerging research field of TSML has established a structured ap-
proach to learning from time series that encompasses related work in statis-
tics, deep learning and machine learning. A wide range of algorithms drawing
from these fields have been proposed (see [28] for a review of recent work). For
ten years, the Hierarchical Vote Collective of Transformation-based Ensembles
(HIVE-COTE) framework [4,6,24,27] has been one of the best performing al-
gorithms for univariate and multivariate TSC [5,28]. HIVE-COTE is a meta
ensemble of TSC algorithms built on transformations that capture different dis-
criminatory features in time series. The framework was first proposed in 2015 [6],
and was further developed under a previous EPSRC grant [24].

Each module is built on a specific representation that captures different types
of discriminatory features in the training data: the shapelet transform classifier
(STC) [17] is based on discriminatory phase independent sub-series from the
training data; the temporal dictionary ensemble (TDE) [26] uses a bag-of-words
approach to classify based on the frequency of occurrence of patterns; the diverse
representation canonical features (DrCIF) [25] algorithm is a tree ensemble based
on summary features found over random intervals of series; and the Arsenal is
an ensemble of ROCKET classifiers [11], which is a pipeline classifier using ran-
dom convolutions. Each module is explicitly combined through a heterogeneous
ensemble scheme using a tilted distribution weighting scheme [21].

6 Results

Table 2: Channel selection algorithms, their acronym and whether they select a
specified number of channels or not.

Algorithm Acronym|nos channels specified
Elbow Class Sum [14] ECS Automatic
Riemannian Based [7] RB Automatic
Particle Swarm [16] BPSO Automatic
Rocket Wrapper [29] RW Specified
Detach-Rocket [33] DR Specified
Common Spatial Patterns [19]| CSP Automatic
Random selection Random Specified

The purpose of our experiments is to test whether we can speed up HC2
through channel selection without loss of accuracy. Table 2 summarises the se-
lectors we compare. All except RW and DR automatically select the number of
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Prediction: Class 2

Alpha (a) = 4
ProbClass1  0.82°%0.1+0.59°x0.8+0.74x 0.3 +0.58"x 0.7 =0.29/(0.29+0.53+0.1) =0.32
ProbClass2  0.82°x 0.8 +0.59x 0.1+ 0.7°x 0.6 + 0.58°x 0.1 = 0.53/(0.29+0.53+0.1) = 0.58

ProbClass3  0.82°x0.1+0.59%x0.1+0.74x0.1+0.58°x 0.2 = 0.1 /(0.29+0.53+0.1) =0.1

argmax(0.32, 0.58, 0.

Performance Performance o Performance Performance o
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0.1 0.8 0.7

Prob Class 1 Prob Class 1 ! Prob Class 1
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Prob Class 2 0.8 Prob Class 2 0.1 Prob Class 2 ¥ Prob Class 2 0.1
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Unknown Test Case

Fig.1: An overview of the ensemble structure of HIVE-COTE 2.0 showing how
the four components produce probabilities which CAWPE uses for a final pre-
diction

channels. We configured RW and DR to select 25% of the total number of chan-
nels, since was approximately the number of channels chosen by the automatic
algorithms. For each dataset we first split the data into train and test partitions,
calculate the selected channels on just the training set and select these channels
for both the train and test splits. Next we train HC2 on the train partition and
predict the class value for each instance in the test set. Finally, we compare
these predictions to the true values for the testing set and use this to calculate
an overall average.

Table 3 shows the difference in accuracy for HC2 between using the full
version (accuracy shown in column 1) and seven channel selection/creation al-
gorithms (differences in columns 2 to 7).

One noticeable feature of these results is that any form of channel selection
increases the accuracy of HC2 on Alzheimers (ALZ) and FibroLiverpool. These
medical diagnosis datasets are very long and have very few cases. However, this
is not the case for all data with this characteristic: FibroUEA is a similar design
to FibroLiverpool, but channel selection here reduces accuracy significantly. It
is possible this is a random effect caused by small test set sizes. More generally,
there is usually a slight drop in performance through channel selection, with
only the Riemann and Rocket based approaches giving a mean positive effect.
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Table 3: Difference in classification accuracy. First columns is full selection of
channels for HC2, columns 2 to 7 are the difference in accuracy between full and
each channel selection method

Full CSP ECS BPSO Random RB DR RW
ALZ 37.21%| 23.26% 13.95% 9.30% 6.98% 18.60% 2.33% 6.98%

BP 100.00%| -1.67% -17.50% -0.83% -0.83% 0.00% 0.00% 0.00%
EOS 45.24%| 14.29% 0.00% -2.38% -7.14% 4.76% 2.38% 2.38%
FB 54.70%| -5.57% -3.04% -3.65% 0.52% -0.17% -1.22% -1.22%
FH 70.26%|-11.85% -0.85% -4.07% -1.90% -0.05% -0.16% -0.32%
FL 47.62%| 9.52% 14.29% 4.76%  9.52% 4.76% 4.76% 14.29%
FU 73.91%| -8.70% -8.70% -8.70% -17.39% -13.04% -8.70% -8.70%
FM 54.00%| -3.00% -1.00% 5.00% -1.00% 4.00% -1.00% 1.00%
IFH 69.87%|-13.02% 0.62% -0.36% -2.84% -0.52% 0.98% 0.10%
I0CF 77.78%|-20.53% -1.53% -2.38% -3.39% -0.48% -0.11% -1.48%
IS 27.00%| -2.50% -1.00% 0.00% 0.50% -3.00% -2.00% -1.00%
LC 67.50%]|-10.33% -15.83% -1.50% -3.00% -2.67% -2.50% -3.17%
MR 49.77%| 2.45% 0.00% -0.77% 0.31% -3.98% -1.53% -4.13%
MI 55.00%| -6.00% 1.00% 1.00% 1.00% -7.00% 3.00% -8.00%

OCF 77.78%-15.93% -0.53% -3.60% -7.04% 0.42% -0.58% -0.32%
PHS 44.44%| 8.33% 2.78% 5.56% -5.56% 8.33% 5.56% -2.78%
PRS 32.00%| -8.00% 0.50% -4.00% -2.00% -0.50% -4.50% -0.50%
SF 50.40%| 4.13% 2.93% 2.93% 4.67% 1.20% 4.93% 2.00%
VS 29.00%| -3.00% -5.50% -3.00% -5.00% -2.00% -1.50% -2.50%
Mean |55.97%]|-2.53% -1.02% -0.35% -1.77% 0.46% 0.01% -0.39%
Median|54.35%|-3.00% -0.69% -0.80% -1.84% -0.11% -0.13% -0.44%

Randomly selecting channels does lead to a larger decrease in accuracy compared
to the other channel selection methods. However, when compared with a pairwise
Wilcoxon sign rank test, there are no significant differences in accuracy. CSP, the
only channel creation method tried, performs notably worse than even random
selection. This could be explained by the spatial filters detecting noise in the
EEG signal, which could be solved by further pre-processing. However, this is
beyond the scope of this paper as our goal was to use as minimal additional
steps with the datasets as possible.

When we consider other performance metrics, there are some more clear
differences. Figure 2 shows the average ranks of the eight HC2 variants in terms
of area under the receiver operator curve (AUROC) and Figure 3 displays the log
loss. Solid bars indicate cliques where there are no difference between classifiers
using a pairwise Wilcoxon test at o = 0.05. AUROC summarises how well the
classifier ranks the test data. CSP and Random result in significantly worse
AUROC than the full model. CSP, Random and BPSO are significantly worse
in terms log loss which measures the quality of probability estimates.

The overall purpose channel selection is to speed up HC2. Table 4 breaks
down the run time of channel selection. We summarise the total time to perform
the channel selection, and the speed up of HC2. All times are for the fitting the
model on the train data using a single CPU thread.
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CSP 5.6842 3.5263 DR
Random 5.5263 4.0000 RW
BPSO 4.6842 4.1579 ECS
RB 4.2632 4.1579 Full

Fig. 2: Ranks of eight variants of HC2 in terms of AUROC.

CSP 6.0000 3.3158 Full
Random 5.5263 3.7368 DR
BPSO 4.7895 3.9474 RW
ECS 4.6842 4.0000 RB

Fig. 3: Ranks of eight versions of HC2 for the log loss on 19 EEG classification
problems.

The motivation for this research was the slowness of HC2 on these problems:
it takes on average 33 hours per problem. Whilst threading will improve the
run time, it is still significantly slower than alternative classifiers. Channel se-
lection is generally very fast, although methods that utilise direct classification
are slower, particularly noticeable for BPSO. Overall we find that the best per-
forming channel selection methods are the ROCKET based methods (DR and
RW) with Riemannian in third, however we find there is no significant differ-
ence between most of the tested methods and full channels. We also show that
through channel selection we can obtain an up to 70% speed up for HC2, with
an average increase of around 50%.

7 Conclusions

We have compared seven channel selection algorithms for EEG classification
with HC2. Overall, there is no significant loss in accuracy on average through
channel selection, although there is significant variation in the effect between
datasets. Random channel selection of 25% of channels halves the runtime of
HC2, but it also results in a significant decrease in log loss and a decrease in
AUROC on the test data. The Riemannian based and direct rocket channel
selectors give the best average accuracy without significant loss in AUROC or
log loss. We believe that the use of automatic channel selection would be best
for calculating a high baseline accuracy for a given dataset, but should not be
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Table 4: Comparison of average run time of components (in hours) and overall
relative speed up compared to the full model. Includes the average proportion
of channels selected and the proportion of time taken relative to full HC2.

‘Channel Selection‘ HC2 ‘Combined‘Prop. channels‘Proportion of full time

BPSO 5.16 1091 16.07 32% 48.21%
CSP 0.10 8.79 8.89 25% 26.66%
DR 0.07 20.32| 20.39 22.5% 61.17%
ECS 0.00 15.77)  15.77 23.7% 47.29%
Full 0.00 33.34| 33.34 100% 100.00%
RB 0.01 16.65| 16.66 31.1% 49.96%
RW 0.09 17.69| 17.78 25% 53.32%
Random 0.00 17.10{ 17.10 25% 51.29%

used for improving accuracy or to provide further insights as there is still some
questions as to whether it is actually selecting the most relevant regions.

These results should be put in context: random channel selection is not much
worse than the more complex alternatives. This factor and the huge variation in
performance shown in Table 3 implies that channel selection is problem specific
and could be employed to potentially increase overall accuracy if utilised only
when appropriate. Run time is of course important, but ultimately it is less of a
factor with EEG. Data that may take weeks to collect after months of ethics and
subject recruitment. In this context, a compute time of days would be acceptable.

Future work will investigate embedding channel selection within HC2 to
leverage the variation to improve accuracy, in addition to a closer examination
of the internal components to improve run time. It could also include compar-
isons with known key regions of the brain in order to establish how well channel
selection can pick out the most important parts.
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