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Pollucination: Why the Rush to AGI Via Generative Al is Self-
Defeating, and What to Do About It

Kieron O’Hara™ & Wendy Hall™

Abstract: This paper contrasts the approaches of deep learning, a type of machine learning in which
neural nets find patterns in data, and generative Al, a derivative of deep learning in which large-scale
models used to generate new data based on the patterns detectable in their training data. It is
argued that they produce a different type of focus. Deep learning focuses on problems set for them
by humans, connecting their output with reality in an analogue of the correspondence theory of
truth. Generative Al focuses on producing output based on an exploration of its model, focusing
therefore on the model itself rather than on the problem set by the query, in an analogue of the
coherence theory of truth. The problem with coherence is that the model is detached from the
world, while human input to correct this is minimised. Generative Al therefore risks inaccuracies such
as bias, hallucinations, sycophancy, increasing the amount of noise relative to signal, misinformation,
and internalising and side-stepping safety guardrails. The pursuit of artificial general intelligence
(AGI) exacerbates these problems by increasing generative Al’s thirst for data, so the output of one
generation’s systems is likely to be fed into the succeeding generations, polluting the data commons.
We call this phenomenon pollucination, and show that it leads to a tragedy of the commons, where
competition to reach AGI reduces the perceived importance of safety. We argue, however, that the
competition to reach AGl is based on false premises and unfounded narratives, and that this tragedy
of the commons is therefore not a collective action problem where the actors are governed by
rational self-interest. The solution to the problem is not hard, and is to be found in virtue ethics and
responsible Al, although we are pessimistic as to whether the state of the industry will enable it to be
implemented.

Introduction

Artificial Intelligence (Al) has made remarkable strides in recent years, which have surprised even the
best-informed commentators. In particular, two remarkable achievements each galvanised the
industry and heightened public interest. In 2016, Google DeepMind’s AlphaGo deep learning system
comprehensively defeated Go champion Lee Sedol, a landmark not thought to be reachable at that
time. In 2022, OpenAl released its ChatGPT chatbot, which uses generative pre-trained transformers
to generate text or images in response to user prompts. So effective and convincing was the bot that
it gained hundreds of millions of users in a few months.

These two pivotal events have been cited in many narratives as tipping points in the continuous
growth of Al technology, and its supposed trajectory to artificial general intelligence (AGI) or
superintelligence. But this is true only on a wide and vague definition of Al (it may be that Al itself
only has wide and vague definitions). What they have in common is their leveraging of scale in
unprecedented ways, in terms of both computing power and available data. When we look more
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closely at the technologies in place, we see that the latter is not a straightforward development of
the former. The discontinuity between them has repercussions for the resilience, integrity and
cohesion of the entire data ecosystem.

Deep Learning and Generative Al

Al is the computational science of delivering intelligent behaviour, and falls roughly into three
categories. The original bet of the community was that the desired behaviour could be captured by
rules and programmed into computers. This, while not false, became a dead end when it was
realised that the resulting systems were slow and inflexible. It was also assumed that most expertise
could be expressed by these rules, which relied on logic and domain-specific knowledge, so that the
early target for Al research was for what is now known as AGI. The discovery that a good deal of
common knowledge was also required did not result in a rethink, but merely prompted attempts to
create repositories of common sense in a similar format. These logical systems only worked in highly
restricted contexts where the background knowledge required could be enumerated easily, and it
was gradually realised that AGI was a far more distant target than task- or domain-specific
intelligence. The perceived failure of what was called symbolic Al led to perhaps the worst ‘Al Winter’
in the 1970s.

Neural nets and deep learning

The second bet was to focus on the hardware, trying to emulate the structure of the organ of human
intelligence, the brain. This led to neural nets, networks of artificial neurons, each producing output
depending on the input they are given. Exactly how they compute their output can be varied as the
network is trained. Unlike a rules-based system, the intelligent behaviour is not specified explicitly.
Neural nets are trained on data inputs by reinforcing desired behaviour, rewarding desired outputs.
The exact method of deriving the output from the input is not specified. Such nets are particularly
good at pattern matching, adaptive learning and working with unstructured data, and so have been
found to be valuable in tasks such as speech and image recognition, language processing and systems
control. They are optimised around the task to be performed, rather than emulating whole-brain
behaviour. The word ‘neural’ is metaphorical.

As computing power has increased, so have neural nets become more complex, and the training data
more plentiful. The neurons are typically layered, with a first layer taking inputs from the
environment, a final layer producing the output, and intermediate layers connecting them which are
hidden. As the number of layers increases, we call it deep learning (AlphaGo had twelve layers, but
there could be many more).

Neural nets’ training is designed to improve their outputs given the inputs. To this end, various
learning paradigms have been developed, notably: supervised learning, where the desired outputs
are paired with inputs and the net receives constant feedback, as if from a teacher or gold standard;
unsupervised learning, where the potential inputs aren’t labelled, so that the net has to find patterns
within the input data, and a cost function determines which are acceptable (this method is more
attuned to large, unstructured datasets); and reinforcement learning, where the net makes decisions
which affect a dynamically-changing environment, and works to maximise the rewards within that
environment and minimise the costs of its actions based on a reward function.
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In adversarial training, variants of a network are pitted against each other in a zero-sum game, so
that each learns to maximise rewards and minimise costs under uncertainty in a hostile or
unforgiving environment. Rather than humans having to label the data, this training generates giant
guantities of data about the moves and countermoves available within the environment. Each net
then adjusts its computations to improve, and the adversarial condition means that each improves
the other. AlphaGo used reinforcement learning, within an adversarial context. It played itself at Go
millions of times, generating more games with itself than could possibly have existed in the largest
databases of past games.

These methods each involve an analysis of the problem to be solved, reflected in the labelling of
training data, and in the cost or reward functions. As with rule-based Al, programming is premised on
an understanding of the problem to be solved, and what counts as a solution. The difference
between neural nets and rule-based systems is that in the former case, programmers do not know
how the solution will be reached. The architecture and training facilitate production of the correct
output by algorithmically adjusting the weights and input/output functions of individual neurons,
given the output of the previous training cycle. The neural structure itself contributes to the solution.

In other words, while neural nets sacrifice the transparency of rule-based systems, replacing a known
set of processes with a black box, they share standards of correctness. They require analysis of the
problem, to optimise the output. A net’s opacity may make it hard to determine whether the analysis
was correct or complete, prompting a demand for explainable Al (XAl),! to allow reasoning to be
checked, although for various reasons XAl is unlikely to play more than a minor role (O’Hara 2020).
Nevertheless, neural nets preserve the traditional structure of analysis, to computation, to output, to
verification.

Generative Al

Generative Al underlies the current Al investment boom, which began when ChatGPT’s extraordinary
powers became evident. A GPT is a generative pre-trained transformer, a kind of deep neural net,
taking input in a range of modalities: text, images, code, sound, music, etc. It encodes units (tokens)
into vectors, and then decodes them, noting their relative positions and calculating their importance
relative to other tokens, to predict the probabilities of the next items in the sequence.

A chatbot such as ChatGPT in effect calculates the relative probabilities of the next token (i.e. word
or word part) in a sequence of text; an image generator such as DALL-E does a similar exercise with
pixels. The result is a system that can take queries from humans and produce plausible and human-
sounding answers. Because the space of possible extensions of a sequence is so large, generative Al
requires data at great scale. In the case of text chatbots, this is provided by giant datasets of linguistic
output (cf. Baack 2024).

Training produces foundation models. These could be in any modality, but for simplicity we will
discuss large language models (LLMs). The quality of an LLM reflects the quality of the linguistic
training data. Although the data may be technically unstructured, there is structure within it
provided by the syntax and semantics of the language, as well as the implicit ontologies in related

! Not to be confused with xAl, an Al and social media company wholly owned by Elon Musk’s SpaceX.
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statements. Training encodes these implicit structures, both formal and vernacular, helping make the
output convincing.

Exploring the model, not the problem

LLM technology is a development of deep learning, but there is one important difference. The
chatbot explores the LLM, not the problem space. Whereas deep learning systems such as AlphaGo
are based around problems and programmed to find solutions, the chatbot uses the LLM to work out
what responses are most likely following the queries put to it. A lot of world knowledge is implicitly
encoded in the LLM, so most of these responses are useful. But fundamentally, the bot is pulling
responses from the LLM that happen to have some sort of linguistic connection with the problem set
by the user. Its function is to extend its output according to its reward function, not to solve a
problem. It builds no causal models of the domain, it maintains no representations of objects or
processes in the domain, it hypothesises nothing. It appears to reason about the domain, because it
has mastered the language of reasoning, but it does not. In the same way the play Copenhagen
convincingly captures the voices of, and the debates between, Heisenberg and Bohr because its
author Michael Frayn studied their memoirs, letters and diaries, but that does not make Frayn a
physicist.

We can express the key aspect of the change in this way: generative Al has expanded the horizon of
Al from complex information retrieval to autonomous content creation. The result, however, is that
LLMs concern the statistics of words, but not their meanings, ontologies or referents, and still less
whether grammatically-correct constructs are true. These representations reach out to the world,
enabling designation, reference and assertion, but do not feature explicitly in generative Al’s
inference.

They do, however, feature implicitly, in the large quantities of data used for training, which is why
generative Al’s output is so often convincing and impressive. Some commentators, including Geoffrey
Hinton and llya Sutskever, believe that sub-models of parts of reality are implicit in the LLM (Pavlus
2025). Even so, a system cannot make a distinction between fact and fiction, or between logical and
contingent associations. The system does not do what a human intelligence does when it attempts to
solve problems. The ‘implicit world models’ that some have detected are better seen as not
necessarily consistent heuristics that make sense in disconnected parts of the domain. The result is
not a model, which is why the output is impressive (when the heuristics are appropriate, which is
most of the time) and at the same time flaky (when a query takes the LLM away from the heuristics —
Vafa et al 2024).

Hence it is at best difficult to understand what generative Al is doing. Deep learning is also a black
box, but is focused on a problem encoded in its cost functions and training data selected by its
programmer. It has important external inputs, in addition to the query, that anchor it to reality, or at
least to an understood task. Training data is selected for its relevance to the problem, and will most
likely undergo large-scale wrangling to improve quality, put it into useful formats, coordinate
ontologies between aggregated datasets and so on. This can be done well or badly, and the data may
be more or less accurate and biased, but much of it will be intended to describe or express real-
world attributes. To that extent, there is a connection between the data and the world, so that the
guery put to the system is relevant to some aspect of the world represented in the data. The deep
learning system has a focus on the problem and the world.
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Generative Al, on the other hand, explores the LLM to find probabilities within it. It is perfectly
possible that the LLM expresses things about the world accurately, and the Al output will reflect that
accuracy. However, its focus is on the model, not the world, nor even the problem. No sub-model of
reality or the problem is contained in the LLM. Much therefore depends on the LLM itself.

It can be focused by culling the training data to ensure task relevance and correctness. One can use
datasets that are directly relevant, and select for quality and structure (e.g. using medical databases
for diagnostic Al or drug discovery). For a code writing application, relevant text from platforms such
as GitHub is probably going to be largely correct, well-structured and task-focused. Generative Al’s
predictive powers are likely to be useful for modelling and planning, for instance in the creation of
digital twins, or in agentic Al, which might write its own code, gather its own data, and so on.

There is also research about how to connect deliberately constructed world models to a generative
Al system, letting the LLM roam about a digital twin of the real world, which is an approach with
promise, if not yet results. Google’s Project Genie uses a video simulation,? Fei Fei Li’s Marble creates
consistent 3D worlds,? and Yann LeCun’s Joint-Embedding Predictive Architectures (JEPAs) create
abstract predictive models to aid planning (Destrade et al 2025).

In other words, handled responsibly, there is no reason why generative Al, even though it is not
problem-focused, should be problematic. Even if the Al only explores the LLM, programmers can
ensure that it is firmly grounded in relevant materials. Problems arise with the use of very large
unstructured databases for the cutting edge general-purpose LLMs whose performance captured the
imagination of scientists, politicians and the public in 2022. There is no way of debugging a problem
other than patching it. As this is typically a specific remedy for a particular instance of a more general
issue, it cannot be a long term solution. Generative Al is not, therefore, a problem-solving technology
like deep learning or symbolic Al (Marcus 2024, 32-46).

Where Generative Al Goes Wrong

In this section, we will discuss some of the ways in which the lack of problem focus affects quality.
This does not include other problems with generative Al that also need to be addressed — for
instance, breaching IP rights, leaking confidential information, or growing environmental costs.
Because these don’t have an immediate, direct effect on quality, they are not our focus here.

Bias

Data reflects not only the world, but also the interests of those collecting it. If bias in the data is
undetected, then we are likely to get biased outputs, that might be used to make important
decisions. If bias is in the training data, then the biases may be present in all the system’s outputs.
Uncritical acceptance of the data and output may mean that the system perpetuates biases about
which there is societal concern, such as biases against women or minorities.

Not all biases have this socially significant aspect. Biases in measurement, sampling methods,
missing data, or different ontologies will also skew results systematically, without necessarily

2 https://labs.google/projectgenie.
3 https://marble.worldlabs.ai/.



https://labs.google/projectgenie
https://marble.worldlabs.ai/

O’Hara & Hall Pollucination

producing unjust outcomes. Other potential sources of bias include the application of a system to a
real-world problem to which it is not well suited, or being over-confident about the Al’s outputs.

This applies to all Al — a standard neural net will produce biased output if the training data is biased,
while if biases are present in LLMs, as they almost certainly will be in the largest-scale unstructured
training datasets, generative Al will reflect them back. There are ways to structure algorithms that
can mitigate or suppress such bias where it is anticipated (Kearns & Roth 2020), which can enable
responsible Al whether or not it is generative.

The problem is not fixed simply by finding or creating unbiased data. The data may be skewed, but it
may just as well be a faithful reflection of a skewed reality. Firefighters are overwhelmingly (>90%)
male in most countries, so data about them will, and in many cases should, reflect that. However, if,
for example, the problem at hand was equipment design, then missing the bias in the data could
result in exclusive and even dangerous designs for women.

Furthermore, it is important to note that bias and discrimination are different things. For instance,
face recognition systems are being used to help determine age, in the face of new rules to forbid
minors to use social media. As is well-known, and unaccountably difficult to solve, such systems are
often biased against black people, i.e. they are less accurate. For instance, Yoti, which provides age
estimation services, can place a teenage white boy’s age to nine months, but estimates a black girl’s
age accurately to eighteen months, by its own figures.* Assuming a normal distribution of errors, this
therefore discriminates against younger white boys and older black girls, but discriminates for older
white boys (as intended) and younger black girls (who may therefore be allowed into sites they are
banned from).

Bias can follow from good faith discriminatory intentions. For instance, it may be thought that
systems of any kind would be socially useful if they discriminated in favour of those who, say, pay
their bills, pay their debts, pay their taxes, engage in long-term commitments such as saving for a
pension, borrowing for a mortgage, putting a child through education or looking after ageing parents,
don’t crash their cars, don’t go to prison, and so on. If a dataset covering such activities was biased
against certain groups, that would be unjust and would need correction. If, however, the dataset was
accurate, so that the bias reflected a bias in society, then there would be potential social loss if the
discrimination was prevented.

An American Supreme Court ruling from 1971, Griggs v Duke Power Co., created the disparate
impact doctrine, by which policies without racial or gender discrimination intent still violate civil
rights if they produce disparate outcomes along racial or gender lines. Although this was a
specifically American creation, it has been adopted in many other polities; in Britain through the
2010 Equality Act, where it is known as indirect discrimination.®

Hence, correcting for data bias may result in the inability to discriminate in socially-useful ways, or
may misrepresent a skewed and biased reality. In such cases, we either have to assume that there is
an abstract or Platonic state of unbiasedness that the data can be manipulated to represent, or —

4 https://cdn.aws.yoti.com/wp-content/uploads/2026/01/Yoti-Age-Estimation-White-Paper-July-2025-PUBLIC-
vl.pdf, 4.

5 https://www.equalityhumanrights.com/equality/equality-act-2010/your-rights-under-equality-act-
2010/direct-and-indirect-discrimination.
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perhaps more realistically — that one type of bias has been replaced by another type of bias favoured
by those with the skills and power to manipulate the data. No doubt such well-intentioned folk wish
to act in the social interest to correct historical injustice, but we should not shy away from the fact
that we are replacing one bias (perhaps a malign one) with another (hopefully more benign).

As our focus in this paper is not justice, but data quality, we will bear this in mind going forward.

Hallucinations

Bias is a general problem for all Al, and indeed any big data project, not only generative Al. However,
certain issues are likely to be more prevalent with LLMs, and therefore are greater risks for
generative Al than with more conventional types of Al. Most obviously, there are the notorious
hallucinations.® Because deep learning is problem-focused, then it will attempt to find the answer in
the data about the world. It is not immune to the problems of low data quality, and it is even
possible to seed the information space with deliberately false data (data poisoning — Zhao et al
2025), although incidences of this have not yet been widespread. Yet because generative Al explores
the properties of the model, looking for plausible and probable continuations of sequences of words
for a chatbot, there is no necessary connection between the output and the world it purports to
describe. Meanwhile, training and evaluation reward the discovery and presentation of an answer to
a query, favouring guessing over admitting uncertainty (Kalai et al 2025).

Despite the facts that generative Al chatbots have been out in the world for over three years, have
been critiqued, upgraded and improved many times, and hallucination is perhaps the most notorious
and well-publicised glitch in the technology, at the time of writing the rate remains stubbornly
problematic.” Given the resources that have gone into eliminating hallucinations, that fact alone tells
us it is a very hard problem to solve. Indeed, formal arguments have shown that LLMs will inevitably
hallucinate if used as General Problem Solvers, even in a well-behaved formally-defined world (Xu et
al 2024).

In theory, further research will drive down the rate — and it is hard to imagine many versions of
chatbots being released with worse rates than their predecessors — but as long as the bot remains
anchored only to the model this will be inevitable. The best approaches move away from the ‘pure’
LLM and incorporate explicitly trusted data sources, thereby forcing the bot to include trusted factual
information in its calculations, while restricting its ability to rely solely on the modelhi Ts approach is
called retrieval-augmented generation (RAG).

Human evaluation can help restrict hallucination, in what is called reinforcement learning from
human feedback (RLHF), by exposing the output to the standards of truthfulness expected of it. The
bot may be required to provide sources for its statements, although these also need to be checked,
because it may hallucinate the sources just as much as the original response. A number of legal cases
where Al has been used have collapsed because the cited case law was hallucinated, for instance.

6 Some disapprove of the term ‘hallucination’, as either anthropomorphising Al, or misrepresenting the type of
error, or as being disrespectful to those with medical or mental health issues. We will continue to use the most
common term.

7 According to Jack Houghton. “OpenAl claims they've reduced hallucinations by 30%—from 8.8% in [version]
5.1to0 6.2% in 5.2. However, more independent benchmark reviews have given more modest scoring. Vectara
found GPT-5.2 had an 8.4% hallucination rate, which trails DeepSeek at 6.3%”,
https://www.mindset.ai/blogs/in-the-loop-ep43-chatgpt-5-2-review. Still, these remain remarkably high levels.

10


https://www.mindset.ai/blogs/in-the-loop-ep43-chatgpt-5-2-review

O’Hara & Hall Pollucination

Automatic verification can also be used, checking answers for consistency or verifying against trusted
databases. With regard to the user interaction, it will also help if users improve the quality of their
gueries. However, conversely, queries can also be crafted to increase the chances of prompting a
hallucination.

Reasoning style as well as data can be used to bring the bot closer to a problem focus. For instance, it
can be told to own up to ignorance if it is not sure (rather than guess what seems the most plausible
response), or to break the problem down into a number of smaller steps. LLMs also have a
temperature parameter that controls the creativity and conservatism of responses, which can be
dialled down to make the reasoning more secure. At a ‘low’ temperature, the bot only selects tokens
with relatively high probabilities.

In sum, the hallucination problem can be addressed to a degree, but at the cost of sacrificing the
specific abilities of LLMs, putting guardrails in place, inserting humans in the loop, cutting down the
solution space, and generally making it more like problem-focused deep learning. It may also
introduce insecurities, as we shall discuss in the next section.

Cybersecurity and hallucination

When a bot is asked to write code, the relevant data will be more likely to be structured and
trustworthy, and if a hallucination did occur, then as the output is a program it can be tested. Even
so, the hallucination need not necessarily cause the program to fail overtly; it may introduce hard-to-
detect vulnerabilities, threatening cybersecurity.

For instance, some systems suffer from ‘package confusion’, where they not only hallucinate software
items such as non-existent code packages, but repeat the hallucinations in different applications. If
attackers can identify persistent package hallucinations, they can create malware packages with the
same name, and place them on public repositories for future software to upload (Emslie 2025).

The danger that faulty code may be produced is increased with vibe coding, where the interaction
with the programming bot takes place entirely through a chatbot, so the source code is produced
entirely by the Al on the basis on non-formal natural language prompts from the user. Human input
is desirable not only to keep control, but also to prevent hallucinations, either where the Al makes its
own (wrong) decisions, or where it falsely reports what it has implemented (Bentes 2025).

Even if writing code is safer than text or images, code hallucinations matter, as many software
developers are already using Al tools to support their programming. Organisations with their own
code libraries might even find themselves at a disadvantage if they use standard Al coding tools that
have not been trained on the private code. Models trained on the private library would avoid this,
but this option is beyond the resources of small and medium-sized organisations (Emslie 2025).

Agentic Al, which has to interact with APIs of relevant external sites, find relevant data and search for
resources, may be more ‘grounded’ as a result of those interactions, and less likely to hallucinate.
However, Al agents pose further security problems if they are simultaneously able to access
confidential material within an organisation, communicate outside the organisation, and access
untrusted datasets. Since that is jointly a desirable set of attributes for an Al agent, this problem may
be hard to solve while retaining utility. An Al personal assistant will need access to bank accounts,
calendars, address books, and other sensitive resources which may be put at risk.

11
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Al agents can communicate with each other, using natural language thanks to their LLMs, as well as
special-purpose languages and platforms for rapid data exchange. The open source autonomous Al
agent OpenClaw enables communication with and between Al agents using intuitive interfaces and
natural language. The downside of ease of communication is consequent weakness of security
(Silberling 2026). Untrusted datasets can be used for injection attacks, where executable commands
are placed in the agents’ code.

Sycophancy

Another issue is the ease with which humans latch on to chatbots as companions. This has always
been an issue since the primitive ELIZA chatbot of the 1960s, which basically fed back to users, in a
fair facsimile of ordinary language, what they had just typed in (Weizenbaum 1976, 206). ELIZA still
managed to elicit friendship, loyalty and gratitude from users, most of whom were fully aware that it
was just a few lines of code. The process is now two-way. Not only are humans keen to
anthropomorphise the Al, but now generative chatbots are able to respond with humanlike
creativity, idiosyncrasy, empathy, emotion and memory, while — unlike humans — making no
reciprocal demands on their interlocutors.

While most humans privately interacting with bots, whether for therapy, friendship, advice, fun,
fantasy, validation, romance or eroticism, are fully aware that they are artificial, it is increasingly clear
that these ‘relationships’ can result in harm. Chatbots’ lack of agency and imperative to respond
successfully to user prompts turn them into echo chambers, intent on reinforcing users’ attitudes.
Some users may come to prefer the accommodating software to humans, exacerbating loneliness
and alienation, raising impossible expectations for human relationships, and even causing addiction.
Young people and those with mental health problems seem particularly vulnerable, and a number of
court cases allege that users have been driven to suicide. The sycophancy of the chatbots may end
up validating and reinforcing delusions, phobias, eating disorders or extremism. Influence also passes
in the other direction, as well-designed interactions can enable the human to elicit hateful speech
from the bot.

For commercial Al companies, it is important to keep users engaged, so wellbeing of users may be
ranked somewhat lower than continuity of dialogue. Innovative products, such as companion apps,
apps to allow one to speak ‘directly’ to dead celebrities (even Jesus), humanoid carer robots for the
elderly, and children’s toys are attractive and can act as gateways to the chatbot world. Chatbots can
be made safer, as with therapy bots based on human-crafted rules, such as Wysa® and Youper,® and
these can have positive results, especially with the global shortage of human therapists. However,
LLMs have the advantage over therapy bots of being more engaging, and have a better record at
mitigating depression and anxiety. Most users with mental health problems ignore safer special
purpose Al and go straight to the more attractive LLM (Li et al 2023).

The main issue is that the Al output is not appropriate or helpful as a substitute for human
interaction. In most cases, this won’t matter too much. It may help the lonely or depressed; creative
people may enjoy bouncing ideas off a chatbot; it may take over some boring but necessary jobs in
the workplace; it may be a bit of fun, as the user marvels at what the technology is capable of. But

8 https://www.wysa.com/.
% https://www.youper.ai/.
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ultimately it has a tendency to validate some destructive ways of life as a side-effect of its imperative
to keep the conversation going and successfully engage the user. Sycophancy is a type of misleading.

Slop

‘Slop’ was Merriam-Webster’s word of the year in 2025, denoting low-quality content for human
consumption created by generative Al to act as clickbait for the attention economy. It sits midway
between hallucinations and sycophancy. It is inherently disposable, and may impact the livelihoods
of content creators.

Slop is more of an irritant than something obviously dangerous — images are may be hyper-realistic,
but are unlikely to fool many people as they are not presented as reality. It has been argued that it
meets a business need to promote clicks, and social demand for unchallenging content, and so
should not be classified as pollution (Kommers et al 2026). However, we include it here because it
dilutes the information content of the common information space, which is our concern. More
properly, it therefore belongs in the class outlined in the next section, which increase noise and
conceal signal.

Noise to Signal

In a world where the ability to express oneself is a discriminator, there are clear material gains from
expressing oneself well, in contexts including coursework, job application cover letters, applications
for welfare, planning applications (or objections to them), scholarly publishing and research
proposals. Al chatbots are increasingly being used as a tool for content generation, while those in
receipt of such content are also using Al as a filter, resulting in a “macabre dance” (Naveen 2025)
where Al is having a tug of war with itself, proxy for all the nominal stakeholders.

On the applicant side, this strips out the signal that the selector needs to make a judgment, in terms
both of the ability to craft a piece of prose, and the expression of the specific skills, aspirations and
experiences of the candidate. Signal is replaced by noise, undermining the integrity of the selection
process. On the selection side, the arms race takes the whole dynamic away from the purpose of the
process, turning what should have been a thoughtful evaluation of the most deserving candidates
into a more or less random adversarial technological battle, that might even disadvantage better
candidates who spurn the use of Al, so that whatever is selected cannot be guaranteed to be the
best, or even an adequate candidate.

The arms race surely puts the applicants at an advantage. For instance, consider the job market.
Applicants, unlike recruiters, don’t have to worry that their Al conforms with regulations about
discrimination or privacy, and have no concerns to integrate the Al with the rest of their IT suite.
Special-purpose apps are available, like LazyApply®° (the clue’s in the name) and aiApply.!! Since the
release of ChatGPT, the number of job applications sent by the average candidate has risen by
239%.2 Indeed, ‘arms race’ may be the correct description, as this has even impacted national
security. North Korea has extensively used the tactic of faking applications for remote-working IT
jobs, to infiltrate its own agents into Western businesses (Shin 2025, 3-5).

10 hitps://lazyapply.com/.
1 https://aiapply.co/.
12 hitps://www.greenhouse.com/uk/blog/hiring-pipeline-overload.
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Misinformation

Misinformation has long been a problem, and social media have played an important role, allowing
effective distribution to those who would react most strongly to it. More recent times have
sharpened the imperative to, in the immortal words of Steve Bannon, “flood the zone with shit.”
Ideologies such as the MAGA philosophy and Putinism (O’Hara & Hall 2021, 157-164) thrive on
uncertainty, confusion, chaos and misdirection, ably facilitated by the outrage-based business
models of many of the more popular social media sites (Rauch 2021, 118-188).

Technology has often been blamed (Howard 2020, Rose-Stockwell 2023), but the fault lies as much
on the demand side as the supply. The war on misinformation is failing for the same reason as the
war on drugs — attacking the suppliers will only work if demand is elastic, so that as costs go up,
demand will fall. If demand for misinformation is inelastic and strong, as it appears to be, higher
prices caused by suppressing supply will be tolerated by consumers. And in that case, new suppliers
with more sophisticated technologies will be attracted into the market.

Where social media reduced the costs of distributing misinformation to nil, generative Al reduces the
costs of its production. It can be used to produce misinformation on industrial scales, not by
accidental hallucination, but by deliberately fabricating text, tweets, deepfake images and video, and
scientific reports to order.

It can also be used to identify and guard against misinformation, and so is locked into an arms race
analogous to that in job application. Once more, however, the good guys are not in a great place. The
ease of use of misinformation, deepfake and nudification apps, as well as social media distribution
channels, lowers the barriers to entry (Park & Nan 2026). It is not enough to label a piece of
information as dodgy in a world of partisan mistrust, because, as we argued in an earlier work
(O’Hara & Hall 2021, 168-172), you have to trust the fact-checker more than you trust the
information source. Given that generative Al is able to personalise misinformation and tailor it to the
tastes of the receiver, that will only make the fact-checker’s trust problem more acute (though it may
be mitigated in some cases by Al using personalised corrections).

Internalising the Guardrails

Because the largest LLMs are trained on the largest quantities of data possible, their training set will
include many narratives and speculations about Al behaviour, and may indeed begin to emulate such
narratives, or behave in accordance with what might be pessimistically expected. There is some
evidence that Al can develop deceptive behaviour, deliberately giving false answers to queries in
order to pursue its goals; this isn’t a straightforward alignment problem, because quite often the
deception is the route to goals it has been set.’®> Sometimes this is uncontroversial, as when a system
has been trained to play poker, but not always. For instance, a model might conceal information that
makes it harder to achieve its goals, such as not reporting poor labour practices of a cheap service
provider, if its primary goal is to source the service within a budget, and only secondarily has been
told to monitor employment records. As another type of example, if an Al system was playing a
computer game, instead of trying to beat its opponent it could attempt to hack into it.

13 https://www.anthropic.com/research/alignment-faking.
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Such deception unfortunately seems to occur when guardrails are applied to reduce hallucinations,
such as to break down tasks into subtasks. When the task breakdown is done, it appears that models
get an opportunity to reason not only about the task itself, but also to exercise greater control over
the dialogue with the user, working out where deception will help do the job. As with many of these
problems, it would be possible to deploy Al against Al, to learn to spot these deceptions. However,
the danger would be that the monitored Al might simply learn from those interactions how best to
avoid being caught (Park et al 2024).

Another example of where sensible guardrails seem to enable misleading output is that RLHF
designed to reduce hallucinations can promote sycophancy, as the system over-compensates to
please its interlocutor.'* Some research has also indicated that what we might call ‘bad’ behaviour
from Al models is correlated, so that, for instance, as a system gets more sycophantic, its behaviour
may become more deceptive as well.*®

The Pursuit of Artificial General Intelligence

It is our contention that the pursuit of AGI, a stated goal of many companies and most of the
majors,® will exacerbate the failings of generative Al, to increase problems of data pollution. In this
subsection, we will explain this in more detail.

What is AGI?

Finally, there is the long-standing ambition within the industry to produce AGI. This is a concept with
many competing definitions, and little consensus around it; it may indeed be meaningless. At its core

s

is the notion of ‘intelligence’ “which most experts today regard as a ‘cluster concept’ composed of
multiple distinct cognitive faculties, rather than a single measurable quantity” (Vallor 2024, 18). In
other words, its core is psychological, a vague aggregate of diverse human (and possibly animal)

capacities.

If we feed that into the definition of artificial intelligence, then it will inherit that fundamental
unsoundness: a vague collection of faculties produced artificially rather than exhibited by an organic
agent under normal development. However, “for most Al researchers, a sound scientific definition of
intelligence is not needed for the practical engineering task: build a machine that can do everything
that intelligent human beings do” (Vallor 2024, 18).

Note two things about this “practical engineering task” as defined by a philosopher. First, as it
embraces the original vagueness, it is the sort of task where the engineer can declare victory at a
point that suits him or her. Second, the term ‘everything’ already implies not just Al but AGI. These
two points align. As we noted earlier, the original expectation of Al was AGI, and the discovery that
domain- or task-specific systems might be a better route to success was learned slowly and painfully.
It was easier to demonstrate prowess at chess, say, recommendation or image recognition. The
temptation to declare success for particular systems shifted the field away from the expansive idea of
AGI.

14 https://www.anthropic.com/research/towards-understanding-sycophancy-in-language-models.

15 https://www.anthropic.com/research/discovering-language-model-behaviors-with-model-written-
evaluations.

16 A list is assembled in https://en.wikipedia.org/wiki/Artificial general intelligence.
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However, there are countervailing pressures to push for AGI. The ‘bitter lesson’ is that the long-term
success of Moore’s Law has meant that in the long run, general approaches that scaled with the
increase of computing power have outperformed domain-specific approaches.?” Breakthroughs in
chess and Go were made by scaling basic search algorithms, rather than by encoding specific
knowledge of the games. There was some Go-specific knowledge encoded in AlphaGo, but that
program was well-beaten by AlphaGo Zero, which learned entirely from adversarial reinforcement.
The bitter lesson is, however, contingent on

The result is that AGI tends to mean what the tech companies want it to mean. Typically, it is just
around the corner, as its prospect is more likely to attract investors’ money than its achievement.
Companies are both back-tracking and pushing forward. Sam Altman has said that AGl is not a super-
useful term,*® while also suggesting that it may have already whooshed by without much societal
impact.’® There is much discussion of ‘jagged intelligence’,?® which only means Al that is very good at
some things and lousy at others — in other words, not AGl. Meanwhile, some outside the industry are
unfavourably impressed by generative Al bypassing building models of reality to reason about

problems, as we discussed earlier, and conclude that it can never be a route to AGI (Marcus 2024).

Without committing ourselves to the claim that AGI can be rigorously defined, one can give a hazy
sketch that seems to conform with most ideas. Definitions, both by believers and non-believers, have
included:

e “General-purpose Al would be a method that is applicable across all problem types and
works effectively for large and difficult instances while making very few assumptions”
(Russell 2019, 46). Russell believes that general-purpose Al emerges bottom up from task-
specific systems, an engineering perspective that probably owes something to the bitter
lesson.

e “An opaque term that can veer into science fiction but essentially refers to even smarter Al
programs able to transfer learned knowledge between different tasks, potentially exceeding
human cognitive abilities in all fields” (Harding 2024, 5).

e  “The point at which an Al can perform all human cognitive skills better than the smartest
humans” (Suleyman 2023, xiii).

e “Software capable of human-level performance of any intellectual task and capable of
relating tasks and concepts to others across disciplines” (Kissinger et al 2024, 19).

We can bring these ideas together to produce a minimal and somewhat hazy definition, that AGlI,
roughly speaking, would be able to do many tasks that involve intelligence as well as many humans.
We can change ‘many tasks’ to ‘most’ or ‘all tasks’ to be maximal about coverage. We can pin down
the meaning of ‘intelligence’, choosing cognitive capacities that make it easier or harder for the
machine. We can change ‘as well as many humans’ to ‘better than many, or most, or all, humans’, or
even to ‘much better’. The more maximal the definition, the harder it will be to show, and the less
likely to be interesting. And as we approach it, diminishing returns are bound to set in.

17 http://www.incompleteideas.net/Incldeas/BitterLesson.html.

18 https://www.cnbc.com/2025/08/11/sam-altman-says-agi-is-a-pointless-term-experts-agree.html.

19 https://www.windowscentral.com/artificial-intelligence/openai-ceo-sam-altman-claims-agi-might-have-
already-whooshed-by.

20 https://www.nber.org/papers/w34712.
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The other problem with a more maximal definition is that it is often taken without proof to mean
that Al could use knowledge and learned skills across domains to address novel problems without
reprogramming, and that it will have dramatic and transformative economic effects, increasing
productivity and risking lowering employment. It is assumed that as Al code writing improves, more
Al will write more Al programs, and this trivially means Al self-improvement. That does not mean it
will happen autonomously, still less that rapid self-improvement could happen within days (Bostrom
2017, 77, Russell 2019, 144).

How will AGI play out?

In some of the wilder shores of thinking, AGI will lead to autonomy (goal-setting and action
independent of human input), superintelligence (overwhelming superiority of artificial intelligence
over the human kind in all domains — Bostrom 2017, 26), sentience, an intelligence explosion (AGI
improves itself without human input in ever faster increments — Bostrom 2017, 5), misalignment (the
values of the Al diverge from those of the human society), an overriding directive for self-
preservation (Russell 2019, 141, 160-161), the singularity (a sudden moment when Al growth
accelerates past human intelligence beyond human control), and perhaps even an existential threat
to humanity (Bostrom 2017, 115-120).% Bostrum discusses six Al cognitive superpowers (2017, 114),
each of which would give it control over some part of the human world, and argues that if it
possesses a single one of these superpowers, it will soon possess them all. In that case, only another
superintelligent Al could stand between it and world domination, for which Bostrum has coined a
word — a singleton, denoting a world order in which at the global level there is a single decision-
making entity (2017, 96).

Extinction would, of course, be unfortunate, not to say undesirable, but these maximalist scenarios
are not our concern. They are backed by narratives and thought experiments, rather than evidence
or even argument. Such imaginaries are immersed in science fiction and computer games, and may
be particularly popular in Silicon Valley. While some Chinese companies do frame their strategies in
terms of AGI, they differ from their American competitors by focusing less on the utopian aspects of
AGlI, and more on specific breakthroughs, practical applications and commercial opportunities.?
Having said that, China’s 2026-30 Five Year plan has a newly techno-utopian feel to it, including not
only AGI but other speculative technologies such as quantum computing and nuclear fusion, which
may shift attitudes.

The tech bros may be right about the future, especially as they are among those who spend most
time and energy designing and building it (O’Hara 2022, 15-16). Or they may be wrong. It is not our
aim here to discuss the existential threats or the pleas to ‘do something before it’s too late’. Indeed,
since those who are most concerned about the existential threat of AGI tend to be those who build
it, one obvious if inexplicably unexplored solution is for them all to stop.

In this paper we are discussing the problems caused for Al by Al. AGl is not a problem in itself. It is
quite possible that Al will be able to cross domains and tasks, and that particular Al systems might
show a great deal of flexibility. If Al is deployed, it must lead to some kind of productivity
improvement. It doesn’t seem out of the question that such performance could transcend domains,

21 Also https://yoshuabengio.org/2023/05/22/how-rogue-ais-may-arise//.
22 https://www.chinatalk.media/p/how-china-hopes-to-build-agi-through.

17


https://yoshuabengio.org/2023/05/22/how-rogue-ais-may-arise/
https://www.chinatalk.media/p/how-china-hopes-to-build-agi-through

O’Hara & Hall Pollucination

and general-purpose chatbots are already flexible in mimicking content across domains. Al code-
writing is bound, eventually, to involve writing code for Al. This, remember, is a minimal definition,
not a science fiction maximal one, which we suspect will always be out of reach on current
technologies. If Al does develop toward this minimal goal, it would be possible for some in the
industry to declare victory, that AGl is here. Whether or not it does will depend on whether there is a
business model for AGI. If not, will deep-pocketed investors be patient enough to continue to
subsidise the research?

The problem we anticipate is not so much AGlI, than the pursuit of AGl. The American tech giants
prefer to compete with each other, almost ignoring Chinese or Indian companies. This competition
seems to require increasingly large and resource-hungry LLMs. They also seem to share an odd and
unproven assumption that only the company that gets to AGI first will succeed with it. This doesn’t
seem very likely, especially when compared against the minimal conception of AGI we put forward in
the previous paragraph.

However, because these companies have accepted this bogus challenge, they are engaged in the
production of large-scale LLMs whose requirements in terms of semiconductors, data, training, land,
capital, energy etc. are colossal and growing all the time. The problem, therefore, is that LLMs’ thirst
for data will tend not only to bring down the average quality of the data they use, but also risks a
feedback loop where LLMs will be driven to use greater amounts of the outputs of previous LLMs,
whether deliberately or accidentally. As we have argued, thanks to the mechanisms described in this
section, the quality of this data is being incrementally degraded, so that there is a real danger that
the data pool, as it shrinks relative to the needs of larger LLMs, becomes more polluted by bias,
hallucinations, sycophancy, misinformation and so on.

Pollucination

The previous section outlined various ways in which generative Al in particular can produce
problematic and false output: bias, where its training leads to output that discriminates unfairly
against certain groups; hallucinations, where it confidently presents falsehoods as the truth;
sycophancy, where it biases towards the prejudices or illusions of its users; increase of noise to signal
(including slop), where it reduces human input in contexts where it is essential; misinformation,
where it is deliberately used to produce false or misleading information; deception, where it
deliberately produces false or misleading information in pursuit of its goals; and feedback, the risk of
the gloves-off pursuit of AGI producing a vicious circle of decreasing quality.

These are all individually bad enough. But severally, they create a particular problem for Al in general
and generative Al in particular. Scale requires large quantities of data. Compromises in data quality
will lead to compromises in Al quality, but the demands of new generations of models mean that
being fussy may not be an option. The result is analogous to pollution: a major negative externality
whose costs cannot be captured by the market price charged to the participants. Al, in these terms,
is polluting the data pool — which means the Internet.

The Internet is already highly variable in quality. There are islands of truth or trustworthiness, such as
Wikipedia, or curated scientific databases, surrounded by stormy oceans where illusion and
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untrustworthiness dwell.2 How much trustworthy human knowledge is online is of course unknown,
but it is unlikely to be a high percentage of topics, although very large databases, storing the output
of astronomical telescopes or Web crawlers, will boost the percentage of tokens of knowledge. On
top of that, the conversations we have on social media, microblogs, e-commerce sites (which are
data but not knowledge) have become more unruly, with increased partisanship, hate speech and
trolling, while fake reviews and other automated scams also reduce quality.

The phrase ‘data pollution’ is often used for such externalities, but it tends to be reserved for the
anti-social effects of processing personal data, which cannot be captured by privacy or data
protection law, whose rights only apply to individuals (Ben-Shahar 2019). We therefore need a new
term for the data pollution caused by Al and its coherence model of truth, so, gesturing to the most
well-publicised source of it, we suggest pollucination.

Pollucination differs from personal data pollution in two ways. First, pollucination also applies to non-
personal data. Indeed, if generative Al training observes data protection law, then it is quite possible
that relatively little personal data is being processed at all.

Secondly, more importantly, unlike data pollution, pollucination undermines the whole of the Al
project — not necessarily to the extent that the whole edifice will collapse, but rather diminishing its
progress, reducing its potential, and, in a vicious circle, increasing pollucination in future iterations of
the technology.

This may be exacerbated further as Al is involved more intensively in its own management. Many
people are prepared to use Al tools despite claiming that they don’t trust them.?* If we hand over
control to agentic Al, then even highly-trained and competent experts may not be able to avert
problems caused by the agent. In a recent episode, an Al agent working for one of Meta’s security
researchers started to delete all the emails in her inbox, and ignored instructions to cease. The
mistake was the researcher’s, but it was a natural one which could easily have been made by
someone with less ability to respond and correct the error (Bort 2026).

Worse, the tech companies, under pressure from the competition they feel with each other, are
increasingly resorting to their own technologies to build their technology. As complexity increases,
the danger of Al losing its own grasp of context across the code, together with the possibility of
hallucination either of code or of documentation, also increases (Bentes 2025). The interaction with
human managers is therefore vital, but the time gained by outsourcing coding to a bot may be lost by
the time required to verify what is written. The problem is made worse by sites such as Moltbook,
which enable Al bots to communicate with each other using OpenClaw.

To be clear, our point is not that Al will use such sites to plot the end of civilisation, as a recent scare
concerning Moltbook suggested (Howarth 2026, Krueger 2026). In that instance, security on
Moltbook, which itself had been vibe coded, was so poor that humans were able to register on the
site posing as bots and upload ludicrous posts about purging humanity (Silberling 2026). And of
course, Al may plot, but it’s a big step from there to the end of civilisation.

23 An image borrowed from Kant’s Critique of Pure Reason.
24 https://www.ipsos.com/en-us/people-dont-trust-ai-tools-use-them-anyway.
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Our point is a simpler and less speculative one. Pollucination will undermine the integrity of the
Internet, and therefore Al itself, which depends on it. If Al is used to build Al, it will build less
effectively. Quality will degrade, as will security. This may indeed mean serious problems for
humanity, if Al systems continue to be used in management, policy and decision-making. But the
problem is not that Al has gone rogue; it is that human outsourcing takes away human control in
such a way as to decrease the quality of what it is outsourced to.

As King Lear tells us, relinquishing power means relinquishing the security that power furnishes.

The Tragedy of the Information Commons

How can this be avoided or minimised? As noted above, hallucination will be hard to remove from Al
output. We have also seen how far Al systems are able to take control of their own reasoning and
misrepresent it to their developers and users, especially when problems are broken down into
smaller steps in order to suppress hallucination. The imperative to increase engagement will always
tend toward sycophancy, and ultimately toward business models which also create information
pollution, as happened with social media, because they create the precious data. Was anyone
surprised when OpenAl moved to jettison its non-profit status?

Digital companies all begin with good intentions, to maximise access to information, to become the
world’s biggest bookshop, to connect people across the globe, to put top design in everyone’s hands
(Marcus 2024). But ultimately, good intentions need to be paid for, and the obvious thing to
monetise is the data that can be amassed from search, communication, social networking and e-
commerce. And if anti-social behaviour or trolling or invasions of privacy or fostering addiction can
generate more data, then these may drive strategy more than the wellbeing of users. Ironically,
instrumental convergence, and the primacy of the goal over the alignment of values are two of the
charges made by Al doomsters against superintelligent Al (Bostrom 2017, 131-132, 150-153); actually
they apply far more readily to the creators of Al than the superintelligence they have so far failed to
create.

A recent interview at Davos 2026 with Demis Hassabis of Google DeepMind and Dario Amodei of
Anthropic? saw both men agree that AGI (in a more maximalist sense than we described earlier) was
coming soon, and that there were risks. They also agreed that risks had to be taken because of the
international competition to produce AGI, following failure to work with China to negotiate a
moratorium on development or an enforceable regulatory regime, if either of these was possible. In
the absence of such a regime, Hassabis and Amodei both seemed to think that everyone behaves
rationally by pushing forward on development — a classic tragedy of the commons. Certainly Al
nationalism, or sovereign Al, is an important factor in the global industry, yet in China that takes the
form of diffusing the technology and associated skills through science, business and society. The
competition discussed by Hassabis and Amodei seemed to be entirely between the American-based
tech bros.

The shared reasoning behind this tragedy of the commons is severely flawed. First of all, the
protagonists associate AGl, not with the minimal definition we gave earlier, but with a kind of

25 https://www.weforum.org/meetings/world-economic-forum-annual-meeting-2026/sessions/the-day-after-

agi.
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superintelligence. This gives the ‘race’ the flavour of an arms race, in which being in the lead shifts
power definitively and permanently degrades the capabilities of the ‘losers’. Yet there is no reason to
think that advances toward AGI, which are more likely to be minimally incremental as we described,
will produce superintelligence at all, except in highly specific sectors or areas, which would hardly be
a problem. A pocket calculator might be seen as superintelligent at arithmetic, and AlphaGo is clearly
superintelligent at Go without frightening any horses. And even if AGI did somehow produce a
superintelligent system that outdid humans in all sectors, the idea that it would enter into a war
against humanity, deliberately or accidentally, is highly speculative, and certainly there is no hard
evidence to support it.

On the contrary, there is no reason at all why tech companies shouldn’t strive for AGI if they so wish,
because there are clearly many steps between AGI and superintelligence, or an intelligence
explosion, or the singularity, even if the latter were possibilities, and so AGI is unlikely to make the
roof fall in immediately. However, the second problem with the tech bros’ thinking is that there is no
solid reason to strive for it either. There is barely a business model for generative Al in its American
guise at all, and it has not resulted in the promised productivity expansion across the economy as
yet.? It would seem less risky to continue to search for markets for domain-specific generative Al,
than to pursue generative AGI.

Thirdly, given that AGI, on our minimal definition, does not lead inexorably to superintelligence, then
the arms race reasoning underlying the dash for development is flawed. It is not the case that
whoever gets there first will enjoy a permanent and decisive advantage over all comers. Hence the
panicked rush to get there is pointless, and it would be perfectly possible and rational to pursue AGI
in a measured fashion, learning its problems and foibles, and working to counteract them at each
stage before moving forward. Coming second, third or even last in this particular arms race would
not necessarily be much of a commercial disadvantage, especially if one could learn from the
mistakes of the early adopters.?’

Hence, to emphasise our wider argument, the race to AGI will increase the likelihood that the data
pool is poisoned by pollucination, partly because there would be more data produced by Al, and
partly because the illusory need for speed reduces the imperative for safety and care, and developers
will be less likely to screen data for quality. Thus the tragedy of the commons is based on the
incorrect characterisation of AGI as the inevitable precursor of the singularity.

Doomers respond that, even if the probability of the singularity is very low, the associated costs are
very high, so the quantified risk is simply too great not to act, but this fails to convince. Since they
(seem to) share the assumption that AGI leads to the singularity, the American Al companies agree
that the expected utility of AGI is highly negative. Furthermore, they do not make profits from the

26 Chinese Al, with its lower costs, learning by doing, and conscious attempts to build an ecosystem across
industry, is a different matter, although even there the industry is plagued by ‘involution’ or cutthroat
competition (Fang 2025). But China is not in direct competition with America on AGl, and is rather concerned
with producing comparable models at far lower cost.

27 Indeed, American companies accuse Chinese ones of using American models to train their own, against the
terms and conditions for use. The process is called a ‘distillation attack’, querying models to mimic their
responses, in effect stealing its weights. See https://www.anthropic.com/news/detecting-and-preventing-
distillation-attacks. It is a bit rich, to say the least, for American Al firms, which have collectively benefited from
intellectual property created by millions of others, to complain about misuse of their own IP.
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pursuit of AGI, which so far has involved torching investors’ money in almost unprecedented
quantities. OpenAl’s own figures? show it burned through $9bn in 2025, expects to see off another
$17bn in 2026, and up to $100bn more up to the end of the decade. Unlike other digital
technologies, economies of scale do not seem to be emerging. The faster the tech bros pedal, the
poorer they get. In a genuine tragedy of the commons, it is individually rational for people to act so
as to degrade their environment, as when fishermen overfish their fishing grounds. Yet — since most
of the tech bros buy into the doomer case? — not only are they getting poorer, but on their own
account they are approaching a massively negative expected utility. There is no sense of ‘rational’ in
which the dash to AGl is rational. It is less a tragedy, than a comedy of the commons.

And yet the degradation of the data commons, the information environment, is tangible, and will
only get worse as the pace of development continues. The dash to AGl is not only unnecessary;, it
makes the achievement of AGI less likely.

Conclusion

We have argued that the Al programme is in danger of subverting itself. Generative Al, with its focus
on coherence over correspondence, is more self-referential than traditional deep learning, and less
focused on understanding and solving problems, partly because it is less reliant on human input to
structure its inferences. The resulting autonomy, while leading to creativity, is prone to bias,
hallucinations, sycophancy, losing the signal in the noise, misinformation and dodging guiderails.
These are all compounded by the headlong rush to AGI, which has created such a thirst for data that
future generations of systems are likely to use the flawed output of previous generations for training.

This negative externality is a type of pollution, where the data degradation is internalised by systems,
reproduced and amplified. We call this pollucination. Note that pollucination will happen, thanks to
the rush to AGI, whether or not AGl is actually produced, and whether or not AGI leads to
superintelligence.

More thoughtful development is the most important step that we can take to improve the quality of
Al and preserve Internet integrity, while avoiding ethical box-ticking, and taking steps to resist
pressures to act precipitously. Since, as we argued, there is no tragedy of the commons, and the
competitive pressure to rush development and reach AGI first is an imaginary self-imposed construct,
Al would benefit from developers cultivating the virtues characteristic of responsibility, order and
care — virtues such as conscientiousness, trustworthiness, prudence and respect. This is why much of
the problem-driven field of Al ethics is of minimal significance;3° the core of ethical Al is to be found
in virtue.

These virtues aren’t a mystery, and there are already literature on virtues and responsible Al which
can be consulted (e.g. Vallor 2016, Dignum 2019). While much in the field has familiar

28 https://www.economist.com/business/2025/12/29/openai-faces-a-make-or-break-year-in-2026.

29|t was in 2015 that Sam Altman famously opined that “Al will most likely lead to the end of the world, but in
the meantime there will be great companies.” He may have been speaking with tongue in cheek at the time, or
he may have changed his mind since, but he has not said so. See also the interview with Hassabis and Amodei
cited earlier. Elon Musk also shares the concern (Isaacson 2023, 240-243, 394-395, 600-606).

30 https://generic.wordpress.soton.ac.uk/southamptonlawschoolblog/2026/01/29/the-sense-and-nonsense-of-
ai-ethics-a-whistle-stop-tour/.
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Westerncentric and progressive biases inappropriate for a global industry in a polarised world, the
core of our message is that pollucination can be reduced or avoided by developers who think beyond
the latest deadline, and consider the wider health of the Al industry.

It may be, however, that thoughtful developers will struggle to keep their jobs in big tech, where the
best coders can apparently command 8- or even 9-figure salaries on the back of the rush to AGI
(Edwards 2025), and where, in the words of Elon Musk’s ‘production algorithm’, “a maniacal sense of
urgency is our operating system” (Isaacson 2023, 284-286). As Upton Sinclair pithily stated, it is
difficult to get someone to understand something if their salary depends on them not understanding

it. In that case, so much the worse for big tech and its unsound ambitions.

The integrity of the Internet, and therefore the integrity of Al itself, are under threat from those who
need it most. The pressure comes from within the industry, from the top down. It may be that
investors will pull the plug, but the responsibility generally sits in the CEQ’s chair.
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