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by Archie C. Chapman

Control mechanisms for optimisation in large distributed systems cannot be constructed based

on traditional methods of control because they are typically characterised by distributed infor-

mation and costly and/or noisy communication. Furthermore, noisy observations and dynamism

are also inherent to these systems, so their control mechanisms need to be flexible, agile and ro-

bust in the face of these characteristics. In such settings,a good control mechanism should

satisfy the following four design requirements: (i) it should produce high quality solutions,

(ii) it should be robustness and flexibility in the face of additions, removals and failures of com-

ponents, (iii) it should operate by making limited use of communication, and (iv) its operation

should be computational feasible. Against this background, in order to satisfy these require-

ments, in this thesis we adopt a design approach based on dividing control over the system

across a team of self–interested agents. Such multi–agent systems (MAS) are naturally dis-

tributed (matching the application domains in question), and by pursing their own private goals,

the agents can collectively implement robust, flexible and scalable control mechanisms. In more

detail, the design approach we adopt is (i) to use games with pure strategy Nash equilibria as a

framework or template for constructing the agents’ utilityfunctions, such that good solutions to

the optimisation problem arise at the pure strategy Nash equilibria of the game, and (ii) to derive

distributed techniques for solving the games for their Nashequilibria.

The specific problems we tackle can be grouped into four main topics. First, we investigate a

class of local algorithms for distributed constraint optimisation problems (DCOPs). We intro-

duce a unifying analytical framework for studying such algorithms, and develop a parameteri-

sation of the algorithm design space, which represents a mapping from the algorithms’ compo-

nents to their performance according to each of our design requirements. Second, we develop a

game–theoretic control mechanism for distributed dynamictask allocation and scheduling prob-

lems. The model in question is an expansion of DCOPs to encompass dynamic problems, and

the control mechanism we derive builds on the insights from our first topic to address our four

design requirements. Third, we elaborate a general class ofproblems including DCOPs with
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noisy rewards and state observations, which are realistic traits of great concern in real–world

problems, and derive control mechanisms for these environments. These control mechanism

allow the agents to either learn their reward functions or decide when to make observations of

the world’s state and/or communicate their beliefs over thestate of the world, in such a manner

that they perform well according to our design requirements. Fourth, we derive an optimal al-

gorithm for computing and optimising over pure strategy Nash equilibria in games with sparse

interaction structure. By exploiting the structure present in many multi-agent interactions, this

distributed algorithm can efficiently compute equilibria that optimise various criteria, thus re-

ducing the computational burden on any one agent and operating using less communication than

an equivalent centralised algorithms

For each of these topics, the control mechanisms that we derive are developed such that they

perform well according to all four of our design requirements. In sum, by making the above

contributions to these specific topics, we demonstrate thatthe general approach of using games

with pure strategy Nash equilibria as a template for designing MAS produces good control

mechanisms for large distributed systems.
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Chapter 1

Introduction

The design and control of large, distributed systems is a major challenge in computer science

research. It is important precisely because the application domains of such systems are so

broad and ubiquitous: they arise in disaster response scenarios (e.g. Kitano et al., 1999), wide–

area surveillance and distributed sensor network management (e.g. Kho et al., 2009; Hayajneh

and Abdallah, 2004; Heikkinen, 2006), industrial task allocation and scheduling problems (e.g.

Zhang and Xing, 2002; Stranjak et al., 2008), and in the control and management of congestion

within air, road, rail, and information networks (e.g. van Leeuwen et al., 2002; Roughgarden,

2005), among many other places. Now, scenarios in these domains are inevitably characterised

by distributed information and costly and/or noisy communication, which limits the applicability

of traditional centralised control approaches, and by noisy observations and inherent dynamism,

which necessitate flexible, agile and robust decision–making. Furthermore, in certain settings,

the timeliness of decisions is of paramount importance.

Given this background, one broadly investigated approach to tackling these general challenges

is known asmulti-agent systems(MAS) — a paradigm that views such systems as a collec-

tion of autonomous, interacting, decision–making entities called agents (Jennings, 2001). In

this framework, each agent usually controls a small subset of the variables in the system, and

the collective actions of the agents are then engineered to produce desirable system–wide be-

haviour.1 One example is the problem of designing protocols for agentscontrolling routers in

information networks such that the resulting congestion isminimised (Voice, 2007). Another

example is the allocation of emergency services during an unfolding disaster in a large city, such

as an earthquake or fire, to minimise the number of casualtiesand damage to buildings and in-

frastructure (Kitano et al., 1999). In both of these cases, and many others, MAS are particularly

suitable because they are naturally decentralised and can implement robust, flexible and scalable

1 Agent–based technologies are also deployed in open systemswhere there is no overall goal and each agent
simply tries to maximise its individual return, but such settings are outside the scope of this study. This type of work
includes developing bidding strategies for auctions and online service provision (e.g. Wellman, 1993; Clearwater,
1996; Greenwald et al., 2001; Gerding et al., 2007; Stein et al., 2008), and much work on mechanism design for
MAS (e.g. Mezzetti, 2004; Bachrach and Rosenschein, 2005; Ramchurn et al., 2009) and trust and reputation in
open systems (e.g. Dasgupta, 1998; Teacy et al., 2008).

1
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systems of control. In this context, by control we mean the problem of finding and implementing

configurations of the system’s variables in order to achievecertain global goals. In particular,

using a MAS, control of the system’s variables is handed to several agents, who reason about the

variables under their control using distributed (sometimes local, sometimes private) knowledge,

and by so doing, spread the system’s computational burden and remove the brittleness and risk

associated with a single point of failure or a computationalbottleneck (Jennings and Bussmann,

2003).

Within this paradigm, agents are usually cast as one of two types — they are eithercooperative

or they areself–interested(or noncooperative). In the former case, agents explicitlyshare the

same goals, which are typically the system–wide goals, and are designed to coordinate their

actions to achieve these ends. In contrast, in the latter case, agents possess their own internal

motivations. They are not necessarily adversarial; these agents simply have privateutility func-

tions that guide their reasoning and decision–making processes.By private, in this thesis we

mean that the utility function is internal to the agent, and that maximising it is the sole aim

of each agent.2 Now, self–interested agents are typically the focus of opensystems, such as

markets, trust and reputation systems, or work–flow provisioning. Agents in these setting are

used to automate the decision making of stakeholders that have divergent interests, and these

interests are outside the control of the system designer. However, self–interested agents can also

be successfully applied to the design of control mechanismsfor large distributed problems with

a single stakeholder or global objective. In particular, inour design setting, the agents have no

intrinsic motivations. By making them self–interested andincentivising them appropriately, we

motivate them to act in such a way that a high global utility results. Specifically, the agents’

private utility functions can be constructed in such a way that they are exactly aligned with the

global system objectives (as in Groves, 1973; Wolpert and Tumor, 1999; Arslan et al., 2007).

In particular, in this thesis we address issues surroundingthe use of such self–interested agents

in MAS design, because we believe that self–interested agents can provide the degree of robust-

ness and flexibility needed in large distributed applications. Specifically, in this thesis, agents

are designed to act on their local knowledge of the state of the world and the actions of their

neighbours in such a way that they coordinate their actions to achieve a high quality system–

wide outcome. The resulting control mechanism is robust andflexible in the face of changes in

aspects of the underlying control problem or the resources available to implement the control

mechanism precisely because the agents only require local information to act: at no point must

all the information regarding the world’s state or the agents’ actions be available to a single

decision–making entity. As such, the time, communication and computational costs of recom-

puting a solution to the the control problem at hand can be substantially reduced, thus meeting

the requirements of a control mechanism for a large distributed system.

2The be explicit, by private utility we are not referring to the situation in mechanism design or auction theory
where agents keep their utility functions hidden from others in the system, or strategise over the information they
release about their utility. Rather, in this thesis, we simply consider a utility function as internal to the agent.
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Given that we are working with self–interested agents, we view the problem of designing control

mechanisms for large distributed systems from the perspective of noncooperative game theory

(von Neumann and Morgenstern, 1944). Game theory is a branchof mathematics that deals with

the strategic interaction of such entities. Specifically, noncooperative game theory analyses the

interaction of players who possess private utility functions (cf.cooperativegames, in which the

agents receive a joint reward for forming coalitions and must negotiate a fair allocation of that

joint reward. See Fudenberg and Tirole, 1991; Osborne and Rubinstein, 1994, for more details

on cooperative games.). Noncooperative games are the appropriate method of analysis, because

when using self–interested agents in a MAS, the utility of each agent (as well as the system

as a whole) is dependent on the joint actions of other agents —that is, each agent’s choice of

action isstrategicallydependent on the actions of others — and noncooperative games are con-

cerned precisely with such problems (Sandholm, 1999). Thisstands in contrast to, for example,

decision–theoretic methods, which often move into the realm of game theory when applied in

multi–agent settings. For example, Wang and Sandholm (2002) use aMarkov gamemodel to

describe a multi–agent Markov decision process, and Nair etal. (2003) use equilibrium–based

restrictions on the solution space to reduce the computation required to generate solutions.

In more detail, classical game theory provides predictionsof the behaviour of autonomous

decision-makers in distributed systems, typically in the form of a Nash equilibrium(Nash,

1950). Specifically, in a noncooperative game, each agent isassumed to have a fixed set of

actions, and an agent’s strategy is defined as a lottery or distribution over this action set — this

is known as amixedstrategy. Nash famously showed that, if agents can play sucha mixed

strategy, then in every game there exists a profile of mixed strategies (one for each agent) such

that no individual agent has an incentive to change their strategy. This guarantee holds for every

finite game (that is, every game with a countable number of players and strategy sets).

However, in some situations, the appropriate solution concept could be some other type of equi-

librium, such as correlated equilibrium (Aumann, 1974, 1987) or strong equilibrium (Aumann,

1959), or a refinement of Nash equilibrium, such as Pareto– orrisk–dominance (Harsanyi and

Selten, 1988). In particular, although mixed strategy Nashequilibria are an incredibly power-

ful explanatory tool for problems in economics, they have a major shortcoming in engineering

settings. This problem is that, in general, mixed Nash equilibria only imply stable probability

distributions over outcomes, not the fixed play of a particular joint action profile. This type of

uncertainty is unacceptable in many applications, such as scheduling in manufacturing or service

provision scenarios, where knowledge of a certain completion time for a process is necessary,

or congestion management problems in which the possibilityof random spikes in congestion on

a particular resource due to agents’ random draws of joint actions is unsatisfactory.3

Instead, we focus on games with Nash equilibria inpure strategies. Now, unlike mixed Nash

equilibria, pure strategy Nash equilibria do not exist in every game. Nonetheless, several large

3 Of course, in some settings randomness is a very good thing. For example, in recent work on monitoring
problems for security applications, randomness is the key ingredient in a good solution (Kiekintveld et al., 2009).
However, these types of applications are outside the scope of the work in this thesis.
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and important classes of games do always possess a pure strategy Nash equilibrium. These in-

clude potential games and network congestion games (Monderer and Shapley, 1996b; Wardrop,

1952; Rosenthal, 1973), weakly–acyclic games (Young, 1993), resource selection games with

congestion adverse agents (Penn et al., 2007, 2008), super–and sub–modular games (Topkis,

1979), and many smaller more specific classes of games. Importantly for this work, these

games can be adapted to capture many interesting models in artificial intelligence, including

team Markov problems, distributed constraint optimisation problems, and task allocation and

scheduling problems. In this thesis, we take results from classical game theory and apply them

to the problem of designing control mechanisms for large distributed systems.

Specifically, games with pure strategy Nash equilibria are particularly suited to engineering

problems, such as the large system control mechanism designproblem, for two reasons. First,

the solution concept itself is better motivated than equilibria in mixed strategies: pure strategy

Nash equilibria are particularly desirable as they do not have any of the problems associated

with interpreting or implementing the distribution over actions prescribed by a mixed strategy

equilibrium point (such as those problems highlighted in the examples given in the previous

paragraph). Second, pure strategy equilibria are often more easily computed than their mixed

counterparts. This computational benefit is particularly pertinent in online, real–time settings,

and occurs not only because pure actions are usually easier to reason over than probabilities, but

also because many of the classes of game that always possess pure Nash equilibria do so because

they have additional structure which can be exploited when computing their solutions. For these

reasons, in this thesis, we use pure strategy Nash equilibria as the basic solution concept.

To summarise, we have identified that an attractive way to implement a robust and flexible

control mechanism for a large distributed system is to use a MAS whose components are self–

interested agents. In particular, in this thesis we will show that by designing the utilities of these

agents so that they play games with pure strategy Nash equilibria results in control mechanisms

that generate high quality solutions, that are robust and flexible in the face of changes to the set

of components, that make limited use of communication whilesolving the problem, and that

can be solved in a reasonable amount of time or by using a reasonable amount of computational

resource.

1.1 Design Requirements

The aim of the work in this thesis is to design control mechanisms for large distributed systems.

Such systems possess traits that make traditional control mechanisms unsuitable for the task:

namely, partial or distributed information, compounded bynoisy information and inherent dy-

namism. These traits necessitate the use of distributed mechanisms, and, specifically, we can

define four broad requirements that control mechanisms for large distributed systems should

satisfy:
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Requirement 1 High quality solutions. As in all control problems, the primary aim of a control

mechanism for large distributed systems is to find a high quality configuration of system

variables, as measured by some global objective function. In this requirement we include

the problem of learning the value of solutions online in scenarios where the value of

variable configurations are unknown before the system is deployed.

Requirement 2 Robustness and flexibility in the face of additions, removals and failures of

components. In large systems, it is inevitable that the set of components will change

over time (both the operational components and the components of the problem). It is,

therefore, imperative that control mechanisms for these systems are able to accommodate

such changes in a graceful and flexible manner.

Requirement 3 Limited used of communication. If communication is free, instantaneous and

lossless, then centralisation of the control problem may befeasible. However, in large

systems this is rarely the case, and in most real–world scenarios communication is costly,

limited, noisy and time–consuming. As such, control mechanisms for these scenarios

need to operate using limited amounts of communication, whether through design or im-

posed by the domain, and must also be robust to communicationfailures.

Requirement 4 Solvability or Computational Feasibility. In many dynamic and most real–

time settings, the timeliness of solutions is of paramount importance. Similarly, in many

distributed scenarios, the available computational resources are quite restricted. Conse-

quently, a good control mechanism should be able to generatesolutions to the problem

at hand in a reasonable time frame and/or without consuming unreasonable amounts of

computational resources.

A good control mechanism for a large distributed system willsatisfy all four of these require-

ments. Therefore, the design of such control mechanisms involves trading–off between all of

these requirements. In this thesis we show that the technique of using self–interested agents that

play games with pure strategy Nash equilibria balances these concerns, and therefore provides

a good template for designing MAS for the control of large distributed systems. In so doing,

we draw on results and techniques from the broader literature on decision theory, reinforcement

learning and stochastic processes, in addition to the game–theoretic approaches. The specific

contributions of this thesis are now discussed in more detail.

1.2 Research Contributions

We have identified four requirements that must be satisfied inorder to design good control

mechanisms that are robust and flexible in the face of component failures or additions, commu-

nication failures and restrictions, and noisy and incomplete observations, namely (i) high quality

solutions, (ii) robustness and flexibility in the face of changes to components, (iii) limited used

of communication, and (iv) computational feasibility. Now, because the large system control
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Distributed constraint
optimisation problems
(Chapters 3 and 4)

Dynamic constraints

Distributed dynamic
task allocation and
scheduling (Chapter 5)

Noisy rewards
and state
observations

Learning equilibria in
noisy potential games;
Partially–observable
coordination problems
(Chapter 6 and 7)

Generalising constraints
to local games

Efficiently computing
equilibria in games
with sparse interaction
structure (Chapter 8)

FIGURE 1.1: Connections between topics covered in this thesis.

mechanism design problem involves balancing these four requirements against one another, the

requirements cannot be addressed separately, and must be treated as a whole for each new prob-

lem. Consequently, we group our contributions by the specific topics they address. In particular,

in this thesis the contributions to the state of the art can begrouped under the following headings:

• Algorithms for distributed constraint optimisation problems,

• Control mechanisms for distributed dynamic task allocation and scheduling,

• Approaches to dealing with noisy rewards and state observations, and

• An algorithm for efficiently computing pure strategy Nash equilibria in games with sparse

interaction structure.

As expected, these topics are closely related. In particular, our work covering the first topic cov-

ers the major components of the topics addressed in the subsequent chapters (as illustrated in

Figure 1.1). Specifically, each of the remaining topics involves an extension of the basic model

of distributed constraint optimisation. First, our model of distributed dynamic task allocation

and scheduling is essentially an expansion of distributed constraint optimisation to encompass

dynamic problems. Second, noisy rewards and state observations elaborate the distributed con-

straint optimisation model with realistic traits of great concern in real–world problems. Third,

games with sparse interaction structure are a direct generalisation of the distributed constraint

optimisation model to interactions in which the agents’ utilities for local interactions are not

identical (as they are in distributed constraint optimisation problems), and rather are modelled

by local games. We now describe these topics in more detail, and for each, we state how the

work contained in this thesis addresses aspects of the design requirements listed above.
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1.2.1 Distributed Constraint Optimisation Problems

The first group of contributions in this thesis regard distributed constraint optimisation problems

(DCOPs). Chapters 3 and 4 concentrate on this topic, and the work reported in these chapters

resulted in the following two publications:

A. C. Chapman, A. Rogers and N. R. Jennings, (2008b), A parameterisation of algorithms for

distributed constraint optimisation via potential games,in: ‘Proceedings of the 10th Interna-

tional Workshop on Distributed Constraint Reasoning (DCR–08)’, Estoril, Portugal.

A revised version of this paper — A. C. Chapman, A. Rogers, N. R. Jennings and D. S. Leslie

(2009), A Unifying Framework for Iterative Approximate Best Response Algorithms for Dis-

tributed Constraint Optimisation Problems — has been submitted to: ‘Knowledge Engineering

Review’.

A. C. Chapman, A. Rogers and N. R. Jennings, (2008a), Benchmarking hybrid algorithms for

distributed constraint optimisation games,in: ‘Proceedings of the 1st International Workshop

on Optimisation in Multiagent Systems (OptMas–08)’, Estoril, Portugal.

This paper has been invited for publication in a special issue of the Autonomous Agents and

Multiagent Systems Journal, due for publication in late 2009.

1.2.1.1 Motivation and Description

DCOPs are an important class of problems that can be brought to bear on many domains, includ-

ing distributed resource allocation (Modi et al., 2003), job scheduling (Zhang and Xing, 2002),

disaster response (Kitano et al., 1999), and air traffic control (van Leeuwen et al., 2002). DCOPs

are typically described in terms of a set of constraints oversubsets of variables in a system. The

constraints (sometimes calledfactors) take different values for different configurations of the

variable in their scope. The global value of a variable configuration is then given by an aggre-

gation of the constraints’ values. In a MAS, control of the variables is partitioned between a set

of agents. The agents, then, must coordinate in order produce a solution of high global value.

To ground this model, consider a simple graph colouring example. Nodes on a graph can be

coloured one of several colours, with the constraint that noneighbouring nodes (i.e. node con-

nected by an edge) have the same colour. If a constraint is satisfied, then it has a value of 1,

otherwise it has a value of 0, and the global objective is to minimises the number of neighbour-

ing nodes which have the same colour, or the sum of the constraint values. When controlled by

a MAS, each node’s colour is controlled by an agent, which communicates with its neighbours

to ensure that its node’s colour conflicts with as few of its neighbours’ colours as possible. From

the perspective of this thesis, each agent is self–interested, wishing only to minimise the number

of conflits it has with its neighbours, and furthermore, an agent only communicates its current

variable configuration with it neighbours.
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The problem faced by a designer of such a system is to design the algorithms employed, and

messages exchanged, by the agents such that their interaction produces a solution of high quality

(Requirement 1), with the additional requirements that successful operation of the system does

not depend on any one particular agent (Requirement 2), thatthe number and size of the mes-

sages are limited (Requirement 3) and that a solution can be generated in a reasonable amount

of time (Requirement 4).

1.2.1.2 Contributions

In investigating this topic, we make use of an important and interesting class of games called

potential games(Monderer and Shapley, 1996b), also known as congestion games (Rosenthal,

1973). Potential games are games that admit a potential function — a function of agents’ strate-

gies that, for all agents, increases if and only if a change instrategy by an individual agent

increases that agent’s private utility. Potential games possess pure strategy Nash equilibria, and,

furthermore, if a MAS’s global utility function corresponds to a potential for the associated

game–theoretic formulation of the problem at hand, then theglobally optimal configurations of

states are pure Nash equilibria. Additionally, many adaptive strategy selection procedures are

known to converge to the set of Nash equilibria of repeated potential games (Fudenberg and

Levine, 1998; Hart and Mas-Colell, 2000; Hofbauer and Sandholm, 2002; Benaı̈m et al., 2005,

2006). These are a particularly useful properties, as it implies that the independent and self–

interested choices of agents in the MAS will lead to a stable,and possible globally optimal,

configuration of actions.

To date, optimal algorithms have been derived for DCOPs (seeSection 2.9.1 for more details),

however optimality comes at a cost in terms of the three remaining design requirements. In

contrast, several local search heuristics also have been proposed, which have been shown to

produce high quality solutions, while at the same time perform well according to the three other

desiderata. These local search heuristics also have a very similar structure to several game–

theoretic learning algorithms. Given this, we conjecturedthat analysis of the two groups could

be unified by finding a suitable framework. In particular, ourspecific contributions to the sub–

field of DCOPs are:

1. In Chapter 3, we show that DCOP games are a special case of the class ofpotential games,

in which the globally optimal configurations of variables are Nash equilibria.

2. Building on this, because potential games possess thefinite improvement property, we

argue that they provide a valuable unifying analytical framework for studying all algo-

rithms that operate by having agents iteratively play approximate best responses to the

others in the system. This result allows us both to prove, forthe first time, the conver-

gence properties of such local iterative approximate best response algorithms developed

in the computer science literature using game–theoretic methods, and to show that many

game–theoretic algorithms can be used to solve DCOPs.
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3. In order to exploit the value of this unifying framework, we develop a parameterisation of

the local iterative approximate best response algorithm design space. This parameterisa-

tion is populated with components of the algorithms captured in our unifying framework.

This also allows us to make clear, for the first time, how the individual components that

comprise such algorithms affect their convergence properties and communication require-

ments.

4. In Chapter 4, we identify how the different algorithm components can be combined to

develop algorithms that find high–payoff equilibria, or operate using relatively little com-

munication, or converge to solutions quickly, or that represent trade–offs between these

criteria. Then, in order to test these predictions, we experimentally evaluate existing algo-

rithms alongside several novel hybrid combinations of algorithm components. Our exper-

imental results indicate that the performance of an algorithm can be accurately predicted

from identifying its constituent components.

Our framework and associated empirical results can assist system designers by making clear

the pros and cons of, and the synergies between, the various local iterative approximate best re-

sponse DCOP algorithm components according to our four design requirements. Additionally,

by stating different approaches in the terms of a common framework, we can reconcile differ-

ences in terminology that exist across the various disciplines investigating DCOPs. This has

been a significant hindrance to progress in this field, and onewhich we hope a unified approach

can start to remove.

In addition to the contributions above, the work presented in Chapters 3 and 4 covers many

components of the topics addressed in the subsequent chapters.

1.2.2 Distributed Dynamic Task Allocation and Scheduling

The second topic addressed in this thesis is distributed dynamic task allocation and scheduling.

This topic represents a natural extension of the DCOP model addressed in Chapters 3 and 4 to

situations in which the set of constraints varies over time.Our contributions to the state of the

art in this topic can be found in Chapter 5, and resulted in thepublication of the following paper:

A. C. Chapman, R. A. Micillo, R. Kota, and N. R. Jennings, (2009), Decentralised Dynamic

Task Allocation: A Practical Game–Theoretic Approach,in: The 8th International Conference

on Autonomous Agents and Multiagent Systems (AAMAS–09), Budapest, Hungary.

This paper was short–listed for the AAMAS 2009 Pragnesh Jay Modi Best Student Paper Award.

Additionally, it has also been invited for publication in a special issue of the Computer Journal

on the ALADDIN Project.
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1.2.2.1 Motivation and Description

The problem of controlling and managing the allocation of a continuous stream of tasks to a

group of agents is a major challenge in the field of multi–agent systems. Relevant examples

include the allocation of a city’s ambulance resources to incidents unfolding during a major dis-

aster (as simulated in RoboCup Rescue4), maintenance planning problems such as aero engine

overhaul scheduling (Stranjak et al., 2008), weapon-target assignment problems (Ahuja et al.,

2003) and many problems in industrial manufacturing domains.

In particular, the scheduling problems that we address consist of a set of agents assigning them-

selves to, and executing, a dynamic stream of tasks, withoutthe aid of a centralised manager.

Each task has a hard deadline and a particular processing requirement, and the task set is dy-

namic because it is gradually revealed over time. Further complicating the problem is the need

for agents to coordinate their actions, as some tasks cannotbe completed by individuals, but

require the attention of several agents. In this way, each task can be thought of as a constraint

in a constraint optimisation problem, taking as arguments the actions of all of the agents in the

system.

A system designer constructing a mechanism for controllingthe allocation and scheduling of

tasks in these problems faces a very difficult task. In particular, finding an optimal solution is

infeasible in real–time settings, so approximations are the only suitable way to produce high

quality solutions in a reasonable amount of time (Requirements 1 and 4). Furthermore, the

inherent dynamism of the problem makes satisfying Requirement 2 (robustness and flexibility)

a paramount concern, and transmitting information regarding such changes can significantly

increase the communication demands of a control mechanism (Requirement 3).

1.2.2.2 Contributions

In Chapter 5, we define a centralised Markov decision processformulation of decentralised dy-

namic task allocation problems. Our novel contributions are then with regard to how we approx-

imate this model and derive a control mechanism so that our four design requirements identified

above are satisfied. In particular, the problem addressed isto develop an approach that operates

well under restrictions on the agents’ ability to communicate and observe the environment. In

more detail:

1. We introduce a new technique for approximating the problem using a series of static

overlapping potential games. The utilities of agents in these games are constructed in a

decentralised manner, using two principled techniques: (i) the (infinite horizon) global

objective function of the problem is substituted with a finite horizon approximation, and

(ii) an agent is rewarded with the sum of its marginal contributions to the completion

4http://www.robocuprescue.org
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of tasks, in a manner reminiscent of the Groves mechanism (Groves, 1973), resulting in

utility functions that form a potential game.

2. We then derive a decentralised solution method for the approximating games, using an

adaptation of the distributed stochastic algorithm (Zhangand Xing, 2002), which was

identified in the DCOP setting in Chapters 3 and 4 as being appropriate for the task at

hand. This combination of approaches results in a control mechanism that is robust to

communication and observation restrictions.

3. In order to test our final assertion, we implement our approach in the RoboCup Rescue dis-

aster management simulator, and apply it to the problem of allocating ambulances (agents)

to injured civilians (tasks). The results show that our technique performs comparably to a

centralised task scheduler with no restrictions on communication or observation, and that

it significantly outperforms its centralised counterpart as the agents’ communication and

observation range are restricted, indicating that it is more robust to such limitations.

These contributions demonstrate a novel combination of, and extensions to, several techniques

from computer science and game theory, which together form an effective control mechanism

for distributed dynamic task allocation and scheduling problems with real–world characteristics.

1.2.3 Approaches to Dealing with Noisy Rewards and State Observations

The third topic of investigation in this thesis regards the problem of prescribing strategies to

agents in scenarios characterised by noisy observations. This topic also represents two exten-

sions to the DCOP model, to capture the salient real–world problems of unknown payoffs and

partially observable world states. Specifically, in Chapter 6 we make a number of contribu-

tions to the problem of learning Nash equilibria in potential games (which contain DCOPs) with

rewards that are drawn from an initially unknown distribution, whose expected value must be

estimated over time. This work is being prepared for submission to the SIAM Journal on Control

and Optimisation. Then, Chapter 7 deals with communicationstrategies in partially observable

coordination problems; that is, scenarios where the agentsmake noisy observations of the state

of the world and decide how to act given this partial information. This work is being prepared for

submission to the 9th International Conference on Autonomous Agents and Multiagent Systems

(AAMAS–10).

1.2.3.1 Motivation and Description

The first part of the work on this topic considers games with unknown noisy rewards. In such

games, the agents face a triumvirate of problems, in which they must explore the space of

payoffs, exploit their knowledge of payoffs, and continually adapt their actions to the play of

their opponents. We consider the cases of games with perturbed unknown rewards that also
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have the fictitious play property or are weakly–acyclic; That is, games in which the true mean

payoffs for joint actions correspond to games in which fictitious play processes converge or

which do not contain improvement cycles. Our problem is to find learning algorithms that are

guaranteed to converge to Nash equilibrium in such settings(Requirement 1), but that use only

local information and low levels of communication (Requirements 2 and 3), and that interleave

strategy adaptation and reward estimation, and therefore minimise the time it takes to converge

(Requirement 4).

The second part of this work involves deriving communication strategies for agents in partially

observable multi–agent coordination problems. The canonical example of such problems is

the multi–agent tiger problem (Nair et al., 2003). Specifically, this work considers repeated

Bayesian coordination games, in which the agents have only partial information regarding the

state of the world, but can make noisy observations and communicate their beliefs to others in

the game to improve their chances of coordinating on the optimal joint action. This model is

complicated by the fact that observation and communicationactions are done at the expense of

actions that realise rewards. The problem we face is to find communication policies that max-

imise the total expected reward earned by the agents. This involves trading–off expected rewards

due to uncertainty in an agent’s own belief over the state of the world with the time cost of com-

municating and observing. As such, in this work, we explicitly address the trade–off between

the solution quality (Requirement 1) and the communicationuse of the agents (Requirement 3).

1.2.3.2 Contributions

In order to address the first problem, we apply results from machine learning and stochastic

approximations to derive versions of fictitious play and adaptive play that take estimates of

rewards generated online byQ–learning as reward functions. These processes are then proved

to converge to Nash equilibria in potential games with perturbed unknown rewards and other

classes of games either with the fictitious play property or without improvement cycles. In more

detail:

1. For the first time, we derive a multi–agent version ofQ–learning withε–greedy explo-

ration, under which the agents’ reward estimates for joint actions converge to their true

mean value.

2. We prove that a variant of smooth fictitious play usingQ–learned estimates and employing

the ε–greedy action selection rule converges to Nash equilibrium in repeated potential

games, zero–sum games and several smaller classes of games with the fictitious play

property.

3. We show that three versions of adaptive play converge to Nash equilibrium in weakly–

acyclic games. The first is based on standard adaptive play inwhich agents evaluate the

actions usingQ–learned estimates of the reward and playε–best responses to these esti-

mates. In the second, the agents do not model their opponentsdirectly, but rather evaluate
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their actions by their cumulativeQ–learned estimates (payoff–basedadaptive play). Fi-

nally, in the third, the agents play anε–best response to the last action profile played

according to theQ–learned estimates, with the restriction that only one agent changes its

strategy at a time (spatialadaptive play).

These are the first algorithms to be proven to converge to Nashequilibrium in potential games

and weakly acyclic games with unknown noisy payoffs. Our approach to these types of problems

give agents the ability to effectively learn their reward functions while coordinating on a pure

strategy Nash equilibrium. In so doing, we address all four of the design requirements listed

above. Specifically, a control mechanism based on these algorithms can produce high quality

solutions in far less time than if the two problems were solved independently (Requirements 1

and 4), and like the iterative approximate best response algorithms investigated in Chapters 3

and 4, such a control mechanism is robust to changes in the setof components in use and operates

using only a limited amount of communication, thus addressing Requirements 2 and 3.

In addressing the second problem of designing agents’ communication policies in Bayesian

coordination games, we construct an auxiliary game whose strategy space is the agents’ com-

munication policies themselves. In this game, the payoffs to different policies are evaluated

according to the expected reward they produce in the original underlying coordination game.

This allows us to make the following contributions:

1. For the first time, we analyse both the stability and optimality of a communication policy,

and find that an optimal communication policy exists at a symmetric pure strategy Nash

equilibrium in the auxiliary game.

2. This greatly reduces the search space for finding an optimal communication policy in

any repeated Bayesian coordination game, and allows us to derive a simple procedure for

computing the optimal policy as a function of the partial–observability of the state and

payoffs of the underlying game.

Additionally, we demonstrate this procedure in the canonical multi–agent tiger problem. Our re-

sults show that the value of communication increases with the relative cost of mis–coordination

and decreases as the noise in the observation function decreases. Our contributions give agents

the capacity to evaluate their communication policies, andtherefore optimise the trade–off be-

tween design Requirements 1 and 3.

1.2.4 Efficiently Computing Pure Strategy Nash Equilibria in Games with Hy-
pertree Structure

Chapter 8 steps away from the DCOP model and its direct extensions to consider the more gen-

eral topic of efficiently computing pure strategy Nash equilibria in games with sparse interaction
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structure. Such games include DCOPs as a special case, but are much broader in their scope.

This work has resulted in the following conference submission:

A. C. Chapman, A. Farinelli, J. E. Munoz de Cote, A. Rogers andN. R. Jennings, Valued Nash

Propagation for Optimising Over Pure Strategy Nash Equilibria, Submitted to: ‘The 23rd Annual

Conference on Neural Information Processing Systems (NIPS–09)’.

1.2.4.1 Motivation and Description

Although game theory is increasingly being used for modelling and designing MAS, in general,

such systems often contain more agents than is considered inthe standard game theory literature,

producing very large games. This gives rise to the twin problems of finding compact game

representations and efficiently solving the game. In response, recent work has produced compact

graphical representations of games and algorithms that exploit sparse interaction structure (see

Section 2.7 for more details).

Given this context, a key challenge is that large games oftenpossess multiple pure strategy Nash

equilibria, and part of the control problem may be to optimise over them (Requirement 1). This

equilibrium selection problemhas been addressed in the economics literature, where several se-

lection criteria have been suggested, the most commonly employed of which are theutilitarian,

Nash–Bernoulli, elitist andegalitariansocial welfare functions and thestrongequilibrium con-

dition. Now, although centralised algorithms for optimising over the set of equilibria accord-

ing to some selection criterion have been developed (e.g. Elkind et al. (2007); Papadimitriou

and Roughgarden (2008)), no algorithm exists for distributed equilibrium selection (in contrast,

in the earlier chapters of this thesis we use local iterativealgorithms, such as the distributed

stochastic algorithm of fictitious play, to implicitly makethis selection). This is an important

shortcoming because in large systems it may not be possible or convenient to gather all the

relevant information at one point in the system (Requirement 3), and furthermore centralised

algorithms represent a single point of failure (Requirement 2) and a computational bottleneck

(Requirement 4).

1.2.4.2 Contributions

In order to address these shortcomings and satisfy our four design requirements, we develop a

general–purpose algorithm, calledValued Nash Propagation(VNP), for efficiently computing

pure strategy Nash equilibria that satisfy various criteria (such as utilitarian social welfare or the

Pareto–dominance criterion) in games with sparse interaction structure. Specifically:

1. We derive a version of VNP that is complete in games on hypertrees. Our algorithm is the

first to integrate theoptimisationproblem of finding the maximal element of a valuation

algebra with what is effectively theconstraint satisfactionproblem of finding a game’s

equilibria to construct a criterion that defines a valuationalgebra on ac–semiring.
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2. We derive a second version of VNP for games on loopy graphs,prove that any solution

returned must be a pure strategy Nash equilibrium, and arguewhy the algorithm would be

expected to approximately optimise over the set of pure Nashequilibria.

3. We empirically evaluate the last claim, and our results show that our VNP algorithm does

indeed produce the optimal Nash equilibrium in a high proportion of runs.

4. By deriving generalised methods for solving the above, wemake clear the connections

between all of the above algorithms and their related algorithmic complexity and com-

pleteness results.

By exploiting the sparse structure present in many multi-agent interactions, this distributed al-

gorithm can efficiently compute equilibria that optimise various criteria (Requirements 1), thus

reducing the computational burden on any one agent (Requirement 4) and operating using less

communication than an equivalent centralised algorithms (Requirement 3).

1.3 Thesis Structure

The thesis is structured as follows:

• Chapter 2 reviews the relevant related research, covering noncooperative games and Nash

equilibrium, special classes of games (including potential games), and compact graphical

representations of games and DCOPs and algorithms for solving them.

• Chapter 3 begins by showing that DCOP games fall within the class of potential games,

a key result that is used throughout the chapter as we construct a parameterisation of the

design space for local iterative best response DCOP algorithms. This parameterisation

encompasses the major DCOP algorithms and general game–theoretic algorithms, and

allows us to analyse the properties of all the algorithms considered in one, unified frame-

work.

• Chapter 4 builds on the previous chapter and explores the DCOP algorithm design space

by examining the effects of using different components on analgorithm’s performance.

Three novel learning algorithms are constructed from the components identified in the

parameterisation, and experimental results show that the performance of an algorithm can

be predicted by simply identifying which components are used in the algorithm.

• Chapter 5 describes a new control mechanism for distributeddynamic task allocation and

scheduling, which uses an approximation of an infinite horizon multi–agent stochastic de-

cision problem with a series of overlapping potential games, and provides an experimental

evaluation of this approach in theRoboCup Rescuedisaster response simulator.
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• In Chapter 6 versions of fictitious play and adaptive play algorithms are derived for poten-

tial games with unknown noisy rewards, that are shown to converge to a Nash equilibrium

in expected payoffs. These algorithms useQ–learning to estimate reward functions in

conjunction with a multi–agent version of theε–greedy action selection rule to explore

the games’ joint action space.

• Chapter 7 describes an approach to optimising the communication policies of agents in

partially observable coordination problems, in which communication is not carried out in

parallel to other actions but is done at the expense of other,potentially reward earning ac-

tions. The interaction of agent’s communication policies are characterised as a game, and

an optimal solution to the problem is found at a symmetric pure strategy Nash equilibrium.

• Chapter 8 reports on the development of a message–passing algorithm for computing

and optimising over pure strategy Nash equilibria in large games with sparse interaction

structure, which we callValued Nash Propagation. The algorithm is shown to be complete

on games with acyclic hypergraphical structure, and its efficacy on games with loopy

hypergraphical structure is demonstrated in a series of experiments.

• Chapter 9 summarises our findings and, in so doing, shows how this research successfully

defends the thesis. Finally, it discusses how the principles introduced in this report can

be extended and applied in the course of subsequent work, anddescribes some promising

individual lines of research.



Chapter 2

Literature Review

The first section of this chapter introduces the formal notation of this thesis, that of noncoop-

erative game theory. In it, the Nash equilibrium condition,the most widely applied solution

concept for noncooperative games, is defined (Section 2.1.1), alongside the related concepts of

correlated equilibrium and strong equilibrium (Sections 2.1.2 and 2.1.3, respectively). Then, in

Section 2.2 we describe how refinements of Nash equilibrium and social welfare functions can

be used to choose between, or optimise over, the set of Nash equilibria in games with multi-

ple stable solutions. This is followed by a discussion of three extensions to the basic model:

namely, Bayesian games (Section 2.3) and repeated and stochastic games (Section 2.4). We

then consider two specific classes of games — potential games(Section 2.5) and the associated

superclass of weakly–acyclic games (Section 2.5.4) — and discuss their features.

We then move on to review background material that regards computational issues in game

theory. This begins in Section 2.6 with a review of heuristiclearning algorithms for finding Nash

equilibria in potential games. Then, in Section 2.7 we give an overview of two compact graphical

representations of games, graphical normal form and hypergraphical normal form, and review

the main algorithms that efficiently exploit these compact graphical representations to compute

solutions. Following this, we review DCOPs, beginning in Section 2.8 with the standard model

of constraint optimisation and its extension to the distributed case, before finishing the section

with a game–theoretic reformulation of the problem. Finally, we review a number of algorithms

developed for solving DCOPs, covering distributed message–passing algorithms in Section 2.9.1

and distributed local search heuristics in Section 2.9.2.

2.1 Noncooperative Game Theory

Game theory is a collection of tools used to analyse the interaction of decision makers, called

players, which are the analogue of agents in MAS. Players are usuallyassumed to act “ratio-

nally” to achieve well specified goals, taking into account the actions of other players when

17
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making their decisions. Game theory is typically partitioned into two streams,noncooperative

and cooperativegames. The former takes the actions of individuals as primitives, while the

latter takes the sets of joint actions available to groups ofplayers as primitives. This thesis deals

with noncooperative games, a field which is well suited to theanalysis of MAS because it can be

used as a framework to explicitly model both the internal processes of individual rational agents

(i.e. how they make their choices) and their interactions with others (i.e. how their choices affect

others andvice versa). Cooperative game theory typically does not consider suchquestions.

Specifically, in this thesis we use self–interested agents in MAS design to provide the degree of

robustness and flexibility needed in large distributed applications, and, consequently, we model

their interactions using noncooperative games.

The types of games considered within game theory are diversein nature. Games can be pre-

sented instrategicor standard normal form, where agents decide upon a strategy once and for

all, and all decisions are made simultaneously, or inextensive formwhich explicitly models

the timing of decisions and actions. They can be repeated in the future, allowing players to

adapt their play or learn about their opponents. In such cases, the game played in each round

is referred to as thestage game, while the complete sequence of games is typically called the

repeated game, but is sometimes referred to as asupergame(Friedman, 1971). In cases where

the stage game varies (possibly probabilistically) in eachround, the sequence of games is called

a stochastic game. Furthermore, games can be differentiated by their information structure. In

games withperfect informationplayers are completely informed about other player’s utilities or

payoffs, while underimperfect informationthey are not. Games with imperfect information are

known asBayesian games. For a good discussion of these distinctions and their importance in

game theory, see Fudenberg and Tirole (1991) or Osborne and Rubinstein (1994).

In more detail, a noncooperative game in strategic form is a tupleΓ = 〈N,(Ai,ui)i∈N〉, compris-

ing:

• a set ofplayers, N = {1, . . . ,n},

and for eachi ∈ N:

– a set ofactionsAi,

– autility function ui : A→ R.

We use the terms action and pure strategy interchangeably throughout the thesis. The set of joint

action profilesA is the Cartesian production of allAi:

A = ∏
i∈N

Ai ,

and a particular joint action profilea = {a1, . . . ,an} ∈ A is referred to as anoutcomeof the

game. The complimentary set ofai is denoteda−i, and when discussing a particular player’s

choice of strategy, the notationa = {ai ,a−i} will often be used. A utility function specifies
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a player’s preferences over outcomes by the condition that if and only if the player prefers

outcomea′ to outcomea′′, thenui(a′) > ui(a′′). The following definition describes an important

correspondence between different players’ strategies.

Definition 2.1. Best Response Correspondence

A best response correspondence, Bi(a−i), is the set of playeri’s best actions, given the action

profile of its opponents,a−i :

Bi(a−i) = {ai : ai = argmax
ai ∈ Ai

[ui(ai ,a−i)]}. (2.1)

If a player’s best response correspondence prescribes the same action for every strategy profile

of its opponents, it is called adominant strategy. A weaklydominant strategy is one for which an

agent is indifferent between it and other strategies for allits opponents’ strategy profiles, except

for one strategy profile where it is the only best response. This definition leads to the simplest

and strongest solution concept used in game theory:

Definition 2.2. Dominant Strategy Equilibrium

A strategy profilea∗ is adominant strategy equilibrium if every player has a (weakly) domi-

nant strategy:

ui(a
∗
i ,a−i)−ui(ai ,a−i) ≥ 0 ∀ ai , a−i, ∀ i.

This definition implies that in a dominant strategy equilibrium, each player’s choice is indepen-

dent of the other players’ choices of strategy.

Example 2.1. Prisoners’ dilemma game

The canonical example of a game with a dominant strategy equilibrium is the Prisoners’ Dilemma.

C D

C 3, 3 0, 4
D 4, 0 1, 1

FIGURE 2.1: A 2×2 prisoners’ dilemma game.

Players can either cooperate or defect — that is, Ai = {C,D} — but each player has an incentive

to defect, regardless of the other player’s action. Thus, the outcome a= {D,D} is a dominant

strategy equilibrium.

Most games do not have dominant strategy solutions — indeed,games would be almost trivi-

alities if that were the case. However, all finite games possess strategy profiles that satisfy the

following two equilibrium concepts: Nash equilibrium and correlated equilibrium (Nash, 1950;

Aumann, 1974, 1987).
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2.1.1 Nash Equilibrium

The Nash equilibrium is a widely applicable solution concept, and the most important solution

concept in game theory.

Definition 2.3. Nash Equilibrium

A strategy profilea∗ is a Nash equilibrium if each player’s strategy is a best response to the

other players’ equilibrium strategies:

ui(a
∗
i ,a

∗
−i)−ui(ai ,a

∗
−i) ≥ 0 ∀ ai , ∀ i. (2.2)

Intuitively, in a Nash equilibrium, no individual player has an incentive to deviate to a different

action. This definition may also be reformulated in terms of the best response correspondence

(Equation 2.1); a strategy profilea∗ is a Nash equilibrium ifa∗i ∈ Bi(a∗−i) for all i ∈ N.

Furthermore, we can define astrict Nash equilibrium, which is a necessary component of many

proofs of convergence in game theory, which is defined by replacing the inequality in Equa-

tion 2.2 with a strict inequality:

ui(a
∗
i ,a

∗
−i)−ui(ai ,a

∗
−i) ≥ 0 ∀ ai 6= a∗i , ∀ i.

The implication of this substitution is that in a strict Nashequilibrium, no agent is indifferent

between their equilibrium strategy and another strategy, which is not the case in a Nash equilib-

rium.

This also leads us to a definition ofnon–degenerate games. These are games in which all

Nash equilibria are strict. When considering pure strategyequilibria, we may characterise non–

degenerate games as those which satisfy the condition that,for everyi ∈ N and for everya−i ∈

A−i:

ui(ai ,a−i) 6= ui(a
′

i ,a−i) ∀ai,a
′
i ∈ Ai, ai 6= a′i .

That is, for any pure strategy profile of its opponents, an agent’s best response correspondence

contains only one strategy. Note that this condition does not exclude the possibility of a game

possessing multiple Nash equilibria. Rather, it ensures that only one equilibrium exists for each

of an agent’s strategies.

The Nash equilibrium in definition 2.3 is apure strategyNash equilibrium, as in equilibrium

each player selects a strategy deterministically, or with aprobability of one. However, the

equilibrium concept can be extended to include the case whena player’s best response is to

randomise its selection of strategies. Here, itt is assumedthat each player has preferences de-

fined by lotteries or a set of probability distributions overpure strategies,Σ(Ai), called “von

Neumann-Morgenstern preferences”. A probability distribution over mixtures of pure strategies

σi(Ai) ∈ Σ(Ai) is called amixed strategy, and the support of a mixed strategy is the elements

of Ai to which σi assigns a positive probability. The utility function of themixed extension
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of the game is given by the expected value underui of all players’ joint, independent lottery

σ = ×i∈Nσi overA:

ui(σi,σ−i) = ∑
a∈A

(

∏
j∈N

σ j(a j)

)

ui(a),

whereσ ∈ Σ = ×i∈NΣi .

Following this, the concept of a best response correspondence can be extended to mixed strate-

gies,Bi(σ−i). A Nash equilibrium corresponding to a joint profile of mixedstrategies is called

a mixed strategy Nash equilibrium, and is defined as:

ui(σ∗
i ,σ

∗
−i)−ui(σi,σ∗

−i) ≥ 0 ∀ σi , ∀ i,

or equivalently:

∑
a∈A

(

∏
j∈N

σ∗
j (a j)

)

ui(a)− ∑
a∈S

(

n

∏
j∈N\i

σ∗
j (a j)

)

σi(ai)ui(a) ≥ 0 ∀ σi, i.

The set of mixed strategy Nash equilibria include any pure strategy Nash equilibria. Nash proved

that any strategic game with a finite number of strategies hasa mixed strategy Nash equilibrium

point (Nash, 1950).

We can also define anδ–Nash equilibrium (Everett, 1957), in which each agent plays a mixed

strategy that earns it withinδ of the payoff to a best response action.1 The concept of anδ–

Nash equilibrium is particularly useful when considering the convergence of repeated play to

equilibrium, and in computational settings where the goal is to quickly approximate the Nash

equilibrium of a game, rather than exactly find a Nash equilibrium solution. First, let anδ–

best response correspondence, Bδ
i (a−i) be the set of mixed strategies that come withinδ of

maximising an agent’s utility, conditional on other players’ actions, that is:

ui(s
delta
i ,a−i)+ δ ≥ ui(a

∗
i ,a−i) ∀sdelta

i ∈ Bδ
i (a−i), ∀a∗i ∈ Bi(a−i) (2.3)

Then, a mixed strategy profilesδ is anδ–Nash equilibrium ifsδ
i ∈ Bδ

i (s
δ
−i) for all i ∈ N. Intu-

itively, no player can benefit by more thanδ by deviating from anδ–Nash equilibrium.

The following example illustrates the concepts of pure and mixed strategy Nash equilibria, using

a best response correspondence in mixed strategies.

Example 2.2. Nash equilibrium in a stag-hunt game

Jean-Jacques Rousseau (1775) used a story involving hunters’ attempts to catch a stag as an

elucidation of the difficulties in establishing and maintaining a social contract. Two hunters

independently go out hunting. They can choose to hunt eithera stag (cooperate) or hare (defect).

A stag is much greater reward to a hunter than a hare, but its capture requires a coordinated

effort from both hunters.

1 Here we use the termδ–Nash equilibrium rather than the commonly usedε–Nash equilibrium becauseε is used
for another purpose further on in the thesis.
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C D

C 4, 4 0, 3
D 3, 0 2, 2

0 1σ1(C)

0

1

σ2(C)

FIGURE 2.2: A 2×2 stag–hunt game and players’ best response correspondences in the mixed
extension of the game. Player 1’s best response correspondence is shown by the solid line.

In the payoff matrix shown in figure 2.2, C corresponds to the strategy of hunting a stag, while

D corresponds to the strategy of pursuing a hare. Both{C, C} and {D, D} are pure strategy

Nash equilibria, as no individual player can benefit from deviating from this strategy. The

stag-hunt game also has a mixed strategy Nash equilibrium, which is found by equating each

player’s expected payoffs from a mixed strategy and solvingfor the probability of playing each

pure strategy, that is, the mixed strategy equilibrium isσ(C) = 2−0
4−0−3+2 = 2

3. The best response

correspondences plotted in the figure illustrate that the Nash equilibria of the game lie at the

points where the correspondences intersect. Note that at the mixed strategy equilibrium, both

are indifferent between actions in their best repsonse set,and randomise their choice of action.

The conditions for a Nash equilibrium specify a minimal condition for stable play to emerge

in a game (i.e. independent choices by agents). The next two sections consider stability in less

restrictive environments which allow for the possibility of correlated and coordinated actions by

players.

2.1.2 Correlated Equilibrium

A generalisation of the Nash equilibrium concept iscorrelated equilibrium(Aumann, 1974,

1987). Acorrelated strategy, π(A), is a joint probability distribution over the set of possible

combinations of pure strategies that all players can choose(i.e. a correlated strategy forN is any

probability distribution in the simplex ofA, ∆(A)). The distributionπ(A) can be interpreted as

a signal (from nature or a mediator, or between players in thesystem) that recommends some

(probabilistic) strategy for all players to play. A correlated equilibrium is a Nash equilibrium of

the game with signals (i.e. in a correlated equilibrium no player has an incentive to deviate from

their recommended play). It is assumed that all players knowπ(A), but do not knowa−i .

Definition 2.4. Correlated Equilibrium

A joint probability distribution over all agents’ strategiesπ(A) that recommends a joint strategy



Chapter 2 Literature Review 23

of play is acorrelated equilibrium if no player has an incentive to deviate from its recom-

mended play:

∑
a−i∈A−i

π(ai ,a−i)(ui(ai ,a−i)−ui(a
′
i ,a−i)) ≥ 0 ∀ ai ,a

′
i ∈ Ai, ∀ i, (2.4)

subject to the constraints:

π(a) ≥ 0∀a∈ A,

∑
a∈A

π(a) = 1. (2.5)

The set of correlated equilibria are characterised by the set of linear constraints in Equations 2.4

and 2.5, which imply that, for all players, the expected payoff from following the strategy rec-

ommended by the correlated equilibrium strategy is at leastas great as that gained by any in-

dividual deviation. A mixed strategy profile is the special case of a correlated strategy profile

whereπ(A) is a product distribution without mixing, that is,π(A) = ∏n
i=1σi(ai). Consequently,

Nash equilibria are a special case of correlated equilibriawith the additional restriction that the

distributionπ(A) is a product distribution (i.e. the players choice of strategies are independent).

Put another way, correlated equilibrium is a generalised version of the Nash equilibrium that

allows for correlated, rather than just independent actions, as a result of signals between the

players or from an outside source.

Example 2.3. Correlated equilibrium in a stag-hunt game

A distributionπ(A) in a 2×2 game can be represented as a 2×2 matrix. An example of aπ(A)

that is a correlated equilibrium in the stag–hunt game givenin the matrix on the left in figure 2.3

(a) is given by the matrix on the right (b).

C D

C 4, 4 0, 3
D 3, 0 2, 2

C D

C 1/2 1/6
D 1/6 1/6

(a) (b)

FIGURE 2.3: Correlated equilibria of a stag–hunt game. The signal function in (b) is a corre-
lated equilibrium for the game in (a).

To show that the above is indeed a correlated equilibrium, wecalculate the expected value to

each player for following their recommended play. First, assume that the row player is told to

play C. The row player knowsπ(A), so knows that the probability of the column player playing

C is 1
2/(1

2 + 1
6) = 3

4, and the probability they have been told to play D is1
4. The row player’s

expected reward for following its recommendation and playing C is 3
4 ×4+ 1

4 ×0= 3, while the

expected reward for playing D is34 × 3+ 1
4 × 2 = 23

4, so there is no benefit to the row player

from not playing C if the column player follows its recommendation. Similarly, if the row player

has been told to play D, it knows that there is an equal probability that the column player has

been told to play C or D. If the column player follows its recommendation, then the row player’s
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expected reward for playing D is21
2, while for not following its recommendation and playing

C it is only 2. By symmetry the same argument applies to the column player,so theπ(A) in

figure 2.3 is a correlated equilibrium.

The three Nash equilibria of the stag–hunt game above,{C, C}, {D, D} and mixed equilibrium

{σ(C), σ(C)} = {2/3, 2/3}, shown in Figure 2.2, are also correlated equilibria. Theirsignal

functions are shown in Figure 2.4. Note that each of these distributions is a product distribution

over (independently chosen) strategies, so for each, the probability of selecting a strategy given

by the signal function corresponds to the Nash equilibrium mixed strategy of each agent.

C D

C 1 0
D 0 0

C D

C 0 0
D 0 1

C D

C 2/3 0
D 0 1/3

(a) (b) (c)

FIGURE 2.4: Nash equilibria of a stag–hunt game are correlated equilibria. The pure strategy
Nash equilibria{C, C} and{D, D} are represented by signal functions (a) and (b), respectively.
The mixed equilibrium{σ(C), σ(C)} = {2/3, 2/3} is represented by signal function (c), which

is the product of the two (independent) mixed strategies.

We can also define aδ–correlated equilibrium (analogous to Equation 2.3) by replacing the

right hand side of the inequality in equation (2.4) withδ, for use in discussing the convergence

properties of various adaptive algorithms. Aδ–correlated equilibrium is analogous to aδ–Nash

equilibrium: no player can benefit by more thanδ for deviating from the recommended strategy

of play given by theδ–correlated equilibrium strategy.

2.1.3 Strong Equilibrium

One criticism of the Nash equilibrium and correlated equilibrium solution concepts is that they

are vulnerable to deviations by coalitions of players. The following concept,strong equilibrium

(Aumann, 1959), addresses this concern.

Definition 2.5. Strong Equilibrium

A strategy profilea∗ is astrong equilibrium if, for every coalitionχ ⊆ N, no individual inχ
benefits from a joint deviation by the coalition,aχ, that is:

∀ χ ⊆ N ui(a
∗
χ,a

∗
−χ)−ui(aχ,a

∗
−χ) ≥ 0 ∀ i ∈ χ.

Strong equilibria are much more stable than Nash equilibria, however, in general, they are not

guaranteed to exist. Nonetheless, conditions for their existence have been found in various

classes of games; in particular, in monotone potential games (Rozenfeld and Tennenholtz, 2006).



Chapter 2 Literature Review 25

These results and other results related to the class of potential games are discussed further in

Section 2.5.

An example of a game with a strong equilibrium is the stag–hunt game: {C,C} is a strong

equilibrium because there is no joint deviation that will benefit both players. However, the Nash

equilibrium{D,D} is not a strong equilibrium because a joint deviation to{C,C} benefits both

players. On the other hand, in the prisoners dilemma,{C,C} is not a strong equilibrium, because

each player (or coalition of size 1) has an incentive to deviate.

By appropriately generalising the definition above, acorrelated strong equilibriumcan be de-

fined. Another related solution concept iscoalition-proof equilibrium, a further refinement of

strong equilibrium which requires that the successfully deviating coalition also be robust to de-

viations of sub–coalitions, and that those sub–coalitionsalso be robust to deviations, and so

forth (Bernheim et al., 1987).

2.2 Selecting Between or Optimising Over Equilibria

Unfortunately, the ubiquity of Nash equilibria in games often leads to the situation where more

than one solution exists, making the Nash equilibrium insufficient as a solution concept. In

response to this criticism, refinements to the set of Nash equilibria, which define salient equi-

librium selection principles, have been suggested. The refinements relevant to noncooperative

games in normal form includePareto– or payoff–dominance, risk dominance(for 2×2 games)

andp–dominance(for general games).2 Additionally, techniques from social choice theory can

be used to rank equilibria. Social choice theory is concerned with the aggregation of individ-

uals’ preferences into a collective preference. Its primary concerns have been the problems of

developing allocation and division mechanisms (problems from welfare economics), and mech-

anisms for generating public choices, such as voting systems. Typically, outcomes are rated by

constructing a measure called asocial welfare functionwhich assigns a value to each outcome.

Now, social choice as a theory for guiding human interactionhas been vigorously attacked, due

to the fact that it often necessitates interpersonal comparisons of utility (through the social wel-

fare function), which is considered a nefarious task by somesocial scientists (see Arrow et al.,

2002, for an overview of the implications of making use of interpersonal comparisons of wel-

fare). However, MAS are somewhat immune from such criticisms, particularly when theyconsist

of artificial agents that have been constructed in such a way as to make comparisons of utility

possible. We now discuss some of these selection and optimisation criteria in more detail.

Pareto–efficiencyis a commonly applied concept in economics. It refers to any strategic situa-

tion in which no agent’s utility can be improved without lowering the utility of another. In game

theory, the set of Pareto–dominant (aka payoff–dominant) outcomes of a game refer to those

Nash equilibria in which no agent’s utility can be improved by moving to another equilibrium

2Many more equilibrium refinements have been suggested for games in extensive form, and are often defined
with respect to the sequence of decisions made. See Fudenberg and Tirole (1991) for more.
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point without inflicting a loss in utility on another agent. Harsanyi and Selten (1988) consider

this the most salient refinement for selecting between equilibria when making predictions of

human behaviour.

Risk–dominance (Harsanyi and Selten, 1988), and its generalisationp–dominance(Morris

et al., 1995), are equilibrium selection principles that view agents’ decisions between equilibria

as being guided by the risk of the other agents not playing a particular equilibrium strategy,

rather than the reward associated with the equilibrium itself. In a two player, two action game

with two equilibria, risk–dominance selects the strict (and, therefore, pure) Nash equilibrium

with the smallest product of differences between the equilibrium payoff and the payoff to an

agent if its opponent deviates from the equilibrium. The minimum p–dominance criterion, then,

generalises risk dominance to games with more than two players and two actions. It is best

thought of as a stability concept; specifically a pure strategy Nash equilibrium isp–dominant

if each agent’s strategy is a best response to any mixed strategy placing at least probabilityp

on the other agents playing their pure strategies in the equilibrium. The minimump–dominant

pure Nash equilibrium is, in this sense, the most stable to perturbations of an agent’s neighbours’

strategies.

In more detail, an agent’sp–value for a strict pure strategy Nash equilibrium (the value is unde-

fined for non–strict outcomes) is defined as:

pmin
i (a) = min{pa−i ∈ ∆A−i : ai ∈ Bi(pa−i )}

where∆A−i is the joint probability distribution onA−i. The p–value for an equilibrium in the

game is then the maximum of any agent’sp–value, and the minimump–dominant pure strat-

egy Nash equilibrium is the one that minimises the maximump–value for any agent, that is

mina[maxi(pmin(a))], wherepmin(a) is the vector containing all agent’sp–values for outcomea.

Risk–dominance, corresponds to the particular case of1/2–dominance in a 2×2 game.

The p–dominance criterion can be thought of as parameterising the space between a strict Nash

equilibrium and a dominant strategy equilibrium. Specifically, if maxi(pmin(a)) for an outcome

is 1, then it is a strict Nash equilibrium (i.e. for everyi, if all other players are playinga, then the

single best response fori is to also play the outcome), while if maxi(pmin(a)) = 0, the outcome

a is a dominant strategy (i.e. whatever actionsi’s opponents are taking, the equilibrium action is

the best fori).

The literature on social choice theory has produced many social welfare functions (SWFs),

which are also suitable for use as equilibrium selection criteria. The most commonly used SWF

is theutilitarian SWF, which ranks outcomes by the sum of the agents’ utilities.

max
a∈A

[V(a)] = max
a∈A

[

∑
i∈N

ui(ai ,aνi )

]

.



Chapter 2 Literature Review 27

There are many other examples. Theegalitarian SWF ranks equilibria according to the mini-

mum utility received by any agent.

max
a∈A

[V(a)] = max
a∈A

[

min
i∈N

ui(ai ,aνi )

]

.

TheNash–Bernoulli product aggregates individual utilities by exponentially weighted multi-

plication:

max
a∈A

[V(a)] = max
a∈A

[

∏
i∈N

ui(ai ,aνi )
wi

]

,

wherewi defines the weight associated with each agent’s utility.

Another approach to selecting equilibria, suggested by Elkind et al. (2007), is to guarantee a

minimum (possibly differing) utility to each agent. Such threshold functions on utilities are

logical conditions, either satisfied or not, which can take the form of an indicator function.

Furthermore, all manner of loss functions could be used to find an equilibrium as that gives

agents a utility as close as possible to a prespecified value (for example, minimise the sum of

squared distances from target utilities).

In MAS, the problem of optimising over such a criterion is typically the focus of attention;

specifically, criteria such as these correspond to the measure used to evaluate a control mech-

anism according to design Requirement 1 (high quality solutions). As such, aspects of the

equilibrium section problem arise in each of the remaining chapters of this thesis. Moreover,

in situations where a global objective function is well specified, agents utilities can be reverse–

engineered in such a way that their aggregation — according to a particular equilibrium selection

criterion — corresponds to the original global objective function. We will show an example of

such a technique in our analysis of DCOPs in Chapters 3 and 4 and in the task allocation and

scheduling control mechanism derived in Chapter 5. Finally, in Chapter 8 we derive an algo-

rithm that performs the general task of finding an equilibrium that can optimise a particular

criterion when agents’ utilities are outside the control ofthe system designer.

2.3 Bayesian Games

In some situations, the agents in our system may not know the characteristics of other agents

in the system. This is known asincompleteinformation, and usually refers to situations where

players do not know the preferences (or utility functions) of other players. Harsanyi (1967–68)

introduced the idea that in such games “nature” moves first toallocate “types” to players. In this

way, incompleteinformation about a player’s preferences is treated asimperfect information

about nature’s move, a mapping known as theHarsanyi transform. This situation is modelled

by aBayesian game, which is an extension to the simple normal form introduced earlier.

Formally, a Bayesian game,Γ = 〈N,{Ai,Θi , pi ,ui}i∈N〉, consists of a set ofplayersN = {1, . . . ,n},

and for each playeri ∈ N,
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• A set ofactions, Ai (A = ×i∈NAi),

• A set of potentialtypes, Θi (Θ = ×i∈NΘi),

• A belief function, pi : Θi → ∆(× j∈−iΘ j), and

• A utility function , ui : A×Θ → R.

It is typically assumed that there exists a commonprior belief distribution over joint type

profiles,P : Θ → [0,1], from which the conditional probabilitypi(θ−i |θi), summarisingi’s belief

over other agents’ types given its own type, can be constructed. This is known as theconsistent

beliefsassumption, and, furthermore, it can be shown that any Bayesian game with a finite

number of types can be transformed into one with consistent beliefs (by expanding the type set).

A Bayesian game progresses as follows. First, nature moves to allocate each agent a type.

This realised type profile can be thought of as being drawn from the common priorP(Θ), but

with each agent only informed of its own type. Second, the agents simultaneously choose

an actionai ∈ Ai, resulting in an action profilea ∈ A. Third, each agent receives a payoff,

ui(ai ,a−i ,θi ,θ−i), determined by the action and type profiles. It is convenientto think of each

agent having a different utility function for each possibletype profile, or state of the world. Note

that to evaluate their payoffs, the agents must observe the full realised type profile.

A pure strategyin a Bayesian game, then, is a mappingsi : Θi → Ai; that is, a vector of functions

mapping from each type to a pure action. In order to decide upon a strategy,i needs to reason

not only about its own actions, but the strategies of the other agents in the game. However, given

that i’s own type is unknown to other agents,i must reason using the distribution over its own

type, as perceived by the others.

The expected utility ofi for actionsi(θi), given it is of typeθi and the other agents’ joint strategy

is s−i , is:

EΘ−i [ui(si(θi),s−i(θ−i),θi ,θ−i)] = ∑
θ−i∈Θ−i

pi(θ−i |θi)ui(si(θi),s−i(θ−i),θi ,θ−i),

wheres−i(θ−i) is the action profile of−i when they are of joint typeθ−i . A best response action

for i when it is of typeθi is then given by:

Bθi(s−i) = argmax
ai ∈ Ai

[

EΘ−i [ui(ai ,s−i(θ−i),θi ,θ−i)]
]

,

and a best response strategy is a vector of best actions, one for each potential type,Bi = {Bθi}θ∈Θ.

Now, a pure strategy Bayes–Nash equilibrium is a strategy profile s∗ and an information structure

P(Θ) under which all outcomes of the game for any realised type profile are pure action profiles

(i.e. every agent’s strategy maps to a pure action for each oftheir types), such that:

EΘ−i

[

ui(s
∗
i (θi),s

∗
−i ,θi)

]

≥ EΘ−i

[

ui(si(θi),s
∗
−i ,θi)

]

∀si(θi),θi , i.
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In a pure strategy Bayes–Nash equilibrium, no individual player has an incentive to change any

of its mappings from type to action, given its prior belief distribution over other players’ types.

In Chapter 7 we use Bayesian games to model a partially observable multi–agent coordination

problem, and in Chapter 8 we derive an algorithm that can optimise over pure strategy Bayes–

Nash equilibria.

2.4 Repeated and Stochastic Games

The discussion in the previous sections concerned the analysis of one-shot, normal form games.

However, we would also like to use game theory to model situations where players repeatedly

interact with each other, as they are more relevant to our MASdesign problem (Littman, 1994).

This leads us to a discussion of repeated and stochastic games, which include Markov decision

processes as a special class of a single–agent stochastic game. In this section we introduce

some of the important results from the literature, and we direct the reader interested in a more

technical discussion of these types of games to Fudenberg and Tirole (1991).

In more detail,repeated gamesmodel situations where players repeatedly face the same inter-

action, as described in a stage game. Strategies in repeatedgames become very complicated,

as the number of combinations and permutations of basic, stage game strategies increases with

each additional round of play. However, if players can observe their opponents’ actions at the

end of each period, they can condition their behaviour on their opponents’ strategies, which al-

lows equilibrium outcomes that do not arise in the one-shot game to become feasible solutions

in the repeated game.

This effect is formalised in the so called “folk theorem” forinfinitely repeated games with dis-

counted rewards, which states that for a low enough discountfactor, any feasible, individually

rational payoff set can be enforced as an equilibrium.3 This is because, when the players are

patient (i.e. have a low discount factor), any one–period gain from defecting is outweighed by

even a very small loss in utility in each round in the future. An interesting slant on this result in

the study of oligopoly and market power is that in infinitely repeated settings, oligopolists can

implicitly or tacitly collude to generate profits above the one–shot equilibrium level (Fudenberg

and Tirole, 1991). Another interpretation of the discount factor is that it represents the prob-

ability that the interaction will be repeated in the future,so if that probability is high enough,

cooperation can be maintained. Cooperation as a Nash equilibrium of an infinitely repeated Pris-

oners’ Dilemma is a typical example of such a result (an observation made as early as Hobbes

in Leviathan(1651)). However, the same result does not hold for finitely repeated games. For

example, by backward induction, the only rational strategyin the finitely repeated Prisoners’

dilemma is to defect.
3It is called a folk theorem as it was part of the received wisdom of game theory long before it was put into print.

See Fudenberg and Tirole (1991) for a rigorous explication of the folk theorem.
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On the other hand, in many cases, agents playing a repeated game are assumed (or designed) to

bemyopic, and only consider the immediate consequences of their actions. The immediate effect

of this restriction is that the set of Nash equilibria in the repeated game are the same as in the

stage game. Furthermore, many adaptive algorithms for repeated games implicitly assume that

all agents are myopic (see Section 2.6 for more detail on adaptive algorithms). This means that

when these algorithms converge to an equilibrium set, it is the the set of equilibria corresponding

to the stage game, and not the repeated game, as such.

Stochastic games(sometimes calledMarkov games(Littman, 1994)) generalise the notion of

repeated games to allow the stage game to vary probabilistically, possibly as a function of state

and the choice of strategies in the previous round, or simplyas some environmental process

evolves. The set of stage games in a stochastic game may contain very different games, with

different strategies available to agents as they move from stage game to stage game, or it could

simply contain games of the same type that have variations inthe relative magnitude of their

payoffs.

Formally, a stochastic game is a tuple,Γ = 〈N,Ω,{{Ai,ui}i∈N}ω∈Ω,q〉, comprising:

• a set ofagentsN = {1, . . . ,n},

• a set ofstate variablesω ∈ Ω,

• a set ofstage gamesγ(ω) indexed by elements ofΩ, with each having:

– astrategy spaceAω and

– a set ofutility functions uω
i (aω),

defined as in the standard noncooperative model above, and

• astate transition function q(ωt+1|ωt ,at).

The state transition function gives the probability that the next period’s state isωt+1, given the

current stateωt and the strategy chosen by the agents at timet, at . Although state transitions

are stochastic, agents are assumed to know with certainty the current state. Intuitively, payoffs

in the current stage game depend only on the state and the agents’ current strategies, while the

probability distribution on the following state is completely determined by the current state and

strategy selection. A strategy in a stochastic game comprises an action for each of the stage

gamessi = {aω
i }ω∈Ω; that is, there is a strategy component for every possible state of the world.

Strategies in finite time step stochastic games are typically evaluated by their expected total

reward:

E[ui(si ,s−i)] =
T

∑
t=0

uω
i (aω

i ,aω
−i),

whereas infinite time step stochastic games typically use the discounted expected total reward:

E[ui(si ,s−i)] =
∞

∑
t=0

λtuω
i (si ,s−i),
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where 0< λ < 1 is a discount factor.

2.4.1 Relationship to Markov Decision Processes

Stochastic games generaliseMarkov decision processes(MDPs, Bellman, 1957) to consider

interaction between decision makers, rather than just considering one agent interacting with a

stochastic environment. The solution to an MDP is a strategy(typically called a policy in the

sequential decision making literature) mapping from states to actions. The optimal policy gives

the largest cumulative reward over the decision horizon. This model is suitable for modelling

a single agent inhabiting a fully observable domain. However, if the scenario is onlypartially

observable(i.e. agents utility functions are dependent on a state variable which is not known

with certainty), the model must be developed further. The extension of MDPs to domains where

the complete state of the problem cannot be observed reliably is the partially observable Markov

decision process (POMDP) (Kaelbling et al., 1998). This formalisation is used in domains where

the state cannot be observed directly, but the agents receive observations or signals indicating the

state of the world. As such, multi–agent, or decentralised,POMDPs are equivalent to stochastic

Bayesian games (Section 2.3), in which agent’s types are drawn from a known distribution,

but the agents themselves have access to only partial information regarding their own type and

the types of other agents. Decentralised POMDPs are computationally intractable; Specifically,

they have NEXP–time complexity (Bernstein et al., 2000) dueto the exponential growth of joint

observation and joint action spaces with the number of agents.

A canonical example of a POMDP is the multi–agent tiger problem. We make use of this

problem to demonstrate an optimal communication policy in Chapter 7, and so provide it as an

example here.

Example 2.4. Here, we describe the tiger problem for two agents, since this is the case con-

sidered in Chapter 7, but the problem can be extended trivially to more agents. In more detail,

two agents must each open one of two doors. Behind one door is atreasure and behind the

other is a penalty in the form of a tiger. The agents do not knowwhich door contains the tiger.

This gives two states:ω = l where the tiger is behind the left door, andω = r when it is behind

the right door. If both agents open the door containing the treasure then they receive a large

reward. If one agent opens the door with the tiger then they both receive a large penalty. If both

agents open the tiger door then they receive a smaller penalty. Consequently, the agents should

coordinate on the location of the tiger.

In order to do this the agents can request independent, noisyobservations of where the tiger

is. An observation has a probability of being correct equal to 1− ε whereε is the noise in the

observation function. Furthermore, they can communicate to the other agent their belief about

the location of the tiger. The problem is sequential in nature and each action (opening a door,

listening for where the tiger is and communicating) takes the same length of time. The problem

is reset to a random state whenever a door is opened (i.e. Pr(l) = Pr(r) = 0.5). The full details
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of this problem are in Nair et al. (2003). In Chapter 7 we introduce the modification to this

problem that a communication action that takes the same length of time as other actions and

costs the same amount as listening for the location of the tiger.

The aim of the problem is to maximise the cumulative reward for the agents as a team. That

is, all agents should aim to open the door with the reward. Consequently they should open

the correct door as often as possible, whilst minimising theamount of time spent listening or

communicating.

This model maps onto a multi–stage Bayesian game with partial observable states as follows:

For each state, which corresponds to a different location ofthe treasure, the agent’s utility

functions are different. However, as the agent is uncertainabout the state, its own utility is

evaluated as the expected value of its payoff given its belief over the state of the world. This

problem can then be reduced to fully–observable Bayesian game by expanding the set of types

each agent can take to be defined over the agent’s set of possible belief states.

Stochastic games have not received the same degree of attention as repeated and one-shot games,

but their importance has become increasingly apparent as the cross-fertilisation between work

in artificial intelligence (particularly work on decentralised MDPs and POMDPs) and game

theory continues. In particular, stochastic games are useful in characterising MAS applied in

dynamic situations, and we make use of the model in the dynamic distributed task allocation and

scheduling problem addressed in Chapter 5. We also address optimal communication policies

in a repeated Bayesian game formulation of the multi–agent tiger problem in Chapter 7.

2.5 Potential Games

The class ofpotential gamesis characterised as those games that admit a function specifying

the participant’s joint preference over outcomes (Monderer and Shapley, 1996a). This function

is known as a potential function and, generally, it is a real-valued function on the joint strategy

space (the Cartesian product of all agents’ strategy spaces), defined such that the change in

a unilaterally deviating player’s utility is matched by thechange in the potential function. A

potential function has a natural interpretation as representing opportunities for improvement to

a player defecting from any given strategy profile. As the potential function incorporates the

strategic possibilities of all players simultaneously, the local optima of the potential function are

Nash equilibria of the game; that is, the potential functionis maximised by self-interested agents

in a system.

The class of finite potential games are widely used to describe problems associated with multi–

agent systems, and they have long been used to model congestion problems on networks (Wardrop,

1952; Rosenthal, 1973). More recently, potential games have been used to analyse distributed

methods of solving standard and non–standard power controlproblems, channel selection prob-

lems and scheduling problems in ad hoc wireless networks (Hayajneh and Abdallah, 2004; Neel
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et al., 2005; Heikkinen, 2006; Scutari et al., 2006), as wellas target assignment problems (Arslan

et al., 2007) and job scheduling (Zhang and Xing, 2002).

In the next subsection, we define various types of potential games. Then, we survey the rele-

vant results concerning potential games, before considering some examples of potential games.

We then discuss a generalisation of potential games, known as weakly–acyclicgames (Young,

1998), which are games without any strict improvement cycles. Following this, in Section 2.6

we review several distributed learning heuristics which converge to Nash equilibria in repeated

potential games.

2.5.1 Definitions

We now formalise some of the key concepts related to finite potential games.

Definition 2.6 (Ordinal Potential Games). A function P : A→ R is anordinal potential for a

game, if:

P(ai ,a−i)−P(a′i ,a−i) > 0 ⇐⇒ ui(ai ,a−i)−ui(a
′
i ,a−i) > 0 ∀ ai , a′i ∈Ai, ∀ a−i ∈A−i, ∀ i ∈N.

(2.6)

A game is called anordinal potential game if it admits an ordinal potential.

An ordinal potential function is a function of action profiles such that the sign of the change

in potential matches the sign of the change in payoff of the unilateral deviator. The following

definitions characterise stricter forms of potential functions and potential games that possesses

additional properties.

Definition 2.7. Weighted Potential Games

Let w= {wi}i∈N be a (positive) vector of weights. A functionP : A→ R is aweighted potential

for a game if:

ui(ai ,a−i)−ui(a
′
i ,a−i) = wi(P(ai ,a−i)−P(a′i,a−i)) ∀ ai , a′i ∈ Ai, ∀ a−i ∈ A−i, ∀ i ∈ N.

A game is called aweighted potential gameif it admits a weighted potential.

A weighted potential is a function of action profiles such that the change in payoff to playeri

for a unilateral deviation equals the value of the potentialweighted bywi.

Definition 2.8 (Exact Potential Games). A function P : A→ R is anexact potentialfor a game

if:

P(ai ,a−i)−P(a′i,a−i) = ui(ai ,a−i)−ui(a
′
i ,a−i) ∀ ai , a′i ∈ Ai, ∀ a−i ∈ A−i, ∀ i ∈ N.

A game is called anexact potential gameif it admits an exact potential.
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An exact potential function is a function of action profiles such that the difference induced by

a unilateral deviation equals the change in the deviator’s payoff. As such, an exact potential

function is then the special case of a weighted potential with all wi = 1.

2.5.2 Results Regarding Potential Games

The usefulness of potential games lies in the fact that the existence of a potential function for a

game implies a strict joint preference ordering over game outcomes. This, in turn, ensures that

the game possesses two particularly desirable properties.

Theorem 2.9 (Rosenthal, 1973; Monderer and Shapley, 1996b). Every finite potential game

possesses at least one pure strategy equilibrium.

Proof. Let P be a potential for a gameΓ. Then the equilibrium set ofΓ corresponds to the set

of local maxima ofP. That is,a is an equilibrium point forΓ if and only if for everyi ∈ N,

P(a) ≥ P(a′i ,a−i) ∀ a′i ∈ Ai .

Consequently, ifP admits a maximal value inA (which is true by definition for a finiteA), then

P possesses a pure strategy Nash equilibrium.

As argued in Chapter 1, pure strategy Nash equilibria are particularly desirable in decentralised

agent–based systems, as they imply a stable, unique outcome, making their guaranteed exis-

tence a desirable trait of potential games. Mixed strategy equilibria, on the other hand, imply

a probabilistically stable, but stochastically variable equilibrium strategy profile. However, it is

likely that more than one Nash equilibrium exists, and that some of those Nash equilibria will

be sub–optimal.

The second desirable property of potential games relates tothe absence ofimprovement cycles.

In more detail, astep in a gameΓ is a change in one player’s strategy, and animprovement

stepin Γ is a change in one player’s strategy such that its utility is improved. Apath in Γ is a

sequence of steps,φ = (a0,a1, . . . ,at . . .), in which exactly one player changes their strategy at

each stept. A path has aninitial point, a0, and if it is of finite lengthT, a terminal point aT . φ
is animprovement pathin Γ if for all t, ui(at−1) < ui(at) for the deviating playeri at stept. Γ is

said to have thefinite improvement property if every improvement path is finite.

Theorem 2.10(Monderer and Shapley, 1996b). Every improvement path in an ordinal potential

game is finite.

Proof. For every improvement pathφ = (a0,a1,a2, . . .) we have, by Equation 2.6:

P(a0) < P(a1) < P(a2) < .. .
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Then, asA is a finite set, the sequenceφ must be finite.

The finite improvement property ensures that the behaviour of agents who play ‘better-responses’

(i.e. any action that improves an individual’s utility, including the best response) in each period

of the repeated game converges to a Nash equilibrium in finitetime. Furthermore, in exact po-

tential games the payoffs that agents receive for moving through any closed loop of outcomes

sum to zero. As a link to potential functions in the physical sciences, see that the potential func-

tion of a game provides a Lyapunov function for the dynamicalsystem defined by the agents’

utilities (i.e. the game), thus ensuring the stability of the system at the local maxima of the

potential function (Boyce and DiPrima, 1997). Taken together, these properties ensure that a

number of simple adaptive processes converge to a Nash equilibrium in the game (discussed in

Section 2.6, and developed further in Chapter 3).

Beyond this, two conditions that guarantee the uniqueness of a Nash equilibrium in potential

game have been derived, one for discrete actions (Ui, 2008) and one for continuous actions

(Neyman, 1997, which also implies a unique correlated equilibrium). Furthermore, Rozenfeld

and Tennenholtz (2006) provide some conditions on agents strategy sets and utility functions

that guarantee the existence of a strong equilibrium. However, all these conditions are quite

restrictive, and (unfortunately) do not arise in any of the scenarios we consider.

2.5.3 Example Potential Games

In order to demonstrate the properties of potential games discussed in the previous sections, and

also to demonstrate their broad applicability, we now consider some example potential games.

Team gamesare games in which all players share a common payoffs function, that is, the play-

ers’ payoffs for an outcome are equal. This class of games arepotential games, with a potential

function equal to the common payoff function:ui(a) = P(a) ∀i ∈ N. We make extensive use of

team games in this thesis due to their correspondence with constraints in constraint optimisation

problems (discussed further in Section 2.8.3).

The two playerprisoners dilemmaandstag huntgames, introduced earlier, are both potential

games. Indeed allsymmetric 2×2 games (2 players, 2 actions each) are potential games. We

show this in Figure 2.5 by constructing a potential function(b) for a general 2×2 game (a).

C D

C e, e g, f
D f , g h, h

C D

C 0 f −e
D f −e ( f −e)+ (h−g)

(a) (b)

FIGURE 2.5: Potential for general 2×2 games.
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Finally, many types ofnetwork congestion problemscan be formulated as potential games.

For example, the following is a network game adapted from Pigou (1920), played on a graph,

G, with edgese∈ E. Consider a traffic model wheren commuters choose their route fromA to

B on the graph in Figure 2.6.

A B

UP

1

DOWN

x

FIGURE 2.6: A network congestion game.

Each agent’s individual aim is to minimise the time it takes them to reachB, and each chooses

from Ei = {U,D}. The journey time on each route is given by a function of the proportion of

the population choosing to travel by that route,xU andxD, xU + xD = 1. The upper route has a

marginal cost of use ofMCU = 1, while the lower route has marginal cost ofMCD = xD. Let

x = {xU ,xD} be a strategy profile in the game, and, abusing notation, let|xe| be the number of

players selecting to travel along edgee. Then the following is a potential function for this game:

P(x) = ∑
e∈E

|xe|

∑
k=0

MCe(k)

The local minimum on the potential function is located at{x∗U ,x∗D} = {0,1}, which corresponds

to the Nash equilibrium in the game.

2.5.4 Weakly Acyclic Games

Related to the concept of the finite improvement property arethe class ofweakly–acyclicgames.

This class of games is a superset of potential games, and includes all games without improve-

ment cycles, regardless of whether a potential can be constructed for them or not. In more detail,

a game isacyclic if there is no improvement path witha0 = aT for T > 0. A game isweakly

acyclic if, from any joint strategy, there is an improvement path that reaches a pure strategy

Nash equilibrium. Note that an acyclic game is weakly acyclic, and Young (1998) show that any

potential game in which no player is indifferent between distinct strategies is acyclic. For the

convergence analysis later in this work, we need to define thelongest minimum improvement

path from any action profile to a pure strategy Nash equilibrium, LΓ. In a weakly–acyclic game,

for eacha∈ A, let La be the length of the shortest improvement path froma to a pure strategy

Nash equilibrium, thenLΓ = maxa∈ALa.
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All
games

Exact
potential games

Weighted
potential games
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acyclic
games

Games with
pure strategy
equilibria

FIGURE 2.7: Diagram illustrating the relationships between various classes of games with pure
strategy Nash equilibria.

Figure 2.7 illustrates the relationship between the classes of games considered in this thesis.

Importantly, note that all weakly–acyclic games, which includes all potential games, possess the

finite improvement property.

Potential games are used extensively in this thesis. Potential games provide a very useful design

template for deriving control mechanisms for large MAS, because the agents’ utilities can be

aligned with a potential function that corresponds exactlyto the global objective function, thus

placing the global optimum at a Nash equilibrium. In particular, in Chapters 3 and 4 they

are used as a unifying framework for analysing a large class of local algorithms for DCOPs,

and in Chapter 5 they are exploited to develop a control mechanism for dynamic distributed

task allocation problems. Furthermore, algorithms for solving games with pure strategy Nash

equilibria, which includes potential games and weakly–acyclic games, are the subject of our

investigations in Chapters 6 and 8.

2.6 Learning Heuristics for Computing Equilibria in Potent ial Games

As noted in the previous section, the guaranteed existence of pure strategy Nash equilibria and

the finite improvement property of potential games makes them particularly amenable to effi-

cient and distributed adaptive algorithms for computing equilibria. In particular, Fabrikant et al.

(2004) have proved that computing pure Nash equilibria in symmetric potential games is fea-

sible in polynomial time, and is PLS–complete (polynomial local search) in the general case.

This makes computing the equilibria of potential games quite different from the problem of

computing equilibria of general games, which is PPAD–complete (Daskalakis et al., 2006).

Now, the general problem of computing equilibria in games has drawn the attention of computer

scientists and economists alike, and most solution mechanisms typically are centralised algo-

rithms, which typically rely on computing the full best response correspondence of each agent

to find equilibria (examples of which can be found in Lemke andHowson, 1964; Dickhaut and
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Kaplan, 1991; Govindan and Wilson, 2004; Sandholm et al., 2005), or which exploit sparse in-

teraction structure to reduce the domain over which best responses need to be computed (such

as those reviewed in Section 2.7.4).

However, another approach is to uselearning heuristicalgorithms, which in effect allow agents

to self–organise. This requirement makes potential games aparticularly useful class of games,

because they can be solved by the self–play of such learning heuristics, unlike games generally.

Thus, in any MAS modelled as a potential game, if any of the algorithms discussed in this

section are used by agents to adjust their strategies, the resulting system will converge to an

equilibrium of some form. Usually this is a Nash equilibriumor some refinement on the set

of Nash equilibria, but for some algorithms a correlated equilibrium. In the remainder of this

subsection we briefly review a selection of such distributedlearning heuristics, namely:

• Best response,

• Better reply dynamics

• Fictitious play,

• Joint strategy fictitious play

• Adaptive play, and

• Regret matching,

We leave a detailed discussion of their components to the parameterisation of DCOP algorithms

presented in Chapter 3. Building on this, in Chapter 4 we evaluate these algorithms in a set

of DCOP benchmarking experiments. In these two chapters, weinvestigate these algorithms

because they can be used to develop control mechanisms for large MAS that satisfy our design

requirements, because they work using local knowledge, little communication and usually con-

verge relatively quickly. Additionally, and for much the same reasons, in Chapter 6 we derive

versions of the fictitious play and adaptive play algorithmsthat converge to a Nash equilibrium

in potential games with initially unknown and perturbed rewards.

2.6.1 Best Response and Better Reply Dynamics

The earliest example of analysis of the dynamics of the interaction of a set of self–interested

agents is Cournot’s analysis of two agents involved in a market duopoly, who simultaneously

react to their competitor’s action (Cournot, 1837). This process explicitly used thebest response

dynamicsas an adaptive process.

Formally, under the best response dynamic, at each step an agent selects the best response to its

opponents’ strategies in the previous time period:

at+1
i = argmax

ai

[ui(ai ,a
t
−i)].
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If the best response correspondence contains more than one action, then one of these actions is

chosen with equal probability. So under best response, eachagent’s beliefs over its opponents’

actions is simply given by the last round’s play, and the expected reward for taking each strategy

is given by the best response correspondence. Aptly, this algorithm is also sometimes referred

to aspure best response. In contrast, asmoothbest response algorithm can be constructed by

mapping payoffs through a probabilistic choice function toa mixed strategy.

A closely related adaptive process, calledbetter reply dynamics, has been investigated by Mezzetti

and Friedman (2001). In this process, at each time step an agent selects randomly from any ac-

tion that weakly improves its utility, given its opponents’actions in the last time step:

Pr(ai) =

{

1
|βi (a−i)|

if ai ∈ βi(a−i),

0 otherwise,

whereβi(a−i) is the set ofi’s better replies.

2.6.2 Fictitious Play and Joint Strategy Fictitious Play

Another common approach to modelling real–world dynamics is thefictitious playalgorithm,

introduced early in the literature on games to solve for equilibria in zero sum games (Brown,

1951; Robinson, 1951), but also shown to converge in potential games (Monderer and Shapley,

1996a,b). The term ‘fictitious play’ is often used to denote a family of adaptive processes that

selects actions using the expected payoff over past frequencies of opponents’ actions.

In more detail, leti’s belief over its opponentj ’s actions be notatedqt
aj

, be given by the frequency

of times it observes each action in the past. An agent’s expected payoff for taking actionai ,

FPt
i(a

′
i ,q

t
−i), given its belief over all other agents,qt

−i , is then:

FPt
i (ai ,q

t
−i) = ∑

a−i∈A−i

[

ui(ai ,a−i) ∏
aj∈a−i

qt
aj

]

,

Under the classical version, often referred to aspurefictitious play, an agent selects the action

with the highest expected payoff, and all agents adjust their action simultaneously. Pure fic-

titious playconverges in beliefsin repeated potential games; that is, each agent’s estimateof

its opponents’ strategies, which is used to calculate each of its own strategy’s expected payoff,

converges as time progresses (Monderer and Shapley, 1996a). Consequently, all agents’ best

response strategies are guaranteed to converge to a Nash equilibrium profile.

Variations of fictitious play that use other methods to update the agent’s belief strategy have

been suggested, many of which are contained in the broad family of generalised weakened

fictitious play processes (Leslie and Collins, 2006). For example, in situations where an agent

can only observe its payoff and has no knowledge of its neighbours’ actions, the expected payoff

may be calculated as the average received payoff to each action. This is known ascautiousor
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utility-basedfictitious play (Fudenberg and Levine, 1995), and, as noted by Arslan et al. (2007),

is effectively a payoff-based reinforcement learning algorithm. Crawford (1995) suggests a

weightedfictitious play process, in which past experiences’ contributions to each agent’s belief

distribution are exponentially discounted. Rabinovich etal. (n.d.) describe a generalisation of

ficitious play for computing Bayes–Nash equilibria in gameswith a continuum of players and

player types. Additionally,smoothfictitious play takes the expected payoff over past frequencies

of actions and maps them to a mixed strategy through a probabilistic decision rule.

Finally, Marden et al. (2009) introducejoint strategy fictitious play. In this process, an agent

keeps track of the frequency its opponents play particular joint strategies. An agent’s expected

payoff for actionai , given this belief, is then:

JSFPt
i (ai ,q

t
−i) = ∑

a−i∈A−i

qt
i (a−i)ui(ai ,a−i),

where, in this case,qt
i(a−i) is the fraction of timesi observes each of its opponents’ joint profiles.

2.6.3 Adaptive Play

The general class ofadaptive playalgorithms progress using a similar process to fictitious play,

but with estimates of opponents’ strategies generated by sampling from a finite memory of

previous plays (Young, 1993). Under specific restrictions on the size of each agent’s memory

and sample, adaptive play algorithms converge to a Nash equilibrium in repeated self–play in

weakly–acyclic games

In particular,spatial adaptive play(Young, 1998, Chapter 6) is a process in which agents record

only the last round’s play and, one at a time, choose their strategy according to a smoothed

best response function, converges to the maximum of the potential function in exact potential

games. In more detail, like smooth best response, spatial adaptive play uses a probabilistic

decision rule to map from payoffs to action probabilities, while at each time step, an agent is

randomly selected to adjust its strategy. The motivation for using this process is grounded in

the finite improvement property of potential games, which directly implies that agents who play

a sequence of ‘better responses’ converge to a Nash equilibrium in a finite number of steps.

This property, in conjunction with results regarding the convergence of ‘greedy in the limit with

infinite exploration’ (GLIE) processes,4 is used to prove the convergence of spatial adaptive

play to the global maximum of the potential function in repeated potential games (Young, 1998,

Chapter 6).

4For example, the appropriate annealing schedule for the logistic decision rule isη ∝ 1/logt.
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2.6.4 Regret Matching

Another approach to selecting strategies in repeated gamesis to measure the average ‘regret’ for

not taking an action. Regret-based heuristics, such asregret–matching(Hart and Mas-Colell,

2000), use a probabilistic strategy selection rule that chooses strategies in proportion to how

much higher the accumulated payoff would be if the switch hadbeen made at every point in the

past (Foster and Vohra, 1997). In more detail, average regret, written ARt
i(ai), is the difference

in the payoff for choosing actionai and the action that was actually chosen at a particular time,

aτ
i :

ARt
i(ai) =

1
t

t

∑
τ=1

[

ui(ai ,a
τ
−i)−ui(a

τ
i ,a

τ
−i)
]

, (2.7)

whereaτ
−i is the joint strategy profile of the other agents at timeτ. Regret matching takes these

regret values and maps them through a linear probabilistic decision rule to produce a mixed

strategy with probabilities in direct proportion to the target value of each state, with negative

regrets given zero probability. Regret matching convergesto the set of correlated equilibria in

all finite games, however, it does not necessarily converge to Nash equilibria.

Like fictitious play, many variations of the method of updating the regret for a strategy have been

suggested. For example, a variation of the average regret measure, for situations where an agent

can only observe its own payoff, is known asinternal regret(Hart and Mas-Colell, 2001). This

method calculates regret as the difference between the average payoff for choosing each action

in the past and the received payoff for the state selected at aparticular time. Another variation

is a regret–based target function with ‘fading memory’, that is, past regrets are exponentially

discounted. An algorithm constructed using regret values calculated in this manner, and with

actions chosen according to the procedure for regret matching, has been shown to converge

over time to an element in the set of Nash equilibria with probability one, assuming all Nash

equilibria in the game are strict (Arslan et al., 2007).

2.7 Compact Graphical Representations of Games

Typical deployments of MAS involve many agents. Now, as gametheory is increasingly used as

a modelling and design framework for such MAS, two computational problems arise from the

large numbers of agents involved, namely:

1. Finding compact representations of games,

2. Deriving efficient methods for finding solutions to them.

Compact representations of games are needed because the size of standard representational

forms grows exponentially with the number of agents. The second is a natural outcome of

the first — compact representations are usually defined in reference to some structural features
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of a particular class of problems, and subsequently, algorithms can be developed that exploit

these features.

Now, in the majority of MAS applications, each agent is directly linked to only a subset of the

others. For example, in a sensor network management application, only other sensors within a

certain radius affect the utility of an agent. To this end, weconsidergraphical representationsof

the interaction between agents, which are used to characterise independences between players’

utility functions.5 These independences in payoffs can then be exploited to develop efficient

algorithms for finding equilibria in games represented by these models. Specifically, we focus

on two models of strict independences between players knownasgraphical andhypergraph-

ical normal form, to differentiate them from thestandardnormal form game representation.

However, note that there also exist other models in which theactions that agents can take have

different effects on other agents in the system, such asaction-graph games(Bhat and Leyton-

Brown, 2004) andlocal effect games(Leyton-Brown and Tennenholtz, 2005).

This section begins with the requisite graph theory, beforeconsidering the graphical and hyper-

graphical normal forms separately. We finish the section by reviewing several algorithms that

operate on these compact graphical game representations.

2.7.1 Graph Theory and Some Useful Notions of Acyclicity

An undirected graphG = 〈N,E〉 is composed of a set of nodes,N = {1, . . . ,n}, connected by a

set of edges,E. Building on this, ahypergraph H= 〈N,E〉 is composed of a set of nodes,N, and

a set of hyperedges,E, in whichE ∈ P (N). That is, a hyperedgee∈ E is a subset of the nodes.

Clearly, a graph is a hypergraph in which all hyperedges contain two nodes. In this thesis we

only consider simple (i.e. those with no duplicate edges or self–loops) connected hypergraphs.

Because of their algorithmic benefits, we are particularly interested in acyclic graphs and hy-

pergraphs, ortreesandhypertrees. Regarding graphs, a finitepath is a sequence of connected

nodes, and acycle is a path with the same node as its origin and terminus. An acyclic graph

is also called atree, and is oriented around aroot. The nodes below the root are itsdescen-

dants, and the root is each descendant’sparent. Trees have the property that each node (except

for the root) has one parent. Finally, nodes without descendent are calledleaves. Similarly,

we can define acyclic hypergraphs (hypertrees), and in particular, we use the classical form of

acyclicity. This is defined in reference to a hypergraph’svertex–hyperedge incidence graph: a

bipartite graph in which one set of nodes contains the nodes of the hypergraph and the second

contains the hyperedges. Specifically, a hypergraph is acyclic if its bipartite vertex–hyperedge

incidence graph is a tree (as in Figure 2.8), and the leaves ofthis graph are called the leaves of

the hypergraph.

5A note of warning: Graphical representations of games should not be confused with graph or network formation
games (Jackson, 2004).
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We also make note of a weaker form of acyclicity for hypergraphs, known asα–acyclicity(Beeri

et al., 1983; Gottlob, Greco and Scarcello, 2005). The definition of α–acyclicity allows for

what are calledBerge cycles, which occur when two hyperedges contain two or more nodes in

common. Such structures cause cycles in the vertex–hyperedge incidence graph, but in some

settings this type of cycle does not cause computational problems.

Beyond the strict definition of acyclicity, a generalisation of acyclicity which measures the de-

gree of cyclicity in a loopy hypergraph is calledhypertree–width.6 It is defined in relation

to a hypertree decomposition of a hypergraph. A hypertree decomposition for a hypergraph

H = 〈N,E〉 is a hypertreeHD, in which the nodes and hyperedges ofH are mapped to the nodes

of HD = 〈ND,ED〉, such that:

1. For each edgee∈ E, all the node contained ineappear in at least one single node ofHD,

2. For each nodei ∈ N, the set of nodes ofHD containingi induces a connected subtree in

HD,

3. For each nodend∈ ND, the subset ofN it contains is a subset of the union of the set of

H ’s hyperedges it contains,

4. For each nodend ∈ ND, the intersection of the union of the set ofH ’s hyperedges it

contains and the set ofH ’s nodes contained in all nodes of the subtree ofHD rooted at

that particular node is a subset ofH ’s nodes it contains.

The width of a hypertree decompositionHD is the maximum number of hyperedges ofH con-

tained in any single node ofHD. Then, the hypertree–width of a hypergraph is defined as the

minimum width of any of its hypertree decompositions. A hypergraph is a member of the class

of k–bounded hypertree–width hypergraphs if its hypertree decomposition has hypertree–width

≤ k. In particular, the tree–width and hypertree–width of trees and hypertrees is 1.

Importantly, when a hypergraph’s hypertree–width can be bounded, a hypertree decomposition

can be computed in polynomial time (Gottlob et al., 2002). Furthermore, the computational

complexity of finding a pure strategy Nash equilibrium is significantly reduced in games whose

graphical form or hypergraphical form are of bounded tree– or hypertree–width (Gottlob, Greco

and Scarcello, 2005). Given this, in parts of Chapter 8 we assume that a suitable acyclic repre-

sentation of an arbitrary hypergraphical problem has been generated.

2.7.2 Games in Graphical Normal Form

A game ingraphical normal form is a representation in which each agenti is located at a node

of a graph. An agent is connected to those with which it sharesan undirected utility dependency,

6We refer the interested reader to Gottlob, Grohe, Musliu, Samer and Scarcello (2005) for a formal definition and
discussion of applications of hypertree–width.
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FIGURE 2.8: (a) An acyclic hypergraph and (b) its bipartite vertex–hyperedge incidence tree.
(c) A hypergraph with a cycle and (d) its vertex–hyperedge incidence tree. Circles are agents,

hyperedges and squares are dependency graph hyperedges or local games.

which make up its set of neighboursνi ⊆N. Its utility function is then given by an array indexed

by tuples from the set× j∈{i,νi}|A j |. If the game–graph is sufficiently sparse (i.e. of bounded

tree– or hypertree–width), this representation is exponentially more compact than the standard

normal form, because the number of joint actions indexing each of these tables is exponentially

smaller than the size of the full joint strategy space (Kearns et al., 2001).

However, games containing three or more players frequentlypossess local dependencies that

form cliques and loops, which lessens the graphical normal form’s representational power (in

terms of the complexity of finding solutions to problems in this representation). A way around

this is to express cliques and loops ashyperedges, however this is at a cost in terms of represen-

tational succinctness. In the case of loops that are not alsocliques, this can result in a significant

increase in the size of the tables containing the agents’ utility functions, and generally increases

the size of the graphical representation of the agents’ interactions.

Specifically, we say that a hyperedge of a game in graphical form contains a subset of the agents,

γ ∈ P (N), and the set of agents inγ is writtenNγ. We denote the set of hyperedges containingi

by Γi, the neighbours ofi by νi = ∪γ∈Γi Nγ \ i, andi’s neighbours in a particular hyperedge,γ, by

νi,γ = Nγ \ i. Finally, we say that a game in graphical form is tree–structured if its game graph

forms a tree, and is hypertree–structured if the game hypergraph is acyclic (see Figure 2.8).

2.7.3 Games in Hypergraphical Normal Form

Thehypergraphical normal formis a model used to represent noncooperative games which can

be decomposed into several local games:Γ = {γ1,γ2, ...,γm}.7 In this representation, nodes

of a hypergraph correspond to the set of agents, while the hyperedges directly represent local

games played between them (see Figure 2.8). In contrast, in graphical normal form games,

a hyperedge represents a dependency among agents’ utilities, but is not directly connected to

7We use the same notation for hyperedges in both the graphicaland hypergraphical forms because, from an
algorithmic perspective, the two types of hyperedges are treated the same way, even though they do not necessarily
represent identical relationships between the agents.
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a game being played by the agents. Specifically, in hypergraphical games each hyperedge is a

game in standard normal form:γ = 〈Ng,{Ai ,ui,g}i∈Ng〉, whereNg ⊆N is the set of agents playing

γg andui,g : Ag → R is the payoff toi from its involvement inγg, whereAg = × j∈NgA j . Agents

are usually involved in more than one local game, with the setof local games in whichi is

involved denotedΓi . For each agent,ai representsi’s global strategy, which is played the same

along each local game, withi’s action set,Ai , also the same in each game. In hypergraphical

games, agenti’s neighbours are the agents that it shares at least one localgame with, defined as

νi = ∪γg∈Γi Ng\ i, andi’s neighbours inγg areνi,g = Ng\ i. Agenti’s payoff for an outcome — its

utility model— is an aggregation of its payoffs from eachγg ∈ Γi, typically the sum of payoffs

from each:ui(ai ,aνi ) = ∑γg∈Γi
ui,g(ai ,aνi,g).

Similar to the graphical normal form, if the agents’ utilities from different interactions sepa-

rate into sufficiently many local games, then the entire hypergraphical representation can be

exponentially smaller than the standard normal form (Papadimitriou and Roughgarden, 2008).

However, at the other extreme, if none of the agents’ utilities factor in this way, then only one

local game can be constructed, which is exactly the game in standard normal form. Nonetheless,

many computational situations arising in control settingsnaturally possess hypergraphical struc-

ture, particularly those in which neighbours are specified with reference to a physical domain

in which interactions are dependent on some degree of physical proximity (for example, mobile

sensors, UAVs, or job scheduling problems). As for games in graphical normal form, an acyclic

hypergraphical representation is one whose local game hypergraph is acyclic (for example, as

shown in Figure 2.8).

2.7.4 Algorithms for Computing Equilibria in Games with Sparse Interaction
Structure

In this section we review three recently proposed algorithms that exploit sparse interaction struc-

ture between agents to efficiently compute Nash equilibria.The first two,NashProp (Kearns

et al., 2001; Ortiz and Kearns, 2003) andPureProp (Soni et al., 2007) approximate an arbitrary

mixed Nash equilibrium in graphical games with tree–structured graphs, and can both be re-

formulated to operate well on cyclic topologies. The third,a constraint propagation algorithm

proposed by Gottlob, Greco and Scarcello (2005), exactly computes a pure strategy Nash equi-

librium in graphical and hypergraphical games with boundedhypertree–width. We now describe

these algorithms in more detail.

2.7.4.1 NashProp

The idea behind the Nash Propagation (NashProp) algorithm is simple; in order to compute a

Nash equilibrium, neighbouring agents exchange their best–response correspondences. How-

ever, mixed equilibria can be very difficult to find, especially as even very simple games with

integer payoffs can have equilibria in irrational mixed strategies (e.g. Elkind et al., 2007). For
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these reasons, much of the contribution of the two papers, Kearns et al. (2001) and Ortiz and

Kearns (2003), is in deriving heuristics for approximatingmixed equilibrium points. However,

these details are not relevant to the problem of computing pure Nash equilibria, so in this section

we will concentrate on those aspects of the algorithm that relate to computing Nash equilibria

in pure strategies. In particular, note that for the problemof computing a pure strategy Nash

equilibrium in a tree–structured graphical game, theNashProp algorithm represents a complete

and efficient algorithm.

In more detail,NashProp operates on games in graphical normal form, and operates using a two–

phase message–passing sequence, called thetable–passingand theassignment–passingphases.

We now describeNashProp’s operation on games where the game graph is a tree, in terms

of the message–passing schedule, the data structures passed, and the operations performed on

incoming messages in order to produce an outgoing one (we describe the changes needed to run

NashProp on a loopy graph below). In the table–passing phase, agents exchange tables with

their neighbours in the game graph. Messages begin with leaves of the tree. Internal nodes of

the tree then pass a message forward to their parent when theyhave received messages from all

of their children. The first phase terminates when all leaveshave received messages back from

their parents (on trees this condition is always met).

The data structure passed between the agents is a table indexed by the joint strategy of the

sender and the recipient. The value of each entry indicates whether the sender believes there is

an equilibrium near the point corresponding to the entry in the table or not. To do this, the agent

reasons over its own strategy and any messages it has received. In the specific context of pure

strategy Nash equilibria, an entry in a message passed fromi to j corresponding to a pure joint

action profile is equal to 1 if:

1. For i’s strategy, there exists a joint strategy ofi’s neighbours other thanj in which all

corresponding entries in messages received byi are 1,

2. i’s strategy itself is a best response to the above joint strategy andj ’s strategy.

The first condition is always met for leaves, but as the messages move through the internal

nodes, some actions may be found to be dominated, and are completely eliminated from the set

of potential equilibria. By induction, Kearns et al. (2001)show that only actions associated with

equilibria remain at the end of the table–passing phase, andin the case that the equilibrium is

unique, the algorithm terminates.

However, if there is more than one equilibrium in the game, then the agents use a second

assignment–passing phase to coordinate on a particular solution. Thus, the second phase of

NashProp begins once all agents have received messages from all of their neighbours (which

is equivalent to saying all of the leaves have received messages from their parents). This pro-

gresses using a standard technique from dynamic programming, by propagating action assign-

ments down the tree in such away that a particular solution isselected. Specifically, an arbitrary
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agent is selected as the root node of the assignment tree. Theroot selects a strategy associated

with a particular equilibrium and passes this value to its neighbours, who choose an action cor-

responding to an equilibrium consistent with the root’s choice. This process continues until the

leaves of the tree have selected a strategy, at which point a single Nash equilibrium has been

selected and the algorithm terminates.

In graphical games with loopy topologies, a variation of thealgorithm above can be used to

approximate a Nash equilibrium. The messages passed in the table–passing phase are identical,

however, their timing is altered to deal with cycles. Specifically, each agent passes a message at

every time step. Exact computation is not guaranteed (particularly in the case of mixed strategy

equilibria), so a termination condition for this phase is difficult to define, but in the limit as

t → ∞, all non–equilibrium actions will be eliminated from the solution space (Ortiz and Kearns,

2003). However, assignment-passing is much more difficult on loopy topologies, and Ortiz and

Kearns (2003) suggest a back–tracking search method to assign agents actions that are consistent

with a particular Nash equilibrium.

Elkind et al. (2007) show how to augment the data structures employed inNashProp to optimise

over Nash equilibria in tree structured games in graphical normal form. Building on this, in

Chapter 8 we derive a novel algorithm for distributed computation and optimisation over Nash

equilibria for games in both graphical and hypergraphical normal form, that is complete on trees

and hypertrees and performs well on hypergraphs with loopy topologies.

2.7.4.2 PureProp

In PureProp, the Nash equilibrium computation problem is mapped to a constraint satisfaction

problem (CSP), in which agents have unary and n–ary constraints over variables representing all

of the strategies in their neighbourhood (i.e. the strategies of themselves and their neighbours).

The unary constraints relate to an agent’s own best response, and are satisfied if the agent’s

own strategy is a best response to its own configuration of itsneighbours strategies. Then, the

n–ary constraints are satisfied if neighbouring agents assign the same strategies to each agent

in the intersection of their neighbourhoods. This constraint satisfaction problem is then solved

using a three phase algorithm. First,node consistencyis enforced, which eliminates any locally

dominated joint profiles from the set of potential Nash equilibria. Second, the remaining po-

tential solutions are checked forarc consistency, that is, action profiles that satisfy the binary

constraints are found. For this phase, Soni et al. (2007) implement a standard centralised arc

consistency algorithm, AC–3 (Russell and Norvig, 2002). This phase returns the set of strate-

gies that are consistent with a Nash equilibrium. Third, like NashProp, in order to implement

a particular solution, a back–tracking search method is used to assign agents actions that are

consistent with a particular Nash equilibrium.

Like NashProp, much of the contribution of this work is in developing useful heuristics for

finding mixed Nash equilibria. However, Soni et al. (2007) also show how to extend the scheme
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to compute Bayes–Nash equilibria in games of incomplete information. This is done using the

Harsanyi transform (as described in Section 2.3). We employa similar technique in constructing

an algorithm for optimising over pure strategy Bayes–Nash equilibria in Chapter 8.

2.7.4.3 A Constraint–Based Algorithm by Gottlob, Greco andScarcello

The pure strategy Nash equilibrium algorithm proposed by Gottlob, Greco and Scarcello (2005)

operates on the same game–CSP reformulation as thePureProp algorithm. However, this al-

gorithm is defined in terms of database operations, and can only be used to find pure Nash

equilibria. Like NashProp, this algorithm has two phases. The first begins at the leavesof a

spanning tree oriented around an arbitrary root node. Specifically, asemijoinoperation is com-

pleted between two neighbours’ local strategy profiles onlyif the intersection of the agents’

local strategies are identical (i.e. then–ary constraint is satisfied) and each agent’s own strategy

is a best response in that profile (i.e. the unary constraint is satisfied). Otherwise the tuple is

eliminated. This operation clearly parallels the first two phases ofPureProp. Once all of the up-

stream messages have been received by the root agent, it performs the same action to compute

tuples containing the full strategy profile of any existing pure strategy Nash equilibria. If one

particular solution needs to be computed, in the second phase, the root selects between multiple

Nash equilibria, and passes the tuple corresponding to thatsolution back through the graph. This

assigns every agent in the game a strategy consistent with only one pure equilibrium.

Building on this, Gottlob, Greco and Scarcello describe a method for computing aPareto–

dominantNash equilibrium (defined in Section 2.2). This is done by using the first phase to

compute all (arbitrary) Nash equilibria, and then selecting a Pareto–dominant equilibrium in the

second phase. This is achieved by having the root select its highest payoff equilibrium and, if

faced with a choice between equilibria, each descendent node doing the same. By following

this procedure, the equilibrium selected maximises at least the root node’s utility, so satisfies the

Pareto–dominance criterion (i.e. any switch to another equilibrium will reduce the root agent’s

utility).

From the descriptions of these three algorithms it should beclear that they significantly overlap.

In Chapter 8, as part of our derivation of an algorithm for optimising over pure strategy Nash

equilibria, we clarify the connections between these algorithms, as well as their connections to

our own.

2.8 Distributed Constraint Optimisation Problems

This section surveys the literature on constraint reasoning, paying particular attention to dis-

tributed constraint optimisation problems (DCOPs). As noted in Chapter 1, we are interested

in DCOPs as they are an important class of problems that can can be brought to bear on many

MAS problem domains. To this end, in this section, we introduce the standard DCOP model,
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show that it is an instance of the more general problem of optimisation on acommutative semir-

ing, describe it in terms of a graphical model known as afactor graph, and finally, show how a

DCOP can be reformulated as a game.

2.8.1 Constraint Optimisation Problems

A constraint optimisation problem is formally representedby a set of variablesV = {v1,v2, . . .},

each of which may take one of a finite number of values,a j ∈ A j , a set of constraintsC =

{c1,c2, . . .}, and a global utility function,uG, that specifies preferences over configurations of

states of variables (itsscope) in the system. A constraintc = 〈Vc,Rc〉 is defined over a set of

variablesVc ⊂V and a relation between those variables,Rc, which is a subset of the Cartesian

product of the domains of each variable involved in the constraint, ∏vj∈Vc
A j . A simple example

is a binary constraint of the type typically invoked in graphcolouring problems, where the

relation between the two variables involved,j andk, is given by the rule that ifv j = a then

vk 6= a. A function that specifies the reward for satisfying, or penalty for violating, a constraint

is writtenuck(ack), whereack is the configuration of values for the variablesVck.

Using this, the global utility function aggregating the utilities from satisfying or violating con-

straints takes the form:

uG(a) = uc1(ac1)⊗ . . .⊗uck(ack)⊗ . . .⊗ucl (acl ),

where⊗ is a commutative and associative binary operator. Now, as weare trying to generate a

preference ordering over outcomes, we would like to ensure that an increase in the number of

satisfied constraints results in an increase in the global utility. That is, the aggregation operator

should be strictly monotonic: for any valuesx,y,z, if x < y thenz⊗ x < z⊗ y. Consequently,

the choice of operator affects the range of values that theui can take. For example, if⊗ is

multiplication, the values ofui must be elements ofR+, or if ⊗ is addition, the values ofui may

be elements ofR. Either approach will generate a suitable ordering, however, from here on we

will take the common approach of using additive aggregationfunctions:

uG(a) = ∑
ck∈C

uck(a). (2.8)

Constraints may be ascribed different levels of importanceby simply weighting the rewards for

satisfying them, or by using a positive monotonic transformof constraint reward (Schiex et al.,

1995). The objective is then to find a global configuration of variable values,a∗, such that:

a∗ ∈ argmax
a∈ A

uG(a).

It is also possible to include hard constraints in this formalisation of DCOPs. This is achieved

by augmenting the additive global utility function an additional elements that capture the hard
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constraints:

uG(a) = ∏
hck∈HC

uhck(a)

(

∑
sck∈SC

usck(a)

)

,

whereHC andSCare the set of hard and soft constraints, respectively, and where the payoff for

satisfying each hard constraint is 0, and−∞ if the hard constraint is violated. The consequence

is that if any of the hard constraints are violated the globalutility is −∞, while if all of the

hard constraints are satisfied the global utility increaseswith the number of soft constraints

satisfied. We make use of such hard constraints in Chapter 8, where we use them to encode best

response strategies in games with sparse interaction structure. One downside to including hard

constraints in this manner is that the strict monotonicity of uG(a) is lost, meaning that a change

in a variable’s state may satisfy additional constraints, but not increase the global utility. If this

is the case, it implies that the global utility possesses many local, sub–optimal stable points that

are only quasi–local maxima.

2.8.1.1 Valuation Algebras on Commutative Semirings

Constraint optimisation problems are one of a broad class ofproblems that define valuation

algebras on commutative semirings (Kohlas and Wilson, 2008). In more detail, acommutative

(c–) semiring is an algebraic structure, given by a tuple〈K,⊕,⊗〉, comprising acarrier, K, and

two operators,⊕ and⊗, with the following properties:

1. ⊗ distributes over⊕, i.e.x⊗ (y⊕z) = x⊗y⊕x⊗z ∀ x,y,z∈ K,

2. ⊕ and⊗ are commutative, i.e.x⊕y = y⊕x ∀ x,y∈ K andx⊗y = y⊗x ∀ x,y∈ K,

3. ⊕ and⊗ possess identities inK.

Now, typically, constraint optimisation problems are specified as the problem of maximising

the sum of constraint functions. This problem defines ac–semiring called thetropical semiring:

〈{R∪−∞},max,+〉, where the values that constraint utility functions can take are generally real

(or −∞ for unsatisfied hard constraints). In this semiring the identities of maxand+ are−∞
and 0, respectively (i.e. max[x,−∞] = x andx+0= x). Also, note that 0 and−∞ areidempotent

elements of thisc–semiring; that is, for anyx∈ {R∪−∞}, repeated applications give the same

value (e.g.x+0 = x+0+0 andx−∞ = x−∞−∞).

Valuation algebras that give rise toc–semirings are very suited to distributed computation, par-

ticularly if the global function being optimised is partially–separable, as it is for constraint op-

timisation problems (Kohlas and Wilson, 2008), because⊗ operations can be distributed across

the system then completed in parallel with one another. Other examples of problems withc–

semiring properties are finding the maximuma posterioriprobability event on graphical prob-

ability models, and decoding linear codes and boolean satisfiability problems (further examples
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FIGURE 2.9: An example of a factor graph representation of a constraint optimisation problem,
for the functionuG(X,Y,Z) = uc1(X,Y)⊗uc2(X,Z)⊗uc3(Y,Z).

can be found in Aji and McEliece, 2000). As well as describingthe algebraic structure underly-

ing DCOPs (Chapters 3, 4 and 5), the properties ofc–semirings will be exploited in Chapter 8

for the problem of optimising over the set pure strategy Nashequilibria.

2.8.1.2 Factor Graph Representation of DCOPs

Now, due to the fact that the global utility function separates into factors that are dependent on

only a subset of the variables in the system, constraint optimisation problems admit a compact

graphical representation, commonly known as afactor graph. This model comprises a bipartite

graph with variables located on one set of vertices and constraints, or factors, on the other, with

an edge connecting a variable node to a factor node if it is oneof the constraint’s arguments. An

example of a factor graph with three constraints and three variables is given in Figure 2.9. Note

that the factor graph representation is equivalent to modelling the constraints as hyperedges and

variables as vertices on them, and corresponds directly to the vertex–hyperedge incidence graph

of such a hypergraphical representation.

2.8.2 Distributed Constraint Optimisation Problems

A DCOP is produced when a set of autonomous agents each independently control the state of

a subset of the variables of a constraint optimisation problem, but share the goal of maximising

the rewards for satisfying constraints (i.e. they aim to jointly maximiseuG(a)). For pedagogical

value, and without loss of generality, we consider the case where each agent controls only one

variable. We notate the set of agents involved in a constraint by Nc, and the set of constraints

in which i is involved is notated byCi . Each agent’s actions are motivated by aprivate utility

function, ui(a), which is dependent on both its own variables and the variables of all agents who

are linked to any constraintc∈ Ci: we call these agentsi’s neighbours, notatedνi , and notate

those neighbours involved in a specific constraintck asνi,ck . The simplest and, arguably, most

natural, choice of utility function in DCOP is to set each agent i’s utility to the sum of the payoffs
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for constraints that it is involved in:8

ui(a) = ∑
ck∈Ci

uck(ai ,aνi,ck
). (2.9)

Now, each agent’s choice of strategy is guided by its desire to maximise its private utility, but

this utility is dependent on the strategies of its neighbours.

2.8.3 DCOPs as Hypergraphical Games

Following Maheswaran et al. (2004), in order to analyse sucha system, beyond the standard

approaches to DCOPs, we can also use the tools and terminology of noncooperative game theory.

This is a sensible approach because each agent’s private utility function, ui(a), is dependent on

both its own and the variables of other agents in the system, and each desires to maximise its

own utility. This formulation will be exploited in Chapters3, 4 and 5.

We now review a number of observations made regarding DCOPs when viewed from a game–

theoretic perspective. First, note that the globally optimal strategy profile corresponds to a pure

strategy Nash equilibrium, because it is a maximum of the potential (see Maheswaran et al.,

2004). To see this, assume that the optimal point is not a Nashequilibrium. Then there must be

some agent that can alter its state to improve its utility, which will, in turn, improve the global

utility, which contradicts the assumption that the optimalpoint is not a Nash equilibrium.

Second, if the agents in the system act independently in pursuit of their own gain, then the only

stationary points in the system will be those at which no agent can improve its payoff through

a unilateral move. Consequently, under these assumptions about the way in which the agents

operate, potential solutions to the DCOP are given by Nash equilibria of the DCOP game. This

argument will be elaborated on in Chapter 3.

Third, we make a note of recent results that bound the qualityof k–optimalsolutions from the

global optimum (Pearce and Tambe, 2007; Bowring et al., 2008). In more detail,k–optima are

a generalisation of Nash equilibria, applicable only to DCOPs, that are stable in the face of

deviations of all teams of sizek and less. The payoff to a team,χ is defined as:

uχ(aχ,a−χ) = ∑
ck∈Cχ

uck(aχ,a−χ),

whereCχ = ∪i∈χ Ci; that is, the team utility is the sum of all constraint utilities any member ofχ
is involved in, counting each constraint only once. Nash equilibria arek–optima withk = 1, and

8 There is some flexibility in the choice of utility function, however, it is vital that an increase in an agent’s utility
only comes about when the global solution quality is improved. Formally, if the following condition holds:

uG(ai ,a−i)−uG(a′i ,a−i) > 0 ⇐⇒ ui(ai ,aνi )−ui(a
′
i ,aνi ) > 0,

agents’ utilities are said to bealignedwith the global utility function (Wolpert and Tumor, 1999).In Chapter 3 we
show how this condition is linked to the definition of a potential game.
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every(k+1)–optimum is also ak–optimum, so everyk–optima is a Nash equilibrium.9 The key

result is that the worst casek–optimal solution improves as the value ofk increases (that is, as

the maximum size of the deviating coalitions considered increases). Given this, the worst case

k–optimum results can be used to guarantee lower bounds on thesolutions produced by some

DCOP algorithms. However, bounds only exist fork greater than or equal to the constraint arity

of the problem, so bounds do not exist for Nash equilibria in problems involving anything other

than unary constraints.

In the next section we discuss the major distributed algorithms for DCOPs that have been devel-

oped to date.

2.9 Distributed Algorithms for DCOPs

There are many centralised algorithms for constraint satisfaction and optimisation, including the

breakout algorithm (Morris, 1993), dynamic backtracking (Ginsberg, 1993), branch and bound

(Wallace, 1995) and bucket elimination (Dechter, 1999), among others (see Apt (2003) for more

examples from the broader constraint programming literature). While such approaches are cer-

tainly useful in a range of scenarios, as we are considering MAS design for large distributed

systems, we are interested in algorithms that can be used to develop control mechanisms that

satisfy the four design requirements listed in Section 1.1.For this reason, we exclude such cen-

tralised approaches, as typically all of the information needed to solve a problem is assumed

to be accessible to a single decision maker. Consequently, in this section we examine only the

major distributed algorithms for DCOPs.

For our purposes, we define three further groupings of the distributed algorithms:

• Distributed completealgorithms, by which we mean algorithms that always find a con-

figuration of variables that maximises the global objectivefunction (as in finite domains

one always exists). This class includesADOPT (Asynchronous Distributed OPTimiza-

tion, Modi et al., 2005),DPOP (Dynamic Programming OPtimisation, Petcu and Falt-

ings, 2005) andOptAPO (Asychronous Partial Overlay, Mailler and Lesser, 2006). Due

to the inherent computational complexity of DCOPs, complete algorithms always run ex-

ponential in some aspect of their operation. Furthermore, distributed complete algorithms

usually operate by passing complicated data structures, orrun on a highly structured or-

dering, such as a spanning tree.

• Local iterative message–passingalgorithms, such as max–sum (Aji and McEliece, 2000)

or distributed arc consistency (Cooper et al., 2007). In these algorithms, neighbouring

9Although Nash equilibria correspond to 1–optima, note thatstrong equilibria(Section 2.1.3) do not correspond
to n–optima. A strong equilibrium is robust to deviations from all coalitions ofn players and less, where a coalition
deviates if at least one member’s individual payoff improves and none decrease. In a DCOP game, an–optimum
always exists, while a strong equilibrium may not. However,if a strong equilibrium does exist, it isn–optimal.
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Distributed Constraint Optimisation Algorithms

Local iterative algorithms Distributed complete algorithms
(e.g.DPOP, ADOPT, OptAPO)

Message passing algorithms Local search
(e.g. max–sum, arc consistency) heuristic algorithms

FIGURE 2.10: Taxonomy of the categories of algorithms for DCOPs.

agents exchange messages comprising a data structure that contains the values of different

local variable configurations, and use these values to construct new messages to pass on

to other agents.

• Local search heuristicalgorithms, such as the distributed breakout algorithm (Hirayama

and Yokoo, 2005), the distributed stochastic algorithm (Tel, 2000; Fitzpatrick and Meertens,

2003), the maximum–gain messaging algorithm (Yokoo and Hirayama, 1996; Maheswaran

et al., 2005) and distributed simulated annealing (Arshad and Silaghi, 2003). In this class,

agents exchange messages regarding only their state, and search within their neighbour-

hood for good quality solutions.

In this thesis, we refer to the last two groups together as local iterative algorithms (see the tax-

onomy in Figure 2.10), to differentiate them from their complete counterparts. Note that, when

applied to DCOPs, many approaches to distributed optimisation generally can be placed into

one of the three categories defined above. For example, many negotiation models and local

exchange markets are, in effect, local search heuristics. Consider a negotiation model in which

at each time step one agent in each neighbourhood announces anew configuration of the vari-

ables under its control to its neighbours, with the constraint that each new configuration weakly

improves the agent’s payoff (as is commonly employed). Thistype of negotiation model is cap-

tured by our framework, as messages are local (only neighbours receive the agent’s update to its

state) and the process is iterative.10 We group them under this term because both classes operate

only at the local level, with messages exchanged between neighbouring agents at each iteration

of the algorithm, and without any overarching structure controlling the timing or ordering of

messages.

However, the message–passing algorithms and complete algorithms are, in another sense, more

closely related, because they operate by passing complex data structures, in contrast to the sim-

ple information exchanged by the iterative local search heuristics. Furthermore, the charac-

teristics of complete DCOP algorithms are well understood,and the properties of the entire

10 We also point out that other approaches to the general problem of distributed optimisation that can be applied to
DCOPs, such as token–passing (e.g. Xu et al., 2005) or auction protocols (e.g. Gerkey and Mataric, 2002), do not fall
into any of these three categories. However, we consider an exhaustive classification and analysis of these distributed
optimisation techniques outside the scope of this work, because we are primarily concerned with local approximate
best response algorithms in the specific case of DCOPs.
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framework of local message–passing algorithms have been extensively analysed, with guaran-

tees placed on their solutions under a range of assumptions,for example, for tree structured

(Aji and McEliece, 2000) or single–looped constraint graphs (Weiss, 2000). As such, we briefly

review their operation in the next section, covering specifically:

• Max-sum algorithm (Aji and McEliece, 2000),

• Dynamic programming optimisation (Petcu and Faltings, 2005), and

• Asynchronous decentralised optimisation (Modi et al., 2005),

• Asynchronous partial overlay (Mailler and Lesser, 2004).

We exploit some of the techniques used by these algorithms inChapter 8, where we develop

an algorithm for optimising over the set of Nash equilibria in games with sparse interaction

structure. Following this, in Section 2.9.2 we review the main local search heuristics, namely:

• Distributed stochastic algorithm (Tel, 2000; Fitzpatrickand Meertens, 2003),

• Distributed simulated annealing (Arshad and Silaghi, 2003),

• Distributed breakout (Yokoo and Hirayama, 1996),

• Maximum–gain messaging (Maheswaran et al., 2004), and

• Stochastic coordination–2 and maximum–gain messaging–2 algorithms (Maheswaran et al.,

2005).

Building on this, in Chapter 3 we develop a framework that unifies the analysis of these local

search algorithms with the algorithms reviewed in Section 2.6 for potential games. This frame-

work gives system designers a catalogue of algorithm components to select from in order to

balance the four design requirements given in Section 1.1, and, in turn we exploit it to develop

novel hybrid DCOP algorithms in Chapter 4 and a control mechanism for a distributed task

allocation problem in Chapter 5.

2.9.1 Message–Passing and Complete Algorithms for DCOPs

The algorithms reviewed in this section all operate by passing sophisticated data structures,

which indicate the value of configurations of variables connected by factors. In Chapter 8 we

make use of similar techniques to those used by theMax–Sum algorithm, so we give more details

of this algorithm’s operation than the others.
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2.9.1.1 Max–Sum Algorithm

TheMax–Sum algorithm is a member of the family of generalised distributed law (GDL) algo-

rithms (Aji and McEliece, 2000; Kohlas and Wilson, 2008). Aswell asMax–Sum, this family

includes theSum–Product andMax–Product algorithms for problems on graphical probability

models (e.g. Wainwright et al., 2004). The GDL algorithms can be applied to any optimisation

problem that defines a valuation algebra on ac–semiring (as defined in Section 2.8.1.1). They

are complete for any problem that has an acyclic structure, and, furthermore, they run efficiently

on problems with bounded tree–width.

In more detail,Max–Sum operates by passing messages between factor and variable nodes on

the DCOP factor graph. The messages from variables to factors are:

Si→ck(ai) = ∑
cl∈Ci\ck

Tcl→i(ai).

In this operation, the variablei combinesthe messages it has received from the constraints it

is involved in other thanck, and passes the values associated with its strategyai to ck. The

messages from factors to variables are:

Tck→i(ai) = max
aj∈Ack\ai



uck(ack) ∑
j∈Nck\i

S j→ck(a j)



 ,

in whichack is the scope of constraintck. The operations carried out at constraintck summarises

the information it has received from its variables except those controlled byi, and projects these

values ontoi’s strategy.

Given this, on hypertree–structured problems, these operations result in the exact computation

of the global objective function. This is because, first, themaxoperation distributes oversum,

and, consequently, sufficient information is passed through the problem tree to effect the com-

putation, and second, the tree structure ensures that the value of each constraint is included only

once.

On loopy topologies, however, the presence of loops mean that exact computation does not

occur. However, this negative result is tempered by severaltheoretic and empirical results.

First, on factor graphs with a single loop,Max–Sum converges to the exact solution in the limit

(Weiss, 2000). Second, when using appropriately attenuated messages, ifMax–Sum converges,

it converges to an optimal configuration of variables (Frey and Koetter, 2000). Note that the

value computed is not the true value. Nonetheless, this is sufficient for problems where the task

is to find the optimal configuration, as it is in most DCOPs. Third, without using attenuated

messages and on loopy topologies with more than one cycle, experimental results showMax–

Sum to perform remarkably well (e.g. Farinelli, Rogers, Petcu and Jennings, 2008).
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Similar techniques to those used inMax–Sum and the other GDL algorithms are used in Chap-

ter 8, where we derive an algorithm for optimising over the set of pure strategy Nash equilibria

in games with sparse interaction structure.

2.9.1.2 Dynamic Programming Optimisation

Dynamic programming optimisation (DPOP) is a complete (i.e. it will always find an optimal

configuration) message–passing algorithms for DCOPs.DPOP runs on a pre–computed depth–

first–search (DFS) tree, based on the underlying constraintgraph. Constraint utilities are ag-

gregated by passing messages along the DFS tree (Petcu and Faltings, 2005).DPOP operates

in the same way asMax–Sum, with the main difference being the messages are constructed so

that the algorithm computes an exact solution at the termination of the algorithm on trees and

loopy constraint graphs alike. Indeed, on trees, the algorithm is identical to commonly used

reparameterisation ofMax–Sum (Wainwright et al., 2004).

On loopy topologies, however, the data structure used byDPOP is extended, in a fashion depen-

dent on the derivation of the DFS tree from the constraint graph. In more detail, the DFS tree is,

effectively, constructed by removing edges of the constraint graph so that a tree is formed. These

removed edges are calledback edges. Information regarding the variables of agents connected

to a backedge is not immediately summarised over in the messages from factors to variables.

The summarisation over these variables is only completed when information regarding all of the

relevant variables are present in the message received by another factor. TheDPOP algorithm

initially passes the maximum sum of all down–tree utilitiesfor each complete (i.e. maximised

over all of the relevant variables) joint strategy for each down–tree factor. When these values

reach the root of the DFS tree, it chooses the strategy with the maximum value, and the result-

ing decision is propagated back up the tree. Also note that atthis point, all joint strategies for

backedges can be reconciled.

Now, because messages may contain a large amount of information regarding the backedges,

the size of the messages is exponential in the width of the DFStree (Petcu and Faltings, 2005).

Exponential growth of the message size significantly slows the running of this algorithms in

large systems, and so this algorithm does not scale well.

2.9.1.3 Asynchronous Distributed Optimisation

Asynchronous distributed optimisation (ADOPT) is another complete, message–passing algo-

rithms for DCOPs. LikeDPOP, ADOPT runs on a DFS tree.ADOPT communicates upper and

lower bounds on the aggregated utility for each strategy. The algorithm terminates when all

bounds converge to a single value, which corresponds to the optimum of the DCOP. Further-

more, these bounds can be used if the algorithm is interrupted, as both a solution and a quality

bound are returned. InADOPT the number of messages that agents exchange exponential in the

height of the DFS tree (Modi et al., 2005).
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2.9.1.4 Asynchronous Partial Overlay

Optimal asynchronous partial overlay (OptAPO) is a third complete DCOP algorithm, that re-

solves conflicts by building larger and larger coalitions ofagents. The joint strategy of agents

in these coalitions is then decided by a single mediator agent. Thus, in effect, the algorithm

progressively centralises the problem, because over time the size of the coalitions increases, and

the algorithm eventually solves the fully centralised constraint optimisation problem. However,

a significant drawback of this algorithm is that it leads to mediator agents performing calcula-

tions that grow exponentially with the size of the portion ofthe overall problem for which they

are responsible. This produces a performance bottleneck, meaning the algorithm can be slow at

producing a solution. Additionally, after the mediator chooses a configuration it must commu-

nicate the decision back to all agents involved, a process that can further slow the progress of

the algorithm.

2.9.2 Local Search Algorithms for DCOPs

Algorithms in this class operate by passing messages containing the agents’ preferred strategy,

with some also passing additional information that is used to control the order in which the

agents run their internal processes. Typically, these algorithms are distributed versions of the

centralised procedures developed for traditional constraint satisfaction and optimisation prob-

lems. These algorithms are used in Chapter 3 to populate a parameterisation of algorithms for

DCOPs. Then, in Chapter 4, many of these algorithms are compared in a series of DCOP bench-

marking experiments. Following this, in Chapter 5 a controlmechanism for a distributed task

allocation problem is derived that can use any of these algorithms in its operation.

2.9.2.1 The Distributed Stochastic Algorithm

The distributed stochastic algorithm is a greedy local search algorithm. It is synchronous, in that

agents act in step, however, at each time step, each agent hassome probabilityp of activation,

also known as the degree of parallel executions (Zhang and Xing, 2002). Given an opportunity

to update its action, each agent selects the action with the greatest increase in payoff, or if no

change improves the payoff, the agent does not change its strategy.

The algorithm is motivated by observing that when neighbouring agents adapt their strategies at

the same time, they can inadvertently move their joint strategy to a globally inferior outcome, a

phenomenon known as ‘thrashing’ (Zhang and Xing, 2002). Now, the probabilistically parallel

execution of agents’ updating procedures does not ensure that no thrashing takes place, but by

selecting an appropriate value ofp, or decreasingp along an appropriate schedule, thrashing

behaviour can be minimised.
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2.9.2.2 Distributed Simulated Annealing

Distributed simulated annealing implements the well knownsimulated annealing stochastic op-

timisation algorithm in a distributed fashion. In this, agents update their strategy one at a time

in a random sequence. On its move, an agent randomly selects anew candidate strategy,k. All

changes in strategy that improve an agent’s utility are accepted, while strategies that lower its

utility are only accepted in proportion to their distance from the current strategy’s value. In more

detail, candidate strategies are accepted or rejected withthe following probabilities:

Pai (η) =

{

1 if ui( j,a−i) ≥ ui(ai ,a−i),

eη−1(ui(k,a−i )−ui(ai ,a−i)) otherwise,

whereui(k,a−i) is the candidate strategy’s payoff andη is a temperature parameter. In general,

traditional simulated annealing is guaranteed to convergeto the global optimum if the tempera-

ture is decreased byη = a/logt+b, wherea andb are constants. However, in practice, this is quite

a slow schedule. In contrast, in experiments conducted by Arshad and Silaghi (2003), the an-

nealing schedule used isη = a/t2, which produces quicker convergence, but does not necessarily

converge to an optimal configuration of strategies.

2.9.2.3 Distributed Breakout and Maximum–Gain Messaging

The distributed breakout algorithm is another greedy localsearch algorithm, originally designed

for maximum–satisfiability problems. This algorithm progresses in two stages. In the first one,

each agent identifies the strategy that will allow it to satisfy the most constraints, and neighbour-

ing agents then exchange the values of their possible gains.If an agent can achieve a gain that

is (strictly) greater than all of its neighbours’ gains, then it implements that change, otherwise

it maintains its current strategy. As a consequence, distributed breakout avoids all thrashing, as

no two neighbouring agents will ever move at the same time. However, if no agent in a neigh-

bourhood has the greater gain, and consequently no change ismade, then each agent in that

neighbourhood identifies this local configuration as aquasi–local maximum.11 This causes the

algorithm to move to the second stage. In order to escape the quasi–local maximum, the agents

involved increase the weighting they apply to any of their violated constraints by one (weight-

ings on constraints are initialised as one). They then beginthe first stage of the algorithm, by

recalculating their greatest possible gain for changing strategy using the new constraint weight-

ings, and communicating these new values. The effect of the re–weighting process is that the

system can move between quasi–, and real local maxima, and eventually find a global maxi-

mum. However, in an over constrained system, the process of adjusting weights can also cause

the system to move out of a global optimum, or worse, enter an infinite re–weighting loop.

Furthermore, in distributed settings, there may be no way totest if a global optimum has been

found, so in these cases, it is difficult to define a termination condition for the algorithm

11Due to the fact that agents can only communicate with their immediate neighbours, this may or may not be a
real local maximum.
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Maximum–gain messaging was also developed as a distributedversion of the breakout algo-

rithm. It differs from the distributed breakout algorithm,discussed above, only by the fact that it

does not involve the re–weighting stage, only the gain–message passing. In the game–theoretic

setting, it is clear that this algorithm converges to a Nash equilibrium. To see this, note that at

each step the algorithm improves the payoff to at least one agent, and progresses until no agent

can improve its payoff, which is by definition a Nash equilibrium. However, because of changes

to the weights applied to constraints, the same can not be said of the distributed breakout algo-

rithm.

2.9.2.4 Stochastic Coordination–2 and Maximum–Gain Messaging–2 Algorithms

One innovation in the development of DCOP algorithms has been the use ofk-optima to anal-

yse algorithms’ convergence properties (see Section 2.8.3for a definition ofk–optima). The

stochastic coordination–2 and maximum–gain messaging–2 algorithms have been developed in

tandem with this work, and represent extensions to the distributed stochastic algorithm and the

maximum–gain messaging algorithm, respectively (Maheswaran et al., 2005).

The stochastic coordination–2 initially behaves like the distributed stochastic algorithm, with

each agent adapting its strategy with a given probability each time step, and selecting the action

with the greatest increase in payoff. Similarly, the maximum–gain messaging–2 algorithm be-

gins like the maximum–gain messaging algorithm, with agents exchanging gain messages, and

the agent with the greatest gain adjusting its strategy. However, upon converging to an initial

solution, agents using these algorithms begin to share their utility values. They use aggregated

private utilities for each combination of their strategiesto evaluate the possibility of a joint

change of strategy. The resulting utility for each of two neighbouring agents,i and j, is:

ui j (ai, j ,a−{i, j}) = ui(ai, j ,a−{i, j})+ui(ai, j ,a−{i, j}). (2.10)

If ui j (a′i, j ,a−{i, j}) > ui j (ai, j ,a−{i, j}), then i and j will switch their joint strategy toa′i, j , and

they do this even if their individual payoff is less. This utility sharing procedure allows the

algorithms to escape the worst Nash equilibria in the systemby converging only to 2–optima.

These approaches are very similar to theOptAPO algorithm, and suffer from the same compu-

tational bottlenecks for larger values ofk.

2.10 Summary

In this thesis we investigate the use of MAS comprising self–interested agents as control mech-

anisms for large distributed systems. Such control mechanisms need to generate high quality

solutions, be robust and flexible in the face of changes to theset of components, make limited

use of communication, and, finally, be computationally feasible.
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In this chapter, we reviewed the necessary background material to our work. We began by re-

viewing noncooperative games, which are used as a frameworkfor analysing MAS. We provided

definitions of three solution concepts — Nash, correlated and strong equilibrium — and showed

how the basic noncooperative model can be extended to consider repeated and multi–state inter-

actions (Section 2.4), and uncertainty in agent types and states of the world (Section 2.3).

We then considered the specific class of potential games (Section 2.5). In relation to the design of

MAS, these games posses two desirable characteristics. Firstly, potential games are guaranteed

to posses a pure strategy Nash equilibrium. Secondly, many adaptive algorithms are known to

converge in repeated play of potential games. Taken together, these two traits make potential

game a very useful class of games for the designer of a MAS. Following this, in Section 2.6 we

reviewed several distributed learning heuristics algorithms which converge in repeated self–play

in potential games.

We then moved on to a more traditional computer science topic, and described two compact

graphical representations of games with sparse interaction structure (Section 2.7), graphical and

hypergraphical normal form games, and reviewed three algorithms that exploit such graphical

structure to efficiently compute Nash equilibria. We then introduced the distributed constraint

optimisation (DCOP) model, and discussed its reformulation as a game. Finally, we reviewed

several complete and approximate distributed algorithms for DCOPs.

In analysing this literature, we have identified the framework of noncooperative games with pure

strategy Nash equilibria as providing a set of templates formany salient MAS design problems.

In particular, such games are naturally specified in terms ofindependent autonomous agents, and

can be used to characterise solutions in terms of stable states of the MAS. Additionally, results

that already exist in the literature can be often be applied to MAS design problems. For these

reasons, noncooperative games will be adopted as the analytical framework for this research.

Given this background, in the coming chapters we will show that control mechanisms satisfying

the four design requirements above can be constructed by designing the utilities of these agents

so that they play games with pure strategy Nash equilibria.



Chapter 3

A Parameterisation of DCOP

Algorithms Via Potential Games

The first topic of this thesis is local iterative approximatebest response algorithms for DCOPs,

covered in this chapter and Chapter 4. In particular, this chapter presents three contributions to

the state of the art regarding DCOPs, potential games, and algorithms for solving them. The

first is to show that DCOP games are a subclass of potential games. The second contribution

is to build on this insight to derive a parameterisation of many DCOP algorithms. In more de-

tail, in the previous chapter, we introduced two groups of algorithms (i) distributed heuristic

processes taken from the game theory literature (in Section2.6), and (ii) distributed versions

of the centralised procedures developed for traditional constraint optimisation problems from

the computer science literature (in Section 2.9.2). We can use the class of potential games as a

unified analytical framework for studying both groups of algorithms, and build a parameterisa-

tion by identifying the salient components of algorithms from both of these groups. Now, when

considering our parameterisation, we limit our attention to distributed algorithms (as per the

discussion in Section 2.9). Thus, we exclude centralised algorithms and also partially exclude

distributed algorithms that rely on highly structured interactions (such asOptAPO, DPOP or

ADOPT). The relationship between these three classes of algorithms is illustrated in Figure 3.1.

Specifically, our parameterisation is derived using a three–stage decomposition of completely

distributed algorithms for DCOPs, and we populate it with components taken from the algo-

rithms surveyed in Sections 2.6 and 2.9.2. Finally, the third contribution is to relate the DCOP

algorithm components identified in our parameterisation tothe performance of algorithms us-

ing these components in repeated DCOP games. This is achieved by applying techniques for

analysing algorithms for potential games, such as convergence proofs, to those algorithms de-

veloped in the computer science literature.

The purpose of building this parameterisation is to providedistributed system designers with a

way of achieving an appropriate mix of the four requirementsdescribed in Section 1.1. Specif-

ically, our parameterisation provides a list of algorithm components, each of which satisfies the

62
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Distributed Constraint Optimisation Algorithms

Local iterative algorithms Distributed complete algorithms
(Section 2.9.1)

Message passing algorithms Approximate best response algorithms
(Section 2.9.1)

Local search algorithms Learning heuristics
(Section 2.9.2) (Section 2.6)

FIGURE 3.1: Location of the algorithms considered in Chapter 3 in the taxonomy of DCOP
algorithms.

requirements to a different degree. An appropriate selection of these components, then, can pro-

vide the system designer with an algorithm that possesses the mix of the requirements that best

suits their application. Such trade–offs cannot be achieved using the centralised or complete

algorithms, because they cannot be decomposed into substitutable components in the same way.

Furthermore, due to the inherent computational complexityof DCOPs, complete algorithms

always run exponential in some aspect of their operation (asdiscussed in Section 2.9.1). As

such, the contributions presented in this chapter fulfil theprinciple research aim of this thesis,

to develop control mechanisms for large distributed systems.

This chapter progresses as follows: In the first section we show that DCOP games are potential

games. Using this result, in the second section we introduceour parameterisation, using a three–

stage decomposition of DCOP algorithms to identify the salient components of many major

DCOP algorithms. Then, in Section 3.3, we discuss how the components affect the behaviour

of the algorithms. Finally, Section 3.4 summarises the contributions of the chapter.

3.1 DCOPs as Potential Games

In this section we state the key insight used in this chapter:that an appropriately formulated

DCOP game is a potential game. This result is used in subsequent sections to analyse existing

algorithms and to guide the design of new algorithms.

Indeed the result we prove is even more general than this. Using the definitions of an exact

potential game (Section 2.5.1) and a hypergraphical game (Section 2.7.3), we can construct

a mapping between potential and hypergraphical games. To begin with, we note that Young

(1998) shows that if every pairwise utility dependency corresponds to a bimatrix potential game

between two agents, then the entire game is a potential game.Building on this, we generalise

Young’s result to exact potential games in hypergraphical form comprising severaln–player

local games, a result upon which this chapter and much of Chapters 4 and 5 rely.
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Theorem 3.1. A hypergraphical gameΓ is an exact potential game if every local gameγ is an

exact potential game.

Proof. Sufficiency is shown by constructing a potential function for the hypergraphical gameΓ.

Each local gameγ has a potentialPγ(aγ), so a potential for the entire game,P, can be constructed

by aggregating the potentials of the local games:

P(a) = ∑
γ∈Γ

Pγ(aγ).

Now, given an action profilea, a change in a deviating playeri’s payoff is captured by changes in

the values of potential functions,Pγ(aγ), of the local gamesi is involved in,Γi , so the following

statements hold:

ui(ai ,aνi )−ui(a
′
i ,aνi ) = ∑

γ∈Γi

ui,γ(ai ,aνi,γ)− ∑
γ∈Γi

ui,γ(a
′
i ,aνi,γ)

= ∑
γ∈Γ

Pγ(ai ,a−i)− ∑
γ∈Γ

Pγ(a
′
i ,a−i)

= P(ai ,a−i)−P(a′i,a−i),

where the second line flows from the first because the potential function between independent

agents is a constant value, and the third line flows from the second by definition.

Therefore, if every local game has a potential, then the global hypergraphical game also has a

potential.

We now show that DCOPs represent a specific instance of Theorem 3.1, and therefore they are

potential games. In Equation 2.9, we defined agents’ utilities such that all agents involved in a

constraint receive the same reward from that constraint; inother words, each constraint game is

a team game (Section 2.5.3), and team games are all potentialgames. Consequently, observe the

following corollary of Theorem 3.1.

Corollary 3.2. Every DCOP game in which the agents’ private utilities are the sum of their

constraint utilities is a potential game.

As per Theorem 3.1, a potential for such a DCOP game can be constructed by aggregating the

local (team) games’ potential functions. Of course, this isexactly the global utility function

uG(a), specified in Equation 2.8. Now, for completeness, observe that, because a change ini’s

strategy only affects the neighbours ofi, νi , the following statements hold:

ui(ai ,aνi )−ui(a
′
i ,aνi ) = ∑

ck∈Ci

uck(ai ,aνi )− ∑
ck∈Ci

uck(a
′
i ,aνi )

= ∑
ck∈C

uck(ai ,a−i)− ∑
ck∈C

uck(a
′
i ,a−i)

= uG(ai ,a−i)−uG(a′i ,a−i). (3.1)
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Thus, any change in strategy that increases an agent’s private utility also increases the global

utility of the system.1

In the case of binary constraints, the game played between pairs of agents sharing a constraint

can be easily expressed in matrix form, with the system of constraints represented in a simple

graph. One widely studied binary constraint optimisation problem is graph colouring. In Chap-

ter 4 we run a series of benchmarking experiments using graphcolouring as our problem, and

graph colouring is often viewed as a canonical example in thedomain. For these reasons, we

now present an example graph colouring game.

Example 3.1. In graph colouring, neighbouring nodes share constraints,which are satisfied if

the nodes are in differing states. Consider the graph colouring problem in Figure 3.2, where

each node can be either black or white, and the associated2×2 local game.

A B

sC

sA B W

B (0, 0) (1, 1)
W (1, 1) (0, 0)

C
sC

sB B W

B (0, 0) (1, 1)
W (1, 1) (0, 0)

FIGURE 3.2: A three–node, two–colour graph colouring game.

Now, in this example, agents A and B each effectively play thegame above with agent C, while

agent C plays the composite game below, constructed by combining the local games it is playing

with each neighbour. In Figure 3.3, A and B are column playersand C is the row player, payoffs

(a) are (uA, uB, uC), and a potential function for the game is given on the right (b).

sA, sB B, B B, W W, B W, W

sC B (0, 0, 0) (0, 1, 1) (1, 0, 1) (1, 1, 2)
W (1, 1, 2) (1, 0, 1) (0, 1, 1) (0, 0, 0)

sA, sB B, B B, W W, B W, W

sC B 0 1 1 2
W 2 1 1 0

FIGURE 3.3: Payoff matrix and potential for a graph colouring game.

As the above example shows, complicated payoff structures may be constructed by combining

simple constraint games.

1 Tumer and Wolpert (2004) provide another method for showingthat DCOP games are potential games. Gener-
ally, any global utility function whose variables are controlled by independent agents can be instantiated as a potential
game by setting each agent’s utility function equal to its marginal effect on the global utility (as in the alignment cri-
terion above). Then, by definition, any change in an agent’s utility is matched by an equivalent change in the global
utility. In a DCOP, one way to achieve this is to set each agent’s utility to the sum of the payoffs for constraints that
it is involved in, as in Equation 2.9.
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Now, although the globally optimal joint pure strategy profile corresponds to a pure strategy

Nash equilibrium, we emphasise that in most cases many Nash equilibria exist, and furthermore,

many of those will be sub-optimal. However, with respect to the problem of designing control

mechanisms for large distributed systems, what is not specified in the above formulation of a

DCOP game are the processes by which agents negotiate or adjust their strategies in order to

arrive at an equilibrium. Indeed, there are many such processes, and in the next section we

catalogue the various components that can be used to construct DCOP algorithms.

3.2 A Parameterisation of DCOP Algorithms

In this section, we describe the basic components of many DCOP algorithms present in the lit-

erature, including those developed for solving games generally and those specifically developed

for DCOPs. By doing this, we open a way to investigate synergies that arise by combining seem-

ingly disparate approaches to solving DCOPs. This is pursued further in Section 3.3, where, us-

ing results regarding potential games, we analyse how differences in the algorithms affect their

behaviour and the solutions they produce. Then, in Chapter 4, we propose novel algorithms

incorporating features of each. However, first of all, an explication of the basic framework we

use to analyse all the algorithms and the design space is provided.

As discussed above, in all the DCOP algorithms we discuss, agents act myopically, in that they

only consider the immediate effects of changing their strategies (see the discussion of repeated

games in Section 2.4). Given an appropriate trigger, the individual agents follow the same

basic two–stage routine, comprisingstrategy evaluation, which produces some measure of the

desirability of each strategy, followed by adecisionon which strategy to take, based on the

preceding evaluations. The system–wide process that triggers an agent’s internal processes is

given by anadjustment schedule, that controls which agent adjusts its strategy at each point in

time. In more detail:

Strategy Evaluation: Each algorithm has a target function that it uses to evaluateits prospec-

tive strategies. The target functions are typically functions of payoffs, and sometimes take

parameters that are set exogenously to the system or updatedonline. Additionally, some

algorithms may make use of information about the past actions of agents to compute the

value of the target function.

Decision Rule: The decision rule refers to the procedure by which an agent uses its evaluation

of strategies to decide upon an action to take. Typically an algorithm prescribes that

an agent selects either the strategy that maximises (or minimises) the target function, or

selects a strategy probabilistically, in proportion to thevalue of the target function for that

strategy.

Adjustment Schedule: In many algorithms (particularly those addressed in the game theory

literature), the scheduling mechanism is often left unspecified, or is implicitly random.
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However, some algorithms are identified by their use of specific adjustment schedules

that allow for preferential adjustment or parallel execution. Furthermore, in some cases

the adjustment schedule is embedded in the decision stage ofthe algorithm.

Note that communication does not figure explicitly in this framework. Information is communi-

cated between agents for two purposes: (i) to calculate the value of their target function, or (ii)

to run the adjustment schedule. Given this, the communication requirements of each algorithm

depend on the needs of these two stages. For example, algorithms that use random adjustment

protocols only transfer information between agents to calculate the value of their target function

(usually just their neighbours’ strategies), whereas in algorithms that use preferential adjustment

schedules (such as maximum–gain messaging), additional information may be required to run

the adjustment schedule.

Given this background, this section examines the forms thateach of the three algorithm stages

can take. In doing so, we make clear, for the first time, the many connections between the various

algorithms. During this section we will be referring to manyalgorithms from the literature on

DCOP algorithms and learning in games. The most important were described in Sections 2.6

and 2.9.2, and are:

• Best response, smooth best response, and better–reply dynamics (Section 2.6.1);

• The distributed stochastic algorithm (Section 2.9.2.1);

• Distributed simulated annealing (Section 2.9.2.2);

• Maximum–gain messaging algorithm (Section 2.9.2.3);

• Adaptive play and spatial adaptive play (Section 2.6.3);

• Fictitious play, smooth fictitious play and joint strategy fictitious play (Section 2.6.2);

• Regret matching and variants of regret monitoring (Section2.6.4);

• Stochastic coordination–2 algorithm and maximum–gain messaging–2 algorithm (Sec-

tion 2.9.2.4) ;

For reference, pseudo code sketches of these algorithms areprovided in Appendix A.

At this point we reiterate that four significant DCOP algorithms described in Section 2.9.1 —

Max–Sum, OptAPO, ADOPT andDPOP — are not included in this parameterisation. Nonethe-

less, we do refer to techniques used by these algorithms thatmay be applied to local iterative

approximate best response algorithms.

We now discuss the various target functions that are used in DCOP algorithms, and then examine

different decision rules and adjustment schedules used in DCOP algorithms in turn.
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3.2.1 Strategy Evaluations

The way in which a local iterative approximate best responsealgorithm searches the DCOP so-

lution space is, in the largest part, guided by the target function used by agents to evaluate their

choice of strategy. The most straightforward approach is todirectly use the payoffs given by

the utility functions to evaluate strategies. Some shortcomings of this approach, such as slow

convergence, poor search and sub–optimal solutions, are addressed by more sophisticated spec-

ifications of the algorithm’s target function. These include using measures of expected payoff,

average regret, and aggregated utilities. The next subsection addresses using immediate payoffs

as a target function, while subsequent ones examine the moresophisticated target functions.

3.2.1.1 Immediate Payoff and Change in Payoff

As noted above, the simplest target function that a DCOP algorithm can use to evaluate its strat-

egy is to directly use its private utility function,ui(ai ,a−i), producing typical ‘hill-climbing’ or

‘greedy’ behaviour. When combined with an appropriate decision rule and adjustment sched-

ule, this can lead the system to converge to a Nash equilibrium, which corresponds to a local

potential–maximising point. The best response dynamics isthe most well known example of

such an approach.

Furthermore, many algorithms, including the distributed stochastic algorithm, the distributed

breakout algorithm and the maximum–gain messaging algorithms, use the amount to be gained

by changing strategy as a target function. This is a simple perturbation of the utility function

achieved by finding the difference between the current strategy’s value and the value of all other

possible strategies. For many decision rules, using eitherthe gain or the raw utility function as

an input will produce the same result. However, when it is useful to differentiate between those

strategies that improve payoff and those that do not, or whenthe decision rule used can only

take non–negative values as inputs, gain in payoff is the appropriate target function.

Agents using this target function to update their evaluation of strategies only need to observe

the current strategy of their neighbours to run the algorithm, and do not need to communicate

any further information. However, the use of such a target function can often result in slow

convergence.

3.2.1.2 Expected Payoff Over Historical Frequencies

In order to speed up convergence, an algorithm can use the expected payoff for each strategy

over historical frequencies of strategy profiles as a targetfunction. These can be constructed in

at least three different ways, either by maintaining an infinite memory of past actions, as in the

fictitious play and joint strategy fictitious play algorithms, or a finite memory, as in variants of

adaptive play.
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First, we consider the infinite memory case, and the fictitious play target function in particular.

Let agentj ’s historical frequencyof playinga′j , be defined as:

qt
a′j

=
1
t

t−1

∑
τ=0

I{a′j = aτ
j},

whereI{a′j = aτ
j} is an indicator function equal to one ifa′j is the strategy played byj at timeτ,

and zero otherwise. This may be stated recursively as:

qt
a′j

=
1
t

[

I{a′j = at−1
j }+(t −1)qt−1

a′j

]

.

Now, qt
a′j

may be interpreted asi’s belief that its opponent,j, will play strategya′j at time t.

Agent i’s belief over each of its opponents’ actions as a vector of historical frequencies of play

for each j 6= i is:

qt
j =











qt
a1

j

...

qt

a
|Aj |
j











,

andi’s belief over all of its opponents’ actions is the set of vectorsqt
−i = {qt

j} j∈{−i}. Following

this, i’s expected payoff for playinga′i , givenqt
−i , is then:

FPt
i(a

′
i ,q

t
−i) = ∑

a−i∈A−i

[

ui(a
′
i ,a−i) ∏

aj∈a−i

qt
aj

]

(3.2)

where, in general,A−i = ∪ j 6=i∈NA j . However, note that in any hypergraphical game, such as a

DCOP game, all{−i} may be replaced withνi . The classical fictitious play and smooth fictitious

play algorithms use this measure of expected payoff as a target function. Other variants are

discussed in Section 2.6.2.

A similar infinite memory process, calledjoint strategy fictitious play(JSFP), was introduced

by Marden et al. (2009). In this process, each agent keeps track of the frequency with which its

opponents play eachjoint strategya−i , rather than their individual strategy frequencies. In this

case, leti’s belief over its opponents’ joint strategy profiles,qt
i (a−i), be given by the fraction of

times it observes each joint profile. Each agent’s expected payoff given this belief is then:

JSFPt
i(a

′
i ,q

t
−i) = ∑

a−i∈A−i

qt
i (a−i)ui(a

′
i ,a−i).

This can be expressed more simply as:

JSFPt
i (a

′
i ,q

t
−i) =

1
t

t

∑
τ=1

ui(a
′
i ,a

τ
−i),

whereaτ
−i is the strategy profile of the agent’s opponents at timeτ. Furthermore, this target

function can be specified recursively, which only requires agents to maintain a measure of the
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expected payoff for each strategy, rather than the full action history:

JSFPt
i (a

′
i ,q

t
−i) =

1
t

[

ui(a
′
i ,a

t
−i)+ (t −1)JSFPt−1

i (a′i ,q
t−1
−i )

]

, (3.3)

whereui(ai ,at
−i) is the fictitious payoff toi for each element ofAi given its opponents’ profile

at t.

Marden et al. (2009) show that the classical fictitious play and the joint strategy fictitious play

target functions coincide in all two–player games. As an example of the usefulness of the hy-

pergraphical game representation, we now show that the classical fictitious play and the joint

strategy fictitious play target functions are identical in all binary hypergraphical games (i.e. ev-

ery local game is a two–player game). To begin with, in any hypergraphical game, Equation 3.2

can be expressed in terms of the sum of utilities from local games:

FPt
i(a

′
i ,q

t
−i) = ∑

γ∈Γi

∑
a−i∈A−i

[

ui,γ(a
′
i ,a−i) ∏

aj∈a−i

qt
aj

]

.

Now, in a binary hypergraphical game, the product term is redundant because an agent has only

one opponent in each local game, so usingqt
a′j

= 1
t ∑t−1

τ=0 I{a′j = aτ
j}, we can rewrite the above

as:

FPt
i(a

′
i ,q

t
−i) = ∑

γ∈Γi

∑
ajγ∈A jγ

ui,γ(a
′
i ,a jγ)

1
t

t−1

∑
τ=0

I{a jγ = aτ
jγ},

where jγ is i’s opponent inγ. The expression above can be simplified because the combination

of summing over allA jγ and the indicator function can be replaced by taking the average of the

payoffs actually received in each local game over time. Thisgives:

FPt
i (a

′
i ,q

t
−i) =

1
t

t−1

∑
τ=0

∑
γ∈Γi

ui,γ(a
′
i ,a

τ
jγ),

which, like the joint strategy fictitious play target function, admits a recursive specification:

FPt
i (a

′
i ,q

t
−i) =

1
t

[

∑
γ∈Γi

ui,γ(a
′
i ,a

t
jγ)+ (t −1)FPt−1

i (a′i ,q
t−1
−i )

]

(3.4)

=
1
t

[

ui(ai ,a
t
−i)+ (t −1)FPt−1

i (a′i ,q
t−1
−i )

]

.

This form of classical fictitious play for binary hypergraphical games is identical to the definition

of the joint strategy fictitious play target function statedin Equation 3.3.

We now consider a class of processes that evaluate the expected payoff for each strategy over

historical frequencies of strategy profiles computed from samples taken from a finite memory,

calledadaptive play(Section 2.6.3). In adaptive play, agents maintain a finite history over their

opponents’ actions, and construct an estimate of their mixed strategies by sampling from this

history. Each individual only has a finite memory, of lengthm, and recalls the previousmactions

taken by opponents. On each play of the game, each individualtakes a sample of sizek ≤ m
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from this memory, and computes an estimate of its opponents’actions from this sample. That is,

i’s belief over j ’s actions,q(a j)
i,t , is given by the proportion of times thatj has played strategy

a j in the sample of sizek. Then, as in fictitious play,i’s expected payoff for playinga′i , given

qi,t
−i , is given by:

APt
i (a

′
i ,q

i,t
−i) = ∑

a−i∈A−i

[

ui(a
′
i ,a−i) ∏

aj∈a−i

qi,t
aj

]

. (3.5)

All of the adaptive play variants use this type of strategy evaluation, with various constraints on

the relative values ofmandk. In particular, spatial adaptive play was described in Young (1998)

as a variation of adaptive play in which both the memorym and the sample sizek are 1, and in

which only a single individual updates its strategy each time step.

The fictitious play, joint strategy fictitious play and adaptive play algorithms all have the same

communication requirements as algorithms that use the immediate payoff for an action as a

target function, because at each point in time each agent only needs to know the values ofa−i in

order to update its evaluation of each of its strategies.

3.2.1.3 Average Regret for Past Actions

Another approach that can be used to speed up convergence is to measure the average ‘regret’

for not taking an action, where regret is the difference in payoff for choosing a strategy and the

strategy that was actually chosen at a particular time:

ARt
i =

1
t

t

∑
τ=1

[

ui(ai ,a
τ
−i)−ui(a

τ
i ,a

τ
−i)
]

This target function is also known asexternal regret. Like the measure of expected payoff

based on joint strategies discussed above, the average regret target function can be specified

recursively, only requiring the agents to maintain a measure of average regret for each strategy:

ARt
i =

1
t

[

ui(ai ,a
t
−i)−ui(a

t)+ (t −1)ARt−1
i

]

. (3.6)

Hart and Mas-Colell (2000) use this target function to construct their regret matching algorithm,

and use it to characterise an entire class of adaptive strategies (Hart and Mas-Colell, 2001). It

is also used as the target function for a distributed simulated annealing method for finding the

Nash equilibria of games (La Mura and Pearson, 2002).

Like fictitious play, many variants of the method of updatingregrets have been suggested and

they are discussed in Section 2.6.4. In particular, Arslan et al. (2007) propose a regret–based

target function in which past regrets are weighted by a constant value. In other words, past

regrets are exponentially discounted, or the agents have ‘fading memory’:

WRt
i = ρ

[

ui(ai ,a
t
−i)−ui(a

t)
]

+(1−ρ)WRt−1
i , (3.7)
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where(1−ρ) is the discount factor, 0< ρ ≤ 1.

Like fictitious play, joint strategy fictitious play and adaptive play, the regret–based target func-

tions have the same communication requirements as algorithms that use the immediate payoff

for an action as a target function, because at each point in time each agent only needs to know

the values ofa−i in order to its regret for each of its strategies.

3.2.1.4 Aggregated Immediate Payoffs

One inconvenient aspect of the above target function specifications is that they are prone to

converging to suboptimal equilibria (in the absence of someergodic process such as a random

perturbation to payoffs, as will be discussed in Section 3.2.2). A number of algorithms avoid

this problem by using aggregated payoffs to evaluate strategies. However, these algorithms have

significantly increased communication requirements, as agents pass information regarding the

value of each strategy, rather than just indicating their current strategy.

The maximum–gain messaging–2 algorithm and stochastic coordination–2 algorithm both use

a pairwise aggregate of local utility functions to evaluatethe joint strategy of any two agents,i

and j:

ui j (ai ,a j ,a−{i, j}) = ∑
ck∈Ci

uck(ai ,a j ,a−{i, j})+ ∑
ck∈Cj

uck(ai ,a j ,a−{i, j})− ∑
ck∈Ci∩Cj

uck(ai ,a j ,a−{i, j}),

(3.8)

where the final term adjusts for the double counting of any constraints shared by the agents. This

target function allows the agents to evaluate synchronisedstrategy changes, and can be used to

avoid the worst Nash equilibria in the system by converging only to 2–optima. As mentioned

in Section 2.8.2, Pearce and Tambe (2007) show that the worst–case 2–optimum solution to

a DCOP game is greater than that for a Nash equilibrium, or 1–optimum. Thus, this result

implies that an algorithm that uses a pairwise aggregated target function has a higher lower

bound solution than any algorithm that only converges to a Nash equilibrium.

Furthermore, Maheswaran et al. (2005) propose two familiesof k–coordinated algorithms —the

maximum–gain messaging–k and stochastic coordination–k algorithms — that use locally ag-

gregated utilities for coalitions ofk agents, which each converge to an element of their respective

set ofk–optima. However, although the number of messages communicated at each step to cal-

culate the aggregated utilities increase linearly with thenumber of neighbours each agent has,

the size of each message increases exponentially with the size of the coalitions. These factors

make constructing algorithms that aggregate the utilitiesof large coalitions of agents infeasible.

For comparison, theOptAPO, ADOPT and DPOP algorithms also use aggregated utilities to

decide upon variable assignments. TheOptAPO algorithm solves DCOPs by constructing coali-

tions of agents and optimally solving these sub–problems. Over time, the size of the coalitions

increases, with the algorithm eventually solving the fullycentralised constraint optimisation
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problem, leading to many of the problems of escalating message size that face the maximum–

gain messaging–k and stochastic coordination–k algorithms. Agents using theDPOP algorithm

or theADOPT algorithm both use an aggregated measure of private utilitypassed between agents

to evaluate their strategies. This aggregation takes the form of messages passed along a pre-

computed tree structure, specifically a depth-first search tree. As message are passed along the

tree, rather than between agents in a coalition, the number of messages is reduced.ADOPT

communicates upper and lower bounds on the aggregated utility for each strategy, whileDPOP

passes the maximum sum of all down–tree utilities for each strategies. Both techniques greatly

reduce the size of the messages communicated, however, in both cases, the total size of the

messages communicated is exponential in the number of agents.

3.2.2 Decision Rules

A decision rule is the procedure that an agent uses to map the output of its target function to

its choice of strategy. The decision rule used by most DCOP algorithms is either theargmax

or argmin functions, or probabilistic choice functions. The choice between these two serves an

important purpose, as it determines whether the algorithm follows a hill-climbing trajectory or

is ergodic. In the former case, the algorithm produced may converge quickly — or may even be

anytime — but it may not be able to escape from the basin of attraction of a local maximum.

On the other hand, adding ergodicity allows the algorithm toescape from the basin of attrac-

tion of a sub-optimal Nash equilibrium (or local maximum of the potential function), but at the

cost of sometimes degrading the solution quality. Proportionally probabilistic decision rules

map payoffs through a probabilistic choice function to a mixed strategy (Fudenberg and Levine,

1998). As such, strategies with a higher valued target function are chosen with greater probabil-

ity, but strategies with lower payoffs than the current strategy are sometimes chosen. This allows

the agents in the system to escape local optima. However, it also means that the algorithm is no

longer an anytime optimisation algorithm. Two such probabilistic choice functions are thelinear

andmultinomial logitchoice models. Thesimulated annealingdecision rules add ergodicity by

probabilistically moving to a lower utility strategy in proportion to its distance from the current

strategy’s utility, while always moving to strategies withhigher utility. Finally, theε–greedy

decision rule, commonly used in machine learning, selects astrategy with the highest valuation

with probability(1−ε) and chooses uniformly from the remaining strategies with probability ε.

We now consider these rules in more detail.

3.2.2.1 Argmax and Argmin Decision Rules

Theargmaxfunction (or, equivalently, theargminfunction) returns the strategy with the highest

(lowest) valued target function. Two variations of this decision rule are present in the literature,

which differ in how they handle multiple situations where multiple strategies correspond to the

highest value of the target function. These two variants of theargmaxfunction are discussed in
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the context of the distributed stochastic algorithm in Zhang et al. (2005), where the algorithms

are namedDSA–A andDSA–B, respectively. In the first, which we callargmax–A, if the agent’s

strategy att −1 is one of the strategies that maximises the target function, then it is the strategy

selected att. Otherwise, a new strategy is randomly chosen with equal probability from the

set of target function maximising strategies. That is, the agent only changes its strategy if it

improves the value of its target function. In the second variant,argmax–B, an agent randomly

selects a new strategy from the set of target function maximising strategies, without regard for

the strategy att −1. Note that in non–degenerate games, every best response isunique, so the

two variants of the argmax function behave identically.

A benefit is that using theargmax function in conjunction with an immediate reward target

function and a suitable adjustment schedule (such as in the maximum–gain messaging algo-

rithm) is that the resulting algorithm can be ‘anytime’, in that each new solution produced is an

improvement on the last. However, one potential drawback ofthis technique is its dependence

on initial conditions, even when the algorithm is not anytime. It is possible that the initial ran-

dom configuration of strategies places the system outside the basin of attraction of an optimal

Nash equilibrium, meaning that an algorithm using theargmaxdecision rule can never reach an

optimal point. To avoid this scenario, a probabilistic decision rule may be used instead.

3.2.2.2 Linear Probabilistic Decision Rules

The linear probabilistic decision rule produces a mixed strategy with probabilities in direct pro-

portion to the target value of each strategy:

Prai =
ui(ai ,at

−i)

∑ai∈Ai
ui(ai ,at

−i)
.

This model is only appropriate when the target function supplies a non-negative input. Although

this appears to be quite a substantial limitation, the linear probabilistic choice rule is useful in

certain circumstances. For example, the regret matching algorithm uses the linear probabilistic

choice function with negative regrets set equal to zero, so that they are chosen with zero prob-

ability (Hart and Mas-Colell, 2000). Another example is thebetter–reply dynamic, in which an

agent randomly chooses a new strategy from those which (weakly) improve its payoff (Mezzetti

and Friedman, 2001).

3.2.2.3 Multinomial Logit Decision Rules

One probabilistic decision rule that can accept negative input is the multinomial logit decision

rule (Anderson et al., 1992), known in statistical mechanics as the Boltzmann distribution:

Prai (η) =
eη−1ui(ai ,at

−i)

∑ai∈Ai
eη−1ui (ai ,at

−i)
. (3.9)
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Here each strategy is chosen in proportion to its reward, buttheir relative probability is controlled

by η, a temperature parameter. Ifη = 0 then theargmaxfunction results, whileη = ∞ produces

a uniform distribution across strategies, which results inthe state of the system following a

random walk. Depending on the specifics of the problem at hand, the temperature can be kept

constant or may be decreased over time. If an appropriate cooling schedule is followed, the later

case is referred to as a ‘greedy in the limit with infinite exploration’ decision rule in the online

reinforcement learning literature (Singh et al., 2000). The multinomial logit choice function is

used in typical specifications of smooth best response, spatial adaptive play and smooth fictitious

play (Section 2.6).

3.2.2.4 Simulated Annealing Decision Rules

The simulated annealing decision rule is a probabilistic decision rule that works by randomly

selecting a new candidate strategy,k, and accepting or rejecting it based on a comparison to

the current strategy (Metropolis et al., 1953; Kirkpatricket al., 1983). All improvements in

the target function are accepted, while strategies that lower the value of the target function are

only accepted in proportion to their distance from the current strategy’s value. For example, the

case where the target function is given by the agent’s private utility function gives the following

decision rule:

Prai (η) =

{

1 if ui(k,a−i) ≥ ui(ai ,a−i),

eη−1(ui(k,a−i)−ui(ai ,a−i)) otherwise,
(3.10)

whereui(k,a−i) andui(ai ,a−i) are the candidate and the current strategy’s payoffs, respectively.

As with the multinomial logit choice model (Equation 3.9),η is a temperature parameter. If

η = 0 then only strategies that improve the target function are accepted, whileη = ∞ means

that all candidate strategies are accepted, and consequently, as with the multinomial logit func-

tion, the strategy of the system follows a random walk. The temperature may be kept constant,

resulting in an analogue of the Metropolis algorithm (Metropolis et al., 1953), or may be de-

creased over time as in a standard simulated annealing optimisation algorithm (Kirkpatrick et al.,

1983). Distributed simulated annealing has been proposed as a global optimisation technique

for DCOPs (Section 2.9.2.2), and a simulated annealing algorithm based on average regret has

been suggested as a computational technique for solving theNash equilibria of general games

(La Mura and Pearson, 2002). Furthermore, the better reply dynamics (Section 2.6.1) effectively

uses this rule withη = 0.
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3.2.2.5 Theε–Greedy Decision Rule

One particularly common decision rule used in online reinforcement learning is known asε–

greedy. Under this rule, an agent selects a strategy with maximal expected reward with proba-

bility (1− ε), and a random other action with probabilityε, that is:

Prai (ε) =

{

1−ε
|Bi(a−i)|

if ai ∈ Bi(a−i),
ε

|Ai |−|Bi(a−i)|
otherwise.

(3.11)

Like the multinomial logit decision rule, the exploration parameter,ε, can be kept constant or

may be decreased over time. Under specific conditions on the rate of decrease, the later case is

another example of a ‘greedy in the limit with infinite exploration’ decision rule (Singh et al.,

2000). This decision rule is used in many variations of adaptive play (for example, Young,

1993).

3.2.3 Adjustment Schedules

An adjustment schedule is the mechanism that controls whichagents adjust their strategy at

each point in time. The simplest schedule is the ‘flood’ schedule, where all agents adjust their

strategies at the same time. Beyond this, adjustment schedules can be divided into two groups:

random or deterministic. The former are typically run by each agent independently, and can

produce sequential or parallel actions by agents. The latter often require agents to communicate

information between themselves in order to coordinate which agent adjusts its strategy at a given

point in time, with priority usually given to agents that canachieve greater gains or are involved

in more conflicts. Other times the ordering is decided upon ina preprocessing stage of the

algorithm.

3.2.3.1 Flood Schedule

Under the flood schedule, all agents adjust their strategiesat the same time. This schedule is in

essence the Jacobi iteration method (Press et al., 1992). Itis frequently used in applications of

local greedy algorithms (for example, Matthews and Durrant-Whyte, 2006), and in implemen-

tations of fictitious play (for example, Leslie and Collins,2006) and some variants of adaptive

play (for example, Young, 1993).

A problem commonly observed with algorithms using the flood schedule, particularly greedy

algorithms, is the presence of ‘thrashing’ or cycling behaviour (Zhang et al., 2005). Thrashing

occurs when, as all agents adjust their strategies at the same time, they inadvertently move their

joint strategy to a globally inferior outcome. Furthermore, it is possible that a set of agents can

become stuck in a cycle of adjustments that prevents them from converging to a stable, Nash

equilibrium outcome. In theory, the potential for these types of behaviours to occur means that
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convergence cannot be guaranteed, while in practice they are detrimental to the performance of

any algorithm using the flood schedule.

3.2.3.2 Parallel Random Schedules and Inertia

Parallel random adjustment schedules are simply variations of the flood schedule, in which each

agent has some probabilityp of actually changing its strategy at any time step. In the computer

science literature on DCOPs,p is known as the ‘degree of parallel executions’ (Zhang et al.,

2005), whereas in the game theory literature it is commonly referred to as choice ‘inertia’ (for

example, Mezzetti and Friedman, 2001; Marden et al., 2009).

Now, this type of adjustment schedule does not ensure that thrashing is entirely eliminated.

However by selecting an appropriate value ofp, thrashing and cycling behaviour can be min-

imised, producing an efficient algorithm with parallel execution without increasing the commu-

nicational requirements. Furthermore, inertia is essential to the convergence proofs of various

processes, such as the better–reply dynamics and joint strategy fictitious play. This is the adjust-

ment schedule used by the distributed stochastic algorithm, regret matching, and joint strategy

fictitious play with inertia.

3.2.3.3 Sequential Random Schedules

The group of adjustment schedules that we callsequential random schedulesinvolve randomly

giving one agent at a time the opportunity to adjust its strategy, with agents selected by some

probabilistic process. The motivation for using this adjustment schedule is grounded in the

convergence proofs for many of the adaptive procedures taken from the game theory literature.

In particular, the finite improvement property of potentialgames directly implies that agents

that play a sequence of ‘better responses’ converge to a Nashequilibrium in a finite number of

steps. This property is used to prove the convergence of spatial adaptive play and a version of

Fictitious Play with sequential updating (Berger, 2007).

Now, sequential procedures do not allow for the parallel execution of algorithms in independent

subgraphs, where thrashing is not a concern, or for the execution of algorithms whose conver-

gence can be guaranteed without asynchronous moves. However, they do ensure that agents do

not cycle or thrash, which is a risk with using the flood or parallel random adjustment schedules.

In practice, there are a number of ways to implement this typeof schedule. A particularly

straightforward approach which ensures that all agents have an opportunity to adjust their strat-

egy is given by dividing time into segments, with each agent randomly selecting a point from

a uniform distribution over the segment at which to adjust its strategy. Agents then adjust their

strategies sequentially and in a random order, which satisfies the assumptions of the theoreti-

cal convergence results. However, such a schedule may depend on an external or synchronised

clock. This type of schedule is essentially a form of Gauss-Seidel iteration, in which the order
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of updating is shuffled each cycle (Press et al., 1992). We refer to this schedule as a shuffled

sequential schedule. Another simple approach would be to give each agent a mechanism that

triggers action according to a probabilistic function of time, such as an exponential distribution,

which can be run on an internal clock. In this process the probability of any two agents adjusting

their strategies at the same time is zero. This could be called a sequential random exponential

schedule. A final suggestion would be to use token–passing tomaintain sequential updates.

3.2.3.4 Maximum–Gain Priority Adjustment Schedule

The maximum–gain messaging algorithm takes its name from the type of adjustment schedule

it uses (Maheswaran et al., 2005; Yokoo and Hirayama, 1996).This preferential adjustment

protocol involves agents exchanging messages regarding the maximum gain they can achieve. If

an agent can achieve the greatest gain out of all its neighbours, then it implements that change,

otherwise it maintains its current strategy. The maximum–gain messaging adjustment schedule

avoids thrashing or cycling, as no two neighbouring agents will ever move at the same time.

3.2.3.5 Constraint Priority Adjustment Schedule

A second preferential adjustment schedule, the constraintpriority adjustment schedule, works

by allocating each agent a priority measure based on the number of violated constraints it is

involved with. This is the type of adjustment schedule used by theOptAPO algorithm.

3.2.3.6 Pre–Ordered Adjustment Schedules

Pre-ordered adjustment schedules are deterministic, in that they rely on agents changing their

strategies following some preconfigured order. These are the types of schedules used by the

ADOPT and DPOP algorithms; specifically, they use a preconfigured orderingover a depth-

first search spanning tree (Modi et al., 2005; Petcu and Faltings, 2005). This allows for some

parallelisation of the adjustment process (but more importantly, provides a method for finding

an optimal solution to the problem).

We now show how many well known algorithms fit the parameterisation constructed in the

previous sub–section. In doing so, we show how the algorithms are related and where they

differ, and furthermore, how this affects their behaviour and the solutions they produce. In

the process we also extend some existing convergence proofsto cover algorithms with similar

structures.
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3.3 Discussion of Existing DCOP Algorithms

In this section we discuss how the different components of a DCOP algorithm, as identified

in Section 3.2, affect the quality and timeliness of the solutions it produces. As an overview,

Table 3.1 presents the parameterisation of the main local approximate best response DCOP algo-

rithms highlighted in Section 3.2: two versions of the distributed stochastic algorithm (DSA–A

andDSA–B), the maximum–gain messaging algorithm (MGM), the better–reply dynamic with

inertia (BR–I), spatial adaptive play (SAP), distributed simulated annealing (DSAN), fictitious

play (FP) and smooth fictitious play (smFP), joint strategy fictitious play with inertia (JSFP–I),

adaptive play (AP), regret matching (RM), weighted regret monitoring with inertia (WRM–I), the

stochastic coordination–2 algorithm (SCA–2), and the maximum–gain messaging–2 algorithm

(MGM–2). In this table, the relationships between the algorithms are clearly shown, in terms of

the components used to construct each of them.

Before beginning the detailed discussion, we define some of the terms we use in the analysis. In

particular, we say an algorithmconverges in finite timeif there exists a valueT after which the

joint strategy of the agents is guaranteed to be a Nash equilibrium. An algorithmalmost surely

convergesif the probability of the agents’ joint strategy being a Nashequilibrium converges

to 1 as the number of time steps tends to infinity. An algorithmconverges in distributionif

the distribution over joint strategies converges to some specified distribution as time tends to

infinity. Typically, the specified distribution is the Boltzmann distribution over the joint strategy

with temperatureη that maximises the global utility. Note that almost–sure convergence and

convergence in distribution do not prevent the algorithm from moving arbitrarily far from a

specified outcome, but only that these moves occur with decreasing probability (Grimmett and

Stirzaker, 2001). An algorithm is calledanytimeif at each time step the solution it produces is

at least as good as the one produced at the previous time step.Finally, a joint strategy is called

absorbingif it is always played after the first time it is played, as is standard in the stochastic

processes literature (see Grimmett and Stirzaker, 2001, for example).

We now move on to discuss in detail how the algorithms are related and where they differ, and

furthermore, how this affects their behaviour and the solutions they produce. In the process, we

will sketch several convergence proof techniques, and willextend some existing convergence

proofs to cover algorithms with similar structures. First,we analyse those algorithms that use

immediate reward or change in payoff as a target function. This allows us to demonstrate clearly

how different decision rules and adjustment schedules affect the convergence properties of the

algorithms. We then discuss algorithms that use recursive averaging measures, such as expected

reward or regret, as target functions.

3.3.1 Immediate Reward and Gain–Based Algorithms

In this section we discuss those algorithms that use immediate payoff, change in payoff, or

aggregated measures of either to evaluate strategies. In sodoing, we will demonstrate three
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Target Function Memory Decision Rule Adjustment
Schedule

DSA–A ui(si ,s−i) — argmax–A Parallel random (p)

DSA–B ui(si ,s−i) — argmax–B Parallel random (p)

MGM ui(si ,s−i) — argmax–B Preferential:
Maximum gain

BR–I ui(si ,s−i) — Sim. annealing
(η = 0)

Flood

SAP ui(si ,s−i) — Logistic (η) Sequential random

DSAN ui(si ,s−i) — Sim. annealing (η) Parallel random (p)

FP ∑
s−i∈S−i

[

ui(s
′
i ,s−i) ∏

sj∈s−i

qt
sj

]

Opponents’ freq. of
play

argmax–B Flood

smFP ∑
s−i∈S−i

[

ui(s
′
i ,s−i) ∏

sj∈s−i

qt
sj

]

Opponents’ freq. of
play

Logistic (η) Flood

JSFP–I 1
t

[

ui(si ,st
−i)

+ (t −1)JSFPt−1
i

]

Average expected
utility

argmax–A Parallel random (p)

AP ∑
s−i∈S−i

[

ui(s
′
i ,s−i) ∏

sj∈s−i

qi,t
sj

]

Finite history of
play

ε–greedy Flood

RM 1
t

[

ui(si ,st
−i)−ui (st)

+ (t −1)ARt−1
i

]

Average regrets Linear prob+ Parallel random (p)

WRM–I
ρ
[

ui(si ,st
−i)−ui (st)

]

+ (1−ρ)WRt−1
i

Discounted average
regrets

Linear prob+ or
logistic+ (η)

Parallel random (p)

SCA–2
ui(si ,s−i)+u j (sj ,s− j )

− ∑
ck∈Ci∩Cj

uck(si ,sj ,s−{i, j}) — argmax–A Parallel random (p)

MGM–2
ui(si ,s−i)+u j (sj ,s− j )

− ∑
ck∈Ci∩Cj

uck(si ,sj ,s−{i, j}) — argmax–B Preferential:
Maximum gain

TABLE 3.1: Parameterisation of the main local approximate best response DCOP algorithms.
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techniques of proving the convergence of a DCOP algorithm, which exploit the existence of

a potential function in three different ways. Importantly,these techniques can be extended to

similar algorithms that comprise common components. As such, we discuss the algorithms in

groups based on their convergence proofs, beginning withMGM which has the anytime property

and converges to Nash equilibrium. Second, we considerDSA andBR–I, which rely on almost–

sure convergence to Nash equilibrium. Third, we discussSAP andDSAN, which, by virtue of the

particular probabilistic decision rules they employ, can be shown to converge in distribution to

the global maximum of the potential function. Finally, we discuss the convergence of theMGM–

k andSCA–k to k–optima, and relate their convergence to that ofMGM andDSA, respectively

3.3.1.1 Anytime Convergence of MGM

We begin withMGM. In ordinal potential games,MGM converges to a Nash equilibrium and is an

anytime algorithm. This is because agents act in isolation (i.e. none of their neighbours change

strategy at the same time), so their actions only ever improve their utility, which implies an

improvement in global utility (by Equation 3.1). Furthermore, by the same reasoning, the finite

improvement property ensures that this algorithm converges to a pure strategy Nash equilibrium

in finite time.2

3.3.1.2 Almost–Sure Convergence of DSA and BRI

Although similar in construction toMGM, neitherDSA norBR–I are anytime, as it is possible that

agents who change strategy at the same time find themselves ina worse global strategy than they

began in. However, using almost–sure convergence, we can show the following: DSA–A (DSA

usingargmax–A) almost surely converges to a Nash equilibrium, andDSA–B andBR–I almost

surely converge to a strict Nash equilibrium. Although similar results have been published (e.g.

Young, 1998; Mezzetti and Friedman, 2001), we present a proof of the convergence ofDSA–B

to a strict Nash equilibrium, which we use as a template for sketching other convergence proofs.

We will refer back to the steps presented in this proof when discussing the convergence of other

algorithms in future sections.

Proposition 3.3. If a strict Nash equilibrium exists, thenDSA–B almost surely converges to a

strict Nash equilibrium in repeated finite potential games.

Proof. A strict Nash equilibrium is an absorbing strategy profile underDSA–B’s dynamics; that

is, once in a strict Nash equilibrium, no agent will change their strategy. Now, for any non–

Nash equilibrium outcome, there exists aminimal improvement path, terminating at a Nash

equilibrium. Denote the length of the longest minimal improvement path from any outcome to a

2 Maheswaran et al. (2005) show thatMGM is anytime and converges to an element in the set of Nash equilibrium
in DCOP games directly, without using a potential game characterisation of the problem.
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Nash equilibriumLΓ. The rest of this proof involves showing that ast → ∞, the probability that

a complete longest minimal improvement path has been traversed goes to 1.

In a game consisting ofN agents usingDSA–B to adapt their strategy, for any probability of

updatingp∈ (0,1), the probability that only one agent changes strategy at a particular time step

is given by: p(1− p)N−1. Consider the probability that at some time step, the agent selected to

change its strategy is able to improve its utility (i.e. is part of an improvement path). This proba-

bility is at leastp(1− p)N−1/N, which is its value when at that time step, the improvement step

is unique. Thus, at any time,t, the probability of traversing the longest minimal improvement

path of lengthLΓ, is at least:

q =







0 t < LΓ,
[

p(1−p)N−1

N

]LΓ
t ≥ LΓ.

Note that whenevert ≥ LΓ, q is greater than zero, becausep ∈ (0,1) and N and LΓ are fi-

nite. Following this, in a sequence oft steps, the probability of traversing the longest minimal

improvement path and converging to a Nash equilibrium at time t, pconv(t), simply follows a

geometric distribution, with positive probabilities beginning at time stepLΓ:

pconv(t) = q(1−q)t

Consequently, we can express the cumulative probability ofconverging byt, Pconv(t) — the sum

of pconv(t) — as:

Pconv(t) =
t

∑
τ=1

pconv(τ) =
q(1− (1−q)t+1)

1− (1−q)

= 1− (1−q)t+1

Then, ast → ∞, (1−q)t+1 → 0, so the probability that the complete longest minimal improve-

ment path is traversed goes to 1 as the number of rounds tends towards infinity.

The convergence proof forDSA–A follows the same argument, except that all Nash equilibria are

absorbing. ForBR–I, the proof is identical. This is because the only differencebetweenDSA–B

andBR–I is that the former selects the best response while the latterselects a better–response,

and these cases are treated in the same way with respect to thefinite improvement property:

That is, the finite improvement property ensures that all improvement paths are finite, whether

they be best response or better–response paths.

We have now described two methods of proving the convergenceof a local iterative approximate

best response algorithm. The first shows that an algorithm isanytime, and that it improves until

it reaches a Nash equilibrium. The second technique begins by characterising the absorbing

states of an algorithm. Then, by the finite improvement property, at any time in the future there
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is some non–negative probability of the algorithm enteringthe absorbing state. Therefore, the

algorithm almost surely converges.

The algorithms discussed so far have produced individual best or better responses. However,

one common drawback of these approaches is that if these algorithms converge to sub-optimal

equilibria, they can not escape. One technique used to get around this problem is to use stochas-

ticity in the decision rule. A second is to aggregate agents’utilities and allow coordinated, joint

changes in strategy. These two techniques are discussed in the following two sections.

3.3.1.3 Convergence of SAP and DSAN to the Global Optimum

We now discussSAP and DSAN, which use a stochastic decision rule to escape from local

maxima. Specifically, by using the logistic or simulated annealing decision rules, they can move

between basins of attraction of local maxima.

In potential games,SAP is known to converge to a distribution that maximises the function:

∑
a∈A

uG(a)Pr(a)−η ∑
a∈A

Pr(a) logPr(a)

which is given by the Boltzmann distribution with temperature parameterη (Young, 1998, Chap-

ter 6). By settingη low, this algorithm approximates the optimal joint strategy, and at any point

in time has a high probability of having the optimal configuration.

Furthermore, regarding bothSAP andDSAN, when the temperature parameter of these decision

rules are decreased over time according to an appropriate annealing schedule (i.e.η ∝ 1/logt),

they are known to converge to the Nash equilibrium that maximises the potential function (Kirk-

patrick et al., 1983; Young, 1998; Benaı̈m et al., 2005, 2006). That is, they converge to the global

optimum.

3.3.1.4 Convergence of MGM–k and SCA–k to k–optima

A second technique used to escape local maxima is to use a target function that aggregates local

utilities to evaluate joint strategy changes by teams of agents. This is the approach used by

MGM–2 andSCA–2, which both check for all joint changes in strategy by pairs of agents, as in

Equation 3.8, and the families ofMGM–k andSCA–k algorithms generally.

Similar toMGM, underMGM–2, only isolated pairs of agents act at a given step, so any change

only improves the global utility, and the algorithm only terminates when it reaches a 2–optimum,

rather than a Nash equilibrium. The almost–sure convergence of SCA–2 is proven using the

same method asDSA, except that the absorbing states are the set of 2–optima. However, note

that bounds on worst case 2–optima only exist for DCOPs containing unary and binary con-

straints, so the benefits of usingMGM–2 in DCOPs with constraint arity greater than 2 are
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unclear. Nonetheless, these proofs can easily be extended to convergence tok–optima for the

corresponding algorithms.

3.3.2 Algorithms Using Averaging Target Functions

In this section, we discuss averaging algorithms that use variations of the expected payoff over

historical frequencies of actions and average regret target functions. We begin with the fictitious

play family of algorithms, before considering regret–based algorithms.

3.3.2.1 Fictitious Play Algorithms

The term ‘fictitious play’ is often used to denote a family of adaptive processes that use the ex-

pected payoff over historical frequencies of actions as a target function (Fudenberg and Levine,

1998). This family significantly generalises the classicalfictitious play algorithm (Leslie and

Collins, 2006). Now, all versions of fictitious play that usehistorical frequencies as a target

function and theargmaxdecision rule (regardless of the adjustment schedule used)have the

property that if play converges to a pure strategy profile, itmust be a Nash equilibrium, because

if it were not, some agent would eventually change their strategy.

The standard fictitious play algorithm, described in Table 3.1 asFP, uses the expected payoff

over historical frequencies as a target function (Equation3.2) and theargmax–B decision rule,

and agents follow the flood schedule and adjust their strategy simultaneously. A proof of the

convergence ofFP to Nash equilibrium in potential games is given by Monderer and Shapley

(1996a). Specifically, in repeated potential games, this algorithm converges in beliefs; that is,

each agents’ estimate of its opponents’ strategies, which are used to calculate each of its own

strategies’ expected payoffs, converge as time progresses. This process induces some stability

in an agent’s choice of strategy because an agent’s current strategy is based on its opponents’

average past strategies, which means that an agent’s beliefmoves through its belief space with

decreasing step size. Consequently thrashing and cycling behaviour is reduced, compared to,

say,DSA or the best–response dynamics.

The same target function and adjustment schedule are used insmFP as in FP, but, typically,

the multinomial logit decision rule substitutes for theargmaxrule. However, unlikeSAP or

DSAN, this substitution does not imply that the algorithm converges to the global maximum of

the potential function. Rather,smFP converges to a Nash Equilibria, in much the same way as

FP (Hofbauer and Sandholm, 2002). Nonetheless, in practice, using the logit decision rule does,

on average, produce better quality solutions than theargmaxrule.

The dynamics of all versions of joint strategy fictitious play (JSFP) are quite different to that of

FP. Specifically, strict Nash equilibria are absorbing for anyalgorithm that uses theJSFP target

function (Equation 3.3) andargmax–A as a decision rule. This is because if agents have beliefs
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that induce them to play a strict Nash equilibrium, these beliefs are reinforced each time the

strict Nash equilibrium is played.

To date, convergence to Nash equilibrium has not been shown for a version ofJSFP that operates

on the flood schedule. However, regarding the version that operates on the parallel random

schedule,JSFP with inertia (JSFP–I), its proof of convergence to strict Nash equilibria is based

on a similar argument to that for the convergence ofDSA (Marden et al., 2009). Given that

strict Nash equilibria are absorbing, all that needs to be shown is that at any given time step,

JSFP–I has some positive probability of visiting a strict Nash equilibrium. Now, underJSFP–

I any unilateral change in strategy climbs the potential. Then, as withDSA, when inertia is

added to the agents’ choice of action (i.e. by using the parallel random adjustment schedule),

the probability that a sequence of unilateral moves numbering at least the length of the longest

improvement path occurs is strictly positive. Therefore, over time, the probability of entering

the absorbing state approaches one. As withFP, because agents’ current strategies are based on

average past joint strategies, theJSFP–I process produces relative stability in an agent’s choice

of strategy, and as a consequence thrashing and cycling behaviour is reduced. Additionally,

becauseJSFP–I uses the parallel random schedule, the number of messages required each time

step to run the algorithm is less thanFP.

3.3.2.2 Adaptive Play Algorithms

The AP variants we consider here are all of those in which an agent takes a sample of sizek

from a finite memory of the previousmplays of the game to evaluate their expected rewards for

a strategy (Equation 3.5) and chooses one using theε–greedy choice rule, and all of the agents

operate using the flood schedule (note that this excludesSAP). A subset of these algorithms

can be shown to converge to a strict Nash equilibrium, using results from perturbed Markov

processes (Young, 1993, 1998). The key elements of the proofare as follows.

First, call the particular joint memory maintained by the agents att, thememory configuration.

Note that ifε = 0, then the memory configurations containing only strict Nash equilibria are

absorbing for anyk ≤ m. That is, with no random play, if all agents memories containonly a

single strict Nash equilibrium, that equilibrium will be played from there on. Second, using a

resistance treeargument (Young, 1993), it can be shown that from any memory configuration,

for any1/|νi |ε > 0 (whereνi arei’s neighbours), the probability of moving along an improvement

path towards a strict Nash equilibrium is greater than that for a movement away. As such, over

time the probability of traversing an entire (finite) improvement path goes to 1. This result

holds provided that the sample sizek ≤ m/LΓ+2, whereLΓ is the longest minimal improvement

path from any joint action profile to a strict Nash equilibrium. Building on this, asε → 0, the

probability of the memory configuration consisting entirely of one strict Nash equilibrium also

goes to 1. Then in the limit, this strict Nash equilibrium is absorbing.
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3.3.2.3 Regret Matching and Weighted Regret Monitoring Algorithms

Like the variations of fictitious play, algorithms that use the average regret for past actions to

evaluate strategies also come in many different forms. Herewe limit our attention to the regret

matching (RM) and weighted regret monitoring with inertia (WRM–I) algorithms, which show

contrasting behaviour as a result of a small difference in the target function they employ.

RM uses the average regret for past actions (Equation 3.6) in conjunction with a linear proba-

bilistic decision rule (which assigns zero probability to strategies with negative regret values) to

decide on a strategy, with agents adjusting by the parallel random schedule.RM converges to

the set of correlated equilibria (a generalisation of Nash equilibria) in all finite games (Hart and

Mas-Colell, 2000), however, it does not necessarily converge to Nash equilibria. Nonetheless,

it is easy to see that by using this target function, an agent’s worst performing strategies are

ruled out earliest, and although the use of a linear probabilistic decision rule does cause some

thrashing, the presence of negative regrets lessens these effects.

On the other hand,WRM–I does converge to a pure strategy Nash equilibrium in potential games

(Arslan et al., 2007). This algorithm uses a target functionthat discounts past regrets by a

constant weight (Equation 3.7) and the parallel random schedule, and may be specified with

any probabilistic decision rule that only selects a strategy from those with non–negative average

regret (e.g. linear+ or logit+). In the case of the linear+ decision rule,WRM–I differs fromRM

only in the target function used. The proof of its convergence is similar toDSA andJSFP, and

proceeds as follows. First, note that the target function used in WRM–I discounts past regrets

(Equation 3.7). As a consequence, if a given strict Nash equilibrium is played consecutively a

sufficient number of times, it will be the only strategy for which any agent has a positive regret.

Additionally, the converse also holds: if each agent has only one strategy with non–negative

regret, the corresponding joint strategy must be a Nash equilibrium. Second, the decision rules

used inWRM–I only select from those strategies with non–negative regret. Therefore, if the joint

regret–state is ever at a point where only one joint strategyhas a positive regret for every agent,

the algorithm will continue to select that joint strategy. Let us call this region in the agents’

joint regret–space an equilibrium’sjoint regret sink. Third, the final step in the proof is to show

that there is some strictly positive probability that the agents’ joint regret enters an equilibrium’s

joint regret sink. This is achieved via the finite improvement property and the use of inertia, in

an argument similar to that used in the proof of convergence of DSA. Note that if past regrets are

not discounted, then convergence to a Nash equilibrium cannot be guaranteed, and the algorithm

may not even converge to a stationary point (as is the case inRM).
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3.4 Summary

In this chapter, we focused on local iterative approximate best response algorithms for DCOPs,

which are suited to optimisation in domains where communication is difficult, costly or im-

possible. These domain traits rule out centralised algorithms or highly structured distributed

algorithms. Our key contribution was a parameterisation ofsuch algorithms for DCOPs, which

captures many algorithms developed in both the computer science and game theory literatures.

This parameterisation was built on our insight that when formulated as noncooperative games,

DCOPs form a subset of the class of potential games. In turn, this insight allowed us to apply

game theoretic methods to analyse the convergence properties of algorithms developed in the

computer science literature. Specifically, we showed that DSA converges to strict Nash equilib-

ria, as do all other algorithms using immediate payoff andp-flood as their target function and

adjustment schedule. We also showed how the convergence of MGM can be proven using the

potential function method.

In general, our parameterisation is based on a three stage decomposition common to many com-

pletely distributed DCOP algorithms. Given an appropriatetrigger, an individual agent enters

a strategy evaluation stage, which produces some measure ofthe desirability of each strategy.

This is followed by a decision on which action to take, based on the preceding strategy eval-

uations. Then, the system–wide process that controls whichagent adjusts its strategy at each

point is given by an adjustment schedule. We populated our parameterisation with algorithm

components, corresponding to the three stages above, that are used in existing algorithms, and

which can be used to construct novel algorithms.

Our parameterisation can assist system designers by makingthe pros and cons of the various

local iterative approximate best response DCOP algorithm configurations clear. Moreover, our

parameterisation can aid the task of designing control mechanisms for large distributed systems

so that they balance the four design requirements describedin Section 1.1, namely high quality

solutions, robustness and flexibility in the face of changesto the set of components, limited used

of communication, and generating solutions in a timely manner or by using a reasonable amount

of computational resource. To illustrate this, in the next chapter we construct three novel hybrid

algorithms from the components identified in our parameterisation, and evaluate these hybrids

alongside several existing algorithms taken from both the computer science and game theory

literatures.



Chapter 4

Using the DCOP Parameterisation to

Develop New Algorithms and Predict

Performance

In the previous chapter, we developed a parameterisation ofthe design space for local iterative

approximate best response algorithms for DCOPs, and analysed how different algorithm com-

ponents affect their properties. In this chapter, we take this analysis further by empirically exam-

ining the performance of the algorithms in a series of DCOP experiments. In particular, we wish

to test how the different algorithm components affect the solutions generated by an algorithm,

and in so doing, we make two research contributions. The firstis the construction of a number

of novel hybrid algorithms, reported in Section 4.1. These algorithms are built from components

of our parameterisation, and their construction is guided by the properties of potential games.

The second is to compare the performance of existing adaptive algorithms surveyed in Chapter 3

for DCOPs to the novel hybrid algorithms introduced in Section 4.1. This lets us test our pre-

dictions of the effect of using different components on the performance of the algorithms, and

also allows us to identify synergies between certain components. Specifically, we benchmark

a combination of existing and novel local iterative approximate best response algorithms in a

series of distributed graph colouring problems. Graph colouring, as well as being a standard

problem addressed in the literature, can be broadly appliedas a formalism for modelling many

important problems in multi–agent systems, such as scheduling problems, channel selection in

wireless communication networks, and multi–agent resource allocation problems. Moreover, the

specific graph colouring problems on which we benchmark the algorithms are taken from a com-

monly used repositry generated by the Teamcore research group (http://teamcore.usc.edu).

In completing this work, we achieve our research aims of developing and testing new control

mechanisms for large distributed systems which perform well with respect to the four design

requirements defined in Section 1.1.

88
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This chapter progresses as follows: first we derive three novel DCOP algorithms, whose design

is guided by the analysis of algorithm components carried out in the previous chapter. Then,

in Section 4.2 we give the experimental design for the graph colouring experiments. We then

discuss the results of our experiments, beginning with the existing algorithms, and then using

those results in our discussion of the hybrid algorithms. Finally, Section 4.4 summarises the key

findings of our experiments and discuss the generality of ourresults.

4.1 New Hybrid DCOP Algorithms

As noted above and in the previous chapter, one of our motivations for developing a parame-

terisation of the local approximate best response DCOP algorithm design space is an interest

in exploiting the potential synergies that exist by combining components of different existing

algorithms. In this section, we investigate three such hybrid algorithms constructed from novel

combinations of components. These particular hybrids wereselected because, firstly, we expect

them to display the types of synergies we are interested in, and secondly, because they show

that the behaviour of an algorithm can be predicted by identifying which components from our

parameterisation are used in the algorithm. Pseudocode forthese algorithms is available in

Appendix A.

Specifically, the first algorithm,greedy spatial adaptive play(gSAP), removes the stochastic-

ity in strategy choice fromSAP. The second algorithm isspatial joint strategy fictitious play

(S–JSFP), which exploits the potential–climbing behaviour of theJSFP target in conjunction

with the random sequential schedule ofSAP or DSAN. The third ismaximum–gain message

weighted regret monitoring(MGM–WRM), which uses the maximum–gain priority adjustment

schedule instead of using choice inertia (random parallel schedule). A detailed description of

these algorithms is presented in Table 4.1. We note that manyother combinations of algorithm

components and parameter settings are possible, and indeedwere examined. However, here we

report only these three as they are the most interesting, thebest performing, and give the clearest

examples of how altering a component of the algorithm affects its behaviour.

4.1.1 Greedy Spatial Adaptive Play

In greedy spatial adaptive play (gSAP), the multinomial logit decision rule of SAP is replaced

by theargmaxfunction, with the target function and random sequential adjustment schedule of

SAP retained. This substitution is motivated by the observation that, although standardSAP

converges to an optimal solution, it converges very slowly (Arslan et al., 2007), and that by

removing the stochasticity in strategy decisions, the algorithm will converge more quickly.

Of course, by using theargmaxdecision rule, the global optimality of the long run (i.e. as

t → ∞) solution produced bygSAP is lost, but by the finite improvement property, the algorithm
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Target Function Memory Decision Rule Adjustment
Schedule

gSAP ui(s) — argmax–B Sequential
random

S–JSFP 1
t

t

∑
τ=1

ui(si ,s
τ
−i) Average

expected utility
argmax–B Sequential

random

MGM–WRM 1
t

t

∑
τ=1

[ui(si ,s
τ
−i)−ui(s

τ
i ,s

τ
−i)] Discounted

average regret
values

Linear prob+

or logitistic+

(η)

Preferential:
Maximum gain

TABLE 4.1: Parameterisation of novel local approximate best response DCOP algorithms.
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is still guaranteed to converge to a strict Nash equilibriumin potential games. Consequently, in

practice, we expectgSAP to produce relatively good quality solutions in better timethanSAP.

4.1.2 Spatial Joint Strategy Fictitious Play

Spatial joint strategy fictitious play (S–JSFP) is a variation ofJSFP in which the sequential

adjustment schedule ofSAP replaces the random parallel schedule ofJSFP, while retaining the

expected payoff over historical frequencies as the target function andargmaxas the decision

rule. Now, because strict Nash equilibria are absorbing forall algorithms that use theJSFP

target function and the sequential adjustment schedule causesSAP to converge quickly, we

expectS–JSFPto converge more quickly thanJSFP–I.

In more detail, likegSAP and MGM, the convergence of this form of joint strategy fictitious

play is a corollary of the finite improvement property of ordinal potential games. In more de-

tail, underJSFP, we noted that if playeri unilaterally switches fromai to a′i , then there exists

an improvement path from(a,a−i) to (a′i ,a−i). In other words, the global utility is improved

whenever an agent changes strategy in isolation. In fact, this is the case for any algorithm that

uses the same target function asJSFP (i.e. Equation 3.3). Now, underS–JSFP, only one agent

changes strategy at a time. Therefore every sequence of moves traverses an improvement path,

and consequently, the algorithm converges to a Nash equilibrium.

Besides its convergence properties, another motivation for considering this algorithm is that a

system in which agents move asynchronously is closer to reality in most computational systems.

In particular, in large scale distributed systems, the assumption of synchronised moves, as in the

flood and random parallel schedules, is somewhat dubious, soS–JSFP is a better fit to many

practical situations.

4.1.3 Maximum–Gain Message Weighted Regret Monitoring

In the maximum–gain message weighted regret monitoring algorithm (MGM–WRM), agents em-

ploy the maximum–gain priority adjustment schedule in conjunction with the same target func-

tion and decision rule asWRM–I. In more detail, an agent selects a new strategy according to

the combination of target function and decision rule, but only updates its strategy if it has the

change in strategy that improves the global utility by the greatest amount among its neighbours.

Note that any algorithm using the maximum–gain priority adjustment schedule has the any-

time property, because the algorithm will only move up the potential function towards a Nash

equilibrium. Then, by using the combination of the weightedaverage regret target function

(Equation 3.7) and decision rules that only select from strategies with non–negative regret, the

algorithm can never move down the potential function. Consequently, using this target func-

tion and decision rule only affects the path the algorithm takes up the potential function, and the

subsequent equilibrium the algorithm comes to rest at, while the anytime property is maintained.
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4.2 Experimental Design

The set of graph colouring problems we consider is made up of two batches of 60 random graphs

— one batch of 40 node graphs and one of 80 node graphs. We tested our algorithms on two sizes

of graphs to assess how they scale. Within each batch, 20 graphs are colourable in three colours,

20 in four colours and 20 in five colours. However, the number of colours (strategies) available

to the agents is fixed at three, giving a mix of satisfiable and over–constrained problems to test

our algorithms on. The mean connectivity (the average number of neighbours per node) of each

graph is held constant at three for all the graphs considered.1 In order to produce statistically

significant results, 50 runs of each graph were completed by each algorithm. A run consisted of

a maximum of 100 cycles, which was seen to be adequate for mostof the algorithms to converge

to a steady state. To put this in context, using MATLAB on a single machine with a 3.2 GHz

PentiumR© 4 processor and 1 GB of RAM, 50 runs of an algorithm on a 40 node graph took an

average of 4.1 minutes to complete, and 5.5 minutes for the 80node graphs, with the agents’

processes run in series.

The performance of each algorithm is measured by five metrics, chosen so that we may identify

the effects of the various algorithm components. Three metrics are used to measure the opti-

mality of each algorithm. First, the ratio of the average utility of the solutions produced to the

optimal, across all time steps, is used to broadly compare the overall performance of the algo-

rithms. Second, the average of the ratio of the utility of thesolution at the termination of the run

to the optimal solution, is used to identify those algorithms that may be slow to converge but,

in the end, provide high quality solutions. Third, the proportion of runs in which the algorithm

finds an optimal solution is used to isolate those algorithmsthat frequently produce an optimal

solution. The empirical speed of convergence of each algorithm is summarised in the average

time it takes the algorithm to find a Nash equilibrium. We use Nash equilibrium because, as pre-

dicted by the theory, we expect to see the algorithms converging to sub–optimal Nash equilibria,

and we are interested in measuring the rate of convergence toa solution, not the rate of conver-

gence to an optimal solution. The final metric we record is thecommunication requirement of

each algorithm, which is measured by the average number of messages communicated per node

per cycle. Additionally, to clearly show the behaviour of the different algorithms, we plot the

average utility against time.

4.3 Performance Prediction and Evaluation

The simulation results are shown in Table 4.2, with 95% confidence intervals in parentheses.

Where they are useful for illustrating some interesting behaviour of an algorithm, the relevant

time series of the simulations are presented in Figure 4.1. We begin our discussion by noting

1Preliminary experiments found that altering the mean connectivity of the graph had no effect on the relative
quality of the solutions produced, with, as expected, the number of messages increasing linearly with the mean
connectivity.
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the overall similarity between the results for the 40 and 80 node graphs, with the exception

of the proportion of terminal solutions that are optimal. This is evidence that the distributed

computational approaches we consider are indeed scale free, as a technique that does not scale

well would show a decline in the quality of its performance when faced with such an increase

in the size of the problems considered. Consequently, we also expect that further increases

in the size of the problems considered will have no detrimental effect on the quality of the

solutions produced by the algorithms. The reason that the proportion of terminal solutions that

are optimal generally decreases is simply that there are many more sub–optimal Nash equilibria

in larger graphical games, thus resulting in a lower probability that an algorithm finds an optimal

solution. We discuss this point in more detail in the contextof the optimal algorithmSAP later.

We now continue with a detailed discussion of the results by considering the algorithms in

the same groups as in Section 3, beginning with four of the algorithms that use immediate

payoff or change in payoff discussed in Section 3.3.1: maximum–gain messaging algorithm, the

distributed stochastic algorithm usingargmax–B and, the better–reply dynamics with inertia and

spatial adaptive play (MGM, DSA–B, BR–I andSAP, respectively). We then consider four of the

recursive averaging algorithms discussed in Section 3.3.2: fictitious play, smooth fictitious play,

joint strategy fictitious play with inertia and weighted regret monitoring with inertia (FP, smFP,

JSFP–I andWRM–I, respectively). Then we relate results from the first section to those of the

three novel hybrid algorithms discussed in Section 4.1: greedy spatial adaptive play, spatial joint

strategy fictitious play and maximum–gain message weightedregret monitoring (gSAP, S–JSFP

andMGM–WRM, respectively).2

4.3.1 Immediate Reward and Gain–based Algorithm Results

Regarding the existing algorithms, consider first those that use immediate rewards as their target

function. In particular, in terms of solution quality,SAP outperforms all the existing algorithms.

This advantage is particularly noticeable in its ability tofind the optimal solution or a solution

very close to the optimal one by the termination of the simulated run, as measured by the ratio of

the solution’s utility at the termination to the optimal utility and the proportion of runs in which it

finds an optimum. The reason for this is based in part on its guaranteed asymptotic convergence

to the global optimum, and in part on the fact that the sequential adjustment schedule ensures that

no thrashing occurs. Note that the proportion of runs in which SAP finds an optimal solution

drops off in the 80 node graph experiments. This is because, even when the algorithms have

found an optimal solution, the stochastic nature of the logistic decision rule acts to move the

configuration of strategies away from the optimum with increasing probability as the graph

becomes larger. However, we can conclude that this effect does not move the solution far from

2 At this point, we note that we use a value ofp = 0.4 for all of DSA–B, JSFP–I andWRM–I. We usedp = 0.4
as a good representative of the spectrum of these algorithmsas, for all three, it provided good quality solutions in
a timely manner at reasonable communication cost. Furthermore, the decision to use the same value for all three
was made for the sake of brevity and to avoid clouding the discussion of algorithmcomponentswith a discussion
of algorithmparameters. Nonetheless, we note that there is scope for investigatingthe possibility of settingp as a
function of the number of neighbours an agent has in order to optimise the performance of an algorithm.
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40 Node Graphs

Average Ratio to Proportion Avg Time Avg Comm
Algorithm Utility Optimum at T Optimal at T to Converge per Node

MGM 0.912 (0.062) 0.922 (0.063) 0.03 (0.00) 53.5(43.6) 1.55(0.20)
DSA–B 0.963 (0.022) 0.984 (0.016) 0.29 (0.01) 12.7(5.0) 0.09(0.04)
BR–I 0.962 (0.022) 0.983 (0.017) 0.29 (0.01) 13.3(5.1) 0.09(0.04)
SAP 0.977 (0.016) 0.993 (0.009) 0.50 (0.01) 10.0(3.4) 1.29(0.12)

FP 0.943 (0.027) 0.952 (0.023) 0.02 (0.00) 8.5(6.7) 0.07(0.04)
smFP 0.930 (0.029) 0.959 (0.022) 0.04 (0.00) 32.6(14.6) 0.38(0.08)
JSFP–I 0.936 (0.025) 0.948 (0.024) 0.01 (0.00) 19.5(14.2) 0.04(0.03)
WRM–I 0.939 (0.025) 0.949 (0.023) 0.02 (0.00) 12.2(4.2) 0.03(0.03)

gSAP 0.979 (0.017) 0.987 (0.015) 0.36 (0.01) 3.0(1.2) 0.89(0.09)
S–JSFP 0.946 (0.024) 0.950 (0.024) 0.02 (0.00) 4.4(3.7) 0.43(0.08)
MGM–WRM 0.891 (0.044) 0.898 (0.043) 0.00 (0.00) 87.3(31.2) 1.17(0.23)

80 Node Graphs

Average Ratio to Proportion Avg Time Avg Comm
Algorithm Utility Optimum at T Optimal at T to Converge per Node

MGM 0.926 (0.039) 0.937 (0.039) 0.00 (0.00) 58.3(41.3) 1.47(0.27)
DSA–B 0.957 (0.017) 0.978 (0.015) 0.06 (0.00) 17.2(6.1) 0.09(0.06)
BR–I 0.957 (0.018) 0.978 (0.015) 0.06 (0.00) 17.8(5.9) 0.09(0.06)
SAP 0.974 (0.014) 0.991 (0.011) 0.25 (0.01) 16.1(5.0) 1.32(0.15)

FP 0.939 (0.019) 0.948 (0.018) 0.00 (0.00) 10.6(7.8) 0.07(0.05)
smFP 0.925 (0.021) 0.954 (0.018) 0.00 (0.00) 56.9(20.6) 0.38(0.11)
JSFP–I 0.933 (0.019) 0.945 (0.018) 0.00 (0.00) 25.4(16.0) 0.03(0.04)
WRM–I 0.935 (0.019) 0.946 (0.018) 0.00 (0.00) 14.5(4.2) 0.03(0.04)

gSAP 0.974 (0.015) 0.983 (0.014) 0.12 (0.01) 3.8(1.4) 0.94(0.11)
S–JSFP 0.941 (0.018) 0.946 (0.018) 0.00 (0.00) 6.3(5.6) 0.45(0.09)
MGM–WRM 0.897 (0.031) 0.903 (0.031) 0.00 (0.00) 97.2(15.2) 1.11(0.28)

TABLE 4.2: Graph colouring results for local approximate best response DCOP algorithms.
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the optimum (that is, it does not induce many conflicts), because there is only a small variation

in the ratio of the terminal solution’s utility to the the optimal utility between the 40 and 80 node

results.

The two next–best performing algorithms —DSA–B and BR–I — share two common com-

ponents: both use immediate rewards as a target function andthe random parallel adjustment

schedule, and both use decision rules that only select new strategies that are expected to improve

the agent’s utility. This explains the similarity in the quality of their solutions. Additionally,

DSA–B andBR–I converge reasonably quickly because they allow parallel execution of strat-

egy adjustments, and operate by communicating a relativelymoderate numbers of messages.3

While a direct comparison to the convergence time ofSAP is not possible, we see thatSAP

quickly finds a Nash equilibrium for the first time. However,SAP does use significantly more

communication to achieve this benefit.

In contrast,MGM produces lower quality solutions thanSAP, DSA–B or BR–I, and although it

has similar communication requirements toSAP, it uses much more thanDSA–B or BR–I, and

takes much longer to converge. Furthermore, it rarely finds an optimal solution. These results

are a consequence of using the maximum–gain adjustment schedule — MGM converges more

slowly because it allows fewer agents to adjust at each time step,4 and requires more messages

to be communicated because the maximum gain messaging schedule is a two–stage adjustment

process — and can be viewed as a trade–off for the anytime guarantee that is associated with

this adjustment schedule.

4.3.2 Recursive Averaging Algorithm Results

We now consider the performance of the algorithms using recursive averaging target functions.

All three ofFP, JSFP–I andWRM–I produce remarkably similar results in respect to the solution

quality metrics, although these are all dramatically worsethan the results forSAP, and less than

DSA–B andBR–I. However, these losses may be traded–off against other metrics. For example,

the convergence time ofFP is the best of any of the existing algorithms considered in this paper.

This also explains the slightly higher average utility generated byFP over JSFP–I andWRM–

I. However, these benefits come at a cost of using twice as many messages per time step as

JSFP–I andWRM–I,5 which is of a level similar toDSA–B andBR–I. On the other hand, very

little communication is used byJSFP–I andWRM–I, but their convergence time is still similar

to DSA–B andBR–I. We suggest that, taken together, these results indicate that the recursive

3 We make particular mention of the performance ofDSA–B as a function ofp in relation to results reported
in Zhang et al. (2005). Recall thatp is set to 0.4 in our experiments. A marginal increase inp only very slightly
improved the speed of convergence ofDSA–B, with little or no improvement in the solution quality, and an increase
in the communication requirements of the algorithm. Valuesof p > 0.85 show a rapid deterioration in the solution
quality and convergence speed of the algorithm. Values ofp < 0.4 saw a drop off in the speed of convergence with
no improvement in solution quality. These results are all consistent with those of Zhang et al. (2005).

4 Note that the average times to converge given in Table 4.2 is likely to be an underestimate, because the metric
is biased by truncating its value at 100 time steps.

5 Note that this is not a reflection of the choice ofp = 0.4 for JSFP–I andWRM–I, whose behaviour show similar
patterns to that ofDSA–B in response to variations inp.
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40 Node Graphs
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FIGURE 4.1: Average utility vs. time for local iterative approximate best response DCOP
algorithms.
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averaging target functions often select sub–optimal Nash equilibria, but can be used to improve

either the convergence rate or communication requirement of an algorithm.

In contrast,smFP generates average utility results that are lower thanFP, JSFP–I andWRM–I.

This result is explained bysmFP’s use of the logit decision rule, which randomly perturbs the

trajectory of the algorithm’s convergence. Interestingly, the use of this decision rule improves

the terminal solution quality and the proportion of terminal solutions that are optimal produced

by smFP, which matches with the motivation for its use in conjunction with recursive averaging

target functions. However, this benefit comes at a cost in terms of convergence time and com-

munication requirement, both of which are significantly greater than the results forFP, JSFP–I

andWRM–I, as well asDSA–B andBR–I.

4.3.3 The Novel Hybrid Algorithm Results

We now consider the novel hybrid algorithms, and relate their performance to that of the existing

algorithms. Our aims in doing so are to identify synergies flowing from novel combinations of

techniques, to test if the specific results above have more general applicability, and to see if the

predictions we made in Section 4.1 about the performance of the novel algorithms are true.

First, regardinggSAP, by substituting theargmax rule for the logistic decision rule used in

SAP, the convergence time of the algorithm is substantially reduced, but at a cost in terms of

decreased terminal solution quality and proportion of terminal solutions that are optimal. This

is expected. However, as shown in Figure 4.1, the trade–off is quite one–sided, with the average

solution produced bySAP only overtakinggSAP’s solution near the end of the simulation. That

said, longer simulations showed that the solutions produced bySAP continued to improve, while

the average solution quality produced bygSAP remained at about the level seen in Table 4.2.

This difference is expected, becausegSAP is prone to becoming stuck in sub–optimal Nash

equilibria, whereas, in theory,SAP will converge to the global optimum. Also, the number of

messages communicated bygSAP is less than the number forSAP, a result flowing from both

its convergence to Nash equilibrium and its use of theargmaxdecision rule.

Second,S–JSFP produces solutions of similar quality toFP, JSFP–I andWRM–I, but converges

in significantly fewer time steps. Specifically, the algorithm converges in between 65% of the

number of time steps used byFP and 25% of those used byJSFP–I. Now, although using a

random sequence of moves does nothing to alter the speed of convergence of the beliefs used in

this algorithms’ target functionper se, in the early stages of the run, this adjustment schedule

does act to reduce any thrashing that may occur before beliefs have begun to converge. This par-

ticular effect of using the random sequential adjustment schedule is also seen in the comparison

of gSAP to BR or DSA. Overall, this is a positive result, because no loss of performance implies

that FP, JSFP–I or S–JSFP may be substituted for each other in real multi–agent systems, de-

pending on the system designer’s ability to synchronise theactions of the constituent agents, or

the time available for the algorithm to converge to a solution.
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Third, regardingMGM–WRM, using the maximum–gain priority schedule did little to improve

the quality of the solutions produced by using weighted average regret as a target function and

the linear probabilistic decision rule. This is because thestrategies suggested by the target

function and decision rule do not necessarily improve the solution quality, causing the algorithm

to ‘stick’ in configurations that are not Nash equilibria. This behaviour is observed in spite of the

fact that the algorithm is guaranteed to converge to a Nash equilibrium, because the guarantee

is that the algorithm will eventually move away from non–equilibria, and does not give any

assurances as to when this will happen. In fact, given that the convergence metric is truncated at

100, the average times to converge given in Table 4.2 indicate that the algorithm rarely found a

Nash equilibrium. Additionally, the maximum–gain priority schedule uses a significantly greater

number of messages to run than the other algorithms considered, with the exception ofMGM.

4.4 Summary

In summary, the main effects of using different parameterisation components are as follows.

First, thep-flood adjustment schedule limits the effects of thrashing.However, this trait is only

useful in algorithms that use immediate payoffs as a target function, as other target functions use

averaging techniques (i.e. beliefs or average regrets) to eliminate thrashing and cycling. Second,

the sequential random adjustment schedule always improvesthe convergence time of an algo-

rithm, but for target functions other than immediate payoffs or gain, it does not improve solution

quality. Third, due to the averaging mechanism they employ,algorithms that use the expected

payoff over historical frequencies of actions as a target function — FP, JSFP–I and S–JSFP

— converge quickly and use few messages, because few time steps are wasted in thrashing and

cycling behaviours. Fourth, using an ergodic stochastic decision rule (i.e. multinomial logit) in

conjunction with a fictitious play–type target function, asin smFP, does appear to improve the

final solution quality, but at the cost of increasing both theconvergence time and communica-

tion costs of the algorithm. This is interesting because, even though it is intuitively appealing

to think thatsmFP should find higher payoff solutions more frequently than other, non–ergodic

algorithms, it is only guaranteed to converge to an arbitrary element in the set of Nash equi-

libria. Finally, WRM–I produces good quality solutions using remarkably few messages, again

due to the averaging mechanism it employs. However, its performance cannot be improved by

employing alternative adjustment schedules that maintainits convergence guarantees.

When taken together, these results indicate thatgSAP and SAP are the best performing al-

gorithms evaluated here. However, the magnitude of their superiority over some of the other

algorithms may be exacerbated by our choice of metric. In particular, comparegSAP to DSA

(the same comparison can be made between, on one side,SAP, FP, smFP, S–JSFP and, and on

the other side,MGM, BR–I, JSFP–I, WRM–I andMGM–WRM). In 100 cycles,gSAP provides

100× n individual adjustment opportunities to agents in the system. DSA, on the other hand,

only providesp×100×n adjustment opportunities (in the case ofp = 0.4, 40×n). This skews

some of the metrics in the favour ofgSAP. If we adjust the average ratio of the utility to the
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optimum results by comparing average solution quality ofgSAP up to t = 40 to the average

solution quality ofDSA(0.4) att = 80, we find in the 40 node case an average ratio of utility to

optimum of 0.968 forgSAP compared with 0.963 forDSA(0.4), and in the 80 node case values

of 0.957 and 0.962, respectively. Similarly, to compare theaverage convergence time ofgSAP

andDSA(0.4), we can multiply the result forDSA by p, giving a scaled average convergence

time of 0.4×12.7 = 5.08. While in general these adjusted results do not alter the ranking of the

algorithms, they do indicate that the differences in performance between the algorithms are not

as large as indicated by the raw figures.

In conclusion, this chapter reported results from a series of graph colouring experiments, which

were used to benchmark a suite of eight existing and three novel hybrid DCOP algorithms.

Our experimental results showed that an algorithm’s behaviour can be accurately predicted by

identifying its constituent components. Thus, using our parameterisation, a system designer

may tailor a DCOP algorithm to suit their mix of requirements, whether they be high quality

solutions, rapid convergence, asynchronous execution or low communication costs. We believe

our results reflect the general properties of the class of problems addressed, and so expect them

to generalise to all problems that may be represented by potential games in which the optimal

joint strategy resides in the set of Nash equilibria. As evidence for this claim, we note that results

consistent with ours have been reported in a task–assignment problem modelled as a potential

game (Arslan et al., 2007), and in other graph colouring and more general constraint satisfaction

experiments (Fitzpatrick and Meertens, 2001; Arshad and Silaghi, 2003; Zhang et al., 2003;

Maheswaran et al., 2005).

In Chapters 3 and 4 of this thesis we have populated the space defining trade–offs between our

four design requirements with components of algorithms forstatic DCOP problems. Rounding

out the research into control mechanisms for DCOPs, the following three chapters investigate

extensions to the basic static DCOP model addressed thus far, which possess several real–world

characteristics not contained in the DCOP experiments reported in this chapter. First, Chapter 5

demonstrates the success of a DCOP–like approach to dynamicdistributed task allocation and

scheduling. Second, in Chapter 6 several convergent algorithms are derived for potential games

with noisy and initially unknown reward functions, which include DCOPs with these traits.

Third, Chapter 7 investigates the cost of situated communication in DCOP–like coordination

problems with partially observable states. Beyond this, inChapter 8 we derive an algorithm for

the more general problem of optimising over the set of pure strategy Nash equilibria in games

with sparse interaction structure. Such problems include DCOPs as a special case.



Chapter 5

Distributed Dynamic Task Allocation

and Scheduling

The second topic of investigation in this thesis is distributed dynamic task allocation and schedul-

ing. In this topic we address one drawback of the DCOP model from Chapters 3 and 4: DCOPs

are primarily targeted at static problems, in which the set of tasks is known with certainty from

the outset. To this end, in this chapter we tackle the more complex problem of allocating and

scheduling processing units to a dynamic set of tasks. An example of such a problem is the

allocation of emergency service resources to tasks in a disaster response scenario (Kitano et al.,

1999). In particular, in this chapter we will demonstrate our approach on the problem of allocat-

ing ambulance resources to casualties in a city struck by a large earthquake, as modelled by the

RoboCup Rescuedisaster response simulator. In this setting, casualties (tasks) are distributed

throughout the domain, and each ambulance (agent) has to decide upon a sequence of casualties

to attend to (actions to take), all while the set of tasks varies as new casualties are discovered or

reported to the ambulance service. Furthermore, because ofdifficulties with treating individual

casualties, the ambulances may need to coordinate on specific casualties in order to successfully

treat them.

These problems share many characteristics with the DCOP setting of Chapters 3 and 4. How-

ever, they also possesses additional properties that meansthat a control mechanism for these set-

tings cannot be constructed by simply applying the DCOP algorithms discussed earlier. Specif-

ically, these complicating properties arise from the dynamism of the problem, and to address

them requires two significant extensions to the earlier DCOPmodel. First, the earlier model is

extended to a multiple time step problem. This means that theaction space of the agents control-

ling the processing units in the system is extended into a temporal dimension. More specifically,

each agent’s strategy now comprises an action for each time–step or world state. Second, the

DCOP model is further enriched to allow the factors or constraints to evolve in a probabilistic

manner over time. Thus, the agents are also required to reason over their uncertainty regarding

the future state of the world. Therefore, in order to fulfil the research aims of this thesis, the

100
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control mechanism we construct handles these two complications while satisfying the four de-

sign requirements stated in Section 1.1, namely high quality solutions, robustness and flexibility

in the face of changes to the set of components, limited used of communication, and generating

solutions in a timely manner or by using a reasonable amount of computational resource.

The chapter is organised as follows: In the next section, we begin by describing the distributed

dynamic task allocation problem in question, and then give an overview of the techniques we

use to derive our control mechanism. In Section 5.2 we reviewother approaches to distributed

dynamic scheduling, and argue why they do not meet these design requirements. Then, in Sec-

tion 5.3 the problem is formulated as a Markov decision process (MDP), and we describe our

approximation of the global utility function. Building on this, we show how to derive agents’

utilities so that the resulting game is a potential game, anddescribe a local search algorithm that

can be used to solve it. Finally, we discuss the effects of restricting the range over which agents

can communicate. Following this, in Section 5.4, we discussthe results of an empirical evalu-

ation of our technique in the ambulance–civilian allocation problem in RoboCup Rescue. The

results of this evaluation clearly demonstrate the benefit of using a decentralised control mech-

anism in settings where communication and observation are limited. Section 5.5 summarises

the contributions of the chapter. The background material for this chapter can be found in

Section 2.4 (stochastic games), Section 2.5 (potential games) and Section 2.9.2 (the distributed

stochastic algorithm), and some specific design decisions regarding the particular choice of com-

ponents used are drawn from results reported in previous twochapters.

5.1 Introduction

In the previous two chapters we dealt with local algorithms DCOPs, a broad model that cap-

tures many static problems. In contrast, in this chapter, wedeal with an extension of the DCOP

model to dynamic problems. Specifically, we address the problem of controlling and managing

the allocation of a stochastic set of tasks to a group of processing units in real–time. Beyond

the example of allocating a city’s emergency response vehicles to unfolding incidents during a

major disaster (the main application focus in this chapter), other examples include maintenance

planning problems with short time horizons, such as aero–engine overhaul scheduling (Stranjak

et al., 2008) and vehicle–target assignment problems (Arslan et al., 2007). In all of these situ-

ations, robustness is a key requirement of the allocation procedure, meaning we want to avoid

a centralised allocation mechanism, as this could represent a single point of failure. For this

reason, as in the other work in this thesis, we focus on the useof a MAS, in which autonomous,

self–interested agents can operate on their own when the scenario demands this of them, or can

collaborate and form teams if it is in their mutual benefit to do so, thus providing the robustness

we require.

Against this background, the scheduling problems that we address consist of a set of agents as-

signing themselves to, and executing, a dynamic stream of tasks, without the aid of a centralised
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manager. Each task has a hard deadline and a particular processing requirement (e.g. a casualty

must be taken to hospital by 10:30am and this will take 30 minutes). In particular, the task set is

dynamic because it is gradually revealed over time. This, inturn, means we require a practical

control mechanism that can respond to such changes in a real–time manner. Finally, we need

to be assured that the technique will produce good quality outcomes, given the critical nature of

our target applications. Now, an agent can attend any task — there are no subtasks or special-

isations — but it can act on only one task at a time and it performs this task at a fixed rate of

processing. As a consequence, some of the tasks cannot be completed by an individual agent

before their deadlines, and so must be tackled by a team working together. That is, additional

agents only help complete a task — they do not hinder each other.1 For example, two fire crews

working together to extinguish a burning building have a greater chance of success than one,

or reduce the time it takes to extinguish the fire. However, this induces a problem of scarcity

among competing tasks for limited agents. As the full set of tasks is not known at the outset,

an agent has to continually negotiate with other agents overthe sequence of tasks to execute, so

that all currently known tasks are considered in generatinga solution. This negotiation is carried

out in such a way that the agents achieve their joint goal of completing as many tasks as possible

and in the least amount of time, and may include agents decommitting from tasks in order to

maximise the total number when new tasks are revealed. Furthermore, the execution of some

tasks precludes the execution of others, and decisions madeat a given time affect the structure

of the problem facing the agents in the future. For example, the decision to rescue one trapped

casualty may mean that second cannot be saved, but may not prevent the rescue of a third later,

or the decision to extinguish a particular fire may remove therisk of nearby buildings catching

alight. Consequently, agents must consider the future effects of their current actions during their

negotiations.

With respect to our four design requirements from Section 1.1, a control mechanism for this

problem must (i) produce high quality solutions, (ii) be robust and flexible in the face of changes

to components (i.e. changes to the set of tasksandprocessing units), (iii) make limited used of

communication, and (iv) produce timely solutions to the problem. Now, as argued in Section 1.1,

these requirements are intertwined to such a degree that they cannot be addressed individually.

As such, we tackle the design problem by integrating two principled approaches to the separate

problems of, first, reducing the original dynamic problem toa tractable version via an appro-

priate approximation (in order to improve the timeliness ofsolutions and the communication

requirements of the control mechanism), and second, incentivising the agents to behave in a

manner consistent with the global objectives of the system,without requiring full global knowl-

edge of the actions of other all agents or the complete set of tasks. In so doing, we address these

design requirements.

As argued in Chapter 1, a decentralised game–theoretic approach, in which planning is achieved

via negotiation between agents, can be used to satisfy the four design requirements above. In

1 This uncomplicated task model means we do not need to adopt a sophisticated planning language to express the
agents’ interaction, (cf. Hindriks et al., n.d., for example), because the value of all actions can be easily expressed in
terms of utilities.
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this chapter, we derive such a control mechanism for this problem by first defining a global

utility function, which is constructed in the same way as if we were defining it for a centralised

MDP. Then, in order to develop a mechanism that provides us with the robustness we require,

we give control over the variables of the problem — the resources used to complete the tasks

— to the set of agents, each of which makes its own independentchoices. As a consequence,

we use game theory to analyse their joint behaviour, becauseit is the natural way to model the

interaction of autonomous agents. Specifically, if the variables of a MDP are controlled by a

set of autonomous agents, then we are in the realms ofMarkov games(Littman, 1994). In this

type of game, self–interested agents play a multi–stage game, in which the stage game varies

probabilistically at each time step as a function of the state and actions taken in the previous

time step. Each stage game corresponds to a particular set oftasks to be completed and the

status of the agents in the systems (their locations, commitments, etc.). Each agent has its own

private utility function which it aims to maximise, however, these are defined such that, for any

unilateral switch in strategy, an agent’s change in payoff is equal to the change in the global

utility. Consequently, the global maximum is a Nash equilibrium (i.e. it is a stable solution to

the game). In this way, selfish agents can be used to solve an inherently cooperative problem,

because their self–interest drives them towards solutionswith higher global utility.

Now, although our problem can be cast elegantly in such a model, it is not practical to solve it at

real–world scales, because agents have to consider the utilities of the future tasks present in all

possible future states during the negotiations. In particular, multi–stage games with stochastic

state transitions are NEXP–complete (see Section 2.4). In order to address this concern (and

address design Requirement 4), we show that the Markov game can be approximated using

a sequence of finite length multi–stage games of complete information. In this context, we

approximate the global utility function with a limited horizon version of the same function. This

approximation incurs two penalties: (i) for truncating thelength of the decision window and

therefore ignoring payoffs from future states, and (ii) forignoring the possible future changes in

the state of the world, other than those brought about by the agents’ own actions. Our use of this

approximation is predicated on the assumption that changesin the world do not significantly

affect the long–run payoffs to the agents; that is, all states arequiescent. This assumption

makes sense in our setting, because the effect of scarcity ofagents to complete tasks means

that the introduction of additional tasks into the system only affects the agents’ payoffs at the

margin, and does not alter the utility of those tasks that theagents may have already begun

to process (or chosen not to process). Furthermore, we derive the agents’ utilities from the

approximate global utility function such that the agents play apotential game(Section 2.5) at

each time step. We do this by rewarding agents with their marginal contributions to task utilities.

This techique is analogous to the technique described for DCOPs in Chapter 3 of rewarding

agents with the payoff for satisfying each of their constraints. Generating a potential game is

very useful because, first, the maximum approximate global utility is a Nash equilibrium, and

second, it implies that each game can be solved by a distributed local approximate best response

algorithm. In particular, we use the distributed stochastic algorithm (Section 2.9.2.1) to solve
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each approximating game (we could equally well use alternative methods, such as distributed

simulated annealing or fictitious play, as shown in Chapters3 and 4 for the DCOP setting).

Beyond this, we extend the analysis of our approach to situations where the communication and

observation range of the agents is restricted. In these settings, the agents cannot see the entire

state of the world or do not know the strategies of all other agents, and therefore must make

their decision on the basis of incomplete information. Thistype of limitation is common in

many real–world scenarios, and particularly those that possess a spatial dimension. For exam-

ple, in a disaster response setting, the central message distribution point may be out of action, or

damage to physical infrastructure may remove the ability touse wide–area broadcast commu-

nication. In these situations, the agents’ utility functions can still be derived in such a way so

that they are aligned with the global objectives of the system. In addition, we empirically evalu-

ate our technique on the ambulance–to–civilian allocationproblem in RoboCup Rescue (RCR),

which is an example of a task allocation problem with hard deadlines and varying processing re-

quirements. By doing so, we show that our technique performscomparably to a centralised task

scheduler when communication is not limited, and that it outperforms the centralised approach

as the agents’ communication and observation ranges are restricted. Interestingly, we also find

that our approach sometimes performs better with moderate restrictions on its communication

and observation range than it does when it has complete information, and we conjecture that

this is due to a reduction in the space of possible solutions,resulting in quicker convergence to

a Nash equilibrium solution.

Given this context, the work presented in this chapter extends the state of the art in the following

ways:

1. We introduce a new technique for approximating Markov games using a series of over-

lapping potential games.

2. We develop a novel distributed solution technique for theapproximating games, based on

the distributed stochastic algorithm.

3. We show that our technique is robust to restrictions on therange over which agents can

communicate and observe, restrictions which typically cause centralised approaches to

fail.

The first contribution is aimed at satisfying design Requirements 1 (high quality solutions) and

4 (computational feasibility), while, at the same time, thesecond contribution allows us to sat-

isfy Requirements 2 (robustness and flexibility) and 3 (limited communication requirements).

The third contribution, then, demonstrates that the control mechanism we derive successfully

satisfies these four design requirements.
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5.2 Related Work

In this section we review a number of control methods that could be applied to dynamic allo-

cation and scheduling problems. Some of the more general techniques have been reviewed in

Chapter 2, while those that are specifically targeted to dynamic allocation problems are intro-

duced here for the first time. These approaches include: (i) using domain–specific heuristics,

(ii) modelling scheduling as a constraint program and then solving this with either a centralised

or decentralised algorithm, and (iii) auction allocation mechanisms and more general market–

based approaches. Each of these will now be dealt with in turn.

First, there is a long history of using heuristics to solve scheduling problems. In particular,

Stankovic et al. (1998) addresses the family ofearliest deadline firstheuristic algorithms for

scheduling in real–time scenarios comprising tasks with hard deadlines that compete for the

same resources. The problem that we tackle here falls into the general class of problems ad-

dressed in that work, and, furthermore, the greedy algorithms we use as experimental bench-

marks in Section 5.4 are also based on such heuristics. However, such algorithms rely on the

centralisation of information and decision–making, and soare not appropriate for our applica-

tion domains.

Second, a number of optimal algorithms for multi–agent scheduling problems have been pro-

posed that work by reducing the problem to a constraint program, such as a constraint optimisa-

tion problem. Examples of constraints includeresource relations, which are shared by tasks that

compete for the same resource, andprecedence relations, which are shared by subtasks that need

to be completed in a certain order. From these relations, a constraint program is constructed.

This can be solved centrally (as in van Hoeve et al. (2007)) orusing a complete decentralised

constraint programming algorithm (such as DPOP Ottens and Faltings (2008)). However, as in

Chapters 3 and 4, we rule out using centralised constraint solvers. Moreover, for the reasons

discussed earlier, the distributed algorithms suffer fromexponential growth of some aspect of

the solution process (e.g. the size of the messages passed inDPOP is exponential in the depth of

the communication network it is run on), and so cannot easilybe applied at the scales or on the

time–frames we require.

Third, auctions and other market mechanism are beginning tobe used to add robustness to

task allocation by giving agents the autonomy to construct their own bids, based on their own

private or partial knowledge (Wellman et al., 2001; Koenig et al., 2007). However, such auctions

often rely on significant communication overhead, which canimpact on the timeliness of their

solutions, and, to some degree, an auctioneer represents a single point of failure (just like a

central decision maker). Other market–based task allocation methods, such as bargaining and

exchange markets, are similar to our work, as the local search algorithm we employ to solve

each potential game effectively specifies a negotiation protocol. However, the method used here
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in this chapter differs from this literature, because we areable to directly specify agents’ utility

functions.2

More specifically, the work most similar to ours is that of (Arslan et al., 2007), in which an au-

tonomous vehicle–target assignment problem is addressed using a potential game formulation.

In their model, vehicles (agents) operate individually to optimise a global utility. The global

utility optimisation is obtained via an appropriate designof the vehicles’ utilities and their nego-

tiation protocol, which is based on previous work by Wolpertand Tumor (1999). While we use

a similar approach, there are two main differences. First, in their work, vehicles are assigned to

a single target, whereas in our scenario each agent is required to perform a sequence of tasks,

each of which have a hard deadline. This means that our agentsare required to reason over the

order that they attend tasks, not just which tasks they attend. Second, their approach assumes

that all tasks are known at the start, while we assume that they are continually discovered during

run–time.

Finally, our approach to approximating the stochastic gameis motivated by a somewhat similar

technique for producing approximate solutions to partially observable stochastic games using

a series of smaller Bayesian games (Emery-Montemerlo et al.(2004); stochastic and Bayesian

games are reviewed in Sections 2.4 and 2.3, respectively). In that work, a tractable Bayesian

game is constructed at each time step from the most likely current states and state–transitions

given an agent’s beliefs. This Bayesian game is then solved to obtain a one–step policy that ap-

proximates the globally optimal solution of the original partially observable stochastic games.

In contrast, we construct a tractable multi–stage game of complete information at each time step,

and because this game is a potential game, it can be easily solved using a decentralised algo-

rithm. The solution to this game is used as a multiple–step policy to approximate the globally

optimal solution.

5.3 The Task Assignment Model

We begin this section by defining our distributed dynamic task allocation problem as a stochastic

game. Then, in Section 5.3.2 we describe our finite–horizon approximation of the global utility

function. In Section 5.3.3 we show how agent utility functions are derived so that the agents

play a potential game. Section 5.3.4 then discusses the Distributed Stochastic Algorithm, which

we use to solve the approximating potential games. Finally,in Section 5.3.5 we discuss the

effects on our approach of limiting the distance over which agents can observe or communicate.

Relevant background material, concerning stochastic games and potential games, can be found

in Sections 2.4 and 2.5, respectively.

2In contrast, market–based task allocation methods are designed to incentivise agents with arbitrary utility func-
tions to act in a way that maximises a social welfare function. Nonetheless, the connections between our work and
mechanism design, in particular theGroves mechanism, are discussed in Section 5.3.3.
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5.3.1 Stochastic Game Formulation

The full task allocation model is a finite stochastic game of complete information: the current

state is known, future states are uncertain, agents have a finite set of strategies and play for a

finite number of time steps. Similar to the general stochastic game description in Section 2.4,

our model comprises:

• A set of statesω ∈ Ω, each of which defines a set oftasks X= {x1,x2, . . . x j , . . .}, with

each task possessing adeadline, td
xj

, an amount of requiredprocessing units, yxj , and a

task utility function, uxj : S→ R,

• A set of agents N= {1,2, . . . , i, . . . ,n}, each with astrategy space Si , with elementssi ,

composed of a sequence of tasks to attend to, one for each timestep (i.e.si = {x1,x2, ...,xt , ...}),

and anagent utility function ui(si ,s−i) : S→ R,

• A state transition functionq(ωt+1|ωt), and

• A global utility function uG(s) : S→ R.

The problem we face is twofold: we must (i) design the agents’utility functions and (ii) a

distributed negotiation protocol such that the system produces high quality solutions. The other

elements of the above model — the transition function and thetask and global utility functions

— come directly from the problem specification, and detailednow.

To begin, the transition function describes how new tasks are generated and introduced into

the system. The state of the world is defined as the list of known tasks, irrespective of their

copmletion status. As such, the transition function is independent of actions because the list

of tasks, completed or otherwise, evolves independently ofthe agents’ actions. Then, the task

utility function represents the payoff for completing a task, and in this case it is:

uxj (s) =

{

βtc
xj

(s)
if tc

xj
(s) ≤ td

xj
,

0 otherwise,
(5.1)

wheretc
xj

(s) is the completion time for the task, given the agents’ strategies s, td
xj

is the hard

deadline for successfully completing a task, and 0< β ≤ 1 is a discount factor that incorporates

any benefit of completing the task earlier. Each agent possesses the capacity to complete one

processing unit per time step. As such, the value oftc
xj

(s) decreases as more agents assign them-

selves to taskx j in time steps before the current completetion time, and, at the other extreme, is

equal to∞ if no agent attends the task. Building on this, the task utility function itself possesses

two properties that are important in our scenario. First, the conditional statement models the

hard deadline, so if fewer than the minimum number of agents that are required to complete the

task beforetd
xj

attend to it, the utility is zero, even if some agents do attend to the task. This is im-

portant because, in our scenarios, tasks incomplete at the deadline are equivalent to unattended

tasks. Second, increasing the number of agents beyond the number necessary to complete the
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task by its deadline improves the completion time, which raises the task payoff. This captures

the benefit of completing tasks earlier.3

Given this, the global utility function ranks the overall allocation of tasks to agents, and is an

aggregation of task utilities:

uG(s) = ∑
xj∈X

uxj (s). (5.2)

This preserves the desirable properties of the task utilityfunction. From this description, the

parallels to the DCOP model addressed in Chapters 3 and 4 are clear; namely, tasks correspond

to constraints or factors, and the global utility is then an aggregation of the constraint utilities,

as in the DCOP model.

Now that we have defined the task and global utility functionsfor our problem, if we were

working directly with the stochastic game model, we would define the agents’ utility functions.

However, note that an agent’s strategy space in this model isthe set of all permutations of assign-

ments to tasks each period; a strategy prescribes an action for each time step for every contingent

state of the world. Thus, an agent’s strategy is a set of vectors of actions, one vector for each

state of the world, with an agent’s utility function defined over this set. Given the huge number

of possible states and action vectors of extremely large sizes (factorial on the number of tasks),

evaluating and negotiating a set of joint strategies for this problem is clearly a very computa-

tionally expensive process, that would likely take a great deal of time. Furthermore, given that

we intend to deploy our agents in a system where they will be required to make decisions in

a short time frame, constructing such a strategy for the fullset of possible outcomes is practi-

cally impossible, due to the huge number of possible future states and action combinations that

need to be evaluated. For these reasons, we derive the agents’ utility functions from a tractable

approximation of the global utility function for the stochastic game.

5.3.2 An Approximate Global Utility Function

Rather than attempting to solve the stochastic game above, we approximate it using a series of

static potential games of complete information, and in so doing, we directly address our fourth

design requirement of computational feasibility. Specifically, in this section we approximate the

global utility function using a technique similar to a look–ahead policy commonly used in MDPs

(see, for example, Russell and Norvig (2002), Chapter 5). Wecan use this type of approximation

because, in our application domains, we expect all states tobe quiescent — changes in the state

of the world do not significantly affect the long–run payoffsto the agents.4 Following this, in

the next section we derive agents’ utilities from this approximate global utility, such that the

agents’ negotiation problem forms a potential game.

3The value ofβ in Equation 5.1 represents a trade–off between the number oftasks completed and the timeliness
of those completed tasks. As we aim to maximise the number of tasks completed, we chose a value close to 1,
however, if timeliness was our main concern, we would choosea lower value.

4If any state is non–quiescent, then our use of a look–ahead style approximation will suffer from thehorizon
problem(Russell and Norvig, 2002, Chapter 5) meaning that it will not be able to avoid entering states that lead,
unavoidably, to bad outcomes beyond the length of the decision window used.
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In more detail, the global utility is approximated as follows. At each time step, a game is

constructed with each agent’s strategy defined for a fixed decision window of w future time

steps. In each of these games, an agent’s strategy is a vectorof tasks to attend to during the

interval [t, t + w], si = {xt ,xt+1, . . . ,xt+w}. In this way, at each time step, the stochastic game

is approximated by a static game of complete information defined over the nextw time steps.

Then, the task utility functions in each approximating gameare defined as in Equation 5.1, with

the addition that, for tasks not completed byt +w, payoffs are calculated as if all of the agents’

final strategy componentsst+w
i are repeated until the task in question is completed or its deadline

passes. If we did not assume the continuation of these tasks,the utility of all incomplete tasks

at time t + w would be zero, potentially leading to an artificial bias against tasks with large

processing requirements and/or long completion times. Theglobal utility of this model is of the

same form as that for the stochastic game model given in Equation 5.2:

ut,w
G (s) = ∑

xj∈X

uxj (s), (5.3)

except that the constituent task utilities are defined over the restricted interval[t, t +w].

Before deriving the agents’ utility functions, we discuss two types of errors introduced by our

approximation of the global utility function. The first source of error is the restriction of strate-

gies to the decision window[t, t +w]. The result of this is that the value of future states beyond

the nextw time steps are not evaluated with the current choice of strategy. Now, although we

only maximiseuG(s) over the nextw time steps, any adverse effects on the fulluG(s) is expected

to be small, because the game puts greater importance on tasks with closer deadlines. Similarly,

if we used the full stochastic game model, tasks with earlierdeadlines would be processed ear-

lier. The second type of error is caused by not incorporatinginformation about the exogenous

evolution of the world (in our model, the arrival of new tasks) into the choice of state. However,

as argued earlier in the chapter, in the domains we are considering, the state of the world moves

slow enough for us ignore this effect without introducing any significant errors (admittedly, this

is a domain specific trait).

Now, because we are working on a problem for which a sequentially optimal solution is in-

tractable, we are faced with a trade–off between the two sources of approximation error. The

first type of error is reduced as the restriction on the size ofw is relaxed. On the other hand, the

second type of error is mitigated by using a shorter length window, because the difference in the

predicted and actual state reached in the future is reduced.Consequently, our choice of window

length reflects the need to balance the effect of these two sources of approximation error. Thus

far, the value ofw has to be determined experimentally as it depends on the domain (elaborated

in Section 5.4.2).
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5.3.3 Deriving the Agents’ Utility Functions

Given the above approximation of the global utility function for our problem, the agents’ payoffs

are designed so that any increase in an agent’s utility corresponds to an increase inut,w
G (s). This

enables us to satisfy the high quality solutions requirement of the MAS design problem. How-

ever, in order to satisfy the robustness requirement, theseutilities cannot simply be set equal to

the global objective function, because that would mean eachagent needs to have complete infor-

mation of the strategies of others in the system to evaluate their own strategy. Instead, because

the global utility is the sum of task utilities, an agent’s marginal contribution to the global utility

can be specified in terms of the sum of its contributions to individual tasks — that is, the differ-

ence between the task utility when the agent contributes to the task and when it does not. This

form of utility function is similar to the Groves mechanism,in which agents in a team are paid

an amount equal to their marginal contribution to the team utility (Groves, 1973).5 However, in

our setting we can do away with the explicit utility transfers that occur in mechanism design be-

cause the system designer is able to specify each agent’s utility function directly. Note that this

type of utility structure is also similar to thewonderful life utilityintroduced by Wolpert and Tu-

mor (1999). Specifically, by using the marginal utility, a system designer can equate the agent’s

utility to the effect of its actions on the global utility. Tothis end, the marginal contribution of

agenti to a taskx j is given by:

mu
xj
i (si ,s−i) = uxj (si ,s−i)−uxj (s0,s−i), (5.4)

wheres0 is thenull strategy, in which the agent does not contribute to completing any task.

The relationship between the task utility function and an agent’s marginal contribution to the

task utility is shown in the example in Figure 5.1. This showsuxj (s) and mu
xj
i (s) for a task

requiring 4 units of processing and with a deadline 2. A minimum of 2 agents are required to

complete the task — a constraint captured by the increase in the task and agents’ utilities as the

number of agents increases from 1 to 2. If more than this number of agents attend, the task utility

continues to increase as the completion time decreases, however, the marginal contribution of

each additional agent beyond this point decreases.

An agent’s marginal utility values are used to construct itspayoff for each strategy, which is the

sum of its marginal contributions to all the tasks it attendsto in the nextw time steps:

ui(si ,s−i) = ∑
xj∈si

mu
xj
i (si ,s−i). (5.5)

Note that the first summation could be taken over all tasks inX with the same result, asmu
xj
i (si ,s−i)

is zero for all tasks to whichi does not contribute. This point is important, as it implies that a

change in strategy that increases an agent’s utility alwayscorresponds to an increase in the

5 In order to make the connections clear, observe that if we were trying to incentivise agents, who possess private
preferences, to act in a certain manner, then a mechanism design procedure, such as the Groves mechanism, would
be an appropriate choice of control mechanism.
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uxj (s)

mu
xj
i (s)

FIGURE 5.1: An example of task utility and agent marginal utility, with yx = 4, td
x = 2 andβ =

0.9.

global utility restricted to the decision window[t, t +w]. Consider the difference ini’s utility for

switching fromsi to s′i . The following shows that the change in an agent’s own utility is equal to

the change in the global utility:

ui(si ,s−i)−ui(s
′
i ,s−i) = ∑

xj∈si

(

uxj (si ,s−i)−uxj (s0,s−i)
)

− ∑
xj∈s′i

(

uxj (s
′
i ,s−i)−uxj (s0,s−i)

)

= ∑
xj∈X

(

uxj (si ,s−i)−uxj (s0,s−i)−uxj (s
′
i ,s−i)+uxj (s0,s−i)

)

= ut,w
G (si ,s−i)−ut,w

G (s′i ,s−i).

Thus, a game played between agents with utility functions asgiven above is a potential game,

with a potential function given by the approximation of the global utility function over the de-

cision window. There are two consequences to this result. First, the globally optimal allocation

of tasks to agents in the window resides in the set of Nash equilibria. To see this, assume that

the optimal point is not a Nash equilibrium. Then there must be some agent that can alter its

state to improve its utility, which in turn will improve the global utility, which contradicts the

assumption that the optimal point is not a Nash equilibrium.Despite that, in most cases some

sub–optimal Nash equilibria also exist. Second, the game has the finite improvement property

(see Section 2.5), implying the convergence of the distributed stochastic algorithm (shown in

Section 3.3.1.2), as we discuss in the next section.

5.3.4 The Distributed Stochastic Algorithm

The distributed stochastic algorithm (DSA) is a local iterative approximate best response algo-

rithm (Section 2.9.2.1). We use it here because in the previous chapter, which compared the

performance of such algorithms in DCOPs, we identified it as an algorithm that can quickly pro-

duce good quality solutions with a low communication overhead. Though we suggestDSA, any

other efficient decentralised negotiation protocol can also work well with our model (e.g. spatial

adaptive play or fictitious play, as discussed in Chapter 4).However, we note that using a com-

plete algorithm in place ofDSA, such asDPOP or ADOPT (Section 2.9.1), is not appropriate,
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]
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]

t+2: st+2 =
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i

]

	 	 	 	

	 	 	 	

FIGURE 5.2: Recycling solutions: Typically, thet +1 to t +w strategy components from game
t are used as initial conditions forDSA in gamet +1, and so on.

because of their high computation time and communication requirements. This is particularly

so in our setting since the constraint graphs for the task allocation problems addressed here are

fully connected; that is, every agent is connected to every task. As such, the computational bur-

den on complete algorithms would be prohibitively large, asthe complexity of these algorithms

increases exponentially with the degree of cyclicity of theconstraint graph (See Section 2.9.1

for details).

In more detail,DSA is a synchronous algorithm, in that agents act in step. However, at each time

step, an agent has some probabilityp of activation, known as the degree of parallel executions

(Section 2.9.2.1). Given an opportunity to update its action, an agent selects the action with the

greatest increase in payoff — its best response — or if no change improves the payoff, the agent

does not change its strategy. Importantly,DSA converges to a Nash equilibrium in potential

games. Briefly, this is because no agent will leave a Nash equilibrium after the first time it is

played, and for values of 0< p< 1, the probability that the agents play a Nash equilibrium goes

to 1 as time progresses, as a consequence of the finite improvement property.

In application domains with short decision horizons, like RoboCup Rescue, a good initial set

of conditions can significantly improve the convergence time of DSA. For this reason, in our

model, solutions to one approximating game are used as initial conditions, or partial solutions,

for DSA in the following game. Specifically, because thet + 1 to t + w strategy components of

consecutive games overlap, we can reuse these components asthe starting conditions forDSA in

each subsequent game (as shown in Figure 5.2). This is particularly useful for situations where

the number of negotiation steps is limited by communicationrestrictions (such as in RoboCup

Rescue). A related issue is that newly arriving tasks with pressing deadlines have the potential

to induce significant re–coordination by the agents, rendering the partial solutions negotiated in

previous game’s strategies irrelevant. In this way, these new tasks have the potential to disrupt

the convergence of the algorithm. However, in practice, by using any reasonable value forp

(i.e. 0≪ p ≪ 1) in conjunction with a long window, the agents are seen to deal with such

disruptions in a graceful manner. That is, as long asp imparts significant inertia on the existing

strategy, it will prevent the algorithm from being significantly disrupted.
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5.3.5 Dealing with Limited Range Communication

So far in this section, we have shown how to implement a general distributed technique for

solving a dynamic task allocation problem. However, as motivated earlier, we also wish to

develop a technique that is robust in the face of restrictions on the distance over which agents

can communicate. In particular, the technique we develop isa natural extension to the utility

function described in Section 5.3.3, and is appropriate forany task allocation problem with a

spatial dimension. In more detail, we model situations where an agent can communicate over

a limited distance,r, and is only aware of some of the tasks. As such, the major changes in

the method are that: (i) the set of strategy components available to an agent is restricted to only

those tasks it is aware of,Xi,6 and (ii) the agents’ utility computations are carried out using only

the strategies of those agents that are currently within itscommunication range,j ∈ Ni. This

gives us the following agent utility functions:

ui(si ,sNi ) = ∑
xj∈si

mu
xj
i (si ,sNi ) = ∑

xj∈si

(

uxj (si ,sNi )−uxj (s0,sNi )
)

, (5.6)

wheresi is restricted to the set of tasks of whichi is aware,Xi. Now, using this form for

the agents’ utility functions means that the approximate global utility function (Equation 5.3)

need not be a potential function for the game. However, if allagents are aware of those agents

attending to their tasks, then Equation 5.3 acts as a potential function. This is always the case

when the agents are at (or sufficiently near) the location of their tasks. On the other hand,

because the components of an agent’s strategy are restricted to those tasks it is aware of, parts of

the global utility function are, in effect, inaccessible tothe agents. Nonetheless, the accessible

local maxima of the approximate global utility are Nash equilibria of the game.

5.4 Application to RoboCup Rescue

In this section, we describe an application of our technique, which we call theoverlapping

potential game algorithm, to RoboCup Rescue (RCR). RCR is a simulation of a disaster re-

sponse scenario in a large city (seehttp://www.robocuprescue.org for more details). RCR

is a well–known domain used for benchmarking solutions related to multi–agent based coordi-

nation, and an exemplar dynamic task allocation and scheduling problem, which shares many

salient characteristics with other such problems. It is a complex setting in which teams of agents

have to allocate and perform tasks using incomplete information in a non–deterministic environ-

ment, in real–time. Thus, it provides an ideal platform for evaluating the efficacy of our control

mechanism.

In more detail, RCR is composed of a map of a large city, containing buildings, roads, injured

casualties, and three types of emergency service agents: ambulances, fire brigade and police.

6 The way that agents learn about tasks is typically specific tothe domain, and how this occurs in RoboCup
Rescue is discussed in Section 5.4.
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Figure 5.3 gives three examples of the maps we used in our RCR experiments, the different

agents marked as coloured dots. Ambulance agents work by extracting trapped casualties from

collapsed buildings, fire brigade agents have the task of extinguishing burning buildings, and

police agents unblock roads and search for trapped casualties and burning buildings. However,

in this work, we consider a limited version of RCR containingno fires or blocked roads, so

the only problem is to coordinate the ambulance agents to extract injured civilians. The global

objective, then, is to coordinate the actions of emergency service agents such that they save as

many casualties as possible, in as short a time as possible. The performance of a coordination

strategy is measured by the sum of casualties ‘health points’, which decay over time while they

are trapped in collapsed or burning building.

We now map the ambulance–casualty allocation problem in RCRto our generic overlapping

potential game approximation (OPGA) framework, and then discus the experiments we use to

evaluate our approach.

5.4.1 Ambulance–Casualty Allocation

A major part of the RCR problem is the allocation of ambulances to injured civilians. We

characterise this aspect of RCR using our model, as described in Section 5.3, where each agent,

i, corresponds to an ambulance and each taskx j represents an injured civilian that needs rescue.7

As in our model, each civilian has a hard deadline,td
xj

, by which time it must reach a refuge if

it is to survive, and a processing requirement,yxj , corresponding to the time it would take a

single ambulance to be in a position to remove it from the scene. In RCR, the number of

injured civilians is typically much greater than the numberof ambulances, and not all the injured

civilians are known to the ambulances at the start. Rather, they are discovered over time. This

means that an ambulance crew must negotiate a sequence of civilians to attend to with other

ambulance, with the rescue of some civilians requiring morethan one ambulance crew because

of a highyxj and/or an imminenttd
xj

.

Given this, the task completion time,tc
xj

(s) in Equation 5.1, is the time it takes a team of am-

bulances, given by the joint strategy profiles, to rescue the civilian. This incorporates both the

civilian’s processing requirement (the time needed by the team before taking it to the refuge) as

well as estimates of the time it takes for the team members to travel to the civilian. The global

utility uG(s) increases with the number of casualties rescued, and for each casualty, increases

with lower completion times. Regarding an ambulance’s marginal utility (Equation 5.4), be-

causeβ is close to 1, the contribution of an ambulance that is critical to the rescue of civilian

x j beforetd
xj

is greater than the benefit of speeding up the rescue of a civilian that is already

assured of being saved. This effect is demonstrated in Figure 5.1. Following this, an agent’s

utility (Equation 5.5) is then the sum of its contribution toall tasks in the window[t, t + w],

7The ambulance to casualty allocation mechanism derived in this chapter represents a first step in deriving a
complete set of algorithms integrating all of allocation the problems in RCR. This and other extensions are discussed
in Section 9.2.
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Foligno

Kobe

Virtual City

FIGURE 5.3: Examples of a maps used in our RoboCup Rescue experiments. Green dots are
casualties (varying from light green for healthy agents to black), white dots are ambulances,

red are fire brigade and blue are police agents.
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and consequently, the approximate global utility functionacts as a potential for the entire game.

Thus, the salient features of this problem are captured in our model.

Nonetheless, two small variations to the standard DSA are necessary to successfully implement

our model in RCR. First, one component of an ambulance’s roleis to transport rescued civilians

to a refuge, which takes time and can upset the agent’s strategy. Because of the difficulties of

capturing this requirement in an agent’s strategy space, weallow the following innovation to

DSA; whenever an ambulance has returned a civilian to a refuge, it always computes a com-

pletely new best response strategy. This is done because itsexisting strategy will be completely

outdated (i.e. the tasks it had in its current strategy it will not have attended to). Second, be-

cause agents are not computing their best strategy at every time step, if others have changed

their strategy, it is possible that an agent’s value for a task completion time differs significantly

from the true value. This may require the agent to shift forward many elements of its strategy

vector (many more than illustrated in Figure 5.2). Now, if too many elements are removed, the

resulting recycling of partial past solutions as initial conditions may be counter–productive. For

this reason, if, in recycling past components, an agent’s strategy vector is advanced up by less

thanw/3 components, then with probabilityp the agent computes a completely new strategy, and

with probability(1− p) it generates a new strategy for the remaining components only, as in the

usual operation ofDSA. However, if more than thanw/3 components are removed, maintaining

the current strategy will rarely be useful to the system, so the agent always computes an entirely

new strategy.8

5.4.2 Experimental Design

We now discuss the design of the RCR experiments we used to evaluate our OPGA algorithm.

Specifically, we ran OPGA on three standard RCR maps — Kobe, Virtual City and Foligno

(shown in Figure 5.3), each of which contain 80 civilians and6 ambulances. Foligno is a larger

and more unstructured map than Kobe or Virtual City, making it relatively hard to detect civil-

ians there. The information about the casualties is gathered by fire–brigades and police–patrols

that explore the map and pass it on to the ambulances, thus simulating a dynamic continuous

stream of tasks. In the limited range scenario, an exploringagent (i.e. a police or fire–brigade)

can pass on information to an ambulance only when it is withinthe communication range, thus

representing the limited observation range of the ambulances. Each simulation is 300 time

steps in duration. We implement two parameter setting of ourmethod withp = 0.5 or 0.9 —

OPGA(0.5) and OPGA(0.9) — and a decision window ofw = 30 steps for both. As our prelim-

inary experiments showed that the results were not very sensitive to different p values between

0.5 and 0.9, we limited our current results to the two endpoints of this range. The value forw

was chosen from preliminary experiments, as it depends on the nature of the domain. To achieve

statistical significance (results are shown with 95% confidence intervals), each experiment was

run 30 times. The performance in an experiment is reflected bythe score obtained at the end

8Experimental evidence has shown two–thirds to be a reasonable value for this threshold.
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of the simulation. This score is a standard provided by the RCR framework and is the sum of

the health points of the civilians in the map. The health of anunrescued civilian decreases with

time until it reaches 0 (which, in fact constitutes the deadline), while that of a rescued civilian

improves with time. We also measure the number of civilians saved over time, because it gives

an insight into how the rate of rescue is affected by the rate of discovery of casualties.

We ran two batches of experiments. In the first, the agents’ communication range was not

restricted. We use these results to directly compare the performance of OPGA to a centralised

greedy (myopic)earliest deadline firstscheduler as an upper bound and a decentralised greedy

heuristic as a comparable lower benchmark. The former listscivilians in order of their deadline,

centrally allocates free ambulances to the civilian with the earliest deadline up to the point where

it is assured of being completed, and then allocates ambulances to the next civilian on its list, and

so forth. Now, because the allocation is performed centrally, no mis–coordination is possible

— neither fewer, nor more agents than are required will ever be allocated to a civilian. As

such, the greedy scheduler is expected to out perform OPGA. Under the decentralised greedy

heuristic, each ambulance simply attends to the task with the shortest deadline. This approach

will typically lead to an over–allocation of ambulances to civilians with short deadlines, and it

will occasionally allocate ambulances to a civilian even when their efforts to save it are bound

to be futile.

In the second batch of experiments, we test the performance of OPGA with restrictions on the

range of the agents’ communication and observations, as discussed in Section 5.3.5. These

restrictions are 20% 15%, 10%, and 5% of the maximum distancebetween two points on the

map in question (so the area covered by an agent’s range decreases quadratically with these

values). In this batch, we compare OPGA(0.9) to the centralised greedy scheduler only. We do

this to test our hypothesis that OPGA performs better than the centralised greedy scheduler in

scenarios where the communication and observation range isrestricted.

5.4.3 Results

To begin with, we discuss the results of the first batch of experiments. To this end, Figure 5.4

shows the mean performance of OPGA(0.9) and OPGA(0.5) compared to the centralised and

decentralised greedy methods in the three maps. Although the difference in score between

OPGA and the centralised greedy approach is statistically significant, OPGA, in turn, performs

significantly better than the decentralised greedy method.When taken together, these results

show that our approach, based on overlapping potential games, is a good approximation of the

optimal solution to the stochastic game model of the ambulance–to–civilian problem in RCR.

In more detail, both versions of OPGA perform better in the Foligno and Virtual City scenario

than in the Kobe scenario. Furthermore, a 2kr factorial design test on the results evaluating

the effects of the value ofp and the map on the score indicates that 95% of the variation of

the score is explained by variation in the map, and less than 1% by variations inp. The cause
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FIGURE 5.4: Comparing the task allocation methods across the Foligno, Kobe and Virtual City
maps.

of the variation in scores between maps is due to the rate at which new trapped civilians are

introduced. In particular, civilians are discovered at a quicker rate in the Kobe map than in

Foligno or Virtual City. This is illustrated clearly in Figure 5.5. Here, a slower rate of discovery

allows OPGA to find good quality solutions more regularly than in maps where, at times, the

rate of civilians’ discovery is faster. Thus, OPGA performsbetter in Foligno and Virtual City

than in Kobe. Furthermore, this matches with the assumptionwe make that the state of the world

moves slowly enough for us to ignore the effect of the possible changes to the state of the world

(in particular, the list of civilians), without inducing significant errors. When this assumption is

less warranted, as in the Kobe scenario, the algorithm performs relatively worse.

Now we turn to the second batch of experiments (see Figure 5.6). From this, we observe that the

performance of the centralised greedy algorithm degrades at a quicker rate than OPGA, both in

terms of its mean performance and the variability in its performance (as seen in larger error bars

at each restriction level). In contrast OPGA performs better than the centralised approach when-

ever the agents’ communication range is restricted (with the exception of Kobe when restricted

to 5%, which is probably due to stochastic variation, and notstatistically significant). However,

when the range is severely restricted (such as when the rangeis restricted to 5% of the map), the

information flowing to the agents is minimal, hence the performance of any method will tend

to be poor. This is precisely the effect of restricting the communication and observation range

we expected to see, and justifies our arguments for using a principled decentralised algorithm in

restricted range environments.



Chapter 5 Distributed Dynamic Task Allocation and Scheduling 119

50 100 150 200 250 300
0

10

20

30

40

50

60

70

80

Foligno

Time

C
iv

ili
an

s 
R

es
cu

ed
/F

ou
nd

 

 

Centralised Greedy
Decentralised Greedy
OPGA(0.9)
Civilians Found

50 100 150 200 250 300
0

10

20

30

40

50

60

70

80

Kobe

Time

C
iv

ili
an

s 
R

es
cu

ed
/F

ou
nd

 

 

Centralised Greedy
Decentralised Greedy
OPGA(0.9)
Civilians Found

50 100 150 200 250 300
0

10

20

30

40

50

60

70

80

Virtual City

Time

C
iv

ili
an

s 
R

es
cu

ed
/F

ou
nd

 

 

Centralised Greedy
Decentralised Greedy
OPGA(0.9)
Civilians Found

FIGURE 5.5: Example time series of the methods on the Foligno, Kobe and Virtual City maps.
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FIGURE 5.6: Comparing the methods as the communication and observation range is restricted.
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Furthermore, for moderate restrictions (20–15%), the performance of OPGA actually improves

in both Kobe and Virtual City (significantly so for Kobe). This is a surprising result. It occurs

because, under restricted information, the quiescence assumption motivating our choice of ap-

proximation is better supported than in the full information case. That is, the state of the world,

as perceived by each agent, is more stable when their communication and observation ranges

are moderately restricted. The subsequent degradation in performance of OPGA is due to a sim-

ple lack of information flowing to the agents. This effect is not reproduced in Foligno because

OPGA does well, even in the full communication case, as the rate of discovery of casualties is

slow.

5.5 Summary

In this chapter we derived a distributed game–theoretic control mechanism for decentralised

planning to address dynamic task allocation problems. In more detail, there are two main aspects

to the problem addressed. First, each agent has to perform a sequence of tasks over time and

often tasks may require more than one agent for their successful completion. Second, the set

of tasks is dynamic as new tasks are discovered over time. This leads to a stochastic game

formulation.

However, stochastic games are generally intractable. Consequently, an optimal algorithm would

not have satisfied the four design requirements laid out for good control mechanisms in Sec-

tion 1.1, namely, high quality solutions, robustness and flexibility in the face of changes to

the set of components, limited used of communication, and generating solutions in a timely

manner or by using a reasonable amount of computational resource. In order to satisfy these

requirements, we proposed a technique for approximating a stochastic game using a sequence

of overlapping potential games, which are derived from a finite horizon approximation of the

global objective function. Importantly, the agents’ utilities are derived in such a way that they

do not require complete information about the state of the world or of the actions of other agents

in the system, and as such, the technique is robust to communication restrictions. In order to

generate a solution, agents negotiate with each other to decide which tasks to act on in the next

few time steps, and, in particular, we suggested the use of the distributed stochastic algorithm

as a negotiation technique, because it has been shown to converge quickly and operates using

a low communication overhead. In so doing, we satisfy our four design requirements. Further-

more, empirical results showed the efficacy of our approach in stochastic environments with

limited information. Specifically, in order to test the performance and robustness of our control

mechanism, we implemented it in the RoboCup Rescue disasterresponse simulator. We found

that it performs comparably to a centralised task schedulerwhen communication is not limited,

and that it outperforms the centralised approach as the agents’ communication and observation

ranges are restricted.
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This control mechanism was derived to satisfy our four design requirements, and our results

demonstrate that this has been achieved. As such, the work presented in this chapter represents

another step towards completing our principle research aimof deriving control mechanisms for

large distributed systems.



Chapter 6

Convergent Learning in Potential

Games with Perturbed Unknown

Rewards

The third topic of investigation in this thesis, covered in this chapter and the next, regards the

problems of designing control mechanisms using MAS for scenarios characterised by perturbed

observations of the world. These two chapters represent extensions of the DCOP model ad-

dressed in Chapters 3 and 4 to deal with noisy observations that are endemic in real–world

applications. In order to satisfy the design requirements stated in Section 1.1, a MAS operat-

ing in a scenario containing such complicating features requires a more sophisticated control

mechanism than those examined earlier in this thesis.

In particular, in this chapter, we address the problem of distributed computation of Nash equi-

libria in games with rewards that are initially unknown and which must be estimated over time

from noisy observations. Specifically, we prove the convergence of variants of fictitious play

and adaptive play to Nash equilibria in potential games and weakly acyclic games, respectively.

These variants all use a multi–agent version ofQ–learning to estimate the reward functions and

a particularε–greedy decision rule to select an action. As such, this workcomplements the work

on DCOPs presented in Chapters 3 and 4, because, as we showed earlier, DCOPs form a sub-

set of potential games, which are themselves a subset of weakly acyclic games. Consequently,

the algorithms derived here can be deployed as control mechanisms in DCOPs with unknown

perturbed rewards. This is a particularly salient problem in DCOPs because this complicating

feature arises in many of their common application domains,such as controlling distributed and

ad hoc sensor networks, in which agents’ utilities cannot beprespecified because they are a

function of the phenomena being observed (as in, for example, Farinelli, Rogers and Jennings

(2008)). Like the local iterative approximate best response algorithms investigated in Chapters 3

and 4, these algorithms operate using local messages that only contain information regarding the

agents’ strategies. As such, they operate using small amounts of communication (Requirement

123
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3) and little computational resources (Requirement 4), andbecause of this, they can quickly ad-

just to changes in the underlying problem (Requirement 2), all while converging to good quality

solutions, in the form of Nash equilibria (Requirement 1). As such, in this chapter we extend

the basic DCOP model of multi–agent coordination to scenarios with perturbed unknown re-

wards, and, with respect to the principle research objective of this thesis, we provide control

mechanisms for large distributed systems with this particular complicating feature.

The chapter progresses as follows: In the next section we describe the problem of learning

equilibria in games with perturbed unknown reward functions, and give an overview of the tech-

niques we use to derive control mechanisms for this setting.Section 6.2 then formally defines

the subject of our investigation, noncooperative games with unknown perturbed rewards, which

builds upon the standard model of noncooperative games. Then, in Section 6.3 we reviewQ–

learning and theε–greedy action selection rule, and derive a multi–agent version ofQ–learning

using ε–greedy action selection for which agents’ estimates of their rewards for joint actions

converge. In Section 6.4 we show that if agents use fictitiousplay to adapt to their opponents’

strategies, then play converges to a Nash equilibrium, and in Section 6.5 we show the same

for different variants of adaptive play. Section 6.6 summarises the contributions of this chap-

ter. The background material for this chapter covering mixed strategies andδ–best responses

can be found in Section 2.1.1, while material reviewing potential games, weakly acyclic games,

fictitious play and adaptive play is presented in Sections 2.5 and 2.6.

6.1 Introduction

Learning in repeated games is a well investigated branch of game theory (see Fudenberg and

Levine, 1998, for example). Examples of convergence results for games include the convergence

of fictitious play and adaptive play to Nash equilibrium in potential games and regret matching

to the set of correlated equilibria in general games (as reviewed in Section 2.6). Similarly,

online learning of perturbed unknown reward functions is a well understood problem tackled

effectively by techniques from reinforcement learning, and, in particular, in this chapter, we

considerQ–learning (Sutton and Barto, 1998). However, the joint problem of learning in games

with perturbed unknown reward functions is much less well understood, even though it is a

commonly faced problem in MAS design. Such situations present a triumvirate of problems for

adaptive agents, in which they must:

• Explore the space of rewards,

• Exploit their knowledge of rewards, and

• Coordinate their actions to play particular outcomes.
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Against this background, in this chapter we tackle the problem of learning equilibria in repeated

potential games with noisy unknown rewards. Such situations include DCOPs with initially

unknown rewards whose values are only revealed through noisy observations.

An example of a setting where this may occur is in an ad hoc wireless sensor networks for a

wide–area surveillance problem, such as the one described in Farinelli, Rogers and Jennings

(2008). In this paper, the authors consider the problem of maximising the efficiency of a sensor

network deployed for wide–area surveillance by coordinating of the sense/sleep schedules of

power constrained energy-harvesting sensor nodes. They specifically consider a deployment of

sensors distributed in an urban setting that can sense nearby traffic (they consider both acoustic

and vibration sensors that can be used to detect foot or vehicle traffic). These events occur

at random, but their mean frequency varies with the time of day, and at the outset, this mean

frequency of events is unknown to the sensors. In order to cover the entire field of observation,

the sensors’ observation ranges overlap, and they know this, however, they do not know to what

degree they overlap. Now, each sensor’s battery charge is generated by harvesting energy from

the environment. Consequently, they can only be actively sensing for a limited time each day

(in these sensors, the signal processing required to reliably detect events represents the greatest

drain on the sensors’ batteries). For example, if this period is one quarter of the day, then the

agent has to make a decision on which of the four quarters it chooses to actively sense, and

which it should sleep for. Together, the sensors want to observe as many events as possible, so

they want to be on at the times the event frequency is at its highest, which is initially unknown.

On the other hand, the sensors do not want to be on at the same time as other sensors with whom

their sensing ranges overlap, since redundant sensing wastes resources. Hence, the problem is

to coordinate sense/sleep cycles of the sensors so to maximise the expected number of events

observed each day, while at the same time coordinating the search of the joint action space to

learn the mean frequencies of events occurring in each sector under observation.

In more detail, potential games with perturbed unknown rewards are games in which an agent’s

payoff for each outcome is drawn from a distribution with bounded variance whose mean is

consistent with a potential function (in the sense of the standard definition of potential games

given in Section 2.5). In this chapter we derive new fictitious play and adaptive play processes

for potential games with perturbed unknown rewards and prove that they converge to Nash equi-

libria. These algorithms are variants of the two classes of the local approximate best response

algorithms investigated in Chapters 3 and 4. Like the algorithms addressed in those chapters, the

variants of fictitious play and adaptive play derived here operate in such a way so as to satisfy

our four design requirements from Section 1.1: (i) high quality solutions, (ii) robustness and

flexibility in the face of changes to the set of components, (iii) limited used of communication,

and (iv) generating solutions in a timely manner or by using areasonable amount of computa-

tional resource. In order to address such problems, the adaptive processes we derive interleave

the recursive estimation of reward function means with adaptation to the strategies of others in

the game. Our approach to these types of problems give agentsthe ability to effectively learn

their reward functions while coordinating on a pure strategy Nash equilibrium. In so doing, we
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address all four of the design requirements listed above. Inparticular, we satisfy Requirements

1 and 4, because by interleaving the reward estimation and strategy adaptation problems, we

expect the control mechanism can produce high quality solutions (corresponding to Nash equi-

libria) in less time than if the two problems were solved independently. We make this conjecture

because interleaving these processes would, at the most, take the same time as it would to do

each independently. Furthermore, by using modified versions of the local iterative approximate

best response algorithms from Chapters 3 and 4, we derive a control mechanism that is robust

to changes in the set of components in use and also operates using only a limited amount of

communication, thus addressing Requirements 2 and 3.

Specifically, the main results of this chapter are:

1. For the first time, we derive a multi–agent version ofQ–learning withε–greedy explo-

ration for which reward estimates converge to their true mean value, which we use as a

component in the subsequent algorithms.

2. We prove that a variant of smooth fictitious play usingQ–learned estimates and employ-

ing theε–greedy action selection rule converges to a pure strategy Nash equilibrium in

repeated potential games, zero–sum games and several smaller classes of games with the

fictitious play property.

3. We prove that standard adaptive play, in which agents evaluate the actions usingQ–

learned estimates of the reward and playε–best responses to these estimates, converges to

pure strategy Nash equilibria in repeated weakly acyclic games,

4. We prove that a variant of adaptive play, in which agents donot model their opponents

directly, but rather evaluate their actions by their cumulative Q–learned estimates, called

payoff–basedadaptive play, converges to a pure strategy Nash equilibrium in repeated

weakly acyclic games, and

5. We prove that a third variant of adaptive play in which agents play anε–best response

to the last action profile played according to theQ–learned estimates, with the restriction

that only one agent changes its strategy at a time, known asspatial adaptive play, also

converges to a pure strategy Nash equilibrium in repeated weakly acyclic games.

In sum, these are the first algorithms to be proven to convergeto Nash equilibrium in potential

games and weakly acyclic games with unknown noisy payoffs. Furthermore, they are therefore

also the first algorithms to do so for DCOPs, and as such, the work in this chapter represent both

an extension of the basic DCOP model investigated in Chapters 3 and 4 and the derivation of

several control mechanisms for controlling a MAS deployed in such settings.
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6.2 Background

In this section we make some extensions to the nomenclature of noncooperative games used

in the previous chapters, which are necessary to explain theproblem at hand, and then define

games with unknown and perturbed rewards.

To begin, in the work in this chapter, we will be referring both to agents’beliefsover their

opponents’ strategies and to an agent’s ownmixed strategy, both of which are distributions

over pure actions. As such, in this chapter we use some additional notation. Specifically, we

denote agenti’s belief over j ’s strategy at timet as σt
j , while i’s own mixed strategy isπt

i .

We use different notation for each because in the versions offictitious play addressed here, the

agents’ beliefs about each others’ strategies differ from their actual underlying mixed strategies.

Additionally, because we are dealing with noisy rewards, weuse the notationr i(a) to denote

the expected value of a payoff, rather thanui(a), to differentiate from the case where agents

know their rewards with certainty. In this chapter we also assume, as is standard, that ther i are

bounded, and consequently there exists anr such that maxi∈N,a∈A |r i(a)| ≤ r.

Given these changes to the nomenclature, the definitions given in Section 2.1.1 are as follows.

Agents can choose to play an action according to a mixed strategy, a probability distribution

over the pure action setAi, so thatπi ∈ ∆i, the set of probability distributions overAi, in which

the support of a mixed strategy is the elements ofAi to whichπi assigns a positive probability.

The reward functions of the mixed extension of the game are given by the expected value ofr i

under all players’ joint independent lotteryπ ∈×i∈N∆i overA:

r i(π) = ∑
a∈A

(

∏
j∈N

π j(a j)

)

r i(a).

We will use the notationa = (ai ,a−i) wherea−i is the joint action chosen by all players other

thani, andπ = (πi ,π−i) whereπ−i is the joint independent lottery of all players other thani. An

agent’s best response,Bi(π−i), is the set ofi’s best strategies, given the strategies of the other

players:

Bi(π−i) = {πi ∈ ∆i : r i(πi ,π−i) = max
π̃i∈∆i

r i(π̃i ,π−i)}

The Nash equilibrium condition is then written:

r i(π∗
i ,π

∗
−i)− r i(πi ,π∗

−i) ≥ 0 ∀ πi, ∀ i.

We also make use of theδ–best response, which is useful in the analysis of exploratory action se-

lection in order to estimate action values. First, let theδ-best response correspondence, Bδ
i (π−i)

be the set of strategies that come withinδ of maximising an agent’s reward, conditional on other

players’ strategies:

Bδ
i (π−i) = {πi ∈ ∆i : r i(πi ,π−i) ≥ max

π̃i∈∆i

r i(π̃i ,π−i)−δ}. (6.1)
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Then, a strategy profileπ∗ is anδ–Nash equilibrium ifπ∗
i ∈ Bδ

i (π∗
−i) for all i ∈ N.

We are investigating a scenario where the agents attempt to estimate their expected rewardr i(a)

for each joint actiona∈ A. In general, in games with large numbers of agents, the jointaction

spaceA becomes huge, and this estimation (as well as standard adaptive processes such as

fictitious play) becomes impractical. However in systems with an inherent spatial structure, in

which interaction only directly occurs between geographically close agents, agents should only

need to consider the actions of their neighbours.

In particular, ahypergraphical gameis a model which can usefully represent noncooperative

games in which some agents’ rewards are independent of others’ strategies (see Section 2.7).

In this model, nodes of the hypergraph correspond to the set of agents, while the hyperedges

represent local games played between them. In the new terminology, agenti’s reward for a

strategy is an aggregation of its rewards fromγ ∈ Γi , typically the sum of rewards from each:

r i(a) = ∑
γ∈Γi

r i,γ(ai ,aνi,γ), (6.2)

whereaνi,γ is the joint action of the players inνi,γ. Note thatr i(a) now only depends onai and

aνi , whereaνi is the joint action of all the neighbours ofi. Subsequently, we shall writer i as

a function of the joint actions ofi and its neighbours. Finally, recall from Section 2.8.3 that

DCOPs are hypergraphical games in which each local game is a team game.

Now, we introduce the model of rewards received in a repeatedlearning situation that will be

studied in the rest of this chapter. Much current work on learning in games either assumes that

the reward functionsr i(a) are known in advance, or that the observed rewards are deterministic

functions of the joint action selected (as in Chapters 3, 4 and 5). However, in many real–

world scenarios, the observed rewards are random, with expected value equal to the unknown

underlying reward functionr i(a). We call payoffs of this formunknown perturbed rewards.

This situation therefore requires the agents to estimate their underlying reward functions, while

also adapting their strategies in response to the actions ofother players.

Definition 6.1. A game with unknown perturbed rewardsis a game in which, when the joint

actiona∈ A is played, agenti receives the reward

Ri = r i(a)+ei

wherer i(a) is the true expected reward to playeri from joint actiona∈ A, andei is a random

variable with expected value 0 and bounded variance. Ahypergraphical game with unknown

perturbed rewardsis a hypergraphical game in which, when the joint actiona ∈ A is played,

agenti receives the rewards

Ri,γ = r i,γ(aγ)+ei,γ ∀γ ∈ Γi, (6.3)

wherer i,γ(aγ) is the true expected reward to playeri from local gameγ for the joint actionaγ,

andei,γ is a random variable with zero mean and bounded variance.
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To avoid unnecessary over-complication, we assume that each realisation of eachei,γ is indepen-

dent of all other random variables, although this assumption can be significantly relaxed. For

much of this chapter we consider the case in which the true rewards admit a potential function,

so that the game in expected utilities forms a potential game.1

We are now in a position to describe precisely the problem that we address. We imagine a

hypergraphical game with unknown perturbed rewards which is repeated over time. On each

play of the game, the agents select an action, and receive rewards as in Equation 6.3. The agents

also observe the actions selected by their neighbours. Based on this information, the agents

update their estimates of the reward functions and adapt their strategies.

Given this background, we are interested in the evolution ofstrategies under this scenario, and

in particular whether strategies converge to a Nash equilibrium. In particular, if the underlying

game is a potential game corresponding to a distributed optimisation problem, convergence to

Nash equilibrium gives us distributed convergence to a (locally) optimal joint strategy with only

noisy evaluations of the target function (as in DCOPs). Our control mechanisms for these types

of problems give agents the ability to effectively learn their reward functions while coordinating

on a pure strategy Nash equilibrium. In so doing, we address all four of the design requirements

listed in Section 1.1.

6.3 Convergence of Reward Function Estimates UsingQ-Learning

In this section we show that, in a game with unknown perturbedrewards, players can form es-

timates of the true reward functions which are asymptotically accurate, provided that all joint

actions are played infinitely often. We also show how this condition can be guaranteed. In par-

ticular, we show that if the agents update their estimates ofthe expected utilities for joint actions

usingQ–learning, and select actions using an appropriateε–greedy action selection policy, then

with probability 1 the reward function estimates will converge to their true mean values.

6.3.1 Review ofQ–learning

In noisy environments, reinforcement learning is often used to estimate the mean value of a

perturbed reward function (Sutton and Barto, 1998). In particular, we considerQ–learning for

single–agent multi–armed bandit problems, in which one learner selects actionsa and receives

rewardsR. This algorithm operates by recursively updating an estimate of the value of the action

taken at timet, and in single state problems like repeated games takes the form:

Qt+1(a) = Qt(a)+ λt I{at = a}
(

Rt −Qt(a)
)

, (6.4)

1 Note that a game with unknown perturbed rewards is a generalisation of the bandit problem discussed by Sutton
and Barto (1998), and we shall use similar reinforcement learning strategies to estimate the values ofr i,γ(aγ).
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whereI{at = a} is an indicator function taking value 1 ifat = a and 0 otherwise andλt ∈ (0,1)

is a learning parameter.

In general,Qt(a) → E[Rt |at = a] with probability 1 if the conditions

∞

∑
t=1

λt I{at = a} = ∞ and
∞

∑
t=1

(λt)2 < ∞

hold for eacha (Singh et al., 2000). This can be achieved if (i) allQi(a) are updated infinitely

often, and (ii) the following condition holds:

λt =
(

Cλ +#t(at)
)−ρλ

whereCλ > 0 is an arbitrary constant,ρλ ∈ (1/2,1] is a learning rate parameter, and #t(a) is the

number of times the actiona has been selected up to timet.

The condition that all actionsa are played infinitely often can be met with probability 1 by using

a randomisedaction decision rule(or learning policy, in the terminology of Singh et al. (2000))

in which the probability of playing each joint action is bounded below by a sequence that tends

to zero sufficiently slowly ast becomes large. Furthermore, this action decision rule can be

chosen so that it is greedy in the limit, in that the probability with which it selects maximal

reward actions tends to 1 ast → ∞. Such policies are calledgreedy in the limit with infinite

exploration (GLIE)(Singh et al., 2000).

One particularly common GLIE decision rule is known asε–greedy (described earlier in Sec-

tion 3.2.2.5). Under this policy, an agent selects an actionwith maximal expected reward at time

t with probability (1− εt), and a random other action with probabilityεt . In the single agent

case, ifεt = c/t with 0 < c < 1, then for anya,

∞

∑
t=1

Pr(at = a) ≥
∞

∑
t=1

εt = c×
∞

∑
t=1

1/t = ∞,

and so with probability 1 each action is selected infinitely often.

We now state a lemma giving conditions for convergence ofQ-learning for general action spaces.

The proof of the lemma is a simple application of stochastic approximation theory, as in Singh

et al. (2000), and is not given here.

Lemma 6.2. Let A be any action space, and let Qt(a) follow the recursion (6.4) for each a∈ A.

Suppose, for each a∈ A, and for all t,

Pr(at = a) ≥Cεt with
∞

∑
t=1

εt = ∞, (6.5)

where C> 0 is a constant. Then

lim
t→∞

Qt(a) = r(a) with probability 1.
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In the next section we derive a new version ofQ–learning specifically for estimating reward

functions in multi–agent settings.

6.3.2 Estimating Reward Functions in Games UsingQ–Learning

This reinforcement learning scheme can be applied in games by each player independently of

the others (Leslie and Collins, 2005), but this results in slow adaptation of strategies. Instead, in

this chapter, we allow the learning of reward functions of joint actions, so that we can interleave

this with a process of adaptation of agents’ strategies to their opponents’ strategies. Indeed the

hypergraphical games framework allows agenti to learn the reward functions of the different

component gamesγ ∈ Γi, which for large games is a much more feasible task than estimating

the full reward function onA. Hence, after playing actionat
i , observing neighbour actionsat

νi
,

and receiving rewardRt
i,γ for γ ∈ Γi , each individuali updates estimatesQt

i,γ using the equation

Qt+1
i,γ (aγ) = Qt

i,γ(aγ)+ λt I{aγ = at
γ}
(

Rt
i,γ −Qt

i,γ(aγ)
)

∀γ ∈ Γ ∀aγ ∈ Aγ. (6.6)

We now consider the convergence of thisQ–learning scheme in games with unknown perturbed

rewards using anε–greedy decision rule (although note that we have not yet defined what a

greedy action should be in this context, since an optimal action will depend on the assumed

strategy of the other players). In contrast to single agent settings, in multi–player games the

choice of joint action is made by the independent choices of more than one agent. As such, for

eachQ value to be updated infinitely often, the schedule that the sequence{εt}t→∞ follows must

reflect the fact that the agents cannot explicitly coordinate on joint action profiles.

Now, in large games without structure, visiting each joint action infinitely often is an imprac-

tical constraint; to achieve sufficiently high experimentation rates through independent random

sampling, as in theε–greedy approach, would require the players’ independentε sequences to

decrease so slowly that in any practical sense the players will never move into an exploitation

phase. On the other hand, joint exploration will require a large degree of cooperation between

the players, to the point that it ceases to be a truly decentralised system (and consequently vio-

lating our control mechanism design requirements).

However, if each agent interacts with only a few neighbours,as can be the case in a hypergraph-

ical game, then the joint action space to be explored by each player, and the number of reward

values each individual estimates, can be significantly reduced. This allows the agents to use

independentε–greedy strategies that succeed in sampling all the joint actionswithin each local

gamewhile still becoming greedy over a useful time frame. The following lemma formalises a

sufficient condition on theεt schedule for hypergraphical games that ensuresQ–learning con-

verges.

Lemma 6.3. In a hypergraphical game, let Ji be the maximum number of participants in any

single local game inΓi (i.e. Ji = maxγ∈Γi |N
γ|). In a game with unknown perturbed rewards, if
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agents select their actions using a policy in which, for all i∈ N, ai ∈ Ai and t≥ 1,

Pr(at
i = ai) ≥ εt

i , with εt
i = cεt

−1/Ji ,

where cε > 0 is a positive constant, then

lim
t→∞

|Qt
i,γ(aγ)− r i,γ(aγ)| = 0 ∀i ∈ N, ∀γ ∈ Γi, ∀aγ ∈ Aγ. (6.7)

Proof. If the probability that agenti selects an action is bounded below byεt
i = cεt−

1/Ji , then the

probability that any joint actionaγ is played is bounded below by

∏
j∈Nγ

cεt
−1/Jj ≥

(

cεt
−1/|Nγ|

)|Nγ|
= (cε)

|Nγ|t−1.

Hence we apply Lemma 6.2 toQi,γ with action spaceAγ, and the result follows.

Note that in a fully connected game (i.e. a hypergraphical game consisting of one local game

only) the result still holds, withJi = |N|, so we can writeεt = cεt−
1/|N|. This may result in a

practical learning procedure if|N| is sufficiently small.

We have now derived a technique for estimating an agent’s reward functions that, when inter-

leaved with a suitable strategy adaptation process, will result in an algorithm that converges to

a Nash equilibrium in potential games with perturbed unknown rewards. The following two

sections discuss two families of such strategy adaptation processes, fictitious play and adaptive

play.

6.4 Fictitious Play with Learned Reward Functions

In this section, we show that the actions of agents that (i) update their estimates of the expected

utilities for joint actions using theQ–learning approach outlined above, (ii) update their beliefs

over their opponents’ actions using a FP process, and (iii) select a new action using an appro-

priately definedε–greedy action selection policy, converge to a Nash equilibrium (in expected

utilities) in potential games with perturbed unknown rewards.

6.4.1 Review of Generalised Weakened Fictitious Play

To begin, we briefly recap the classical fictitious play process (Brown, 1951, and Section 2.6.2)

in the nomenclature of this chapter, and then consider the broader class of generalised weakened

fictitious play processes. Let agenti’s historical frequencyof playingai , be defined as:

σt
i,ai

=
1
t

t−1

∑
τ=0

I{aτ
i = ai}. (6.8)
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We write σt = {σt
i,ai

}i∈N,ai∈Ai for the vector of these beliefs, andσt
−i for the beliefs about all

players other thani. In classical fictitious play, the chosen action is a best–response to the

historical frequencies of all the other players;at
i ∈ Bi(σt

−i). Writing b(σ) =×i∈NBi(σ−i) for the

set of joint best responses, the fictitious play recursion can be restated as the recursive inclusion:

σt+1 ∈

(

1−
1

t +1

)

σt +
1

t +1
B(σt).

Building on this, Leslie and Collins (2006) define the class of generalised weakened fictitious

play (GWFP) processes. These are processes that admit a moregeneral belief–updating process

and allowδ–best responses to be played by the agents. We writeBδ(σ) = ×i∈NBδ
i (σ−i) for the

set of jointδ-best responses. In a GWFP process, beliefs follow the inclusion:

σt+1 ∈ (1−αt+1)σt + αt+1(Bδt
(σt)+Mt+1), (6.9)

with αt → 0 andδt → 0 ast →∞, ∑t≥1 αt = ∞, and{Mt}t≥ 1 a sequence of perturbations satisfy-

ing conditions on tail behaviour. Throughout this section we assume that theMt are martingale

differences (with expected value 0 given the history up to timet and bounded variance), which

ensures that the tail conditions hold if∑∞
t=1(αt)2 < ∞. Leslie and Collins (2006) show that

trajectories of process given in Equation 6.9 are stochastic approximations of the differential

inclusion:
d
dt

σt ∈ B(σt)−σt . (6.10)

Hence the limit set of a GWFP process (Equation 6.9) is a connected internally chain-recurrent

set of the differential inclusion (Equation 6.10), which inturn implies that the limit set of a

GWFP process consists of a connected set of Nash equilibria in potential games, two-player

zero-sum games, and generic 2×n games (Leslie and Collins, 2006). We make use of this result

in the next section.

6.4.2 Q-Learning Fictitious Play (QL–FP)

We now show that if agents adapt their strategies by playingε–greedy responses to their oppo-

nents’ historical frequencies of play, with these best responses calculated with respect to learned

reward functions, then not only do the reward function estimates converge, but the agents’ strate-

gies also converge to a Nash equilibrium in the classes of games mentioned previously. In order

to prove this, it suffices to show that QL–FP is a GWFP process;that is, an agent’sε–greedy

action selection policy with respect to the estimatedQ values corresponds to aδt–best response

to its opponents’ historical frequency of play, withδt → 0 ast → ∞.

Our model is that the agents useQ–learning as described in Equation 6.6 to estimate each

r i,γ(aγ), and update their beliefs over opponents’ actionsσνi using the fictitious play belief up-

dating rule given in Equation 6.8. Then their estimated expected reward for selecting action
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ai ∈ Ai is:

r̂ i(ai ,σt
νi
,Qt

i ) = ∑
γ∈Γi

∑
aγ∈Aγ

(

∏
j∈νi,γ

σt
j,aj

)

Qt
i,γ(ai ,aνi,γ).

Note that agenti need only know the historical frequencies of actions of players inνi in order to

calculate ˆr i . The reward for a mixed strategyπi is then a linear combination of probabilities and

rewards:

r̂ i(πi ,σt
νi
,Qt

i ) = ∑
ai∈Ai

πt
i (ai)r̂ i(ai ,σt

νi
,Qt

i ).

Now consider the case in which agents employ an adaptation ofthe ε–greedy action selection

policy to choose an action based on their expected rewards ˆr i . Specifically, we write the best

response set based on the estimatesQt
i as

Bi(σt
νi
,Qt

i) = argmax
ai ∈ Ai

[

r̂ i(ai ,σt
νi
,Qt

i )
]

.

Note thatBi(σt
νi
,Qt

i ) is a set of actions, whereas the other best–response correspondences in this

section are all sets of mixed strategies. We then define an analogue of theε–greedy decision

rule, which places the following probability of selection on eachai :

B̃ε
i,ai

(σt
νi
,Qt

i ) =







1−ε
|Bi(σt

νi
,Qt

i )|
if ai ∈ Bi(σt

νi
,Qt

i),

ε
|Ai |−|Bi(σt

νi ,Q
t
i )|

otherwise.
(6.11)

Agents will select actions according to the mixed strategyB̃εt

i (σt ,Qt
i), with εt following a suit-

ably decreasing schedule, to ensure that allQ values are updated infinitely often, but that as

t → ∞ the agents select actions according to a best response according to r̂ i(·,σt
νi
,Qt

i ).

Definition 6.4. A Q–learning fictitious play process is a process{σt ,Qt}t→∞ such that

at
i ∼ B̃

εt
i

i (σt
νi
,Qt

i) ∀i ∈ N,

σt+1
i,ai

= (1−αt+1)σt
i,ai

+ αt+1I{at
i = ai} ∀i ∈ N, ∀ai ∈ Ai, and

Qt+1
i,γ (aγ) = Qt

i,γ(aγ)+ λtI{at
γ = aγ}(R

t
γ(aγ)−Qt

i,γ(aγ)) ∀i ∈ N, ∀γ ∈ Γi, ∀aγ ∈ Aγ.

Theorem 6.5. Suppose that the agents’ beliefs and estimates follow a Q–learning fictitious play

process{σ,Q} for which:

• αt = (cα + t)−ρα , where cα > 0 andρα ∈ (1/2,1],

• λt = (cλ +#t(ai ,aνi ))
−ρλ , where cα > 0 andρα ∈ (1/2,1],

• εt
i = cεt−

1/Ji , where cε > 0 and Ji is as defined in Lemma 6.3.

Then theσt follow a GWFP process.
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Proof. We know by Lemma 6.3, and the conditions onλt andεt , that with probability 1:

lim
t→∞

|Qt
i,γ(aγ)− r i,γ(aγ)| → 0,

and there exists a sequenceηt → 0 such that

max
i∈N

max
γ∈Γi

max
aγ∈Aγ

|Qt
i(aγ)− r i(aγ)| < ηt ,

so the same can be said for any mixed strategy; specifically,

max
i∈N

max
γ∈Γi

|r̂t
i (πi,σt

νi
,Qt

i )− r i(πi ,σt
−i)| < ηt

for anyπi ∈ ∆i.

Now, let B̃εt

i (σt ,Qt
i) be the mixed strategy played byi at thetth time step to select actionat

i .

Then (recalling that maxi∈N,a∈A |r i(a)| = r < ∞), for everyt andi:

r̂ i(B̃
εt

i (σt
νi
,Qt),σt

νi
,Qt

i) ≥ (1− εt)max
ai∈Ai

r̂ i(ai ,σt
νi
,Qt

i)+ εt min
ai∈Ai

r̂ i(ai ,σt
νi
,Qt

i)

≥ (1− εt)(max
ai∈Ai

r i(ai ,σt
−i)−ηt)+ εt(−r −ηt)

≥ max
ai∈Ai

r i(ai ,σt
−i)− [ηt(1−2εt)+2εtr].

HenceB̃εt

i (σt
νi
,Qt

i) ∈ Bδt

i (σt
−i) for δt = ηt(1−2εt)+2εtr andδt → 0 ast → ∞.

Now (αt+1)−1
[

σt+1
i − (1−αt+1)σt

i

]

is a unit vector with a 1 in the position corresponding to

actionat
i . Hence, conditional on the history up tot, the expected value of this unit vector is

simply B̃εt

i (σt
νi
,Qt

i), and the variance is bounded. Therefore, definingMt
i to be the martingale

difference between the realised and expected value of this unit vector, we have that

(αt+1)−1[σt+1
i − (1−αt+1)σt

i

]

= B̃εt

i (σt
νi
,Qt

i)+Mt
i ∈ Bδt

i (σt
−i)+Mt

i .

Noting also that∑∞
t=1(αt)2 < ∞, so that the tail conditions onMt hold, theσt therefore follow a

GWFP process.

The above result implies the following:

Corollary 6.6. The strategies in a QL− FP process, under the conditions onαt , λt and εt

specified in Theorem 6.5, converge to a connected subset of Nash equilibria in potential games,

two-player zero-sum games, and generic2×n games.

In the context of the other work in this thesis, the most interesting aspect of this result is that it

shows that QL–FP can be used to compute pure strategy Nash equilibria in potential games in

which the potential function corresponds to the global objective function, such as DCOPs.
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6.5 Adaptive Play with Learned Reward Functions

Adaptive play (AP) is the basis of a class of adaptive processes in which agents maintain a finite

history over their opponents’ actions, and construct an estimate of their mixed strategies by

sampling from this history (Section 2.6.3) . In this sectionwe address the convergence properties

of Q–learning variants of Young’s adaptive play, analogous to the Q–learning fictitious play

investigated in Section 6.4: Specifically, if agents (i) update their reward estimates using theQ–

learning approach outlined in Section 6.3.2, (ii) update their beliefs over their opponents’ actions

using an appropriate AP process, and (iii) select a new action using theε–greedy decision rule,

then their actions converge to a Nash equilibrium in potential games with perturbed unknown

rewards. In this section we first detail two important versions of AP — payoff–based adaptive

and spatial adaptive play — and then characterise the conditions on the game and the agents’

memory and sample sizes for which these and other variants ofAP converge.

6.5.1 Payoff–Based Adaptive Play (PAP)

Adaptive play is a learning process in repeated normal form games. It is similar to fictitious play,

in that agents observe the actions of opponents and select best responses (orδ-best responses).

It differs in that each individual only has a finite memory, oflengthm, and recalls the previous

m actions taken by its opponents. On each play of the game, eachindividual takes a sample

of sizek ≤ m from this memory, and plays either a best response to the actions in the sample

(with probability 1− ε) or otherwise selects a random action. Ifε > 0 this results in an ergodic

Markov chain on the state spaceM consisting of all possible joint memories, and therefore there

is a unique stationary distributionµ(ε) = {µM(ε)}M∈M . Call a memory configurationM ∈ M

a stochastically stable state if limε→0 µM(ε) > 0. For this setting, Young (1993) shows that in

a weakly acyclic gameΓ the stochastically stable states are homogeneous joint memories each

consisting entirely of one pure strategy Nash equilibrium provided thatk≤ m/(LΓ+2).

However, Young is not entirely clear in which way the best response should be calculated, in

that it is only stated that the next action is a best response to the sample. This could mean at

least two things when there are more than 2 players. Individuals i could, as in fictitious play,

estimate the individual mixed strategies of all opponents (essentially, calculateσt
j independently

for each j 6= i) based on the finite sample instead of the full history. Alternatively, individual

i could calculate a joint mixed strategy over the other players, as in Marden et al. (2005), and

play a best response to this joint mixed strategy. Young’s proofs of convergence are valid in both

cases, since they rely entirely on best responses to pure strategies, which are identical under both

regimes.

However note that, as in Marden et al. (2005), the players need never actually estimate mixed

strategies if the joint strategy approach is to be used. Indeed identical decisions will be made

by considering cumulative reward against the sampled actions, while reducing the informational

demands on the players. This motivates the following definition:
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Definition 6.7. Payoff-based adaptive play (PAP)with memory sizem> 0, sample sizek≤ m,

and error rateε ∈ (0,1) is a process under which each individuali samplesk of the previousm

plays of the game, then calculates the cumulative reward that eachai ∈ Ai would have received

against the joint actions selected by the other players on those plays of the game. With probabil-

ity 1− ε the action maximising that cumulative reward is selected. Otherwise a random action

is selected.

Theorem 6.8. SupposeΓ is weakly acyclic and k≤ m/(LΓ+2). The stochastically stable states

of payoff-based adaptive play are homogeneous joint memories each consisting entirely of one

pure strategy Nash equilibrium.

Proof. Since the proof of Young (1993) relies only on best responsesto pure strategies, which

are the same for best response to both individual and joint mixed strategies, the proof holds for

both cases. Action selection under the cumulative reward paradigm is the same as under the

joint strategy paradigm (Marden et al., 2005) and hence the same result holds for PAP as for

adaptive play.

6.5.2 Spatial Adaptive Play (SAP)

The second variant of AP we consider is spatial adaptive play(Young, 1998), a variation of

adaptive play in which not all individuals update their strategy simultaneously. Now, if both the

memorymand the sample sizek are 1, and only one player at a time updates their strategy, then

the procedure reduces to log-linear learning (Blume, 1993). The convergence of this scheme,

and generalisations, has recently been thoroughly investigated by Marden and Shamma (2008),

showing that asε → 0 in a potential game the stochastically stable states are maximisers of the

potential function.

Furthermore Arslan et al. (2007) suggest that ifε → 0 as play proceeds in log-linear learning

then the played joint strategy will converge to a Nash equilibrium that globally optimises the

potential function. We here clarify the relationship with simulated annealing, and in particular

we indicate why the convergence proof of Geman and Geman (1984) will hold for log-linear

learning. Inparticular, individual players select actions according to a distribution under which

the probability of choosing any action is bounded below byεt . Hence Lemma 2 of Geman

and Geman (1984) continues to hold ifεt ≥ t−1/N. Furthermore, sinceεt → 0, Lemma 3 also

continues to hold, and therefore Theorem B holds, showing that strategies converge to the global

maximum of the potential function. Although the lower boundon εt looks less strict than the

logarithmically decreasing temperature of standard simulated annealing, it has exactly the same

effect on the sampling probabilities of actions, resultingin very slow convergence. Indeed this

t−1/N is precisely the rate of exploration that we introduced hypergraphical games to avoid (see

Section 6.3). Note that a similar phenomenon is observed in the parameters for the multinomial

logit action selection andε-greedy action selection in Singh et al. (2000) — in the multinomial
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logit decision rule the temperature decreases logarithmically, while for ε-greedy decision ruleε
decreases ast−1, but the action selection probabilities in the case of two actions are identical.

6.5.3 Q–Learning Adaptive Play Variants

As with fictitious play, the adaptive play processes discussed in this section rely on knowledge

of the reward functionsr i , whereas we are interested in situations where these rewardfunctions

are not known and can only be observed subject to stochastic perturbations. The synchronous

varieties of adaptive play (AP and PAP) both satisfyPr(at
i = ai) ≥ ε|N|, so Lemma 6.3 applies

and theQ-learning approach will be useful. With the asynchronous updates of spatial adaptive

play we need to be more careful, since not all players’ actions are updated simultaneously. With

fixed ε we have an ergodic Markov chain on the joint action space, so all joint actions will be

played infinitely often; with decreasingεt ≥ t−1/N, this schedule was specifically chosen so that

all actions are visited infinitely often, as in Lemma 2 of Geman and Geman (1984); again the

Q–learning approach will be successful. Hence we can consider Q–learning variations of these

adaptive play processes, in which the action selection procedure is exactly as in the original

process, but uses estimatedQ values instead of the true reward functions.

Theorem 6.9. Q–learning versions of adaptive play, payoff-based adaptive play, and spatial

adaptive play have the same convergence properties as the algorithms that use the true reward

function.

Proof. Since the reward functions are bounded in absolute value, and the action spaces and

memory are finite, there exists anη > 0 such that if for alli ∈ N, for all γ ∈ Γi and for all

aγ ∈ Aγ,

|Qt
i(aγ)− rt

i (aγ)| < η. (6.12)

then the decisions made are the same whether the individualsuser i or Qt
i .

We know that Equation 6.7 holds, so that, with probability 1,there exists aT such that for all

t ≥ T, Equation 6.12 holds.

Since, afterT, the strategies of players evolve exactly as if they were following the original

adaptive play type process usingr i instead ofQt
i , the convergence properties are just the same.

The above results imply the following:

Corollary 6.10. For small but fixedε > 0, in weakly acyclic games, the stochastically stable

states of Q–learning adaptive play, Q–learning payoff-based adaptive play, and Q–learning

spatial adaptive play (with k= m= 1) are homogeneous joint memories each consisting entirely

of one pure strategy Nash equilibrium. Under Q-learning spatial adaptive play with k= m= 1

and εt = t−1/N in a potential game the joint action converges to the joint action that globally

maximises the potential.
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Consequently, like the QL–FP algorithms, this result showsthat QL–AP can be used to compute

pure strategy Nash equilibria in potential games in which the potential function corresponds to

the global objective function.

6.6 Summary

In this chapter we derived algorithms for learning payoffs and coordinating on Nash equilib-

ria in potential games with noisy unknown reward functions.Specifically, we defined several

fictitious play and adaptive play processes and proved that they converge to Nash equilibria in

potential games with perturbed unknown rewards. As such, weaddressed all four of our MAS

design requirements; Specifically, by interleaving the search and coordination problems, these

algorithms are expected to produce high quality solutions in far less time than if the two prob-

lems were solved independently (Requirements 1 and 4), and like the algorithms investigated in

Chapters 3 and 4, such algorithms are robust to changes in theset of components in use and oper-

ate using only a limited amount of communication, thus addressing Requirements 2 and 3. In so

doing, this chapter represents the successful achievementof our research aim of deriving con-

trol mechanisms for large distributed systems possess complicated real–world characteristics.

Furthermore, this chapter also represents an extension of the earlier DCOP model to encompass

problems in which agents’ utilities are initially unknown and must be estimated online.



Chapter 7

Valuing Agent Communication in

Bayesian Games

In this chapter we address a second aspect of acting in scenarios characterised by perturbed

observations of the world — choosing how to act, observe and communicate in partially ob-

servable coordination problems. In such problems, agents’utility functions depend on the state

of the world, but they have only partial knowledge of this, and can only make noisy, indepen-

dent observations of it. Furthermore, agents can communicate their beliefs over the state of the

world to one another. However, both of these activities comeat a cost in terms of giving up an

opportunity to earn a reward.

In more detail, the work in this chapter describes an application of games with pure strategy Nash

equilibria to a different problem to those addressed in the rest of this thesis. Throughout what has

come before, such games have been used to directly model the problem in question. In contrast,

in this chapter, the problem at hand is to coordinate the agents’ choice of acting, observing and

communicating policies. In order to tackle this problem, wederive an auxiliary game between

the agents’ policies from the underlying problem, and show that this game possesses an optimal

solution at a pure strategy Nash equilibrium. As such, we derive a framework for evaluating

communication actions, so that communication is undertaken when it is of greatest benefit to

the entire system. Thus, we directly address design Requirements 1 (high quality solutions) and

3 (limited used of communication). We also derive an efficient method for finding the optimal

set of policies as a function of the noise in state observations and payoffs in the underlying game,

which also addresses Requirement 4 (computational feasibility).

In so doing, we develop another extension to the basic DCOP model of multi–agent coordina-

tion, and, regarding the primary research objectives of this thesis, we provide another control

mechanism for large distributed systems, this time with thecharacteristic of partially observ-

able world states. As such, in this thesis we have developed three orthogonal generalisations

of the DCOP model and derived control mechanisms for each, namely (i) including dynamism

140
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in the set of constraints (Chapter 5), (ii) learning Nash equilibria when rewards are initially un-

known and need to be learned from noisy observations (Chapter 6), and (iii) finding an optimal

communication policy in partially observable coordination problems (this chapter).

The chapter progresses as follows. In the next section we introduce the problem of multi–agent

coordination in partially observable games, and give an overview of the results presented in

the chapter. Then Section 7.2 details the related work in analysing communication in partially

observable domains, and identifies the shortcomings of thatwork. Section 7.3 then introduces

Bayesian coordination games with explicit observing and communicating actions. In Section 7.4

we analyse broadcast communication in these games — including developing a procedure for

finding the payoff–dominant Nash equilibria. Then, in Section 7.5, we apply this analysis to the

multi–agent tiger problem and demonstrate a number of interesting results regarding the value

of communication in this problem. Section 7.6 summarises the research contributions contained

in this chapter. Background material for this chapter covering Bayesian games and partially

observable stochastic games can be found in Sections 2.3 and2.4, respectively.

7.1 Introduction

Communication is a central component of coordination in MAS. Specifically, only by commu-

nicating their states and intentions to each other can agents coordinate their actions. However,

in many real–world problems, communication is not free. Rather, it is subject to some limita-

tions, such as restrictions on bandwidth, availability or timing, or it must be carried out at the

expense of some other action. Now, in Chapters 3 to 6 of this thesis, we have (implicitly) taken

the perspective that the costs of communication can not be sensibly reconciled with the utility

earned by the system for solving the underlying coordination problem. As such, we derived

control mechanisms that operate using little communication, but have done this without explic-

itly considering the costs and benefits of communicating. Furthermore, the agents in a deployed

MAS using the control mechanisms derived earlier have no capacity to reason over the choice

to communicate or not.

On the other hand, in partially observable domains in which agents must actively make state

observations, coordinating the agents’ beliefs over the state of the world is fundamental to the

overall coordination problem. However, if communication is not free, then agents should reason

over the costs and benefits of communicating their beliefs before utilising it.

To date, however, most work in the area of communication decisions in partially observable

problems has taken a somewhat ad hoc approach to valuing communication (see Section 7.2

for more details). In contrast, in this chapter we argue thatcommunication should be treated as

an action like any other — it consumes scarce resources whichthen cannot be used to perform

other actions, but it may confer some other benefit to the communicating agent. As such, we

believe that a natural representation of the costs and benefits of a communication policy can

be formulated using the concept ofopportunity cost. In this context, the opportunity cost of a
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communication action is measured as the next best action’s payoff if it were taken instead of

communicating. This representation allows us to explicitly balance the costs and benefits of

communication in partially observable coordination problems, and as such, in this chapter we

collapse the trade–off between Requirements 1 (high quality solutions) and 3 (limited use of

communication) into a single optimisation problem. In so doing, we develop another extension

to the basic DCOP model of multi–agent coordination.

In more detail, we introduce the notion ofBayesian coordination games with explicit observing

and communicating actions. This new class of games allows us to represent multi–agent coor-

dination problems in partially observable environments, and provides a natural and principled

measure of the value of communication using opportunity costs. Consequently, we develop a

novel game–theoretic framework for valuing communicationin agent coordination. In particu-

lar, we address the questions of:

1. Measuring thevalueof broadcast communication in iterated Bayesian coordination games,

2. Finding the optimalcommunication policyin a given iterated Bayesian coordination game,

where a communication policy is comprised of a combination of observing, communicat-

ing and acting, and

3. Showing that the optimal communication strategy profile is a Nash equilibrium.

Additionally, we develop a procedure that each agent can useto find this policy as a function of

its payoff in the underlying Bayesian game and the noise in the observation function. Finally, we

demonstrate our method on the canonical example of a partially observable coordination prob-

lem, the multi–agent tiger problem 2.4.1. In so doing, we show that the value of communication

increases as the relative cost of mis-coordination increases and, furthermore, decreases as the

noise in the observation function decreases. The work reported in this chapter represents another

contribution towards extending game–theoretic models to accommodate real–world complica-

tions that arise in problems of MAS design.

7.2 Related Work

In this research, we are interested in placing utility–based valuations on the use of a commu-

nication policy for multi–agent coordination. To date, this question has been studied within

many frameworks for achieving coordination, including Markov Decision Processes (MDPs)

and Bayesian Games (overviews of each of these frameworks are given in Sections 2.3 and 2.4,

respectively). Specifically, all of this work attempts to analyse the impact of communication on

the eventual utility of the agents. We now consider these approaches in more detail.

Decentralised partially observable MDPs (POMDPs) have been introduced by a number of au-

thors in order to model the team decision problem in a sequential domain (see Xuan et al.
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(2001) and Peshkin et al. (2000)). Such approaches are good at representing partially observ-

able, stochastic problems with a general communication framework. Indeed, in the decentralised

POMDP formalisation, the true impact of communications on expected reward can be calculated

by considering the joint belief space during policy generation. However, this calculation is in-

tractable in practice because decentralised POMDPs have NEXP–time complexity (Section 2.4).

Typical formalisations again also consider communicationto be some parallel activity with an

arbitrary cost, although the model can be generalised to represent communication as an action

like any other. Doing so would enable us to study the full communication problem in a very

general setting (Xuan et al., 2001), but decentralised POMDPs do not allow for equilibrium

analysis. Consequently, we cannot ascertain whether any particular communication policy is a

stable strategy in a multi–agent setting. Other work has considered equilibria analysis by the use

of Bayesian games within this general framework, includingEmery-Montemerlo et al. (2004).

However, this work has avoided the issue of communication — which is the focus of this work.

The use of communication to implement Nash and correlated equilibria in Bayesian games

has been studied extensively (see Gerardi (2004) for a good review). In particular, Krishna

(2007) shows that communication can extend the set of Bayes-Nash equilibria in 2 player games.

However, the communication medium employed in this type of work makes it inappropriate for

our problem. Specifically, communication is oftenmediated(it involves a disinterested third

party), or goes in only one direction (from a more informed sender to a less informed receiver) or

involvescheap-talk(free communication before the game is played). Furthermore, the analysis

does not consider explicit actions which can affect the private information held by each agent.

Finally, communication is always considered to be free.

To combat the aforementioned limitations, we present a game–theoretic analysis of communica-

tion policies which uses opportunity costs to measure the value of communicating and observ-

ing. We include communication and observation as explicit actions in the agents’ strategy space

and limit communication to simple belief passing.1 This allows us to study whether a broadcast

communication policy is a stable strategy in a very general setting which models much of the

full complexity and costs of real–world communication.

7.3 Communication in Bayesian Coordination Games

This section describes our extension of Bayesian coordination games to include communica-

tion and observation actions. This is important in the context of multi–agent systems, because

communication and observations are the principle ways of coordinating agents’ behaviour in

partially observable domains.

1As opposed to formal agent communication languages, such asGrALP (de Vries et al., 2002) or as proposed in
de Vries et al. (2009).
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We begin by directing the reader to the review of Bayesian games in Section 2.3, and the example

of the multi–agent tiger problem in particular. To recap, a Bayesian game,Γ = 〈N,{Ai,Ti , pi ,ui}i∈N〉,

consists of a set ofplayers N = {1, . . . ,n}, and for each playeri ∈ N,

• A set ofactions, Ai (A = ×i∈NAi),

• A set of potentialtypes, Ti (T = ×i∈NTi), specifying its utility function,

• A belief function, pi : Ti → ∆(× j∈−iTj), and

• A set ofutility function , ui : A×T → R.

Additionally, the state of the world, or agents’ types, are (partially) revealed via asignal function

ζi : Ω → Ti , mapping from states to types, such thatζi(ω) = ti is the type of playeri in stateω
(This is a standard, although not always necessary component of Bayesian games).

Now, the solution concept typically applied to Bayesian games isBayes–Nash equilibrium. Fur-

thermore, in Bayesian games with communication, correlated (Bayesian) equilibria are often

applied (e.g. Gerardi (2004)). However, we are not trying toanalyse the outcomes of a Bayesian

game. Rather, we analyse the stability of communication policies, which are agreed upon be-

fore the Bayesian game is played. Now, the payoff to a communication policy is defined at the

level of expected utilities for (correlated) joint strategies, which are derived in Section 7.4.2.

We now define the particular subclass of Bayesian games addressed in this chapter — repeated

Bayesian coordination games with explicit observing and communicating actions — which are

more general form of the multi–agent tiger problem described in Section 2.4.

To begin, we introduce time by considering the finite iterated version of the game. When an

action is taken, a payoff is received and the world state is changed according to commonly

known dynamics — similar to a stochastic game. The level of noise, ε is constant throughout

(i.e. Pr(ζ = ω) = 1− ε, with 0 < ε < 1). Now, in a finitely repeated game, the appropriate

payoff function is the undiscounted sum of agents’ payoffs.As such, we can reduce the problem

of finding equilibrium strategies in the repeated game to finding the equilibrium strategies in the

stage game, which themselves consist of multiple time steps.

However, our domain differs from the standard model of Bayesian games in two important ways.

First, we allow agents to explicitly choose to make observations of the world’s state. We make

this change because agents can coordinate by achieving a similar view of the world, and this

can be achieved by observing more of the world. These observations are typically noisy; conse-

quently, agents do not know their utility functions with certainty. Second, we allow the agents to

communicate (broadcast) their beliefs over the state of theworld to each other, in order to better

coordinate (correlate) their strategies. Furthermore, inour model, both of these actions take time.

This is a key feature, and allows us to model more general problems in which communication

consumes resources like any other action. Now, because there are only a finite number of time

steps in the repeated game, the choice to observe or communicate must be made at the expense
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) q

ω = l ω = r

L R O C
U a,a c,c δa,0 δa,0
D c,c b,b c,0 c,0
O 0,δa 0,c 0,0 0,0
C 0,δa 0,c 0,0 0,0

L R O C
U b,b c,c c,0 c,0
D c,c a,a δa,0 δa,0
O 0,c 0,δa 0,0 0,0
C 0,c 0,δa 0,0 0,0

FIGURE 7.1: Extension of the 2–state Bayesian coordination game, explicitly incorporating
observation (O) and communication (C).

of forgoing a payoff–earning action. That is, the value of observing the state or communicating

one’s beliefs must be traded–off against the value of takinga less–informed action. Formally,

our model consists of a Bayesian coordination game, defined as above, repeated a finite number

of times, with the addition of explicit, time–consuming observing (O) and communicating (C)

actions.

An agent’s utility function in the repeated game is the sum ofits payoffs from each stage game.

In the stage games, the ‘act’ actions (U , D, L andR in Figure 7.1) earn a reward (or a penalty),

depending on the actions of other agents in that time step. Incontrast, the payoffs toO andC

are zero, regardless of the actions of other players in the game. In the two–player version of

the game, if one agent playsO or C, we define the payoff for the other agent who takes the

payoff–dominant equilibrium strategy (e.g.U or L in ω = l ) as some fraction, 0< δ < 1, of

its equilibrium payoff. If the second agent takes a different strategy, it receives the payoff for

mis–coordinating. For the 2–agent 2–state case, these stage game payoffs are summarised in

Figure 7.1. In this game,a > 0 > c, a≥ b and 0> δ > 1, so the stateω = l corresponds to the

payoff–dominant equilibrium at{U,L}. Note that in this state, when the column player plays

O or C, the payoff to the row player for playing the payoff–dominant equilibrium strategyU is

δa, and when it playsD its payoff isc. Payoffs in the classical multi–agent tiger problem also

conform to these relationships (Nair et al., 2003), so our model encompasses such problems aas

specific cases.

Next, in Section 7.4, we will analyse the stability of agents’ acting, observing and communicat-

ing strategies — orcommunication policies.

7.4 Analysis of Broadcast Communication

In this section, we use the values and opportunity costs derived from the underlying Bayesian

coordination game to construct an auxiliary game that represents the value of different com-

munication protocols. Specifically, we show that the payoff–dominant symmetric outcome of
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the game is an equilibrium (i.e. no agent has an incentive to deviate from this communication

protocol), and furthermore, it is the optimal communication protocol in the game.

Before we begin the analysis, we can collapse the set of strategies admitted. First, we define

expectations for strategies in terms of whether an agent’s beliefs are accurate or not. Now,

assume that when an agent takes a payoff generating action (i.e. notO or C) it takes the action

with the highest expected reward given its beliefs. This allows us to reason over all the payoff

generating actions as one abstract ‘act’ action which we write asA. For example, in the multi–

agent tiger problem, we express strategies in terms of the act of opening a door (A) and not a

specific door (L or R).

Second, in general, an agent’s strategy may be any combination of observationO and commu-

nicationC actions followed byA, with the game resetting after this action. However, we can

restrict the agent’s strategies to the following combinations of actions:

• Observem times and then act, (e.g.A or OOA) or

• Observem times, communicate and then act (e.g.OCA).

We only consider strategies which conclude with anA and do not contain multipleAs, as all

other strategies can be constructed by combining these strategies, and are, therefore, redundant.

Furthermore, we do not allow the agents to make any additional observations after communicat-

ing — they always act immediately after communicating — because (i) communicating more

than once makes earlierCs redundant, and (ii) for a fixed strategy length, communicating later

always dominates communicating earlier, because more information is transferred. Therefore, a

singleC immediately beforeA dominates all other combinations containing one or moreCs.

The payoffs to agents for following combinations of these strategies can be described as a normal

form auxiliary game(a higher level game describing a game). Each outcome of thisauxiliary

game defines a combination of the agents’A, O andC strategies (acommunication policy).

The value of the payoff to an agent for an outcome in the auxiliary game,π(s), is the average

expected payoff per time step that the agent receives in the underlying Bayesian coordination

stage game. In the case of two agents and two states, Figure 7.2 is the generic payoff matrix

to the row agent (the agents’ payoffs are symmetric). We refer to elements of this table in our

analysis.

The remainder of this section progresses as follows: In Section 7.4.1 we derive expressions

for the probability that two agents coordinate on the payoffdominant equilibrium or the other

equilibrium, or mis-coordinate, given the level of noise intheir observation function. Then,

using these values, in Section 7.4.2 we reason over the expected payoff to an agent at each time

step to construct the auxiliary game. Finally, in Section 7.4.3 we present the main result of the

chapter: using the auxiliary game we show that the payoff–dominant symmetric outcome of the

game is an equilibrium, and furthermore, it is the optimal communication policy in the game.
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A OA OCA OOA · · · OmCA OmOA · · ·
A π(A,A) π(A,OA) π(A,OCA) π(A,OOA) · · · π(A,OmCA) π(A,OmOA) · · ·

OA 0 π(OA,OA) π(OA,OCA) π(OA,OOA) · · · π(OA,OmCA) π(OA,OmOA) · · ·
OCA 0 0 π(OCA,OCA) π(OCA,OOA) · · · π(OCA,OmCA) π(OCA,OmOA) · · ·
OOA 0 0 π(OOA,OCA) π(OOA,OOA) · · · π(OOA,OmCA) π(OOA,OmOA) · · ·

...
...

...
...

...
. . .

...
...

OmCA 0 0 0 0 · · · π(OmCA,OmCA) π(OmCA,OmOA) · · ·
OmOA 0 0 0 0 · · · π(OmOA,OmCA) π(OmOA,OmOA) · · ·

...
...

...
...

...
...

...
. . .

FIGURE 7.2: Generic payoff table for row player in the 2–player auxiliary game

7.4.1 Observation Probabilities

To recap, an agent can make a noisy observation of the state ofthe world, which is true with

probability 1− ε, and begins with a prior belief that places equal probability on every state of

the world occurring. In what follows,̂ωi represents the most likely state according to agenti’s

belief.

The probability an agent has a posterior belief with more probability on the true state of the

world than any other state, given a historym of mobservations,Pr(ω̂ = ω|m) is:

Pr(ω̂i = ω|m) =























(m−1)/2

∑
k=0

(

m
k

)

(1− ε)m−k εk if m is odd,

m/2−1

∑
k=0

(

m
k

)

(1− ε)m−k εk if m is even.

(7.1)

This follows a cumulative binomial distribution with parametersk andm, representing the prob-

ability of at leastk ≥ m/2 observations reflecting the true state of the world. The probability

an agent has a belief that tends towards an incorrect state ofthe world givenm observations,

Pr(ω̂ 6= ω|m) is:

Pr(ω̂i 6= ω|m) =
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∑
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)

(1− ε)k εm−k if m is odd,

m/2−1

∑
k=0

(
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)

(1− ε)k εm−k if m is even.

(7.2)

Finally the probability an agent has a uniform (or uninformative) belief,u, givenmobservations,

Pr(ω̂ = u|m), is zero for an odd number of observations, and
(m/2

m

)

(1− ε)m/2 εm/2 for an even

number.

7.4.2 Expected Payoffs

The way in which we restrict the strategy space divides the expressions for the expected value

of a strategy into four cases:
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1. The agents have identical strategies which do not involvecommunication.

2. Agents have identical strategies which do involve communication.

3. Agents’ strategies may be the same length and only their penultimate action differs —

specifically, an agent either communicates or observes. In this case, the difference in the

number of observations is never more than two, because an agent always takes anA action

after communicating, at which point the episode is reset.

4. The agents may have different length strategies. Here, the shortest strategy will terminate

longer ones, so the shortest strategy determines the payoffto all agents.

Given this, the expected payoffs to agents in these cases will be discussed in the next four sub-

sections. Then, we use these expressions to show that the maximal–payoff symmetric outcome

is stable, i.e. it is a Nash equilibrium. In what follows, we assume that agents have a common

tie–breaking rule (or pre–ordering over actions) for choosing an A action when they have a

uniform posterior, under which they play a predefinedA action. This tie–breaking rule selects

the correct action with probability equal to the prior; w.l.o.g. we assume a uniform prior, so

the rule selects the correct action with probability 0.5. Note that any tie-breaking rule could be

used, it is only important that all agents know what it is and follow it.

To begin, note that expected payoffs to identical strategies are located on the diagonal of the

payoff matrix in Figure 7.2. Now, we first consider identicalstrategies which do not involve

communication, with equal numbers of observations made by iand j, that ismi = m j . Using

payoffs from the underlying game in Figure 7.1 (a, b, andc), the expected payoff for both agents

is:

E[ui(O
mA,OmA)]

=a[Pr(ω̂ = ω|mi ,m j)+ 1/2 Pr(ω̂ = u|mi ,m j)]
2 +b[Pr(ω̂ 6= ω|mi ,m j)+ 1/2 Pr(ω̂ = u|mi ,m j)]

2

+2c[Pr(ω̂ = ω|mi,m j)+ 1/2 Pr(ω̂ = u|mi ,m j)]× [Pr(ω̂ 6= ω|mi ,m j)+ 1/2 Pr(ω̂ = u|mi ,m j)] .

(7.3)

Second, we consider two agents,i and j, that do communicate. In this case, the expected payoff

for both agents is:

E[ui(O
mCA,OmCA)] =a[Pr(ω̂ = ω|mi ,m j)+ 1/2 Pr(ω̂ = u|mi ,m j)]

+b[Pr(ω̂ 6= ω|mi ,m j)+ 1/2 Pr(ω̂ = u|mi ,m j)]. (7.4)

Note that, in contrast to Equation 7.3, the probability thatthey have different beliefs such that

they do not coordinate,Pr(ω̂i 6= ω̂ j |mi,m j), is zero, because they have synchronised their beliefs

using communication.

Third, consider different strategies of the same length. Asnoted above, two strategies of the

same length can differ only in their penultimate action (e.g. OOAandOCA). Consequently, for



Chapter 7 Valuing Agent Communication in Bayesian Games 149

any two differing strategies of the same length, the only difference between them is that one

makes one more observation than the other. Now consider the case of two agents. Because of

the way strategies are restricted, if agenti communicates, then agentj knows that it will act

in the next time step, and knows whati will do with certainty. Therefore, its best action is to

coordinate withi, becausec < a andc < b. The expected payoff to both agents in this case,

given thati has mademi observations is:

E[ui(O
mi A,OmjCA)] = aPr(ω̂ = ω|mi)+bPr(ω̂ 6= ω|mi). (7.5)

Furthermore, note that the symmetrically opposite outcomehas the same expected payoff.

Fourth, for different length strategies, we only need to define the expected payoffs to the agent

with the shortest length strategy, as all other agents receive a payoff of zero (as shown in Fig-

ures 7.1 and 7.2). Consequently, the expected payoff to the agent that acts is simply a function

of its own beliefs:

E[ui(O
mCA,OmCA)] = δaPr(âi = ω|mi)+c Pr(ω̂i 6= s)|mi). (7.6)

7.4.3 Equilibrium Analysis

From these expressions, we can derive several inequalities, which we use to show that the

maximum–payoff strategy on the diagonal of Figure 7.2 is a Nash equilibrium. To begin with,

agents maximise their reward per time step. This means that each expected value derived in the

previous section needs to be divided by the length of its corresponding strategy. We notate this

value asπi(si ,sj), and it has the form:

πi(si ,sj) =
E[ui(si ,sj)]

min{|si |, |sj |}
, (7.7)

where|si | is the length of agenti’s strategy.

Now, before we formally define the problem, note that form> 1; that is, the number of observa-

tions that the agents receive when they communicate is at least as great as the number when they

do not communicate. Consequently, when they communicate, the probability that their beliefs

are accurate is at least as great as when they do not communicate. Furthermore, when the agents

communicate, they never mis-coordinate (i.e. they always act the same way). Therefore:

π(OmCA,OmCA) > π(OmOA,OmOA) ∀m> 1. (7.8)

As a consequence, if a strategy that has the maximum payoff onthe diagonal involves more

than one observation action, its penultimate action is always to communicate. This significantly

reduces the number of points on the diagonal of Figure 7.2 that need to be compared to find the

maximal element.
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In particular, we are interested in finding the maximum ofπ(A,A), π(OA,OA) and the set of

π(OmCA,OmCA) for m≥ 1. Formally, we will solve the following integer program:

max{π(A,A),π(OA,OA),π(OmCA,OmCA)} ∀m≥ 1. (7.9)

Note that, because of the form of the probabilities involved, the value of the set ofπ(OmCA,OmCA)

solutions is a bounded convex function inm. Therefore, a maximum of this set can be easily

found using a simple one–dimensional search algorithm. As such, the integer program is re-

duced to selecting betweenπ(A,A), π(OA,OA) and maxm{π(OmCA,OmCA)}.

What interests us, however, is showing that the maximum of the diagonal payoffs is a Nash

equilibrium. Now, the auxiliary game is symmetric, so we canshow this by showing that the

payoff on the diagonal is greater than all other payoffs in that column. Specifically, we consider

these three cases independently, and the arguments for eachare presented next.

7.4.3.1 Maximum atπ(A,A)

Note that every other value in the first column of Figure 7.2 iszero. Now, if π(A,A) is the

maximum diagonal element it must be greater than zero. To seethis, compareπ(A,A) to the

value of theπ(OmCA,OmCA) elements asm grows. In the limit, the probability that the agents

coordinate on the high payoff action is 1. However, as the number of time steps tends to infinity,

the average value ofπ(OmCA,OmCA) goes to 0. This holds, regardless of the payoffs in the

underlying game or the level of noise in the agents’ observations. Consequently, ifπ(A,A) is the

maximum diagonal element, it must be greater than zero, and therefore is a Nash equilibrium.

7.4.3.2 Maximum atπ(OA,OA)

For π(OA,OA), the argument is indirect. Note that:

π(A,A) = 1/2(a+b) > π(A,OA) = 1/2(δa+c), (7.10)

becausea> δa andb> c. Then, ifπ(OA,OA) > π(A,A), it is also greater thanπ(A,OA). Finally,

if π(OA,OA) is the maximum diagonal element, then by the same reasoning as above, it must be

greater than 0 and therefore a Nash equilibrium.

7.4.3.3 Maximum at aπ(OmCA,OmCA)

We now show that if aπ(OmCA,OmCA) element is the maximum, notatedπ(Om∗
CA,Om∗

CA),

then it is a Nash equilibrium. This requires several comparisons of payoffs. For example,

in Figure 7.2, ifπ(OCA,OCA) is the maximal payoff on the diagonal, to show that it is an

equilibrium we need to show that it is greater thanπ(A,OCA), π(OA,OCA), π(OOA,OCA) and
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zero. For the general case, we do this indirectly, using the reasoning applied in the first two

cases, the fact thatπ(Om∗
CA,Om∗

CA) is the maximal element, and the following four sets of

inequalities.

First, compareπ(A,A) to the payoffs in which one agent observes once and then acts,while

the other observesm times, communicates and then acts,π(OA,OmCA). These strategies are

of different lengths, so we will directly compare them in terms of the observation probabilities.

Now, the payoff to each strategy is:π(A,A) = 1/2(a+b) andπ(OA,OCA) = 1/2((1−ε)δa+εc).

Clearly,a > (1− ε)δa andb > εc, so:

π(A,A) > π(OA,OCA) = π(OA,OOCA) = . . . (7.11)

Second, for an arbitrary value ofm, compareπ(OmCA,OmCA) to the payoffs to all the outcomes

in which one agent observesm times, communicates and then acts (OmCA), while the other

either observesm+ l times (l ≥ 1), communicates and then acts (Om+lCA) or observesm+ l +1

times and then acts (Om+l OA). All of these outcomes have the same expected payoff because it

is determined by the shorter length strategy,OmCA. In Figure 7.2, these are the payoffs above

the diagonal on theOmCA row:

π(OmCA,OmCA) > π(OmCA,Om+lOA) ∀m> 1, l ≥ 1. (7.12)

In the latter case, the agent that moves first is working from fewer observations than in the former

case, so the probability that its belief is accurate is less than in the former case. Additionally, the

payoffs for acting unilaterally (δa andc) are less than the payoffs when acting in a coordinated

fashion (a andb). Therefore, the expected payoff is less.

Third, compareπ(OmCA,OmCA) to the payoffs to all the outcomes in which one agent observes

m+1 times and then acts (OmOA), while the other either observesm+ l times (l ≥ 1), commu-

nicates and then acts (Om+lCA) or observesm+ l +1 times and then acts (Om+lOA). As before,

these outcomes all have the same expected payoff, which is determined by the shorter length

strategy,OmOA. In Figure 7.2, these are the payoffs above the diagonal on the OmOA row:

π(OmCA,OmCA) > π(OmCA,Om+lCA) ∀m> 1, l ≥ 1. (7.13)

Note that in the latter case, the agent that moves first is working from, at most, the same number

of observations as the former case, so the probability that its belief is accurate is at most equal

to the former case. Similar to the previous comparison, the payoffs for acting unilaterally (δa

andc) are less than the payoffs when acting in a coordinated fashion (a andb). Therefore, the

expected payoff is less.

Fourth, compareπ(OmCA,OmCA) to the payoffs in which one agent communicates as the penul-

timate action and the other observes,π(OmOA,OmCA). In the latter case, only one agent is com-

municating, so although coordination is guaranteed, the agents are only working from half the

number of observations of the former case. Consequently, the probability that they have beliefs
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that are accurate is less than if they both communicate, and the following holds:

π(OmCA,OmCA) > π(OmOA,OmCA) = π(OmCA,OmOA) ∀m> 1, (7.14)

where the equality holds by the same reasoning as above.

Given these four relations, we now show that the maximum diagonal element is a Nash equi-

librium when it is one of theπ(OmCA,OmCA) elements. To do this, we use the reasoning

applied in the first two cases and the inequalities above to move down the column containing

π(Om∗
CA,Om∗

CA) showing that it is greater than the values in each position.

Top row: Becauseπ(Om∗
CA,Om∗

CA) is greater thanπ(A,A), by Equation 7.10 it is also greater

thanπ(A,OA). Furthermore, the value ofπ(A,OA) is equal to the payoff for all outcomes

in which the agent immediately acts, while the other either observesm times, commu-

nicates and then acts or observesm+ 1 times and then acts (these are the payoffs above

the diagonal on the top row Figure 7.2). Therefore,π(Om∗
CA,Om∗

CA) is greater than any

element in the top row of Figure 7.2.

Second row: By Equation 7.11, any diagonal element that is greater thanπ(A,A) is also greater

than the above–diagonal elements of the second row of Figure7.2.

Remaining rows above rowOm∗
CA: In this step we show that ifπ(Om∗

CA,Om∗
CA) is the great-

est diagonal element, then it is greater than all of the elements of its column between rows

two and rowOm∗
CA. For all m < m∗, π(OmCA,OmCA) is less thanπ(Om∗

CA,Om∗
CA).

Then, Equations 7.12, 7.13 and 7.14 imply thatπ(Om∗
CA,Om∗

CA) is also greater than any

of the above–diagonal elements of theOmCA andOmOA rows, because these values are

always less thanπ(OmCA,OmCA).

One row below row Om∗
CA: Equation 7.14 shows us that the value ofπ(Om∗

CA,Om∗
CA) is

greater than the value immediately below it.

Remaining rows (all zeros): Finally, by the reasoning presented forπ(A,A), π(OmCA,OmCA)

is greater then zero.

Therefore, ifπ(OmCA,OmCA) is the maximum diagonal element of Figure 7.2, it is a Nash

equilibrium. This completes our analysis of the stability of the optimal communication policy

for two agents. Furthermore, the auxiliary game is symmetric and these inequalities hold for all

n > 2, the equilibrium analysis also holds for more than two agents.

7.5 Numerical Results for the Multi–Agent Tiger Problem

Our analysis thus far has established that the optimal communication policy in Bayesian coor-

dination games that incorporate observing and communicating as explicit actions is located at
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FIGURE 7.3: Three examples of the optimal communication policy in the 2–player tiger prob-
lem. The symbol× indicates a strategy with no communication, while◦ indicates communi-

cation. For all,a = 10 andc = −25, with the value ofb as specified.
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a symmetric pure strategy Nash equilibrium in the auxiliarygame played between the agent’s

communication policies. To ground this, we now represent the multi–agent tiger problem in

this game, in which agents must coordinate on the location ofsome treasure whilst avoiding a

tiger (Nair et al., 2003). We demonstrate the location of theNash equilibria in this game, and

show how its location changes with the relative sizes of the payoffs and the level of noise in

the observation function. This gives us an insight into the value of broadcast communication in

this problem. Furthermore, it allows us to detail the conditions under which communication is

a useful activity, compared to achieving a more certain impression of the state and acting with

less information.

In more detail, we examine the location of the payoff–dominant equilibrium strategy as the

payoff for coordinating on the location of the tiger,b, and the level of noise,ε, vary. Specifically,

we present results for values ofb, the payoff for both opening the tiger’s door, of -20, -5 and 2,

while fixing the payoff for finding the treasure ata = 25 and the payoff for mis–coordinating at

c = −25. The relative sizes ofa andc are less interesting in this problem, since it is varyingb

between them that produces a change in behaviour. Figure 7.3shows the location of the Nash

equilibria in these three instantiations of the two–agent tiger problem.

As can be seen, for low levels of noise (ε < 0.08) the optimal policy is{OA,OA}, regardless of

payoffs (all figures initially have× for m= 1). This is because a single observation is true with

high enough probability for it to act as a coordinating mechanism for the agents, without the

need to communicate or make any further observations. When there is a high penalty for coor-

dinating on the wrong door (i.e.b=−20), then, as noise increases it is beneficial to obtain more

observations before communicating (◦ for increasingm as noise increases). This trend is flatter

for higher values ofb because there is less incentive to get the correct door asb increases relative

to simply coordinating to open either door. Furthermore, when there is a small penalty, or even

benefit, to coordinating on the wrong door (i.e.b = −5,2), then the problem is dominated by

the need to avoid mis-coordination, hence there is more communication compared to observa-

tions. Also, in this case, it is not worth spending time finding the tiger, so the agents make no

observations, or a single observation, and then communicate straight away. In particular, when

there is a positive reward for jointly opening the wrong door(i.e. b = 2), a high level of noise

(ε > 0.25) erodes any benefit of observing, and the agents can simplyrely on the tie–breaking

rule to coordinate.

Finally, in the majority of cases there is a value to communicating — primarily because it guar-

antees coordination. In this setting, the observation function has to be virtually error–free for the

agents to coordinate without communication — even in the cases where communication is very

costly. Consequently, the value of this communication policy increases as the relative cost of

mis-coordination increases, whilst decreasing as the noise in the observation function decreases.

This highlights a general relationship between communication and coordination — that it is not

needed if the agents can independently ascertain the globalstate of the problem, but that it be-

comes increasingly important as this becomes more difficult. Furthermore, this trend is faster as

the cost of mis-coordination increases.
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7.6 Summary

In this chapter we considered the costs and benefits of communication in partially observable co-

ordination problems. Specifically, we argued for the use of opportunity costs as a principled and

general formalisation of the impact of communication during multi–agent coordination. This

model avoids arbitrary costs and valuations for using a communication medium, and instead,

allows the benefits and penalties to be represented in terms of the increase or decrease in team

utility as a result of using communication. As such, in this chapter, we have focused on design

Requirement 3, the limited use of communication. In more detail, we develop a novel vari-

ant of Bayesian coordination games that incorporates observing and communicating as explicit

actions. Within this game, we derive expressions for the value of different communicating, ob-

serving and acting strategies — or communication policies —using opportunity costs. We then

show that the optimal communication policy is the payoff-dominant Nash equilibrium. Finally

we provide a procedure for finding this equilibrium as a function of the noise in the underlying

Bayesian game. We demonstrate that in the multi–agent tigerproblem, the value of communi-

cation increases with the relative cost of mis–coordination and decreases with the noise in the

observation function. In so doing, we develop a third extension to the basic DCOP model of

multi–agent coordination, to deal with partially observable scenarios, and derive a method for

computing optimal communication policies in these settings. Thus, we achieve our research aim

of developing control mechanisms for large distributed systems.



Chapter 8

An Algorithm for Optimising Over

Pure Strategy Nash Equilibria

In this chapter we consider the problem of computing and optimising over pure strategy Nash

equilibria in arbitrary games. Specifically, we focus on exploiting sparse interaction structure

between agents in order to quickly compute pure strategy Nash equilibria that optimise some

selection criterion. As such, we focus on design Requirement 1, high quality solutions, and

Requirement 4, computational feasibility. Nonetheless, our interest in games is driven by the ro-

bustness that a MAS using noncooperative agents provides, and efficient distributed solvers for

such games usually have lower communication requirements than others, therefore we indirectly

address design Requirements 2 and 3. Like DCOPs, this work relates to compact graphical rep-

resentations of the problem at hand, however in this chapterwe consider more general graphical

models of games, which we show to subsume DCOPs as a special case, and for which the lo-

cal iterative approximate best response algorithms investigated earlier, such as the distributed

stochastic algorithm or fictitious play, are not guaranteedto converge.

In particular, we derive an algorithm, calledValued Nash Propagation(VNP), that exploits

sparse interaction structure between agents in a game to efficiently compute and optimise over

the set of pure strategy Nash equilibria.VNP compliments the local iterative approximate

best response algorithms investigated in Chapters 3 and 4, by providing an optimal distributed

method for optimisation problems in potential games (and ananalogue ofMax–Sum in DCOPs).

However, it can be applied more generally to optimise over equilibria in any game with pure

strategy Nash equilibria

This chapter progresses as follows: In the next section we characterise the criteria computable

by VNP. Then, in Section 8.3, we describe the operation ofVNP on games with sparse inter-

action structure, and prove forms of convergence for the cases of acyclic and loopy topologies.

Following this, in Section 8.4 we discuss an empirical evaluation ofVNP in games with loopy

topologies. Section 8.6 concludes. Relevant background tothe work in this chapter can be found

in Section 2.2 (criteria for selecting between equilibria), Section 2.7 (graphical representations

156
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of games and algorithms for finding Nash equilibria in them),and Sections 2.8.1.1 and 2.9.1.1

(commutative semirings and the max–sum algorithm).

8.1 Introduction

The general perspective taken in this thesis is that noncooperative games provide an appeal-

ing framework for the design and analysis of MAS. However, often in MAS, many agents are

deployed. This gives rise to the twin challenges of finding compact ways to represent their

interaction, and of finding efficient ways of computing solutions to their interaction.

Now, regarding the first challenge, recently, a number of compact representations of games have

been investigated, for which the computational complexityof solving the game is reduced when

compared to the standard normal form representation (Kearns et al., 2001; Gottlob, Greco and

Scarcello, 2005; Papadimitriou and Roughgarden, 2008). Inparticular, in Section 2.7 we re-

viewed two of the most common representations:graphical normal formandhypergraphical

normal form. These representations use a graph or a hypergraph to summarise utility dependen-

cies, and can be exponentially more compact than the standard normal form if their interaction

structure of the agents is sufficiently sparse. Furthermore, the computational complexity of find-

ing Nash equilibria is significantly reduced in games whose graphical or hypergraphical forms

are of bounded tree or hypertree–width (Gottlob, Greco and Scarcello, 2005).

The work on compact representations has also yielded approaches to the second challenge, by

producing several algorithms that efficiently solve these games by exploiting their graphical

structure. These include theNashProp algorithm, which computes a Nash equilibria in tree–

structured graphical games (Kearns et al., 2001; Ortiz and Kearns, 2003), an adaptation of the

max–product algorithm that operates on a reduction of a game to a Markov random field to

compute pure strategy Nash equilibria on arbitrary graphs (Daskalakis and Papadimitriou, 2006),

and three algorithms that all work by mapping the Nash equilibrium computation problem to a

constraint satisfaction problem (CSP) —PureProp (Soni et al., 2007), and algorithms by Vickrey

and Koller (2002) and Gottlob, Greco and Scarcello (2005) (VK and GGS, respectively, in the

remainder). These algorithms are reviewed in Section 2.7.4.

However, beyond the problems of representing games and efficiently computing equilibria, in

many MAS design settings their exists a third challenge: In the presence of multiple equilibria it

is necessary to choose between them according to some criterion, or, alternately tooptimiseover

the set of equilibria. This challenge is particularly relevant in design and/or control settings in

which equilibrium is a necessary, but insufficient, condition for a solution, and yet, this problem

has received the least attention in the algorithmic game theory literature. Kearns et al. (2001)

note thatNashProp can be modified to incorporate values ranking equilibria, and give some

examples of permissible criteria. Elkind et al. (2007) derive a dynamic programming algorithm

for selecting “good” equilibria according to similar criteria. GGS show that the problem of

finding a Pareto–dominant pure strategy Nash equilibrium iscomputationally equivalent to that
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of finding an arbitrary pure strategy Nash equilibrium. Finally, Greco and Scarcello (2004)

characterise the complexity of the problem of optimising over the set of pure strategy Nash

equilibria, and provide a centralised algorithm for the task. However, from the point of view

of a system designer who wishes to apply such methods to real problems, what is missing from

these investigations is the specification of a general purpose distributed algorithm for solving

these problems.

It is this shortcoming that we address in work presented in this chapter. In particular, we develop

a general–purpose algorithm —VNP — for efficiently computing pure strategy Nash equilibria

that can select an equilibrium to optimise many criteria (including the most commonly used

ones) in games with bounded hypertree structure. Specifically, we develop two versions ofVNP:

(i) A complete algorithm for games with acyclic hypergraphical interaction structure, and (ii) An

approximate algorithm for games with loopy topologies. These algorithms can optimise over

pure strategy Nash equilibria using anyequilibrium selection criterionthat defines a valuation

algebra on acommutative(c–) semiring (reviewed in Sections 2.2 and 2.8.1.1, respectively).

One ofVNP’s strengths is the diversity of selection criteria that it can optimise, which makes it

suitable for various scenarios in which different criteriamight be applied. Examples include the

utilitarian, Nash–Bernoulli, and egalitarian social welfare, threshold constraints on utility values

(e.g. minimum utility to a set of players), and the Pareto–dominance and minimump–dominance

equilibrium refinements (a generalisation of risk dominance).

By so doing, this work generalises and unifies many of the above strands of research on com-

puting and ranking equilibria in games with graphical interaction structure. Indeed, an anal-

ogous situation was addressed by researchers in the relatedfield of distributed optimisation,

resulting in the derivation of thegeneralised distributive law(GDL) family of algorithms (Aji

and McEliece, 2000; Kohlas and Wilson, 2008). This family includes the max–sum algorithm

for distributed constraint optimisation and the sum–product algorithm for graphical probability

models (see Section 2.9.1.1). The GDL algorithms have been successfully applied to optimisa-

tion problems on ac–semirings with both tree and loopy topologies. They are complete for any

problem that has an acyclic structure (either naturally or by generating a tree decomposition)

and, furthermore, they run efficiently on problems with bounded tree–width. However, the GDL

algorithms themselves cannot be used for equilibrium selection in games because they do not

actually compute equilibria. This may seem counter–intuitive, given the discussion of locally

optimal solutions to DCOPs corresponding to Nash equilibria that is presented in Section 3.1 and

exploited throughout Chapters 3, 4, 5 and 6. However, the problems that the GDL algorithms

are designed for are equivalent to games in hypergraphical normal form, in which the payoffs

to the agents are identical within each local game. The consequence is that optimal solutions

to the ranking problemare equilibria by definition. This removes the need to reason about best

responses. In contrast,VNP operates on general games (not just DCOPs), and so needs to ex-

plicitly consider best responses alongside the computation of an ordering over outcomes (more

details of the connections between the GDL algorithms andVNP are given in Section 8.5). In so
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doing,VNP interleaves the equilibrium computation problem with the optimisation problem of

ranking equilibria.

In more detail,VNP uses a two–phase message–passing scheme. First, tables areexchanged

between neighbours contained in a hyperedge indicating thevalue of each joint strategy of agents

in that hyperedge. This data structure is similar to that ofNashProp and Elkind et al.’s algorithm,

which are themselves closely related to theMax–Sum algorithm (due to their common origins

in dynamic programming). As a direct link to the complexity of this problem, note that the

size of these messages grows exponentially with the number of agents in each hyperedge. As

such,VNP is most efficient in hypertree–structured problems where each agent has a bounded

number of neighbours. Given this observation, we are able todraw parallels to the data structures

employed in the CSP–based hypertree algorithms of VK and GGS. In the second phase ofVNP,

strategy assignments are passed through a spanning tree, ensuring all agents agree on an optimal

equilibrium, in a manner reminiscent of value propagation in dynamic programming.

Thus, against this background, in this chapter we derive a general–purpose algorithm for com-

puting equilibria that optimise any criterion that defines avaluation algebra on ac–semiring,

and make the following specific contributions to the literature:

1. We derive a version ofVNP that is complete in games on hypertrees. This algorithm is the

first to integrate the optimisation problem of finding the maximal element of a valuation

algebra with what is effectively the constraint satisfaction problem of finding a game’s

equilibria to construct a criterion that defines a valuationalgebra on ac–semiring.

2. We derive a second version ofVNP for games on loopy graphs, prove that any solution

returned must be a pure strategy Nash equilibrium, and arguewhy the algorithm would be

expected to approximately optimise over the set of pure Nashequilibria.

3. We empirically evaluate the previous claim, and our results show that it does indeed pro-

duce the optimal Nash equilibrium in a high proportion of runs.

4. Finally, by deriving generalised methods for solving theabove, we make clear the con-

nections between all of the above algorithms and their related algorithmic complexity and

completeness results.

8.2 Commutative Semirings and Equilibrium Selection Criteria

In Section 2.8.1.1 we reviewedc–semirings. These are algebraic structures given by a tuple

〈K,⊕,⊗〉 defining acarrier, K, and two binary operations⊕ and⊗. These operations possess

identities inK, ⊗ distributes over⊕ (i.e. x⊗ (y⊕ z) = x⊗ y⊕ x⊗ z) and both are commutative

(e.g.x⊗y = y⊗x) for anyx,y,z∈ K. Now, many commonly employed selection criteria define

valuation algebras onc–semirings, and it is this algebraic structure, in conjunction with sparse

interaction structure, that we exploit in developingVNP.
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However, before considering the selection criteria, we first introduce a useful formulation of

the Nash equilibrium condition. Recall that in a Nash equilibrium, every agent plays a best

response. We can express the Nash equilibria condition in terms of the sum of a set of indicator

functions,I{si ∈Bi(sνi )}, equal to 0 when an agent is playing a best response and−∞ otherwise:

max[V(s)] = max
s∈S

[

∑
i∈N

I{si ∈ Bi(sνi )}

]

. (8.1)

Note that the criterion,V(s), is equal to 0 ifs is a pure strategy Nash equilibrium and−∞
elsewhere.

Given this formulation, consider, for example, the problemof selecting the pure strategy Nash

equilibrium that maximises the utilitarian social welfarefunction (SWF); that is, the pure strat-

egy Nash equilibrium that maximises the sum of the agents’ utilities. We can construct a crite-

rion for this problem by augmenting the pure strategy Nash equilibrium criterion (Equation 8.1)

with the utilitarian SWF:

max
s∈S

[V(s)] = max
s∈S

[

∑
i∈N

(

I{si ∈ Bi(sνi )}+ui(si ,sνi )
)

]

, (8.2)

where the second part of this expression is each agent’s utility. This criterion returns a value

of −∞ whenever a profile that is not a pure strategy Nash equilibrium is played, and the sum

of the agents’ utilities when a pure equilibrium is played. Importantly, this criterion defines a

valuation algebra on the tropical semiring:〈{R∪−∞},max,+〉. Also, note that the image set of

the indicator functions,{0,−∞}, are the idempotent elements of{R∪−∞}, and that the value

returned ifsi is not a best response is absorbing under addition.

In general, the value of any criterion that defines ac–semiring valuation algebra can be computed

by VNP. In terms of the abstract operators defined earlier,maxand+ correspond to⊕ and⊗,

respectively, giving:

M

s∈S

V(s) =
M

s∈S

[

O

i∈N

(

I{si ∈ Bi(sνi )}⊗ fi(ui(si ,sνi ))
)

]

. (8.3)

In this expression, pairwise operations are written asx⊗y, and multiple applications of the same

operation on pairs of elements in a set as⊗x∈X(x), and the functionfi(u(.)) can be any arbitrary

function. The indicator function returns a value that either: (i) annihilates (and absorbs under⊗)

the value in that element of the table if it is not a best response, or (ii) leaves the value unchanged

if it is a best response (e.g. on the tropical semiring−∞ or 0, respectively).

Given this, Table 8.1 gives examples of selection criteria that can be optimised usingVNP. These

criteria are reviewed in Section 2.2. In more detail, theegalitarianSWF ranks equilibria accord-

ing to the minimum utility received by any agent, and employsan indicator function that returns

∞ if si is a best response and−∞ if it is not. TheNash–Bernoulli productaggregates individual

utilities by exponentially weighted multiplication, where fi(.) defines the weight associated with
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Criterion Carrier ⊕ ⊗

Utilitarian SWF {R∪−∞} max(−∞) + (0)
Nash–Bernoulli SWF {R+} max(0) × (1)
Egalitarian SWF {R∪−∞∪∞} max(−∞) min (∞)
Minimum p-dominance {[0,1]∪∞} min (∞) max(0)
Threshold utility,
arbitrary Nash eqm & {0,1} max/ or (0) × / and (1)
Pareto–dominance

TABLE 8.1: Criteria that define a valuation algebra on ac–semiring.

each agent’s utility, and with an indicator function that equals 1 if an agent plays a best response

and zero otherwise. This defines the semiring〈{R+∪∞},max,×〉 (note that the agents’ utilities

must be≥ 0).

The minimump–dominancecriterion is a generalisation of risk dominance for games with more

than two players and two actions (Morris et al., 1995). It is astability concept; specifically a

strict pure strategy Nash equilibrium isp–dominant if each agent’s strategy is a best response to

any mixed strategy placing at least probabilityp on the other agents playing their pure strategies

in the equilibrium. Thep–value for a pure strategy Nash equilibrium in the game is then the

maximum of any agent’sp–value, and the minimump–dominant equilibrium is the one that

minimises the maximump–value for any agent (i.e. mins[maxi(pmin(s))], wherepmin(s) is the

vector containing all agent’sp–values). This defines the semiring〈{[0,1]∪∞},min,max〉.

Another approach to selecting equilibria, suggested by Elkind et al. (2007), is to guarantee a

minimum (possibly differing) utility to each agent. Such threshold functions on utilities are log-

ical conditions, either satisfied or not, which can take the form of an indicator function forfi(.)

in Equation 8.3. Furthermore, all manner of loss functions could be used to find an equilibrium

as that gives agents a utility as close as possible to a prespecified value (e.g. minimise the sum

of squared distances from target utilities).

Of course, by placing no value on the outcomes, the algorithmwould simply value each equi-

librium the same. Indeed, this is the case if the task is simply to find an arbitrary equilibrium,

or a Pareto–dominant equilibrium (Gottlob, Greco and Scarcello, 2005). Note, however, that

all of the criteria above are ranked by sharing values for each outcome. We will see that this is

completed in the first phase ofVNP’s operation. In contrast, for a Pareto–dominant pure strat-

egy Nash equilibrium, the equilibrium is selected only using private values, so the agents do not

propagate values.
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8.3 The VNP Algorithm

In this section we introduceVNP for computing and selecting between pure strategy Nash equi-

libria in games with bounded hypertree structure accordingto various criteria. In more de-

tail, VNP operates using a two–phase message–passing sequence, called thetable–passingand

assignment–passingphases. We begin in Section 8.3.1 by describing the table–passing phase,

which is the key component ofVNP. We describe the data structures exchanged and the oper-

ations used to populate the messages with values, then consider the message–passing schedule

employed for the cases of hypertrees and loopy hypergraphs separately, and prove a form of

convergence for each case. Then, in Section 8.3.2 we describe the assignment passing phases

for hypertrees and loopy hypergraphs, and prove that a single criterion–maximising outcome is

selected by the agents on hypertrees, and that, if the table–passing phase converges, then a high

value pure strategy Nash equilibrium is selected on loopy hypergraphs. These phases exploit the

structure of interaction between agents to reduce the number of operations and messages passed

required to compute a solution, and as such, directly address design requirements (i) generate

high quality solutions and (iv) produce timely solutions tothe problem.

8.3.1 The Table–Passing Phase

In the table passing phase, agents exchange arrays with their neighbours in each local game.

These arrays contain entries which succinctly represent the value of the criterion being used

for each joint strategy of the local game’s agents. Now,VNP’s message–passing schedule and

termination condition for games on hypertrees differ from that for loopy hypergraphs (because

message–passing on loopy topologies is inherently more complicated). Nonetheless, the data

structures and the operations used to construct the values in the messages are common to both.

As such, we now detail the data structures and message–generating operations ofVNP, and

then discuss the respective message–passing schedules andassociated arguments for the con-

vergence of the table passing phase for hypertrees and loopyhypergraphs independently in Sec-

tions 8.3.1.1 and 8.3.1.2.

The messages exchanged in the table–passing phase are an array, indexed by the strategy space

of every agent in the local game common to both sender and recipient. In more detail, agenti

passes to its neighbourj in local gameγg an arrayTi→ j with ×k∈Ng|Ak| entries, in which each

entry of the array is indexed by an ordered|Ng|–tuple, representing a pure strategy for each

k ∈ Ng. We denotate an element of the array byTi→ j(ai ,aνi,g). Agents store the messages they

receive in the table–passing phase for use in the second phase.



Chapter 8 An Algorithm for Optimising Over Pure Strategy Nash Equilibria 163

Now, given the general form for computable criteria in Eq 8.3, elements of the messagei sends

to j are:

Ti→ j (ai ,aνi,g) =
M

aνi,−g

[

I{ai ∈ Bi(aνi,g,aνi,−g)}⊗ui(ai ,aνi,g,aνi,−g)
O

γh∈Γi\γg

O

k∈νi,h

Tk→i(ak,aνk,h)

]

,

(8.4)

whereνi,−g = νi \ νi,g. The operations above perform two processes. First, for a fixed joint

strategy(ai ,aνi,g) in γg, the⊗ operations within the⊕ operatorcombinethe value of the joint

strategy in all of the hyperedges containingi exceptγg (i.e. the setΓi \ γg) to give values for

each joint strategy ofi’s neighbours outside ofγg. In this combination, the indicator function

renders the entry equal to the annihilating element of the relevant semiring’s carriers if the joint

strategy is not in equilibrium withai . Second, the⊕ operation thensummarisesthe information

regardingaνi,−g and projects the information onto the fixed joint strategy inγg. If there is no

equilibrium associated withai , then the output of this operation is the annihilating element of

the carrier.

Now, to complete the⊕ component, the agent needs to compute the⊗ of messages regarding

strategies of different agents. To do this, the agentextendseach incoming message to the joint

strategy space of all incoming messages. This is achieved bycombining the relevant message

entries to give a value for the respective joint strategy. Asan example, consider the game on

an acyclic hypergraph given in Figure 8.1. When constructing messages from its neighbours

in γ3, agentC extends the size of messages it received from bothA andB to |AA|× |AB|× |AC|

and then performs the⊕ operation. The need to perform this extension clearly illustrates why a

hypergraphical game is only tractable to solve if it is bounded in both neighbourhood sizeand

hypertree width (Gottlob, Greco and Scarcello, 2005).1Nonetheless, the efficiency ofVNP in

games with hypertree structure comes from the fact thati’s messages only regard the strategies

of its neighbours, not all of the agents in the game. In particular, if VNP were to operate on

the game in standard normal form (i.e. without exploiting the hypergraphical structure), then

the size of the messages passed by every agent would be∏i∈N |Ai|. By exploiting the structure,

the size of each message is reduced to∏i∈Nγ |Ai |. Consequently, if|Nγ| << |N|, then the total

number of⊗ and⊕ operations is exponentially reduced.

We also mention thatVNP can be used to computed pure strategy Bayes–Nash equilibriafor

games of incomplete information (defined in Section 2.3) by expanding the message space to

be indexed by the Cartesian product of each agent’s set of potential types,Ti, and as well as

their actions. In more detail, in these games, an agenti passes to its neighbourj in hyperedge

γg an arrayTi→ j with ×k∈Ng(|Ak|
|Tk|) entries, in which each dimension of the array is indexed

by an ordered|Tk|–tuple, representing a pure strategy ofk ∈ Ng (i.e. an action for each ofk’s

1 This differs from the standard GDL operations on factor graphs, in which⊕ can be brought within the⊗ over
hyperedges (factors). This can be done in factor graph representations becauseui,g = u j,g ∀i, j ∈ γg, so, by definition,
the optimal configurationis a Nash equilibrium (see Maheswaran et al., 2004), and as such, all that is required is to
find the optimal variable configuration, so the indicator functions can be removed from the target function.
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FIGURE 8.1: An example of a acyclic game hypergraph. Circles are agents, hyperedges are
dependency graph hyperedges or local games.

types). However, for clarity, in this chapter we only deal with the case of games of complete

information.

As an example of the messages passed, in the game in Figure 8.2, C sendsD a 3–dimensional

array indexed by the strategies ofC, D andE. To construct this message, for eachaC,C combines

(⊗) the stored messages fromA andB and summarises (⊕) over their joint strategy space, before

combining this value with its own indicator and utility. In contrast,D sendsF a 2–dimensional

array, whose values are constructed by combining messages from C andE and summarising

over their joint strategy space.

When the termination conditon for the table–passing phase is met, (discussed for hypertrees and

loopy hypergraphs in Sections 8.3.1.1 and 8.3.1.2, respectively), agenti uses its stored messages

received from its neighbours to construct the following function:

Vi(ai ,aνi ) = I{ai ∈ Bi(aνi )}ui(ai ,aνi )
O

γg∈Γi

O

j∈νi,g

T j→i(ai ,aνi,g). (8.5)

This function is equal to the equilibrium selection criterion in Equation 8.3 in hypertree games

(Theorem 8.1), while in loopy hypergraphical games, the values of non–pure strategy Nash

equilibrium local profiles converge to the annihilating element of the semiring (Theorem 8.3).

The follow subsections discuss these results for the two topologies in more detail.

8.3.1.1 Table–Passing on Hypertrees

In hypertree games, table–passing begins with messages sent from the leaf nodes of the hyper-

graph. Each internal node then computes and sends messages to its neighbours in a particular

local gameγg once it has received messages from all of its neighbours outside γg. In Figure 8.2

we illustrate the timing of messages passed byVNP in a hypertree game.

After it receives messages from all of its neighbours,i constructs the function given in Equa-

tion 8.5. We now show that, if the messages are computed by Equation 8.4, then by locally

computing the maximum value of Equation 8.5 (i.e. over{ai ,aνi}), i maximises Equation 8.3.

Theorem 8.1. The table–passing phase ofVNP produces the value of the relevant c–semiring

criterion for each local pure strategy profile in a hypertree–structured game.
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Proof. The proof is completed by induction. At the end of the table–passing phase, each agent

constructs and solves the function given by Eq 8.5. Expanding this expression to consider the

contents of the messages from allj ∈ νi,γg for all γg ∈ Γi, gives:

M

ai ,aνi

[

Vi(ai ,aνi )
]

=
M

ai ,aνi

[

I{ai ∈ Bi(aνi )}⊗ui(ai ,aνi )

O

γg∈Γi

O

j∈νi,g

(

M

aνi,−g

[

I{a j ∈ B j(aν j )}⊗u j(a j ,aν j,g,aνi,−g)
O

γh∈Γ j\γg

O

k∈ν j,h

Tk→ j(ak,aνk,h)

]

)]

.

(8.6)

Note that there are no difficulties with replicating indicator functions, as the elements of the

image set of these functions are idempotent on the associated semiring. This expansion can be

applied recursively, and since⊗ distributes over⊕, when j projects (⊕) Eq 8.6 reduces to:

M

ai ,aνi

[Vi(ai ,aνi )] =
M

ai ,aνi ,aν j

[

O

γg∈Γi

O

j∈Ng

(

I{a j ∈B j(aν j )}⊗u j(a j ,aν j )

)

O

γh∈Γ j\γg

O

k∈ν j,h

Tk→ j(ak,aνk,h)

]

.

(8.7)

Now, this reasoning applies at every projection step (⊕) in VNP’s operation. Therefore, by

induction, wheni applies⊕ to Eq 8.5, it maximises the combination (⊗) of all agents’ utility

and indicator functions. Thus, by finding the strategy profile that corresponds to the⊕ of Eq 8.5,

i selects a local joint strategy profile that corresponds to an⊕ of Eq 8.3.

If no solution exists or the solution is unique, then the values in the table show this unambigu-

ously, and each agent can assign itself a strategy at the termination of the table–passing phase.

However, in the case that more than one solution exists, the agents need to coordinate on a solu-

tion, so they begin the assignment–passing phase (discussed for hypertrees in Section 8.3.2.1).

We now give an example of the table–passing phase ofVNP on a game with hypertree sructure.

Example 8.1. To recap the operation ofVNP on hypertrees, when optimising the utilitarian

social welfare function (Equation 8.2), the tables passed in the first phase contain entries com-

puted by:

Ti→ j(ai ,aνi,g)= max
aνi,−g

[

I{ai ∈Bi(aνi,g,aνi,−g)}+ui(ai ,aνi,g,aνi,−g) ∑
γh∈Γi\γg

∑
k∈νi,h

Tk→i(ai ,ak,aνk,h\i)

]

.

In this case, the max operation works by fixing ag and extracting the maximum value of all

configurations of i’s downstream neighbours outside ofγg, which are real numbers if they are

in equilibrium with ai . In what follows, subsets of a table relating to the full strategy space

of an agent are notated with that agent’s full strategy space. In particular, Ti→ j (ai ,Aνi,g) is a

sub–table containing values for the joint strategy space ofi’s neighbours inγg, given i plays ai .

We now detail the table–passing messages exchanged by agents playing the game given in Fig-

ure 8.1, in which the table–passing is completed in three steps, as shown in the figure below.
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FIGURE 8.2: Example of the timing of messages in the table–passing phase ofVNP.

Step 1. Leaf nodes send messages to their neighbours. The contents of the messages passed are

given below.

TA→C(aA,aC) = I{aA ∈ BA(aC)}+uA(aA,aC)

TB→C(aB,aC) = I{aB ∈ BB(aC)}+uB(aB,aC)

TE→C(aE,aC,D) = I{aE ∈ BE(aC,D)}+uE(aE,aC,D)

TE→D(aE,aC,D) = TE→C(aE,aC,D)

TF→D(aF ,aD) = I{aF ∈ BF(aD)}+uF(aF ,aD)

Since no messages have been received by these agents, all of the relevant functions’ arguments

are strategies of agents in the hyperedges common to both senders and recipients, so no max-

imisation operations need to occur. Note that the message E sends to D is identical to the one it

sends to C.

Step 2. Agents C and D have received messaged from all of their neighbours in hyperedges other

than those inγ3 (C from A and B, and D from F) so now construct and send messagesto their

neighbours in this hyperedge.

TC→D(aC,aD,E) =max
aA,B

[I{aC ∈ BC(AA,B,aD,E)}+uC(aC,AA,B,aD,E)+ TA→C(AA,aC)

+ TB→C(AB,aC)]

TC→E(aC,aD,E) =TC→D(aC,aD,E)

TD→C(aD,aC,E) =max
aF

[I{aD ∈ BD(aC,E,AF)}+uD(aD,aC,E ,AF)+ TF→D(AF ,aD)]

TD→E(aD,aC,E) =TD→C(aD,aC,E)

Specifically, agents C and D maximise over the strategies of the agents whose message they have

already received, and project this value onto a joint strategy in γ3. Now that C, D and E have

received messages from all of their neighbours, they can compute Equation 8.5 and thus optimise

the criterion. This also provides us with a useful root selection heuristic. Specifically, one of

these agents could begin the assignment–passing in the nexttime step, while other agents are

still completing the table–passing phase (however, this root selection heuristic is not necessary

for VNP to operate effectively).
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Step 3. Now that agents C and D have received messages from all of their neighbours, but have

only sent messages to their neighbours inγ3, they send messages to their remaining neighbours.

TC→A(aC,aA) = max
aB,D,E

[I{aC ∈ BC(aA,AB,D,E)}+uC(aC,aA,AB,D,E)

+ TB→C(aC,AB)+ TD→C(aC,AD,E)+ TE→C(aC,AD,E)]

TC→B(aC,aB) = max
aA,D,E

[I{aC ∈ BC(aB,AA,D,E)}+uC(aC,aB,AA,D,E)

+ TA→C(aC,AA)+ TD→C(aC,AD,E)+ TE→C(aC,AD,E)]

TD→F(aD,aF) =max
aC,E

[I{aD ∈ BD(aF ,AC,E)}+uD(aD,aF ,AC,E)

+ TC→D(aD,AC,E)+ TE→D(aD,AC,E)]

In more detail, agents C and D maximise over the messages theyhave fromγ3 and project this

value onto joint strategies in the other games. Note that in constructing this message, C uses no

details of the strategy of F, and D uses no details of the strategies of A or B.

8.3.1.2 Table–Passing on Loopy Hypergraphs

Even though the table–passing phase ofVNP is only proveablyoptimal on acyclic hypergraphs,

we may, nonetheless, want to deploy it on loopy hypergraphs.Fortunately, it is well known

that theMax–Sum and NashProp algorithms perform well on such topologies (see Farinelli,

Rogers, Petcu and Jennings (2008) and Ortiz and Kearns (2003)), and because of its similarity

to these algorithms, we conjecture thatVNP will also perform well on loopy graphs. However,

this necessitates changes to the message schedule and termination condition of the table–passing

phase as described for hypertrees.

Specifically, the message–passing schedule used on arbitrary topologies is a “flood” schedule,

whereby every agent sends a message at each time step (this isnot the only option, but has been

use to good effect in Farinelli, Rogers, Petcu and Jennings (2008) and Ortiz and Kearns (2003)).

In more detail, the agents begin by initialising all entriesof all of their “stored” messages to the

identity of⊗ in the relevant semiring. Then, at each time stept, they simultaneously compute

messages according to Equation 8.4, and send them to all of their neighbours.

Now, loops in the hypergraphs prevent us from explicitly calculating the value of the criterion.

Nonetheless, we can put a guarantee on the values in the messages passed byVNP in loopy

graphs, and consequently the value of each agent’s local version of the criterion (Equation 8.5).2

In more detail, letT t
i→ j be the message passed fromj to i at timet. We describe an entry in a

message aseliminatedif it is equal to the annihilating element of the semiring (i.e. the associated

strategy profile is eliminated from the set of potential purestrategy Nash equilibria), andvalued

2Our proof follows a similar argument to that of Ortiz and Kearns (2003) for the convergence of messages in
NashProp in loopy graphical games.
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otherwise. To begin, we state two preliminary results. First, note that the number of valued

entries in a stored message can only decrease or remain the same ast increases. This is because

once eliminated, a strategy profile cannot become valued again (i.e. the annihilating element is

absorbing). Second, because the number of valued entries isfinite and it can only decrease or

stay the same size ast grows, there exists a set oflimit messages: T ∗
i→ j = limt→∞T t

i→ j .

Lemma 8.2. Let a∗ be a pure strategy Nash equilibrium profile. Then for all t≥ 0, all message

entries corresponding to the subset of a∗ in γg, T t
i→ j(a

∗
i ,a

∗
νi,g

), are valued.

Proof. The proof is completed by induction. Fort = 0 it is true by the initialisation of the stored

messages. Then, for anyt, any entry of a message sent toj corresponding to a pure strategy

Nash equilibrium is valued, andj itself will never have eliminated that element, so it is truefor

all t.

Theorem 8.3.For VNP on a game with arbitrary topology, an entry in a limit messageis valued

if and only if it corresponds to local strategy profile that isa pure strategy Nash equilibrium.

Proof. For sufficiency, if the entry corresponds to a local pure strategy Nash equilibrium profile,

then by Lemma 8.2 it must be valued. For necessity, any entry that does not correspond to a

pure strategy Nash equilibrium profile is not part of a limit message, because it would have been

eliminated at some timet < ∞.

The main consequence of this result is that in the limit, Equation 8.5 is only valued for local

profiles corresponding to a pure strategy Nash equilibrium,and, therefore, when the assignment–

passing phase selects an outcome based on Equation 8.5, it isalways a pure strategy Nash

equilibrium. Furthermore, if no pure strategy Nash equilibrium solution exists, then all of the

entries in the messages will converge to the annihilating element, and the algorithm will report

this fact. Note that, because the (non–eliminated) values in the tables do not necessarily converge

to the true values of Equation 8.3, the equilibrium selectedby the agent may not maximise the

criterion. Nonetheless, we expect that the equilibrium selected should still do very well by

the criterion, and test this hypothesis in Section 8.4, where we runVNP on a batch of loopy

hypergraphical games.

Although we have proven a form of convergence in the limit fortable–passing on loopy graphs

above, the presence of cycles means that it is not possible toprecisely define a temination condi-

tion for this phase. A partial condition is that table–passing should terminate if all of the agents

strategies converge. However, this cannot be known beforehand, so, in its absence, this phase

should allow sufficient time for the values in the messages passed by the agents to be propagated

through the hypergraph, such that any information that may make the agents’ strategies change

is received by all agents (details of our implementation on loopy hypergraphs are presented in

Section 8.4).
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8.3.2 The Assignment–Passing Phase

Once the termination condition for the table–passing phasehas been satisfied, the function in

Equation 8.5 has been computed and each agent uses it to decide on a strategy. As before, we

need to use quite different approaches on hypertrees and loopy hypergrahs, and so the two cases

are discussed seperately in the following two sections.

8.3.2.1 Assignment–Passing on Hypertrees

In a hypertree game, if a unique solution (or the non–existence of a one) is not evident at the

termination of the table–passing phase, then the agents need to coordinate on a single solution

using an assignment–passing phase. For games with hypertree structure, this phase follows a

commonly used approach from dynamic programming, in which an arbitrary agent is selected

as the root of a spanning tree, and by its choice of solution strategies are effectively assigned

to all the other agents in the tree (Wainwright et al., 2004).In more detail, the agents first

build a spanning tree eminating from the (arbitrarily selected) root node. This tree is built by

first connecting the root to all of its neighbours. A particular agent,i, which interacts with the

root throughγg, is either a leaf or an internal node involved in other hyperedges. If it is an

internal node, then it is the only agent that appears in bothγg and any of its other hyperedges

(by the definition of acyclicity). As such, the spanning treeis extended by connectingi to all

of its neighbours except those inγg, and so on. By using such a width–first spanning tree, the

messages passed from a parent to its children on a hyperedge contain the strategies of all agents

connected through that hyperedge, so all relevant agents correctly coordinate on one particular

pure strategy Nash equilibrium.

Given a spanning tree, the root randomly selects a local strategy profile corresponding to one

maximum of its version of Equation 8.5. It then sends messages to its neighbours in each local

game,i ∈ Nγg, containing the local strategy,aNg, for γg. In other words, the root selects a com-

plete strategy profile for each of its local games and directseach neighbour to play its element

of this profile. In local games with three or more agents, thisis necessary to avoid miscoordi-

nation between two of the root’s neighours, because more than one optimal joint strategy could

be associated with the root’s strategy. Theni selects a joint strategy for all of its local games

exceptγg that both maximises its version of Equation 8.5 and containsthe strategy assigned

to it by the root. If more than one joint strategy satisfies these conditions, theni chooses one

of them randomly. It sends its strategy assignments to all ofits unassigned neighbours. This

process continues until each leaf of the spanning tree is assigned a strategy by its parent. At

this point, all agents have been assigned a strategy and the algorithm terminates. An example

of a spanning tree and the message schedule for the hypertreegame from Figure 8.1 is given in

Figure 8.2. Concievibly, the spanning tree could be constructed and the strategies propagated as

part of one process.
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Lemma 8.4. The assignment–passing phase ofVNP for hypertrees (i.e. a width–first spanning

tree assignment) assigns each agent a strategy corresponding to a single criterion–maximising

pure strategy Nash equilibrium in a hypertree–structured game.

A formal proof is not included, however it should be clear from the above that, by induction, the

root’s choice propagates through the width–first spanning tree without any miscoordination of

agents’ strategies.

We now give an example of the assignment–passing phase that would follow the table–passing

phase in Example 8.1.

Example 8.2. In this example, assignment–passing is completed in two steps with D as the root

node, as shown below.

A

B

C

D

E

F

A

B

C

D

E

F

Step 1. Step 2.

FIGURE 8.3: Example of the timing of messages in the assignment–passing phase ofVNP.

The important aspect of this phase is the topology of the spanning tree used to propagate strategy

assignments. See that D links to all of its neighbours (i.e. builds a width–first tree). Then, by

virtue of the acyclic hypergraph structure of the game, eachof these neighbours is a leaf, or it is

a unique node in a both the hyperedge it shares with D and otherhyperedges not containing D.

Furthermore, we have chosen D to illustrate the benefits of the root selection heuristic noted in

the table–passing phase example. Specifically, if any node other than D, C or E was selected

as the root, then the assignment–passing phase would take more than two steps. An additional

consequence is that, in practice, if the second phase is to begin while the first is being completed,

by choosing one of C, D or E as the root, the second phase will begin as early as possible.

In more detail, if s∗ is the maximum utilitarian welfare pure strategy Nash equilibrium, then

in the first step D sends messages to C and E stating the joint strategy that all agents inγ3

should play (i.e. s∗C,D,E), and another to F containing s∗D,F . Then, in the second step, C sends

a message to A containing s∗
A,C and another to B containing s∗B,C. All agents have now been

assigned strategies, andVNP terminates.

Combining Theorem 8.1 and Lemma 8.4 gives us the following result.

Theorem 8.5. In graphical and hypergraphical games with acyclic topology, for any selection

criterion and utility model that define a c–semiring,VNP computes an optimal pure strategy

Nash equilibrium.
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In addition to the completeness result above, if the number of neighbours and the number of

hyperedges each agent has is bounded,VNP is polynomial in the total number of agents, because

each local computation is polynomially bound (Gottlob, Greco and Scarcello, 2005; Gottlob

et al., 2007).

8.3.2.2 Assignment–Passing on Loopy Hypergraphs

In loopy hypergraphs, if the table–passing phase converges, then a unique solution will be im-

mediately evident. Furthermore, if there is no solution, then the messages will converge, so

this will also be obvious. However, if more than one solutionexists or the table–passing phase

does not converge, then the agents must use a more sophisticated strategy assignment procedure

than in acyclic hypergraphical games. Again, the first step is to build a spanning tree. This is

completed in a similar fashion to the case above (i.e. width–first), with the additional conditions

that an agent only links to its unconnected neighbours, and only links to one neighbour in each

local game that it is not involved in. For example ifi has two neighbours that are both contained

in a game not containingi (i.e. their areBerge cyclesin the hypergraph), it only links to one of

them.

However, despite using a width–first spanning tree, the presence of loops may mean that if

the procedure for hypertrees is followed, the agents may be assigned conflicting strategies by

different branches of the spanning tree. To get around this problem, we use a backtracking

search over the width–first spanning tree. Backtracking is ametaheuristic and is guaranteed to

find a solution, although possibly in exponential time (Russell and Norvig, 2002), and is used to

good effect inNashProp andPureProp (Ortiz and Kearns, 2003; Soni et al., 2007).

By this approach, a partial solution is constructed as in theprevious section, beginning with the

root node optimising its version of Equation 8.5 and sendingits neighbours the corresponding

local strategy. This process continues until any agent identifies a conflict in the strategies as-

signed in one of its local game (i.e. a non–equilibrium solution assigned to any agent in any

of its local games). If this occurs, the search backtracks toa point where the conflict can be

resolved, and then begins propagating a solution again. By Theorem 8.3, at least one solution

exists (otherwise the messages would converge), so backtracking search is guaranteed to find a

solution. However, the search process can take an exponentially long time to complete.

Overall, theVNP algorithm on games with arbitrary interaction structure will never return a

solution that is not a pure strategy Nash equilibrium, and provides solutions that approximately

optimise the criterion in question. Nevertheless, to justify these claims, in Section 8.4 we provide

an empirical evaluation ofVNP on cyclic hypergraphs.
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FIGURE 8.4: Example of the chordal topology used in the experiments.

8.4 Evaluation of VNP on Loopy Hypergraphs

The purpose of this section is to demonstrate the efficacy ofVNP on hypergraphical games with

loopy topologies.

8.4.1 Experimental Design

Specifically, we use a set of hypergraphical games withchordal topology (following Ortiz and

Kearns, 2003), because they have sparse enough topology to demonstrate howVNP exploits

structure (because each agent has a limited number of neighbours), but are sufficiently cyclic

to make the exact computation of a criterion infeasible for large problems. The games are

contructed using a generic topology, shown in Figure 8.4, comprising (i) a ring of 3–player, 2–

action local games, such that every second agent is contained on two hyperedges and the games

form a single cycle, and (ii) chord games, linking pairs of agents that are only in one ring game

(which limits the number hyperedges any one agent is on to two). The payoffs in the local games

are constructed such that they possess several pure equilibria, however, the ranking over these

equilibria varies according to randomly chosen payoffs in the chord games.

In more detail, the experimental games are constructed by the following process. First, the

agents are arranged in a ring, by grouping them into 3–playerlocal games, such that every

second agent is contained on two hyperedges and the games form a single cycle (as depicted in

Figure 8.4). Then, random pairs of agents (not neighbours) are connected to form chords across

the cycle. In order to bound the number of neighbours that anyindividual agent has, chords are

only added to agents in the ring that are involved in only one local game. In this way, the greatest

number of neighbours any agent has is 4. We consider games with numbers of agents increasing

in multiples of 4, and for each number of agents in the ring, the number of chord games isN/4

(e.g. a game with 8 agents has 2 chords, and a game with 24 agents has 6 chords).

The payoffs in the local games are constructed such that theypossess several pure equilibria,

however, the ranking over these equilibria varies according to randomly chosen payoffs. In more

detail, all the games have 2 actions. Each of the games on the ring are identical. In each of these

games, there is a payoff of 1 when all agents play the same action and -1 when they do not. As
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such, if the global game was given by only the ring games without any chords, two equivalent

equilibria exist, in which all agents play the same action, that is, either{a1,a2,a3, . . . ,an} =

{1,1,1, . . . ,1} or {2,2,2, . . . ,2}. The local game used in the ring is given below:

aB,aC

{1,1} {2,1} {1,2} {2,2}

aA 1 (1,1,1) (-1,-1,-1) (-1,-1,-1) (-1,-1,-1)

2 (-1,-1,-1) (-1,-1,-1) (-1,-1,-1) (1,1,1)

The payoffs in the chord games then determine which equilibrium maximises the utilitarian

SWF. Like the ring games, these also have -1 in all off–diagonal outcomes, however, each of the

payoffs on the diagonal is chosen at random from the interval[0,1]. The local game used for the

chords is given below, in which eachx is drawn randomly from [0,1]:

aB

1 2

aA 1 (x,x) (-1,-1)

2 (-1,-1) (x,x)

In this way, each game has a pure equilibrium at points where all of the agents play the same

action, but a unique criterion maximiser is determined at random by the payoffs in the chord

games. Finally, in order to evaluate the performance ofVNP, we need to know which of these

equilibria is the optimum. We compute this using a brute force version ofVNP.

Specifically, we comparedVNP for loopy topologies to an optimal brute force version ofVNP

that does not exploit any graphical structure; that is each agent constructs a joint message to

every other in the system and so maximise Equation 8.3 directly. We did not benchmark against

existing approaches because, primarily, ours is the first algorithm to explicitly interleave optimi-

sation with equilibrium computation and to deal explicitlywith hyperedges. Indeed,VNP can be

viewed as an extension toNashProp or GGS’s algorithm for these problems (The connections

between these algorithms are explored in detail in Section 8.5). As such, our experiments only

aim to prove the efficacy ofVNP. We ran 100 iterations for each size game. We say an algorithm

has converged when the optimal strategies of the agents havenot changed for 10 time steps, and

recorded the convergence time as the last of these steps. We also recorded the average process-

ing time the algorithm took to converge3, the proportion of runs that converge to an optimum

and, for the remaining suboptimal solutions, the average ratio of the optimal solution’s value

over the suboptimal solution.

3Experiments were performed on a cluster composed of standard desktop machines, and processing times were
recorded as a relative measure only.
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Agents Conv Steps Time (ms) % Optimal Opt/Subopt

4 15.4 (0.32) 64 (5.8) 94% (4.8) 1.021 (0.0033)
8 17.6 (0.52) 163 (7.2) 91% (5.8) 1.010 (0.0025)
12 19.1 (0.69) 273 (10.7) 87% (6.8) 1.014 (0.0014)
16 20.1 (0.83) 428 (17.1) 84% (7.4) 1.011 (0.0018)
20 21.1 (0.83) 554 (21.6) 82% (7.8) 1.007 (0.0012)
24 21.9 (1.30) 623 (29.9) 87% (6.8) 1.013 (0.0017)

TABLE 8.2: Results ofVNP experiments — message steps to converge, time to coverge, pro-
portion converging to an optimal solution and the average ratio of the optimum over the value

of suboptimal solutions (standard errors in brackets).

8.4.2 Results and Discussion

The results of these experiments are reported in Table 8.2. Regarding the quality of the solu-

tions generated, they show thatVNP computes the optimal solution with a very high frequency

(always greater than 82% of runs). Furthermore, when a sub–optimal equilibrium is selected,

its value is typically very close to that of the optimum (always within 2%). In terms of the

computation time required to generate a solution, the number of message–passing steps to find

an equilibrium increases linearly with the number of agents. Furthermore, the actual computa-

tion time grows at a polynomial rate, which is an artifact of the chordal topology with bounded

number of neighbours that we run the experiments on.4 In order to better demonstrate the scal-

ability of VNP if each agent’s number of neighbours is bounded, in Figure 8.5 we plotVNP’s

computing time as the number of agents increases, compared to the brute force version. This

shows thatVNP’s processing time increases at a rate that is orders of magnitude less than the

brute force algorithm. Indeed, the processing time of the brute force approach follows an almost

perfect exponential relationship with the number of agentsin the problem, whileVNP follows a

polynomial relationship.

8.5 Connections to Existing Algorithms

In this section we compareVNP to other approaches, in order to identify the relationshipsbe-

tween the algorithms and to clarify the contributions of this chapter. We begin by relating the

problem of optimising over a set of equilibria in a game with hypergraphical structure to that of

optimising ac–semiring criterion in graphical models. Then we compareVNP to NashProp and

relate its operation to the three CSP–based algorithms highlighted in Section 8.1 —PureProp,

and algorithms by VK and GGS.

Now, as discussed in Section 2.8, graphical models and distributed algorithms have been de-

veloped for optimisation problems defined on ac–semiring, in the generalised distributive law

4 Note thatNashProp would complete its computation of an arbitrary pure strategy Nash equilibrium in a similar
number of steps, however, the computation time would likelybe less because it does not use floating point operations.
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FIGURE 8.5: Performace ofVNP for large numbers of agents — convergence time (ms) com-
paringVNP for loopy topologies to a brute force version ofVNP that does not exploit interaction

structure.

framework (GDL). Typical applications of these approachesinclude max–marginalisation prob-

lems in probability theory and optimising partially separable functions in optimisation theory

(e.g. Wainwright et al. (2004) or Farinelli, Rogers, Petcu and Jennings (2008)). Given this, GDL

algorithms exploit thec–semiring structure to efficiently compute solutions to such problems.

Specifically, these algorithms operate on problems that form a bipartitefactor graph(see Sec-

tion 2.8.1.2). Now, if the control of the variables in a factor graph are distributed among a set

of agents, a direct connection between the problems of solving a factor graph and optimising

over the set of equilibria in the hypergraphical game model can be drawn. In particular, both

models comprise a set of variables, which are controlled by agents, and that are connected by

hyperedges. Each agent receives a utility from a hyperedge,which is a function of all of the

variables contained in that hyperedge. The system–wide objective is to optimise a global target

function, which is an aggregation of the agents’ utilities.The difference between the models lies

in what the hyperedges represent. In factor graphs, a hyperedge (factor node) represents a sin-

gle valued function, which is its contribution to the utility of the agents it contains. In contrast,

each hyperedge in a hypergraphical game represents an arbitrary noncooperative game, in which

agents’ payoffs may differ. In other words, a factor graph isa special case of a hypergraphical

game in which each local game gives an identical payoff to allthe agents involved. In short,

each local game is ateam game. The distributed constraint optimisation problems examined in

Chapters 3 and 4 are an example of this type of problem. As such, hypergraphical games are

a much larger class of problems. As shown earlier in this chapter, the GDL algorithms are not

suitable for computing equilibria in general games. On the other hand, if each hyperedge does

form a team game, then the optimal solution is a Nash equilibrium by definition (Maheswaran

et al., 2004), and a GDL algorithm could be applied directly.Conversely, the algorithm by Greco

and Scarcello (2004) reduces the game itself to a Markov random field and then applies a GDL

algorithm, namelymax–product, to the reduction.

We now discuss two general approaches to compute Nash equilibria in graphical game repre-

sentations that are related toVNP. The first one,NashProp tackles the problem directly using
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a dynamic–programming approach (upon whichVNP is based). This work acknowledges that

many real–word problems have loopy game graphs, so the guarantees onNashProp’s conver-

gence do not apply. Thus, to address this shortcoming, the authors suggest merging players to

produce a game tree. However, in real distributed systems, merging agents may not be practical.

In contrast, we suggest that edges be merged to a point where the resulting hypergraph is acyclic

(i.e. loops and cliques become hyperedges in a game hypertree). Given this, the data structure

and message–passing scheme that operates on hypertrees (a described in Section 8.3.1.1) can be

employed. Now, the size of a hyperedge can always be expandedto a point where the resulting

hypergraph is acyclic. However, as noted in Section 8.3.1, if the tree–width is large, then the

number of agents contained in at least one hyperedge is also large, and the message–generating

operations for agents in this hyperedge becomes computationally infeasible. Specifically, the

combination of incoming messages in Equation 8.4 requires extending the strategy space to an

array of size exponential in the number of neighbours.

In PureProp, GGS and VK, the Nash equilibrium computation problem is mapped to a CSP,

in which agents have unary and n–ary constraints over variables representing all of the strate-

gies in their neighbourhood (i.e. the strategies of themselves and their neighbours). The unary

constraints relate to an agent’s own best response. In our algorithm, this constraint manifests

itself as the best–response indicator function. The n–ary constraints are satisfied if neighbouring

agents assign the same strategies to each agent in the intersection of their neighbourhoods. In

our framework, this neighbourhood consistency is enforcedthrough the use of an assignment

passing phase. In other words, table–passing corresponds to the node consistency stage ofPure-

Prop, and assignment passing corresponds to arc–consistency. In GGS’s approach, asemijoin

operation is completed between two neighbours’ local strategy profiles only if the intersection

of the agent’s local strategies are identical, and each agent’s own strategy is a best response in

that profile (i.e. the unary constraint is satisfied). Otherwise the tuple is eliminated. InVNP, this

operation is captured by the indicator function.

Building on this, GGS describe a method for computing a Pareto–dominant Nash equilibrium.

Pareto–dominance differs from other selection criteria addressed in this chapter in that it is

computed based on private values, not on a shared ranking. Assuch, it is computed by using

the table–passing phase to compute all (arbitrary) Nash equilibria, and then selecting a Pareto–

dominant equilibrium in the assignment–passing phase. This is achieved by having the root

select its highest payoff equilibrium and, if faced with a choice between equilibria, each de-

scendent node doing the same. By following this procedure, the equilibrium selected maximises

at least the root node’s utility, so satisfies the Pareto–dominance criterion. However, a major

difference between the Pareto–dominant pure strategy Nashequilibrium selection problems and

the selection criteria considered in this work is that the former can be efficiently computed on

anα–acyclic hypergraph, because the propagation of indicatorfunctions through Berge cycles

(i.e. two hyperegdes containing two or more common nodes) does not affect the value of local

strategy profiles. This is because indicator function values are idempotent, so can be applied

more than once without affecting the value of the criterion.In contrast, values assigned to
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outcomes by the criteria considered here suffer from double–counting if messages are passed

through Berge cycles.

Nonetheless, the complexity of computing a pure strategy Nash equilibrium that maximises ac–

semiring selection criterion can be seen from observing that a small change to GGS’s algorithm

and restricting it to acyclic hypergraphs would allow them to solve such problems. Without

going into detail, this would be achieved by annotating eachtuple in the first phase with a value

that corresponds to the criterion in question, and updatingthe values using the computations pre-

scribed in this paper at each semijoin. At the start of the second phase, the root node would select

the optimal tuple according the criterion in question, and forward the corresponding strategies

to its descendents, who would do the same, and so on. Assumingeach valuation operation can

be completed in polynomial time in the size of the local neighbourhood, the problem of optimis-

ing over a set of equilibria using a criterion that defines a valuation algebra on ac–semiring is

tractable in many of the cases where the problem of computinga Nash equilibrium is tractable;

specifically, if the game has bounded tree–width and each agent has small number of neighbours

(Gottlob, Greco and Scarcello (2005)).

Finally, note that the potentially arbitrarily high level of algebraic complexity of mixed strategies

corresponding to the maximum utilitarian mixed Nash equilibrium identified in Elkind et al.

(2007) does not arise here because we only deal with pure strategy Nash equilibria.

8.6 Summary

In this chapter, we developed theVNP algorithm for computing pure strategy Nash equilibria

that optimises various criteria in games with bounded hypergraphical structure. In particular, we

showed how to integrate the optimisation problem of finding the maximal element of a valuation

algebra with the constraint satisfaction problem of findinga game’s pure strategy Nash equilib-

ria. We also demonstrated that if the agents in a hypergraphical game each have a bounded

number of neighbours and the game hypergraph has bounded hypertree–width, then the prob-

lem can be solved efficiently byVNP. In so doing, we completely characterised the types of

problems that can be addressed by algorithms ofVNP’s form, and provided two variants ofVNP

for different topologies. The first is a complete algorithm for games with acyclic hypergraphical

interaction structure, while the second is an approximate algorithm for games with loopy topolo-

gies. These algorithms can optimise over pure strategy Nashequilibria using any equilibrium

selection criterion that defines a valuation algebra on a commutativec–semiring. As such, we

developed an algorithm for the problem at hand that primarily addresses design Requirements 1

(high quality solutions) and 4 (computational feasibility) in particular, and indirectly addresses

Requirement 2 (robustness) due to the use of a MAS and Requirement 3 (low communication

requirements) due to efficient computation. In contrast to the local approximate best response al-

gorithms investigated in Chapters 3 and 4, an algorithm likeVNP can be used in situations where
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the optimality of a solution is a key requirement, but where adistributed algorithm is nonethe-

less required. Furthermore,VNP can be applied to games outside the class of potential games,

because its convergence is only dependent on topology, rather than the structure of agents’ utility

functions. As such, the problems addressed in this chapter represent a significant generalisation

of the DCOP model addressed earlier, and theVNP algorithm itself represents the opposing ex-

treme of distributed algorithms from the local approximatebest response algorithms (and their

adaptations for other extension to the DCOP model) examinedin Chapters 3, 4, 5 and 6l, in that

it is an optimal message–passing algorithm.



Chapter 9

Conclusions

In this chapter, we present a global view on the contributions of this thesis towards analysing

and designing control mechanisms for large distributed systems. To begin, in Section 9.1, we

first summarise the research carried out within each specifictopic addressed. In so doing we

also explain how we satisfied each of the design requirementsthat we initially set out at the

beginning of this thesis. Then, in Section 9.2, we outline some general areas of future work that

follow from this work and identify some promising lines of individual research.

9.1 Summary of Results

The goal of this thesis was to derive good control mechanismsfor optimisation in large dis-

tributed systems. Such problems are not well suited to traditional methods of control because

they are typically characterised by distributed information and costly and/or noisy communica-

tion between the system components. Furthermore, noisy observations and dynamism are also

inherent to these systems, so their control mechanisms needto be flexible, agile and robust in

the face of these characteristics. Specifically, we aimed toconstruct control mechanisms that

satisfy the four design requirements described in Section 1.1, namely: (i) high quality solutions,

(ii) robustness and flexibility in the face of additions, removals and failures of components,

(iii) limited use of communication, and (iv) computationalfeasibility. In order to satisfy these

requirements, we adopted a design approach based on dividing control over the system between

a team of self–interested agents. This decision was made because such multi–agent systems

are naturally distributed (matching the application domains in question), and by pursing their

own private goals, the agents can collectively implement robust, flexible and scalable control

mechanisms. In more detail, the design approach that was adopted was (i) to use games with

pure strategy Nash equilibria as a framework or template forconstructing the agents’ utility

functions, such that good solutions to the optimisation problem arise at the pure strategy Nash

equilibria of the game, and (ii) to derive distributed techniques for solving the games for their

Nash equilibria.

179



Chapter 9 Conclusions 180

The specific problems we tackled can be grouped into four topics. First, we investigated local

iterative approximate best response algorithms for distributed constraint optimisation problems

(DCOPs). This topic and the contributions we made to it covered the major components of the

subsequent topics addressed, in that each of the remaining topics can be viewed as an exten-

sion of the basic DCOP model. Second, we developed a game–theoretic control mechanism for

distributed dynamic task allocation and scheduling problems. The model in question was essen-

tially an expansion of DCOPs to encompass dynamic problems,and the control mechanism we

derived was built on the insights we learned in the addressing the first topic. Third, we elabo-

rated the DCOP model with noisy rewards and state observations, which are realistic traits of

significant concern in real–world problems. We derived control techniques that allow the agents

to either learn their reward functions or to decide when to make observations of the world’s state

and/or communicate their beliefs over the state of the world. Fourth, we considered the problem

of computing and optimising over pure strategy Nash equilibria in games with sparse interac-

tion structure, and derived an optimal algorithm that exploits the structure to efficiently compute

solutions. Such problems are a direct generalisation of thedistributed constraint optimisation

model to interactions in which the agents’ utilities for local game outcomes are not identical (as

they are in DCOPs).

For each of these topics, we have investigated control mechanisms that satisfy our four design

requirements. We now summarise our contributions to each topic with respect to these require-

ments.

In Chapters 3 and 4 we characterised the class of local approximate best response algorithms,

and investigated their properties. Specifically, in Chapter 3, we showed that DCOP games are

a special case of the class ofpotential games, in which the globally optimal configurations of

variables are Nash equilibria. Now, because potential games possess thefinite improvement

property, we showed that they provide a valuable unifying analyticalframework for studying all

algorithms that operate by having agents iteratively play approximate best responses to the oth-

ers in the system. We proved the convergence properties of such local iterative approximate best

response algorithms developed in the computer science literature using game theoretic meth-

ods, and also demonstrated that many game–theoretic algorithms can be used to solve DCOPs.

Building on this, in order to exploit the value of potential games as a framework, we developed

a parameterisation of the local approximate best response algorithm design space. This parame-

terisation was populated with components of the algorithmscaptured in our unifying framework.

This allowed us to make clear, for the first time, how the individual components that comprise

such algorithms affect their convergence properties and communication requirements. As such,

we constructed a mapping from the algorithm components to their effect on each of our MAS

design requirements. Following this, in Chapter 4, we exploited our knowledge of how the

different algorithm components can be combined to develop algorithms that trade–off between

these criteria to construct several novel hybrid algorithms for DCOPs. Then, in order to test

our predictions, we experimentally evaluated several existing algorithms alongside the novel



Chapter 9 Conclusions 181

ones. Our experimental results confirmed that the performance of an algorithm according to our

design requirements can be accurately predicted from identifying its constituent components.

The second topic of investigation was distributed dynamic task allocation and scheduling, and

was covered in Chapter 5. We began by defining a centralised Markov decision process for-

mulation of a decentralised dynamic task allocation problem. Our contributions, then, regarded

how we both approximated this model and modified a local iterative approximate best response

algorithm to derive a control mechanism so that our four design requirements were satisfied.

In more detail, we introduced a new technique for approximating the problem using a series of

static overlapping potential games. The utilities of agents in these games are constructed in a

decentralised manner, using two techniques. First, the global objective function of the problem

is substituted with a finite horizon approximation. Second,the agents are rewarded with the

sum of their marginal contributions to the completion of tasks, resulting in payoffs that form a

potential game. We then derived a decentralised solution method for the approximating games

that uses an adaptation of the distributed stochastic algorithm. This algorithm had been identi-

fied in Chapters 3 and 4 as being appropriate for the task. Thiscombination of approaches was

demonstrated to produce a control mechanism that is robust to communication and observation

restrictions, as shown in an implementation of our approachin the RoboCup Rescue disaster

management simulator. Specifically, the results showed that our technique performs compara-

bly to a centralised task scheduler with no restrictions on communication or observation, and

that it significantly outperforms its centralised counterpart as the agents’ communication and

observation range are restricted, indicating that it is more robust to such limitations. In mak-

ing these contributions, we demonstrated a novel synthesisof several techniques from computer

science and game theory, which together provide an effective approach for solving distributed

dynamic task allocation and scheduling problems.

In Chapters 6 and 7 we considered extensions to the DCOP modelto incorporate, first, noise

in agents’ payoffs, and second, noise in state observations. In order to address the first of these

problems, in Chapter 6 we applied results from machine learning and stochastic approximations

to derive versions of fictitious play and adaptive play that take estimates of rewards generated

online byQ–learning as reward functions. We first derived a multi–agent version ofQ–learning

in with ε–greedy exploration for which reward estimates converge totheir true mean value.

We then proved that several variants of these processes converge to Nash equilibria in potential

games with perturbed unknown rewards and other classes of games either with the fictitious play

property or without improvement cycles. Our approach to these types of problems gives agents

the ability to effectively learn their reward functions while coordinating on a pure strategy Nash

equilibrium. In so doing, we addressed all four of the designrequirements. Specifically, a con-

trol mechanism based on these algorithms can produce high quality solutions in far less time than

if the two problems were solved independently (Requirements 1 and 4), and like the algorithms

investigated in Chapters 3 and 4, such a control mechanism isrobust to changes in the set of

components in use and operate using only a limited amount of communication, thus addressing
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Requirements 2 and 3. In addressing the second problem, thatof designing agents’ communi-

cation policies in Bayesian coordination games, we constructed an auxiliary game between the

agents’ communication, observation and acting policies themselves. In this game, the payoffs

to different policies are evaluated according to the expected reward they produce in the original

game. This allowed us to analyse both the stability and optimality of a communication policy,

and we found that an optimal communication policy exists at asymmetric pure strategy Nash

equilibrium in the auxiliary game. This greatly reduces thesearch space for finding an optimal

communication policy in any repeated Bayesian coordination game, and allowed us to derive a

simple procedure for computing the optimal policy as a function of the partial–observability of

the state and payoffs of the underlying game. We demonstrated this procedure in the canonical

multi–agent tiger problem, and our numerical results showed that the value of communication

increases with the relative cost of mis–coordination and decreases as the noise in the observation

function decreases.

Finally, in Chapter 8 we considered the more general topic ofoptimisation in games with sparse

interaction structure. Specifically, we developed a general–purpose algorithm, Valued Nash

Propagation (VNP), that efficiently computes pure strategyNash equilibria that satisfy optimi-

sation criteria that define a valuation algebra on ac–semiring. We derived two a versions of VNP,

one that is complete in games on hypertrees, and a second version of VNP for games on loopy

graphs. Our algorithm integrates the optimisation problemof finding the maximal element of

a valuation algebra with the constraint satisfaction problem of finding a game’s equilibria. For

games on loopy graphs, we proved that any solution returned must be a pure strategy Nash

equilibrium, argued why the algorithm would be expected to approximately optimise over the

set of pure Nash equilibria, and empirically showed that VNPproduces the optimal Nash equi-

librium in a high proportion of problems. By exploiting the sparse structure present in many

multi–agent interactions, this distributed algorithm canefficiently compute equilibria that opti-

mise various criteria, thus reducing the computational burden on any one agent and operating

using less communication than an equivalent centralised algorithms.

For each of these topics, the control mechanisms we derived were developed such that they per-

form well according to all four of our design requirements, and, therefore, they represent good

control mechanisms for large distributed systems with these particular traits. Nonetheless, there

are limitations on the types of problems that can be addressed by these control mechanisms.

The broadest restriction is that the usefulness of DCOP (andits generalisations) as a model of

multi–agent interaction depends on the partial–separability of the global utility function. This

form allows us to derive agent’s utilities from their local effects, and thereby distribute the op-

timisation problem among the agents in our MAS control mechanism. Without this algebraic

structure, such distributed computation is not possible. Having said that, many large distributed

settings naturally possess this type of structure, as demonstrated by the examples throughout

this thesis. Similarly, each of the extensions to the DCOP model also possessed specific struc-

ture that we could exploit to develop satisfactory control mechanisms. For example, the style of

mechanism derived for the dynamic task allocation problem addressed in Chapter 5 was suitable
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because of the specific structure of the problem, namely, a straightforward task processing model

and the quiescence assumption. Likewise, our analysis of communication policies for partially

observable domains in Chapter 7 relied on a particular payoff structure in each world state (a

symmetric coordination game) and a specific model of communication (broadcast belief pass-

ing). Regardless, our contributions to the topics above demonstrate that the general approach of

using games with pure strategy Nash equilibria as a templatefor designing MAS produces good

control mechanisms for large distributed systems.

9.2 Future Work

The work contained in this thesis represents a contributiontowards developing robust and flex-

ible control mechanisms for large distributed systems thatcan operate in dynamic and noisy

scenarios. Nevertheless, there are still many open problems in this domain. In particular, game

theory is useful as a design and modelling framework only up to the point where agents’ pref-

erences truly represent the problem at hand. Specifically, when considering the interaction of

self–interested agents, game theory is a necessary component of the analysis, but, on its own, it

is currently insufficient to capture the salient aspects of many important problems in computer

science, artificial intelligence and real life. As such, theprocess of integrating realistic aspects of

important problems provides many rich topics for future investigation. Of particular relevance

to this thesis are the opportunities arising at the nexus of game theory and sequential decision

making for multi–agent control of large systems, as addressed in Chapters 5, 6 and 7.

Beyond this general topic for future research, we now list some specific lines of investigation

stemming directly from the four topics investigated in thisthesis:

Distributed Constraint Optimisation Problems: The model of communication between agents

adopted in this thesis is a natural, although naive one. Communication in real–world ap-

plications of DCOPs is lossy, noisy, delayed and otherwise asynchronous, and has not

been systematically addressed. Similarly, in our work on DCOPs, we assume commu-

nication takes place over a network defined by the constraintgraph. How relaxing this

assumption, to consider cases where agents do not have a direct communication link with

all of the agents their utility depends on, affects the efficacy of existing approaches is

unknown.

Dynamic Distributed Task Allocation and Scheduling: Possible extensions to this work in-

clude generalising our model to capture other aspects of complex disaster scenarios, such

as allowing agents to have differing costs for performing the same task or representing

deadlines by a distribution over times, all of which the agents have to consider when mak-

ing their decisions. Furthermore, we believe it is possibleto incorporate more complicated

task models and agents with differing resources at their disposal, to extend the scope of

the overlapping potential game approximation technique. An example application of this
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would be a control mechanism that integrates the coordination of all three agent types in

the RoboCup Rescue disaster response simulator— ambulances, police and fire brigade.

Noisy Rewards and State Observations:Future work on the topic of noisy rewards involves

demonstrating the efficacy of the algorithms in a scenario such as the ad hoc wireless sen-

sor networks for a wide–area surveillance example introduced in Chapter 8. Now, even

though we have proven the convergence of variants of fictitious play and adaptive play to

Nash equilibrium, the question of relative speeds of convergence and the global quality

of the resulting Nash equilibrium solutions are essentially empirical ones. In particular,

although we have proven the convergence of QL–SAP to the global optimum of the po-

tential function, theε–annealing schedule and requirement that only one agent adjust its

actions at a time may make the convergence time of this algorithm much greater than that

of the other algorithms, thereby rendering it impractical in many situations.

Regarding future work on the topic of noisy state observations, speaking broadly, our gen-

eral game–theoretic characterisation of opportunity costbased broadcast communication

can easily be extended to consider other forms of communication. Specifically, it would

be interesting to consider the issue ofwhoto communicate with. Furthermore, it would be

useful to considerwhat to communicate. Clearly, the content of a message influencesthe

value of communicating that message, and a game–theoretic analysis of complex commu-

nication would be an important line of research for the practical use of MAS in settings

where communication is costly.

Efficiently Computing Equilibria in Games with Sparse Inter action Structure: Two distinct

lines of research will be pursued to round out our research onVNP. First, we wish to de-

velop a complete versions for loopy graphs that operates without first forming a junction

tree, analogous to theDPOP algorithm for DCOPs. Second, it would be useful to inves-

tigate analogous convergence results forVNP to those regarding specific topologies and

attenuated messages for the GDL algorithms (e.g. Frey and Koetter, 2000; Weiss, 2000).

The increasing use of automated control in large distributed systems has widened the scope of

potential applications of MAS, as well as the range of issuesMAS researchers have to consider

in developing control mechanisms. It is therefore crucial that the challenges we have identified

above be met to ensure that control mechanisms using MAS can be applied in this growing

variety of domains.
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DCOP Algorithm Pseudocode

The following pseudocode describes the algorithms used in our benchmarking experiments

(Chapter 4). First we give code for eight existing algorithms (from Sections 3.3.1 and 3.3.2),

followed by the three novel ones (as detailed in Section 4.1).

The pseudocode states the computations carried out by an individual agent, and unless otherwise

stated, the algorithms (including their various adjustment schedules) are implemented by each

agent running the stated procedure at every time step. In allthat follows, we drop the sub–

script i because the pseudocode refers to an agent’s internal processes. We denote an agent’s

strategys∈ Sand its target function’s value for strategyk asstateValue(k)or stateRegret(k), as

appropriate. An agent’s neighbours are indexedj ∈ ν, with their joint strategy profile notated

sν. Finally, an agent’s immediate payoff for an strategyk, given its neighbours’ joint strategy

profile is writtenu(k,sν).

A.1 Existing Algorithms

The eight existing algorithms listed here are discussed in Sections 3.3.1 and 3.3.2, and are

the maximum-gain messaging algorithm (MGM), the distributed stochastic algorithm using the

argmax–B decision rule (DSA–B), better–response with inertia (BR–I), spatial adaptive play

(SAP), fictitious play (FP), smooth fictitious play (smFP), joint strategy fictitious play with in-

ertia (JSFP–I) and weighted regret monitoring with inertia (WRM–I).

185
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M AXIMUM –GAIN M ESSAGING(MGM)

currentReward =u(s= currentState,sν) 1

for k = 1:K 2

stateGain(k) =u(s=k,sν)− currentReward 3

end for 4

bestGainState = argmax
k

[stateGain] 5

bestGainValue = stateGain(bestStateGain) 6

sendBestGainMessage[allNeighbours, bestGainValue] 7

neighbourGainValues = getNeighbourGainValues[allNeighbours] 8

if bestGainValue> max[neighbourGain]then 9

newState = bestGainState 10

sendStateMessage[allNeighbours, newState] 11

end if 12

DISTRIBUTED STOCHASTIC ALGORITHM (DSA–B )

currentValue =u(s= currentState,sν) 1

for k = 1:K 2

stateRegret(k) =u(s=k,sν)− currentValue 3

end for 4

candidateState = argmax
k

[stateRegret] 5

if rand[0,1]≤ p 6

newState = candidateState 7

end if 8

if newState6= currentState 9

sendStateMessage[allNeighbours, newState] 10

end if 11

BETTER –RESPONSE WITH I NERTIA (BR–I )

currentValue =u(s= currentState,sν) 1

for k = 1:K 2

stateRegret(k) = max[u(s=k,sν)− currentValue,0] 3

end for 4

normFactor =∑K
k=1 stateRegret 5

randomNumber = rand(0,1) 6

for k = 1:K 7

mixedStrategyCDF(k) = 1
normFactor∑

k
l=1 stateRegret(l) 8

if randomNumber≤ mixedStrategyCDF(k)then 12

candidateState = k 9

break for loop 10

end if 11

end for 12

if rand[0,1]≤ p 13

newState = candidateState 14

end if 15

if newState6= currentState 16

sendStateMessage[allNeighbours, newState] 17

end if 18
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In SAP the agents adjust their state in a random sequence. In practice, there are a number of ways to

implement this type of schedule, however, we simply randomly select an agent to run the stated procedure.

For benchmarking purposes, we consider one time step to be completed whenn updates are completed

(in our experiments,n is 40 or 80). Note this can, and usually does, mean some agentsmay be given more

than one opportunity to adjust their state in a particular time step, while other agents may have none. See

Section 4.4 for a discussion of the effect this has on the metrics used.

SPATIAL ADAPTIVE PLAY (SAP )

currentValue =u(s= currentState,sν) 1

for k = 1:K 2

stateRegret(k) =u(s=k,sν)− currentValue 3

end for 4

for k = 1:K 5

statePropensity(k) = exp[η−1stateRegret(k)] 6

end for 7

normFactor =∑K
k=1 statePropensity(k) 8

randomNumber = rand(0,1) 9

for k = 1:K 10

mixedStrategyCDF(k) = 1
normFactor∑

k
l=1 statePropensity(l) 11

if randomNumber≤ mixedStrategyCDF(k)then 12

newState = k 13

break for loop 14

end if 15

end for 16

if newState6= currentState 17

sendStateMessage[allNeighbours, newState] 18

end if 19

In FP andsmFP, |ν| is the number of neighbours an agent has,q j is a vector of the frequencies with which

neighbourj has played each strategyk j in the past,I{k j = st
j} is an indicator vector with an element equal

to one for the statek j played byj at timet and zero everywhere else, andH = ∏|nu|
j=1 |Sj | is the size of the

agent’s neighours’ joint strategy space.

FICTITIOUS PLAY (FP)

for j = 1:|ν| 1

qt
j = 1

t [I{k j = st
j}+(t −1)qt−1

j ] 2

end for 3

t = t +1 4

for k = 1:K 5

for h = 1:H 6

E[u(s= k,sh
ν)] = u(s,sh

ν)∏sh
j∈sh

ν
qt

j 7

end for 8

stateValue(k) =∑H
h=1 E[u(s= k,sh

ν)] 9

end for 10

newState = argmax
k

[stateValue] 11

if newState6= currentState 12

sendStateMessage[allNeighbours, newState] 13

end if 14
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SMOOTH FICTITIOUS PLAY (SMFP)

for j = 1:|ν| 1

qt
j = 1

t [I{k j = st}+(t −1)qt−1
j ] 2

end for 3

t = t +1 4

for k = 1:K 5

for h = 1:H 6

E[u(s= k,sh
ν)] = u(s,sh

ν)∏sh
j∈sh

ν
qt

j 7

end for 8

stateValue(k) =∑H
h=1 E[u(s= k,sh

ν)] 9

end for 10

for k = 1:K 11

statePropensity(k) = exp[η−1stateValue(k)] 12

end for 13

normFactor =∑K
k=1 statePropensity(k) 14

randomNumber = rand(0,1) 15

for k = 1:K 16

mixedStrategyCDF(k) = 1
normFactor∑

k
l=1 statePropensity(l) 17

if randomNumber≤ mixedStrategyCDF(k)then 18

newState = k 19

break for loop 20

end if 21

end for 22

if newState6= currentState 23

sendStateMessage[allNeighbours, newState] 24

end if 25

JOINT STRATEGY FICTITIOUS PLAY WITH I NERTIA (JSFP–I )

for k = 1:K 1

stateValue(k) =1
t [u(s=k,sν)+(t −1)stateValue(k)] 2

end for 3

t = t +1 4

candidateState = argmax
k

[stateValue] 5

if rand[0,1]≤ p 6

newState = candidateState 7

end if 8

if newState6= currentState 9

sendStateMessage[allNeighbours, newState] 10

end if 11
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WEIGHTED REGRET M ATCHING WITH I NERTIA (WRM–I)

currentValue =u(s= currentState,sν) 1

for k = 1:K 2

avgDiff(k) = ρu(s=k,sν− currentValue+(1−ρ)avgDiff(k)) 3

stateRegret(k) = max[avgDiff(k),0] 4

end for 5

normFactor =∑K
k=1 stateRegret 5

randomNumber = rand(0,1) 6

for k = 1:K 7

mixedStrategyCDF(k) = 1
normFactor∑

k
l=1 stateRegret(l) 8

if randomNumber≤ mixedStrategyCDF(k)then 12

candidateState = k 9

break for loop 10

end if 11

end for 12

if rand[0,1]≤ p 13

newState = candidateState 14

end if 15

if newState6= currentState 16

sendStateMessage[allNeighbours, newState] 17

end if 18

A.2 Novel Hybrid Algorithms

The three novel hybrid algorithms described in Section 4.1 are: greedy spatial adaptive play (gSAP);

spatial joint strategy fictitious play (S–JSFP); and maximum–gain message weighted regret matching

(MGM–WRM).

gSAP uses uses the same procedure asSAP to randomly order agents’ state adjustments. The novelty

is in the use of theargmaxfunction to assign a value tonewState, as shown on line 5, rather than the

multinomial logit (lines 5 to 16 inSAP).

GREEDY SPATIAL ADAPTIVE PLAY (GSAP )

currentValue =u(s= currentState,sν) 1

for k = 1:K 2

stateRegret(k) =u(s=k,sν)− currentValue 3

end for 4

newState = argmax
k

[stateRegret] 5

if newState6= currentState 6

sendStateMessage[allNeighbours, newState] 7

end if 8
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RegardingS–JSFP, this algorithm uses the same target function as theJSFP–I. The novelty is that inS–

JSFP, the agents adjust their state in a randomsequence, which is implemented as discussed the context

of SAP. The procedure run by each agent is given below.

SPATIAL JOINT STRATEGY FICTITIOUS PLAY (S–JSFP )

for k = 1:K 1

stateValue(k) =1
t [u(s=k,sν)+(t −1)stateValue(k)] 2

end for 3

t = t +1 4

newState = argmax
k

[stateValue] 5

if newState6= currentState 6

sendStateMessage[allNeighbours, newState] 7

end if 8

In MGM–WRM, the maximum–gain priority adjustment schedule is used by agents who select their new

states by the same method as those usingWRM–I. In comparison toWRM–I, this hybridisation can be

seen in the lines after line 13 of the pseudocode below.

M AXIMUM –GAIN M ESSAGE REGRET M ATCHING (MGM–WRM)

currentValue =u(s= currentState,sν) 1

for k = 1:K 2

avgDiff(k) = ρu(s=k,sν− currentValue+(1−ρ)avgDiff(k)) 3

stateRegret(k) = max[avgDiff(k),0] 4

end for 5

normFactor =∑K
k=1 stateRegret 5

randomNumber = rand(0,1) 6

for k = 1:K 7

mixedStrategyCDF(k) = 1
normFactor∑

k
k=1 stateRegret(k) 8

if randomNumber≤ mixedStrategyCDF(k)then 12

candidateState = k 9

break for loop 10

end if 11

end for 12

candidateGainValue =u(s= candidateState,sν)− currentValue 13

sendGainMessage[allNeighbours, candidateGainValue] 14

neighbourGainValues = getNeighbourGainValues[allNeighbours] 15

if candidateGainValue> max[neighbourGain]then 16

newState = candidateState 17

sendStateMessage[allNeighbours, newState] 18

end if 19
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rithms: Foundations and Applications (SAGA–01)’, Vol. 2264 of Lecture Notes in Computer Science,

Springer-Verlag, Berlin, Germany, pp. 49–64.



BIBLIOGRAPHY 194

Fitzpatrick, S. and Meertens, L. (2003), Distributed coordination through anarchic optimization,in

V. Lesser, C. L. O. Jr. and M. Tambe, eds, ‘Distributed SensorNetworks: A Multiagent Perspective’,

Kluwer Academic Publishers, pp. 257–295.

Foster, D. P. and Vohra, R. V. (1997), ‘Calibrated learning and correlated equilibrium’,Games and Eco-

nomic Behavior21, 40–55.

Frey, B. J. and Koetter, R. (2000), Exact inference using theattenuated max-product algorithm,in M. Op-

per and D. Saad, eds, ‘Advanced Mean Field Methods: Theory and Practice’, MIT Press, Cambridge,

MA.

Friedman, J. W. (1971), ‘A non-cooperative equilibrium forsupergames’,The Review of Economic Stud-

ies31(1), 1–12.

Fudenberg, D. and Levine, D. K. (1995), ‘Consistency and cautious fictitious play’,Journal of Economic

Dynamics and Control19, 1065–1089.

Fudenberg, D. and Levine, D. K. (1998),The Theory of Learning in Games, MIT Press, Cambridge, MA.

Fudenberg, D. and Tirole, J. (1991),Game Theory, MIT Press, Cambridge, MA.

Geman, S. and Geman, D. (1984), ‘Stochastic relaxation, gibbs distributions, and the bayesian restoration

of images’,IEEE Transactions on Pattern Analysis and Machince Intelligence6, 721–741.

Gerardi, D. (2004), ‘Unmediated communication in games with complete and incomplete information’,

Journal of Economic Theory114(1), 104–131.

Gerding, E. H., Dash, R. K., Yuen, D. C. K. and Jennings, N. R. (2007), Bidding optimally in concur-

rent second-price auctions of perfectly substitutable goods, in ‘Proceedings of the 6th International

Conference on Autonomous Agents and Multiagent Systems (AAMAS–07)’, Honolulu, HI, USA,

pp. 267–274.

Gerkey, B. P. and Mataric, M. J. (2002), ‘Sold!: auction methods for multirobot coordination’,IEEE

Transactions on Robotics and Automation18(5), 758–768.

Ginsberg, M. L. (1993), ‘Dynamic backtracking’,Journal of Artificial Intelligence Research1, 25–46.

Gottlob, G., Greco, G. and Mancini, T. (2007), Complexity ofpure equilibria in Bayesian games,in

M. M. Veloso, ed., ‘Proceedings of the 20th Internation Joint Conference on Artificial Intelligence

(IJCAI–07)’, Hyderabad, India, pp. 1294–1299.

Gottlob, G., Greco, G. and Scarcello, F. (2005), ‘Pure Nash equilibria: Hard and easy games’,Journal of

Artificial Intelligence Research24, 357–406.

Gottlob, G., Grohe, M., Musliu, N., Samer, M. and Scarcello,F. (2005), Hypertree decompositions:

Structure, algorithms, and applications,in D. Kratsch, ed., ‘31st Int. Workshop on Graph-Theoretic

Concepts in Computer Science’, Vol. 3787 ofLecture Notes in Computer Science, Springer, Metz,

France, pp. 1–15.

Gottlob, G., Leone, N. and Scarcello, F. (2002), ‘Hypertreedecompositions and tractable queries’,Jour-

nal of Computer and System Sciences64(3), 579–627.

Govindan, S. and Wilson, R. (2004), ‘Computing Nash equilibria by iterated polymatrix approximation’,

Journal of Economic Dynamics and Control28, 1229–1241.



BIBLIOGRAPHY 195

Greco, G. and Scarcello, F. (2004), Constrained pure Nash equilibria in graphical games,in ‘Proceedings

of the 16th European Conference on Artificial Intelligence (ECAI–04)’, Valencia, Spain.

Greenwald, A., Kirby, R. M., Reiter, J. and Boyan, J. (2001),Bid determination in simultaneous auctions:

A case study,in ‘Proceedings of the 3rd ACM Conference on Electronic Commerce (EC–01)’, Tampa,

FL, USA, pp. 115–124.

Grimmett, G. and Stirzaker, D. (2001),Probability and Random Processes, third edn, Oxford University

Press.

Groves, T. (1973), ‘Incentives in teams’,Econometricapp. 617–631.

Harsanyi, J. (1967–68), ‘Games with incomplete information played by Bayesian players’,Management

Science14, 159–182,320–334,486–502.

Harsanyi, J. C. and Selten, R. (1988),A General Theory of Equilibrium Selection in Games, MIT Press.

Hart, S. and Mas-Colell, A. (2000), ‘A simple adaptive procedure leading to correlated equilibrium’,

Econometrica68, 1127–1150.

Hart, S. and Mas-Colell, A. (2001), A reinforcement procedure leading to correlated equilibrium,in

G. Debreu, W. Neuefeind and W. Trockel, eds, ‘Economic Essays: A Festschrift for Werner Hilden-

brand’, Springer, New York, NY, USA, pp. 181–200.

Hayajneh, M. and Abdallah, C. T. (2004), ‘Distributed jointrate and power control game-theoretic algo-

rithms for wireless data’,IEEE Communications Letters8, 511–513.

Heikkinen, T. (2006), ‘A potential game approach to distributed power control and scheduling’,Computer

Networks50, 2295–2311.

Hindriks, K., van der Hoek, W. and van Riemsdijk, B. (n.d.), Agent programming with temporally ex-

tended goals,in K. Decker, J. Sichman, C. Sierra and C. Castelfranchi, eds, ‘Proceedings of the 8th

International Conference on Autonomous Agents and Multiagent Systems (AAMAS–09)’, pp. 137–

144.

Hirayama, K. and Yokoo, M. (2005), ‘The distributed breakout algorithms’,Artificial Intelligence161(1-

2), 89–115.

Hobbes, T. (1651), ‘Leviathan, or the matter, forme and power of a common wealth ecclesiasticall and

civil’.

Hofbauer, J. and Sandholm, W. H. (2002), ‘On the global convergence of stochastic fictitious play’,

Econometrica70, 2265–2294.

Jackson, M. O. (2004), A survey of models of network formation: Stability and efficiency,in G. Demange

and M. Wooders, eds, ‘Group Formation in Economics; Networks, Clubs and Coalitions’, Cambridge

University Press, Cambridge, UK, pp. 11–57.

Jennings, N. R. (2001), ‘An agent-based approach for building complex software systems’,Communica-

tions of the ACM44, 35–41.

Jennings, N. R. and Bussmann, S. (2003), ‘Agent-based control systems’,IEEE Control Systems Maga-

zine23, 62–74.



BIBLIOGRAPHY 196

Kaelbling, L. P., Littman, M. L. and Cassandra, A. R. (1998),‘Planning and acting in partially observable

stochastic domains’,Artificial Intelligence101(1), 99–134.

Kearns, M., Littman, M. and Singh, S. (2001), Graphical models for game theory,in ‘Proceedings of the

the 17th Conference on Uncertainty in Artificial Intelligence (UAI–01)’, Morgan Kaufmann, Seattle,

WA, USA, pp. 253–260.

Kho, J., Rogers, A. and Jennings, N. (2009), ‘Decentralisedcontrol of adaptive sampling in wireless

sensor networks’,ACM Transactions on Sensor Networks5(3).

Kiekintveld, C., Jain, M., Tsai, J., Pita, J., Tambe, M. and Ordonez, F. (2009), Computing optimal

randomized resource allocations for massive security games, in K. Decker, J. Sichman, C. Sierra and

C. Castelfranchi, eds, ‘Proceedings of the 8th International Conference on Autonomous Agents and

Multiagent Systems (AAMAS–09)’, Budapest, Hungary.

Kirkpatrick, S., Gelatt, C. D. and Vecchi, M. P. (1983), ‘Optimisation by simulated annealing’,Science

220, 671–680.

Kitano, H., Todokoro, S., Noda, I., Matsubara, H. and Takahashi, T. (1999), Robocup rescue: Search

and rescue in large-scale disaster as a domain for autonomous agents research,in ‘IEEE International

Conference on System, Man, and Cybernetics (SMC–99)’.

Koenig, S., Tovey, C., Zheng, X. and Sungur, I. (2007), Sequential bundle-bid single-sale auction algo-

rithms for decentralized control,in ‘Proceedings of the 20th Internation Joint Conference on Artificial

Intelligence (IJCAI–07)’, pp. 1359–1365.

Kohlas, J. and Wilson, N. (2008), ‘Semiring induced valuation algebras: Exact and approximate local

computation algorithms’,Artificial Intelligence172(11), 1360–1399.

Krishna, R. (2007), ‘Communication in games of incomplete information: Two players’,Journal of

Economic Theory132(1), 584–592.

La Mura, P. and Pearson, M. R. (2002), Simulated annealing ofgame equilibria: A simple adaptive

procedure leading to Nash equilibrium,in ‘International Workshop on The Logic and Strategy of

Distributed Agents’, Trento, Italy.

Lemke, C. and Howson, J. (1964), ‘Equilibrium points of bimatrix games’,Journal of the Society of

Industrial and Applied Mathematics12, 413–423.

Leslie, D. S. and Collins, E. J. (2005), ‘IndividualQ-learning in normal form games’,SIAM Journal on

Control and Optimization44, 495–514.

Leslie, D. S. and Collins, E. J. (2006), ‘Generalised weakened fictitious play’,Games and Economic

Behavior56, 285–298.

Leyton-Brown, K. and Tennenholtz, M. (2005), Local-effectgames, in D. Lehmann, R. Müller

and T. Sandholm, eds, ‘Computing and Markets’, Dagstuhl Seminar Proceedings, Internationales

Begegnungs- und Forschungszentrum fuer Informatik (IBFI), Schloss Dagstuhl, Germany.

Littman, M. L. (1994), Markov games as a framework for multi-agent reinforcement learning,in ‘Pro-

ceedings of the 11th International Conference on Machine Learning (ML–94)’, Morgan Kaufmann,

New Brunswick, NJ, USA, pp. 157–163.



BIBLIOGRAPHY 197

Maheswaran, R. T., Pearce, J. P. and Tambe, M. (2004), Distributed algorithms for DCOP: A graphical-

game-based approach,in ‘Proceedings of the 17th International Conference on Parallel and Distributed

Computing Systems (PDCS–04)’, San Francisco, CA, USA, pp. 432–439.

Maheswaran, R. T., Pearce, J. P. and Tambe, M. (2005), A family of graphical-game-based algorithms for

distributed constraint optimization problems,in ‘Coordination of Large-Scale Multiagent Systems’,

Springer-Verlag, Heidelberg, Germany, pp. 127–146.

Mailler, R. and Lesser, V. (2004), Solving distributed constraint optimization problems using cooperative

mediation,in ‘Proceedings of the 3rd International Conference on Autonomous Agents and Multiagent

Systems (AMAAS–04)’, New York, NY, USA, pp. 438–445.

Mailler, R. and Lesser, V. (2006), ‘Asynchronous partial overlay: A new algorithm for solving distributed

constraint satisfaction problems’,Journal of Artificial Intelligence Research25, 529–576.

Marden, J. R., Arslan, G. and Shamma, J. S. (2005), Joint strategy fictitious play with inertia for potential

games,in ‘Proceedings of the 44th IEEE Conference on Decision and Control (CDC–05)’, Seville,

Spain, pp. 6692–6697.

Marden, J. R., Arslan, G. and Shamma, J. S. (2009), ‘Joint strategy fictitious play with inertia for potential

games’,IEEE Transaction on Automatic Controlin press.

Marden, J. R. and Shamma, J. S. (2008), ‘Revisiting log-linear learning: Asynchrony, completeness and

payoff-based implementation’,Submitted to Games and Economic Behavior.

Matthews, G. M. and Durrant-Whyte, H. F. (2006), Scalable decentralised control for multi-platform

reconnaissance and information gathering tasks,in ‘Proceedings of the 9th International Conference

on Information Fusion (Fusion–06)’, Florence, Italy.

Metropolis, N., Rosenbluth, A., Rosenbluth, M., Teller, A.and Teller, E. (1953), ‘Equation of state

calculations by fast computing machines’,Journal of Chemical Physics21, 1087–1092.

Mezzetti, C. (2004), ‘Mechanism design with interdependent valuations: Efficiency’,Econometrica

72(5), 1617–1626.

Mezzetti, C. and Friedman, J. W. (2001), ‘Learning in games by random sampling’,Journal of Economic

Theory98(1), 55–84.

Modi, P. J., Scerri, P., Shen, W.-M. and Tambe, M. (2003), Distributed resource allocation: A distributed

constraint reasoning approach,in V. Lesser, C. L. Ortiz and M. Tambe, eds, ‘Distributed SensorNet-

works: A Multiagent Perspective’, Kluwer Academic Publishers.

Modi, P. J., Shen, W.-M., Tambe, M. and Yokoo, M. (2005), ‘ADOPT: Asynchronous distributed con-

straint optimization with quality guarantees’,Artificial Intelligence161(1-2), 149–180.

Monderer, D. and Shapley, L. S. (1996a), ‘Fictitious play property for games with identical interests’,

Journal of Economic Theory68, 258–265.

Monderer, D. and Shapley, L. S. (1996b), ‘Potential games’,Games and Economic Behavior14, 124–

143.

Morris, P. (1993), The breakout method for escaping from local minima, in ‘Proceedings of the 11th

National Conference on Artificial Intelligence (AAAI–93)’, Washington, DC, USA, pp. 40–45.



BIBLIOGRAPHY 198

Morris, S., Rob, R. and Shin, H. S. (1995), ‘p-dominance and belief potential’,Econometrica63, 145–

157.

Nair, R., Tambe, M., Yokoo, M., Pynadath, D. and Marsella, S.(2003), Taming decentralized POMDPs:

Towards efficient policy computation for multiagent settings,in ‘Proceedings of the 18th International

Joint Conference on Artificial Intelligence (IJCAI–03)’, Acapulco, Mexico.

Nash, J. (1950), ‘Equilibrium points inn-person games’,Proceedings of the National Academy of Sci-

ences36, 48–49.

Neel, J., Menon, R., Ree, J. H. and MacKenzie, A. B. (2005), Using game theory to analyze physical

layer cognitive radio algorithms. Working paper.

Neyman, A. (1997), ‘Correlated equilibrium and potential games’,International Journal of Game Theory

26, 223–227.

Ortiz, L. E. and Kearns, M. J. (2003), Nash propagation for loopy graphical games,in S. Becker, S. Thrun

and K. Obermayer, eds, ‘Advances in Neural Information Processing Systems’, Vol. 15, MIT Press,

pp. 793–800.

Osborne, M. J. and Rubinstein, A. (1994),A Course in Game Theory, MIT Press, Cambridge, MA, USA.

Ottens, B. and Faltings, B. (2008), Coordinating agent plans through distributed constraint optimization,

in ‘ICAPS–08 Multiagent Planning Workshop’, Sydney, Australia.

Papadimitriou, C. H. and Roughgarden, T. (2008), ‘Computing correlated equilibria in multi–player

games’,Journal of the ACM55(3), 14–29.

Pearce, J. P. and Tambe, M. (2007), Quality guarantees onk-optimal solutions for distributed constraint

optimisation problems,in ‘Proceedings of the 20th Internation Joint Conference on Artificial Intelli-

gence (IJCAI–07)’, Hyderabad, India, pp. 1446–1451.

Penn, M., Polukarov, M. and Tennenholtz, M. (2007), Congestion games with load-dependent failures:

identical resources,in ‘Proceedings of the 8th ACM Conference on Electronic Commerce (EC–07)’,

San Diego, CA, USA, pp. 210–217.

Penn, M., Polukarov, M. and Tennenholtz, M. (2008), Asynchronous congestion games,in L. Padgham,

D. Parkes, J. Müller and S. Parsons, eds, ‘Proceedings of the 7th International Conference on Au-

tonomous Agents and Multiagent Systems (AAMAS–08)’, Estoril, Portugal, pp. 1605–1608.

Peshkin, L., Kim, K., Meuleau, N. and Kaelbling, L. P. (2000), Learning to cooperate via policy search,

in ‘Proceedings of the 16th Conference on Uncertainty in Artificial Intelligence (UAI–00)’, Morgan

Kaufmann, pp. 307–314.

Petcu, A. and Faltings, B. (2005), DPOP: A scalable method for multiagent constraint optimization,in

‘Proceedings of the 19th International Joint Conference onArtificial Intelligence (IJCAI–05)’, Edin-

burgh, Scotland, pp. 266–271.

Pigou, A. (1920),The Economics of Welfare, MacMillan.

Press, W. H., Flannery, B. P., Teukolsky, S. A. and Vetterling, W. T. (1992),Numerical Recipes: The Art

of Scientific Computing, Cambridge University Press.



BIBLIOGRAPHY 199

Rabinovich, Z., E. Gerding, M. P. and Jennings, N. R. (n.d.),Generalised fictitious play for a contin-

uum of anonymous players,in ‘Proceedings of the 21st International Joint Conference onArtificial

Intelligence (IJCAI–09)’.

Ramchurn, S. D., Mezzetti, C., Giovannucci, A., Rodriguez,J. A., Dash, R. K. and Jennings, N. R.

(2009), ‘Trust-based mechanisms for robust and efficient task allocation in the presence of execution

uncertainty’,Journal of Artificial Intelligence Research35, 119–159.

Robinson, J. (1951), ‘An iterative method of solving a game’, Annals of Mathematics54, 296–301.

Rosenthal, R. W. (1973), ‘A class of games possessing pure-strategy Nash equilibria’,International Jour-

nal of Game Theory2, 65–67.

Roughgarden, T. (2005),Selfish Routing and the Price of Anarchy, MIT Press.

Rousseau, J.-J. (1775), A discourse on the origin of inequality, in ‘The Social Contract and Discourses’,

1973 edn, J.M. Dent & Sons, London. Translated by G. D. H. Cole.

Rozenfeld, O. and Tennenholtz, M. (2006), Strong and correlated strong equilibria in monotone conges-

tion games,in ‘Proceedings of the 2nd International Workshop on Internetand Network Economics

(WINE–06)’, Patras, Greece, pp. 74–86.

Russell, S. and Norvig, P. (2002),Artificial Intelligence: A Modern Approach, 2nd edn, Prentice Hall.

Sandholm, T., Gilpin, A. and Conitzer, V. (2005), Mixed–integer programming methods for finding Nash

equilibria, in ‘Proceedings of the 20th National Conference on Artificial Intelligence (AAAI)’, Pitts-

burgh, PA, USA, pp. 495–501.

Sandholm, T. W. (1999), Distributed rational decision making, in G. Weiss, ed., ‘Multiagent Systems: A

Modern Approach to Distributed Artificial Intelligence’, MIT Press, pp. 201–258.

Schiex, T., Fargier, H. and Verfaillie, G. (1995), Valued constraint satisfaction problems: Hard and easy

problems.,in ‘Proceedings of the 14th International Joint Conference onArtificial Intelligence (IJCAI–
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